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Abstract

Multi-view data, where there are multiple data views (e.g., genomics, proteomics) mea-

sured on the same set of participants, have become increasingly available and require

integrative analysis methods to fully utilize the available data and better understand

complex diseases. At the same time, epidemiologic and genetic studies in many complex

diseases suggest subgroup di�erences (e.g., by sex or race) in disease course and patient

outcomes. While there are many existing methods to perform integrative analysis of

multi-view data, we are unaware of any integrative analysis methods that also account

for subgroup heterogeneity. Instead existing integrative analysis methods would require

either (a) concatenating the subgroups which ignores any potential subgroup heterogene-

ity or (b) running a separate analysis for each subgroup which limits power especially in

a high-dimensional data setting. While there are existing methods that account for sub-

group heterogeneity, we are unaware of any that can also perform integrative analysis.

These methods would require either (a) concatenating data views within each subgroup

which fails to model the associations between data views or (b) considering each view

separately which fails to fully utilize the multi-view data and requires combining results

post hoc. This dissertation begins to �ll this gap by proposing the novel statistical

approach HIP (Heterogeneity in Integration and Prediction).

Chapter 2 introduces HIP, a novel one-step method that (1) accounts for subgroup

heterogeneity in multi-view data, (2) ranks variables based on importance, (3) can in-

corporate covariate adjustment, and (4) has e�cient algorithms implemented in Python.

The method introduced in this chapter can accommodate one or more continuous out-

comes. Simulations show improved variable selection and prediction abilities compared

to existing methods. We illustrate HIP using data from the COPDGene Study to iden-

tify molecular signatures that are common and speci�c to males and females and that

contribute to the variation in COPD as measured by airway wall thickness.
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Chapter 3 extends HIP to accommodate multi-class, Poisson, and ZIP outcomes

which allows researchers to study other clinically relevant outcomes. Simulations again

show improved performance for HIP relative to existing methods in terms of vari-

able selection and prediction abilities. We illustrate this method using data from the

COPDGene Study to explore the genes and proteins associated with exacerbation fre-

quency for males and females.

One limitation researchers wishing to apply HIP to their data may encounter is that

the implementation would require some knowledge of Python programming. Chapter

4 addresses this by introducing an R Shiny Application that provides a graphical user

interface to the Python code allowing users to apply HIP to their own data. Users

can select di�erent analysis options or use the defaults provided. HIP, with improved

accessibility through this R Shiny App, has many potential scienti�c applications.
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Chapter 1

Introduction

1.1 Multi-view Data Integration

Multi-view data refers to multiple data views from di�erent sources measured on the

same set of experimental units. Integrative analysis uses multiple data views measured

on the same set of subjects to perform two main tasks simultaneously: (a) determine

how the data views are associated with each other and (b) predict outcomes based

on the multiple data views [1]. In a two-step method, these two tasks are performed

separately, i.e., the associations between views are modeled �rst and then the results are

used in a separate predictive model. In a one-step method, these two tasks are performed

simultaneously. A potential downside of two-step methods is that the outcome does not

inform the association analysis, so there is no guarantee that the results of the �rst step

are related to the outcome of interest.

Multi-view data is becoming increasingly available in many domains including `omics

and neuroimaging. For example, the Genetic Epidemiology of Chronic Obstructive Pul-

monary Disease (COPDGene) study [2] performed genomic and proteomic assays on a

subset of study participants. Another example is the Southwest University Longitudi-

nal Imaging Multimodal (SLIM) Study [3] where they collected multiple brain imaging
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modalities including functional Magnetic Resonance Imaging (fMRI) and Di�usion Ten-

sor Imaging (DTI) from participants. The increased availability of such data is likely

due in part to decreasing costs in collecting the data, but there is growing scienti�c

interest in such data because it allows researchers to answer di�erent and more complex

questions than analyzing data separately. The increase in the availability of and interest

in this type of data is evidenced by multiple NIH grants available for developing statis-

tical and computational methods for integrative data analysis [4], e.g., Data Integration

and Statistical Analysis Methods (DISAM) [RFA-HG-23-005].

Several methods exist to perform integrative analysis. One of the �rst integrative

analysis methods was Canonical Correlation Analysis (CCA) which looks for linear

combinations of variables called canonical variates from two data views that show the

strongest correlation [5]. These canonical variates are a lower rank representation of

the relationship between these two sets of variables. Recently, many methods have

extended CCA including sparse CCA (sCCA) to induce sparsity in the canonical variates

[6], supervised sCCA to allow inclusion of an outcome [7], multiple sCCA to allow for

more than two data views [7], generalized association study framework to allow for

heterogeneous data types [8], and Bayseian CCA [9]. BIP (Bayesian Integrative Analysis

and Prediction) is a Bayesian hierarchical model that integrate multiple data views and

predict an outcome, and BIPNET additionally incorporates prior network information

[10].

Sparse Estimation through Linear Programming (SELP) can be used to estimate

sparse CCA vectors which create a lower-dimensional representation of the dependency

structure across data views [11]. This method can be used in the �rst step of a two-

step approach, but it can't include information about an outcome of interest, and it is

currently only able to handle two data views. Canonical Variate Regression (CVR) is

a one-step approach that combines CCA with likelihood-based regression to predict an

outcome and a penalty term to induce sparsity [1]. This model allows for di�erent types

of outcomes by adjusting the likelihood-based regression formulation but is also limited
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to two data views in its current implementation [12]. Sparse Integrative Discriminant

Analysis (SIDA) is a one-step method for joint association and classi�cation using mul-

tiple data views [13]. SIDA can integrate more than two views but is only applicable to

classi�cation problems (i.e., multi-class outcome).

1.2 Subgroup Heterogeneity

Subgroup heterogeneity refers to the possibility that subgroups may di�er in the way

that the observed covariates relate to the outcome of interest [14]. There is evidence

of subgroup heterogeneity in many di�erent disease areas including Chronic Obstruc-

tive Pulmonary Disease (COPD) where there are di�erences between males and females

[15, 16, 17, 18] and Alzheimer's disease where subgroups of patients with mild cognitive

impairment de�ned using volumetric brain measurements showed di�erences in cogni-

tive performance and conversion to Alzheimer's disease [19]. By understanding these

subgroup di�erences, we may be able to improve patient outcomes by personalizing

treatments. Another potential bene�t of accounting for subgroup heterogeneity is that

we can borrow information across subgroups increasing power over analyzing subgroups

separately particularly in high-dimensional settings with small sample sizes.

Several methods exist that account for subgroup heterogeneity. The Joint Lasso

jointly estimates regression coe�cients for subgroups; the sparsity patterns and esti-

mates can vary by subgroup, but where there there are similarities across subgroups,

the Joint Lasso shares information across subgroups by encouraging similarity in those

coe�cients [14]. The Meta Lasso pools information from multiple studies (which can

be thought of as subgroups in our framework) to perform a lasso-type analysis for each

study but allows variable selection to di�er across the studies [20].
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1.3 Integrative Analysis with Subgroup Heterogeneity

While there are methods to address data integration and subgroup heterogeneity sep-

arately, there are very few methods that perform both. However, there are many in-

stances where it may be desirable to account for subgroup heterogeneity in integrative

analysis. Consider the COPDGene study where there are genomic and proteomic data

views available and there is known subgroup heterogeneity between males and females.

Researchers are interested in understanding which genes and proteins are related to a

clinical outcome for both males and females and which genes and proteins may be re-

lated to the clinical outcome for only males or only females. This situation is depicted

in Figure 1.1. In this case, the observations in each data view are on the same set of

participants, and the subgroups are known a priori.

Figure 1.1: Example of Multi-view Data with Pre-De�ned Subgroups.

In this case, the existing methods for integrative analysis would require either (a)

concatenating the subgroups which ignores any potential subgroup heterogeneity or

(b) running a separate analysis for each subgroup (i.e., separate models for males and

females) limiting the sample size available for each analysis tons instead of pooling

information across subgroups. Alternately, the existing methods to account for subgroup
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heterogeneity would require either (a) stacking the di�erent data views for each subgroup

(i.e., concatenating the genomic and proteomic data views within a subgroup) or (b)

considering each view separately. The former ignores the overall dependency structure

among the di�erent data views, and the latter fails to fully utilize the multi-view data

and requires combining results post hoc. This dissertation focuses on the development

of a novel method to perform integrative analysis while also accounting for subgroup

heterogeneity to overcome some of these limitations.

Chapter 2 introduces this method named HIP (Heterogeneity in Integration and

Prediction) that is among the �rst methods to perform integrative analysis while also

accounting for subgroup heterogeneity. This method is applicable to one or more con-

tinuous outcomes and can force speci�ed covariates into the model giving HIP more


exibility than current methods. We also describe the computationally e�cient algo-

rithms using PyTorch [21] used to implement HIP. Simulations show improved variable

selection and prediction performance compared to existing methods. We then apply

HIP to the proteomic and genomic data from COPDGene to identify genes and pro-

teins related to airway wall thickness (AWT) in males and females.

Chapter 3 extends this method to accommodate a multi-class, Poisson, or Zero-

In
ated Poisson (ZIP) outcome allowing us to explore other clinically relevant outcomes

such as number of hospitalizations. Simulations demonstrate improved variable selection

(multi-class, Poisson, and ZIP) and equivalent (multi-class) or improved (Poisson and

ZIP) prediction performance. We apply HIP to the proteomic and genomic data from

COPDGene using exacerbation frequency as the outcome of interest.

Finally, Chapter 4 describes an R Shiny [22] application that allows researchers to

upload and run HIP on their data without needing any programming knowledge. There

are three main screens in the app: the �rst (`About') gives information about HIP and

related links, the second (`HIP') is where the user uploads or simulates data and sets

options for the analysis, and the third (`Results') is where the results will be output for

the user. Users can use the provided defaults or select the speci�c options they want to
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use. This interface makes HIP accessible to a wider audience increasing the potential

impact of this method.
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Chapter 2

Heterogeneity in Integration and

Prediction (HIP)

2.1 Introduction

COPD is a chronic progressive disease a�ecting more than 16 million adults, presenting

a substantial and increasing economic and social burden [23]; COPD was projected to

cost the U.S. economy about $49 billion in 2020 [24]. Although tobacco smoking is the

leading environmental risk factor for COPD, even in heavy smokers fewer than 50%

develop COPD [25]; genetics [26], environmental exposures [27], in
ammation [28] and

other factors [29] predispose individuals to develop COPD. The Genetic Epidemiology

of COPD (COPDGene) Study [2] is one of the largest studies to investigate the un-

derlying genetic factors of COPD to understand why certain smokers develop COPD

while others do not. While many genomic studies have successfully identi�ed multiple

genetic variants for COPD susceptibility, most identi�ed genetic variants do not reside

in protein-coding regions [30] making it di�cult to interpret their function. Genomics

data used in combination with other omics (e.g., proteomics) and known risk factors

show promise in identifying multifaceted features that can enhance our understanding
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of mechanisms of COPD susceptibility.

Epidemiologic and genetic studies suggest subgroup (e.g., sex) disparities exist for

many complex diseases. Subgroups of a population can present similar symptoms but

have di�erent clinical courses and respond to therapy di�erently. By determining factors

predictive of an outcome for each subgroup, we can better personalize treatments to

improve patient outcomes. Research suggests sex disparities exist in COPD mechanisms

[15]. A meta-analysis of 11 studies showed that female smokers, even if smoking fewer

cigarettes, had a faster annual decline in forced expiratory volume in one second (FEV1)

[16]. A study using COPDGene data found women smokers tended to have higher airway

wall thickness (AWT) compared to male smokers [17], likely explaining some of the sex

di�erences in the prevalence of COPD. Women with severe COPD may be at higher risk

for hospitalization and death [18]. These studies primarily used data from one source,

so combining data from multiple sources has the potential to reveal new insights into sex

di�erences in COPD mechanisms. Motivated by the crucial scienti�c need to understand

sex di�erences in COPD, we leverage the strengths from multiple data views from the

COPDGene Study [2] to identify genes and proteinscommon among and speci�c to

males and females contributing to variation in AWT.

Existing methods for integrating data from multiple views are inadequate for our

problem as they do not account for subgroup heterogeneity. In particular, one-step

methods have been proposed for joint association of data from multiple views and si-

multaneous prediction of an outcome [13, 10, 1]. To do this, one would build a separate

integrative analysis model for each subgroup to determine the important multidimen-

sional variables that are associated and predictive of the outcome for each subgroup.

While this approach is intuitive, it is limited by the sample size for each subgroup and

does not pool information across subgroups making estimation challenging. This is es-

pecially true for high-dimensional data settings where the number of variables is larger

than the sample size for each subgroup. Another approach that makes use of samples

in all subgroups is to apply these one-step methods on the combined subgroup data,
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but this precludes us from examining whether such heterogeneity exists.

The need to account for subgroup heterogeneity has been recognized and studied in

the case where there is only one data view. [14] propose the Joint Lasso to jointly esti-

mate regression coe�cients for di�erent subgroups while allowing for the identi�cation

of subgroup-speci�c features, and also encouraging similarity between subgroup-speci�c

coe�cients. In [20], the authors proposed the meta lasso for feature selection for di�er-

ent studies (in our application, subgroups) that incorporates a hierarchical penalty to

borrow strength across di�erent studies, while allowing for feature selection 
exibility.

The goal of the meta lasso is to combine data sets with the same variables measured

on distinct subjects from separate studies to improve variable selection across all data

sets; it is not speci�cally designed to account for subgroup heterogeneity and does not

consider multiple data views obtained on the same set of subjects. To use these existing

methods, one would stack the di�erent data views for each subgroup; this approach as-

sumes the many variables across the data views are independent and ignores the overall

dependency structure among the di�erent views.

We make three main contributions in this article. First, we propose integrative

analysis and prediction methods that account for subgroup heterogeneity and are ap-

propriate for our motivating data by modifying the hierarchical penalty proposed in [20]

to improve power for identifying common and subgroup-speci�c features. Second, the

methods we propose, called HIP (Heterogeneity in Integration and Prediction), allow

for one or more continuous outcomes, and can force speci�ed covariates into the model

giving HIP more 
exibility than current methods. Third, we develop computationally

e�cient algorithms using PyTorch [21]. We apply the methods to our motivating data

from the COPDGene Study to identify genes and proteins common across and speci�c

to males and females and associated with AWT. We then explore enriched pathways and

the ability of these omics biomarkers to predict AWT beyond some established COPD

risk factors.

The remainder of the chapter is structured as follows. In Section 2.2, we present
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the proposed methods (HIP). In Section 2.3, we describe the implementation of HIP. In

Section 2.4, we conduct simulation studies to assess the performance of HIP in compar-

ison with existing methods. In Section 2.5, we apply HIP to data from the COPDGene

Study. We conclude with some brief discussion in Section 2.6.

2.2 Methods

2.2.1 Notation and Problem

Suppose we haveD views (e.g., genomics, proteomics, clinical) withpd variables mea-

sured on the sameN subjects. Each view hass = 1 ; : : : ; S subgroups known a priori,

each with sample sizens whereN =
P S

s=1 ns. For subgroups and viewd, X d;s 2 R ns � pd

represents the data matrix. Assume we also have outcome data for each subgroup. For

a continuous outcome(s) (e.g., AWT), we have matrix Y s 2 R ns � q where q is the num-

ber of outcomes. Our primary goal is to perform integrative analysis that considers the

overall dependency structure among views, predicts an outcome, incorporates feature

ranking, and accounts for subgroup heterogeneity to identify common and subgroup-

speci�c variables contributing to variation in the outcome.

2.2.2 Integration of multi-view data

To relate the views within each subgroup, we assume there are subgroup-speci�c scores

(Z s) that drive the dependency structure among the views. Then, each view is written

as the product of the subgroup-speci�c scoresZ s 2 R ns � K and a matrix of view and

subgroup-speci�c loadingsB d;s 2 R pd � K plus a matrix of errors: X d;s = Z sB d;sT
+

E d;s. Here, K is the number of components used to approximate each view. TheZ s

incorporates the correlation across theD views for subgroups, and E d;s accounts for

the remaining variability unique to view d for subgroup s. In optimizing Z s and B d;s

we want to minimize the error in reconstructing X d;s, i.e., E d;s, via the loss function

F (X d;s; Z s; B d;s) = kX d;s � Z sB d;sT
k2

F . For a random matrix A , kA k2
F is the square
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of the Frobenius norm de�ned as trace(A T A ).

The decomposition ofX d;s in our approach is motivated by a principal components

framework rather than a factor analytic framework as we do not impose any distri-

bution on Z s or E d;s. Typically we would require B d;sT
B d;s = I , and Z sT Z s = I

for uniqueness, but we do not require these constraints because we are interested in

whether a variable's estimated coe�cients in B d;s are zero or not. Since we propose

to use a penalty that encourages row-sparsity, we preserve the sparsity pattern inB d;s

over matrix multiplication. Further, we only use Z s to predict the clinical outcome and

not to make inference on the estimates inZ s.

2.2.3 Hierarchical Penalty for Common and Subgroup-Speci�c Fea-

ture Ranking

A main goal in this paper is to identify common and subgroup-speci�c features associ-

ated with an outcome. Based on the hierarchical reparameterization proposed in [20],

we decomposeB d;s as the element-wise product ofGd and � d;s i.e., B d;s = Gd � � d;s

for d = 1 ; : : : ; D and s = 1 ; : : : ; S to estimate e�ects that are common across subgroups

using Gd 2 R pd � K while also allowing for heterogeneity in the subgroups through

� d;s 2 R pd � K . If there is no heterogeneity, then� d;s is a matrix of ones for all s, and

Gd = B d, i.e., the view-speci�c loadings are the same for all subgroups. In estimating

Gd, we borrow strength across subgroups for increased power. In this reparameteriza-

tion, exact values of Gd and � d;s are not identi�able, but also are not directly needed

for variable ranking.

We use regularization to induce sparsity by adding the blockl1=l2 penalty on Gd

and � d;s:
SX

s=1

J (B d;s) = � G 
 d

pdX

l=1

kgd
l k2 + � � 
 d

SX

s=1

pdX

l=1

k� d;s
l k2: (2.1)

Here, gd
l and � d;s

l are the lth rows in Gd and � d;s respectively and are each length

K . By imposing the block l1=l2 penalty on the rows ofGd and � d;s, the K components

11



are considered as a group, encouraging variables to be selected in allK components or

not to be selected. This is desirable because the selection of variables is not component-

dependent and thus appropriate for variable screening. This di�ers from the original

hierarchical penalty reparameterization proposed in [20] which imposes anl1 penalty.

Both � G and � � are tuning parameters controlling feature selection. Speci�cally, � G

controls feature selection for all subgroups combined and encourages removal of variables

that are not important for all S subgroups. Also, � � encourages feature selection for

each subgroup. Further details on the selection of� G and � � are given in Section 2.3.3.

The 
 d is a user-speci�ed indicator for whether the view should be penalized. This is

to allow some views, such as a set of clinical covariates, to be forced into the model to

guide the selection of other important variables, which can result in better prediction

of the outcome.

2.2.4 Relating Shared Scores to Clinical Outcome(s)

Besides identifying the common and subgroup-speci�c features, we aim to predict a

clinical outcome while allowing for heterogeneity in e�ects based on the subgroup and

multi-view data. We assume the outcome is related to the views only through the

shared scores, i.e. Z s, for each subgroup. This allows us to couple the problem of

associations among di�erent views and predicting an outcome. We relate the outcome

to Z s by minimizing a loss function
P S

s=1 F (Y s; Z s; � ; � 0). For continuous outcome(s),

F (Y s; Z s; � ; � 0) = jjY s � (� 0 + Z s� )jj2
F , where � 2 R K � q are regression coe�cients.

We can impose the constraint that the columns ofZ s are uncorrelated (Z sT
Z s = I )

so each of theK components provides unique information. Of note, our goal is not to

interpret the coe�cients � as in regression analysis; our goal is to rank the variables

corresponding to those coe�cients. In our applications, we standardize each column

of Y s to have mean 0 and variance 1 at the subgroup level, but this is not necessary

because of the estimation of the intercept� 0.

Our proposal to model one or more continuous outcomes in a one-step integrative

12



analysis model that that provides predictions based on rank-selected features, allowing

for subgroup heterogeneity in those features, is novel and will be of use in many scienti�c

applications.

2.2.5 Joint Model for Integration and Prediction

Typical integration and prediction methods follow two steps. First, the subgroup-

speci�c scoresZ s and view and subgroup-speci�c loadingsB d;s (hence common and

subgroup-speci�c variables,Gd and � d;s) are learned. Second, the learnedZ s are asso-

ciated with the outcome in a regression model. Since these steps are independent, the

common and subgroup-speci�c variables identi�ed may not be meaningfully connected

to the clinical outcome. To overcome this limitation, we use the outcome to guide

the selection of the common and subgroup-speci�c variables in a joint model. Thus,

we use HIP to estimate the following: view and subgroup-speci�c loadingsB d;s (Gd,

the common variables, and� d;s, the subgroup-speci�c variables), the subgroup-speci�c

scores shared across views (Z s), and the regression estimates (� , � 0). To obtain these

estimates, we combine the outcome loss function, the multi-view loss function, and the

regularization penalty to minimize the following overall loss function:

(B̂ d;s; Ẑ s; �̂ ; �̂ 0) = min
B d;s ;Z s ;� ;� 0

SX

s=1

F (Y s; Z s; � ; � 0) +
DX

d=1

SX

s=1

F (X d;s; Z s; B d;s)+

DX

d=1

SX

s=1

J (B d;s) (2.2)

Although versions of the hierarchical penalty have been used before, our paper is

among the �rst to use this penalty in joint association and prediction studies for data

from multiple views to account for common and subgroup-speci�c variation and to

extract subgroup-speci�c features and/or clinical variables. In Section 2.3, we describe

our algorithm for obtaining these estimates.
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2.2.6 Prediction

In order to predict an outcome on new data (sayX d;s
test ), we �rst predict the test shared

component, Z s
pred , and then use this information to predict the outcome. To predict

Z s
pred , we learn the model de�ned by (2.2) on the training data (i.e., X d;s

train ), obtain the

learned estimatesB̂ d;s, �̂ , and �̂ 0. Using these estimates and the testing dataX d;s
test ,

we solve the problem in (2.3).

Ẑ s
pred = min

Z s

DX

d=1

SX

s=1

F (X d;s
test ; Z s; B̂ d;s) = min

Z s

DX

d=1

SX

s=1

kX d;s
test � Z sB̂ d;sT

k2
F : (2.3)

Without an orthogonality condition on Z s, the solution of this problem has a

closed form given by Ẑ s
pred = X s

catB̂
s
cat (B̂

sT

catB̂
s
cat )

� 1 for s = 1 ; : : : ; S. Here, X s
cat is

an ns � f p1 + � � � + pdg matrix that concatenates all D views for subgroup s, i.e.,

X s
cat = [ X 1;s

test ; � � � ; X D;s
test ]. Similarly, B̂ cat = [ B̂ 1;s; � � � ; B̂ D;s ] and is af p1+ � � � + pD g� K

matrix of variable coe�cients. We add a small multiple of the identity matrix before

taking the inverse to help with stability, although we note the inverse is of a K � K

matrix, which is computationally inexpensive sinceK is typically small. With an orthog-

onality condition on Z s, the above optimization for Ẑ s
pred is an orthogonal Procrustes

problem [31]. Let the singular value decomposition ofX s
catB̂

s
cat be UDV T . Then

Ẑ s
pred = UV T . Once we have obtainedẐ s

pred , we predict a continuous outcomeŶ s
pred

as Ŷ s
pred = �̂ 0 + Ẑ s

pred �̂ .

2.3 Algorithm

The optimization problem in (2.2) is multi-convex in B d;s, Z s and � each but jointly

non-convex. As such, we are not guaranteed convergence to a global minimum. A local

optimum can be found by iteratively minimizing over each of the optimization parame-

ters with the rest of the optimization parameters �xed. Overall algorithm convergence is
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determined by the relative change in the objective function in (2.2) without the penalty

terms. The full algorithm is summarized in Algorithm 1.

Algorithm 1 Overview of Optimization Algorithm

Initialize Z s(0) , � (0) , � 0
(0) , Gd(0)

, and � d;s(0)

for t = 1 ; :::; iter max do
for s = 1 ; :::; S do

Z s(t )  arg minZ s F (Y s; Z s(t � 1) ; � 0
(t � 1) ; � (t � 1)) +

P D
d=1 F (X d;s; Z s(t � 1) ; Gd(t � 1)

; � d;s(t � 1)
)

Standardize columns ofZ s(t ) to have mean 0 and variance 1
end for
for d = 1 ; :::; D do

Gd(t )
 arg minG d

P S
s=1 F (X d;s; Z s(t ) ; Gd(t � 1)

; � d;s(t � 1)
) + � g

P pd
l=1 kgd

l k2

for s = 1 ; :::; S do
� d;s(t )

 arg min� d;s F (X d;s; Z s(t ) ; Gd(t )
; � d;s(t � 1)

) + � �
P pd

l=1 k� d;s
l k2

end for
end for
� (t ) ; � (t )

0  arg min� ;� 0

P S
s=1 F (Y s; Z s(t ) ; � 0

(t � 1) ; � (t � 1))
if Relative Loss< � then

Declare convergence and return estimates
else if t = iter max then

Return estimate with warning
end if

end for

2.3.1 Optimization Details

Initializations

The entries of Z s(0)
are initialized using random draws from aU(0:9; 1:1) distribution.

We initialize the entries of Gd(0)
for d = 1 ; :::; D , � (0) , and � (0)

0 with ones. � d;s(0)
is ini-

tialized to minimize jjX d;s
train � Z s(0)

� d;s(0) T
jj2

F , i.e., � d;s(0)
= [( Z s(0) T

Z s(0)
) � 1Z s(0) T

X d;s
train ]T .

Estimating Z s

After initializations, we �rst estimate Ẑ s( t )
by optimizing Equation (2.4) below using

gradient descent with gradients calculated using PyTorch [21].
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Ẑ s( t )
= min

Z s

SX

s=1

F (Y s; Z s; � (t � 1) ; � (t � 1)
0 ) +

DX

d=1

SX

s=1

kX d;s � Z sB d;s( t � 1) T

k2
F (2.4)

We use FISTA (fast iterative shrinkage-thresholding algorithm) with backtracking

[32] to speed up convergence and select an appropriate step size. FISTA accomplishes

the improved complexity by using a linear combination of the previous two iterations

when updating optimization parameters rather than just the previous iteration. The

convergence criterion is the relative change in (2.4) evaluated at̂Z s( t )
and Ẑ s( t � 1)

.

Estimating B d;s

Estimation of B d;s( t )
requires �rst estimating Gd( t )

for each of the D data views. We

�x � d;s( t � 1)
and estimate Gd( t )

by optimizing equation (2.5) using the Adagrad [33]

optimizer in PyTorch [21]. We de�ne the convergence criterion as the relative change

in (2.5) evaluated at Ĝd( t )
and Ĝd( t � 1)

.

Ĝd
(t )

= min
G d 2 Rpd � K

SX

s=1

k(X d;s � Z s( t )
(Gd � � d;s(t )

)T k2
F + � G 
 d

pdX

l=1

kgd
l k2 (2.5)

We then use these updated estimates forZ s and Gd to estimate � d;s(t )
by solving

equation (2.6). This optimization is performed using the same technique as forGd with

an analogous convergence criterion de�ned as the relative change in (2.6) evaluated at

�̂ d;s( t )
and �̂ d;s( t � 1)

.

�̂ d;s( t +1)
= min

� d;s 2 Rpd � K
k(X d;s � Z s( t )

(Gd (t )
� � d;s)T )k2

F + � � 
 d

pdX

l=1

k� d;s
l k2 (2.6)

Because our implementation uses an automatic di�erentiation algorithm, the L 2;1

16



(or block l2=l1) penalty does not result in zero coe�cients. However, the magnitude of

the coe�cients in B̂ d;s for the noise variables are clearly smaller than the coe�cients of

the signal variables. We rank and identify important variables based on the magnitude

of the L 2 norm of the corresponding row inB̂ d;s.

Estimating � , � 0

Finally, we update the estimate of � and � 0 using Ẑ s(t )
to optimize equation (2.7). We

use ISTA (iterative shrinkage-thresholding algorithm) with backtracking [32] to select an

appropriate step size. The convergence criterion is the relative change in (2.7) evaluated

at �̂ (t ) ; �̂ (t )
0 and �̂ (t � 1) ; �̂ (t � 1)

0 .

�̂ (t ) ; �̂ (t )
0 = min

� ;� 0

SX

s=1

F (Y s; Z s( t )
; � ; � 0) (2.7)

2.3.2 Ranking Procedure

Because sparsity will not be induced directly due to numerical limitations of the auto-

matic di�erentiation algorithm, we identify important variables by ranking according

to the L 2 norm of the corresponding row in B̂ d;s. The user speci�es the number of

variables (denote asN top) they wish to keep; this value can vary across data views.

Algorithm 1 is run once on the full training data and the N top variables are selected

for each view and subgroup based on the estimatedB d;s. Algorithm 1 is run a second

time including only these selected variables. This `subset' result should be used when

applying the prediction procedure in section 2.2.6.

2.3.3 Tuning Parameters

The optimization problem depends on tuning parameters� = ( � G; � � ) and the number

of latent components (K ) used to approximate the X d;s. First, we use two versions

of HIP based on ideas from [34]: (1) HIP (Grid) searches a grid across all points in
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the hyperparameter space and (2) HIP (Random) searches a random subset of points

(parameter combinations) from this grid. The code o�ers both cross-validation and

BIC as methods for selecting� . BIC is de�ned as N log
�h P S

s=1 F (Y s; Ẑ s; �̂ ; �̂ 0) +
P D

d=1
P S

s=1 kX d;s � Ẑ sB̂ d;sT
k2

F

i
=N

�
+ log( N )� B where � B is the sum of the number

of non-zero rows across theB̂ d;s matrices. Second, we propose an automatic approach

to select K . Tables B.1 and B.2 present results of how often this approach selects the

true value of K . Additional simulations found robust results for varying K (Figures B.1

and B.2). Please refer to Section B.1 for further discussion of both� and K .

2.4 Simulations

2.4.1 Set-up

We performed simulations for a single continuous outcome with two views and two

subgroups, i.e.,D = S = 2. There were n1 = 250 subjects in the �rst subgroup and

n2 = 260 subjects in the second. There were two di�erent scenarios to test the ability

of the algorithm to perform variable ranking and prediction: Full Overlap and Partial

Overlap (Figure 2.1). In the Full Overlap scenario, the signal variables for each subgroup

completely overlapped i.e., the �rst 50 variables of the B d;s matrices were important

for both subgroups. We expect competing methods to perform relatively well in this

scenario as there is no subgroup heterogeneity. In the Partial Overlap scenario, the

�rst 50 variables are important for the �rst subgroup. Of these 50, the last 25 are also

important to the second subgroup in addition to the 25 subsequent variables. We expect

some deterioration in the ability of the comparison methods to select the appropriate

variables due to subgroup heterogeneity.

For each example and scenario, there were three di�erent numbers of variables in

the data sets with pd indicating the number of variables in view d. In the P1 setting,

p1 = 300 and p2 = 350. In the P2 setting, p1 = 1 ; 000 andp2 = 1 ; 500. Finally, in the

P3 setting, p1 = 2 ; 000 andp2 = 3 ; 000. For these simulations,K was �xed to the true
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Figure 2.1: Visual Representation of Variable Overlap Scenarios. In the Full
Overlap scenario, the signal variables for each subgroup completely overlapped, i.e., the
same variables were important for both subgroups. In the Partial Overlap Scenario, half
of the variables important to each subgroup are the same, and the remaining important
variables are unique to each subgroup.

value of 2. We also setN top to the true value of 50 for all simulations.

The data generation process is based on [1]. First, theB d;s matrices are generated

according to the Full or Partial Overlap scenario. If the entry corresponds to a signal

variable, it is drawn from a U(0:5; 1) with the sign determined by a draw from a Bernoulli

distribution with equal probability; otherwise it is set to 0. We then orthogonalize the

columns of eachB d;s. Next, we generate the entries ofZ s � N (� = 25:0; � = 3 :0) and

E d;s � N (� = 0 :0; � = 1 :0). Then the data matrix for subgroup s in view d is generated

as X d;s = Z sB d;sT
+ E d;s. Finally, the outcome is generated asY s = � 0 + Z s� + E s

whereE s 2 Rns � 1 contains entries from a standard normal distribution. The true value

of � = [0 :7; 0:2]T and � 0 = 2 :0.
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2.4.2 Comparison Methods

First, we compare our proposed method (HIP) to canonical variate regression (CVR)

[1] as implemented in R packageCVR [12]. This is a joint association and prediction

method for multiple views (though existing code only implements two views), but it does

not account for subgroup heterogeneity. Thus, we implement the method in two ways:

(1) all subgroups are concatenated in each view (Concatenated CVR) and (2) a separate

model is �t for each subgroup (Subgroup CVR). Second, we compare our method to

the Joint Lasso [14] as implemented in R packagefuser [35]. The Joint Lasso does not

perform integrative analysis but does account for subgroup heterogeneity. We implement

this method on the data stacked over views (Concatenated Joint Lasso), but because

Joint Lasso allows for subgroups, we also apply the method on each view separately

(Dataset Joint Lasso). Third, we compare our method to the Lasso [36] and Elastic Net

[37] as implemented in R packageglmnet [38] using both the concatenated and separate

subgroup models (Concatenated Lasso/Elastic Net and Subgroup Lasso/Elastic Net

respectively); we stack the two views in each case. For the Elastic Net, we �xed� = 0 :5.

In �tting the models, we allowed any non-�xed tuning parameters to be chosen using

the default in the corresponding R package. For Joint Lasso, there is no function for

choosing the two tuning parameters in the R package, so we implemented a grid search

over 55 parameter combinations. We applied each method to the training data sets

and predicted the outcome on the test data sets. We do not compare with the meta

lasso because it is only available for binary outcomes and thus not applicable to the

motivating COPD data.

2.4.3 Evaluation Measures

We compare HIP to existing methods in terms of variable selection and prediction. For

variable selection, we estimate true positive rate (TPR), false positive rate (FPR), and

F1 score. All are constrained to the range [0; 1]. Note TPR = True Positives
True Positives + False Negatives ,
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and FPR = False Positives
True Negatives + False Positives . Also, F1 = True Positives

True Positives+ 1
2 (False Positives + False Negatives)

.

Ideally, TPR and F1 are 1 and FPR is 0.

For HIP, the variables are ranked by the L 2 norm of the rows in the estimatedB d;s

matrices. For each comparison method, the result includes some kind of regression

coe�cients, so variables with an estimated coe�cient that has been shrunk zero are

considered not selected and those with non-zero estimated coe�cients are considered

selected. For prediction, we estimated test mean squared error (MSE); smaller MSEs

indicate better performance. We averaged results over our 20 test data sets.

2.4.4 Results

In the Full Overlap scenario, we compare HIP (Grid) and HIP (Random) and �nd

similar results. This supports using HIP (Random) over HIP (Grid) as it is faster

computationally (Figure B.4). Looking at Figure 2.2, we note that HIP has a TPR and

F1 close to 1 and FPR close to 0. CVR is the closest competing method for F1 score.

For Joint Lasso, the FPR is fairly high, so it is selecting a lot of unimportant variables.

Joint Lasso, Lasso, and Elastic Net have lower TPR values suggesting these methods

are missing important variables. Overall, the competing methods have worse and more

variable TPR, FPR, and F1 scores compared to HIP. In terms of prediction, HIP and

Subgroup CVR have lower test MSEs than the other methods. Even when subgroups

share the same important variables, we see advantages in taking an integrative approach

and accounting for heterogeneity. The results are mostly consistent across P1, P2, and

P3, although P3 does show some deterioration in performance and increased variability.

The Lasso and Elastic net are the fastest in all parameter settings followed by HIP

(Random). HIP (Random) shows a larger computational advantage over CVR and

Joint Lasso as the number of variables increase (Figures B.4 and B.5). The Partial

Overlap scenario results (Figure B.3) are similar to the Full Overlap results but show a

greater advantage for HIP in variable selection performance.
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Figure 2.2: Results for Full Overlap Scenario. The �rst row corresponds to P1
(p1 = 300, p2 = 350), the second to P2 (p1 = 1000, p2 = 1500), and the third to P3
(p1 = 2000, p2 = 3000). For all settings, n1 = 250 and n2 = 260. The right column is
mean squared error (MSE), so a lower value indicates better performance. All results
are based on 20 iterations.
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2.5 Real Data Analysis

2.5.1 Study Goals

As mentioned previously, sex disparities exist in COPD susceptibility. In this section,

our goal is to use molecular data from the COPDGene Study [2] in combination with

clinical data to gain new insights into the molecular architecture of COPD in males and

females. We focus on individuals with COPD (de�ned as GOLD stage� 1) at Year 5

who had proteomics, RNA-sequencing, and AWT data available at Year 5. Of theN =

1376 individuals with COPD at Year 5 who had complete data, n1 = 782 were males

and n2 = 594 were females. Table 2.1 gives some characteristics of subjects who had

COPD at Year 5. We assessed for sex di�erences using t-tests for continuous variables

and � 2 tests for categorical variables. Subjects were predominantly non-Hispanic white,

but there were no sex di�erences. There were also not sex di�erences in age, BMI,

systolic blood pressure, percentage of current smokers, or percentage with diabetes.

Males and females di�ered in their mean AWT (p < 0:001) but did not di�er by lung

function as measured by mean FEV1% predicted. Given the available data, and the sex

di�erences in AWT, we will i) identify genes and proteins common and speci�c to males

and females associated with AWT, ii) explore pathways enriched in the proteins and

genes identi�ed for males and females, and iii) investigate the e�ect of these proteins

and genes on AWT, adjusting for covariates.

2.5.2 Applying the proposed and competing methods

The original data set has 4979 proteins and 19263 RNAseq variables. To reduce di-

mensionality, we �rst applied unsupervised �ltering to select the 5000 genes and 2000

proteins with the largest standard deviations. To identify \stable" genes and proteins,

i.e., genes and proteins that would consistently be associated with AWT, we generated

50 random splits of the �ltered data, strati�ed by subgroup, such that for each split

75% of the data was the training data and 25% was the testing data. Within each split,
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Table 2.1: COPDGene Participant Characteristics. The measurements presented
were collected at the Year 5 study visit to align with the collection of proteomic and
genomic data collection.

Variable Males Females P-value
N = 782 N = 594

Age 68.28 (8.35) 68.03 (8.36) 0.581
BMI 28.03 (5.62) 27.69 (6.59) 0.317
FEV 1 % Predicted 61.94 (22.97) 62.91 (22.59) 0.431
BODE Index 2.45 (2.45) 2.63 (2.38) 0.176
% Emphysema 11.30 (11.86) 9.39 (11.45) 0.003
Pack Years 53.05 (26.63) 47.57 (24.99) < 0.001
Airway Wall Thickness 1.17 (0.23) 1.00 (0.21) < 0.001
Non-Hispanic White (%) 82 78 0.084
Current Smoker (%) 66 65 0.510
Diabetes (%) 17 14 0.204

COPD = Chronic Obstructive Pulmonary Disease
BMI = Body Mass Index
FEV 1 = Forced Expiratory Volume in 1 Second
BODE = B ody mass index, air
ow O bstruction, D yspnea, and Exercise capacity

we performed supervised �ltering by regressing AWT on each of the genes and proteins

selected by the unsupervised �ltering, adjusting for sex, race, and pack years, and re-

tained genes and proteins with potential to explain the variation in AWT (uncorrected

p-value < 0:05). This means that the variables entering the models could di�er for each

split of the data.

To select tuning parameters, we set the range of possible values for� G and � � in

HIP to (0 ; 2] as in the simulations and selected the best model using BIC. Joint Lasso

used 10-fold cross-validation over the same grid values used in the simulations. CVR,

Lasso, and Elastic Net used 10-fold cross-validation with default settings to select tuning

parameters. HIP and CVR both require speci�cation of a rank, i.e., the number of latent

components used in the solutions. Our proposed automatic approach (threshold = 0:25;

refer to Section B.1.1) on the concatenated data suggestedK = 3. Interestingly, when

applied to eachX d;s separately, it suggestedK = 3 for the gene data andK = 1 for the

protein data. Figure B.6 shows the scree plots for both the concatenated and separate
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X d;s. Based on these results and the robustness seen in the sensitivity analyses, we

selectedK = 3 components for HIP and CVR. For HIP, we set N top = 75 genes and 25

proteins.

For each split of the data, we applied HIP (Grid), HIP (Random), and the subgroup

versions of the competing methods used in the simulations. For Elastic Net and Lasso,

we stacked the views and ran separate analyses for males and females. For Joint Lasso,

we ran separate analyses for the protein and gene data. For CVR, we ran separate

analyses for males and females. We used the selected tuning parameters and testing

datasets to predict AWT and estimate test MSEs. We then selected the top 1% of genes

and proteins based on the product of (a) the number of splits in which the variable was

included in the N top variables and (b) the proportion of splits in which the variable

was included in the N top variables, i.e., the number of splits in which the variable was

included in the N top variables divided by the number of splits in which the variable was

entered into the model after the supervised �ltering; these represent the \stable" genes

and proteins.

2.5.3 Results

Average mean squared errors, and proteins and genes selected:

Figures B.7 and B.8 show violin plots of the test MSEs and run times respectively from

all 50 splits of the data. The average test MSEs from the splits were slightly lower for

CVR and Joint Lasso, but also used many more variables (B.3). HIP (Random) has a

computational advantage over CVR and Joint Lasso.

Table B.4 shows the number of \stable" common and subgroup-speci�c genes and

proteins identi�ed by each method. We note few overlaps in selected genes and proteins

between HIP and existing methods (Figure B.9). Table B.5 compares the variables

selected by HIP (Random) and HIP (Grid); the selected genes and proteins are very

similar, again supporting the use of the random search instead of the grid search.
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Tables B.6 and B.7 list the genes and Table B.8 lists the proteins identi�ed as

\stable" and important to males and females by HIP (Random) including weights for

each protein and gene calculated as theL 2 norm of coe�cients in B̂ d;s across components

(i.e., rows) and averaging over the splits where the variable was selected.

Proteins with large weights include nuclear protein localization protein 4 homolog

(NPLOC4) and maspardin (SPG21) for males, and stromal membrane-associated pro-

tein 1 (SMAP1) and cyclin-dependent kinase 4 inhibitor D (CDKN2D) for females. [39]

introduced a novel method called SubmiRine to analyze miRNA and predict miRNA

target site variants (miRNA-TSV). When this method was applied to a subset of ge-

nomic samples from patients with COPD from the Lung Genome Research Consortium

(LGRC; http://www.lung-genomics. org), SPG21 was the top-scoring miRNA-TSV.

The gene with the largest weight was adiponectin receptor 1 (ADIPOR1) for males

and BCL2 like 1 (BCL2L1) for females. In a study of 60 male COPD patients and

30 male controls, [40] found adiponectin is associated with in
ammation from COPD

evidenced by a positive correlation with IL-8 and a negative correlation with FEV1%.

Pathway Enrichment Analysis

We performed pathway enrichment analysis using Ingenuity Pathway Analysis (IPA)

[41] to test for overrepresentation of pathways among our lists of \stable" proteins and

genes for males and females. The top 10 canonical gene pathways (Table 2.2) for males

and females had some common and some subgroup-speci�c pathways. The top pathway

for males is the iron homeostasis signaling pathway; this is the second ranked pathway

for females, and the top pathway for females is heme biosynthesis II. There is strong

evidence that disrupted iron homeostasis is associated with the presence and severity

of lung disease including COPD [42, 43]. Methylglyoxal degradation I ranks second for

males and third for females. [44] performed gene expression pro�ling on small airway

epithelium samples and also found this pathway to be activated in both male and female

smokers.
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There was no overlap in the top 10 protein pathways for males and females. The

top pathway for males was role of JAK2 in hormone-like cytokine signaling. The top

pathway for females was granulocyte adhesion and diapedesis which is associated with

regulation of in
ammation. [45] also found this to be a top pathway involving upregu-

lated genes when comparing patients with COPD and healthy controls.

E�ect of common and sex-speci�c genes and proteins on AWT

Finally, we created common and sex-speci�c protein and gene scores from the \stable"

proteins and genes selected by HIP (Random) and assessed whether these scores im-

proved the prediction of AWT beyond some established COPD risk factors. We created

the common protein score for subjecti as CommonProtScorei =
P # common proteins

j =1 wj x1
ij

wherex1
ij is subject i 's protein expression value for thej th common protein (i.e., the ij th

entry for the protein data, X 1), and wj is the weight for protein j . Each protein weight,

wj , was obtained via bootstrap. Speci�cally, we obtained 200 bootstrap datasets, and

for each bootstrap dataset, we obtained regression coe�cients and standard errors from

univariate regression models of AWT and each of the common proteins identi�ed. This

resulted in 200 regression coe�cients and standard errors which we combined using a

weighted mean. The subgroup-speci�c scores were also obtained in a similar fashion.

The scores were standardized to have mean 0 and variance 1 in each subgroup since

di�erent variables were identi�ed for males and females.

Once the scores were created, we �t several multiple linear regression models on

the full data: (1) Established Risk Factors (ERF) Model, (2) ERF + Common Protein

Score, (3) ERF + Common Gene Score, (4) ERF + Common Protein and Gene Scores,

(5) ERF + Subgroup Protein Score, (6) ERF + Subgroup Gene Score, (7) ERF +

Subgroup Protein and Gene Scores. Table 2.3 shows the coe�cient estimates with

con�dence intervals and p-values. We observe both the common and subgroup-speci�c

protein scores are statistically signi�cant, but neither the common nor subgroup-speci�c

gene scores were. This could be due to including too few genes in the scores or because
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there was a large overlap between the genes selected for males and females. The \stable"

proteins we identi�ed to be common and speci�c to males and females could potentially

be explored to further our understanding of sex di�erences in COPD mechanisms.

2.6 Conclusion

We have tackled the problem of accounting for subgroup heterogeneity in an integrative

analysis framework. Motivated by the COPDGene study and a scienti�c need to un-

derstand sex di�erences in COPD, we developed appropriate statistical methods that

leverage the strengths of multi-view data, account for subgroup heterogeneity, incorpo-

rate clinical covariates, and combine the association step with a clinical outcome step

to guide the selection of clinically meaningful molecular signatures. Through the use

of a hierarchical penalty, we identify omics signatures that are common and subgroup-

speci�c and can predict a clinical outcome. HIP showed comparable to substantially

improved prediction and variable selection performance in simulation settings when

compared to existing methods.

When we applied HIP to genomic and proteomic data from COPDGene, we identi�ed

protein and gene biomarkers and pathways common and speci�c to males and females.

When the proteins and genes were developed into scores, the common and subgroup-

speci�c protein scores were statistically signi�cant predictors of airway wall thickness

(AWT) even when including established risk factors of COPD. These �ndings suggest

the proteins and genes identi�ed to be common and speci�c to males and females could

be explored to further our understanding of sex di�erences in COPD mechanisms.

Recently, [46] also explored gene signatures related to AWT and found that interferon

stimulated genes were associated with AWT. We did not �nd these same genes in our

analysis, but there were several di�erences in the analyses that could explain the di�ering

results: (1) the subset of COPDGene participants in the two analyses were di�erent as

we only included participants with COPD while [46] included participants with and
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Table 2.3: Comparison of Regression Model Estimates. Models were �t on all partic-
ipants in the COPDGene application and adjusted for age, sex, race, BMI, smoking status,
percent emphysema, and scanner make (N = 1374). Scores were developed using the `stable'
proteins and genes selected by HIP (Random).

Variable Estimate 95% CI P-value R 2 Adjusted R 2

ERF 0.152 0.147
Intercept -1.180 -1.872, -0.489 0.001

Age 0.021 -0.035, 0.077 0.461
Sex (Female) 0.006 -0.093, 0.105 0.901

Race (African American) -0.070 -0.202, 0.062 0.297
BMI 0.352 0.299, 0.406 < 0.001

Former Smoker 0.947 0.257, 1.637 0.007
Current Smoker 1.429 0.735, 2.123 < 0.001
% Emphysema 0.023 -0.032, 0.079 0.414

Scanner - Philips 0.379 0.097, 0.661 0.009
Scanner - Siemens 0.130 0.025, 0.235 0.015

ERF + Common Protein Score 0.157 0.151
Intercept -1.138 -1.828, -0.447 0.001

Age 0.032 -0.024, 0.089 0.266
Sex (Female) 0.007 -0.092, 0.105 0.897

Race (African American) -0.049 -0.181, 0.084 0.469
BMI 0.327 0.271, 0.383 < 0.001

Former Smoker 0.911 0.223, 1.600 0.010
Current Smoker 1.390 0.697, 2.083 < 0.001
% Emphysema 0.028 -0.028, 0.083 0.328

Scanner - Philips 0.404 0.123, 0.686 0.005
Scanner - Siemens 0.110 0.005, 0.216 0.041

Common Protein Score 0.076 0.023, 0.130 0.005
ERF + Common Gene Score 0.153 0.147

Intercept -1.169 -1.861, -0.477 0.001
Age 0.021 -0.035, 0.077 0.462

Sex (Female) 0.007 -0.092, 0.106 0.893
Race (African American) -0.083 -0.216, 0.050 0.221

BMI 0.343 0.288, 0.398 < 0.001
Former Smoker 0.932 0.242, 1.623 0.008
Current Smoker 1.423 0.729, 2.117 < 0.001
% Emphysema 0.023 -0.033, 0.079 0.421

Scanner - Philips 0.387 0.105, 0.669 0.007
Scanner - Siemens 0.134 0.029, 0.239 0.013

Common Gene Score 0.035 -0.017, 0.086 0.185
ERF + Common Scores 0.158 0.151

Intercept -1.128 -1.819, -0.437 0.001
Age 0.032 -0.025, 0.088 0.270

Sex (Female) 0.007 -0.092, 0.106 0.890
Race (African American) -0.061 -0.195, 0.073 0.373

BMI 0.320 0.262, 0.377 < 0.001
Former Smoker 0.899 0.210, 1.588 0.011
Current Smoker 1.385 0.692, 2.078 < 0.001
% Emphysema 0.027 -0.028, 0.083 0.335

Scanner - Philips 0.411 0.129, 0.693 0.004
Scanner - Siemens 0.114 0.008, 0.220 0.035

Common Protein Score 0.074 0.021, 0.128 0.006
Common Gene Score 0.031 -0.020, 0.083 0.237

ERF + Subgroup Protein Score 0.165 0.159
Intercept -1.071 -1.760, -0.383 0.002

Age 0.014 -0.041, 0.070 0.614
Sex (Female) 0.007 -0.091, 0.105 0.891

Race (African American) -0.035 -0.167, 0.097 0.605
BMI 0.312 0.256, 0.368 < 0.001

Former Smoker 0.860 0.174, 1.546 0.014
Current Smoker 1.335 0.645, 2.025 < 0.001
% Emphysema 0.030 -0.025, 0.086 0.284

Scanner - Philips 0.418 0.137, 0.698 0.004
Scanner - Siemens 0.079 -0.027, 0.185 0.146

Subgroup Protein Score 0.126 0.072, 0.179 < 0.001
ERF + Subgroup Gene Score 0.153 0.147

Intercept -1.169 -1.861, -0.477 0.001
Age 0.021 -0.035, 0.077 0.459

Sex (Female) 0.007 -0.092, 0.106 0.893
Race (African American) -0.083 -0.217, 0.050 0.220

BMI 0.343 0.288, 0.398 < 0.001
Former Smoker 0.932 0.242, 1.622 0.008
Current Smoker 1.423 0.729, 2.117 < 0.001
% Emphysema 0.023 -0.033, 0.079 0.421

Scanner - Philips 0.387 0.105, 0.669 0.007
Scanner - Siemens 0.134 0.029, 0.239 0.013

Subgroup Gene Score 0.035 -0.016, 0.087 0.180
ERF + Subgroup Scores 0.166 0.159

Intercept -1.064 -1.752, -0.375 0.003
Age 0.015 -0.041, 0.070 0.610

Sex (Female) 0.007 -0.091, 0.106 0.885
Race (African American) -0.045 -0.179, 0.088 0.504

BMI 0.306 0.249, 0.363 < 0.001
Former Smoker 0.850 0.164, 1.536 0.015
Current Smoker 1.332 0.642, 2.022 < 0.001
% Emphysema 0.030 -0.025, 0.085 0.290

Scanner - Philips 0.423 0.142, 0.704 0.003
Scanner - Siemens 0.083 -0.024, 0.189 0.129

Subgroup Protein Score 0.124 0.070, 0.177 < 0.001
Subtype Gene Score 0.027 -0.024, 0.078 0.304

ERF = Established Risk Factors (Age, Sex, Race, BMI, and Smoking Status)
BMI = Body Mass Index
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without COPD, (2) [46] looked for associations between individual genes and AWT

while adjusting for covariates whereas we selected genes based on rankings from our

model that included several genes at once, (3) we considered both gene and protein data

(which also impacted which participants we could include) whereas [46] only considered

genes, and (4) we use IPA [41] to �nd pathways whereas [46] used MSigDB (https:

//www.gsea-msigdb.org/gsea/msigdb ).

HIP has some limitations warranting further research. First, the number of variables

to be kept for the subset model re�t has to be speci�ed. In simulations where this value

is known, performance is very good, but the truth will not be known in applied settings.

Users could look at plots of the weights from theB̂ d;s to see how many variables seem

to have large weights. We also found that if there were some splits where the train

MSEs were very small but test MSEs very large, i.e., evidence of over�tting that more

variables needed to be retained. Second, the tuning range for� � and � g is not determined

by the data, so the tuning range may need to be adjusted to attain optimal sparsity.

This can be done with an optional parameter in the code. Additionally, the number

of components,K , needs to be speci�ed. Although the truth can never be known, we

provide an automatic method to selectK and discuss other options in the supplemental

material. Future research should explore the possibility that K may di�er by data

view. Finally, HIP is limited to cross-sectional data, but future work could extend

it to accommodate longitudinal data to determine whether trends in some outcome

vary by subgroup. Despite these limitations, HIP advances statistical methods for joint

association and prediction of multi-view data, and the encouraging simulation and real

data �ndings motivate further applications.
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Chapter 3

Extending HIP to Additional

Outcomes

3.1 Introduction

Chronic obstructive pulmonary disease (COPD) is a chronic disease a�ecting the lungs

and airways in almost 4% of the global population in 2017 [47]. Cigarette smoking is a

known risk factor for COPD, but fewer than 50% of heavy smokers develop COPD [25].

There are also many genetic and environmental factors in
uencing risk [48, 26, 27, 29].

COPD research is further complicated by the subgroup heterogeneity that exists between

males and females [15, 16, 17, 18]. The Genetic Epidemiology of COPD (COPDGene)

Study [2] was designed to understand genetic factors related to the development of

COPD. The study collected genetic and proteomic data on a subset of participants at

the Phase 2 study visit. Given the availability of multi-view data and the known sub-

group heterogeneity, the application of an integrative method accounting for subgroup

heterogeneity to the COPDGene Study data o�ers the opportunity to gain new insights

into COPD.

Chapter 2 did this by looking at airway wall thickness (AWT) as a proxy for COPD
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severity and found common and subgroup speci�c genes and proteins that were pre-

dictive of this outcome. However, AWT is not the only way to characterize the e�ects

of COPD, and we may be interested in di�erent types of outcomes that are not con-

tinuous. In this chapter, we aim to extend HIP to accommodate multi-class, Poisson,

and Zero-In
ated Poisson (ZIP) outcomes in order to deepen our investigation into the

molecular underpinnings of sex di�erences in COPD mechanisms using data from the

Genetic Epidemiology of COPD (COPDGene) Study [2].

One such outcome of interest is the number of COPD exacerbations, generally de-

�ned as an acute worsening of symptoms that require a change in treatment; these

symptoms can include cough, wheezing, dyspnea, chest tightness, and decreased ex-

ercise tolerance. While exacerbations vary in severity, severe cases may need to be

hospitalized and put on a ventilator; patients who require ICU treatment have a 43-

46% risk of death within a year of the hospitalization [49]. As such the number of

exacerbations experienced by patients is a clinically meaningful outcome. Additionally,

the TORCH (Towards a Revolution in COPD Health) study found that females had a

rate of exacerbations that was 25% higher than males during their 3-year follow-up [50].

This emphasizes not only the importance of looking at exacerbation frequency but also

accounting for di�erences in sex. Because exacerbation frequency is a Poisson or rate

variable, it is not compatible with the method introduced in Chapter 2.

Figure 3.1 shows the distributions of number of exacerbations in the past year for

males and females in the COPDGene Study [2] at Year 5 with COPD (de�ned as GOLD

stage � 1) and with genomic, proteomic, and imaging data available. First, we do see

a statistically signi�cant di�erence in the number of events per person-year between

males and females. Second, both males and females had numerous patients with zero

exacerbations suggesting that a ZIP outcome may better �t this data.

To the best of our knowledge, other existing methods do not perform the desired

data integration while accounting for subgroup heterogeneity for a Poisson outcome.

Canonical Variate Regression (CVR) [1] can accommodate a Poisson outcome, but it
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Figure 3.1: Distribution of Exacerbation Frequency for Males and Females
at Year 5 of COPDGene Study. The �gure includes data from the Year 5 visit
of the COPDGene Study for the subset of subjects included in our analysis. There
is a statistically signi�cant di�erence in the number of exacerbations experienced per
person-year between males and females.
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does not account for subgroup heterogeneity; it cannot accommodate a ZIP outcome.

The glmnet package [38] can implement the Lasso and Elastic Net on a Poisson out-

come, but these methods neither perform integrative analysis nor account for subgroup

heterogeneity; they also cannot accommodate a ZIP outcome. We could use a two-step

method to �rst model the associations between views and then model the Poisson or

ZIP response. For example, we could perform CCA using SELP [11] and then use the

canonical covariates as predictors in a Poisson or ZIP regression model. However, this

still fails to account for subgroup heterogeneity. With all of these existing methods,

the only way to get subgroup-speci�c information is to �t the model separately on each

subgroup, but this can greatly reduce the sample size and thus power to detect e�ects.

Alternatively, if these methods are run on the combined subgroup data, the presence of

any potential subgroup heterogeneity will be ignored.

Here, we consider integrative analysis and prediction methods that account for sub-

group heterogeneity and are appropriate for our motivating data from the COPDGene

Study [2] (i.e. ZIP outcome). We propose an extension of HIP that can accommodate

multi-class, Poisson, and ZIP outcomes while preserving the existing bene�ts of HIP

(one-step integrative analysis accounting for subgroup heterogeneity, prediction, feature

ranking) in order to identify common and subgroup-speci�c features predictive of an

outcome. We apply the methods to our motivating data to identify genes and pro-

teins that are common and speci�c to males and females and that are associated with

exacerbation frequency.

The remainder of this chapter is structured as follows. In Section 3.2, we present

the proposed methods to extend HIP. In Section 3.3, we describe the algorithmic imple-

mentation of this HIP extension. In Section 3.4, we describe the design and results of

simulations assessing the performance of HIP in comparison with existing methods. In

Section 3.5, we apply HIP to data from the COPDGene Study [2] to examine the rela-

tionship of genes and proteins with exacerbation frequency. We conclude with discussion

of limitations and future work in Section 3.6.
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3.2 Methods

3.2.1 Notation and Problem

Similar to the set-up described in Section 2.2, considerD data views (e.g., genomics,

proteomics, clinical) measured on the same set ofN subjects. Each view haspd vari-

ables andS subgroups (known a priori). Each subgroup has sample sizens. For our

application, S = 2 for biological sex (males and females). The total number of samples

is N =
P S

s=1 ns. The data matrix for subgroup s is denotedX d;s 2 R ns � pd where rows

are for samples and columns are for variables. We de�ne the outcome for each subgroup

as Y s. For a multi-class outcome, Y s 2 R ns � m where m is the number of classes is

an indicator matrix where each row will have a one in the column corresponding to the

class of the observation and a 0 in all other columns. For a Poisson or ZIP outcome,

Y s 2 R ns � 2 where the �rst column is the observed counts and the second column is an

o�set. If no o�set is provided, we add a column of ones as the o�set which does not

a�ect the value of the loss function.

3.2.2 Existing Framework

The association term (Section 2.2.2) and hierarchical penalty (Section 2.2.3) are un-

changed in this extension as they do not rely on the type of outcome. We only adjust

the loss function used in the prediction term F (Y s; Z s; � ; � 0) based on the outcome.

Note the dimensions ofZ s are unchanged (i.e.,R ns � K ). For a multi-class outcome,

� 2 R K � m and � 0 2 R 1� m . For a Poisson or ZIP outcome,� 2 R K � 1 and � 0 2 R 1� 1.

3.2.3 Multi-class Outcome

For a multi-class outcome, we use the cross-entropy loss function in Equation (3.1)

where as
ij =

expf ws
ij g

P m
j =1 expf ws

ij g is the softmax function generalizing logistic regression from

binary to multi-class problems and W s = J ns � 0 + Z s� where J ns is an ns � 1 matrix

of ones:
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F (Y s; Z s; � ; � 0) = �
nsX

i =1

mX

j =1

ys
ij log(as

ij ) (3.1)

The softmax function forces the sum of each row inW s to be 1 so that each entry

in the row represents a probability of casei belonging to classj .

3.2.4 Poisson Outcome

For a Poisson outcome, the loss function (3.2) is based on the negative log-likelihood

for a Poisson regression with an o�set using a log link whereys
i is the outcome for the

i th subject in subgroup s, ts
i is the o�set for the i th subject in subgroup s, and Z s

i is

the i th row of the Z s matrix.

F (y s; Z s; � ; � 0) =
nsX

i =1

� ys
i [log(ts

i ) + � 0 + Z s
i � ] + ts

i exp(� 0 + Z s
i � ) + log( ys

i !) (3.2)

3.2.5 Zero-In
ated Poisson Outcome

As mentioned in Section 3.1, the motivating data set has a ZIP outcome rather than

a true Poisson outcome. In order to accommodate this, we add an additional loss

function to the code based on [51]. In this model, the observed outcome is from the

zero state with probability � and a Poisson random variable with probability 1� � . We

assume that covariates are only related to the Poisson mean (� ) and not � . Further, we

assume that there is no relationship between� and � . Thus, log(� i ) = log( t i ) + � 0 +

Z s
i �. This assumption is a simplifying assumption, so while we could miss modeling

a relationship that is there, it is not enforcing or requiring any speci�c constraints.

Using this distribution, we use the negative log-likelihood to de�ne the loss function

in Equation (3.3). This does require estimation of the additional parameter � which is

described in Section 3.3.1.
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F (Y s; Z s; � ; � 0) =
X

ys
i =0

� log(exp[� ] + exp[ � ts
i exp(� 0 + Z s

i � )])

�
X

ys
i > 0

�
ys

i [log(ts
i ) + � 0 + Z s

i � ] + ts
i exp[� 0 + Z s

i � ]
�

+
nsX

i =1

�
log(ys

i !) + log[1 + exp( � )]
�

(3.3)

3.2.6 Prediction

Once we have the estimatedcZ s, b� , and b� 0, we can use the appropriate case in Equation

(3.4). For test data, we simply replace bZ s
pred with bZ s

pred from Equation 2.3 in Section

2.2.6.

bys
i =

8
>>>>><

>>>>>:

arg maxj
expf bws

ij g
P m

j =1 expf bws
ij g Multi-class

ts
i exp(b� 0 + bZ s

i
b� ) Poisson

(1 � b� )ts
i exp(b� 0 + bZ s

i
b� ) ZIP

(3.4)

3.3 Algorithm

Many aspects of the algorithm remain the same as described in Section 2.3 including

the initializations, sub-optimizations of Gd and � d;s, and the ranking procedure. The

sub-optimization of B d;s doesn't change as it does not involve the outcome, and we can

perform the sub-optimizations of Z s and � / � 0 for the multi-class and Poisson outcomes

using the same approaches described in Section 2.3.1 and replacingF (Y s; Z s; � ; � 0)

with the appropriate form from Section3.2 based on the outcome. There is one modi�-

cation required for the ZIP outcome due to the additional � parameter which is described

in Section 3.3.1. The overall algorithm accounting for� is described in Algorithm 2.
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3.3.1 Estimation of � for ZIP Outcomes

The parameter � is the probability that a given observation is in the zero state. Note

that this di�ers from P(ys
i = 0) = � + (1 � � )e� � i as P(ys

i = 0) includes the probability

that is in the zero state plus the probability of a zero from a Poisson distribution

with mean � i . We initialize � using the observed proportion of excess 0s beyond the

proportion predicted by the Poisson model across all observations [51] shown in (3.5).

Speci�cally, the �rst term is the observed proportion of zeros, and the second term is

the P(ys
i = 0 j� i = � 0 + Z s

i � ) averaged across all observations. In the sub-optimizations

for Z s and � / � 0, � is treated as a �xed value. Once all other model estimates have

been updated,� is recalculated with the current model estimates ofZ s, � , and � 0 using

(3.5).

bp0 =
P S

s=1
P ns

i =1 I (ys
i = 0) �

P S
s=1

P ns
i =1 exp[� exp(� 0 + Z s

i � )]
P S

s=1 ns
(3.5)

3.3.2 Tuning Parameters

The optimization problem depends on the same tuning parameters described in Section

2.3.3, i.e., � = ( � G; � � ) and K . The same grid and random searches for selecting� and

the same automatic or scree plot approaches to selectingK are still applicable here.

However, we include eBIC (extended Bayesian Information Criterion) [52] as an addi-

tional model selection criterion. This criterion modi�es the priors used in the traditional

BIC (Bayesian Information Criterion) to prevent larger probabilities being assigned to

models with more covariates. If we consider the set of models withq covariatesM q, then

for the j th model M qj 2 M q with maximum likelihood estimated parameters b� (M qj ),

eBIC is de�ned as

eBIC � (M qj ) = � 2 logL n (b� (M qj )) + � (M qj ) log(n) + 2 � log(� (M q))
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Algorithm 2 Overview of Optimization Algorithm for ZIP Outcome

Initialize Z s (0) , � (0) , � 0
(0) , G d (0)

, and � d;s (0)

Initialize � (0) =
P S

s =1
P n s

i =1 I ( y s
i =0) �

P S
s =1

P n s
i =1 exp[ � exp( � 0

(0) + Z s
i

(0) � (0) )]
P S

s =1 n s

for t = 1 ; :::; iter max do
for s = 1 ; :::; S do

Z s ( t )  arg min
Z s

h
F (Y s ; Z s ( t � 1) ; � 0

( t � 1) ; � ( t � 1) ; � ( t � 1) ) +
P D

d=1 F (X d;s ; Z s ( t � 1) ; G d ( t � 1)
; � d;s ( t � 1)

)
i

Standardize columns of Z s ( t ) to have mean 0 and variance 1
end for
for d = 1 ; :::; D do

G d ( t )
 arg min

G d

SX

s=1

F (X d;s ; Z s ( t ) ; G d ( t � 1)
; � d;s ( t � 1)

) + � g

pdX

l =1

kgd
l k2

for s = 1 ; :::; S do

� d;s ( t )
 arg min

� d;s
F (X d;s ; Z s ( t ) ; G d ( t )

; � d;s ( t � 1)
) + � �

pdX

l =1

k� d;s
l k2

end for
end for

� ( t ) ; � ( t )
0  arg min

� ;� 0

SX

s=1

F (Y s ; Z s ( t ) ; � 0
( t � 1) ; � ( t � 1) ; � ( t � 1) )

� ( t ) =

P S
s=1

P n s
i =1 I (ys

i = 0) �
P S

s=1

P n s
i =1 exp[� exp(� 0

( t ) + Z s
i

( t ) � ( t ) )]
P S

s=1 ns

if Relative Loss < � then
Declare convergence and return estimates

else if t = iter max then
Return estimate with warning

end if
end for
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for 0 � � � 1 where � (M qj ) is the number of estimated parameters,� (M q) is the

number of models in M q, and n is the number of observations. When� = 0, eBIC

is equivalent to the standard BIC, and � = 1 ensures consistency when the number of

covariates is very large.

The eBIC criterion for HIP is de�ned in Equation (3.6). We use F (Y s; bZ s; b� ; b� 0) in

the �rst term as it is proportional to the log-likelihood. For the number of parameters

� , we count the number of variables that will be included in the subset model �t for

HIP (described in Section 2.3.2). A variable is included in the subset �t if it is one of

the N top variables selected in at least one subgroup, whereN top is user-speci�ed (e.g.,

top 10% of variables or top 50 variables) and can vary by data view. Thus, we de�ne

� ( bB ) =
P D

d=1
P pd

l=1 I ( bB d;s
l 2 N top for any s = 1 ; :::; S); note this value is the same for

all subgroups. For the number of models inM q, we note that in a given view, we could

include as few asN top variables in the case where all subgroups select the same set of

variables and as many asS � N top variables when all subgroups select distinct sets of

variables. Thus, to count the size ofM q where q = N top, we sum the combinations of

choosing each possibility betweenN top and S � N top from the pd variables in the view.

The code will return values for eBIC 0, eBIC 0:5, and eBIC 1:

eBIC � = 2
SX

s=1

F (Y s; bZ s; b� ; b� 0) +
SX

s=1

log(ns)� ( bB ) + 2 �
DX

d=1

log
h S� N topX

w= N top

�
pd

w

� i
(3.6)

3.4 Simulations

3.4.1 Set-up

Simulations were run for a binary, Poisson, and ZIP outcome. For all outcomes, there

were two views and two subgroups, i.e.,D = S = 2, and there were n1 = 250 subjects

belonging to the �rst subgroup and n2 = 260 subjects belonging to the second subgroup.

The same two scenarios described in Section 2.4 (Full Overlap and Partial Overlap) were
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used to examine varying degrees of subgroup heterogeneity. For each of the outcomes

and scenarios, there were two di�erent sets of variable dimensions in the data views. In

the low dimensional setting, the �rst data set had p1 = 300 variables, and the second

had p2 = 350. In the high dimensional setting, the �rst data set had p1 = 2000 variables,

and the second hadp2 = 3000 variables.

3.4.2 Data Generation

The data were generated following a similar process in Section 2.4.1 based on [1]. En-

tries in rows of B d;s corresponding to a signal variable were drawn from aU(� 1; � 0:5)[

U(0:5; 1); otherwise the entry was set to 0. The columns of eachB d;s were then or-

thonormalized using a QR decomposition. The entries ofZ s are drawn from N (� =

25:0; � = 3 :0) and entries ofE d;s from N (� = 0 :0; � = 1 :0). Then the covariate matrices

X d;s are formed asZ sB d;sT
+ E d;s.

At this point, the processes diverge somewhat for the di�erent outcomes. For the

binary outcome, we apply the softmax function to W s = J ns � 0 + Z s� + E s
y where

J ns is an ns � 1 matrix of ones, E s
y is an ns � 2 matrix of standard normal errors and

assign the class with the largest probability for each observation. Here� 0 =
h
0:5 0:5

i

and � =

2

4
1:0 0:5

0:2 0:8

3

5. For the Poisson and ZIP outcomes, we �rst standardize the

columns of Z s to have mean 0 and variance 1. The observations are then generated

from the Pytorch [21] Poisson random variable generator with mean exp(J ns � 0 + Z s� ),

i.e., observation ys
i � Poisson(exp(� 0 + Z s

i � )). Here � 0 = 2 :0 and � =
h
0:7 0:2

i T
.

For the ZIP outcome, each observation is then multiplied by a draw from a Bernoulli

distribution that is 0 with probability � = 0 :25.

3.4.3 Comparison Methods

For all outcomes under consideration (binary, Poisson, and ZIP), we are unaware of

any other methods that perform integrative analysis while also accounting for subgroup
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heterogeneity. For the binary outcome, we compare HIP to two integrative analysis

methods: CVR [1] as implemented in the R packageCVR [12] and SIDA [13] as im-

plemented in the R packagemvlearnR [53]. Because neither of these methods accounts

for subgroup heterogeneity, we implement each method two ways: (1) all subgroups

concatenated within each view (Concatenated) and (2) a separate model for each sub-

group (Subgroup). We also compare HIP to the Lasso [36] and the Elastic Net [37]

as implemented in the R packageglmnet [38]. Neither of these two methods perform

integrative analysis, so the two views are concatenated for these methods. We again

implement two ways: (1) concatenating the subgroups (Concatenated) and (2) separate

models for each subgroup (Subgroup).

For the Poisson outcome, SIDA is no longer applicable, so we instead compare HIP

to the two-step integrative analysis method SELPCCA [11] as implemented in the R

packagemvlearnR [53]. Since SELPCCA does not account for subgroup heterogeneity,

we again �t concatenated and subgroup models (Concatenated SELPCCA and Subgroup

SELPCCA, respectively).

For the ZIP outcome, CVR, Lasso, and Elastic Net cannot explicitly account for a

ZIP outcome, but we still �t these models using a Poisson family. We also �t HIP specify-

ing a Poisson outcome [HIP (Grid)-Poisson and HIP(Random)-Poisson] to demonstrate

the importance of accounting for the zero-in
ated nature of the data. Finally, because

SELPCCA is a two-step method, we use the canonical variables from SELPCCA in a

ZIP regression model �t with the zeroinfl function [54] in R packagepscl [55]. We

again �t a model on the concatenated subgroups (Concatenated SELPCCA-ZIP) and

separate models for each subgroup (Subgroup SELPCCA-ZIP).

Tuning parameters for the comparison methods were selected using 10-fold cross-

validation. For the Elastic Net, we set � = 0 :5. Tuning parameters for HIP were selected

using eBIC 1; we considered a range of (0; 2] for � � and � G with 8 steps for each. The

true values for K (i.e., 2) and N top (i.e., 50) were used for all simulations.
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3.4.4 Evaluation Measures

We compare HIP to the existing methods in terms of variable selection and prediction

ability for new data. For variable selection, we will estimate the true positive rate

(TPR), false positive rate (FPR), and F1 score which are all constrained to be between

0 and 1. Ideally, TPR and F1 are 1 and FPR is 0.

To compare predictive ability for the binary outcome, we look at classi�cation ac-

curacy, and for both Poisson and ZIP outcomes, we look at the fraction of deviance

explained, D 2 = D null � D opt
D null

, where Dnull is the deviance of the null model andDopt is

the deviance of the model with optimal tuning parameters [56]. Results are averaged

over 20 Monte Carlo data sets.

3.4.5 Results

We focus on the ZIP outcome results here as the motivating data have a ZIP outcome,

but results for the binary and Poisson outcomes are presented in Section C.1.

First, we note the performance of HIP (Grid) and HIP (Random) are very similar

in both the low and high dimensional settings for both the Full and Partial Overlap

scenarios (Figures 3.2 and 3.3 respectively), so we recommend the use of HIP (Random)

as it is computationally faster. In terms of variable selection, HIP (Grid) and HIP

(Random) show the highest TPR and F1 values; all methods show low FPRs. The

ZIP model only improves variable selection slightly over the HIP Poisson �ts. The

other two integrative methods, CVR and SELPCCA-ZIP, show similar variable selection

performance to each other and show a bene�t over the non-integrative methods (Elastic

Net and Lasso), but they do not perform nearly as well as HIP. All of the comparison

methods seem to be missing many of the true signal variables.

In terms of predictive ability in the Full Overlap Scenario, we note that HIP and

the SELPCCA-ZIP models have a much higher fraction of deviance explained than the

methods that do not account for the zero-in
ated nature of the data, highlighting the
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Figure 3.2: Results for ZIP Outcome, Full Overlap Scenario. The �rst row
corresponds to the low dimension (p1 = 300, p2 = 350) and the second to the high
dimension (p1 = 2000, p2 = 3000). For all settings, n1 = 250 and n2 = 260. The
right column is the fraction of deviance explained (D 2), so a higher value indicates
better performance. Results are mean� one standard deviation summarized across 20
generated data sets.
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Figure 3.3: Performance Results for ZIP Outcome, Partial Overlap Scenario.
The �rst row corresponds to the low dimension (p1 = 300, p2 = 350) and the second to
the high dimension (p1 = 2000, p2 = 3000). For all settings, n1 = 250 and n2 = 260.
The right column is the fraction of deviance explained (D 2), so a higher value indicates
better performance. Results are mean� one standard deviation summarized across 20
generated data sets.
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importance of doing so. In the Partial Overlap Scenario, Concatenated SELPCCA-ZIP

has a much lowerD 2 than in the Full Overlap Scenario suggesting that this method has

more di�culty when subgroup heterogeneity exists in the data. HIP has the highest

fraction of deviance explained out of all methods applied for both the low and high

dimensional settings in both the Full and Partial Overlap Scenarios indicating HIP is

still favorable even if subgroup heterogeneity does not exist in the data.

Computation times for all methods are summarized for the Full and Partial Overlap

Scenarios in Figures C.9 and C.10 respectively. The Lasso and Elastic net are the

fastest in all scenarios, but because these methods do not perform integrative analysis or

account for subgroup heterogeneity, the variable selection and predictive ability su�ers.

Of the methods that perform integrative analysis, HIP (Random) is consistently the

fastest with larger computational advantages in the high dimensional setting particularly

when compared to CVR. Concatenated SELPCCA-ZIP has similar computation times

as HIP (Random) in the Partial Overlap setting, but this is the setting where the

performance of Concatenated SELPCCA-ZIP was reduced dramatically.

3.5 Application to Exacerbation Frequency

3.5.1 Goals

In this section, our goal is to use the genetic and proteomic data from the COPDGene

Study [2] in combination with clinical data to gain new insights into the molecular

architecture of COPD in males and females. To be included in the analyses, participants

had to have COPD at Year 5 (de�ned as GOLD stage� 1) and have proteomic, genomic,

and selected clinical covariates (age, BMI, race, pack-years, FEV1%, AWT, and %

emphysema) available. There wereN = 1374 participants meeting these criteria with

n1 = 780 males andn2 = 594 females; demographic characteristics of this sample are in

Table 3.1. Continuous variables were compared between males and females using t-tests

and categorical variables using� 2 tests. Participants were predominantly non-Hispanic
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white; there were not statistically signi�cant sex di�erences in age, BMI, BODE index,

percentage of current smokers, or percentage with diabetes. Males and females di�ered

in their exacerbation frequency (p< 0:001) but did not have signi�cantly di�erent lung

function as measured by mean FEV1% predicted. Given the available data, and the

sex di�erences in exacerbation frequency, we �rst identify genes and proteins common

and speci�c to males and females associated with exacerbation frequency. Using those

identi�ed genes and proteins, we then explore pathways enriched for males and females.

Table 3.1: Characteristics of Participants Included in COPDGene Applica-
tion. All measurements are from the Year 5 study visit to align with the collection of
proteomic and genomic data.

Variable Males Females P-value
N = 780 N = 594

Age 68.29 (8.35) 68.03 (8.36) 0.564
BMI 28.03 (5.62) 27.69 (6.59) 0.318
FEV 1 % Predicted 62.03 (22.94) 62.91 (22.59) 0.474
BODE Index 2.43 (2.44) 2.63 (2.38) 0.151
% Emphysema 11.27 (11.84) 9.39 (11.45) 0.003
Pack Years 53.05 (26.63) 47.57 (24.99) < 0.001
Airway Wall Thickness 1.17 (0.23) 1.00 (0.21) < 0.001
Exacerbation Frequency 0.37 (0.91) 0.54 (1.00) 0.002
Non-Hispanic White (%) 82 78 0.089
Current Smoker (%) 66 65 0.532
Diabetes (%) 17 14 0.197

COPD = Chronic Obstructive Pulmonary Disease

BMI = Body Mass Index

FEV 1 = Forced Expiratory Volume in 1 Second

BODE = B ody mass index, air
ow O bstruction, D yspnea, and Exercise capacity

3.5.2 Applying HIP and Existing Methods

The COPDGene data includes 19263 genes and 4979 proteins. We �rst performed

unsupervised �ltering and selected the 5000 genes and 2000 proteins with the largest

variances. To preserve as much generalizability as possible, we then randomly split the
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data 50 times into train (75%) and test (25%) data sets keeping the proportions of

males and females the same. Genes and proteins that were consistently selected across

these splits were considered `stable' as these would be most likely to show consistent

�ndings. Within each split, we performed supervised �ltering using the training data

by regressing exacerbation frequency on each of the genes and proteins retained after

the unsupervised �ltering. We used the zeroinfl function [54] where the current gene

or protein was the only predictor in the count model and only an intercept for the zero

model. Genes and proteins with an uncorrected p-value< 0:10 were included in the

models. Because this supervised �ltering was repeated for each split, a di�erent set of

variables could enter the models for each split of the data.

For existing methods, we �t the subgroup implementations described in Section 3.4.3

for CVR (using a Poisson family), SELPCCA-ZIP, Lasso (using a Poisson family), and

Elastic Net (using a Poisson family). For HIP, we applied HIP (Grid) and HIP (Ran-

dom) using the ZIP family and using the Poisson family [HIP (Grid)-Poisson and HIP

(Random)-Poisson]. Additionally, we �t HIP using the ZIP family with an additional

clinical data view that was not penalized [HIP (Grid)-Clinical and HIP (Random)-

Clinical]. We used the training data to select tuning parameters and calculate training

D 2 and then used the test data to calculate a testD 2.

We de�ned the `stable' genes and proteins by ranking them based on the product of

(a) the number of splits in which the variable was included in theN top variables and (b)

the number of splits in which the variable was included in theN top variables divided by

the number of splits in which the variable was entered into the models. The top 1% of

genes and proteins for males and females based on this ranking were identi�ed as the

`stable' genes and proteins for each method.

To select tuning parameters, CVR, SELPCCA, Lasso, and Elastic Net used 10-fold

cross-validation. For HIP, when we used the� range (0; 2] used in simulations, the

upper bound was consistently being selected, so we increased the range until this was

not happening resulting in a range of (0; 15] for � G and � � . The best model was selected
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using eBIC 1. We also needed to specifyK , the number of latent components for HIP

and an equivalent parameter for CVR. The automatic approach speci�ed in Section

B.1.1 with a threshold of 0:20 on the concatenated data suggestedK = 3. On the

separateX d;s, it suggestedK = 3 for the genes andK = 1 for the proteins. Scree plots

for the concatenated and separate data are in Figure C.11. We thus selectedK = 3

components for HIP and CVR. For HIP, we set N top = 125 genes and 50 proteins.

3.5.3 Results

Fraction of Deviance Explained and Computation Times

Figure C.12 shows violin plots of the train and test fraction of deviance explained for

the 50 Train/Test data splits. As expected, HIP (using ZIP model) and SELPCCA-

ZIP, the two methods that account for the zero-in
ated nature of the data, have the

best predictive ability. The number of variables selected in the 50 Train/Test splits

are summarized in Table C.1. Similarly, C.13 shows a violin plot of the run times for

each method. Of the methods performing integrative analysis, HIP (Random) tended

to have the fastest computation times, although SELPCCA-ZIP often had similar run

times.

Selected Genes and Proteins

Table C.2 shows the number of `stable' genes and proteins common and speci�c to males

and females identi�ed by each method. Figure C.14 shows the overlap of `stable' genes

and proteins selected for males and females by each method. There are few overlaps

in the `stable' genes and proteins, but the overlaps that do occur tend to be in the

methods that perform integrative analysis (i.e., HIP, CVR, and SELPCCA) suggesting

integrative methods may result in more reproducible �ndings.

HIP (Random) and HIP (Grid) showed strong agreement in the `stable' genes and

proteins (Table C.3) which also supports the use of the random search instead of the grid
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search. The `stable' genes selected by HIP (Random) for males and females and their

average estimated weights are in Tables C.4 and C.5 respectively. Analogous results for

proteins are presented in Table C.6. The weights in these tables are averages of the

estimated weights (L 2 norm of rows in bB d;s) from the subset �t in the splits where the

variable was included in the subset �t (i.e., the variable was in N top for at least one

subgroup).

The top gene for males was activating signal cointegrator 1 complex subunit (ASCC2).

Wilson et al. (2020) [57] looked for genes that were di�erentially expressed in COPD

patients with and without cachexia (a loss of weight and muscle) and identi�ed ASCC2

in a sample of 400 COPDGene Study participants and replicated the �nding in a sam-

ple of 114 participants from the ECLIPSE Study; cachexia occurs more frequently in

those with more advanced COPD. The top gene for females was dematin actin binding

protein (DMTN). Lee et al. (2016) [58] measured DNA methylation on 100 participants

(60 with and 40 without COPD) from a Korean COPD Cohort and identi�ed DMTN

(also known as EPB49) as a di�erentially methylated region when comparing current

smokers to never smokers; the authors also note this gene has been identi�ed in previous

epigenome-wide association studies of smoking. Thus this gene may be a candidate for

future research to investigate the relationship with COPD speci�cally.

The top protein for males was SHC adaptor protein 1 (SHC1) (ranked �fth for

females). Li et al. (2021) [59] ranked candidate genes based on gene risk scores where

a higher rank indicated a stronger relationship to COPD. The SHC1 gene was ranked

third out of 200 candidate genes and had lower expression levels in patients with COPD

compared to healthy controls. The top protein for females was amyloid beta precursor

protein (APP) (ranked second for males). Almansa et al. (2012) [60] compared gene

expression levels of 12 patients with COPD requiring treatment in the ICU compared

to 16 patients with COPD who were admitted to the hospital for treatment but did

not require the ICU. They found that the patients admitted to the ICU showed higher

expression levels of APP compared to patients who were not admitted to the ICU.
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Pathway Analysis

We tested for overrepresentation of pathways in our `stable' proteins and genes for males

and females using Ingenuity Pathway Analysis (IPA) [41]. Table 3.2 shows the top 10

canonical pathways for genes and proteins for males and females.

There were both common and subgroup-speci�c gene pathways for males and fe-

males. The top gene pathway for males was the CLEAR Signaling Pathway, and the

top gene pathway for females was the STAT3 pathway. The STAT3 pathway is known

to be involved in in
ammatory responses to many diseases including COPD [61]. The

Iron homeostasis signaling pathway that was found in the AWT analysis in Section 2.5

for both males and females was again present in the top gene pathways for males and

females.

There was complete overlap in the top 10 protein pathways for males and females;

this makes some sense because of the 20 `stable' proteins identi�ed for males and females,

17 of them overlapped. For both males and females, the top pathway was the wound

healing signaling pathway followed by PDGF signaling. The PDGF family includes

PDGFA (platelet derived growth factor subunit A) and PDGFB (platelet derived growth

factor subunit B) and is associated with wound healing; when PDGFs are found outside

the context of wound healing, it seems to contribute to many diseases [62]. Though these

authors focus on asthma rather than COPD, they also state that PDGF is expressed in

airway epithelial cells and PDGFB is expressed in in
amed airway tissue.

3.6 Conclusion

In this chapter, we have extended the method proposed in Chapter 2 to accommodate

multi-class, Poisson, and ZIP outcomes allowing researchers to investigate additional

clinically relevant outcomes in an integrative analysis framework that also accounts for

subgroup heterogeneity. We retain the bene�ts of a one-step method to select clinically

meaningful features and the ability to include clinical covariates. In simulations, HIP
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demonstrated improved variable selection abilities for binary, Poisson, and ZIP out-

comes compared to existing methods. While all methods showed similar classi�cation

accuracy in the binary outcome simulations, HIP showed small improvements inD 2 in

the Poisson outcome simulations and substantial improvements inD 2 in the ZIP out-

come simulations. When applied to data from the COPDGene Study, we were able to

identify common and subgroup-speci�c genes and proteins associated with exacerbation

frequency; previous literature has identi�ed some of these as being related to COPD.

There are still some limitations to HIP requiring further research. As in Chapter 2,

N top, the number of variables to keep for each view, must be speci�ed. In simulations,

we know the true value of N top, but we cannot know the true value in applications

to real data. Sensitivity analyses could help investigate the performance when values

other than the true value are speci�ed. Additionally, the inclusion of clinical covariates

in the COPDGene application did not improve predictive abilities on the test data.

The reason for this is unclear and could be for multiple reasons. One possibility is the

variables in the clinical view do not explain additional variation in the outcome beyond

the genes and proteins. Another possibility is that the large di�erence in the number

of variables in this view compared to the other views a�ects the estimation. Despite

these limitations, this extension to HIP allows researchers to explore a wide variety of

new questions by considering multi-class, Poisson, or ZIP outcomes that are clinically

meaningful.

54



Chapter 4

R Shiny Application for HIP

4.1 Introduction

Chapters 2 and 3 have described a novel method for performing integrative analysis while

also accounting for subgroup heterogeneity. While this method has many research areas

to which it could be applied (within and outside of human health), it is implemented

in Python which may be a barrier to some researchers without a coding background.

We introduce an R Shiny application that provides a Graphical User Interface (GUI) to

apply HIP to data that is either uploaded, simulated, or available within the application.

The application will still utilize the same Python code developed for Chapters 2 and 3

behind the scenes but provides an interface to allow users with little or no computing

background to be able to apply HIP and gain new insights into their data.

The coding for the application is done in R v4.2.2 [63] and uses the R packagesshiny

[22] and shinydashboard[64] for the core of the application. The existing Python code

is integrated through the use of R packagesreticulate [65] andrTorch [66]. All plots are

generated using R packageggplot2 [67]. Additional styling was done using R package

tableHTML [68]. The code also uses R packagesdplyr [69], plyr [70], and tibble [71].

The Shiny application has three tabs. The �rst tab, `About', provides a brief
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overview of the method and links to the related papers (Figure 4.1). The second tab,

`HIP', is where the user will set-up the data and parameters for the method; this is

described in more detail in Section 4.2. The third tab, `Results', is where the user will

submit the analysis and see results; this is described in more detail in Section 4.3. In

general, options for user input are indicated by gray boxes, generated outputs have a

white background, and information is presented in gold boxes.

Figure 4.1: `About' Tab in HIP's Shiny Application.
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4.2 HIP Tab

4.2.1 Input Data

The �rst section of this tab is where the user will input data. The user has three

options for the source of their data: (1) they can upload their own data sets, (2) they

can simulate some data to see an example of how the method works, or (3) they can

select a COVID-19 data set from the R packagemvlearnR [53]. Further details regarding

the data input options are provided in the remainder of this section. In all cases, once

the information has been entered, the user needs to click the `Submit Data' button

located below where the source of the data is selected. This will (1) create a button

where users can download the data (Figure D.1), e.g., to examine the COVID-19 data,

(2) generate a summary of the views and subgroups using R packagekableExtra [72]

and a plot of the outcome by subgroup for the user to check everything is as expected

(Figure D.2), and (3) populate the next section on the page for K selection (described

in Section 4.2.2).

Upload Data

Figure 4.2 shows the screen for the case when the user wants to upload their own data. In

this case, the user will need to provide each data view in a separate �le. Each view should

contain all subgroups and should have a variable that identi�es the observations. The

outcome data should be in a separate �le. Again, this �le should contain all subgroups

and should have a variable that identi�es the observations (with the same name as in

the data view �les). Additionally in the outcome data, there should be a variable that

identi�es the subgroup for each observation. If the user has both test data and training

data, the training data are uploaded �rst as just described. Once the training outcome

data have been uploaded, the user will be prompted to specify the type of outcome, the

outcome variable, the subgroup variable, and the identi�cation variable. The options

for these variables are pulled from the variable names in the uploaded �les. The user
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also has the option to upload test data following the same format for both outcome data

and data views.

Simulate Data

Figure 4.3 shows the screen for the case where the user wants to simulate data. In

this case, the user can specify the characteristics described in Table 4.1 for the data

they want to generate. The default example generates data similar to the Continuous

Outcome, Partial Overlap Scenario used in simulations in Chapter 2. Of note,D , the

number of data views to generate, andS, the number of subgroups to generate, will be

inferred from the number of entries in p and n respectively. Additionally, while � and

� 0 can be speci�ed for all outcomes, the dimensions are dependent on the outcome; the

input matrix will update to the appropriate dimensions based on the type of outcome

speci�ed. If � is not speci�ed, its value will be randomly generated. If � 0 is not

speci�ed, it will have a value of 0. The inputs for � and � 0 are created with R package

shinyMatrix [73].

COVID Data

The COVID-19 data are from a study that collected blood plasma samples from 102

participants with COVID-19 and 26 participants without COVID-19 to analyze protein,

metabolite, RNA-seq, and lipid pro�les associated with COVID-19 [74]. Lipman et al.

(2022) [75] further analyzed this data to identify `stable' molecules; this pre-processed

data are what is included in the mvlearnR package and available in the Shiny app.

Figure 4.4 shows the screen for the case where the user wants to use this pre-loaded

COVID-19 data from mvlearnR. In this case, the user will need to specify the outcome

variable, subgroup variable, and type of outcome. The possible outcomes are number of

ventilator free days out of the 45 days enrolled in the study (`VentFreeDays'), number

of hospital free days out of the 45 days enrolled in the study where a zero indicates a

patient was either still in the hospital or had died (`HFD45'), ICU (Intensive Care Unit)
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