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Abstract

Prohibitive ASIC mask costs and stringent time-to-market windows have made FP-

GAs attractive implementation platforms in recent years. Modern FPGA architec-

tures provide ample routing resources so that designs can be routed successfully.

However, providing such great flexibility comes at a high cost in terms of area, delay

and power. In the first part of this thesis, we propose a new FPGA routing archi-

tecture that utilizes a mixture of hardwired and traditional flexible switches. This

mixture is obtained from careful profiling of benchmark circuits. The result is about

30% reduction in leakage power consumption, 5% smaller area and 20% shorter de-

lays. Despite the increase in clock speeds, the overall power consumption is reduced.

With constant scaling of process technologies in the ultra deep-submicron regime,

chip design is becoming increasingly difficult due to process variations. The FPGA

community has only recently started focusing on the effects of process variability. In

the second part of this thesis, we propose CAD and architecture techniques to mitigate

the impact of process variations in FPGAs. We present a variation-aware router that

optimizes statistical criticality. We then propose a modification to the clock network

to deliver programmable skews to different flip-flops. Finally, we combine the two

techniques and show a 9X reduction in yield loss that translates to a 12% improvement

in timing yield. When the desired timing yield is set to 99%, our combined statistical

routing and skew assignment technique results in a delay improvement of about 10%

over a purely deterministic approach.

Another challenge with aggressive technology scaling is to ensure the reliability

of circuits. Issues with circuit reliability manifest as intermittent failures caused by

random particle strikes or permanent failures due to thermal stress. In the third
iii



part of this thesis, we develop computationally efficient techniques for analyzing and

optimizing reliability of circuits subject to transient errors. We propose a hybrid

method that combines exact symbolic analysis with probabilistic measures to esti-

mate reliability. We use such measures in rewiring and gate-sizing based methods to

optimize reliability. We study trade-offs involved in terms of area, power and delay

when optimizing reliability. Our proposed approach offers a speedup of 56X when

compared to a Monte Carlo simulation based approach with only a 3.5% loss in accu-

racy. Our rewiring-based optimization framework improves reliability by 10% along

with area and power improvements of 14% and 18% respectively. When we combine

the rewiring and gate-sizing based optimization techniques, reliability is improved by

17% with modest area and power overheads.

In the final part of this thesis, we propose a fast thermal simulation technique

for single-processor and chip multi-processor systems. Our technique can be used to

estimate thermal stress in modern processors efficiently. A fast and accurate estima-

tion of thermal stress in a system is critical to improving its reliability by preventing

catastrophic permanent failures. Our proposed technique of evaluating temperatures

across the chip is based on moment matching and moves most of the computation

offline. Our temperature computation technique offers a speedup of 441X when com-

pared to a conventional technique based on a Backward-Euler approach with average

and maximum errors of 0.89 °C and 2.7 °C respectively. We observe that lateral heat

conduction in the active and substrate layers are significant only for a short distance.

We leverage this information to further improve the efficiency of thermal estimation

and achieve a speedup of 1900X.
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Chapter 1

Introduction

1.1 Field-Programmable Gate Array Architectures

Shrinking process technology, increasing chip complexity, complicated verification

tasks and short time to market have all combined to make chip design extremely

difficult. In an attempt to alleviate these problems, Field-Programmable Gate Arrays

(FPGAs) have emerged as the medium of choice for several digital design initiatives.

FPGAs are integrated circuits that can be programmed to implement any digital

design after fabrication. In addition to being able to statically implement multiple

designs, FPGAs can also be reconfigured during runtime to implement different tasks

at different times. The ability to instantly program the device reduces the time-to-

market as well [5].

From an economic standpoint, the high costs involved in manufacturing masks for

Application Specific Integrated Circuits (ASICS) make it viable only for extremely

large volumes of production. For general purpose integrated circuits like FPGAs, this

cost is amortized by several users and is the preferred medium of implementation for

low- and medium-volume of production. The cost tradeoffs involved with FPGAs

and ASICs are shown in Table 1.1 [75].

There is a steep price to pay to reap the benefits outlined above with FPGAs. In

several key design metrics such as performance, power and area, FPGAs lag ASICs

by a huge margin. The main factors that impact the quality of FPGAs are

1. The underlying FPGA architecture.

1



2

FPGA Cell-Based ASIC

Total Design Cost $165K $5.5M

Vendor NRE None $1M ∼ $3M

Cost of EDA tools $30K >$300K

Man Power 1 to 2 5 to 7

Price per Chip $200 ∼ $1K $30

Unit Cost (Qty 1K) $1000 $55K

Unit Cost (Qty 5K) $220 $1.1K

Unit Cost (Qty 500K) $40 $11

Table 1.1: FPGA Vs ASIC Development Costs

2. CAD tools used to implement designs on FPGAs.

We briefly review a basic FPGA architecture in Section 1.1.1 to illustrate the role

played by architecture and CAD tools in making FPGA design solutions slower, larger

and more power-hungry than their ASIC counterparts. In section 1.3, we outline

techniques that we have developed in this thesis to address these shortcomings.

1.1.1 SRAM Based FPGAs

In an SRAM based FPGA, SRAM cells are used to store configuration bits needed to

program a chip to perform a function. This allows instant reprogrammability. Logic

as well as interconnections in the device can be reprogrammed by changing the values

stored in the SRAM cells.

Figure 1.1 shows a conventional six-transistor SRAM cell. In addition to facili-

tating easy reprogrammability, SRAM cells can be implemented using leading edge

CMOS processes because of the regular structure of memory arrays. Since SRAM

cells are volatile, the data stored is lost when the power is turned off. Therefore,
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Data Data bar

Load Lines used for data
during configuration

Program line asserted during
configuration

Figure 1.1: Six transistor SRAM cell

additional off-chip memory, like electrically erasable programmable read only mem-

ory is necessary to store the configuration bits and program the FPGA during power

up [5].

Logic Blocks

Lookup tables (LUTs) are the basic building blocks of most FPGA architectures. A

K-input LUT is a memory with 2K bits that can be used to implement any logic

function with K or fewer inputs. The truth table of the function to be implemented

is stored in the memory unit forming the LUT. This memory is addressed by the K

input lines. Figure 1.2 shows an example of a 2 input LUT implementing an AND

gate. Modern FPGAs typically contain LUTs that have anywhere between 4 and 7

inputs. To implement sequential logic, LUTs are typically combined with flip-flops.

Multiplexers are used to select either registered or the unregistered outputs. An LUT

and flip-flop pair is called a basic logic element (BLE). A BLE is illustrated in Figure

1.3. A collection of BLEs along with fast routing resources between them is called a

logic cluster.
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Figure 1.2: Two input LUT

4-Input
LUT D

flip-flop

Output
Inputs

Clock

Figure 1.3: Basic Logic Element

Routing Architecture

Connections between logic blocks are implemented using prefabricated metal tracks.

Logic blocks are surrounded by horizontal and vertical channels containing several

metal tracks. Programmable connection matrices are used to connect input and

output pins of logic blocks to metal tracks. Switch blocks provide connections between

metal tracks at the intersections of horizontal and vertical channels. A high level view

of the routing architecture is shown in Figure 1.4.

Connection matrices and switch blocks are made of programmable switches that

implement connections between different routing tracks and between logic block pins

and routing tracks. These switches can be buffered or unbuffered as shown in Figure

1.5.
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Figure 1.4: Routing Architecture
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Figure 1.5: Programmable Switches
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1.2 Challenges in Circuit Design

Some of the challenges involved in designing circuits in the deep nanometer regime

are outlined in Sections 1.2.1, 1.2.2 and 1.2.3. This dissertation attempts to address

these challenges.

1.2.1 FPGA Shortcomings

The flexibility offered by FPGAs comes with a steep price in terms of performance,

power and area. Programmable switches that make FPGAs flexible, adversely im-

pact other design criteria leading to a wide gap between the performance, area and

power that can be achieved by a custom design and a design that is mapped on a

general purpose FPGA. While technology scaling and architectural modifications in

modern FPGAs such as carry chains, embedded multipliers, etc., have reduced the

gap between FPGAs and ASICs, the difference is still significant. Newer architecture

and design techniques are needed to further shrink this gap before FPGAs can be

used to implement high performance designs.

1.2.2 Process Variations

As process technologies continue to shrink to keep up with Moore’s law, process vari-

ations are starting to threaten the viability of transistor scaling. Process variations

such as uncertainties in physical dimensions of transistors, dopant concentration, ox-

ide thickness etc., are caused by variations in the fabrication process. They are fast

becoming critical aspects to consider during circuit design. Failure to do so would

result in large numbers of chips failing to meet timing and power requirements.

To alleviate problems due to variability, ASIC designers have been using statistical

techniques to anticipate the impact of variations by modeling them as statistical dis-

tributions. CAD tools have been redesigned to work with these distributions instead
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of relying on purely deterministic quantities to make more accurate design decisions.

FPGA designers on the other hand, have mostly ignored the effects of variations.

However, as FPGAs become more complex and faster with every technology gener-

ation, the impact of process variations would soon need to be explicitly considered.

A paradigm shift in the FPGA design flow is needed to make circuits robust against

variations.

1.2.3 Reliability of Circuits

All the issues discussed so far are related to the performance of circuits and do not

affect their functionality in most cases when safety precautions such as guard-bands

to compensate for variations are adopted. While the results maybe sub-optimal in

terms of performance, area and power, circuits would still continue to implement the

desired function for the most part.

The impact of aggressive transistor scaling on circuit reliability on the other hand

may lead to catastrophic failures of circuits. These issues manifest themselves as

either transient or permanent failures. Transient failures are caused by effects such

as thermal fluctuations or radiation strikes and depending on the application, can

be tolerated by certain systems. On the other hand, permanent failures, caused by

effects such as thermal stress, are more severe.

With shrinking transistor dimensions, the frequency of transient and permanent

failures are increasing sharply [32, 69]. For smaller devices, the energy required to

create random bit flips due to particle strikes is reducing with every technology gen-

eration. Previously, it was thought that transient errors mainly affected memory

cells. However, it has been shown that even combinational circuits are beginning to

get affected by transient errors [62]. Another byproduct of transistor scaling is rising

power densities of chips. As a result, elevated on-chip temperatures and tempera-
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ture variations are increasing the thermal stress and can cause permanent damage to

chips.

To ensure that circuits implement what they are built for, reliability-aware tech-

niques need to be integrated in circuit design. Reliability has been an after-thought

for most designers for a long time. However, if we aggressively continue to scale down

process technology, reliability will soon be a dominant parameter in the design of

circuits. Innovative techniques to efficiently estimate and prevent circuit failures are

needed to meet the demands of the future.

1.3 Contributions

This dissertation attempts to address some of the issues listed in Section 1.2. The

work is divided into four chapters with each providing a possible solution to a design

challenge. The solutions outlined in this thesis are by no means exhaustive and it is

virtually impossible to cover the entire range of potential solutions to design problems.

This thesis is merely an attempt to give the industry and research community a firm

starting point to tackle these issues as they become more prominent in the future.

Figure 1.6 illustrates how this thesis is organized.

In Chapter 2, we attempt to bridge the performance gap between FPGAs and

ASICs (outlined in Section 1.2.1). It has been established that programmable switches

in FPGAs are responsible for their poor performance [18,38]. Our approach to tackle

this problem involves asking the following questions.

1. Are we providing too much flexibility in the FPGA architecture?

2. Can we sacrifice some flexibility to improve performance?

We develop architectural modifications to the FPGA that improve performance at



9

This ThesisThis Thesis

Performance, Power,

Area

Architecture

Chapter 2

Chapter 3

CAD

Chapter 2

Chapter 3

Reliability

Transient Faults

Chapter 4

Temperature 

Estimation(permanent

faults) Chapter 5

Figure 1.6: Thesis Organization

the cost of some flexibility. We also develop CAD algorithms to deal with the new

architecture.

While Chapter 2 provides a solution to the performance problem from a purely

deterministic viewpoint, Chapter 3 addresses the same problem from a statistical

viewpoint. The impact of process variations is becoming greater with every tech-

nology generation and may soon be at a point where variability erodes any gain

from scaling. In the first half of the chapter, we develop a process variation aware

router for FPGAs to alleviate this problem. We choose the routing stage since it

plays a dominant role in the performance of FPGAs. The second half of the chapter

develops architectural modifications to the clock distribution network to distribute

programmable skews to different flip-flops in the design to compensate for process

variations. CAD algorithms are developed to support the new clock distribution

architecture and to robustly distribute skews.

Chapters 4 and 5 address the orthogonal issue of circuit reliability. We develop

accurate and efficient techniques to estimate reliability of circuits in the presence

of transient errors in Chapter 4. We combine probabilistic measures with symbolic

analysis techniques to develop a novel reliability estimation algorithm. We also de-
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velop optimization approaches by using circuit rewiring techniques and gate sizing

to harden circuits to transient errors. The impact of our proposed techniques on

metrics such as performance, power and area are analyzed. In Chapter 5, we develop

a fast thermal simulation technique based on the principles of moment matching to

estimate on-chip temperatures. This is vital to efficiently estimate thermal stress in

circuits. Knowledge of thermal stress can be used to prevent permanent failures from

occurring. While Chapter 5 deals with the estimation of temperatures, optimizing

thermal stress to reduce permanent failures is beyond the scope of this thesis.

Finally, Chapter 6 summarizes the work in this dissertation and points to direc-

tions for future work.



Chapter 2

HARP : Hard-Wired Routing Pattern FPGAs

2.1 Introduction

Prohibitive ASIC mask costs and stringent time-to-market windows have made FP-

GAs an attractive implementation platform in recent years. However, circuits imple-

mented on FPGAs are typically slower, occupy more area, and consume more power

than ASIC circuits [83]. The FPGA routing architecture is the main culprit in mak-

ing FPGAs worse than ASIC chips in area, delay and power; a typical FPGA routing

architecture uses about 70-90% of the total transistors on the die [26].

A significant body of work from the past two decades focused on switch box design

and segmented routing architectures. The basic idea is to use highly flexible switches

where horizontal and vertical tracks meet, to facilitate all possible connections be-

tween the adjacent tracks. A sketch of the disjoint switch box is shown in Figure 2.1.

N

S

EW

E

S

N

W

Figure 2.1: SRAM-based Switch Box.

11



12

Assuming all tracks have unit length, the disjoint switch box (see Figure 2.1) can

route a large subset of possible routing trees to connect the terminals of a net. As

a result, the overall channel width will not be high. However, flexibility in routing

comes with great performance costs. Building a routing tree from many segments

that are connected by switches has the following disadvantages:� Circuit Delay: The delay of a net is mainly dependent on the number of

programmable switches in its routing path [18, 38]. Hence, a large number of

programmable switches contributes greatly to the overall circuit delay.� Area: By increasing the number of programmable pass transistors (which cor-

respond to the small circles in the switch on the right in Figure 2.1) inside each

switch, we pay an area penalty as each of the programmable pass transistors re-

quires an SRAM cell for programming it and possibly buffers to improve signal

slew.� Leakage Power: Leakage power is becoming a major component of the total

power consumption [7] and the majority of the leakage power consumption in

FPGAs occur in the routing switches [29].

2.1.1 Related Work

There has been a lot of work on programmable architectures to improve the per-

formance of FPGAs. Modern FPGAs utilize multi-length horizontal and vertical

segments. Recently, there has been a flurry of research in structured ASIC solu-

tions [79], which aim to provide a middle ground between ASICs and FPGA. Tong

et. al. [70], Jayakumar and Khatri [33], and Yan and Marek-Sadowska [58] pro-

posed via-configurable gate array implementation platforms, in which connections

are programmed by the presence or absence of vias. This results in improvements in
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power-delay performance but the flexibility and cost savings are limited because of

its mask programmability.

There have been several CAD techniques aimed at reducing the number of “bends”

in the routing architecture. For example, the work in [36,37] focused on the concept

of using prespecified patterns to route a net. By doing so, one would allow a more

accurate prediction mechanism for metrics such as congestion and wirelength earlier

in the design flow. The work in [36, 37] focused on an ASIC design flow, rather than

the FPGA flow found in this chapter.

Maidee et. al. [47] proposed a “terminal alignment” heuristic, which reduces

the number of bends on nets, and hence eliminates switches that need to connect

horizontal tracks to vertical ones. As a result, the number of switches used in routing

of critical nets decreases. They achieved 5% delay improvement over VPR using a

simulated annealing engine.

2.1.2 The Idea of HARP (HArd-wired Routing Pattern) FPGAs

In this work, we extend the idea of eliminating bends and switches (inspired by FPGA

architectures such as Xilinx’s Virtex, and placement and routing tools such as [36,37]

and [47]) to two dimensions; instead of just hardwiring two horizontal or two vertical

segments to form longer wires, e.g. segmented routing architectures such as Xilinx

Virtex, we form hardwired junctions between horizontal and vertical segments inside

switch boxes. These junctions create routing segments in the shape of T’s, L’s and +’s

and their rotated versions. An example of such a switch box is shown in Figure 2.11.

As a result of hardwiring connections, we eliminate some programmable switches,

which decreases the delay, area and power dissipation. However, we must be careful

that the reduction in programmable switches does not severely affect the routing

flexibility.



14

Figure 2.2 shows a conceptual diagram of a HARP architecture that contains 6x6

switch boxes (logic blocks are not shown in the figure). The figure shows a subset

of the routing resources. Switch box 4D contains L and T HARP routing resources

and one traditional flexible switch (the bottom track).Two of the L connections span

one switch box on each side whereas the other two span two switch boxes on each

side. Switch box A1 shows an L connection that spans 5 switch boxes on each side.

The logic block at tile 6A can connect to the logic block at tile 1F through the fast

L connection. An L HARP resource and a T resource are merged in tile 6E to form

a more complex HARP pattern. Note that this connection is hardwired, as opposed

to the connection between the flexible switch and the T HARP resource at tile 4D.

1 2 3 4 5 6

A

B

C

D

E

F

Figure 2.2: Global view of a HARP architecture.

Our contributions can be briefly described as follows:� Routing requirement analysis: A number of circuits are placed and routed on

traditional FPGA architectures, and the routing patterns that are formed in

the switch boxes are analyzed.� HARP architecture generation: based on the frequencies of the patterns that the

router uses, we instantiate hard-wired routing patterns (HARPs) that replace

some switches in the routing structure.
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HARP architecture.

After placement and routing on HARP architectures, we report results of area,

delay, power and channel width. The experiments show that our technique maintains

the programmability of FPGAs, while improving their performance metrics.

The rest of the chapter is organized as follows. In Section 2.2, we describe the

terminology that we use and the overall flow of our architectural design. In Section

2.3, we perform an empirical analysis on detailed routings to find the most common

routing patterns and their densities. Based on this analysis, we design the architecture

of the switch boxes containing the hard-wired routing patterns. Details of this step are

discussed in Section 2.3.3. Section 2.4 explains how hard-wired routing patterns inside

the switch boxes are exploited by the router. Experimental results are presented in

Section 2.5. Section 2.6 details a method that generates a regular HARP FPGA and

presents the results of placement and routing on such architectures. We conclude

in Section 2.7, by outlining our main contribution and discussing future research

directions.

2.2 Preliminaries

2.2.1 Basic Terminology

The routing of a multi-terminal net is frequently modeled as a rectilinear Steiner tree

(RST). A RST has three types of joint patterns: L-shape, T-shape, and +-shape.

An FPGA routing architecture with uniform unit-length segmentation has a switch

at each of the joint patterns. Additionally, there are switches for horizontal (H)

and vertical (V) routes that span more than one channel. Modern FPGA devices

use multi-length segments (−-shape and |-shape) in order to reduce the number of
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switches along the horizontal or vertical routes of the nets. This enhances the delay

of the routing; however, it reduces the flexibility of the architecture.

We call the switch shown on the right side of Figure 2.1 a flexible switch. A

multi-length segmented architecture merges the “W” track and the “E” track to

form a longer segment. This is equivalent to removing the pass transistors (and their

associated SRAM cells and buffers) that connect the “E” or “W” tracks to other

tracks. The result is a hardwired connection between “E” and “W”. The area of this

new switch is smaller, however, it is less flexible than the original flexible switch. If we

allow the horizontal track to also connect to the vertical track at this junction (e.g.,

the way hex lines in Xilinx architectures connect to other segments on the middle

point), then two more switches will be used to provide connectivity between wire

segments “WE” and “N”, and also between “WE” and “S”. Obviously, the area and

delay of this switch increases, but we gain flexibility.

To the best of our knowledge, no one has extended the idea of hardwiring pass

transistors to junctions that are formed between horizontal and vertical tracks. In

this work, we study HARP (HArd-wired Routing Pattern) architectures that utilize

hardwired “switches” at certain junction patterns. The three joint patterns (L, T,

+, and H/V) and their various orientations result in eleven possible HARPs: ⊤,⊥,

⊣, ⊢, p, q, x, y, |,− and +.

2.2.2 HARP-based FPGA Routing Architecture Design Flow

Figure 2.3 shows our design flow to introduce HARPs into traditional FPGA routing

architectures. First, we place and route a number of circuits on a traditional FPGA

architecture. By analyzing the routes of the circuits, we extract the frequency at

which different HARP patterns are used in switch boxes. Next, we use the results of

the pattern distribution analysis to create a new architecture that has a mixture of
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flexible and HARP switches. Finally, we place and route designs on the new HARP

architecture and compare the results with the traditional architectures.

Joint pattern usage analysis 
[Sections 3.1,3.2]

Joint pattern usage analysis 
[Sections 3.1,3.2]

Traditional architecture 

definition

MCNC

Circuits

HARP

architecture design 
[Section 3.3]

HARP

architecture design 
[Section 3.3]

place & route on 

HARP
[Section 4]

place & route on 

HARP
[Section 4]

Compare

delay, area, power
[Section 5]

Compare

delay, area, power
[Section 5]

VPR

place

and route

Statistical

Pattern Finder 

(VPF)

Figure 2.3: HARP-based Routing Architecture Design Flow.

2.3 Routing Pattern Analysis

In this section, we discuss the statistical analysis of routing pattern frequencies and

correlations between circuits, architectures and these patterns.

2.3.1 Testing Benchmark and Routing Result Generation

After placing and routing the MCNC benchmark circuits, we observed how often each

of the joint patterns can be found in a route of each net. Note that the placement

and routing algorithms will affect the frequency of these patterns. We will discuss

this issue in Section 2.7.

Statistical information can guide us on how often we need to replace flexible

switches with HARP resources inside switch boxes. To find the pattern frequencies,

we routed all the benchmarks on a given traditional segmented FPGA routing ar-
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chitecture applying the VPR FPGA place-and-route tool [10]. For a given routing

segmentation architecture, we routed each circuit, detected the patterns in the route

files, and applied statistical analysis on the data.

In our studies, we considered two segmentation architectures: unit-length segmen-

tation and multi-length segmentation (similar to Xilinx’s Virtex family). We used

the VPR router in three different modes: Timing-driven, Routability-driven without

bend-cost, and Routability-driven with bend-cost. We experimented our technique

on the MCNC benchmark suite [76].

2.3.2 Analysis of Routing Patterns

VPR Pattern Finder Tool

In order to analyze the behavior of the routing patterns, we have implemented VPR

Pattern Finder(VPF), a graphic tool for parsing, visualizing and analyzing the VPR

routing results [4]. VPF takes a VPR routing result file as input and automatically

extracts the routing information, identifies the connection patterns at switch points,

and in turn generates statistical reports for different patterns.
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Figure 2.4: Switch box indexing and pattern labeling in VPF
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In our analysis, we focus on the connection patterns found in switch boxes. For

a given FPGA layout, a switch point is indexed by a tuple (i, j, t) as shown in Fig-

ure 2.4(a), where i and j indicate the physical location of the switch box containing

that switch point and t identifies the track being used. Based on the structure of the

switch point, we have 11 possible connection patterns. They are ⊤, ⊥, ⊣, ⊢, p, q, x,

y, |, − and +. As an example, Figure 2.4(b) shows a sample net, which contains only

one source and three sinks. Empty rectangles show ends of the segments that are not

connected to this net. The numbers on the lines denote the length of the connections

(that are possibly formed by connecting two or more segments). Based on the above

discussion, switch box sbA has pattern ⊤, sbB has pattern ⊢, and sbC is of pattern y.

It is important to find out how each HARP extends along different directions - the

pattern length. This information can provide more insight into the routing behavior

and offer useful guidance for improving routing quality by hard-wiring these patterns.

VPF performs this analysis using the following simple algorithm: (i) For each marked

switch box, identify its pattern. Based on the pattern information, try to trace along

the valid directions starting from the switch box; (ii) Stop when we meet a switch

point that has a pattern other than | when we are tracing vertically or − when we are

tracing horizontally. Furthermore, we need stop the tracing when we reach the source

or a sink; (iii) Report this distance as the result of the current direction; (iv) Take

the minimum among all directions as the pattern length of the current switch point.

Following the same example shown in Figure 2.4(b) and assuming the numbers by the

segments indicate the segment lengths, switch points sbA, sbB and sbC have pattern

lengths 6, 2 and 5 respectively.
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Statistical Results and Analysis

Statistical information about the switch box patterns obtained from VPF provide

insight into the behavior of the placement and the routing tools as well as resource

demands of the circuits. Figure 2.5 shows the normalized pattern distributions (in

percentage of all the switch points) for different benchmarks and segmented archi-

tectures. Among them, the unit-length (D) results are generated on an architecture

that only supports segment of length one, while those of A, B and C are generated

on a Virtex style architecture with multi-length segment routing architecture. A is

generated with the routability-driven routing without bend cost, B corresponds to

routability-driven with bend cost, and C is generated using the timing-driven rout-

ing mode. Placement for all experiments was done using the timing-driven mode.

Routability-driven algorithm aims at minimizing the length of each route. When no

bend cost is considered, many bends can appear in the routes. On the other hand, the

router considering the bend cost generates the routes with smaller number of bends.

Timing-driven router does not consider the bend cost directly. Since the delay of a

route in FPGA is dominated by the number of switches and each bend includes a

switch, the algorithm avoids generating many switches. As a result, each of the three

routing algorithms manages the bends in the routes differently. We applied the three

algorithms to observe the distribution of all different patterns when different routers

are used.

One interesting observation that can be made from Figure 2.5(a) is that the multi-

length segmented architecture greatly changes the pattern distribution compared to

unit length. The combined frequency of vertical and horizontal patterns drops from

63.3% to 41.2% 1. On the other hand, as seen in Figure 2.5(b), when using different

1 The reason is that the multi-length segments are in essence horizontal and vertical connection

patterns. For example, a horizontal segment of length 6 is the equivalent of 5 horizontal switch
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Figure 2.5: Switch box pattern distributions

router settings on the same Virtex style architecture, the results do not vary much.

In other words, the architecture seems to have a much bigger impact on the switch

box pattern distribution than the routing algorithm.

Figure 2.5(a) shows there is little change in the percentage of the T patterns or the

+ pattern when we switch from unit-length to the multi-length segment architecture.

On the contrary, there is a significant increase for the L patterns. The combined

frequency of all the L patterns increases from 27.46% for the unit-length architecture

to 41.62% for the multi-length architecture. In other words, for the multi-length

architecture, the possibility of having an L patterned switch point is comparable

to (if not more than) that of a vertical or horizontal pattern. This is a notable

difference compared to the unit-length results, in which the vertical and horizontal

patterns overwhelmingly dominate the pattern distribution.

Next, we analyze the length of the patterns using the method discussed in Sec-

connections in the single segment architecture.
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tion 2.3.2. Figure 2.6 illustrates the pattern length distributions for our testing bench-

marks. The x-axis in these graphs is the pattern length, while the y-axis is the nor-

malized percentage for switch point patterns with the given length. Benchmarks A,

B, and C are generated using the same multi-length Virtex style architecture with dif-

ferent routing considerations, i.e. routability-driven without bend-cost, routability-

driven with bend-cost,and timing-driven; Benchmark D is the timing-driven result

using the unit-length architecture.
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Figure 2.6: Distribution statistics on switch point pattern lengths

We can observe that all these graphs share some common characteristics. First,

for the unit-length architecture, the pattern length distribution drops rapidly and
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monotonically as the length increases. The results for the multi-length architecture

are not monotonically decreasing but still follow a similar trend except for length 6,

which shows spikes on all patterns. On all patterns except +, there is a small spike at

length 12 too. Such harmonic behavior demonstrated by these spikes is not surprising

because in the multi-length architecture, the majority of the segments are of length

6, where switch connections are allowed at both ends of the segments.

We also performed further analysis focusing on the geometric distribution of dif-

ferent patterns. We observed uniform distribution of all patterns with the exception

of one benchmark2. It is important to note that our results are valid only for the

class of circuits represented by the MCNC benchmarks that we used in these studies.

For example the routing pattern statistics of data-path designs might show different

characteristics than those shown here. A bus-based CAD flow such as [77] can be

used to place and route such designs, and the routing analysis can be used to generate

HARP architectures tailored to data-path circuits.

2.3.3 Architecture Design

Architecture design for FPGAs is a complex problem and much work has been done in

this area since FPGAs were first proposed. There are many architectural factors (such

as switch-block or switch-matrix style, switch-block flexibility Fs, connection-block

flexibility Fc, frequency of switch-blocks along routing segments, channel segmenta-

tion and staggering, clustering of LUTs in CLBs), which contribute to the quality of

the final FPGA platform. More details about such architectural features is provided

in our FPGA’05 paper [67].

Based on the analysis presented in the previous section, we design a new switch

2For circuit “bigkey”, the + patterns were concentrated in the two horizontal channels at the

center of the chip.
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box, which will include hard-wired routing patterns. This means that we remove a

certain number of programmable switches (derived from statistical analysis of the

routing profiles of various circuits) from the switch boxes and replace them with

wires. The composition of these hard-wired patterns are chosen after careful analysis

of the routing profiles, hence the effect on the routability of circuits is minimized. We

have experimentally verified the minimum effect of HARP resources on the routing

of circuits (see Section 2.5).

"L" "+"
"T"

"H"

Figure 2.7: Some possible hard-wired patterns

Figure 2.7 shows some of the possible HARPs that can be present inside the switch

boxes. The hard-wired patterns are shown using solid lines indicating that they are

wires and not programmable switches. The next section describes how the routing

tool is made aware of these patterns and how they are exploited to reduce the delay,

area and power dissipation.

2.4 Routing with HARPs

To harness the advantages of HARP architectures, the placement and routing tools

must be adapted to use hard-wired resources for timing critical nets and only use

regular switches where hard-wired resources are not available.
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In this work, we would like to fully exploit the hard-wired patterns present inside

our switch-blocks. This can be done in the detailed routing stage by constructing

a routing graph with the hard-wired routing patterns embedded as low cost edges.

VPR [10], and the power model from Wilton, et. al. [56], which we use for our

work employ a routing graph construction approach to perform detailed routing.

The routing segments and the logic block input and output pins are represented

as vertices in the routing graph with a certain cost associated with them. Edges

in the routing graph correspond to the connections between them. Edges may be

bidirectional or unidirectional depending on whether a pass-transistor or a buffered

switch is used [10]. A sample routing graph is shown in Figure 2.8 [10].

in 1 in 2

Wire 1

Wire 2

Wire 3 Wire 4

2-LUT

out

Source

Sink

out

in 1 in 2

Wire 1

Wire 2

Wire 3
Wire 4

Figure 2.8: Sample routing graph

The way the routing graph is constructed changes with the presence of hard-

wired patterns. These changes occur inside the switch boxes. Figure 2.9 shows

the routing graph for a disjoint switch box (with pass transistor switches) with all

tracks terminating at the switch box, and a disjoint switch box with a L-shaped hard

wired pattern embedded in it. With the L-shaped pattern in the switch box, the

routing graph contains only those edges forming the pattern and all the other edges

are removed from the graph. For instance, in figure 2.9, edges between nodes (A,C),
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(A,D), (B,C), (B,D) are removed from the routing graph since they do not participate

in forming the patterns.
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Figure 2.9: Routing graph with HARPs

Based on the results of the analysis presented in Section 2.3, we first determine

the number of different HARP patterns that need to be inserted inside the switch

boxes. Next, the FPGA chip is scanned row-by-row and patterns are inserted based

on their desired percentages. When introducing these patterns, we make sure not to

connect different hard-wired patterns together to form large trees. The reason for

this restriction is illustrated by the example of Figure 2.10.

When we use two adjacent hard-wired patterns, an L-shaped pattern and a T-

shaped pattern to connect terminal A to terminal B in the figure, a dangling segment

is formed. This is undesirable as it adds extra capacitance and resistance, which is

contrary to the goal of reducing overall power and delay. This problem is overcome

by making sure that not many hard-wired patterns are connected back-to-back. In

the rest of this section, we present our algorithms assuming that no two HARPs are

allowed to connect back-to-back, but later on in Section 2.5, we relax this restriction

a little and observe that the limited use of merged HARPs will improve the quality

of the circuit.
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Figure 2.10: Connecting Hard-wired patterns together

Once we know the number and location of these hard-wired patterns, we change

the way VPR constructs the routing graph and include only those edges (correspond-

ing to wire segments) that are actually connected to the pattern. These edges are

inserted as low cost edges so that the router will automatically choose these hard-

wired patterns when performing detailed routing. The cost is calculated based on

the lumped resistance and capacitance of the wire segment (including HARP and

regular segments) connected to a switch. Interested readers can find the pseudo-code

for inserting the hard-wired patterns in the architecture in our FPGA paper [67].

Note that p and y can be combined into one switch configuration which makes two

disjoint connections (one between right and bottom segments, and the other between

top and left segments). The same is true with q and x. See Figure 2.11 for examples

of L patterns (in SB2, the fourth switch from the bottom is an {p, y} switch). Our

architectural generation code is available for download from [1] for non-commercial

use.

2.4.1 Estimation of Delay, Area and Power

We use the delay and area models in VPR and the power model developed by [56] to

estimate the circuit delay, total area of the chip and the total power dissipation after

inserting the hard-wired resources. VPR uses an Elmore delay model to estimate the



28

delay of every net. In this model, pass transistors are represented as resistors and

diffusion capacitances to ground. Pass transistors add parasitic capacitance to the

wire irrespective of whether they are on or off leading to a higher delay [10]. In our

hard-wired resources, we eliminate the pass transistors and replace the resistance and

capacitance values of the pass transistors, used in the delay model, with those of the

metal wire (of segment length 1).

To accurately determine the delay of using a hard-wired resource, the capacitance

of all the segments forming the pattern are included in the total capacitive load being

switched. In addition, when only some of the segments of a hard-wired switch are

used to route a signal, the remaining segments are made unavailable to route other

nets. This avoids potential resource conflicts that could occur when different nets

try to use different parts of the same hard-wired switch. For example, when only the

vertical segment of the hard-wired L is used to make connections and the horizontal

part is dangling. In this case, the horizontal segment is invalidated so that it is not

available for use by other nets. More details of this procedure can be found in our

FPGA paper [67].

The area model in VPR is based on counting the number of transistors required

to implement the FPGA architecture. It reports area in terms of the number of min-

imum width transistor areas required to implement the circuit on the FPGA [10].

For our hard wired resources, we use the same procedure and count the total number

of transistors in our implementation. We use the power model developed by [56] to

estimate the total power dissipation. Leakage power is estimated by counting the

number of unused transistors and SRAM cells and multiplying them with their indi-

vidual leakage power. Dynamic power is dependent on the charging and discharging

capacitance and the clock frequency, which is the critical path delay. The short cir-

cuit power is taken as 10% of the dynamic power. The charging and discharging
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capacitance is obtained from the parasitics used in the delay model of VPR.

2.5 Experimental results and analysis

2.5.1 System Performance Improvements

We inserted the hard-wired patterns in the switch boxes and used a multi-segment

routing architecture with routing-segments of lengths 1, 2, 6, and long lines. The

distribution of the segments in each channel are 8%, 20%, 60% and 12% respectively

(similar to the Virtex architecture) for all simulation experiments. HARPs were not

inserted on long lines, though. We placed and routed the 20 MCNC circuit bench-

marks of the VPR package and 3 of the large benchmarks of the Altera QUIP tool

set3 (oc wb dma, oc mem ctrl, oc des des3perf, which have 9872, 8611 and 38,218

CLBs, and 9654, 8726, and 38,452 nets respectively) on HARP architectures and

report the results of circuit delay, area, leakage power, total power dissipation and

channel width. It is important to note that the reported area is only the transistor

count. A complete architecture generation flow would use an ASIC CAD tool to

generate a detailed placement and routing of the FPGA architecture itself. Since

the layout is going to be generated automatically, the area efficiency of the HARP

FPGA would probably be worse than a traditional FPGA that is manually laid out.

However, our tile-based HARP architecture (will be presented in Section 2.6) would

enable designers to manually lay out a limited number of tiles and replicate them

throughout the chip.

We updated the delay look up tables used by the placement tool of VPR to reflect

3Since these circuits make extensive use of register enables and other control signals that are

not present in VPR, we recompiled the designs in Quartus by suppressing the use of adders and

multipliers.
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delays of HARP connections. However, this had only a marginal impact on the

placement quality, more specifically, the delay improved 1-2% which is statistically

insignificant, but channel width increase by about 5% and consequently the area and

the total energy consumption increased by 3% and 5% respectively. The reason is

that these delay lookup tables are built assuming no congestion is present, and hence

the best routing resources for delay are always available. This is an optimistic lower

bound on the routing delay between two points. In reality, the router will have to

use traditional, slower switches for some nets due to congestion.

The problem is compounded by the fact that by using HARP resources, the de-

lay difference between timing critical and non-critical nets reduces. When more nets

become critical, congestion becomes a problem as many nets try to occupy the rel-

atively few HARP resources. The resulting congestion increases the final channel

width and worsens other metrics but the worst case delay remains more or less the

same. Since we do not have a good estimate of the congestion at the placement level,

we decided to leave the delay tables untouched to better capture the lack of enough

routing resources at the routing level. We plan to improve the placement quality

by using better models of the HARP architecture and use a tightly coupled timing

analyzer in our future work.

Results of the execution of VPR with 50% of all switches replaced with HARPs and

that of the traditional “Virtex-like” architecture is presented in Table 2.1. Columns

labeled “Vtx” show the results of the traditional “Virtex-like” routing architecture.

The last row of the table shows the ratio of the geometric mean values for Vtx and

HARP.

We observe that the insertion of hard-wired routing patterns has a profound im-

pact on delay and leakage power dissipation, reducing delay by about 17.45% and

leakage power by 22.11% on average. Insertion of hard-wired routing patterns as low
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Delay Area Channel Leakage Total Energy

Circuit (x10−8) (x106) Width Power power (x10−8)

Vtx HRP Vtx HRP Vtx HRP Vtx HRP Vtx HRP Vtx HRP

misex3 6.31 5.33 2.88 2.71 20 23 0.12 0.09 0.22 0.22 1.41 1.18

alu4 7.12 5.97 3.11 2.74 19 21 0.13 0.10 0.23 0.22 1.67 1.34

apex4 7.17 5.98 2.83 2.58 22 24 0.12 0.09 0.18 0.17 1.31 0.99

ex5p 6.40 5.50 2.36 2.23 22 25 0.10 0.08 0.17 0.16 1.11 0.90

des 7.89 6.00 6.02 5.75 16 18 0.25 0.21 0.41 0.41 3.27 2.45

seq 6.39 5.31 3.58 3.46 20 24 0.15 0.12 0.27 0.27 1.73 1.43

apex2 7.45 5.92 4.01 3.80 21 24 0.17 0.13 0.28 0.28 2.09 1.66

spla 12.40 8.93 9.90 9.70 28 33 0.43 0.34 0.52 0.48 6.51 4.28

pdc 14.20 10.70 14.80 13.70 33 39 0.64 0.50 0.75 0.65 10.65 6.98

ex1010 15.50 11.50 8.95 8.66 19 23 0.38 0.31 0.48 0.45 7.39 5.15

clma 18.6 14.2 19.6 18.6 24.2 28.8 0.83 0.60 1.10 1.02 20.6 14.6

dsip 4.39 3.88 3.92 3.96 13.4 16.8 0.15 0.10 0.39 0.42 1.74 1.63

diffeq 6.08 5.15 2.22 2.18 14.8 17.6 0.09 0.07 0.18 0.17 1.08 0.910

elliptic 8.87 6.58 7.38 6.98 20 23.4 0.32 0.22 0.51 0.51 4.55 3.38

frisc 9.28 7.97 8.26 7.70 23.6 27.6 0.36 0.24 0.46 0.41 4.32 3.27

s298 10.8 9.17 3.20 2.94 17.2 18.4 0.13 0.10 0.22 0.20 2.47 1.91

s38417 8.53 7.69 10.2 9.74 16.6 18.4 0.36 0.36 0.77 0.73 6.60 5.61

tseng 5.77 5.30 1.49 1.45 13.3 16.7 0.05 0.04 0.13 0.13 0.76 0.72

bigkey 4.46 3.94 4.02 3.96 14 17.3 0.14 0.12 0.37 0.39 1.69 1.57

s38584.1 8.62 7.53 10.4 9.96 17 19 0.38 0.30 0.70 0.63 5.36 4.51

oc wb 8.86 7.41 25.1 23.8 28 33 0.99 0.77 1.15 1.15 10.24 8.50

dma

oc mem 8.28 7.02 16.46 15.47 19 23 0.62 0.49 0.89 0.83 7.33 5.82

ctrl

oc des 14.91 12.60 56.97 54.19 16 19 2.17 1.71 2.67 2.60 39.74 32.77

des3perf

G.Mean ratio (%) 82.55 95.04 116.66 77.89 96.06 79.46

Table 2.1: Comparison of 50% HARPs with no HARPs. (G.Mean is the geometric

mean)
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cost edges in the routing graph encourages the routing tool to use them whenever

possible. This leads to a considerable speed up of the circuit. Also, the elimination of

the program bits results in fewer SRAM cells and a lower leakage power dissipation.

We find that the total area of the circuit decreases by about 5% on average. However,

the average channel width increases by around 16.66%. This is expected, since, the

introduction of hard-wired routing patterns reduces the flexibility of the routing archi-

tecture causing the router to use more tracks to route certain connections. However,

the overall routing area of the circuit decreases because the reduction in individual

switch area dominates the increase in number of switches caused by increased channel

width.

Total power dissipation reduces on average by about 4%. In spite of the 22%

reduction in the leakage power dissipation, the total power reduces by only around

4% on average. This is explained by taking into account the dynamic power dissipa-

tion. Dynamic power dissipation is dependent on the switching rate of the circuit.

With hard-wired patterns in the switch boxes, the critical path delays of the circuits

are reduced considerably resulting in a higher clock rate. This causes increased dy-

namic power dissipation. A fair comparison metric between the Virtex-like routing

architecture and HARPs would probably be the power-delay product. We can ex-

plore different configurations by considering the energy dissipation or the power-delay

product. Power-delay of HARP is 21.5% better than Vtx. Depending on whether

optimizing for speed or power is more critical, we can clock the circuits at a higher

clock frequency to get a faster circuit or we can clock the circuit at a lower speed

(e.g., the clock speed that a traditional Virtex routing architecture can achieve) to

achieve more savings in power dissipation.

We also explored the potential benefits of increasing the percentage of HARPs

inside the switch boxes by allowing a small percentage (10%) of HARPs to connect
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to each other. This is illustrated in Figure 2.11, which shows HARP resources (HARP

SW) and regular switches (FlexSW) lumped to form distinct regions inside the switch

boxes. This representation is just for illustration purposes. In reality, HARPs are

distributed throughout the switch boxes, and not just at lower tracks.
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Figure 2.11: Overlaps in HARPs

Allowing a small percentage of HARPs to connect directly could create more

complex routing patterns to be formed by combining hardwired patterns that we have

used. However, doing so could also have the undesired affect of creating dangling wire

segments (as illustrated in Figure 2.10) which could have an adverse effect on delay

and power.

In terms of implementation, to increase the percentage of HARPS beyond 50%,

we relax the constraint of not allowing different HARPs to connect together and

allow HARPs to connect together sometimes (e.g., to allow 60% of the switches to be

HARP, we should allow HARPs to connect 10% of the time). As before, we take care

not to form large trees of HARPs. This is done by making sure that there is at least

one regular switch after every K switches, K being a constant (in our experiments,

we used K = 3). The results of increasing the percentage of HARPs is presented

in Table 2.2. We conducted some experiments to study the impact of increasing the

overlap between HARPs beyond 60%. We observed that the results worsen as the

percentage of overlaps increases beyond 70%. We believe that for each circuit, there is

a sweet spot between 60% and 70% that would be optimum in terms of performance.



34

However, it is to be noticed that going from 50% to 60% of HARPs increases the

channel width by about 7% and the improvement in delay is only about 3%. This

indicates that it is not advisable to go much higher than 60% as the improvement in

performance comes at a cost of a much higher increase in the channel width.

We observe that increasing the percentage of HARPs(60%) inside switch boxes

increases the potential savings in circuit delay, energy and area to about 21%, 26%

and 5% respectively.

2.5.2 HARP Usage Analysis

To better understand the benefits and potential future improvements on the proposed

HARP architecture, we perform detailed analysis on the routing results of the HARP

platform. As no major changes were made in our placement and routing algorithms

compared to the traditional architectures, it is of our interest to find out how effec-

tively the HARP connections are utilized in the final routing results. In order to

find the utilization of HARP resources, we read the routing result files of the HARP

architecture into the VPR Pattern Finder and compare the actual switch usage to

the number of HARP resources provided in the architecture.

When comparing HARP resource availability to HARP resource utilization, we

pay special attention to cases where more complex HARP connections such as the

⊤-shaped and +-shaped connections are only partially utilized, i.e., used as L’s, H’s

and V’s. As a result, utilization analysis, we report how many legs (e.g., up to 3

for the ⊤-shaped HARP connections and up to 4 for the + connections) are actually

used. Zero-leg utilization means that the switch was not used at all.

The analysis is carried on the same 20 benchmarks. For each benchmark and

for each HARP connection pattern, we report the percentages for each case when

a different number of legs are used (ranging from 1 to 4). Then these numbers are
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Delay Area Channel Leakage Total Energy

Circuit (×10−8) (×106) Width Power Power (×10−8)

misex3 4.98 2.68 24 0.093 0.226 1.125

alu4 5.67 2.73 22 0.0101 0.228 1.292

apex4 5.74 2.59 26 0.093 0.168 0.964

ex5p 5.6 2.19 26 0.062 0.157 0.879

des 6.36 5.66 18 0.188 0.388 2.467

seq 5.30 3.45 26 0.121 0.268 1.420

apex2 6.10 3.74 25 0.114 0.270 1.647

spla 8.31 9.38 33 0.314 0.465 3.864

pdc 9.42 13.5 40 0.490 0.645 6.075

ex1010 11.4 8.45 24 0.299 0.429 4.891

clma 12.0 19.8 32.8 0.688 1.013 12.2

dsip 3.49 3.93 18 0.129 0.401 1.40

diffeq 4.80 2.15 18.4 0.0685 0.173 0.833

elliptic 6.71 7.24 27.4 0.247 0.504 3.38

frisc 7.95 8.05 31.4 0.267 0.411 3.27

s298 8.98 2.98 20.2 0.106 0.207 1.87

s38417 7.57 9.57 19.6 0.310 0.665 5.04

tseng 5.15 1.40 17.3 0.041 0.130 0.670

bigkey 3.85 3.90 18.0 0.107 0.358 1.38

s38584.1 7.45 9.90 20 0.252 0.57 4.25

oc wb dma 7.19 23.80 35 0.737 1.137 8.16

oc mem ctrl 6.68 14.54 23 0.436 0.801 5.35

oc des des3perf 12.05 60.24 22 1.855 2.461 29.66

Geometric Mean 0.796 0.949 1.241 0.690 0.938 0.745

Table 2.2: Comparison of 60% HARPs with no HARPs
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normalized across all the benchmarks. The final result is aggregated in Figure 2.12(a).

The graph shows that about 79% of the overall + shaped HARP resources are used

in the final routing graphs. Among them, about 2.7% are fully used, i.e. all 4 hard-

wired legs are involved in the connection, 10.5% use 3 hard-wired connections, and

66% use 2 hard-wired connections. The remaining 21% of this type of switch are not

used in the final routing graph at all.
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Figure 2.12: HARP connection usage

Based on the results shown in Figure 2.12(a), we can observe that all types of
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HARP connections are heavily used in the final routing graph. The usage of every

switch type is always at least 29%. For ⊤-shaped and + shaped connections, more

then 50% are utilized. However, for different ⊤-shaped and +-shaped connections,

only a very small percentage are fully utilized. For most of them, only two legs are

involved in the final routing. This may indicate that they are actually used as L, | or

− shaped connections. Moreover, considering that only small number of switches are

configured as ⊤ and + (refer to Figure 2.5(b)), this motivates the idea to simplify

the HARP pattern set by getting rid of the ⊤ and + patterns completely and at the

meantime, providing more L, | and − HARP connections.

Based on the observation made above, we are interested in investigating the effect

of simplifying the HARP pattern set, namely by eliminating the ⊤-shaped and +-

shaped HARPs and redistributing their percentages to the other HARP connections.

We re-evaluated the performance gain on the benchmarks with this simplified HARP

pattern set. The results are presented in Table 2.3. For the simplified HARP pattern

set, we observe that the delay improves by 21%, which is about 4% better than the

improvement obtained with the full pattern set. There are no significant differences

in the other metrics.

The same HARP usage analysis is also performed on the routing results with the

simplified HARP pattern set and the results are shown in Figure 2.12(b). Compared

to Figure 2.12(a), there are no significant changes in the usage over different HARP

connections.

Besides the HARP usage analysis, we are also interested in finding out whether the

final routing connection behavior is changed after introducing the HARP architecture.

More specifically, we want to cross check if HARP has any effect on the connection

pattern distribution compared to traditional architectures.

Figure 2.13 extends Figure 2.5(b) by adding the data obtained from the routing
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Circuit Delay CW Area Energy

(×10−8) (×106) (×10−8)

misex3 5.17 25 2.81 1.15

alu4 5.93 22.8 2.90 1.32

apex4 6.06 27.8 2.77 0.987

ex5p 5.35 28 2.36 0.877

des 6.40 18.6 5.82 2.40

seq 5.22 27 3.62 1.39

apex2 6.16 27.6 3.99 1.65

spla 8.88 35.8 9.91 4.02

pdc 9.52 43.4 1.48 6.20

ex1010 11.6 27.4 9.38 5.05

tseng 4.70 17 1.58 7.25

bigkey 3.59 17.7 4.00 1.53

s38584.1 7.12 19.3 9.96 4.66

clma 11.9 32.4 20.2 12.9

dsip 3.51 17.8 4.04 1.42

diffeq 4.80 18.4 2.25 0.863

frisc 7.74 29.8 7.95 3.15

s298 8.52 19.2 3.00 1.86

s38417 8.22 19.2 9.92 5.37

elliptic 7.39 24.8 7.02 3.36

oc wb dma 6.80 34 24.80 8.31

oc mem ctrl 7.20 23 15.30 5.92

oc des3 des3perf 12.10 19 55.20 30.98

Geometric Mean 0.796 1.25 0.99 0.763

Table 2.3: Results for Simplified Pattern set
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results on the HARP architectures. It seems that it is safe to say that HARP does

not change the pattern distribution characteristics fundamentally. However, one in-

teresting observation can be made on the | and − patterns. With HARPs (either the

full set or the simplified set) the percentage of | and − connections made in the final

routing graphs drops significantly (especially when compared to the timing-driven re-

sults without HARPs). In the meantime, this drop seems to be compensated mainly

in the increases on different L-shaped patterns. One explanation could be that by

using HARP we reduce the delay of the L-patterns in the routing structure, and as a

result, using L patterns becomes less costly than using an H followed by a V. Hence,

the router is encouraged to use more turns in the routing paths compared to the

non-HARP architectures.
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Figure 2.13: Switch box pattern distribution comparison

In the above discussion, results in HARP usage are normalized by the number

of HARP resources, while results in connection pattern distribution analysis are

normalized to the total number of switches utilized in the routing results. It is also

interesting to see how effective the switch resources are utilized compared to the total

number of switches provided by the architecture.

Table 2.4 shows the overall switch resource utilization data. In the table, sim-harp

refers to the simplified HARP architecture (i.e. without ⊤ and + shaped HARPs),
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and the usage percentages reported here are computed as:

percentage =
total # of switches used in final routing

total number of switches provided
(2.1)

Regardless of the underlying FPGA architecture, the results in Table 2.4 show

that the circuits make poor utilization of the switch resources available in the FPGA.

Moreover, without HARP-specific improvements on the placement and routing tools,

this efficacy suffers a 7.8% ∼ 14.4% drop on the HARP architectures compared to a

regular Virtex-II architecture.

2.6 Tile-Based Design of HARP FPGAs

One of the most complicated tasks in the design of FPGAs is the layout. Typically,

manufacturers manually layout a single tile consisting of a logic block and switch

block and replicate them across the entire chip. However, when HARPs are inserted

randomly in the switch-boxes, they are no longer identical and a tile based layout

is not possible. In this section, we present a method that facilitates layout in the

presence of HARPs.

In a multi-segment architecture, the start points of different segments are stag-

gered to enhance routability of the architecture. Figure 2.14 shows a staggered ar-

rangement of tracks with each channel having three segments of length 3 [10].

When a disjoint switch-box topology with a staggered arrangement of segments,

a tile based layout is possible when the number of tracks of a particular length is

divisible by the length of the tracks. However, layout of a single tile with HARPs in

the switch-box is not possible for the following reasons:� When all the patterns are inserted in a single switch-box to enable a tile based

layout, long patterns will be formed throughout the chip. This will increase the

capacitive load on the segments. The track count to route circuits will also go
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Circuit x-size y-size Channel Width Switch resource usage(%)

no-harps harps sim-harps no-harps harps sim-harps

alu4 40 40 18 26 25 24.99 21.32 22.78

apex2 44 44 20 32 32 30.53 21.85 22.78

apex4 36 36 21 31 33 26.9 20.45 19.89

bigkey 54 54 18 18 18 14.71 16.22 17.03

clma 92 92 24 39 32 26.41 20.73 24.84

des 63 63 16 22 22 16.26 16.01 16.98

diffeq 39 39 14 20 21 22.88 19.74 18.72

dsip 54 54 14 18 18 15.84 16.31 15.66

elliptic 61 61 20 30 31 22.43 18.54 17.91

ex1010 68 68 22 32 24 24.87 20.59 26.75

ex5p 33 33 22 32 32 26.91 22.58 24.25

frisc 60 60 25 34 33 22.71 20.95 22.85

misex3 38 38 20 28 25 28.15 22.07 26.16

pdc 68 68 33 50 43 25.67 21.61 23.3

s298 44 44 18 23 22 23.46 21.19 22.58

s38417 81 81 17 23 23 18.53 16.83 17.65

s38584 81 81 16 18 19 17.91 17.58 18.22

seq 42 42 21 32 27 28.34 22.32 24.97

spla 61 61 28 43 36 24.76 19.88 23.86

tseng 33 33 14 16 17 20.94 19.51 19.72

Average 20.05 28.35 26.65 23.16 19.81 21.35

Table 2.4: How effective the switch resources are used in different architectures
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Start points are staggered

Figure 2.14: Staggered Arrangement of Tracks

up since, tracks having HARP resources will run the entire length of the chip

and only one net will be able to use the track.� There may not be enough tracks in the channel to accurately capture the dis-

tribution of various patterns. Some of the patterns have low percentages and

may not appear in the switch-box.

In order to prevent long patterns from being formed in the chip, we need to look at

the neighbors of every switch-point in a switch box and ensure that they do not form

such patterns. This is illustrated in figure 2.15. For example, when we are looking at

switch point a, we also need to consider the switch points b (top) and c (right) before

deciding on the type of the switch (flexible or HARP) that can be used at a. It is to

be noted that we do not have to consider the other neighbors(left and bottom) of a

as they would also correspond to b and c.

This problem can be conceptually visualized as distributing HARPs in a 2 × 2

switch-box array so that long patterns are not formed. We solve this problem by

formulating it as an Integer programming problem with constraints to prevent forming

long patterns and to ensure that the distribution follows the statistical estimation
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Figure 2.15: Switch point neighbors

presented in section 2.3. The rest of the section presents the formulation of the ILP.

If ntracks is the number of tracks that require end-point connections at every switch-

box, we have a total of 4× ntracks candidate switch-points in the 2× 2 switch-box

array. Each of them can be either be a flexible switch or a HARP resource based on

the constraints. The HARP resources are labeled as shown in figure 2.16. We have

not included the + pattern in this study since the percentage of +’s is very small

when compared to the others.

H

T2

T1 T3

L1L2

T4

Figure 2.16: HARP labeling
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The following variables in the ILP are used to represent the switches:

xijn : flexible,

xijh : horizontal and vertical HARP,

xijlk k=1,2 : L1, L2

xijtk k = 1 · · ·4 : T1, T2, T3, T4

Where i is the switch-box number and j is the track number. To maximize routing

flexibility, we should ensure that flexible switches are distributed evenly between

switch-boxes. To this end, we try to reduce the maximum number of flexible switches

that are inserted in each switch-box. This coupled with the capacity constraints on

the number of flexible switches and HARP resources will produce the right mixture

of flexible and HARP resources in all switch-boxes. Thus the objective function is

written as follows:

Minimize W

subject to,

W ≥ ni i = 1 · · · 4 (2.2)

ni =

ntracks
∑

j=1

xijn i = 1 · · · 4 (2.3)

Each of the xij variables can be either 0 or 1 depending on the type of switch present

at switch box i and track j. Writing this down in the form of a constraint,

xijn, xijlk, xijtk, xijh ∈ {0, 1} (2.4)

At every switch-point, we can have only one kind of switch. This means that exactly

one of the xij variables is 1 and the rest are 0. This gives rise to the following

constraint:

xijn + xijh +

2
∑

p=1

xijlp +

4
∑

q=1

xijtq = 1, (2.5)
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To prevent forming long horizontal and vertical patterns that run throughout the chip,

restrictions are imposed on the location of HARPs inside different switch-boxes. For

example, if two horizontal or vertical HARPs were to connect to each other and the

patterns are replicated, it would form a long pattern throughout the chip. To avoid

this, we have a constraint that prevents horizontal or vertical HARPs in adjacent

switch locations. Similar to the example mentioned, there are certain restrictions on

the locations of other patterns as well depending on their orientations. These are

captured by the following set of constraints:

xijh + xtargetjh ≤ 1, ∀ i, j (2.6)

if i = 4 target = 1,

else target = i + 1

xpjtp + xqjtq ≤ 1 (2.7)

xpjtp + xqjh ≤ 1

xpjh + xqjtp ≤ 1

(p, q) ∈ {(1, 2), (2, 3), (3, 4), (4, 1)}

To prevent forming loops with HARPs, we impose a constraint that for any HARP

resource, at least one of its two neighbors is a flexible switch. This can be written as

xpjn + xqjn + xrjn ≥ 1 (2.8)

(p, q, r) ∈ {(1, 2, 4), (2, 1, 3), (2, 3, 4), (3, 4, 1)}

Finally, we need to add capacity constraints on the number of various patterns that
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need to be present based on the required distribution.

4
∑

i=1

ntracks
∑

j=1

xijh = Hrequired (2.9)

4
∑

i=1

ntracks
∑

j=1

xijlk = Lk required k = 1, 2

4
∑

i=1

ntracks
∑

j=1

xijtk = Tk required k = 1, · · ·4

The solution of the above ILP problem gives the location of the HARPs in the switch-

boxes. It is to be noted that for segments that span C logic blocks, the neighbors(xij ’s)

correspond to switch-boxes that are spaced C units apart. This information is used

to design a limited number of switch-boxes which are then replicated throughout the

chip.

2.6.1 Results

We placed and routed benchmark circuits on the architecture generated using the

solution to the ILP formulation and present the results in Table 2.5. We observe that

when HARPs are distributed in switch-boxes and replicated throughout the chip,

the performance worsens when compared with the case when they are distributed

randomly.

When compared with the traditional architecture, delay improves by the same

amount as that obtained with random distribution of HARPs inside switch-boxes.

However, we observe an 6% increase in the area. This is attributed to an increase

in channel width. Even though we avoid forming long patterns inside switch-boxes,

distributing HARPs inside a few switch-boxes and replicating them restricts the free-

dom of the router. When patterns are distributed randomly, the router has different

options at every switch-box and this provides more flexibility. With random distri-



47

Circuit Delay Area CW Energy

(×10−8) (×106) (×10−8)

misex3 4.90 3.15 28 1.2

alu4 5.91 3.13 24 1.41

apex4 6.04 2.62 26 1.03

ex5p 6.52 2.68 29 1.00

des 5.95 6.32 20 2.41

seq 5.27 4.22 30 1.54

apex2 5.48 4.03 30 1.86

spla 8.06 11.7 43 4.32

pdc 1.25 16.1 45 8.25

ex1010 1.35 10.4 29 6.63

oc wb dma 7.45 24.9 34 8.88

oc mem ctrl 7.91 16.18 24 6.425

oc des des3perf 12.78 60.95 21 31.55

Geometric Mean 0.828 1.06 1.35 0.82

Table 2.5: Results of ILP formulation
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bution, we observed a slight reduction in the area in spite of the increase in channel

width since the average area of each switch-box reduced due to HARPs. In this case

however, the increase in channel width offsets this and a net increase in area is ob-

served. Though the area increases by about 6%, area-delay product which is a useful

metric for comparing different architectures reduces by about 13% and the overall

energy consumption reduces by 18%. This coupled with the fact that switch-box

layout is not an issue anymore makes HARP an attractive design choice.

The results we have reported in Table 2.5 are probably a bit optimistic. Since

the area increases, the routing segments would have to travel longer distances and

their increased parasitics would have a negative impact on the signal delays that are

mapped to them. Due to our limited resources we did not attempt laying out the

HARP FPGA and hence cannot report accurate delay and area numbers in this work.

2.7 Summary

We propose a technique to reduce circuit delay, area and power dissipation by in-

troducing hard-wired patterns inside switch boxes. The population of the HARPs

is guided by statistical analysis of routing trees that are generated on a traditional

architecture by the VPR tool. We analyzed the routing profiles of various circuit

benchmarks and came up with a statistical measure of the routing patterns present

inside the switch boxes. The routing graph construction of VPR was modified to

include these patterns. Simulation results after detailed routing showed a potential

improvement of 20% in circuit delay, 5% in the circuit area, 33% in the leakage power

dissipation and about 6% in the total power dissipation. We observed that by intro-

ducing hardwired patterns, we can considerably speed up the circuit and at the same

time achieve reasonable savings in circuit area and power dissipation.

In Section 2.3.1 we mentioned that the placement and routing algorithm and the
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architecture will affect the outcome of the statistical analysis. In Section 2.3.2 we

showed that the architecture has a bigger role compared to the routing algorithm.

But nevertheless, both the physical design algorithms and the architecture will skew

the pattern frequency analysis. Apart from the fact that there is a certain degree of

inevitability in this influence, we argue that such effect could be considered useful. We

would like to generate the architecture with an eye on the CAD algorithms (Eg. would

the results change if we use an alignment based placement method such as [47]?). If

we create an architecture that conforms to the behavior of the placement and routing

algorithms, the potential benefits will be greater.

Further work is needed in making the placer aware of the changes in the rout-

ing architecture. We also need to look at the possibility of modifying Steiner tree

routing algorithms to make full use of the hard-wired patterns and to achieve better

correlation between the placement tool, routing tool and the routing architecture.



Chapter 3

Statistical Analysis and Process Variation Aware

Routing and Skew Assignment for FPGAs

3.1 Introduction

As transistor scaling moves deeper into the sub 90nm regime, the impact of process

variations on the performance of digital circuits is fast becoming a critical aspect

to consider during design. Failure to do so would result in large numbers of chips

failing the timing/power requirements or even causing circuits to fail completely.

Speed-binning is an option for FPGA and micro-processor chips to sell slower chips

at lower prices instead of discarding them completely, but this still incurs a loss

compared to a method that places more chips in higher speed bins. To alleviate the

problems due to variability, ASIC designers have been using statistical optimization

techniques for a long time to optimize power and performance in the presence of

variations [20, 30, 57]. Traditionally, the FPGA community has for the most part

ignored the effects of variations since FPGA chips generally run much slower than

ASICs and variation in clock frequency is a much smaller component than in ASICs.

Secondly, the FPGA architecture is highly regular and as a result the impact of

variability is less accentuated. As FPGAs are becoming faster, the effects of process

variation can no longer be ignored. Recently there have been a number of efforts

in the FPGA community that consider the impact of process variations [44, 45, 65,

74]. In [74], the authors performed in-depth architecture evaluation and studied the

50
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impact of variations on timing and leakage yield. [45] proposes a variation aware

placement algorithm to improve the timing yield of FPGAs. The authors also study

the impact of speed-binning and different guard-band factors on timing yield. They

extend this work in [44] and present a stochastic synthesis flow for FPGAs which

considers interconnect uncertainty in the clustering stage in addition to considering

timing uncertainty in physical design.

We divide this work into three parts. First, we make a comparative study of

the effects of process variation on designs mapped on FPGA and ASICs to gauge

the difference in its impact on the two implementation platforms. The motivation

behind this study is to stimulate discussion about whether process variations have as

much impact on FPGAs as ASICs. If the impact on FPGAs is less severe, designers

can afford to continue to use purely deterministic optimization algorithms for some

more time without having to spend valuable design time on statistical optimization

techniques that are slower. However, as we continue to aggressively scale down tech-

nology nodes, statistical optimization techniques will eventually have to be adopted.

In the next two parts of this chapter, we propose CAD and architectural techniques

that can be used to alleviate the impact of variability.

In the second part of the chapter, we present a variation-aware router to improve

timing yield. Experimental results show that the router reduces the timing yield

loss by about 7.61x for 20 of the largest MCNC benchmarks and for the same yield,

it reduces the circuit delay by 3.95% for a cluster size of 1. We presented these

results in [65]. We performed more experiments with a different cluster size to study

its effect on the delay distribution of circuits. We also performed speed-binning

experiments to study the effect of variation aware routing on the number of chips in

various speed bins. In addition, since the timing yield of circuits depends on clock

period specifications, we also performed experiments with different cutoff-frequencies



52

to evaluate the effectiveness of the technique.

In the third part of the chapter, we investigate the applicability of time-borrowing

or cycle stealing to further improve timing yield of sequential circuits where surplus

timing slack across flip-flop (FF) boundaries can be used to fix timing violations in

other parts. To achieve this, we need a tunable clock architecture where the clock

skews at FFs can be adjusted to compensate for variations. This problem is a lit-

tle different in FPGAs than ASICs because FPGAs have prefabricated logic and

interconnects which can be configured based on specific needs of an application. Fur-

thermore, FPGA clocks are not designed with an H-tree architecture due to problems

in meshing it with a tiled layout. Due to these specific requirements of FPGAs, tech-

niques developed for ASICs such as [71], [15] cannot be directly applied. There has

been prior work in the FPGA community regarding skew assignment. In [63], the

authors used several global clocks to deliver skews to various FFs. This approach

incurs substantial power and routing overhead. In [78], the authors proposed a clock

architecture with a global H-tree and local spine and ribs and inserted programmable

delay elements (PDEs) on alternate branch points of the H-tree. In this work, we

propose a skew distribution architecture and provide two skew assignment schemes

to robustly assign skew in the presence of variations. As in the second part of the

chapter, we perform speed-binning experiments. We study the effectiveness of the

technique with conservative and aggressive timing constraints. Finally, we combine

the variation-aware router with skew assignment to determine the overall improve-

ment in timing yield that can be achieved for various timing specifications. We also

study how much each part individually contributes to improving timing yield. Fur-

thermore, we study the potential improvement in critical path delay that can be

achieved by using the techniques described in this chapter when we fix our timing

yield requirement at 99%.
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The rest of the chapter is organized as follows. Section 3.2 presents information

about modeling delay and process variations. The comparative study between designs

mapped on FPGAs and ASICs is presented in Section 3.3. Section 3.4 presents our

variation-aware router and discusses some results. Section 3.5.1 presents our skew

distribution architecture and architecture-exploration studies. We present our skew

assignment schemes in Section 3.5. We presented sections 3.5.1 and 3.5 of this work

in [64]. We have performed experiments to compare the impact of a purely determin-

istic clock scheduling scheme with our statistical skew assignment technique. This

study helps us to better understand the individual contributions of the architectural

modifications and the variation aware CAD schemes in improving the timing yield.

Section 3.6 presents results from combining the variation-aware router with the skew

assignment technique and discusses about their impact. Section 3.7 discusses the

overhead associated with our proposed techniques. Finally, Section 3.8 gives a brief

summary of this chapter.

3.2 Variation and Delay Modeling

In this section, we present our process variation and delay models. We modeled all

variations as spatially correlated gaussian distributions. We consider variations in the

transistor length (Leff), width (Weff ) and interconnect width (Wint) and thickness

(Tint). Apart from the parameters we consider, there are truly random sources of

variation such as oxide thickness, Tox and dopant concentration, ND and the variation

models presented here can be easily extended to include them. Leff is the dominant

component of variation in devices, so we believe that ignoring the effects of Tox and

ND will not significantly alter our results [23]. We use a 65nm predictive technology

model [9] in this work. The framework presented here can be extended to handle any

number of device parameters with only minor modifications. Since we did not have
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access to real foundry data, we adapted the process parameters from [16]. They are

shown in Table 3.1. Here µ refers to the mean and σ refers to the standard deviation

Table 3.1: Process Parameters

Parameters Leff Weff Wint Tint

(nm) (nm) (nm) (nm)

µ 60.0 150.0 150.0 500.0

3σinter 9.0 11.25 15.0 25.0

3σintra 4.5 5.625 7.5 12.5

of the process parameters. The inter and intra subscripts refer to the inter and intra

die component of the variation. The total variation is given by

Xtotal = Xinter + Xintra (3.1)

Where Xinter refers to the inter-die component and Xintra refers to the intra die vari-

ation and X ∈ {Leff , Weff , Wint, Tint}. The total variations at the 3σ process corners

of Leff , Weff , Wint and Tint are approximately 15%, 10%, 15% and 6% respectively.

The inter-die component of variation affects all devices on a chip identically. The

intra-die component on the other hand is spatially correlated. Devices located close

to each other tend to exhibit similar characteristics. To capture the effects of spatial

correlation, we use the approach proposed in [28]. The authors model the correlation

coefficient as a piecewise linear function which starts off high and then decreases as

the distance of separation increases until it reaches a certain critical distance beyond

which it remains a constant. It is to be noted that the methods presented in this

work are applicable irrespective of the exact correlation models used. We divide the

chip into several grids and assume that process parameters are all perfectly correlated

within a grid. Each grid has its own set of random variables for all parameters and
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the correlations between parameters in different grids are given by the correlation

modeling in [28]. Further, as in [16], we make an assumption that different types of

process parameters such as Leff , Weff etc. are independent of each other. We first

build co-variance matrices for all parameters with the intra-die component of varia-

tion. The inter-die component of variation is added to the entries of this co-variance

matrix. When a piecewise linear correlation function is used, the covariance matrices

obtained may not always be positive semi-definite, which is a requirement for using

the principal component analysis technique (PCA). To get over this problem we use

the approach presented in [59] to obtain the nearest valid covariance matrix. We

then use the principal component analysis technique (PCA) to convert these corre-

lated random variables into a set of mutually independent standard-normal random

variables.

As in [16], we express the delay of a circuit element using a first order Taylor

series expansion around the nominal point. Delay is expressed as

d = d0 +
∑

∀pi

Si0∆pi (3.2)

where d0 is the nominal delay of the circuit element and the Si’s are the sensitivities of

different process parameters to the delay at the nominal point. We obtain sensitivities

from HSPICE simulations. The pi’s denote various process parameters. We use PCA

to convert the correlated pi’s to independent components and then substitute them

instead of pi’s in Equation 3.2. The expression for delay now becomes

d = d0 +
∑

∀pi

Si0

m
∑

j=1

aijp
′

j (3.3)

where m is the number of grids into which the chip is divided. The p′j variables

are mutually independent standard-normal variables and a′

ijs denote the coefficients

obtained from PCA. We model interconnect delays in the same way as [16]. Equation

3.3 is the canonical expression for delay that we use in this work.
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3.3 Impact of Process Variations: FPGAs Vs ASICs

ASIC designers have been worrying about the effects of process variations for a long

time since ASICs operate at much higher clock frequencies where even small changes

in timing due to variations can be a significant part of the cycle time. There are

also several design-for-manufacturing issues due to the irregular nature of circuits and

these also exacerbate the effects of variations. Hence they have started migrating from

traditional corner-based analysis techniques to statistical optimization techniques.

FPGA researchers on the other hand have only recently started to study the effects

of process variation. In this section, we compare the impact of process variation on

timing for designs mapped on FPGAs and ASICs by using block-based statistical

static timing analysis (SSTA). This is to understand whether we have reached the

stage where statistical analysis is as critical to FPGAs as for ASICs. The objective of

this study is to find out whether FPGAs and ASICs behave differently when subjected

to variations. In this study, for the ASIC platform we use a 65m standard cell library

from the Open Access tool kit [54]. We used a 65nm SRAM based FPGA. All the

tools that we used in this work are freely available to the research community. We

have tried our best to optimize both our FPGA and ASIC design flows. In the

research community, people typically use the ISCAS89 benchmarks for ASICs and

the Toronto-20 subset of the MCNC benchmarks for FPGAs. To ensure fairness, we

decided to use both the ISCAS89 and the MCNC benchmarks for both our design

flows. We provide more details about our design flows in the next section.

3.3.1 Design Flows

In this work, we use an island style FPGA architecture with 4-input lookup tables

(LUTs). The routing architecture consists of 10% length-1, 25% length 2 and 65%

length-6 wires with buffered switches. We experimented with cluster sizes of 1 and
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Figure 3.1: Design Flows

4. We used a subset switch-box topology. Synthesized benchmark circuits are first

mapped to the architecture and then placed and routed using VPR [10] in the timing-

driven mode. To alleviate routing congestion, the circuits were routed with 10% more

tracks than the minimum channel width. Once we are done with placement and

routing, we use our statistical static timing analyzer to obtain delay distributions at

various nodes in each circuit. For the ASIC flow, we synthesize and map benchmark

circuits using ABC [50] and then use Capo [14] in the timing driven mode to place

the design. We then use the buffer driven router in [6] to perform routing. Finally,

a statistical static timing analyzer is used to compute the delay distribution. This is

adapted from the flow used in [16]. Figure 3.1 illustrates our FPGA and ASIC design

flows. Ideally, to compare the impact of process variations on FPGAs and ASICs,

the same tools should be used for both implementation platforms to remove any bias

introduced by the tools. In practice however, different tools are used for FPGAs and

ASICs and our goal in this study is to see the effect of variations on real designs;

so for each platform we use its own set of tools. We do not perform any statistical
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optimization for FPGAs or ASICs in this section since we are interested in observing

the impact of ignoring the effect of variations on the accuracy of delay prediction

and ultimately its impact on the design flow. We present statistical optimization

techniques for FPGAs in Sections 3.4 and 3.5.1.

3.3.2 Comparative Studies

Statistical static timing analysis(SSTA) is used instead of deterministic static timing

analysis1(STA) primarily due to the inability of STA to accurately predict the arrival

times at various nodes in the circuit caused by variability. This means that STA

cannot accurately predict the paths in the circuit that may cause timing violations in

the presence of variations. Extending this further to the granularity of logic blocks,

this translates to the inability to predict the latest arriving input that determines the

output arrival time. Hence, in an SSTA the basic operations involved in timing anal-

ysis such as the sum and max operations are replaced by their statistical counterparts

and in the statistical max operation, the maximum of two normal random variables

is approximated to be another normal random variable [22]. Since arrival times are

random variables with a certain mean (µ) and standard deviation (σ), estimating

the output arrival times by just considering the mean delays (STA) would lead to

erroneous results if the means of the input arrival times are sufficiently close. We say

that two random variables X1(µ1, σ1) and X2(µ2, σ2) are sufficiently close if | µ1−µ2 |

< 3σ1 + 3σ2. On the other hand, if the µ + 3σ point of the delay of the first input

is lower than the µ − 3σ point of the delay of the second, there is no need to com-

pute the statistical max operation. We can estimate the max simply as the second

input. We call this the pruning of the max operation and set the pruning threshold

1From here on we will refer to deterministic and statistical timing analysis as STA and SSTA

respectively
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to 3σ [16]. This is illustrated in Figure 3.2(a). The figure shows the arrival-time

A

B

A

B

A+3 A
B+3 B

A

B

Max(A,B)=B

(a) Large Delay difference

µA

µB

Gaussian approx. for 
Max(A,B)

Exact Max (A,B)

(b) Overlapping delays

Figure 3.2: Finding Max Delays

distributions of two inputs of a logic block. Input B completely dominates input A.

The arrival time distribution at the output is thus determined only by B and there

is no contribution from A. We can determine the arrival time at the output just by

performing a statistical sum of the arrival time at B and the delay of the logic block

itself. In this scenario, we can predict the input responsible for setting the output

arrival time even with variability. On the other hand, when there is overlap in the

arrival-time distributions of inputs as shown in Figure 3.2(b), there is contribution

from both inputs to the statistical max and the resulting max is approximated as

a gaussian using Clark’s formulae [22]. As a first step in our studies, we compare

FPGAs and ASICs and observe the amount of pruning in each case. The motivation

here is to find out whether pruning occurs more frequently in FPGAs when com-

pared to ASICs. If this is the case, then we can do a much better job for FPGAs at

predicting the inputs responsible for setting output arrival times just by comparing

the means of the input arrival times. This is because for instances where pruning

occurs, the deterministic and statistical max both correspond to the same input. To

answer these questions, we pass benchmark circuits through the flows described in
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Figure 3.1 and the results are shown in Figure 3.3. The figure shows the average

Comparing Maxes Performed

0

10

20

30

40

50

60

70

80

90

alu4 apex2 apex4 ex5p misex3 s13207 s35932 s38417 s38584 s15580

FPGA Standard Cell

Circuit

%
 M

a
x

e
s

Figure 3.3: Comparison of Maxes performed

percentage of statistical max computations performed for FPGA and standard cell

implementations for each benchmark circuit. For instance, if the percentage of max

computations is 30%, it means that out of all attempted max operations 70% are

pruned out due to the situation illustrated in Figure 3.2(a) and only 30% of the

computations are performed. From the figure it is clear that the percentage of max

operations performed for standard cells is significantly higher than FPGAs. On av-

erage, statistical max operation is performed only about 37% of the time for FPGA

designs. This number however is about 63% for ASICs. This indicates that inputs to

logic blocks are much closer in ASICs than FPGAs. The high amount of pruning in

FPGAs suggests that for the most part, we may be able to deterministically predict

inputs that are responsible for setting output arrival times even in the presence of

variations. Though observing the amount of pruning in FPGAs and ASICs gives us

valuable information about how they behave under the effect of variations, it is not

fully accurate. This is because a closed-form solution exists only for the maximum

of two random variables and as a result, we would have to make several pair-wise

comparisons for logic blocks that have more than two inputs. Hence the order in
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which max operations are performed becomes important since it determines the total

number of max computations as well as the accuracy of the output distribution. For

instance, consider the situation illustrated in Figure 3.4. The LUT in the figure has

LUT

A

B

C

D

Max =A

Figure 3.4: Order of Max Computations

four inputs (A,B,C,D). If we consider input A first, then we would not have to per-

form any max computation since A completely dominates the rest of the inputs. On

the other hand, if we consider inputs B, C and D before A, we need to perform two

max computations namely max(C,D) and max(B,max(C,D)). Furthermore, since the

max of two gaussian random variables is only approximately gaussian, statistical max

operations introduce errors and this may progressively push the delay distribution of

the current max closer to A and may lead to errors in estimating max(A,B,C,D) if

we consider D,C and B before A. We can prune out these unnecessary max opera-

tions with a pair-wise comparison of all inputs [52]. Due to this limitation, Figure

3.3 overestimates the average number of max computations actually needed. Since

we are more interested in FPGAs, we performed more studies to gather information

about tightness probabilities of the inputs of logic blocks since observing tightness

probabilities will reduce the inaccuracies with counting the number of max compu-

tations. Tightness probability was defined in [72]. If we have two random variables

A(N(µA,σA)) and B(N(µB,σB)), the tightness probability of A (TA) is the probability

that A > B. Analytical expressions for computing tightness probability are given

in [72]. Given a large number of random variables, each has a tightness probability
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corresponding to the probability that it is larger than the rest of the variables. We

can get a better insight at the contribution of different LUT inputs to the output

arrival times by observing the tightness probabilities of the inputs. We show the

results of our analysis in Figure 3.5. We computed the tightness probabilities (TPs)
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Figure 3.5: Binning Tightness Probabilities

of all inputs to a LUT and defined the dominant input to a LUT to be the one with

the maximum TP. The statistics shown in the figure are average numbers over all

benchmark circuits. The figure shows the histogram of the LUTs that are binned

according to the TP of the dominant input. The X-axis shows the various TP bins

that we considered and the Y-axis shows the percentage of LUTs that have the TP

of their dominant inputs in the respective TP bins. For instance, on average over

all benchmarks, about 76% of all LUTs fall in the TP bin labeled [0.99866,1]. This

means that for 76% of LUTs, a single input dominates the output arrival time when

the pruning threshold is 3σ. This is a significant result since higher tightness proba-

bilities indicate lower sensitivities to variations. Thus, if an LUT has an input with

a tightness probability of [0.99866,1], it means that even with variations, the same

input continues to be responsible for setting the output arrival time for the most part

and thus no statistical max operation is required. From Figure 3.5, we observe that
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in most cases (76%), variations do not change the longest path through LUTs. Fur-

thermore, some of the max computations performed are redundant and are performed

only due to sub-optimal variable ordering.

We believe that two reasons contribute to the fact that in the majority of logic

blocks in FPGAs a single input dominates all other inputs. First, different routes

pass through different numbers of programmable switching resources and this causes

the means to be well separated because of discrete jumps in delay. If the means are

well separated, then the impact of variations decreases. Secondly due to the slow

nature of the programmable interconnects and logic blocks in FPGAs, the fraction

of delay change due to variations is insignificant when compared to the delay at

the nominal process conditions. In ASICs, this fraction is likely to be more since

they are inherently much faster than FPGAs and consequently any change in delay

would be more significant in ASICs than FPGAs. This discussion further illustrates

that we may be able to do a reasonably good job of deterministically predicting

inputs responsible for setting output arrival times in FPGAs. However, TPs provide

information only about individual LUTs and not paths in circuits. Analyzing different

paths in circuits would provide more detailed information about the extent to which

critical and near-critical paths are affected by variations. This leads us to perform

more studies on criticalities of different paths in the presence of variations. Another

aspect to consider here is the impact of cluster size on delay variations in different

paths. When a smaller cluster size is used, there is more inter-cluster routing which

is typically slower than routing within a cluster and this might have an effect on how

variations affect different paths. In our critical path studies, we present results with

cluster sizes of 1 and 4.

To perform critical path analysis, we used the flow illustrated in Figure 3.6. We

first enumerate the top 10 critical paths of circuits by performing a deterministic
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timing analysis with all parameters set to their nominal values. We then perform

Monte Carlo simulations with 10,000 samples and then enumerate the top 10 sta-

tistically most critical paths. We compute the statistical criticality of a net as the

ratio of the number of times the net was on a critical path while performing Monte

Carlo simulations to the total number of trials. Statistical criticalities of nodes are

computed in a similar fashion.

Deterministic STA

Path Enumeration

(10 Paths)

Monte Carlo

(10000 samples)

Statistical Critical

Path Enumeration

(10 Paths)

Compare

Figure 3.6: Critical Path Analysis

Statistically critical paths are then enumerated using the technique proposed in

[72]. If all the paths in a circuit are considered, the critical path coverage is 1, meaning

that at any point in the process space the critical path will be among those paths

that we consider. However, the total number of paths in a circuit can potentially be

exponential in terms of the circuit size. Hence we settled for the 10 most statistically

critical paths since they correspond to a critical path coverage of 0.9999 for our

benchmarks and process parameters i.e. if we have 10,000 chips then in 9999 of

those, the critical path is among the set of paths that we consider. The number of

paths to be considered is dependent on the amount of variation. If the sigma chosen is

very high then more paths need to be considered to achieve reasonable path coverage.

On the other hand if the sigma is low, fewer paths may be sufficient. The motivation

behind this study was to check whether the paths that were deemed critical by STA

also had a high criticality probability under the effect of variations. If the same paths
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are reported as critical by both STA and Monte Carlo, then we can conclude that

even in the presence of variations STA predicts critical paths with high accuracy.

We performed these studies for both MCNC and ISCAS89 benchmark circuits.

The results of a benchmark, s38417 are shown in figure 3.7. The results of other

MCNC and ISCAS89 benchmarks were similar. The y-axis shows the path delays

obtained from deterministic static timing analysis and the x-axis shows the path

criticalities of the same paths obtained from Monte Carlo simulation. Figures 3.7(b)

and 3.7(c) are the results for FPGAs with cluster sizes of 1 and 4 respectively and

3.7(a) gives the path analysis results for ASICs. The figures show a marked difference

in the way FPGA and ASICs are affected by variations.

For the FPGA implementation, the top 6 paths reported by STA were also among

the top 6 paths reported by Monte Carlo. We observe similar results for both cluster

sizes. The top 2 critical paths as identified by deterministic STA had a path coverage

of 0.8691 with a cluster size of 1 and 0.811 with a cluster size of 4. The cumulative

critical path coverage (sum of X − axis values) of the paths identified by STA was

0.9997 for a cluster size of 1 and 0.9955 for a cluster size of 4. This indicates that

STA does a good job of predicting critical paths and we can optimize the circuit

reasonably well if we consider the critical and top few near-critical paths given by

STA rather than concentrating only on the most critical path. On the other hand,

when we look at the ASIC implementation, the corresponding critical path coverage

was only 0.3554. This number is much lower than the FPGA implementation. This

indicates that for ASICs, STA does a poor job of identifying critical paths and the

impact of variations on ASICs are much higher and hence statistical optimization

techniques are more critical to ASICs than FPGAs. One thing to note here is that

different sets of CAD tools are used for the FPGA and ASIC design flows. As a

result, the studies show an interraction between the CAD tools and the underlying
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Figure 3.7: Path Criticalities of FPGA Vs. Standard-Cell Designs

architecture and the results may have a little bias caused by the tools. However, we

believe that the studies are useful since each design platform is used with its own set

of design tools in practice and our studies will give valuable insight into how variation

affects each platform.

Though the discussion in this section makes a case that statistical optimization

is more critical for ASICs, we do not discount the importance of using it for FPGAs.
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From our studies it is clear that we have not yet reached the stage when statistical

techniques are as critical for FPGAs as they are for ASICs. This gives us more time to

explore various architectures and CAD techniques to address the problems associated

with variations as they will have a more substantial effect in future technologies. In

the rest of this chapter, we investigate CAD and architecture techniques to combat

the effect of variations.

3.4 Variation-Aware Router

In this section we present a variation-aware router to optimize timing yield of FPGAs.

We modify the timing driven router in [10] to optimize statistical criticalities of nets

instead of their deterministic criticalities.

VPR uses a negotiated congestion-delay algorithm where timing critical nets are

given a high priority to use the fastest routing resources available and less critical nets

are forced to take detours if necessary to alleviate congestion. The routing process is

iterative and every net is ripped up and re-routed after every routing iteration. This

process continues until there are no over-congested regions. To minimize delay, all

nets are marked as critical initially. After every routing iteration, timing analysis is

performed to compute criticalities of nets. The cost function that the router tries

to optimize consists of a criticality component and a congestion component. The

congestion cost of routing resources are also updated after every routing iteration.

The cost of using a routing resource n, as a part of routing a net (i,j) is given by [10]

Cost(n) = Crit(i, j)delay(n) + [1− (Crit(i, j)]b(n) · h(n) · p(n) (3.4)

where Crit(i,j) is the criticality of the net, delay(n) is the delay of routing resource n.

The second term in the cost function captures the effect of congestion. b(n) is the base

cost of using a resource and is set to delay(n) and h(n) is the historic congestion factor
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and keeps track of the congestion levels of the resource in previous iterations and p(n)

monitors the congestion in the present iteration. To perform timing optimization in

the presence of variations, we replace the criticality component in Equation 3.4 with

statistical criticality. The cost function for using a routing resource n, now becomes

Cost(n) = Stat Crit(i, j)delay(n) + [1− (Stat Crit(i, j)]b(n) · h(n) · p(n) (3.5)

For the first routing iteration, we set the criticality of all nets to 1.0. After the

first routing iteration, we traverse the routing trees of all the nets and compute the

expressions for the delays in the canonical form shown in Equation 3.3. We then

perform SSTA and compute the arrival and required tightness probabilities. We use

the criticality computation technique in [72] to compute the statistical criticalities of

nets. For subsequent routing iterations, we use the cost function shown in Equation

3.5. The pseudo-code for our routing algorithm is shown in Figure 1 and is adapted

from [10].

3.4.1 Experimental Setup

In this section, we present the experimental setup that we used to validate the benefits

of using a variation aware router. The flow that we used is shown in Figure 3.8. For

the deterministic flow, we adopt the standard practice of guard-banding the individual

circuit elements with their 3σ delay values. The timing-yield with guard-banding

depends on the value of the guard-band factor. Higher guard-band factors result in

higher timing yields but this comes with a performance penalty since guard-banding

imposes an extra margin on the critical path. This trade-off has been explored in

[45] and we use the 3σ value since it gives the best yield in [45]. As in [45] we

define the yield loss as the number of chips that fail timing specifications out of

10,000 chips. Once we obtain the delay distribution by a statistical static timing

analysis, we compute the yield loss by finding the number of chips whose delays
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Algorithm 1 Variation Aware Router

1: procedure VariationAwareRouter

2: Stat Crit(i,j) ← 1.0 ∀ nets i and sinks j

3: while overused resources exist do

4: for each net,i do

5: Rip-up routing tree of net i

6: Update affected components in Equation (3.5)

7: for each sink j, of net(i) in decreasing Stat Crit(i,j) order do

8: Find the least cost route of for sink

9: ∀ nodes in the path from i to j, Update affected Components in

Equation (3.5)

10: ∀ nodes in the path from i to j, Update Elmore delay of the route

11: end for

12: end for

13: Update Historic Congestion()

14: Compute NetDelay mean and variance()

15: Compute Arrival Tightness Probabilities()

16: Compute Required Tightness Probabilities()

17: Compute Statistical Criticalities()

18: Update Stat Crit(i,j) ∀ i,j

19: end while

20: end procedure
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Figure 3.8: Experimental Setup

are greater than the timing specification. We first generate placements with VPR

operated in its deterministic timing driven mode and then use the same placement

for both the deterministic and variation-aware flows. We use 110% of the minimum

routing channel width required and use the same number of tracks in both cases. We

present our results and discussion in the next section.

3.4.2 Results and Discussion

In this section we first present the results of the experimental flow presented in Figure

3.8. Table 3.2 gives the effect of running VPR’s timing driven router and our variation

aware router on 20 MCNC benchmarks with a cluster size of 1. Once we have the

delay distributions from both flows, we compute the yield loss in both cases with the

3σ guard-banded circuit delay as the cutoff delay. In the table, the column labeled

Tgb gives the guard-banded circuit delay. Columns 3 and 4 of the table give the mean

and standard deviation of circuit delay using the deterministic flow. Columns 6 and 7

give these numbers for our variation-aware router. The yield loss reported in columns

5 and 8 are the number of chips that fail out of 10,000 chips with the delay reported
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Circuit Tgb VPR Variation Aware Router Yl φ(%)

(ps) µ(ps) σ(ps) Yl µ(ps) σ(ps) Yl Imp Imp

ex5p 12144.80 9034.83 979.54 7.49 8754.44 869.81 0.33 22.70 x 6.58

alu4 12052.90 9203.27 913.50 9.06 9193.98 861.79 4.54 1.99 x 1.50

misex3 12057.00 9122.83 957.92 10.95 8728.27 879.07 0.76 14.41 x 5.76

apex2 12354.20 9668.55 851.08 8.01 9161.15 880.68 1.44 5.56 x 3.24

apex4 11259.40 8171.35 964.10 6.80 8297.57 845.53 2.30 2.96 x 2.57

pdc 20223.70 15347.10 1547.15 8.11 14596.10 1492.22 0.81 10.01 x 4.74

seq 11429.60 8991.70 763.89 7.08 8226.58 831.44 0.60 11.80 x 4.37

des 11403.54 8940.83 788.36 8.93 8107.74 898.94 1.23 7.26 x 3.73

spla 22604.60 17358.80 1690.36 9.57 16373.40 1662.72 0.89 10.75 x 4.82

ex1010 19595.50 14868.50 1354.97 2.43 14658.80 1315.03 0.87 2.79 x 1.83

frisc 16877.60 12547.50 1333.58 5.83 12283.90 1273.81 1.55 3.76 x 2.84

elliptic 14467.00 10925.50 1122.55 8.03 10867.35 1132.86 7.43 1.08 x 0.17

bigkey 6381.37 5039.69 453.72 15.53 5025.27 450.96 13.19 1.18 x 0.35

s298 18843.30 14518.60 1340.72 6.28 13371.70 1297.13 0.12 52.33 x 7.10

tseng 7797.39 5969.87 583.967 8.76 5654.55 546.49 0.44 19.91 x 5.93

diffeq 9052.21 6850.52 726.60 12.22 6752.71 648.09 1.94 6.30 x 4.16

dsip 9805.97 7857.53 640.05 11.66 7237.09 615.09 0.15 77.73 x 7.37

s38417 14437.40 11132.90 1075.88 10.65 10647.97 927.28 0.22 48.41 x 7.56

s38584.1 13387.60 10671.80 886.90 10.99 10047.16 860.87 0.52 21.13 x 5.43

clma 22793.60 16828.10 1866.62 6.97 17534.50 1722.72 11.34 0.61 x -1.17

Mean 10103.99 979.52 8.27 9731.51 941.98 1.09 7.61 X 3.95

Table 3.2: Results of our Variation Aware Router with cluster size 1
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in Tgb as the timing specification. The column labeled Yl Imp gives the improvement

in yield loss that can be achieved with a statistical flow. On average, our router

reduces the yield loss from about 8.27 chips out of 10,000 chips to about 1.08 which

is a gain of 7.61x for the benchmarks considered. The column labeled φ Imp presents

the improvement in circuit delay that can be obtained with our router if we maintain

the same yield as the deterministic router. To compute this value, we first obtain

the yield loss for the deterministic router. Then we use this value, along with the

probability distribution function (PDF) of the variation aware router and find the

delay from the distribution corresponding to the required yield loss. The difference

between this delay and the timing specification gives the delay improvement that can

be obtained with our router when we keep the same yield loss as the deterministic

router. We get an average improvement of about 3.95% in circuit delay. This is

because the router reduces both the mean and the standard deviation of the circuit’s

delay distribution.

Table 3.3 gives results of our using our router with a cluster size of 4. Columns 1

and 2 give the delay mean and standard deviation for all circuits when a deterministic

router is used. Columns 4 and 5 give the corresponding numbers for the variation

aware router. On average, the variation aware router reduces the delay mean by

about 5% and the standard deviation by about 8%. The σ/µ ratios for cluster sizes 1

and 4 are about 9.7% and 8.8% respectively and this indicates that the overall impact

of process variations is slightly lower for a higher cluster size.

Though we report a reduction of 7.61x in yield loss, this does not translate to a

very big improvement in timing yield of circuits. This is because when we use the

3σ guard-banded delay as the timing specification, only about 8 chips out of 10,000

chips failed the timing requirement to begin with. However, this is a very pessimistic

timing constraint. The yield loss also depends on the amount of variation present
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Circuit VPR Variation Aware Router

µ(ps) σ(ps) µ(ps) σ(ps)

misex3 5542.45 493.27 5183.49 436.37

ex5p 6968.28 634.11 6578.96 572.75

alu4 5273.78 471.27 4983.72 409.77

apex2 5914.94 530.56 5530.5 505.22

pdc 8606.42 800.63 7943.43 709.64

seq 5313.29 480.85 5047.63 413.76

des 7010.01 625.41 6799.71 588.62

spla 7322.89 650.53 6986.32 602.38

ex1010 9100.70 829.61 8555.73 805.52

frisc 8782.64 821.89 8308.38 719.17

elliptic 6674.84 625.85 6631.07 604.75

bigkey 4344.85 350.36 4216.85 330.97

s298 10105.30 922.23 9145.68 877.98

tseng 5335.70 489.86 5103.88 454.24

diffeq 5671.73 520.64 5443.3 480.36

dsip 3008.95 290.37 2981.93 275.81

apex4 5301.98 466.57 4967.95 427.77

s38417 7594.57 686.54 6921.11 596.87

s38584 4773.45 417.67 4519.03 412.54

clma 9742.33 913.54 9372.13 844.43

Mean 6619.45 601.09 6261.04 553.45

Table 3.3: Results of our Variation Aware Router with cluster size 4
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and since we do not have access to real foundry data, the actual yield loss may

be higher even at the conservative timing constraint if the variation is significantly

larger than our assumption. To further verify the effectiveness of our router, we

first performed speed-binning experiments where we wanted to observe the effect of

variation-aware routing on the distribution of chips into various delay bins. Speed

binning is typically performed by implementing test structures on an FPGA and then

testing its operating frequency to classify it into fast, medium, slow and failure bins.

There may be more bins but for the purposes of this work, we assume these four

delay bins. This is illustrated in Figure 3.9. In this context, variation aware design

techniques will not change the number of chips in various delay bins since fixed test

structures are used, regardless of the designs to be mapped, to bin chips. However,

in customer-specific FPGAs such as Xilinx EasyPath FPGAs [40] where only one

specific design submitted by the customer is implemented on the FPGA, variation

aware design techniques can indeed change the contents of different delay bins. It

is in this context that we present our studies on speed binning. Using the delay
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Figure 3.9: Speed Binning

distributions obtained for benchmark circuits for the deterministic router, we set the

values of Tfast, Tmedium and Tslow such that fast, medium and slow bins contain 40%,

30% and 29.90% of the chips respectively [45]. We then consider delay distributions

obtained with our variation-aware router and bin chips into the same three delay bins.
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The results of our speed-binning experiments are shown in Figure 3.10. The figure
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Figure 3.10: Speed Binning with Variation-Aware Router

shows the average statistics of all benchmark circuits. It is clear that our variation-

aware router significantly increases the number of chips in the fast bin. This increase

is about 38%. This is beneficial since more number of chips can be sold at a higher

price as fast chips. The number of chips in the medium and slow bins reduce but this

is not a problem since some the chips that originally belonged to these bins are now

shifted to the fast bins. Furthermore, the variation-aware router also helps to recover

more chips from the failure bin since the yield loss reduces.

Since the yield loss numbers with the 3σ guard-banded delay (Tgb) as the timing

specification was very low, we wanted to investigate the effectiveness of the router

with more aggressive timing constraints. For this purpose, we varied the timing

specifications from 86% of Tgb to Tgb with increments of 2% and computed the yield

loss at every point. This information for cluster sizes 1 and 4 is shown in Figures

3.11(a) and 3.11(b) respectively. It is to be noted that for a cluster size of 4, the

yield loss numbers are based on its guard-banded delay and hence the Tgb values are

different for the two cases.

The Y-axis gives the yield loss per 10,000 chips and the timing specifications are

shown in the X-axis. The yield loss numbers reported here are average numbers of

all benchmark circuits. For both cluster sizes, the yield loss increases dramatically
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Figure 3.11: Variation of Yield Loss with Timing Specification
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as we tighten the timing constraints. With a cluster size of 1(4), the yield loss varies

from 8.27(7.18) chips at Tgb to 1036.7(1182.6) chips at 86% of Tgb for the determin-

istic router. These numbers are 1.09(0.565) and 417.8(391.57) respectively for the

variation aware router. This shows that although the conventional practice of guard

banding circuit elements with the 3σ values results in low yield loss with conserva-

tive timing constraints, this number increases significantly when the aim is to design

faster chips with more stringent timing requirements and variation-aware routing can

lead to better timing yield. For instance, when the cutoff delay is 86% of Tgb, the

timing yields using deterministic and variation aware routers are 89.64%(88.17%) and

95.82%(96.08%) respectively.

In this section, we investigated a CAD technique to mitigate the impact of vari-

ations by modifying the conventional deterministic router in VPR to optimize sta-

tistical criticality. In the third part of this chapter, we explore a combination of

architecture and CAD techniques to further increase the timing yield of sequential

circuits by performing clock skew assignment.

3.5 Skew Assignment for Improving Timing yield

As mentioned in Section 3.1, we can use the concept of time borrowing to improve

timing yield of sequential circuits by distributing different clock skews to different flip-

flops (FFs) to fix timing violations. In this section, we propose a skew distribution

scheme with very little modification to the existing clock tree in FPGAs. This can

be achieved by adding programmable delay elements (PDEs) to the clock network to

deliver configurable skews to FFs. PDEs typically contain a number of delay blocks

that have fixed delays. The delay of PDEs can be increased by making the clock

signal pass through a desired number of delay blocks or alternately decreased by

bypassing delay blocks. We perform extensive architecture exploration to identify
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the number of delay blocks needed in each PDE to balance timing yield improvement

with its associated area and power overhead. We also provide generic (performed

before a design is implemented on FPGAs) and chip-specific techniques (performed

after a design is implemented on FPGAs) to fix timing violations and conduct studies

to observe how these techniques fare with both conservative and aggressive timing

constraints. We further consider the impact of skew assignment on speed binning of

chips. As in the previous section, we consider FPGAs with cluster sizes 1 and 4 in

this work.

3.5.1 Architecture Design

FPGA clock networks are not typically designed with an H-tree topology since it is

difficult to mesh it with a tile-based layout. They are designed with a spine-and-ribs

topology where clocks are delivered to the spines which take it to various regions on

the chip and distribute it to individual FFs using the rib structures. This is illustrated

in Figure 3.12(a). We modify the clock architecture by adding PDEs on the local ribs.

Local Spine

Local Ribs

Global Spine

Global Ribs

(a) Spine and Rib topology

PDE

(b) Tunable Clock Architec-

ture

Figure 3.12: Proposed clock Network

Our proposed architecture is presented in Figure 3.12(b). We insert 4 PDEs in each

row i.e. one for each local rib, giving us potentially 4 different skew values for every
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row for a clock network with four ribs. It is to be noted that all the logic clusters that

derive their clocks from a local rib would have the same skew so we should take care

when we assign skews to avoid causing new timing violations. Though having only

4 distinct skew values per row does not give us very fine control of skews, it is still

effective. This is because in practice paths that end up being critical in the design

do not terminate on FFs that are within the same rib or quarter or a row. This is

intuitive since paths that terminate on FFs within the same rib are short and would

have lower delays than some of the other paths and hence will not be critical. We

observed this in all of the studies we present in this section. We consider only one

clock domain when presenting our approach for the ease of illustration. However, it

can be easily extended to multiple clock domains.

Programmable Delay Elements

We borrow the programmable delay element that we use in this work from [78]. It

is shown in Figure 3.13. The clock signal passes through a number of delay blocks

(each containing a chain of 20 inverters) and the required skew is configured by storing

appropriate values in the SRAM cells that control the output multiplexer. It is to

be noted that available skews are discrete and depend on the delay of an individual

delay block. We conducted SPICE simulations for a predictive 65nm technology and

… … …

4:1
MUX

Delay block Delay block Delay block

SRAM Control

Figure 3.13: Programmable Delay Element
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observed that the delay of a single delay block was around 150ps. To determine the

optimum number of delay blocks needed in every PDE, we conducted experiments

to study the tradeoffs involved in balancing yield improvement with the associated

overhead. We present these studies in Section 3.5.1.

Architecture Exploration

The effectiveness of skew assignment techniques to fix timing violations depends on

the amount of useful skew available. With the PDE design shown in Figure 3.13, this

in turn depends on the number of delay blocks present in each PDE and the number

of inverters used in each delay block. Our objective here is to maximize the yield

improvement by providing enough delay blocks in the PDE while maintaining the

area and power overhead to a reasonable level. In our study, we used the same delay

block in [78] and tried to determine the optimum number of delay blocks needed in

every PDE. To determine this number, we placed and routed sequential benchmarks

and computed the 3σ guard-banded circuit delay (Tgrd). We used Tgrd as the timing

specification to meet. We then performed Monte Carlo simulations with 10,000 sam-

ples on the circuits. For every chip that failed to meet the timing specification, we

varied the number of delay blocks on every PDE from 0 to 6 to determine the number

of chips that could be recovered with skew assignment. We plot the results in Figure

3.14. The y-axis shows the total number of chips in which the timing violations could

be fixed with skew assignment for all sequential MCNC benchmarks we considered

and the x-axis shows the number of delay blocks used in every PDE. From Figure

3.14 we observe that the number of chips recovered increases rapidly with the number

of delay blocks initially and then the rate of increase reduces. The curve starts to

flatten out when the number of delay blocks used is 3. This is because the short

and long path constraints of circuits impose a limit on the actual critical path delay
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Figure 3.14: Architecture Exploration

reduction that can be obtained with skew assignment. Based on this observation and

the need to reduce the area and power overhead, we decided to use 3 delay blocks in

every PDE for this work.

In the next section, we state the skew assignment problem and present modifi-

cations to the problem to deal with layout constraints imposed by FPGAs and the

discrete nature of available skews. We also present generic and chip-specific skew

assignment techniques to fix timing violations.

3.5.2 Skew Assignment

We first present the unconstrained skew assignment problem and then augment it to

consider layout constraints imposed by FPGAs and discrete skew constraints imposed

by the PDE design. Consider Figure 3.15 from [60], which shows a part of a sequential

circuit containing a combinational block and a pair of flip-flops (FFi and FFj) at the

input and output respectively. The skews at these FFs are si and sj respectively.

The maximum and minimum combinational path delays are denoted by dmax(i, j)

and dmin(i, j) respectively and Thold and Tsetup denote the hold and setup times of the

FFs. If Tclock is the clock period of the circuit, we need the following conditions to

be satisfied for correct circuit operation.
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Figure 3.15: Setup for writing timing constraints

1. Long Path constraints : These impose a restriction that data launched from

FFi at a particular clock cycle should reach FFj no later than Tsetup before the

next clock cycle. Mathematically,

si + dmax(i, j) ≤ sj + Tclock − Tsetup

2. Short Path constraints : These impose a restriction that data launched from

FFi at a particular clock cycle should not reach FFj earlier than the hold time

for the previous data being clocked at FFj. Mathematically,

si + dmin(i, j) ≥ sj + Thold

These constraints are computed for each FF pair that are connected by combinational

paths. Clock period, Tclock can be reduced by formulating the problem as a linear

program with an objective of minimizing Tclock. Alternately, the problem can also be

solved by performing a binary search on Tclock. A skew constraint graph is created

and the Bellman-Ford algorithm is applied to it to test the feasibility of Tclock by

checking for positive cycles at each step [60].

The formulation presented here assumes that we can individually control the skews

of all FFs in the circuit and that available skews are unbounded. Neither of these as-

sumptions are valid. This is because of layout constraints imposed by the architecture

in Figure 3.12(b) and the discrete jumps in available skew due to the PDE design in
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Figure 3.13. From Figure 3.12(b), it is clear that we have only 4 distinct skew values

per row. To account for layout constraints, we first group FFs that are driven by the

same PDE in every row of the chip. If we have an n×n FPGA and 4 PDEs per row,

we will have a maximum of 4n FF groups. All FFs belonging to a group will have the

same skew assigned to them and each group is given a unique identifier. It is to be

noted that not all of the possible 4n groups will be used. The exact number of groups

used depends on the design and where it is mapped on the chip. To generate long

and short path constraints, we proceed by computing the maximum and minimum

combinational delays between all FF pairs (i,j) that are connected by a combinational

path. If i and j belong to different FF groups, we update the constraints. If i and j

belong to the same group, the corresponding constraint is not included in the skew

formulation. This is because i and j will have the same skew since they are driven by

the same PDE. However, we still need to check whether paths that have their source

and destination in the same FF group violate timing constraints. Skew assignment

will not be able to fix these timing violations due to the layout restrictions in Figure

3.12(b). In our experiments we never encountered this problem.

Since we have only discrete levels of skew available, we introduce additional vari-

ables to account for the discrete skew problem. If there are L levels of skew available

(S[1],· · · ,S[L]), we introduce L additional (0,1) variables x1,x2,· · · ,xL for every skew

variable i such that

xi1 + xi2 + · · ·+ xiL = 1

xi1S[1] + xi2S[2] + · · ·+ xiLS[L] = si

These additional constraints ensure that skews obtained by solving the mixed integer-

linear program will satisfy the discrete skew constraints imposed by the PDEs.

The formulation presented here does not consider process variations. To fix timing

violations, we need to consider both the variability in the combinational sub-circuits
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as well as the clock distribution network. In Sections 3.5.2 and 3.5.2, we present two

skew assignment schemes to fix timing violations considering process variations.

Generic Skew Assignment

We first present a technique to robustly assign skews considering process variations

before the design is implemented on an FPGA. The skew assignment is performed

after the place & route stage and is common to all chips (i.e. pre-fabrication optimiza-

tion). We perform an SSTA as a first step and compute the statistical max, dmax(i, j)

and min, dmin(i, j) for every FF pair (i, j). Let (µmax, σ
2
max) and (µmin, σ

2
min) be the

(mean,variance) of the max and min delay distributions respectively. We introduce

an uncertainty factor k to increase the variation tolerance in our skew formulation

by adjusting dmax and dmin based on the mean and variance of the distribution. We

set

dmax(i, j) = µmax + k · σmax

dmin(i, j) = µmin − k · σmin (3.6)

The uncertainty factor k tightens the long and short path constraints to make the

skew assignment more robust to variations. In our work we chose the value of k to be

3. We use dmax and dmin instead of dmax and dmin in our formulation. To account for

variations in the clock network, we introduce a robustness factor, R to the formulation

and we try to maximize this parameter. Based on the technique in [72], we compute

the maximum statistical criticalities of all combinational paths p q, between all FF

pairs (p,q) belonging to different FF clusters. We then use this criticality information

crit(p, q) along with the robustness factor and rewrite the skew assignment problem
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as follows:

Maximize R

S.T. ∀(i, j)

si + dmin(i, j)− crit(i, j)R ≥ sj + Thold

si + dmax(i, j) + Tsetup + crit(i, j)R ≤ sj + Tclock

xi1 + xi2 + · · ·+ xiL = 1

xi1S[1] + xi2S[2] + · · ·+ xiLS[L] = si (3.7)

Though we may assign specific skews to different FF clusters, the exact values may

be slightly different due to variations in the clock distribution network. The R factor

in the above formulation increases the tolerance of circuits to variations in skew. The

component crit(i, j) is used to provide more variation tolerance to those clusters that

are connected by paths having a high statistical criticality since those are the paths

that are affected most by variations in skew. We perform a binary search on Tclock to

achieve the optimum clock period and at the same time maximize the robustness of

the solution at each step by solving the linear program 3.7.

We evaluate the benefits of using this technique by first performing speed binning

experiments. We then study its effectiveness in recovering failed chips with both

conservative and aggressive timing constraints. For all studies in this section and

in Section 3.5.2, we used deterministic place & route algorithms. This is because

we wanted to study the effectiveness of the skew assignment technique to fix timing

violations. In Section 3.6, we combine the variation-aware router with the skew

assignment technique and study the interaction between the two techniques. We

place and route sequential MCNC benchmark circuits and perform skew assignment

based on the formulation in Equation 3.7. To study its impact on speed binning, we

perform SSTA and set the values of Tfast,Tmedium and Tslow (from Figure 3.9) such that
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the respective delay bins contain 40%, 30% and 29.9% of fabricated chips respectively.

This is similar to the procedure described in Section 3.4.2. We then perform Monte

Carlo simulations with 10,000 samples to gather statistics about the number of chips

in each bin both with and without skew assignment. For all experiments we consider

the variations in skew elements too. The results for a cluster size of 1 are shown in

Figure 3.16. From the figure it is clear that skew assignment results in an increase
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Figure 3.16: Speed Binning

in the number of chips in the fast bin. On average, the increase in the number of

chips in the fast bin is 1.39x or 39%. Skew assignment provides a similar increase in

the number of fast chips as the variation aware router (38% from Section 3.4.2). The

number of chips in the medium and slow bins reduced to 0.88x and 0.61x respectively

with skew assignment. Therefore performing skew assignment allows for more chips

to be sold as fast chips. For the 10 benchmarks and 100,000 total chips, 561 chips

belonged to the failure bin without skew assignment and this number reduced to

173 with skew assignment. This indicates that skew assignment is also beneficial

in recovering more chips from the failure bin. We examine this in more detail by

considering conservative and aggressive timing constraints.

We perform two sets of experiments to study the effectiveness of this technique

in recovering chips from the failure bin. The first set of experiments were performed
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with a conservative timing specification with the 3σ guard-banded circuit delay. For

the second set of experiments we considered a more aggressive timing constraint and

used the 2.5σ guard-banded delay as the timing specification to be met. In each

case, we performed Monte Carlo simulations with 10,000 samples to determine the

number of chips that could be recovered with skew assignment. These results are

shown in Table 3.4. The number of chips that fail the timing specification and those

Circuit GB Factor = 3 σ GB Factor = 2.5 σ

Tspec(ps) #Fail #Rec Tspec(ps) #Fail #Rec

diffeq 10878.3 11 9 10468.4 50 40

tseng 6824.36 11 10 6549.06 40 26

s298 21756.5 13 10 20952.9 32 15

frisc 13848.5 15 12 13326.6 42 29

s15850 9969.61 8 8 9554.62 38 25

elliptic 15712.5 17 10 15014.1 52 30

s38417 13039.6 12 11 12574 50 37

bigkey 6877.99 10 8 6638.99 40 38

clma 26442.1 10 6 25497.94 30 18

dsip 4901.54 12 10 4731.28 43 37

Geo. Mn. 11.65 9.25 41.08 28.19

Table 3.4: Generic Skew Assignment Scheme(cluster size 1)

that are recovered with skew assignment are shown in columns labeled #Fail and

#Recover respectively. Tspec denotes the timing specification to be met. Columns 3

and 4 give the statistics for the conservative case with the 3σ guard-banded delay

and columns 6 and 7 are for the aggressive case with 2.5σ guard-banded delay as the

timing requirement. We observe that the skew assignment scheme is able to recover
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about 80% of the failing chips with a conservative timing constraint and about 69%

with an aggressive constraint. Results when using a cluster size of 4 is shown in

Table 3.5. Here we get similar results with about 81% and 69% of failing chips being

Circuit GB Factor= 3 σ GB Factor = 2.5 σ

Tspec (ps) #Fail #Rec Tspec(ps) #Fail #Rec

frisc 11248 14 11 10837 62 42

elliptic 8552.4 13 11 8239.5 54 35

bigkey 5395.9 11 9 5220.8 62 48

s298 12872 13 11 12411 41 28

tseng 6805.3 15 11 6560.3 57 35

diffeq 7233.7 12 11 6973.3 46 21

s38417 9654.2 13 10 9310.9 55 40

s15850 5994 14 10 5775.9 40 37

clma 12483 16 14 12026 53 34

dsip 3850.1 11 9 3734.9 59 49

Mean 13.11 10.62 52.31 35.92

Table 3.5: Generic Skew Assignment Scheme(cluster size 4)

recovered with conservative and aggressive timing constraints respectively. When

timing constraints are tightened, the effectiveness of this scheme is slightly reduced.

This can be attributed to the fact that layout constraints and the uncertainty in

Equation 3.6 both have a bigger impact with tighter timing constraints. This effect

however is marginal and the scheme performs well even with tight delay constraints.



89

Chip Specific Skew Assignment

The skew assignment scheme we presented in the previous section assigns the same set

of skews to all chips. Since the technique is applied before implementing the design

on a chip, there are uncertainties in delay estimation. In this section, we present a

chip specific skew assignment scheme to fix timing violations.

The problem with a chip-specific scheme is that we need to know the exact delays

of all nets and logic blocks to perform skew assignment. This is infeasible since we

cannot accurately measure these delays on chip. Our approach to overcome this

problem is to measure the delay of certain designated paths and use them to predict

the delay of other circuit elements. This is very similar to the approach in [61]. We

divide the chip into 8 grids and instantiate ring oscillators with a chain length of 11

in each of them. The exact number of grids and chain length of oscillators depends

on the level of accuracy needed. The reason for dividing the chip into 8 grids is to

extract spatial correlation information from the frequencies of the ring oscillators.

Based on their frequencies, we predict the delay of circuit elements. For each grid i,

we introduce a delay prediction factor pi defined as

pi =
Tact − Tµ

Tσ

where Tact is the delay of the oscillator in grid i, Tµ and Tσ are its delay mean and

standard deviation obtained from SSTA. Once the pi’s for all grids are computed, we

guard band circuit elements in each grid with its corresponding pi value. We use a

weighted average of pi’s for nets that span multiple grids. We did not expect this

technique to be exact since the ring oscillators only approximately capture correlation

information. To validate this technique, we conducted Monte Carlo simulations with

10,000 samples to compare the actual and predicted delays. To emulate the actual

delay, we assumed we had access to all the individual net and logic delays in the
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simulation and to emulate the predicted delay, we assumed we had access only to

the ring oscillators’ delays. Figure 3.17 shows the normalized actual and predicted

delays for various circuits. On average, the delay prediction error was less than 1%.

In the chip-specific scheme we perform skew assignment only for failing chips. We
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Figure 3.17: Delay Prediction Accuracy

first predict logic and net delays and use them in the skew formulation presented

in Equation 3.7 to compute skews to be assigned to different clusters. Once these

skews are obtained, the design can be re-implemented on the chip and tested to verify

timing. Alternately, we can redo the physical design based on the estimated logic and

routing delays. This however, increases the design time for every failing chip. So, we

decided to use the same physical design for all chips and use only skew assignment to

fix timing violations. Similar to Table 3.4 in Section 3.5.2 we test the effectiveness of

this technique with conservative and aggressive timing constraints. The results are

presented in Table 3.6. The cutoff delays and the naming convention for columns

remain the same for Tables 3.4 and 3.6. We observe that the chip-specific skew

assignment scheme performs marginally better than the generic scheme. About 82%

of the failing chips are recovered with conservative constraints and about 77% with

more aggressive constraints. The reason this performs slightly better is because the



91

Circuit GB Factor = 3σ GB Factor = 2.5σ

# Fail # Recov # Fail # Recov

diffeq 11 7 52 32

tseng 11 10 59 58

s298 6 4 51 37

frisc 12 11 48 40

s15850 9 9 34 27

elliptic 9 6 34 27

s38417 8 8 40 35

bigkey 12 11 64 56

clma 5 3 31 16

dsip 8 8 47 40

Geo Mn. 8.77 7.15 44.77 34.67

Table 3.6: Chip-Specific Skew Assignment Scheme

delay prediction scheme does a good job of reducing uncertainty in delay estimation

used in the problem formulation leading to a better skew assignment. This however

comes at the cost of increased test time. The generic skew assignment scheme however

is better for performing speed binning.

In this section, we have made modifications to the clock network and made use

of statistical skew assignment techniques to compensate for variations. It would be

interesting to study the contribution to the reduction in yield loss by the architecture

and the statistical techniques in isolation. So we performed a purely deterministic

skew optimization where we remove the robustness factor, uncertainty factor and

statistical criticalities from the problem formulation and perform deterministic opti-

mization to minimize the clock period. We perform Monte Carlo simulations with



92

this skew assignment to determine the percentage of chips that are recovered. This

would give us the contribution of the PDEs in the clock network to reducing the yield

loss without any statistical optimization. We present the results in Table 3.7. The

Circuit GB Factor = 2.5σ

#Fail #Recov

diffeq 56 41

tseng 48 15

s298 34 27

frisc 52 31

s15850 36 17

elliptic 51 36

s38417 54 40

bigkey 53 39

clma 35 14

dsip 40 30

Mean 45.12 27

Table 3.7: Deterministic Skew Assignment

timing specification that we used for the circuits in Table 3.7 is the same as in Table

3.4. We observe that about 59.8% of the chips that fail timing are recovered with a

deterministic skew assignment scheme. This is the contribution of the architectural

modifications. When we use the statistical skew assignment techniques presented in

this section we can recover about 77%(refer to Table 3.6) of the chips that fail timing.

The additional 17% reduction in yield loss comes from the statistical techniques. We

believe that though the architectural modification gives the most benefit in reducing

yield loss, statistical skew assignment techniques can be used to better leverage the
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architecture to reduce the yield loss even further.

In the next section, we combine variation-aware routing with skew assignment

to evaluate their effectiveness. We also study the interaction between these tech-

niques and quantify the contribution of each technique to the overall timing yield

improvement.

3.6 Interaction between variation-aware routing and skew

assignment

In the previous sections we presented a variation-aware routing methodology and

skew assignment techniques and studied their effectiveness in isolation. We conducted

experiments to study the impact of each technique individually. In this section we

combine the variation-aware routing and skew assignment techniques and study their

interactions. We use the flow shown in Figure 3.18 for this purpose. There are four

Benchmarks

Placement (T-Vplace)

Deterministic Router Variation-Aware Router

No Skew Assignment Skew Assignment

Statistical Timing 

Analyzer

Delay Distribution

Deterministic Statistical + Skew

Statistical

Skew

Figure 3.18: Interactions between different techniques

separate design flows that we consider. To capture the interactions accurately, we use

the same placement and routing channel width for all 4 flows. The first is a purely
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deterministic flow that makes use of the conventional router with all circuit elements

guard banded by their 3σ values. In the second flow, we use a deterministic router but

perform skew assignment. This is the same as in Section 3.5. For the third flow, we

use our variation-aware router without any skew assignment. This is the same as the

flow in Section 3.4. Finally, we use both variation-aware router and skew assignment

to perform timing yield optimization. For each of these flows, we compute the output

delay distribution by performing Monte Carlo simulation. We present the the results

in Table 3.8. The table gives the average delay means and standard deviations of the

sequential benchmarks for the four flows. The column labeled Det gives the results

for the deterministic flow and like wise columns labeled Stat., Skew and Stat+Skew

give the results for the variation aware routing only, statistical skew assignment only

and the combined flows.

Cluster Det. Stat Skew Stat+Skew

size µ (ps) σ(ps) µ(ps) σ(ps) µ(ps) σ(ps) µ(ps) σ(ps)

1 10048.17 965.01 8985.74 892.24 9705.01 944.65 8691.23 874.05

4 6594.67 605.73 6206.97 557.23 6308.47 573.29 6005.38 516.20

Table 3.8: Average delay distributions for sequential benchmarks

To evaluate the interaction between these techniques we perform two sets of ex-

periments. First, for each of the design flows we compute the yield loss expressed

as the number of chips that fail timing requirements out of 10,000 chips. We choose

the fully deterministic flow to be our base line case. To observe how the other yield

improvement techniques behave with various timing constraints, we vary the cutoff

delay from a maximum cutoff delay of µ + 3σ of the deterministic flow to a min-

imum of µ + 1.1σ. The results are shown in Figure 3.19. The X-axis shows the

cutoff delays and the average yield loss per 10,000 chips of benchmark circuits is

shown in the Y-axis. We observe that for both cluster sizes the curves follow sim-
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Figure 3.19: Yield loss Comparison of the 4 flows
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ilar trends. With conservative timing constraints, the yield loss for all 4 flows are

very low. For instance, at the µ + 3σ point in Figure 3.19, the yield loss numbers

for purely deterministic (D), variation-aware routing (Stat), skew assignment(Skew),

and variation-aware routing + skew assignment (Stat+Skew)flows for a cluster size

of 1(4)are 13.49(13.49), 2.79(1.84), 2.22(1.82) and 0.36(0.12). This shows that with

conservative timing constraints both skew assignment and variation aware routing

perform equally well. The yield loss numbers from combining the two techniques

indicate that it has potential for reducing the yield loss further than the individual

techniques applied in isolation. As we tighten the timing constraints, the yield loss

numbers start to increase rapidly. This is expected since process variation plays a

bigger role when delay variation is a larger fraction of the clock period. Variation

aware routing performs slightly better than the skew assignment flow particularly at

tighter timing constraints because of the limitation in the available useful skew in the

PDEs. Combining the two flows however performs significantly better since the gain

from skew assignment applies incrementally to the gain from variation-aware routing.

When we take a look at our most aggressive timing constraint, µ + 1.1σ, the average

yield loss for D, Skew, Stat. and Stat+Skew flows are 1356.7(1356.7), 637.3(518.67),

411.5(471.35) and 147.76(146.67) chips respectively with a cluster size of 1(4). Com-

bining variation aware routing with statistical skew assignment provides about a 9.2x

improvement in yield loss. The yield loss numbers are reported for 10,000 chips. So,

the timing yield numbers D, Skew, Stat. and Stat+Skew flows with a cluster size

of 1(4) are 86.43%(86.43%), 93.63%(94.81%), 95.88%(95.28%) and 98.52%(98.53%)

respectively. We observe that combining the two variation compensation techniques

results in about a 12% improvement in the timing yield of circuits.

The discussion in the previous paragraph presents the potential benefit of the

techniques proposed in this work when aggressive timing constraints are used. In
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practice however, the timing yield is fixed to be a certain number and the speed

of chips are decided based on the desired timing yield. This is done so that we

do not end up throwing away chips because they do not meet aggressive timing

constraints. We fixed the desired timing yield to be 99% or the yield loss to be 100

chips out of 10,000 chips for all flows to determine the speed of chips. We present

these results in Figure 3.20. We plot the delays of all flows normalized to the delay

of the purely deterministic flow. On average, the delay improvements in using Skew,

Statistical and Skew+Statistical flows with a cluster size of 1(4)are 4.15%(4.86%),

8.41%(6.09%) and 12.25%(10.23%) respectively. Though the improvement provided

by just the Statistical flow is higher than the Skew only flow, we note that for some

of the circuits, the Skew-only flow performs better than the Statistical flow. For

all circuits, the Skew+Statistical flow performs the best and further reinforces our

belief that the skew assignment technique can be used to augment the gain from

variation-aware routing.

3.7 Overhead

In this section we discuss the overhead associated with each of the techniques proposed

in this work. Variation-aware routing presented in Section 3.4 involves changing the

routing algorithm to optimize statistical criticality instead of deterministic criticality.

The computational complexity of variation aware routing is asymptotically the same

as the deterministic router and is O(E + V ), where E is the number of nets and V is

the number of logic blocks. However, the constants involved with SSTA are higher.

If we divide the chip into k grids, there will be k principal components for every

process parameter and if we consider m process parameters there will be a total of

mk coefficients in Equation 3.3. Hence the total time complexity of a single SSTA is

O(mk(E+V )). We observed that on average a single routing iteration of our variation
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Figure 3.20: Normalized delays for the 4 flows
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aware router was about 1.39x slower than the deterministic router. However, this

does not give the entire picture. The total time taken for routing is also dependent

on the number of routing iterations used for both the routers. The number of routing

iterations depends on the cost function used in the routing algorithm. We observed

that the geometric mean of the total time for routing all benchmarks with our router

was only about 1.02x slower than the deterministic router. This indicates that the

variation aware router needed a lower number of routing iterations to converge to

a solution. Using statistical criticality as a parameter in the cost function helps in

reducing the number of iterations needed by the router.

For the skew assignment schemes proposed, we analyze computational complexity

issues and the area and power overhead involved in adding PDEs to the clock tree.

The major runtime overhead in the skew assignment scheme is in solving the mixed

integer-linear program shown in formulation 3.7. Integer programs are notoriously

hard to solve because its worst case complexity is exponential in the number of

integer decision variables in the program. However, we found that the run-times for

the benchmark circuits that we used were acceptable. The largest benchmark that we

used was S384172 which had 6541 LUTs and 1463 FFs. The number of FFs is more

critical in the formulation since the skews of these FFs form the decision variables.

We implemented our code in C++ and used a 3.06GHz machine with 2GB of main

memory and the run time for solving the MILP for S38417 was 24.72 seconds. In

comparison, the time taken for routing the design was 49.96 seconds. This shows that

the run times are reasonable. However, as the number of flip-flops and the number of

available distinct skew values increase, the problem could get intractable. To avoid

this, we can relax the MILP problem and remove the discrete skew constraints from

the formulation and solve the relaxed linear program. We can then map the solution

2clma had 8383 LUTs but only 33 FFs
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obtained to the set of available skews. Another parameter that can blow up the

computational complexity is the criticality component used in the formulation. The

component crit(i, j) used in formulation 3.7 gives the maximum statistical criticality

of paths between FFs. If we were to do it on a path-by-path basis this will have

exponential complexity. To counter this, we make the same assumption as in [72] and

calculate the criticality of a path as the product of arrival tightness probabilities of

the edges on the path. We first compute the arrival tightness probabilities of all edges

in the timing graph. Once we have the tightness probabilities of the edges, we then

create a new graph which is topologically the same as the timing graph but with edge

weights as the logarithms of the arrival tightness probabilities. Now the problem of

finding the maximum criticality between a pair of FFs is transformed to a problem

of finding the longest path in the new graph. This is exactly the same problem as

timing analysis and can be computed efficiently.

In addition to the computational complexity issues, the proposed skew assign-

ment schemes also have a hardware overhead. Similar to VPR, we estimate the area

overhead by counting the number of additional minimum width transistors needed.

The PDE shown in Figure 3.13 consists of 150 transistors. If the FPGA chip con-

tains 10,000 4-LUTs arranged in a 100×100 array, the area overhead in modifying the

clock network is about 3.5%. We modified the clock architecture in powermodel [56]

to compute the power overhead. Adding PDEs to the clock network increased the

average power dissipation in the clock network by about 5.6%. It is to be noted

that the overall increase in power is lower and depends on the fraction contributed

by clock power to the total power. We can reduce this further by using energy effi-

cient delay elements that work by increasing the switching resistance rather than the

capacitance [73].
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3.8 Summary

In the first part of this chapter, we studied the difference in impact of process varia-

tions on designs mapped to ASICs and FPGAs. We observed that for our assumption

of process parameters, STA surprisingly did a much better job of identifying criti-

cal paths in FPGAs than ASICs in the presence of variations. This showed us that

for conservative timing constraints, deterministically optimizing the top few critical

paths for FPGAs would have a similar effect as statistical optimization techniques.

However, this may not be the case in future technologies or when timing constraints

are tighter. So the rest of the chapter focussed on variation compensation techniques.

We proposed a variation-aware router in the second part of the chapter that opti-

mizes statistical criticality instead of deterministic criticality. This approach resulted

in a 7.6x improvement in yield loss. We then proposed a modification to the clock net-

work to deliver programmable skews to different FFs and presented two robust skew

assignment schemes to compensate for variations. We obtained an yield loss improve-

ment of about 80% and 69% for conservative and aggressive timing constraints with

a generic skew assignment scheme. The corresponding numbers for a chip-specific

scheme was 82% and 77% respectively. Finally, we combined the two techniques and

studied the contribution of each to improving yield loss and their interaction. When

both techniques are used, we observed an improvement of 9x in yield loss which cor-

responds to a 12% improvement in the timing yield. When the desired timing yield

is 99%, using both our techniques resulted in an improvement of about 10% over the

purely deterministic flow.

Future work would involve combining the CAD techniques proposed in [44] with

the CAD and architecture techniques presented in this work to create a unified flow

for the FPGA community to address issues related to process variations.



Chapter 4

Reliability Estimation and Optimization

Techniques for Digital Circuits Subject to

Transient Errors

4.1 Introduction

The continued scaling of silicon-based systems in the deep nanometer regime presents

numerous technological challenges. Issues such as thermal fluctuations, quantum ef-

fects and radiation strikes manifest themselves as transient errors. These are begin-

ning to affect the functionality and reliability of devices [31]; [32]; [51]. The impact

of transient errors on combinational circuits is projected to be as severe as that on

memory elements in the near future [62]. To make matters worse, the failure rates

of emerging technologies such as quantum dots and molecular devices are expected

to be significantly higher than those of CMOS devices. We will soon be at a point

where circuit reliability will be a dominant parameter in the design of circuits. To

address this concern, we need fast and accurate techniques for estimating reliabil-

ity. We need to incorporate these techniques into efficient strategies for optimizing

circuits for reliability.

Previous methods that have considered reliability estimation with transient er-

rors are computationally intensive [11, 31, 41]. Some of the work in the area has

had a technology-dependent focus, relying on the electrical characteristics of circuit

102
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elements [51, 81]. This kind of technology dependence has limited use in logic-level

synthesis. Our contributions in this work are twofold. First, we develop an efficient

reliability estimation technique using a new signal probability propagation method.

Second, we develop an ATPG based rewiring framework and gate sizing to improve

the robustness of circuits. We have presented our reliability estimation technique and

our rewiring framework in [66]. We further analyze the impact of these techniques on

circuit delay, area and power consumption to determine the most effective approach to

improve circuit reliability. We achieve a 10% improvement in circuit reliability with a

15% improvement in area and an 18% improvement in the power-delay product with

our rewiring framework. Our combined rewiring and gate sizing based optimization

results in a 17% improvement in reliability with an area and power-delay overhead of

2.5% and 7% respectively.

4.2 Fault Modeling

Our aim is to develop logic-level algorithms to estimate and optimize circuit reliability.

Accordingly, we adopt the technology-independent fault model used in [11,31,32,41].

Transient faults are modeled as bit-flips at the outputs of gates and are assumed to

last for exactly 1 clock cycle. The probability with which a gate’s output is flipped

is its failure probability.

We make the following assumptions in this work.

1. Only bit-flip faults occur in the circuit.

2. All gate failures occur independently of each other.

3. Only the effects of logical masking are considered. Logical masking occurs when

failure at a gate is suppressed by a controlling value at the inputs of one of its
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dominators. It is technology independent and depends only on the logic being

implemented.

To model a gate G that has a failure probability of ξ, we connect a dummy XOR

gate at the output of G. The second input of the dummy XOR gate is connected to

a signal, ei that has a signal probability of ξ. This ensures that the output of G is

flipped with a probability of exactly ξ. G and the dummy XOR gate together model

the faulty gate.

To estimate circuit reliability, first we transform the original circuit by adding the

dummy XOR gates mentioned above and then we compare the primary outputs of

the transformed faulty circuit to those of the original fault-free circuit. The setup

that we use for reliability computation is shown in Figure 4.1. In this figure, the

Transformed Faulty 

Circuit

Original Circuit

P(failure)=p(f=1)

fX1..n

1..m

Figure 4.1: Setup to Estimate Circuit Reliability

Xi’s form the inputs to the circuit. Each gate gi has a dummy input ξi with a signal

probability equal to its failure rate. After transforming the circuit, we compute signal

probabilities of the outputs of the fault-free and faulty versions of the circuit. The

signal probability of the final dummy XOR gate, f in Figure 4.1, gives the failure rate

and consequently the reliability of the circuit. For multi-output circuits, we have a

dummy XOR gate for each output and perform the disjunction of the XOR outputs

to compute the overall circuit failure rate. In the next section we present a technique

for computing circuit reliability using this setup.
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4.3 Estimating Circuit Reliability

As explained in the previous section, we convert the problem of estimating a circuit’s

reliability into the problem of calculating signal probabilities of all of its internal

nodes. Many techniques have been proposed to compute signal probabilities in com-

binational circuits [53].

At one end of the spectrum, there are simulation-based methods which apply large

numbers of input vectors. At the other end of the spectrum, there are probabilistic

methods that entail propagating probabilities based on simple rules. Probabilistic

methods are, in general, more efficient than simulation-based methods. Unfortu-

nately, they suffer from low accuracy due to signal correlations. Several studies have

addressed this issue [27,35,39]. Although promising, these methods are not accurate

enough to be used practically [48]. In [55], the authors propose an exact technique

to evaluate signal probability. However, for large circuits their exact method is in-

tractable. [25] partially applies the exact technique to circuits by considering signal

reconvergences up to a specified logic depth; beyond this depth, all signals are as-

sumed to be uncorrelated. This results in inaccuracies. In [21], the authors use the

approach proposed in [27] to consider signal correlations and develop a scalable tech-

nique to estimate circuit reliability. However, the approach in [27] to tackle signal

correlations results in inaccuracies. In Section 4.4, we illustrate this issue and modify

the approach to improve the accuracy.

Our ultimate objective is to estimate reliability of nodes in a circuit and use that

information in an optimization framework to improve overall circuit reliability. The

optimization procedure may involve several iterations where reliability is evaluated to

achieve good results. In this context, it is crucial that we develop fast and accurate

techniques to estimate reliability. To this end, we have developed a hybrid approach

that combines the exact approach with probabilistic techniques.
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Figure 4.2: Illustration of probability propagation

4.3.1 Preliminaries

To better understand our hybrid approach, in this section we review background

information about exact and probabilistic techniques.

Exact Approach

The exact method proposed in [55] evaluates signal probability of a node as a poly-

nomial function of the signal probabilities of its inputs. Consider a logic circuit with

n inputs, each associated with signal probability variables, x1, x2, · · ·xn. Let G be an

AND gate with 2 inputs. If f1(x1, · · · , xn) and f2(x1, · · · , xn) represent the functions

of the signal probabilities of its inputs, the output signal probability is given by the

function fg, such that

fg(x1, · · · , xn) = f1(x1, · · · , xn)× f2(x1, · · · , xn)

The corresponding expression for an OR gate is fg = f1+f2−f1f2 and for an inverter

is fg = 1−f1. Signal dependencies appear as exponents in these polynomials and are

suppressed to achieve accurate results. This is illustrated in Figure 4.2.

In this figure, x1, x2 and x3 denote signal probability variables corresponding to

the inputs. Note that for gate g3, application of probability propagation rules yields

the function x2
1.x2. This indicates that g3 acts as a site of reconvergence for x1. The
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correct function at g3 is obtained by converting fg3 to x1x2 by suppressing the extra

exponent of x1. In [55], these functions are represented using BDDs and finally signal

probabilities of all nodes are obtained by performing simulations on these polynomials

by assigning Boolean values to x1 · · · , xn according to the input signal probabilities

and evaluating the mean values of the polynomials.

In our framework for reliability estimation, shown in Figure 4.1, in addition to the

primary inputs, we also have dummy inputs(ξ′is) modeling the failure rates of gates.

These can be easily embedded into probability propagation rules presented in [55]. For

example, let gi be a two-input AND gate with signal probabilities at its inputs given

by f1 and f2. The signal probability of its output is given by f1f2(1−ξi)+(1−f1f2)ξi,

where ξi is the failure probability of the gate.

The ξi variables are real numbers and are typically fixed for gates. As a result,

unlike [55], we require a convenient way to represent a mapping from the Boolean

domain to the real domain (ℜ+). So, we can adopt the approach in [41] and use alge-

braic decision diagrams (ADDs) to represent the polynomial function at each node.

Using this method, the evaluation of signal probabilities is exact. Unfortunately, the

method is computationally infeasible for large circuits, especially if it is applied in

the inner loop of an optimization framework.

Probabilistic Approach

To mitigate the cost of the analysis, probabilistic techniques have been widely used

to estimate signal probabilities. In this work, we apply the idea proposed in [27] to

account for signal dependencies. The authors introduced the notion of explicit corre-

lation coefficients (interchangeably referred to as correlations in this work) between

signals. The correlation coefficient, Ci,j between two signals i and j is defined as

Ci,j =
P (ij)

P (i)P (j)
=

P (i|j)

P (i)
=

P (j|i)

P (j)
(4.1)
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Instead of propagating polynomial functions as is done in the exact method, prob-

abilistic techniques work by propagating real numbers corresponding to the signal

probabilities of nodes. Probability propagation rules are augmented to include cor-

relation coefficients. For instance, signal probability at the output of a 2-input AND

gate with input signal probabilities given by p1 and p2 is given by p1p2C1,2, where

C1,2 is the correlation coefficient between the two inputs. For an OR gate, the output

signal probability becomes p1 + p2 − p1p2C1,2.

To propagate correlation coefficients, the authors assume that the circuit’s primary

inputs are independent of each other. A topological sort algorithm is first used to

levelize the circuit. Correlations are computed for each pair of edges that cross a

level (i.e. an edge cut-set). This information is used to compute probabilities of

nodes in the next level according to the augmented probability propagation rules.

This process continues until it reaches the output nodes. Signal correlations between

a pair of edges is computed as follows. Let f denote the function implemented by

a gate; i and j are its inputs and y is its output. The correlation between y and

another edge m can be computed with the help of the following equations [27].

p(y) = f(i, j) (4.2)

p(y|m) = p(y)Cy,m = f(i|m, j|m)

Cy,m =
f(i|m, j|m)

f(i, j)

Since we process edge cut-sets topologically, f(i|m, j|m) is known when we compute

Cy,m in Equation 4.3.

In [21], the authors use this technique to account for signal correlations in their

reliability estimation framework. This method may yield exact probabilities in cer-

tain cases; however, in general, it is not accurate since it considers only first-order

correlations. Higher-order correlations such as two signals depending simultaneously

on a third signal are ignored. This is illustrated in Figure 4.3. The circuit has 2 re-
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Figure 4.3: Inaccuracies with Correlations

dundant gates and only performs the AND operation of two variables but is useful to

illustrate the underlying issues in modeling correlations1. The correlations between

pairs of signals are annotated as the Ci values in the figure. They are computed

using the technique presented in [27] and reviewed in this section. Assuming x and

y are independent with a probability of 1/2 each and the gates to be fault-free, the

probability propagation method described in this section computes the probability of

gate f as 1/2. This however, is inaccurate since f = xy and the exact probability of

f = 1/4. The problem lies in computing the correlation between inputs of node f .

From the definition of correlation in Equation 4.1, C4 should be computed as

C4 =
p(b|x)

p(b)
=

p(xy|x)

p(xy)
=

p(y)

p(xy)
= 2 (4.3)

In the approach presented in [27] however, C4(=C3.C2) is computed from C3 and C2

by considering only the pairwise dependence of signals. This results in an error in the

value of C4 leading to an inaccurate result for the probability of gate f . Intuitively

this happens because this method of considering correlations does not remember how

the signal was correlated after it passes a level but only propagates the correlation

numbers to cuts in the next levels.

In the next section we present a hybrid approach where we combine the features

of the exact and probabilistic techniques to develop a fast and accurate reliability

1Given that synthesis tools are not perfect, similar redundancies might happen in practical

applications



110

estimation algorithm.

4.4 Hybrid Approach to Reliability Computation

In this section we develop a hybrid approach for reliability computation that pro-

vides the scalability of the probabilistic technique with the higher accuracy of the

exact approach. It is clear that if we can partition the circuit into a set of inde-

pendent regions, we can use the exact approach for smaller regions which may have

signal reconvergences inside them and then combine the results using probabilistic

techniques.

There are two potential challenges. The first is to identify a set of independent

regions in the circuit that are small enough for the exact approach to be practical.

The second is to develop an interface between the exact and probabilistic techniques

to combine the results.

4.4.1 Identifying Independent Regions

Previous work such as [49] discussed techniques for partitioning a circuit into a set

of independent regions called super-gates. These independent partitions would allow

the exact technique to be applied for smaller regions of the circuit. However, from

our studies as well as that presented in [25], we note that in real circuits, the sizes of

these super-gates are still large. This adversely impacts the applicability of the exact

approach. Also, the technique in [49] depends on finding articulation points of the

circuit graph. However, after we apply the circuit transformation in Figure 4.1, the

circuit does not have any articulation points.

Ideally, all sources of reconvergence at a node should be considered exactly in

order to accurately evaluate the signal probability of the node. However, this is com-

putationally infeasible. So, we relax this condition and use an approximation where
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Figure 4.4: Illustration of Super-gates

we consider only the sources of first reconvergence for every site of reconvergence.

The rationale behind this assumption is the observation that the effect of signal de-

pendencies on a node decreases as we move away from the node in its transitive

fanin-cone. The following definitions are useful in describing the notion of a source

of first reconvergence for a node.

1. Source of Reconvergence : A node u is a source of reconvergence for v if there

are at least two pairwise edge disjoint u v paths in the circuit graph

2. Sources of first Reconvergence : If S is the set of all sources of reconvergence

for u, then the sources of first reconvergence for u is given by the set Sfirst,u

defined as

Sfirst,u = S − {vi|∃vi  vj ; vi, vj ∈ S; i 6= j}

In our approach, we redefine the notion of a super-gate to represent a maximal pseudo-

gate rooted at a site of reconvergence. It has the sources of first reconvergence as

its inputs. Note that, unlike the traditional super-gate, the inputs to our super-gate

may not be independent of each other. The definitions are illustrated in Figure 4.4.

Applying Definition 1 to gate g12 in the figure, {g1, g2, g8} is the set of all sources
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of reconvergence at g12. However, a path exists from g1 to g2 and g8, so g1 is removed

from this list to form the set Sfirst,12. g12 is called the super-gate root. For each

super-gate rooted at a reconvergent node(g12 in the figure), we include only the set

of sources of first reconvergence as its input to reduce its size. We treat all gates on

the set of pairwise edge disjoint paths from the sources of first reconvergence to the

reconvergent node as a part of the super-gate rooted at the reconvergent node. The

set {g2, g4, · · · , g12} forms the super-gate rooted at g12 in Figure 4.4 (enclosed in a

dashed line). g2 and g8, the sources of first reconvergence for g12 supply its inputs.

Every gate that has more than one fanout is a potential source of reconvergence

for a downstream gate. We compute super-gates in two phases. We first perform

depth-first graph traversals from candidate sources and collect gates where signals

recombine. In the second phase, we identify the super-gates by collecting gates in a

reverse topological order starting from sites of signal reconvergence identified in the

first phase.

4.4.2 Combining Symbolic and Probabilistic Techniques

We apply the probabilistic approach for all non-reconvergent nodes and the exact

approach for the super-gates rooted at reconvergent nodes. The treatment of non-

reconvergent nodes is the same as in Section 3-A.2.The exact technique cannot be

directly applied to super-gates for evaluating the signal probabilities of reconvergent

nodes. The rest of the section describes how to adapt the exact and probabilistic

techniques for this.

Representing Signal Probability of a Super-gate as an ADD

To capture the effects of signal correlation from the sources of first reconvergence for

a super-gate, we assign a Boolean variable to each source of reconvergence. This is
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similar to the treatment of primary input nodes in the exact approach. The differ-

ence in the hybrid approach is that we may have gates other than sources of first

reconvergence that supply inputs to some gates inside the super-gate. We treat these

inputs as pseudo-inputs. Instead of assigning separate Boolean variables for these in-

puts, we treat them as real numbers representing probability values. This minimizes

the size of the decision diagram that is needed to represent the polynomial function

representing the signal probability at the root of the super-gate. This is illustrated

in Figure 4.5.

In the figure, z is a reconvergent node and x is a source of first reconvergence for

z. The super-gate rooted at z consists of x, p, q and z. v and w are pseudo-inputs to

the super-gate rooted at z.

Since we treat the pseudo-inputs as real numbers, we may lose some correlation

information if they are correlated to some of the sources of first re-convergence at

an upstream node(For instance, v and x may be correlated at an upstream node in

Figure 4.5). To capture this effect, we embed the correlation between pseudo-inputs

and signals present in the super-gate while building the decision diagram of the super-

gate. Correlation information is stored as a part of the function being evaluated at

the super-gate root. This function is stored as an ADD.

We use the example in Figure 4.6 to illustrate the process of building the ADD of
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Figure 4.6: Evaluating Signal Probability using a Hybrid Approach

a super-gate, embedding correlation information and finding probabilities of recon-

vergent nodes. Nodes x, b and c constitute the super-gate rooted at c. Node x is a

source of first reconvergence and is given a separate Boolean variable in the decision

diagram. Here a is a pseudo-input and is treated as a real number. Cx,a (=1 in the

example since x and a are independent) is the correlation between the pseudo-input

and a source of first reconvergence. Assuming the gates are fault-free, the probability

of c is given by the function,

p(c) = xp(a)Cx,a = x.
1

4
.1 =

x

4

We store this function (x
4
) as an ADD at node C.

The entire procedure involved in representing the signal probability of a super-

gate root as an ADD is described in Algorithm 2. Only inverters and 2-input AND

gates are considered in the algorithm for ease of illustration. Other types of gates

are handled similarly. We note that separate symbolic boolean variables are assigned

only to the inputs of a super-gate. This is handled in Line 4 of Algorithm 2. Pseudo-

inputs(eg. v, w in Figure 4.5) are handled in Line 18 of the algorithm.
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Algorithm 2 Hybrid approach to represent signal probability of super-gate root as

an ADD
1: procedure [ADD(G1)]=Super-gateRootADD(G1,Sfirst,G1

)

⊲ G1 = Super-gate root, (Eg. Gate g12 in Figure 4.4)

⊲ Sfirst,G1
= Super-gate rooted at G1, (Eg. Gates enclosed in a dashed line in Figure 4.4)

2: Queue Q← {}

3: for gi ∈ Input(Sfirst,G1
) do ⊲ Eg. Gates g2 and g8 in Figure 4.4

4: ADD(gi)← CreateADDV ariable() ⊲ Separate symbolic variables for super-gate inputs

5: for gj ∈ Sfirst,G1
∩ Fanouts(gi)&&gj /∈ Q do

6: Q← Q ∪ {gj}

7: end for

8: end for

9: while Q 6= {} do

10: gj ← Q.pop()

11: V ← Fanins(gj) ⊲ Collect fanins of the gate being processed

12: if gj .type == INVERTER then

13: ADD(gj)← 1−ADD(V [0])

14: else if gj .type == AND then

15: if V [0], V [1] ∈ Sfirst,G1
then

16: ADD(gj)← ADD(V [0]).ADD(V [1]) ⊲ Both fanins are part of the super-gate

17: else

18: ADD(gj)← ADD(V [0]).Pv1.Cv0,v1
⊲ V[1] is a pseudo-input (Eg. v,w in Fig 4.5)

⊲ Pv1 is signal probability of V[1]

⊲ Cv0,v1
is correlation between V[0] and V[1]

19: end if

20: end if

⊲ Other types of gates are treated similarly

21: FO← Fanouts(gj)

22: for gi ∈ FO ∩ Sfirst,G1
do

23: Q.push(gi)

24: end for

25: end while

return ADD(G1)

26: end procedure
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Evaluating signal probability(ADD) of super-gates

To compute the signal probability of the root node of a super-gate after computing

the ADD, we generate Boolean vectors for the sources of first reconvergence based on

their probabilities (these are already known since we process gates in a topological

order) and evaluate the ADD of the root node (computed by Algorithm 2). The mean

of the decision diagram values at the root node gives its probability. For instance,

in Figure 4.6, to evaluate the function represented as an ADD at node C, we apply

Boolean values 0 and 1 to x with a probability of 0.5 each since p(x) = 0.5 and

evaluate the decision diagram at c(p(c)). This gives the correct probability of c as

1/8.

If we revisit the example in Figure 4.3, nodes x,b, and f constitute the super-

gate rooted at f . Node x is a source of first reconvergence and a is a pseudo-input.

Assuming the gates are fault-free, the probability of f is given as

p(f) = xp(a)Cx,a = x.
1

4
.2 =

x

2

We apply boolean values 0 and 1 to x with a probability of 0.5 each since p(x)=0.5

and evaluate p(f). This gives the probability of f as 1/4 and this is the correct

value. The probabilistic method presented in [27] and used in [21] would inaccurately

compute this value as 1/2.

Evaluating the probability of the root node of a super-gate by assigning boolean

values to sources of first reconvergence according to their probabilities will lead to

inaccuracies if the sources of first reconvergence themselves are correlated (gates g2

and g8 for instance in Figure 4.4). We have developed a heuristic to correct this

problem.

Suppose there are k sources of first reconvergence for a super-gate. Let n1 · · ·nk

be the k unique symbolic Boolean variables we assign them. We order these nodes
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according to their levels in the circuit graph. When we evaluate the probability of the

super-gate root, we start from n1 and assign it either 0 or 1 based on its probability. If

we have assigned values to m nodes, the probability for the (m+1)st node is adjusted

as the conditional probability based on the previous m assignments as follows.

padjusted(m + 1) = p(nm+1|(n1 = b1, · · · , nm = bm)

, bi ∈ {0, 1}) (4.4)

If e denotes the event that n1 = b1,n2 = b2,· · · nm = bm, (4.4) reduces to

padjusted(m + 1) = p(nm+1).Cnm+1,e (4.5)

We consider only first order correlations between sources of first reconvergence. So,

we approximate the correlation term in (4.5) as

Cnm+1,e ≈ Cnm+1,n1=b1 × · · · × Cnm+1,nm=bm

Cnm+1,ni=1 is computed the same way as in Section 3-A.2.Cnm+1,ni=0 is given by

Cnm+1,ni=0 = p(nm+1).

(

1− p(ni)Cnm+1,ni=1

)

(1− p(ni))
(4.6)

We generate Boolean vectors for the sources of first reconvergence based on these

adjusted probabilities and then evaluate the probability of the super-gate root by

using the method described earlier in this section. The overall circuit reliability is

obtained by applying the probabilistic approach for all non-reconvergent nodes and

by applying the technique described in this section for reconvergent nodes in the

circuit.

In the next section we describe our experimental setup to validate our work and

compare our approach with the exact and probabilistic techniques described in this

section.
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Table 4.1: Results of Reliability Estimation
Circuit Reliability Runtime (sec) Error(%)

Exact Prob Hyb Sim Exact Prob Hyb Sim Prob Hyb Sim

fulladder 0.7451 0.7642 0.7332 0.7482 0.1 0.1 0.1 18.98 2.56 1.59 0.42

C17 0.8315 0.8577 0.8519 0.8251 0.1 0.1 0.2 17.54 3.15 2.44 0.76

b1 0.8057 0.8068 0.7988 0.8015 0.1 0.1 0.1 18.61 0.14 0.99 0.66

cm42a 0.9085 0.8584 0.8913 0.9094 0.1 0.2 0.3 48.22 5.51 1.89 0.09

cm138a 0.9114 0.9078 0.9078 0.9152 0.1 0.4 0.2 52.23 0.39 0.39 0.41

tcon 0.8237 0.8561 0.7985 0.8312 0.1 0.5 0.5 56.61 3.92 3.06 0.90

count 0.6840 0.7801 0.7152 0.6903 0.4 0.77 1.49 317.33 14.05 4.56 0.93

c8 0.7601 0.7626 0.6969 0.7527 0.2 0.83 1.68 361.98 0.33 8.31 0.96

sqrt 0.5287 0.5881 0.5542 0.5295 0.2 0.48 1.86 343.79 11.21 4.82 0.14

term1 0.7392 0.7547 0.7429 0.7342 8.06 5.38 10.82 949.02 2.09 0.50 0.68

alu4 0.4436 0.4786 0.4498 0.4494 16.14 14.06 44.76 1589.01 7.88 1.38 1.29

C432 x 0.3543 0.3835 0.4136 x 4.11 8.23 745.43 14.33 7.27 0

too large x 0.1861 0.1709 0.1588 x 22.76 45.16 1994.92 17.16 7.59 0

Mean 2.33 3.83 8.87 501.05 6.37 3.45

4.4.3 Validating the Hybrid Approach

To validate the accuracy and efficiency of our hybrid approach, we implemented re-

liability estimation techniques based on the exact, probabilistic and hybrid signal

probability evaluation approaches and compared them to a Monte Carlo-based fault

injection framework. For each input vector sample in the Monte Carlo simulation, we

can perform fault simulations and inject faults at gates based on their failure proba-

bilities. We assume that the primary inputs are all independent2 with a probability

of 0.5 and failure rate of gates, ξ is 0.005. In our symbolic and hybrid reliability

computation techniques, we sample the input space of the function being evaluated

until the final probability converges.

We implemented all techniques presented in this work in C++ and used bench-

mark circuits from the LGSynth93 benchmark suite. The results are presented in

2We can easily extend our work to include the case where inputs are correlated
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Table 4.1. Exact, Prob, Hyb and Sim refer to exact, probabilistic, hybrid and Monte

Carlo approaches to reliability estimation, respectively. From the results, it is clear

that the exact approach works well for small circuits but is infeasible for larger cir-

cuits due to the exponential increase in the size of the decision diagrams involved.

So, the exact approach cannot be used in an optimization framework.

We use the reliability estimated using the exact approach as the baseline to com-

pare the accuracy of probabilistic and hybrid approaches. For circuits in which the

exact approach fails, reliability obtained from Monte Carlo based fault injection is

used as the baseline. The errors of the probabilistic and hybrid approaches are about

6.4% and 3.5% on average, respectively, when compared with results from Monte

Carlo-based fault injection. The maximum error of the hybrid approach is 8.31%

as opposed to 17.16% for the probabilistic approach indicating that the hybrid ap-

proach is more consistent overall. The errors of both techniques increase with the

size of circuits. For the 4 largest circuits in Table 4.1, the average errors are 10.4%

for the probabilistic approach and 4.2% for the hybrid approach. An increase in

the estimation error for large circuits is intuitive because of a greater likelihood of

signal reconvergences in the circuit. This may lead to more approximations in the

computation. Both techniques still perform reasonably well.

From Table 4.1, it can be seen that on average, the exact technique performs very

well for small circuits since the decision diagrams involved are smaller and evaluating

them is easier than propagating correlations across edge cut-sets. Over all circuits

used, the probabilistic approach was the most efficient. This is expected since our

hybrid approach involves all the computation used in the probabilistic approach in

addition to identifying and evaluating super-gates. When compared to the Monte

Carlo approach, the probabilistic and hybrid approaches offer average speedups of

131X and 56X, respectively.
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In the next section, we explore two techniques to optimize circuit reliability. We

first present a rewiring-based optimization framework followed by a selective gate

sizing technique to improve robustness of circuits to transient errors. Both techniques

make use of our hybrid reliability estimation method to efficiently evaluate different

circuit configurations.

4.5 Reliability Optimization Techniques

Most approaches ( [8,41]) that optimize circuit reliability involve selective gate sizing

to harden gates that are sensitive to transient errors. In this section, we discuss two

approaches to optimize reliability. The first approach involves restructuring logic by

performing incremental rewiring to improve reliability. The second approach involves

selective gate sizing to improve circuit resilience to transient errors. We study the

effectiveness of both approaches in improving reliability and their associated area,

power and delay overhead.

4.5.1 Rewiring based Reliability Optimization

We observe that circuit topology has a significant impact on reliability. This is

demonstrated in Figure 4.7, which shows two circuit realizations of the same logic

function. The failure probability of an individual gate in each case is 0.05. The

difference in their reliabilities is about 5%.

OR

AND

a

b

c

y

(a) Circuit A, Reliability : 0.927 (b) Circuit B, Reliability : 0.884

Figure 4.7: Reliability for different circuit topologies
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Rewiring is an effective technique to alter circuit topology. It uses a series of

transformations that involve removing some wires in the circuit and adding new wires,

while still maintaining the same functionality. Intuitively, this is readily applicable to

reliability optimization. We can improve circuit reliability by replacing wires having

low reliability with more reliable wires.

The potential of rewiring-based approaches to optimize reliability is illustrated

in Figure 4.8. Wire c ⇒ g2 is replaced by g1 ⇒ g5 after rewiring. This makes g2

redundant; it is removed from the circuit. We observe that the failure rate of the

circuit falls from 0.0998 to 0.0611 after the rewiring transformation. There are two

main reasons for this. Firstly, rewiring reduces the number of gates through which c

passes through before reaching O2. This reduces the chances of errors on the path.

Secondly, rewiring reduces the number of gates in the circuit. This automatically

reduces the failure rate. Additionally, the area that is saved by rewiring can be used

to further reduce the failure rate by selective gate up sizing.

Rewiring Framework

We adopt an ATPG-based rewiring approach for incrementally restructuring a circuit

to improve its reliability. The rewiring engine first identifies a set of mandatory

assignments to nodes to propagate a signal on the wire to be replaced to the outputs.

Then, a set of candidate wires which, when added to the circuit, would make the

target wire redundant are identified. Finally, the target wire is replaced by one of the

candidate wires. The ability to rewire signals and the choice of available candidate

connections depend on the number of mandatory assignments that can be identified.

Our rewiring engine is similar to [17], which uses direct implication to uncover

mandatory assignments. Direct implication is a well established technique in which

mandatory logic assignments to signals are determined by simple forward and back-
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ward traversals of the circuit graph. To uncover more mandatory assignments we

provide a parameterized backtracking procedure where we recursively perform dy-

namic implication to a few logic levels as specified by the user. Implicants uncovered

this way are verified by casting the circuit as an instance of a SAT problem and

checking the implicants uncovered by backtracking for consistency. We also use the

blocking clauses generated by the SAT solver to uncover more implicants. This is

again controlled by a user parameter in order to trade off runtime with the number

of implicants uncovered.

We can optimize reliability by first identifying nodes in the circuit that have low

reliability. We can then rewire signals feeding these nodes with alternate wires driven

by more reliable sources in the circuit. If we select the nodes and thereby the wires to

replace intelligently, the overall circuit reliability can be improved. We have developed

cost metrics to help us identify target wires to be replaced as well as their alternate

wires. We explain these metrics in Section 4.5.1.

Cost metrics for rewiring

Our approach is based on identifying nodes with low reliability. We modify the

reliability estimation setup shown in Figure 4.1 to insert dummy XOR gates for

every node in the original circuit to obtain the reliability of each node in addition to

the overall reliability. We also use the concept of observability of a node, which is

a measure of the likelihood that the logic value at the node is visible at the output.

We use the approach in [27] to evaluate observabilities of all nodes in the circuit as

probabilistic measures.

We use the reliabilities and observabilities of internal nodes in the circuit to select

a target node(sink of the wire we want to remove) according to the following cost
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measure:

Ct(N) = (1− αt − βt).(pfail(N)) + αt.obser(N) + βt.
lN

Lmax
(4.7)

where Ct is the cost of the target node, pfail(N) is its failure probability, obser(N) is

its observability, lN is its level in the circuit and Lmax is the maximum depth of the

circuit. αt and βt are parameters that control the relative importance of these three

factors and are tuned experimentally. The terms containing observability and level

of the node give importance to nodes that are highly visible and close to the output.

This is important to ensure that significant effort is not wasted on nodes that may

have poor reliabilities but whose errors are unlikely to propagate to the outputs. We

select the target node based on this cost measure and try to rewire the inputs to this

node in decreasing order of their failure rates.

We select the source of the candidate alternative wire to be added based on the

following cost measure.

Cs(N) = (1− βs).(prel(N)) + βs(1−
ln

Lmax
) (4.8)

Where prel(N) is the reliability of gate N, i.e. 1− pfail(N). The other terms have a

similar meaning to the target node described in Equation 4.7. We prefer source nodes

candidate wires that have high reliability and are close to the inputs. This will reduce

the chances of an error occurring on the source of the candidate wire. After selecting

a candidate source for the alternate wire, we select a sink by giving preference to

nodes that are closer to the output. Adding a new wire to a gate closer to the output

reduces the number of gates that the signal passes through. This limits the chances

of accumulating errors along the path. It has the added benefit of reducing the delay

on the path by reducing its logic depth.

After selecting the target and candidate wires, we replace the target wire by the

candidate wire and update the circuit. For performance reasons, we re-evaluate circuit
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Figure 4.9: Rewiring flow

reliabilities and observabilities after every k updates. We repeat this process until

either there are no more rewiring options or until the overall reliability stops improving

for a few iterations. Our rewiring flow is shown in Figure 4.9. Our experimental

framework and results are discussed in Section 4.6.

4.5.2 Reliability Optimization by Gate Sizing

Gate sizing is a widely adopted technique( [8,82]) to improve the resilience of circuits

to transient errors. The key idea is that larger gates require more energy from the

source of transient errors to cause bit-flips. This effectively reduces failure rates of

larger gates leading to an increased overall circuit reliability.

Typically, a few gates are selected to be up-sized according to the impact they

have on circuit reliability. Gate observability is a common selection criterion. The

rationale behind using this metric is the observation that reducing error rates of

highly visible gates would lead to an improvement in circuit reliability. Our intention

in this section is to determine how a traditional observability based optimization
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approach compares to our rewiring scheme and to study the interactions between the

two approaches. Similar to the work in [8, 82], we increase the size of the selected

gates to 4x their original size to make them 100% resilient to transient errors.

While gate sizing can increase the reliability of circuits, it may adversely affect

other metrics such as delay and power if they are not considered in the optimization

process. [8] addresses this by performing sizing on only those gates that have a positive

timing slack. This will result in a circuit whose delay after sizing would be no worse

than the initial delay.

In our work, we give equal importance to observability and timing cost associated

with each gate that we consider for resizing. The criterion that we use for selecting

a gate to be up-sized is given by

Cost(Gi) = Observability(Gi).
∆DelayGi

∆AreaGi

(4.9)

Where, Observability(Gi) is computed using the technique presented in [27]. ∆DelayGi

gives the change in circuit delay when gate Gi is up-sized to 4x its original value and

∆AreaGi
is the increase in circuit area. The second term in Equation 4.9 gives the

delay sensitivity of the gate and tries to optimize circuit delay. For each gate Gi,

Cost(Gi) has equal contribution from both the observability cost that is geared to-

wards optimizing reliability and delay sensitivity that targets circuit delay.

In our work, we first compute the observability of all gates in the circuit. We

then perform timing analysis to obtain the initial circuit delay. We compute delay

sensitivities by performing incremental timing analysis on each gate. All gates (Gi’s)

in the circuit are ordered in descending order of Cost(Gi). When the cost of two

gates are equal, we give preference to the gate having a higher observability. In the

optimization phase, we select the gates from this list and up-size them under a given

area constraint.
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4.6 Reliability Optimization Results

In this section we describe our experimental framework and analyze the effectiveness

of rewiring- and sizing-based reliability optimization approaches. We also analyze

the impact of the techniques on metrics such as area, delay and power of circuits.

In all our experiments, we use a simple 100nm standard cell library containing two

and three input NAND, NOR gates and inverters to evaluate circuit delay, area and

power.

We assume the failure rate of all gates to be 0.005 before sizing and 0 after they

are sized to 4x their original sizes. Circuit area is reported as the number of minimum

width transistors used in the circuit. Delay is obtained by performing timing analysis

on the optimized circuit. We use SPICE simulations and fit a quadratic gate delay

model for all gates in the library for different capacitive loads. We perform extensive

circuit simulations to estimate switching activities of each gate and use this data to

compute the total dynamic power of the circuit.

Figure 4.10 illustrates the flow we used in our study. We use three different opti-

mization flows - rewiring based reliability optimization, gate sizing based optimization

and a combination of rewiring and gate sizing based optimization. A Monte Carlo

simulation based reliability estimation approach is used to evaluate the pre- and post-

optimization reliabilities. Our hybrid reliability estimation approach is used in the

rewiring framework shown in Figure 4.10.

Figure 4.11 shows the reliability of circuits for the various optimization flows that

we studied. The X-axis shows different circuits from the LGSynth93 benchmark suite

and the Y-axis gives circuit reliability. The graph labeled Orig gives the reliability

of the original circuit without any optimization and is used as the baseline for com-

parison. The bar labeled Rewire gives the reliability when only rewiring optimization

is performed. Sizing gives the reliability when only gate sizing is performed and
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Figure 4.10: Optimization Flows
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Rewire+Sizing gives the reliability when a combination of rewiring and gate sizing is

performed. On average, we achieve a 10% improvement in reliability when rewiring

optimization is performed. When only gate sizing is performed, the reliability im-

proves by about 8%. This supports our belief that circuit topology plays a vital role in

determining circuit reliability and rewiring is a good tool to restructure logic circuits

to improve reliability. We note here that we limited the maximum area overhead to

10% of the un-optimized circuit area for the gate sizing approach. As expected, the

best results are obtained with a combination of the two techniques(Rewire+Sizing

in the figure) giving a 17% improvement on average in reliability. The maximum

improvement in reliability achieved by Rewire,Sizing and Rewire+Sizing were 16%,

26% and 18% respectively.

Figure 4.12(a) shows the impact of our reliability optimization flows on circuit

delay. We observed that on average, the rewiring approach increases circuit delay

by about 0.75%. However, for 5 benchmarks rewiring based reliability optimization

improved the circuit delay by an average of about 4% and for the remaining bench-

marks, the delay worsened by about 9%. While it is expected that the delay would

worsen if we optimize for reliability, we can explain the reason behind delay improve-

ment for most of the benchmarks by taking a closer look at our rewiring cost metric

in Equation 4.8. The candidate source for an alternate wire to be added is chosen

to be close to the primary inputs (lower ln
Lmax

). Likewise, the candidate sink for the

alternate wire is chosen to be close to the primary outputs. This leads to a reduction

in the overall depth of the path leading to reduced delays. For the Rewire+Sizing

optimization flow, circuit delay improves by 2.3% on average with a maximum im-

provement of about 15%. This is expected since we use delay sensitivities of gates in

addition to their observabilities when performing gate sizing. The Sizing optimiza-

tion flow improves delay by about 8.4% on average and the delay improves for all the
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benchmarks we considered. This is expected since most circuits have several gates

having positive delay sensitivities. Since we do not change the topology of the initial

circuit, there is more scope to improve circuit delay by gate sizing.

Impact of the reliability optimization approaches on power is shown in Figure

4.12(b). We observe that the Rewire optimization flow reduces power consumption

by about 18% on average. Rewiring removes several gates in the circuit leading to

a reduction in the total capacitance switching every cycle. This reduces power con-

sumption significantly. Sizing and Rewire+Sizing flows increase power consumption

by 21% and 9.5% respectively. This is expected since up-sizing gates increases switch-

ing capacitance leading to more power consumption. Since the delay for each flow is

different, we use the power-delay product (PDP) as the metric to compare the over-

head to ensure fair comparison. The PDP of the Rewire optimization flow is about

18% better than the original circuit. However, Rewire+Sizing and Sizing increase

the PDP and the overhead was about 7% and 11% respectively.
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Figure 4.13 shows the effect of different optimization flows on circuit area. Area

is reported as the number of minimum width transistors in the design. The Rewire

optimization flow reduces circuit area by about 14% on average. Area improvement

is achieved by removing gates from the design during the rewiring process. In the

Rewire+Sizing flow, area is first saved during the rewiring phase of the flow. In the

gate sizing phase, we allow a maximum area overhead of 10% of the original circuit

area. We further restrict sizing to gates that have non-negative delay sensitivities to

avoid an adverse impact on timing. The overall area overhead for the Rewire+Sizing

flow was about 2.5%. The Sizing flow incurs an area penalty of 7%, which is the

largest among all the approaches.

In summary, we observe that a rewiring based reliability optimization approach

performs marginally better(10% VS 8%) than a gate sizing technique in improving

circuit reliability. Furthermore, a rewiring based approach has significant benefits

in reducing the area(15%) and power consumption(18%) of circuits. The gate sizing

approach on the other hand significantly improves the timing(8.4%) of circuits while

incurring a PDP and area overhead of 11% and 7% respectively. A combination

of rewiring and gate sizing based approaches provides the best results in terms of

improving circuit reliability (17%) with an acceptable PDP and area overhead of 7%

and 2.5% respectively.



Chapter 5

Fast Thermal Simulation of Single-Processor and

Chip-Multi Processor Systems

5.1 Introduction

As technology scales deep into the nanometer regime, power density is increasing

exponentially. It is becoming increasingly harder for modern packages and cooling

systems to keep up with the thermal demands imposed by current designs. The

problems are only getting worse with the integration of many processor cores on a

single die. Elevated chip temperatures and temperature variations across the die sig-

nificantly increase cooling costs. Leakage power is exponentially dependent on tem-

perature and rising temperatures create a positive feedback mechanism that could

create thermal runaway. High temperatures also create performance issues as circuit

delay increases with temperature potentially causing functional failures. Large tem-

perature gradients (spatial and temporal) create reliability problems due to effects

such as electro-migration [69], negative bias temperature instability and hot carrier

injection [42].

Dynamic Thermal Management(DTM) techniques, [12, 24, 34] have gained trac-

tion over the past few years as a means to mitigate problems associated with rising

temperatures and to maintain performance at an acceptable level. DTM techniques

rely on the knowledge of temperatures across the chip to guide their decisions. When

designing chips, we need to evaluate a huge number of potential solutions to come up

133
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with the most optimum DTM approach.

Given the vastness of the solution search space, temperatures across the chip need

to be evaluated several times when performing microarchitecture simulations. We

have to rely on thermal simulations instead of hardware thermal sensors to estimate

module temperatures during design time. Consequently, efficient thermal simulation

plays a vital role in optimizing the floorplan and selecting a suitable DTM technique.

This becomes even more critical when we move to chip multi-processors as both the

size of the system as well as the solution space increase dramatically. We address

this issue by developing a fast thermal simulation approach that works for both

uniprocessor and chip-multiprocessor systems.

Our technique is based on moment matching and moves most of the computation

involved in determining module temperatures offline resulting in speedups of two

orders of magnitude when compared to conventional thermal simulation approaches.

Our technique suffers from a minor loss in accuracy, approximately 2.7°C, which

is comparable to the estimation errors of thermal sensors [2]. During temperature

computation, if we limit the impact of lateral heat conduction of a block to a few

surrounding blocks, we achieve an average speedup of 1900X with the same loss in

accuracy.

The rest of the chapter is organized as follows. In Section 5.2, we briefly describe

related work and highlight the contributions of our work. Section 5.3 describes the

basics of thermal modeling and simulation. In Section 5.4, we describe our technique

for speeding up thermal simulation using moment matching. Section 5.5 describes our

simulation framework. We present results on single core and chip-multi processors in

Section 5.6. Finally, Section 5.7 describes the influence of lateral heat conduction on

estimating module temperatures and leverages this information to further speedup

thermal simulation.
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5.2 Related Work

There are several approaches to thermal simulation such as solving the heat transfer

equation by the finite difference method [19] and using Green functions [80] among

others. At the architecture level, a thermal modeling and simulation tool called

HotSpot [68] was developed to investigate various thermal management techniques

and has become the de facto standard in the research community.

HotSpot makes use of the processor floorplan and package information and ab-

stracts a thermal model in the form of thermal resistance and capacitance matrices.

Temperatures of various modules in the processor are then determined by solving

the system repeatedly for a given power trace of the modules. To evaluate different

DTM techniques, HotSpot is coupled to a cycle accurate architecture simulator such

as Wattch [13] or PTScalar [43] that estimate powers of various micro-architecture

blocks. The average power of modules over regular intervals are fed to HotSpot and

thermal simulations are performed to estimate the temperature trace of all modules.

The runtime overhead of HotSpot comes from using numeric techniques such as Back-

ward Euler or Runge-Kutta methods to solve the thermal system. As the size of the

system increases with more cores being integrated on a single die, runtime penalty

may become unacceptable.

Similar to our work, the authors in [46] also use a moment matching based ap-

proach to speed up thermal simulation but there are several key differences with our

work. [46] does not model leakage power, which is becoming an increasing fraction

of the total power with every new technology generation. Leakage power needs to

be taken into account in thermal simulations to accurately estimate module tem-

peratures. [46] relies on the power traces of modules being periodic. In multi-core

and multi-threaded systems, tasks are migrated between different cores and threads

may be swapped in and out of a core by the scheduler to maintain a desired thermal



136

profile and to balance performance. The unpredictable workload makes power traces

non-periodic. [46] would have to perform moment matching when the power profiles

of the tasks being executed change. In contrast to [46], our approach is independent

of the tasks being run and depends only on the processor floorplan and package in-

formation. This allows us to move most of the computation offline, resulting in a

significant speedup.

5.3 Thermal Modeling

This section briefly describes the thermal modeling and simulation steps used in

HotSpot, which acts as the baseline for comparing the accuracy and efficiency of our

approach. HotSpot uses the well known duality between heat diffusion in a system and

the flow of current in an electrical network to model and simulate the temperature

profiles of modules. Each module in the processor floorplan is represented by its

equivalent thermal resistance and capacitance. Heat spreader layers and heat sinks

are also modeled this way. The entire thermal system is represented by creating a

mesh of thermal resistances and capacitances. Heat is conducted vertically from the

active layer through the heat spreader to heat sinks. Lateral heat conduction between

modules in the active layer is also modeled by thermal resistances between blocks.

The entire thermal system is modeled as,

GT + C
dT

dt
= P (5.1)

where G and C are thermal conductance and capacitance matrices, T and P are the

temperature and power vectors of each node in the system. The power of each block

can be further expressed as, P = Pdyn + PLeak(T ), where Pdyn is the dynamic power

and PLeak is the leakage power of the block at temperature T .

The system represented by equation (5.1) is solved in time domain by reducing it
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into a linear system

(

G +
C

h

)

.T (t) = Pdyn + PLeak(T (t− h)) +
C

h
.T (t− h) (5.2)

using the Backward Euler technique with a small time step h. At every time step,

the right hand side of equation (5.2) is evaluated and the equation is solved to get

the values of T (t). The time, t is then incremented by h and the process is repeated.

This continues till we have time-stepped to the end of the desired simulation interval.

We use the Backward Euler technique since the matrix on the left hand side(LHS),
(

G + C
h

)

, remains constant. This enables us to preprocess it once and use it to solve

for temperatures in every time step. The computation involved in solving an N

node system is thus O(N2) for each time step. We do not include the complexity

of processing the LHS matrix since we can perform that computation offline. The

power trace for the modules in the floorplan are obtained from simulators such as

Wattch or PTScalar that have hardware access counters to monitor the activity of

each block and report the average dynamic power of the blocks in the simulation

interval. The entire flow is illustrated in Figure 5.1. We use this technique as the

baseline to evaluate the efficiency and accuracy of our method. In the next section,

we describe our fast moment matching based thermal simulation technique

HotSpot

Extract G,C matrices

PTScalar
Generate Module Power

Trace

Floorplan, Package

Information Benchmarks

Thermal Engine
Generate Temperature Trace

(Backward-Euler)

Offline
computation

Figure 5.1: Conventional Thermal Simulation
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5.4 Fast Thermal Simulation using Moment Matching

In this section, we describe how we apply moment matching techniques to estimate

the temperature profiles of different modules in the system. For ease of illustration,

we first assume zero initial conditions and no leakage power in the blocks(Sec. 5.4.2).

Later on, we modify the technique to account for leakage power and non-zero initial

conditions(Sec. 5.4.3). In Section 5.4.1, we review some basics of moment matching.

5.4.1 Moment Matching Preliminaries

Large linear systems can be analyzed quickly through the use of model order reduction

methods in which a higher order system is approximated by a lower order system that

characterizes the original system. The moments of the transfer function of the original

system can be used to compute an equivalent lower order system. Consider a linear

system whose transfer function is represented by f(t). The ith moment of the transfer

function is given by

mi = (−1)i

∫

∞

0

ti

i!
f(t)dt (5.3)

The Taylor series expansion of the Laplace transform of the transform function can

be expressed as

F (s) = m0 + m1s + m2s
2 + m3s

3 + · · ·

Once the moments of the transfer function are computed, an equivalent lower order

system can be generated by computing an [L/M] Padé approximant, where L denotes

the degree of the numerator polynomial and M denotes the degree of the denominator

polynomial of the transfer function of the reduced system [60]. For instance, if we

wanted to represent an arbitrary transfer function as a [0/1] Padé approximant,

m0 + m1s + m2s
2 + · · · ≡

a0

1 + b1s
(5.4)
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We match the power of s on both sides of equation (5.4) and obtain the values of

a0 and b1 as m0 and −m1

m0
respectively [60]. In this way, we can represent any linear

system as an equivalent lower order system. The process of matching the powers

of s of the moments of the transfer function with a lower order system is known as

moment matching and is useful to efficiently analyze complex linear systems.

5.4.2 Temperature Computation using Moment Matching

We can use the moment matching approach discussed in Section 5.4.1 to calculate

the temperatures of different modules in the floorplan. In this section, we describe

a technique in which we compute the thermal transfer functions of different modules

once and use them to compute module temperatures for any power trace. Our tech-

nique significantly speeds up thermal simulation by eliminating the need to perform

moment matching every time the power trace changes.

Thermal Characterization of the Floorplan

To efficiently compute the temperature vector of all modules for an arbitrary power

trace, it is essential to estimate the thermal characteristics of the underlying system.

We can find the thermal transfer function of the system by computing the impulse

response of the linear time invariant system. Once we have estimated the transfer

function of the system, the response to any power trace (treated as step inputs) can

be efficiently computed.

We need to find the thermal impact of the power consumed by a module on itself

and other modules. For instance, if a module a has a power of Pa, it would result in

a rise in temperature of module a as well as its neighboring modules due to lateral

conduction in the active layer. To estimate this effect and to compute the impulse

response of the system, we iterate through all the modules in the floorplan exciting
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the modules one at a time with a unit power source. We then compute the 0th and

1st order moments of the temperature response at all modules as [60]

G ·M0 = P

G ·M1 = −C ·M0 (5.5)

where, G is the thermal conductance matrix of the floorplan, C is the thermal ca-

pacitance vector and P is the vector of module powers. We note here that G and C

matrices are extracted using HotSpot. When we are performing thermal characteri-

zation of module i, P [i] is 1 and the rest of the entries in P are 0. M0 and M1 are

vectors containing the moments of the temperature response of all modules. After

computing the moment vectors M0 and M1, we compute the [0/1] Padé approximants

from equation (5.4). Similar to the modified nodal analysis of electric circuits, we

drop the ambient node from the system shown in Equation (5.5) to make the com-

putation more efficient [60]. So, the M0 and M1 vectors, characterize the increase in

temperatures with respect to the ambient temperature of the system.

Performing this computation once would characterize the impact of one block

on the rest of the system. We repeat this process for all blocks in the floorplan

to characterize the full system. The entire procedure is described in Algorithm 3.

A0[i][j] and B1[i][j] together describe the thermal response at module j due to a unit

power excitation in module i. Intuitively A0[i][j] models the sensitivity of module

j due to changes in the power profile of module i and B1[i][j] models the speed at

which module j responds to changes in module i.

Temperature Computation

Once we completely characterize the thermal behavior of the system, we use it to

estimate the temperature of all modules in the floorplan for a given power trace of

the modules. Let the thermal transfer function in the s domain at module i due to
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Algorithm 3 Thermal Characterization of the Floorplan

1: procedure [A0, B1]=ThermalCharacterize(Φp,G,C) ⊲ Φp = Set of blocks

in the floorplan

⊲ G = Thermal Conductance matrix

⊲ C = Thermal Capacitance vector

⊲ A0, B1 = Matrices storing Padé approximants

2: G1 ← G−1

3: P = Vector of Module Powers

4: for Bi ∈ Φp do

5: Reset Module Powers

6: P [Bi]← 1

7: M0 = G1 · P ⊲ 0th order moment

8: M1 = −G1 · CM0 ⊲ 1st order moment

9: for k ∈ Φp do

10: A0[i][k]←M0[k]

11: B1[i][k]← −M1[k]/M0[k]

12: end for

13: end for

14: end procedure
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module j computed by Algorithm 3 be

H(s) =
a0ji

1 + b1jis

Where a0ji and b1ji correspond to the entries A0[j][i] and B1[j][i] from Algorithm 3.

If module j has power Pj, the thermal response at module i due to this excitation is

given by

∆Tji(s) =
Pj · a0ji

s · (1 + b1jis)
(5.6)

We have ∆Tji(s) instead of Tji(s) because the response estimates the change in module

temperatures from the ambient. Splitting Equation (5.6) into partial fractions and

taking the inverse Laplace transform we get the effect module j has on module i

in time domain for a given power. For a time interval tint, over which the average

module power is P , the change in temperature can be evaluated very efficiently.

∆Tji(t) = Pj · a0ji

(

1− e−t/b1ji
)

(5.7)

Equation (5.7) computes the increase in temperature in module i due to module j.

The net change in temperature of module i is obtained from superposition as follows

∆Ti(t) =
N

∑

j=1

Pj · a0ji

(

1− e−t/b1ji
)

(5.8)

The absolute temperature of module i can be obtained as Tambient + ∆Ti. This process

is illustrated in Figure 5.2

5.4.3 Modeling Non-zero Initial Conditions and Leakage Power

The discussion in Section 5.4.2 does not consider nonzero initial conditions when

estimating the temperature responses of modules. However, in order to accurately

compute the temperatures of modules in a processor executing a set of tasks, we need

to consider nonzero starting temperatures at the beginning of every time interval

except the first.
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Figure 5.2: Computing Module Temperatures

We address this issue by observing that the overall system response can be ob-

tained as the sum of a zero-input response and a zero-state response. The zero-input

response corresponds to nonzero initial conditions and the zero-state response cor-

responds to zero initial conditions. In Section 5.4.2, Equation (5.7) describes the

zero-state response. The zero-input response for the same system is similar to that

of a simple RC circuit with nonzero initial charge and is given as

∆Tji(t) = ∆Tji(t− h) · e−t/b1ji (5.9)

Where ∆Tji(t−h) denotes the initial value at the start of time interval t. The overall

response is now obtained by adding the zero-input response to Equation 5.7 and is

given as

∆Tji(t) = Pja0ji + (∆Tji(t− h)− Pja0ji) e−t/b1ji (5.10)

Leakage Power Modeling

Modeling sub-threshold leakage in the framework of moment computation is a chal-

lenge. The leakage power of a module PL(T ) at temperature T with area proportional

to A and supply voltage Vdd is given by [68],

PL(T ) = AT 2e−
αVdd+β

T (5.11)
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where α and β are empirical constants depending on whether the module is a func-

tional unit or a memory unit. Due to the non-linear dependence on temperature,

leakage power in Equation 5.11 cannot be modeled in the framework of moment

computation.
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Figure 5.3: Leakage Model

To overcome this problem, we approximate the leakage power by a linear model1,

PLeak = C2T + C1. This approximation allows us to incorporate leakage power in the

computation framework described in Section 5.4.2. For each module in the floorplan

we generate the approximate linear leakage power model by using information regard-

ing the size of the module and the α and β parameters from [68]. Figure 5.3 shows

the leakage power and the linear fit for a floating point ALU in the floorplan. We

observe that the linear model follows Equation 5.11 quite closely in the temperature

range (313.15 K - 395 K) that we are interested in. The models for other modules in

the floorplan behave similarly. Figure 5.4 shows a part of the system in which block

i is augmented by its leakage model. It is connected to several neighboring blocks,

N ′

js through lateral conductances. In the vertical direction, it has some conductance

1We use the exponential leakage model for the conventional technique
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to the heat spreader layer which in turn connects to the heat sink. Pdyn represents

the average dynamic power of block i in the current time interval and PLeak = C2T

from our linear model.

Figure 5.4: Modeling Leakage in the Thermal System

Revisiting the duality between thermal and electric systems, we observe that

power and temperature in thermal RC circuits are equivalent to current and voltage

in electric RC circuits respectively. The linear leakage model is clearly equivalent to a

voltage controlled current source in electric circuits. These models are then stamped

into the thermal conductance matrix (G) using techniques presented in [60]. Once

leakage models are stamped into the conductance matrix, the techniques described

in Section 5.4.2 to characterize the floorplan are still valid.

Algorithm 4 describes the procedure of computing module temperatures consider-

ing both leakage power and non-zero initial conditions. If there are NB blocks in the

system, the time complexity of Algorithm 4 is O(N2
B). We do not include the time

complexity of Algorithm 3 in the overall complexity of our approach since it is run

offline and does not create any additional overheads in computing module tempera-

tures. In comparison, the time complexity of the conventional transient simulation

presented in Section 5.3 is O(Nsteps · N
2). Nsteps is the number of steps required
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in the transient simulation. It is to be noted that N > NB since N includes the

entire system including the blocks, heat spreader layers and heat sinks (e.g., in our

experiments NB = 20 and N = 71 for a single core processor).

Algorithm 4 Computing Module Temperatures

1: procedure T=ComputeTemperature(P ,Φp,∆T ,A0,B1) T : Module Temper-

atures; P : Set of module powers; Φp : Set of blocks in the floorplan; ∆T : Matrix

s.t. ∆T [i][j] is ∆Tij(t− h) in Equation 5.10; A0,B1: obtained from Algorithm 3

2: for Bi ∈ Φp do

3: ∆Tlocal ← 0

4: for k ∈ Φp do

5: Update ∆T [k][i] according to Equation 5.10

6: ∆Tlocal ← ∆Tlocal + ∆T [k][i]

7: end for

8: T [Bi]← Tambient + ∆Tlocal

9: end for

10: return T

11: end procedure

5.5 Simulation Framework

We validate our fast thermal simulation technique on a microarchitecture similar

to the Alpha 21264 design scaled to 65nm running at 2.0GHz. The architecture

configuration is shown in Table 5.1. Figure 5.5 shows the floorplan of the pro-

cessor core that we use. The L2 cache (not shown) is wrapped around the core.

We use PTScalar [43] to generate power traces for all modules in the microarchi-

tecture. We profile a set of benchmarks from the Spec2000 [3] benchmark suite
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Table 5.1: Architecture Details
Block Configuration

Register Update Unit (RUU) 16 Instructions

Load Store Queue (LSQ) 8 Instructions

Fetch queue 4 Instructions

Issue Width 4 Instructions

Decode Width 4 Instructions

Commit Width 4 Instructions

Integer ALU 3 Adders, 1 Multiplier

Floating point ALU 1 Adder, 1 Multiplier

Branch predictor Combined, Bimodal 2K entries,

2 level with 1K entries

and 8 bit history

Instruction TLB 64 entry fully associative

Data TLB 128 entry fully associative

L1 Data Cache 16KB, 4-way set associative with

32B blocks

L1 Instruction Cache 16KB, direct mapped with

32B blocks

L2 Cache 256KB, 4-way set-associative with

64B blocks

(gcc,gzip,vpr,bzip2,mgrid,art,equake) to generate power traces. Similar to [24], we

use a 100ms sampling period for our thermal simulations. So, in our profiling runs,

we gather traces of dynamic power averaged over each sampling period for the entire

simulation length of benchmarks. We run the benchmarks for 10 billion cycles and

generate power traces once and use them in all subsequent experiments.

After generating power traces, we use the flow illustrated in Figure 5.1 for the

conventional transient simulation. The speed and accuracy of the conventional tech-

nique depends on the step size used in the Backward-Euler method. As alluded to

in Section 5.4.2, the time complexity of the conventional technique is O(Nsteps ·N
2).

So, the choice of step size is critical in achieving accurate results within reasonable

runtimes. We performed full transient simulations on a few benchmarks to deter-

mine the best step size. We used a step size of 1ns as our baseline to compute the
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estimation error. Figure 5.6 shows the results of our studies. Based on the results,

we decided to use a step size of 0.01ms (h=10e-6 in the figure) for the conventional

technique.

The overall flow of our methodology is illustrated in Figure 5.7. We first charac-

terize the thermal behavior of the processor offline and use power traces generated

from our profiling runs to compute module temperatures. We compare the tempera-

ture traces obtained by our technique with the traces generated by the conventional

technique in terms of accuracy and runtime.
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Figure 5.7: Our Thermal Analysis flow

5.6 Results

We conducted experiments by creating several job schedules for the processor with

the power traces we generated; and analyzed the accuracy and speedup achieved by

our technique. We present our findings in this section. We first describe the results

for a single-core processor system in Section 5.6.1. Results of multi-core systems are

discussed in Section 5.6.2.

5.6.1 Single-Core Systems

We use the floorplan in Figure 5.5 for our experiments. In Figure 5.8, we present

the results for a job schedule that we used. In each of the schedules, we launch

a task and completely simulate its power trace before moving on to the next task.

The plot labeled FastTr gives the temperature trace of our technique and the one

labeled FullTr is the trace obtained by the conventional technique. Temperature

traces give the variation of temperatures of the register files, which are typically

the hottest regions on the chip. From Figure 5.8, it is clear that the temperature

trace obtained from our technique closely follows the conventional technique. The

performance and accuracy comparisons between our technique and the conventional
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Figure 5.8: Single-Core system: Core 0 running gcc followed by mgrid (Workload 1)

approach are described in the row noted by 1 core in Table 5.2 (more details are given

in Section 5.6.2). On average, our technique was 312X faster than the conventional

technique with an error in estimation of 2.7°C.

5.6.2 Multi-Core Systems

We tested the applicability of our technique on multi-core systems under different

scheduling scenarios with tasks launched on different processor cores at different

times. We conducted experiments on 2, 4, 8 and 16 core microarchitectures and

present our results here.

We did not have access to real floorplans and cycle accurate simulators for the

multi-core systems that we studied. To test our technique, we had to make the

following modeling assumptions.� Choice of Floorplans: We used the floorplan in Figure 5.5 for each core in the

system. To generate the multicore floorplan, we estimate the number of cores

to be placed in a row to maintain an aspect ratio close to 1. The individual

cores are then placed side-by-side. Once a row of cores has been placed, we
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move to the next row and repeat this process. The L2 cache is then wrapped

around the cores.� Processor Communication: Since we did not have access to architectural

simulators for multi-core systems, we could not model the communication be-

tween cores. For all the schedules that we ran on the multi-core architectures,

we assumed that the memory accesses of tasks are completely independent cre-

ating no coherency related issues.

We want to evaluate our thermal analysis technique under different scenarios

where tasks may start and end on different cores at different times. Our in-

terest is limited to the thermal aspects of the system, which depend only on

the floorplan and the power trace. We can easily incorporate communication

between cores if we had access to architecture simulators capable of handling

multi-core systems. The communication unit will be modeled as an additional

block in the floorplan with its associated power.

Temperature Graphs

We first present graphs of temperature traces from our multi-core architecture exper-

iments to demonstrate that our thermal analysis technique works well. We provide a

detailed description of the accuracy and performance benefits of our approach com-

pared to the conventional approach later in the section.

Figure 5.9 shows the results for a schedule on a dual-core architecture. The

scheduler launches gzip on Core 0 on startup. Core 1 is assigned gcc after 3 s. We

observe from the figure that our technique works well even when one Core switches

while another core is active.

Sample temperature traces for 4, 8 and 16 core systems obtained by running a

set of tasks on each is shown in figures 5.10, 5.11 and 5.12 respectively. Due to space
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Figure 5.9: Dual-Core System: (Workload 4)
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Figure 5.10: Four-Core System: (Workload 6)
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Figure 5.11: 8-Core System: (Workload 9)
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(b) Cores 4-7
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Figure 5.12: 16-Core System: (Workload 11)
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limitations, we have shown results for only one of the schedules we implemented on

each system. More details about the error and performance are given in Section 5.6.2.

From the graphs, we observe that the temperature traces computed with our

technique closely follow the conventional technique. To quantify the effectiveness

of our technique, we measured the performance and accuracy of our technique and

compared it with the conventional technique. We summarize the results in the next

section.

Accuracy and Performance Comparisons

The column labeled Cores in Table 5.2 gives the number of processor cores in the

architecture, Workld gives the workload used. Each workload in the table corresponds

to a set of tasks and their associated start times on each core (e.g. in workload 1,

the processor executes gcc for 100M cycles immediately followed by mgrid). CON

gives the average error of our technique in estimating the temperatures for cores

that are actively executing tasks. COFF gives the average error for cores that are

idle. Errors in COFF are important because lateral heat conduction between cores is

becoming more significant and we need to make sure that our technique accurately

models this effect. Max.Err. gives the maximum estimation error of all cores over

the complete schedule. The runtimes of our technique and the conventional approach

(both implemented in C++) are given in columns FastTr and FullT r respectively.

The speedup of our technique expressed as a ratio is given in column Impr.

We observed that over all our simulation configurations, the average estimation

error for active cores was less than 1°C. For idle cores, the error was about 1.5°C. The

maximum error was expectedly higher and was about 2.7°C. We performed further

analysis of the experimental data and determined that the maximum error occurs

during two scenarios. The first is during system startup when all cores are at am-
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Table 5.2: Accuracy and Performance Comparison of our Technique Vs. the Tradi-

tional Method
Cores Workld Error (°C) Runtime (s)

CON COFF Max. Fast Full Impr.

Err Tr Tr

1

1 1.14 - 2.64 0.08 26.92 336.5

2 1.23 - 2.92 0.06 18.35 305.83

3 1.09 - 2.80 0.06 17.72 295.33

2
4 1.22 2.21 2.50 0.09 32.28 358.67

5 0.82 1.99 2.60 0.14 49.89 356.36

4

6 0.59 2.19 2.30 0.21 79.43 378.24

7 0.88 0.66 2.40 0.31 178.47 575.71

8 0.68 1.02 2.83 0.80 574.75 718.43

8
9 0.75 1.39 2.79 0.68 357.74 526.09

10 0.69 1.35 2.86 0.90 553.37 614.85

16 11 1.05 2.83 3.12 2.86 1758.38 628.80

Avg. 0.89 1.55 2.69 441.29

bient temperature and tasks launched on some cores cause temperatures to ramp

up rapidly. The second scenario is when a core completes executing a task and is

allocated a new task by the scheduler. When the power profiles of these tasks vary

significantly, we observe the maximum error at the instant a core switches tasks. In

both cases, the maximum error occurs only momentarily and the estimation error

quickly settles to a value closer to the average error. We note here that the error

of our technique compares favorably to hardware thermal sensors [2]. Across all our

simulation configurations, our technique resulted in a 441X speedup over the con-

ventional approach on average. This is expected from our complexity analysis of

Algorithm 4 in Section 5.4.2. We observe that as we increase the number of cores,

the speedup of our technique also increases.
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In the next section, we analyze the thermal impact of modules on their neighbors

and leverage this information to further speedup thermal simulation.

5.7 Influence of Blocks on their Neighbors

Due to lateral heat conduction, every block in the floorplan contributes to the temper-

atures of its surrounding blocks. However, the impact of lateral conduction through

the active layer and substrate reduces rapidly with distance. Consequently, every

block has a sphere of influence beyond which other modules have no impact on its

temperature. When performing thermal simulations, we can take advantage of this

and achieve further speedup over that reported in Section 5.6 by considering only

the sphere of influence for each module instead of all modules in the floorplan when

computing its temperature.

We studied the thermal influence of a set of neighboring blocks on a block by

running power intensive tasks on the processor and profiling the temperatures of the

top 10 hottest blocks. For each selected block, we study the temperature contribution

from all blocks in the processor. This will provide us with information about the

sphere of influence around each block. If the temperature of block j is influenced

by k surrounding blocks, its temperature is computed by adding the temperature

contribution from each of the k blocks as

Tj(t) = Tambient +

k
∑

i=1

(

Pia0ij + (∆Tij(t− h)− Pia0ij)e
−t/b1ij

)

(5.12)

If we do not limit the sphere of influence around a block, k will be equal to the total

number of blocks in the floorplan. The rest of the terms in Equation 5.12 are identical

to Equation 5.10.

Figures 5.13(a) and 5.13(b) illustrate the result of our profiling studies. We show

the results for an Integer ALU and register file, which were the hottest modules in our
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Figure 5.13: Sphere of Thermal Influence around Modules
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studies. The X and Y axes show exact (x, y) coordinates on the chip and the Z axis

gives the temperature contribution in °C from a specific (x, y) location to the block

being analyzed. In essence, we are visualizing Equation 5.10. The Z axis gives the

value of ∆T for each (i, j) location. The temperature of the block can be obtained

by adding the temperature contribution from all blocks (the Z values in the plot) to

the ambient temperature.

The highest temperature values in Figures 5.13(a) and 5.13(b) correspond to the

locations of the Integer ALU and register file respectively. This indicates that the

maximum temperature contribution to a block is from itself. This is because the

impact of lateral heat conduction on a block is dominated by the temperature increase

due to power consumed by the block itself. Furthermore, it is evident that the impact

of lateral conduction decreases rapidly with distance and considering the impact of

only a few neighboring blocks for each block should be sufficient to accurately compute

the temperature of a module. This could potentially result in a significant reduction in

the value of k used in Equation 5.12 leading to further speedup of thermal simulation

especially for multi-core systems with a large number of blocks in the floorplan.

5.7.1 Accuracy and Runtime Tradeoffs

From Figures 5.13(a) and 5.13(b), we observe that we can speedup thermal simulation

further by considering a limited number of neighbors (k in Equation 5.12) when

computing the temperature of each block in the floorplan. In this section, we study

the accuracy and runtime tradeoffs involved in varying k. The purpose of this study

is to identify the optimum value of k to give the most improvement in runtime at a

minimal loss in accuracy.

We use workloads from Table 5.2 for this study. For each workload, we vary

the number of neighboring blocks used to evaluate the temperature of every block
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Figure 5.14: Temperature Estimation Errors

and perform thermal simulation using the fast moment matching based approach

presented in Section 5.4. Full transient thermal simulations presented in Section 5.3

are used to generate the accurate baseline temperatures of modules. We then gather

statistics of the maximum error in estimating module temperatures for each workload.

Figure 5.14 shows the average of maximum estimation errors over all workloads. The

X-axis shows the number of blocks whose contribution is considered for calculating the

temperature of each block (k in Equation 5.12) and the Y-axis shows the maximum

estimation error. From the graph, we observe that the error drops rapidly initially.

However, as we increase the number of neighboring blocks considered beyond fifteen,

the maximum error stabilizes and shows negligible improvement. The value at which

the error stabilizes is equal to the error reported in Table 5.2, where lateral heat

conduction from all blocks in the floorplan is considered.

Based on this study, we set the number of neighboring blocks to be considered

for each block to be fifteen and repeat our experiments from Table 5.2 to analyze the

speedup and accuracy tradeoffs involved. We present our results in Table 5.3.

The columns labeled COFF , CON , Workld and Max. Err are similar to those in
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Table 5.3: Accuracy and Performance Comparison of our Technique Vs. the Tradi-

tional Method
Cores Workld Error (°C) Runtime (s)

CON COFF Max. Fast Tr with Fast Tr Impr.

Err 15 Neighbors from Table 5.2

1

1 1.16 - 2.67 0.06 0.08 1.33

2 1.25 - 2.93 0.05 0.06 1.20

3 1.10 - 2.82 0.05 0.06 1.20

2
4 1.23 2.23 2.52 0.04 0.09 2.25

5 0.82 2.02 2.61 0.05 0.14 2.80

4

6 0.60 2.21 2.33 0.04 0.21 5.25

7 0.89 0.69 2.41 0.06 0.31 5.17

8 0.70 1.04 2.86 0.15 0.80 5.33

8
9 0.76 1.40 2.81 0.05 0.68 13.60

10 0.70 1.38 2.86 0.05 0.90 18.00

16 11 1.07 2.86 3.14 0.14 2.86 20.42

Avg. 0.91 1.58 2.86 4.32

Table 5.2. The column Fast Tr from Table 5.2 gives the runtime of our fast thermal

simulation technique when lateral heat conduction from all blocks in the floorplan is

considered. The column Fast Tr with 15 Neighbors gives the runtime of our thermal

simulation technique when the lateral conduction from only fifteen(based on Figure

5.14) neighboring blocks is considered. The error numbers listed in the table are

computed with respect to a full transient simulation. The column Impr gives the

speedup obtained by considering lateral conduction from only fifteen blocks when

compared to considering lateral conduction from all blocks in the floorplan. We

note here that the underlying thermal simulation technique is still our fast moment

matching based technique presented in Section 5.4. The only difference is the number

of blocks for which we consider lateral conduction.
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We observe that on average, the estimation errors for both idle cores and active

cores are nearly identical to the results in Table 5.2. The error for active (idle)

cores was 0.89 (1.55)°C when lateral heat conduction from all blocks is considered

and about 0.91(1.58)°C when lateral conduction from only 15 blocks is considered.

The maximum errors were also nearly identical (2.69 and 2.86°C). This shows that

considering lateral conduction from all blocks is an overkill and we can use this

information to improve the runtime further.

On average, when we consider the lateral conduction from fifteen blocks, we

achieve a speedup of 4.3X over our technique presented in Section 5.4. We ob-

serve that as the number of processor cores increase, more significant speedups are

obtained. For a floorplan with sixteen processor cores, limiting the impact of lat-

eral heat conduction to fifteen blocks results in a 20X speedup when compared to

including the lateral heat conduction from all blocks. If there are NB blocks in the

system, the time complexity of computing module temperatures using Algorithm 4 is

O(N2
B). When we consider the impact of lateral conduction from only fifteen blocks,

the complexity of Algorithm 4 becomes O(NB) explaining the speedup we obtained

in Table 5.3. We note here that this speedup is in addition to the 443X speedup

reported in Table 5.2. The overall speedup we can achieve over a conventional tran-

sient simulation is the product of the speedups reported in Tables 5.2 and 5.3 and is

1900X.

We observe that our technique, while being comparable to the accuracy of hard-

ware sensors, offers three orders of magnitude speedup over a conventional technique

making it well suited for the thermal analysis of highly integrated multi-core archi-

tectures. Our belief is that the speed of our technique can help in exploring the vast

solution space of DTM techniques to meet the thermal and power challenges of the

future.



Chapter 6

Conclusions

At the outset of this dissertation, we wanted to answer the following questions.

1. How can we bridge the gap between FPGAs and ASICs?

2. With continued process scaling, are process variations important for FPGAs

and how do we modify tool flows to account for them?

3. How do we efficiently estimate and optimize the resilience of circuits to transient

errors?

4. Can we efficiently estimate thermal stress in circuits to reduce the occurrence

of permanent failures?

We addressed the first question in Chapter 2 by trading-off some flexibility of

FPGAs to achieve improvements in performance, power and area. Our idea consisted

of removing some programmable switches and replacing conventional switch boxes in

the routing architecture with switch boxes that contain a mixture of programmable

switches and hard wired connections between routing tracks. The routing tool is

thus given an option to use faster hard-wired segments for performance critical wires.

We could design circuits that operate about 18% faster than conventional designs on

average, effectively reducing the gap between FPGAs and ASICs.

In Chapter 3, we analyzed the impact of process variations on circuits implemented

on FPGAs. We also developed CAD algorithms to modify the routing tool to optimize

for statistical timing criticality and improve timing yield in the presence of process

163
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variations. We were able to achieve a 7.6X reduction in timing yield loss with our

algorithm. We proposed a minor change in the clock distribution network of FPGAs

that will enable designers to use clock skew to compensate for process variations. We

combined the two techniques and improved timing yield loss by 9X or equivalently

a 12% improvement in timing yield. We also achieved a 10% improvement in circuit

performance over a purely deterministic CAD flow.

Chapter 4 addresses the third question we posed above. We proposed a novel

reliability estimation technique that combines the efficiency of probabilistic techniques

with the accuracy of symbolic techniques. While probabilistic and symbolic reliability

estimation techniques are at two ends of the spectrum in terms of speed and accuracy,

our technique offers a viable middle ground. In addition, we presented reliability

optimization approaches that improved the resilience of circuits to transient errors

by about 17%.

Finally, in Chapter 5, we proposed a novel approach to speed up thermal simu-

lation of micro-processors. We noted that it is critical to efficiently estimate on-chip

temperatures in order to schedule tasks to prevent the build up of thermal stress in

digital systems. This is critical to avoid catastrophic permanent failures. The tech-

nique we proposed was based on moment matching and pre-characterized the thermal

behavior of the processor floorplan. As a result of pre-characterization, we were able

to achieve speedups of three orders of magnitude over a conventional thermal simu-

lation technique. We generated several workloads and tested the speed and accuracy

of our proposed approach. Based on extensive testing, we determined that the loss in

accuracy of our technique was minor and comparable to modern hardware thermal

sensors.

While we have touched upon all questions listed at the beginning of this section,

our proposed solutions are by no means complete. We can extend our work in Chapter
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2 by making the placement tool aware of the changes in the routing architecture.

Doing this will lead to better quality results and help in achieving timing closure

faster.

When we were developing our ideas presented in Chapter 3, there were other

efforts in the research community that dealt with process variations in the technology

mapping and placement phases of circuit design. We can combine all these research

efforts and present a single unified design flow to the FPGA community. Also, the

placement and routing algorithms are currently unaware of the ability to tune clock

skews. Further changes to the algorithms are needed to leverage this information to

achieve better quality results.

We plan to extend our work in Chapter 4 by exploring the effects of electrical

masking on transient error propagation in digital circuits. Our work currently ignores

this effect and we deal with worst case circuit reliability when performing optimiza-

tion. However, considering electrical masking will provide a better global view of the

problem and will open up new venues for optimization. Another interesting extension

is to incorporate reliability as an optimization criterion during physical design.

While we have developed a fast technique to estimate thermal stress in micro-

processors in Chapter 5, we have not performed task scheduling or floorplan opti-

mization. Future work in this area will include optimizing floorplans by using the

fast temperature estimation technique we have proposed. We also intend to explore

different task scheduling options to alleviate thermal stress. This in turn would lead

to reduced permanent failures.

In summary, we believe that the techniques we have proposed to address present

and future challenges in circuit design hold promise and we look forward to exploring

these topics in the future.
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