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Abstract

Genome-wide perturbation screens are a powerful tool to learn about biological systems.

They allow us to systematically delete or mutate individual genes or combinations of

genes, measure the impact of these perturbations, and learn how biological systems are

functionally organized. This has been powerfully demonstrated in the model organism

yeast, where all individual genes were knocked out, and the e�ect of gene deletion on

yeast was methodically studied. In the last decade, our lab has been involved in multi-

ple major e�orts to knock out combinations of genes in yeast and showed its e�cacy at

uncovering functional relationships between genes. In the past few years, many di�er-

ent groups (including ours) have been undertaking similar e�orts in human cells using

pooled CRISPR/Cas9 screening approaches. These endeavors have produced a wealth

of genome-wide perturbation datasets. In this dissertation, we focus on the develop-

ment of computational methods to benchmark and interpret genome-scale perturbation

datasets from yeast to humans.

We begin with a discussion of methods for interpreting higher-order genetic interac-

tions in yeast. We �rst extend this by exploring the impact of environmental perturba-

tion on genetic interactions using 14 di�erent chemical conditions. This study highlights

the robustness of the global reference genetic interaction network in yeast, as the func-

tional rewiring in the presence of changing environments is rare and less functionally

informative. Next, we describe methods for scoring high-throughput trigenic interaction

experiments in yeast. This method and associated software tool enables quanti�cation

of higher-order interactions involving triple mutant combinations and was used to map

the �rst large-scale network of higher-order interactions in any species.

The latter half of the thesis focuses on computational approaches for generating,

scoring, and interpreting the results of genome-wide perturbation screens in human

cells. One important aspect of this is to be able to systematically evaluate and com-

pare di�erent datasets and associated methods. To this end, we develop a method

named FLEX to interpret functional information in a CRISPR screen dataset and sys-

tematically compare di�erent competing datasets or methods. We employ FLEX on a
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genome-wide single knockout dataset, the DepMap data, and demonstrate that it re-

veals a major functional bias for mitochondrial genes, which we hypothesize is related

to protein stability. Another focus of our work on methods for interpreting CRISPR

screens is to develop approaches that can help to quantify the reproducibility of these

perturbation screens. Speci�cally, we developed a method called JEDER that estimates

error rates for CRISPR screens and establishes a way to evaluate replicated CRISPR

screens without knowledge of any external gold standard. We highlight the importance

of reporting relevant reproducibility metrics by demonstrating the increased di�culty

in reproducing di�erential e�ects (e.g. genetic interactions) as compared to primary

e�ects (e.g. single mutant �tness).

Given accurate methods for scoring and quality control of CRISPR screens, these

technologies can be applied to map large-scale genetic interaction maps for human cells.

In the �nal chapter, this thesis describes the results of our computational analysis of the

�rst genome-wide interaction network for human cells. We establish a set of genomic fea-

tures that relate to gene essentiality and evaluate how di�erent functional standards and

genomic or proteomic data relate to di�erent types of interactions. Finally, we summa-

rize di�erent functional neighborhoods and how well they are captured by the current

genetic interaction map and suggest approaches to drive future interaction screening

e�orts.
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Chapter 1

Introduction

Genome-wide perturbation screening allows investigation of genetic alternations and

their e�ect on the phenotype, leading to approaches to study biological systems. Sys-

tematic genetic perturbations can be performed at the gene level to study the e�ects of

individual genes, or study the e�ects of combinations of two genes (digenic e�ects), or

combinations of three or more genes, or the e�ects of varying environments or chemi-

cal backgrounds (Figure 1.1). The study of various types of perturbations can help us

understand the functional organization of biological systems [1, 2, 3, 4].

Saccharomyces cerevisiae, also known as budding yeast, has been used extensively

as a model organism to study genetic perturbations and how they can be used to un-

derstand biological systems. TheS. cerevisiaegenome has� 6000 protein-coding genes

[5], most of which were systematically deleted and a corresponding genome-wide dele-

tion collection was created [6, 7, 8]. This deletion collection has been used heavily to

study functions of individual genes including genes essential in di�erent environments

[7]. Later, to investigate the e�ects of combinations of gene pairs, technology such

as Synthetic Genetic Array (SGA) analysis [9, 10] was created where a query mutant

strain was crossed against a systematic collection of mutant strains (array) to e�ciently

construct double mutants with precise combinations of gene perturbations. Using this

approach, it became feasible to quantify and map the e�ect of every combination of

genes (e.g. genetic interactions), eventually leading to the creation of the �rst refer-

ence genetic interaction map for yeast [1, 2]. The reference genetic interaction map in

yeast has been highly in
uential and has paved the way for many other research studies

1
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[3, 11, 12, 13].

Figure 1.1: Types of genetic perturbations. Genetic perturbation may come
in many di�erent 
avors. If only one gene is perturbed/mutated at a time, it is a
single (G) perturbation. If more than one gene are perturbed simultaneously, it is a
higher-order (G*G, G*G*G, etc.) perturbation. Finally, if the perturbations happen
in changing background (e.g. chemical conditions), then it represents an environmental
(G*E, G*G*E, etc.) perturbation.

SGA for yeast was originally described in 2001, but similar studies in human cell

lines were not feasible until recently due to the greater di�culty in precise manipulation

of the human genome relative to yeast. However, with the advent of CRISPR/Cas9

technology [14, 15, 16, 17], it is now possible to perform e�cient genome-wide loss of

functions screens in humans. One of the largest such e�orts is the Cancer Dependency

Map project (called Depmap for short) [18, 19, 20], which focuses on single knockout

screens to identify speci�c genetic dependencies underlying diverse human cancer cell

lines. However, to map double knockout e�ects (e.g. genetic interactions) in humans,

an approach that systematically knocks out pairs of genes simultaneously is necessary.

Thus far, only a few small-scale e�orts have been undertaken on this front [21, 22]. In

this dissertation, we will describe computational approaches to support the �rst e�ort
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to construct double mutants in human cells on a large scale.

We develop di�erent computational methods to score, evaluate, and interpret genome-

wide perturbation screens, �rst in yeast and then in human cells. This chapter intro-

duces some fundamental concepts instrumental to understanding the topics of the main

chapters. In Section 1.1, we formally introduce the concept of gene essentiality and

genetic interactions. In section 1.2, we introduce higher-order interactions, such as,

triple genetic interactions and environmental genetic interactions. In Section 1.3, we

introduce genome editing using CRISPR/Cas9 and illustrate the approaches to per-

form CRISPR/Cas9 screening in yeast. Finally, in Section 1.4, we describe how pooled

CRISPR/Cas9 loss-of-function screens are performed in human cells. We introduce a

commonly used human single knockout data resource, the Cancer Dependency Map

(Depmap), and �nish by introducing the human genetic interaction dataset we have

created with experimental collaborators, which is the focus of the analysis in the latter

chapters of the thesis.

1.1 Gene essentiality and Genetic interactions

Only a small portion of the genes in most organisms' genomes are vital for survival or

reproduction ([6, 23]). The genes that are required for life are called essential genes.

Essential genes are usually enriched for core cellular processes, for example, DNA repli-

cation, transcription, translation, or core metabolic functions.

A yeast deletion collection was created using directed mutagenesis for almost all

yeast genes around 20 years ago [6, 7]. Using the deletion collection, all essential genes

in yeast were systematically identi�ed [7, 24]. The number of essential genes in yeast

varies considerably depending on the environmental condition, for example, on a rich

glucose medium, 1105 genes (18.7%) were found to be essential [7], whereas� 97% of

genes were deemed essential in at least one condition [24].

For human cell lines, a core-essential gene standard was created based on essentiality

in shRNA screens [25, 26]. Using a pooled shRNA screening approach and a library

targeting � 16,000 genes, screens were generated for 72 di�erent cancer cell lines. An

essentiality score was created per gene in every screen, and a gene was called essential

if it has a signi�cant essentiality score in at least 50% of the 72 cell lines [25]. This
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resulted in a list of 297 core-essential genes. Other studies have reported di�erent sets

of essential genes [26, 27, 28, 29].

Figure 1.2: Genetic interactions. Illustrated is the de�nition of a genetic interaction
assuming a multiplicative model [30]. Any deviation from the expected (dotted line)
double mutant (combined) e�ect of single mutant A and single mutant B leads to a
genetic interaction, either negative (blue) or positive (yellow).

A genetic interaction (GI) [30, 9, 31] is an unexpected phenotype that arises when a

perturbation in two genes, simultaneously, (Figure 1.2) results in more (or less) severe

e�ect than the expected combined e�ect of the individual single mutations. Genetic

interactions can be identi�ed using any measurable phenotype, but cell �tness (the rate

at which a cell can grow and divide to produce two daughter cells) is a frequently used

phenotype for studying genetic interactions. Focusing on �tness, a genetic interaction

can either be negative, when the combined e�ect of individual mutations is sicker than

expected, or positive when the combined e�ect is healthier than expected. For example,

if deletion/mutation of gene A has a �tness e�ect of 0.7 (assuming a wild-type �tness

e�ect = 1) and a mutation of another gene B has a �tness e�ect of 0.5, the expected

combined �tness e�ect (assuming a multiplicative model) is 0.35. Therefore, if we

observe a combined e�ect smaller than 0.35, we observe a negative genetic interaction;
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on the other hand, if we observe a combined e�ect larger than 0.35, we observe a positive

genetic interaction. An extreme case of negative interaction is called synthetic lethal,

in which case, the cells are dead (no e�ect).

1.2 Genetic interaction in yeast

Creation of the deletion mutant collection [6, 7] was instrumental in creating genome-

wide double mutants and computing genetic interaction in yeast. The �rst technology

that enabled large-scale study of genetic interaction in yeast (in any species really)

is the Synthetic Genetic Array (SGA) analysis [9, 10]. SGA allows for a cross of a

query gene deletion mutant against an entire array of haploid deletion mutants (either

nonessential deletion mutants or conditional alleles of essential genes), resulting in high-

throughput yeast double mutants. The �rst large-scale application of SGA crossed 132

query genes to an array of� 5000 viable haploid deletion mutants, resulting in a network

consisting � 1000 genes and� 4000 synthetic lethal/sick interactions [10]. At this point

the interactions were still binary in nature (no e�ect size).

Later applications of SGA created quantitative genetic interactions and also scaled

up the network by mapping almost all gene pairs in yeast [1, 2]. The �nal global

genetic interaction network map comprises� 350,000 positive and� 550,000 negative

interactions and is demonstrated to connect functionally related genes [2].

This global genetic interaction network [1, 2] was developed in a single environmental

condition (reference network). However, it has been widely known that changes in the

environment a�ect yeast genetics, for example, the make-up of essential gene changes

with changing environments [7, 24]. Also, genetic interaction maps are found to be

signi�cantly rewired in di�erent conditions [32, 33, 34, 35, 36, 37]. To assess the extent to

which the environment modulates the global genetic interaction network, using the SGA

approach, we created genetic interaction networks in multiple environmental conditions

and studied the rewiring of interactions in di�erent conditions as compared to the global

network. Details of the study are presented in Chapter 2.
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Additionally, the global genetic interaction map [2] only maps gene-gene pairs (di-

genic interactions), however, higher-order genetic interactions, for example, triple ge-

netic (trigenic) interactions, are also feasible. Figure 1.3 shows an example of a tri-

genic interaction where digenic interactions of combinations of mutants mtc1� mdy2�,

mtc1� sla1�, or sla1� mdy2� do not show any interactions, however a combination of

all three, mtc1� mdy2� sla1�, shows a negative trigenic interaction. About one-third

of the trigenic interactions discovered so far [12] are novel interactions (i.e. interactions

absent from the global reference network). Trigenic interactions are generally weaker

than digenic interactions, however, they are enriched for functional relationships. For

a complete understanding of the functional importance of genetic interactions, higher-

order interactions [38] should also be studied.

Figure 1.3: An example of a trigenic interaction (from [39]). Top, sample
cropped images of �nal � -SGA plates. The deletion of the array gene (sla1�) alone or
in combination with either one of the query genes (mtc1� or mdy2�) does not result in
any observable �tness defects. The triple mutant exhibits a severe growth defect, and as
such a strong negative trigenic interaction. Each mutant is represented in quadruplicate
on the array and is highlighted with a black box. Bottom, tetrad analysis con�rmation
for the negative trigenic interaction of mtc1� mdy2� sla1�.

1.3 Genome perturbation using CRISPR/Cas9

Much of the pioneering work on genetic interactions was done in yeast because the

genome is relatively easy to manipulate relative to human cells. However, these ap-

proaches are powerful means of understanding gene function, so there is substantial
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interest in scaling genome editing approaches to introduce genome-wide perturbations

in human cells. Genome manipulation in human cells has been substantially more di�-

cult than in yeast, but this has recently changed with the development of CRISPR/Cas9

technology [14, 15, 16, 40, 41, 42, 17]. The motivation for a CRISPR (Clustered Reg-

ularly Interspaced Short Palindromic Repeats)/Cas (CRISPR-associated) system came

from bacteria where a CRISPR/Cas loci encode RNA-guided adaptive immune systems

to target and degrade foreign DNA [43, 44, 45]. Since then, di�erent studies have cre-

ated the technology to engineer the protein (Cas protein) and RNA to perform in vitro

genome editing.

Two components are instrumental for CRISPR/Cas9 mediated genome engineering

- a single guide RNA [15] (sgRNA or gRNA), and a Cas9 protein [46, 47, 15, 48, 49]. The

guide RNA plays two di�erent roles in the engineering: 1) it activates the Cas9 protein

and 2) provides a 20-base sequence complementary to the target DNA and adjacent

to a protospacer adjacent motif (PAM). Cas9 is an endonuclease that creates a double-

stranded break on the DNA guided by the 20-base pair sequence of the sgRNA. Once the

double-stranded break is introduced, it is usually repaired [50] by non-homologous end

joining (NHEJ), an error-prone process that introduces insertions and deletions (indels),

often resulting in the inactivation of the gene. A variety of indels can be produced by

this process, and the resulting alleles are usually a mixture of complete knockouts (KO,

30-60%), partial loss of functions, wild-type alleles, and even altered functions. The role

of PAM in this process is vital, as, in the absence of it, even target sequence with 100%

complementarity fails to be recognized by Cas9 [51].

The process described above is particular to CRISPR/Cas9-mediated knockout [52,

53] in mammalian cells; however, with some modi�cations, this can be applied to other

types of genome modi�cations. For instance, to perform a CRISPR knockin (KI) [40]

experiment, during the �nal repair process, a repair template may be provided to

repair the double-stranded break using homology-directed repair (HDR). Two other

common applications of CRISPR/Cas9 are studying gene silencing through CRISPR

interference (CRISPRi) and gene expression through CRISPR activation (CRISPRa)

[54, 55, 56]. Both of these approaches employ a nuclease-deactivated version of Cas9

(dCas9); CRISPRi uses transcriptional repressors fused to dCas9 to suppress gene tran-

scription, whereas CRISPRa uses transcriptional activators fused to dCas9 to upregulate
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the expression of the target gene. As most of our works are focused on studying biology

through loss of function screening, we will be focusing on only CRISPR/Cas9 based

knockout screens.

Some of the �rst studies to perform genome-wide single perturbations (knockouts)

using CRISPR/Cas9 were published in 2014 [52, 53], however, by that time, yeast ge-

netics was already far more advanced. For example, most of the genetic interactions in

yeast were already mapped using arrayed screening technology, such as SGA [1]. Given

the e�cacy of the CRISPR/Cas9 system in human cells, some studies have explored

CRISPR/cas9 based genome editing in Yeast and compared it against traditional ap-

proaches [57, 58, 59, 60]. One of the major di�erences of CRISPR/Cas9 systems in yeast

from CRISPR/Cas9 systems in mammalian cells is that NHEJ is very rare in yeast and

therefore, HDR is used for genome editing. Also, o�-target e�ects are thought to be

more unlikely in yeast because of its small genome (which makes it easier to �nd high

con�dence target sequences) and lower NHEJ activity. However, use of CRISPR/Cas9

has been very limited in yeast genetic screens [61, 62], mainly due to the availability of

many genomic mutant collections at the time of the inception of CRISPR/Cas9 based

genome editing and the lack of su�cient genome-wide CRISPR/cas9 libraries for yeast.

In most use cases, CRISPR/Cas9 has been used to probe gene functions to examine

ORFs that are not part of the genomic mutant collection in yeast.

1.4 Genome-wide pooled CRISPR/Cas9 screening in hu-

man cells

Prior to CRISPR/Cas9, the primary method to create loss of function screens for mam-

malian cells was RNAi-based approaches. However, RNAi-based approaches have some

major limitations: (1) RNAi induces knockdown e�ects, typically resulting in reduced

gene function, but not complete knockouts, and (2) RNAi is prone to o�-target (false

positive) e�ects [42, 63].

On the other hand, CRISPR/Cas9 based knockout screens introduce complete knock-

outs and also reduce o�-target e�ects [63]. Genome-wide CRISPR/Cas9 knockout

screens are most often done in a pooled setting [64, 65, 66], where many di�erent cells

are infected with a genome-wide CRISPR knockout library (Figure 1.4). Usually, a low
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multiplicity of infection (MOI) is used to ensure that each cell only receives a unique

perturbation (guide RNA).

Figure 1.4: Genome-wide pooled CRISPR-cas9 screens (from [66]). Schematic
outline for the identi�cation of genetic interactions in co-isogenic HAP1 cell lines. FASN
knockout (KO) and wildtype parental cells are infected with a lentiviral genome-wide
CRISPR gene KO library (TKOv3) and gRNA abundance is determined using Illumina
sequencing of guide RNA (gRNA) sequences ampli�ed from extracted genomic DNA
from the starting cell population (T0) and end time point (day 18, T18) of the screen.

Figure 1.4 shows an example genome-wide pooled screening using the TKOv3 [65]

library on an isogenic HAP1 background. Both single-gene knockout and double gene

knockout screens are possible using this approach. For single-gene knockout, HAP1

parental wild-type (WT) cells are infected with a lentiviral genome-wide knockout guide

library (TKOv3 library) and the cells are allowed to grow for 18 days. The abundance of

guide RNA is collected at days T18 and T0, and their relative abundance (fold-change)

is measured. Usually logarithm of fold-change (log fold-change, log FC, or LFC) is used

as a �tness measurement for single knockout screens. For the double knockout screening,

prior to infection, a stable second gene (FASN in Figure 1.4) knockout is introduced. A

MOI of � 0.3 is used in all cases.
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1.4.1 Cancer Dependency Map (Depmap)

One of the major e�orts on the large-scale single knockout loss of function screening

is the Cancer Dependency Map (Depmap) [67, 18, 19] project. The Depmap project

aims to systematically identify cancer vulnerabilities by performing genome-wide loss of

function screens in a large number of well-annotated cancer cell lines. Depmap project

initially employed RNAi as the tool to generate loss of functions [67], but later moved on

to CRISPR/Cas9 as the preferred choice of genome editing [18, 19]. One of the major

problems of genome-wide knockouts in cancer cell lines is that the copy number of the

region targeted by CRISPR/Cas9 results in multiple DNA double-stranded-breaks. This

confounds the real e�ect for the genes in that region (higher dropout for genes from the

ampli�ed region). The copy number issue has been addressed and a subsequent copy

number corrected single knockout e�ect has been quanti�ed as Ceres score (essentiality

score) [18]. The very recent versions of the Ceres scores employ additional normalization

and pre-processing approaches [19].

The experimental protocol used by the Depmap project is similar to the single knock-

out screening from Figure 1.4, the major di�erence being the background used, which

for Depmap dataset is not isogenic, but heterogeneous cancer cell lines. The most recent

Depmap dataset used in this dissertation, Depmap 20q2 [28], currently contains 18,119

genes and 769 screens (cancer cell lines), and is conducted by the BROAD institute.

There is a parallel Depmap e�ort driven by the Sanger institute [68, 69] that we use in

Chapter 4. However, unless otherwise speci�ed, when we mention the Depmap e�ort,

we refer to the Depmap dataset created by the BROAD institute[28].

1.4.2 Human Genetic Interaction Network

One of our main goals on the human screening front is to create a genetic interaction

map similar to what our lab and the collaborators did for yeast genetics [1, 2]. This

is a signi�cantly di�erent challenge than the one being solved by the Depmap e�orts,

as Depmap screens primarily measure the e�ect of single gene deletions (knockouts).

The development of a genetic interaction map would require us to conduct genome-wide

CRISPR/Cas9 knockouts on speci�c query mutant backgrounds. Done systematically,

this leads to many double mutant knockouts and then we can quantify the e�ects of
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double mutations and compare them against single mutation screens to compute genetic

interaction scores.

We have been working on a project using this strategy with our experimental col-

laborators over the past several years, focusing on completing screens in the HAP1 cell

line. Using the approach delineated in Figure 1.4, we conduct many double knockout

screens, and compute LFC e�ects (Figure 1.4) for all double knockout and single knock-

out screens at the guide RNA level. We then apply a series of normalization steps and

statistical tests to generate gene-level quantitative genetic interaction (qGI/GI) scores

and associated false discovery rates (FDR) (Figure 1.5).

We use the TKOv3 library [65] to generate all the screens. The library currently has

� 78K guide RNAs targeting � 18,000 protein coding genes. To generate double mutant

screens, we selected 180 di�erent query mutant backgrounds and conducted double

mutant screens in triplicates. This dataset allows us to analyze a genetic interaction

space of more than 3 million gene pairs. To support this e�ort, we created a number of

computational approaches, some of which form the focus of latter chapters in the thesis

(Chapter 4, 5, 6).

1.5 Dissertation Focus

Genome-wide loss of function perturbation studies have been extremely valuable in

connecting phenotypes to genotypes. In this dissertation, we explore di�erent types

of perturbation studies in yeast and then in humans, and create methods to quantify,

evaluate and interpret the e�ect of perturbations.

The genetic interaction reference map in yeast has been widely successful in mapping

functions based on comprehensive mapping of negative and positive genetic interactions,

however, there are still scopes to expand this reference network by studying the impact

of the environment on genetic interactions. In chapter 2, using 14 di�erent environ-

mental conditions, we study the impact of the environment on the genetic network. We

characterize instances of rewiring of genetic interactions between the reference condition

and several new environmental conditions. We demonstrate that the reference genetic

interaction network is robust to environmental perturbation and therefore, the amount

of rewiring is minimal, and the interactions revealed in new conditions tend to connect
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Figure 1.5: Quantifying Genetic Interactions from pooled screens (from
[66]). Schematic outline for scoring quantitative genetic interactions (qGI) across co-
isogenic query cell lines. First, thelog2 fold-change (LFC) for each gRNA comparing
sequence abundance at the starting (T0) and end time point (T18) in a given query KO
or wildtype (WT) cell population are computed. Di�erential LFC for each gRNA are
then estimated by comparing its LFC in WT and query KO cells. A series of normal-
ization steps and statistical tests are applied to these data to generate gene-level qGI
scores and false discovery rates (see Methods). The LFC scatterplot (bottom left graph)
visualizes di�erential �tness defects in a speci�c query KO and WT cells, whereas the
volcano plot (bottom right graph) visualizes qGI scores for a speci�c query.
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more functionally distant gene pairs.

Another area on which the yeast reference genetic network can be expanded is the

study of higher-order interactions. Previous studies in yeast have shown that triple

mutant genetic interactions introduce new interactions that are similarly functionally

informative to digenic interactions [12]. In chapter 3, we describe a protocol for scoring

triple genetic interactions. This includes automating the software tool for genome-wide

scoring of trigenic interaction, unit tests for verifying correct operations, documentation

and test datasets for the software, and �nally, step-by-step instructions for running the

software.

Given the power of genetic interactions in yeast and the collective expertise of our

research team, our broader goal has been to translate the knowledge of computational

and experimental approaches for mapping and analysis of genetic interactions to study

human biology, which is now possible given the availability of new scalable and precise

CRISPR/Cas9 editing approaches. With the goal of creating a reference genetic inter-

action map in human HAP1 cells, our experimental collaborators started experiments

to generate single and double knockout screens to enable the identi�cation of genetic

interactions. Our attempts to analyze the data from these experiments have motivated

the development of multiple new computational tools required to gain insights from and

better interpret these CRISPR screen data. One of the �rst tools we created for the

human GIN is the FLEX project described in chapter 4. We created FLEX to evaluate

a single dataset or scoring method, or provide comparative benchmarking of multiple

di�erent datasets or scoring methods. We describe new metrics and visualizations in

this chapter that allowed us to e�ciently and comprehensively quantify the amount

of functional information captured in a given CRISPR screen dataset. We employed

FLEX to compare di�erent methods designed to improve the Ceres scores from Depmap

data, systematically compared the methods, and revealed their individual strengths and

weaknesses. We also demonstrated a mitochondrial complex-related functional bias in

the Depmap data and connected this bias to screen timing and protein stability e�ects.

FLEX can be used to evaluate and interpret any genome-wide perturbation screens or

corresponding scoring method.

Even though CRISPR/Cas9 screens improve considerably upon their predecessor,

RNAi-based screening approaches, they still have associated false positives and false
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negatives. However, to date, there has not been a systematic study measuring the

false-positive rates (FPR) and false-negative rates (FNR) for single knockout e�ects or

di�erential e�ects from CRISPR screens. In chapter 5, we describe an MCMC-based

approach named JEDER, which enables the direct estimation of reproducibility metrics

from a large collection of replicate CRISPR screens. We present the �rst independent

estimates of CRISPR screen reproducibility that do not rely on an external gold standard

for both single mutant e�ects and double mutant interaction calls. We also demonstrate

the utility of JEDER through its application to our HAP1 genetic interaction dataset for

the purposes of selecting cuto�s for downstream network analyses. We expect JEDER

to be useful for a variety of screening approaches, especially new technologies where we

do not have a good idea of error rates or where external datasets are unavailable for

evaluation.

Finally, using the single and double mutant screens in human HAP1 cells generated

by our experimental collaborators, we have scored quantitative genetic interactions, rep-

resenting the �rst large-scale survey of genetic interactions for human cells. In chapter

6, we present a series of analyses conducted to evaluate and interpret these interactions.

We de�ne an essential gene set for HAP1 cells using a random forest-based approach and

evaluate the properties of essential versus non-essential genes and �nd several relevant

features that distinguish them. We also report several �ndings related to the proper-

ties of genetic interactions and compare them to the previously reported properties of

the yeast genetic interaction network. We expect that the human genetic interaction

network, and results gained from our analysis of it, will serve as a reference for many

human systems biology studies in the future.

Finally, we conclude the thesis by summarizing our work in Chapter 7. We describe

potential extensions of methods, future directions, and some of the open questions in

the �eld and provide suggestions on how to address those in future works.



Chapter 2

Environmental robustness of the

global yeast genetic interaction

network

2.1 Overview

Phenotypes associated with genetic variants can be altered by interactions with other

genetic variants (GxG), with the environment (GxE), or both (GxGxE). Yeast genetic

interactions have been mapped on a global scale, but the environmental in
uence on

the plasticity of genetic networks has not been examined systematically. To assess envi-

ronmental rewiring of genetic networks, we examined 14 diverse conditions and scored

30,000 functionally representative yeast gene pairs for dynamic, di�erential interactions.

Di�erent conditions revealed novel di�erential interactions, which often uncovered new

functional connections between distantly related gene pairs. However, the majority of

observed genetic interactions remained unchanged in di�erent conditions, suggesting

that the global yeast genetic interaction network is robust to environmental perturba-

tion and captures the fundamental functional architecture of a eukaryotic cell.

This work has recently been published inScience [11] and I am one of the co-�rst

authors of the manuscript. My contribution in this project is to quantify single mutant

15
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�tness using software previously developed by Elizabeth N. Koch, to score genetic in-

teractions in di�erent drug conditions by modifying the SGA pipeline with input from

Chad L. Myers, and to investigate and analyze rewiring in genetic interaction network.

This project was conceived and coordinated by Michael Costanzo, Chad L. Myers,

Charles Boone, and Brenda Andrews. Vincent Messier, Bryan-Joseph San Luis and

Emira Shuteriqi performed genetic interaction experiments. Jing Hou, Vincent Messier,

Justin Nelson, Benjamin VanderSluis, Wen Wang, Carles Pons, Catherine Ross, Matej

U�saj, Elizabeth N. Koch and Patrick Aloy analyzed the data. Michael Costanzo, Jing

Hou, Chad L. Myers, Charles Boone and Brenda Andrews prepared the manuscript.

Majority of the content of this chapter are taken from the manuscript directly. Ad-

ditionally, I have added a subsection in Results section named \Robustness of genetic

interaction pro�le similarity network", a corresponding table and supplementary �gure,

and a subsection in methods named \Within-complex pro�le similarity analysis" to pro-

vide some details on protein complex rewiring between reference network and condition

network which was not highlighted in the manuscript due to space constraints.

2.2 Introduction

Genetic interactions are identi�ed when two or more di�erent gene variants combine to

cause an unusual phenotype that deviates from a model based on the combined e�ects

of the corresponding single variant phenotypes [3]. Digenic or gene-by-gene (GxG)

interactions appear to underlie diverse and fundamental aspects of biology, including

the relationship between genotype and phenotype, the evolution of sexual reproduction,

and speciation [70, 71, 72, 73, 12]. The phenotype associated with genetic variants

can also be modulated by environmental factors, including growth conditions, age, cell

type, or microbe exposure, giving rise to gene-by-environment (GxE) interactions, or

gene-by-gene-by-environment (GxGxE) interactions if a genetic interaction is modi�ed.

Eukaryotic genomes contain thousands of di�erent genes, millions of possible genetic

interactions and function in many environmental contexts, meaning that our ability

to explore the extent to which genetic interactions contribute to trait heritability is a

major combinatorial and statistical challenge [71].

E�orts to address this challenge have involved the systematic mapping of genetic
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interactions in accessible model systems, primarily the budding yeast, Saccharomyces

cerevisiae. Large-scale application of an automated genetic approach, Synthetic Genetic

Array (SGA) analysis, enabled the majority of all possible gene pairs to be tested

for negative and positive genetic interactions [9, 10]. A negative genetic interaction

corresponds to a synthetic lethal or sick interaction when a double mutant shows a

�tness defect greater than the expected e�ect of the combined single mutant �tness

phenotypes. Conversely, a positive genetic interaction is scored in a double mutant that

grows better than expected [30]. Genetic suppression represents an extreme type of

positive interaction, where the double mutant �tness phenotype is greater than that

of the least �t single mutant [74]. The resultant global digenic interaction network

comprises� 350,000 positive and� 550,000 negative interactions, which tend to connect

pairs of functionally related genes [2, 1]. Genes encoding members of the same biological

pathway or protein complex often share similar patterns or pro�les of negative and

positive genetic interactions, and a global network clusters genes with similar genetic

interaction pro�les together into a hierarchy of organized modules, corresponding to

protein complexes/pathways, biological processes and cellular compartments, revealing

the functional architecture of a eukaryotic cell (Figure 2.1A) [2, 1].

The reference yeast genetic network was mapped in a single genetic background in

a speci�c reference condition. The phenotypes of both single and double mutant cells

can be modulated by the environment, which leads to GxE and more complex GxGxE

interactions. For example, subsets of functionally biased yeast genes have been surveyed

in response to several di�erent environmental conditions, and condition-speci�c genetic

interactions have been identi�ed [32, 33, 34, 35, 36, 37]. However, given the focus so far

on speci�c bioprocesses, such as DNA repair, the plasticity of genetic networks across a

broad array of environmental conditions remains unclear. Here, we systematically assess

GxE and GxGxE e�ects in the context of the structure and topology of the global yeast

genetic interaction network. This powerful model system allows us to assess the extent

to which the environment modulates genetic interactions to in
uence the overall genetic

landscape of a cell and provides important insights into the utility of genetic network

reference maps.
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Figure 2.1: A di�erential single mutant �tness catalog. (A) A global genetic
pro�le similarity network encompassing most nonessential and essential yeast genes [2].
The similarity network was annotated using Spatial Analysis of Functional Enrichment
(SAFE) [75], identifying network regions enriched for similar GO biological process
terms, which are color-coded. (B) Conditions and query genes selected for this study.
Location of each query gene on the global genetic interaction pro�le similarity network
is indicated. Bioprocesses targeted by selected bioactive compounds are also shown.
(C) Regions of the global similarity network signi�cantly enriched for genes exhibiting
di�erential single mutant �tness defects in Benomyl. (D) Regions of the global similar-
ity network signi�cantly enriched for genes exhibiting di�erential single mutant �tness
defects in Monensin. For both (C) and (D), regions of the global similarity network sig-
ni�cantly enriched for genes exhibiting negative di�erential �tness defects were mapped
using SAFE. Examples of genes located in the most enriched regions are indicated in
blue.
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2.3 Results

2.3.1 Single mutant �tness and gene-environment interactions

Quantitative analysis of digenic interactions depends on accurate assessment of single

and double mutant phenotypes [76]. Therefore, to accurately measure the e�ect of

environment on the yeast genetic network, a baseline of quantitative measurements of

condition-speci�c e�ects on single mutant �tness (GxE interactions) is required. To

identify GxE interactions in the context of an SGA screen, we subjected an array of

single mutants to SGA analysis using a neutral (control) \query" locus and assessed

colony size following growth in di�erent conditions. We examined 14 diverse conditions,

including an alternative carbon source, osmotic stress, genotoxic stress and 11 bioactive

compounds that target distinct yeast biological processes within the global genetic in-

teraction pro�le similarity network (Figure 2.1A,B). Relative �tness measurements were

obtained for 3,704 viable deletion mutant strains and 782 temperature-sensitive (TS)

alleles, corresponding to 553 essential genes, both in the reference SGA condition and

in each of the 14 diverse conditions [77, 6, 78, 79].

To identify GxE interactions from our single mutant �tness measurements, we calcu-

lated a di�erential �tness score for each mutant by measuring the di�erence between mu-

tant �tness in the reference condition versus each of the 14 conditions (Figure A.1A)[79].

More than half of all the genes that we examined (59%) were associated with a signi�-

cant di�erential single mutant �tness defect (P < 0.05, di�erential �tness score < -0.08)

(see Method Summary and [79] for details) in at least one condition (Figure A.1B).

The union of all genes that displayed �tness defects in each condition revealed that 6 to

8 conditions identi�ed the majority of unique genes associated with condition-speci�c

growth defects (Figure A.1C). Additional conditions captured relatively few new genes,

perhaps because di�erent conditions can lead to a similar stress response [80]. Thus,

our set of 14 conditions a�ects a wide range of functionally diverse genes and should be

useful for exploring how di�erent environments impact overall structure and topology

of the global genetic interaction network.

The total number of strains with detectable di�erential �tness defects in a sin-

gle condition ranged from � 250 (4.5%) to � 1,200 (22%), with the largest number of

condition-speci�c �tness defects observed in the presence of Benomyl, a microtubule
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depolymerizing agent (Figure A.1D). Stronger negative di�erential �tness scores were

associated with genes encoding known targets of compounds (Figure A.1A). More gen-

erally, genes with di�erential �tness defects in a particular growth condition were often

involved in a speci�c function perturbed by the corresponding growth condition [77].

For example, in Benomyl, numerous genes involved in mitosis or DNA replication and

repair were enriched for di�erential �tness defects (Figure 2.1C) [77]. A number of

genes involved in mRNA processing also displayed �tness defects in Benomyl, which

may re
ect that genes encoding a-tubulin, TUB1 and TUB3, are among the relatively

few yeast genes with introns (Figure 2.1C) [77, 81]. In contrast, the di�erential �tness

defects in Monensin, an intracellular tra�c inhibitor [82], were most enriched among

genes involved in vesicle tra�cking, glycosylation, and cell wall biosynthesis (Figure

2.1D)[77].

Some mutants (1,083) had positive di�erential �tness scores, indicating better growth

relative to a wild-type strain in a particular condition compared to the corresponding

mutant growth relative to wild-type in the reference condition (Figure A.1A, B, D). For

example, although all strains, including wild type, grew more slowly in the presence of

the proteasome inhibitor, Bortezomib, strains carrying TS alleles of essential genes were

enriched among the set of mutant strains that showed positive di�erential �tness scores

in this condition (Figure A.2A; P < 10� 27, Fisher's exact test). This �nding mirrors a

previous observation from analysis of the global genetic interaction network where hy-

pomorphic alleles of proteasome genes show positive genetic interactions, which likely

re
ects reduced degradation of the products of TS alleles, providing a growth advan-

tage [2]. Similarly, � 6-fold more TS alleles showed positive di�erential �tness, relative

to those with a negative di�erential �tness, when grown in sorbitol, which may re
ect

a general e�ect of increased intracellular osmolarity (Figure A.2B; P < 10� 13, Fisher's

exact test)[83]. In contrast, TS alleles of essential genes were depleted for positive dif-

ferential �tness e�ects in certain conditions, including growth in the presence of the

HSP90 inhibitor, Geldanamycin (Figure A.2A; P < 10� 4, Fisher's exact test). This

suggests that the �tness of di�erent TS mutants is dependent on HSP90 activity, which

is consistent with the known role of HSP90 as a phenotypic capacitor [2, 84, 85, 86].

Finally, we compiled a list of � 350 dynamic, \condition-responsive" genes, corre-

sponding to the top � 5% of all tested genes based on the number of conditions in which
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they showed either a signi�cant positive di�erential �tness score in 2 or more conditions

or a signi�cant negative di�erential �tness score in 4 or more conditions [77]. Consis-

tent with our �ndings, condition-responsive genes identi�ed in our assay were also often

sensitive to multiple chemicals when assayed as homozygous gene deletion mutants (Fig-

ure A.2C; 2.7-fold, P < 10� 12, Fisher's exact test)[87]. Moreover, condition-responsive

genes were more likely to be essential or to have a signi�cant growth phenotype as a

deletion mutant in the reference condition, were often highly connected on the global

yeast genetic interaction network, and often encode highly conserved, multifunctional

proteins (Figure A.2D).

2.3.2 Mapping genetic interactions across di�erent environments

Our systematic assessment of GxE interactions involving single mutants provides a

foundation for comprehensive analysis of how genetic interactions are modulated by

environment (GxGxE interactions). To do this, we took advantage of a diagnostic array

used previously to survey complex, trigenic interaction networks [12, 77]. This array

consists of � 1,200 strains, comprising� 1,000 nonessential gene deletion mutants and

� 200 TS alleles of essential genes, spanning� 20% of all yeast genes and representing

the functional breadth of the yeast genome [12, 77]. We note that mutant strains

included on the diagnostic array exhibited a range of �tness defects and are generally

representative of the genome-wide distribution of di�erential single mutant �tness e�ects

([77]. For condition-speci�c genetic interaction analysis, we selected 26 query genes, each

of which shows a substantial number of genetic interactions in the global network [2]

and a functionally coherent genetic interaction pro�le that localizes the query gene to a

speci�c biological process cluster on the reference genetic interaction similarity network

(Figure 2.1B).

We crossed the 26 query strains to the diagnostic mutant array resulting in� 30,000

unique double mutant strains, which were each assessed for environmental modulation

of genetic interactions in all 14 conditions. To measure condition-dependent genetic in-

teractions, every double mutant array generated from a single query gene was screened

3 times. One copy was grown in the standard SGA condition, while the two other copies

were each grown in di�erent conditional media (Figure A.3). This con�guration pro-

vided a matched reference control for every condition, which facilitated normalization
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of systematic experimental artifacts and improved accuracy of condition-speci�c genetic

interaction measurements [88]. The entire screening pipeline was repeated twice, pro-

viding two independent biological replicates for every query gene in every test condition,

each one with 4 separate double mutant colonies (8 tests of each double mutant per con-

dition), and 14 independent biological replicates of each query screen in the standard

reference SGA condition [79].

Negative and positive genetic interactions were quanti�ed as previously described

[76]. We identi�ed an average of � 2,100 negative and� 1,400 positive genetic interac-

tions on the basis of 14 biological replicate screens performed in the standard, reference

condition, at an intermediate con�dence threshold. A similar number of gene pairs

exhibited a genetic interaction in any single test condition, with an average of� 2,150

negative and � 1,500 positive genetic interactions identi�ed per condition.Our genetic

interaction measurements were reproducible, and those interactions identi�ed in the ref-

erence condition in this study overlapped substantially with interactions derived from

our previous genome-wide study. Comparison of the overlap of genetic interaction pro-

�les between a speci�c condition screen and its matched control to that seen with an

unmatched control suggested that comparison to a matched reference provides the nec-

essary sensitivity to detect rare condition speci�c interactions, consistent with previous

studies [88].

2.3.3 Quantifying and classifying di�erential interactions

To discover di�erential or GxGxE interactions in our scored data, we quanti�ed the

di�erence between genetic interaction scores derived from each conditional screen and

its corresponding matched reference (Figure A.3) [79]. We scored a di�erential negative

interaction when a genetic interaction score observed in a particular condition was

less than the genetic interaction score measured in the corresponding reference control.

Conversely, a genetic interaction that was stronger in a given condition compared to the

matched reference control was scored as a di�erential positive interaction. Analysis of

biological replicates con�rmed the reproducibility of di�erential interaction scores and

enabled scoring of dynamic, di�erential genetic interactions while controlling for the

false discovery rate.
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Figure 2.2: Classi�cation of di�erential interactions. (A) (i) Scatter plot of
genetic interaction scores between the reference condition (x-axis) and Benomyl-treated
screens (y-axis). Gene pairs with signi�cant di�erential negative (blue) or di�erential
positive (yellow) interactions are indicated. Schematic examples of di�erential negative
interactions from each class are indicated by a letter (a-e) on the scatter plot are shown
in (ii); (ii) Schematic illustration of di�erent classes of di�erential negative interactions.
Speci�c classes of di�erential negative interactions are indicated and colored in shades
of blue. Speci�c classes of di�erential positive interactions are indicated and colored
in shades of yellow. (B) The number of genetic and di�erential interactions denti�ed
from SGA screens performed in Benomyl and in the reference condition. The fraction
of signi�cant reference condition genetic interactions that do not exhibit a signi�cant
di�erential interaction are shown in black. The fraction of di�erential interactions is
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shown in grey and white. The outer black and grey rings indicate the size of the reference
and di�erential interaction networks mapped in the reference and Benomyl conditions,
respectively (inset). The larger chart summarizes the total number of negative and
positive Benomyl di�erential genetic interactions identi�ed at an intermediate score
threshold. The fraction of negative and positive interactions classi�ed as reversed, novel,
modi�ed or masked is indicated. Speci�c classes of di�erential negative interactions
are indicated and colored in shades of blue. Speci�c classes of di�erential positive
interactions are indicated and colored in shades of yellow. Examples of gene pairs
in each interaction subclass along with their corresponding reference, condition and
di�erential genetic interaction scores are shown.

The Benomyl screen showed the largest number of di�erential, condition-speci�c �t-

ness defects and genetic interactions, providing a rich context for developing a general

scheme for de�ning various classes of di�erential interactions. We measured Beno-

myl di�erential interactions as described above, adopting an intermediate con�dence

threshold (jej > 0.08, P < 0.05) (Figure 2.2A, left panel). In total, we identi�ed 1,367

di�erential interactions in Benomyl, which was � 3-fold less than the 3,845 genetic inter-

actions identi�ed in the matched reference condition (Figure 2.2B). Thus, the majority

of the genetic interactions observed in the reference condition were also observed in the

presence of Benomyl. To determine if the prevalence of Benomyl di�erential interac-

tions derived from the diagnostic array was generalizable to the whole genome, we also

screened the same set of 26 SGA query mutant strains against the complete collection

of nonessential gene deletion mutants and essential gene TS alleles, in the absence or

presence of Benomyl. This analysis also revealed� 3-fold fewer di�erential interactions

relative to genetic interactions indicating that trends observed with the diagnostic array

accurately re
ect an unbiased genome-scale analysis.

In an e�ort to discover what new functional information might be associated with

di�erential interactions, we divided them into four classes: reversed, modi�ed, masked

and novel [77, 79]. These classes of di�erential interactions can be depicted schemati-

cally for those with either negative (Figure 2.2A, right panel) or positive scores. The

reversed class was the rarest and included gene pairs that showed signi�cant but op-

posite genetic interactions in a condition versus the matched reference, accounting for

less than 1% of all Benomyl di�erential interactions (Figure 2.2B). Often these di�eren-

tials involved at least one relatively weak interaction, which means they are likely more
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prone to false positives and false negatives. Thus, the sign of a �tness-based genetic

interaction does not frequently change in an altered environment. The remaining classes

were roughly equivalent in size and accounted for the majority (> 99%) of all Benomyl

di�erential interactions (Figure 2.2B) [77]. We identi�ed 538 (538/1,367; � 39%) novel

di�erential interactions, which were not observed as genetic interactions in the reference

network. The remaining (829/1,367; � 61%) di�erential interactions were either mod-

i�ed or masked, meaning that they were scored as genetic interactions in a particular

condition as well as in the reference control, but di�ered in relative strength, and thus

were modulated by the environment. Genome-wide analysis revealed similar fractions

of modi�ed, masked and novel Benomyl di�erential interactions.

Analysis of speci�c examples of modi�ed di�erential interactions from the Benomyl

screens revealed that modi�ed di�erential interactions could arise in two ways (Figure

2.2A). First, a genetic interaction detected in the reference network may be exacer-

bated in a speci�c condition, resulting in a signi�cant di�erential score. For example,

a negative genetic interaction between MYO2 and DYN2 was stronger in Benomyl,

re
ecting the importance of these two motor proteins in nuclear positioning and spin-

dle orientation, especially when microtubule function is compromised (Figure 2.2B). In

another example, a positive genetic interaction between the proteasome gene, RPN12,

and TCP1, which encodes an essential subunit of the chaperonin-containing Tcomplex

involved in tubulin folding (Figure 2.2B), was enhanced in the presence of Benomyl. In

this case, compromising proteasome function may impair the degradation of the TCP1

TS allele product, which is particularly important in the presence of Benomyl.

Second, a negative di�erential score may arise when a positive genetic interaction in

the reference network is weakened in a speci�c condition (Figure 2.2A). For example,

a positive genetic interaction between GIM3 and RPN12, which encode subunits of

the Prefoldin chaperone complex and the 19S proteasome, respectively, was weaker

in the presence of Benomyl, resulting in a negative di�erential score (Figure 2.2B).

Similarly, a positive di�erential score can result from a condition-speci�c change in

magnitude of a negative genetic interaction. For example, in the reference condition,

GIM3, which is involved in tubulin folding, showed a relatively strong negative genetic

interaction with DAD1, an essential kinetochore gene (Figure 2.2B). In Benomyl, the

GIM3-DAD1 negative genetic interaction was signi�cant but much weaker, resulting
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in a di�erential positive interaction (Figure 2.2B), which may re
ect that Benomyl

perturbs the microtubule cytoskeleton in a manner that encompasses the cell physiology

associated with the GIM3-DAD1 interaction.

We also categorized a speci�c subset of modi�ed di�erential interactions, which we

call `masked', where positive or negative genetic interactions were only identi�ed in the

reference condition (Figure 2.2A). For example, while a negative genetic interaction was

scored in the reference condition for GIM3 and TUB3, which encodes alpha-tubulin, no

genetic interaction was observed in the presence of Benomyl, leading to a GIM3-TUB3

di�erential positive interaction (Figure 2.2B). Positive genetic interactions scored in the

reference condition can also be masked. For example, a positive genetic interaction

between the yeast actin gene, ACT1, and the microtubule motor encoding gene, KAR3,

was no longer detectable in Benomyl, leading to an ACT1-KAR3 di�erential negative

interaction (Figure 2.2B).

Although relatively rare, novel di�erential interactions are particularly interesting

because they are revealed only in a speci�c condition but not in the reference condition,

and thus should re
ect functional links between genes that are driven by condition-

dependent cellular physiology (Figure 2.2A). For example, we identi�ed a novel negative

di�erential interaction between DSN1 and KIP3 in Benomyl highlighting a functional

link between the kinetochore and a microtubule motor protein involved in spindle as-

sembly (Figure 2.2B).

2.3.4 Multiple environments, di�erential interactions, and the refer-

ence genetic network

We applied our scoring and classi�cation system for di�erential genetic interactions,

described above, to all 14 conditions surveyed. On average, less than 3% of all gene

pairs tested in any given condition showed a di�erential interaction as compared to

� 13% of all gene pairs that exhibited a genetic interaction in the reference condition,

consistent with the percent of overlapping gene pairs that show a genetic interaction

in the context of a genome-wide study [2, 77]. Comparison of negative interactions,

in particular, revealed a striking di�erence where � 1% of tested gene pairs exhibited

a signi�cant di�erential negative interaction, relative to � 8% of all gene pairs that

showed a negative genetic interaction in any single condition tested (Figure 2.3A) [77].
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Figure 2.3: The relative contribution of reference genetic interactions and
di�erential interactions to the yeast genetic network. (A) Box plots showing
the distribution of negative genetic and di�erential negative interaction density (total
number of interactions/total gene pairs tested) per condition and per query mutant
screened. The dotted line indicates the average genetic interaction density for the
same set of array genes in the global genetic interaction network [2]. (B) The average
fraction of genetic and di�erential interactions identi�ed from SGA screens performed
in the reference and one additional condition. The fraction of signi�cant reference
condition genetic interactions that do not exhibit a signi�cant di�erential interaction
are shown in black. Modi�ed and masked di�erential interactions, which overlap with
interactions identi�ed in the reference condition, and novel di�erential interactions are
indicated. The outer black and grey rings indicate the average size of the reference
and di�erential interaction networks mapped for one additional condition, respectively.
The colored diagram summarizes the total number of negative and positive di�erential
genetic interactions identi�ed at an intermediate score threshold from analysis of 14
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di�erent test conditions. The fraction of negative (shades of blue) and positive (shades
of yellow) interactions classi�ed as reversed, novel, modi�ed or masked is indicated.
(C) Distribution of negative genetic interaction scores (light blue) and novel di�erential
negative interaction scores (dark blue). (D) The number of novel di�erential interactions
identi�ed per condition using di�erent reference genetic interaction networks. Reference
networks were de�ned by exhaustively sampling all possible combinations from 1 to
14 biological replicate screens. The maximum number of novel di�erential interactions
based on comparison to a single matched reference network for each condition is shown in
dark blue. The minimum number of novel di�erential interactions based on comparison
to a saturated reference network that combines all 14 replicates (union) is shown in light
blue. The number of novel interactions based on comparison to a consensus MCMC-
derived reference network [79] is also indicated (open circles). Vertical bars indicate the
median number of novel di�erential interactions across all possible reference network
combinations.

Importantly, two-thirds of all di�erential interactions were classi�ed as modi�ed or

masked because they overlapped a genetic interaction in the reference condition (Figure

2.3B). On average, modi�ed and masked di�erential interactions from a single condition

accounted for � 14% of all genetic interactions in the reference network (Figure 2.3B).

Depending on the condition, we estimate that between� 5-24% of genetic interactions

detected in a reference genetic network can be modulated in a di�erent environment.

Novel di�erential interactions provide a direct estimate of the additional functional

information that di�erent environments can contribute to a genetic network. On av-

erage, when compared to a matched reference control,� 7% of genetic interactions

identi�ed in a single condition were classi�ed as novel di�erential interactions (Figure

2.3B) [77]. Thus, the vast majority ( � 93%) of the genetic interactions mapped in dif-

ferent environmental conditions were also on the reference network. Novel di�erential

negative interactions were also signi�cantly weaker in magnitude compared to genetic

interactions measured in the reference condition (Figure 2.3C). Detailed analysis of pre-

viously reported di�erential interaction networks [33, 34, 36] con�rmed that di�erential

interactions, in particular, novel di�erential interactions, were much less abundant than

genetic interactions.

It is critical to account for the false negative rate associated with high-throughput

genetic interaction screens because failure to detect a true reference condition genetic
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interaction can be mistakenly classi�ed as a novel di�erential interaction. We applied a

Markov Chain Monte Carlo (MCMC)-modelling approach to generate a robust consen-

sus set of negative and positive reference condition genetic interactions for each of the 26

SGA query genes based on the collection of 14 independent, biological replicate screens

[79]. The resultant consensus genetic interaction pro�les were used as a gold-standard

to estimate false discovery and false negative rates at de�ned con�dence thresholds [77].

From analysis of reference condition replicate screens, we estimated false negative rates

of 39% and 52% for negative and positive genetic interactions, respectively [79]. In the

case of Benomyl, we mapped 538 novel di�erential interactions when compared to a

reference condition network derived from a single, matched control (Figure 2.3D). How-

ever, a more rigorous comparison of Benomyl genetic interactions versus the MCMC

consensus reference genetic interaction pro�le identi�ed 454 novel di�erential interac-

tions or � 15% fewer interactions than comparison to a matched control screen (Figure

2.3D). A third comparison using a saturated reference network, on the basis of a refer-

ence network derived from the union of all the control screens, which is less prone to

false negative interactions, identi�ed 319 novel di�erential interactions, or � 40% fewer

interactions compared to those identi�ed using a single matched reference control (Fig-

ure 2.3D)[79]. Indeed, the number of novel di�erential interactions could decrease by

as much as� 60% depending on the condition and whether the reference was based on

a single matched control, a consensus network control [79], or the union of reference

control screens (Figure 2.3D) [77]. Our analysis highlights the importance of a robust

reference network, replicate screens and rigorous estimates of false negative rates for

comparative study of genetic interactions in an alternative environmental condition.

2.3.5 Properties of di�erential interactions

Comparing all 14 conditions to their matched controls identi�ed a combined total of

� 10,000 di�erential interactions, the majority (61%) of which were unique to a sin-

gle growth condition, with di�erential negative interactions being less prevalent and

relatively weaker than di�erential positive interactions (Figure 2.3B). Genes that were

highly connected hubs on the global genetic network were also more likely to be hubs on

a di�erential network, since the average number of di�erential interactions for an indi-

vidual array gene, across all 14 conditions, was signi�cantly correlated to the interaction
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Figure 2.4: Functional evaluation of di�erential interactions. (A) Plots of pre-
cision versus recall (number of true positives (TP)) for negative genetic and di�erential
interactions, as determined by our genetic interaction score (j� j > 0.08, P < 0.05). True
positive interactions were de�ned as those involving gene pairs co-annotated to a gold
standard set of GO terms, as de�ned elsewhere [89]. The background precision at which
true positives are randomly identi�ed is indicated by the dotted line. The precision and
recall values were calculated as previously described [76]. (B) Fold enrichment for nega-
tive (blue) and positive (yellow) genetic and di�erential interactions among co-localized,
co-expressed, physically interacting, or co-complexed gene pairs or their encoded pro-
teins were calculated for genetic interactions identi�ed in the reference condition, 14
conditions and each di�erential interaction class. Comparisons based on fewer than 10
overlapping gene pairs are indicated (open boxes). (C-D) Plots of precision versus re-
call (number of true positives (TP)) for positive genetic and di�erential interactions, as
determined by our genetic interaction score (j� j > 0.08, P < 0.05). True positive inter-
actions were de�ned as those involving gene pairs coannotated to a gold standard set of
GO terms, as de�ned elsewhere (56). The background precision at which true positives
are randomly identi�ed is indicated by the dotted line. The precision and recall values
were calculated as described [76].
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degree in the global genetic network (Pearson correlation, r =� 0.7, P < 10� 16). The

number of novel di�erential interactions associated with each query mutant examined in

this study was also correlated to interaction degree in the global genetic network (Pear-

son correlation, r = � 0.5, P < 0.006), suggesting that the frequency of novel di�erential

interactions observed using a diagnostic set of genes should re
ect the genome-wide

prevalence of novel di�erential interactions. Consistent with these observation, gene

features associated with hubs on the reference network were shared with di�erential

network hubs [2]. Notably, high novel di�erential interaction degree was associated

with genes whose loss-of-function resulted in a single mutant �tness defect in the refer-

ence condition, and genes with condition-dependent �tness defects had proportionally

more novel di�erential interactions than genes lacking condition-dependent �tness de-

fects. Like genetic interaction hubs, genes with many novel di�erential interactions were

associated with multiple Gene Ontology (GO) annotations, and lower dN/dS suggesting

that they are more functionally pleiotropic and tend to be under stronger evolutionary

constraints. Conversely, transcript levels of high di�erential interaction degree genes did

not vary substantially across di�erent environments or genetic backgrounds, suggesting

that environmentally responsive gene expression patterns are not generally predictive

of di�erential interactions.

Negative genetic interactions measured in any condition tended to connect function-

ally related gene pairs and overlapped with other types of molecular interaction networks

(Figure 2.4A-B). Di�erential negative interactions also identi�ed functionally related

gene pairs, but to a lesser extent (Figure 2.4A-B). Closer examination revealed that

most of the functional signal associated with di�erential negative interactions was cap-

tured by the modi�ed class, whereas those belonging to the novel or masked categories

did not overlap substantially with other molecular interaction datasets (Figure 2.4B).

Thus, negative genetic interactions that occurred in a condition-speci�c manner (i.e.

novel di�erential negative interaction; Figure 2.2A), and positive genetic interactions

that are masked in a particular condition (i.e. masked di�erential negative interaction;

Figure 2.2A) often involve gene pairs with unrelated functional annotations.

Consistent with previous observations [2], positive genetic interactions identi�ed in

either the reference or alternative conditions were less functionally informative than

negative genetic interactions (Figure 2.4A, C). However, the complete set of di�erential
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positive interactions appeared to connect functionally related genes more often than

positive genetic interactions measured in either the reference or individual test con-

ditions (Figure 2.4C). Modi�ed and masked di�erential positive interactions were the

most predictive of functionally related gene pairs, often connecting members of the same

protein complex and overlapping signi�cantly with protein-protein interactions (Figure

2.4B). Further analysis revealed that the functional signal associated with the masked

and modi�ed classes was largely attributable to gene pairs that displayed negative ge-

netic interactions in the reference condition but were either weaker (modi�ed) or no

longer detectable (masked) in a particular condition (Figure 2.4D). This may re
ect a

particular environmental perturbation that mimics the cellular physiology associated

with a double mutant strain grown in the reference condition, obscuring a phenotype

associated with a genetic interaction. Thus, while modi�ed and masked di�erential

positive interactions tend to connect functionally related gene pairs, this same informa-

tion is captured by negative genetic interactions identi�ed in the reference condition.

We note that genome-wide analysis revealed similar functional trends associated with

Benomyl di�erential negative and positive interactions.

To further explore the functional information associated with condition-speci�c in-

teractions, we grouped together array genes that belong to the same biological process

cluster represented on the global genetic pro�le similarity network (Figure 2.1A) and

measured how often each query gene showed either genetic or novel di�erential interac-

tions with each functional group (Figure 2.5)[2, 77, 79]). Query and array genes within

the same bioprocess cluster were often connected by negative genetic interactions in the

reference condition (� 3.6-fold enrichment within bioprocess, Figure 2.5A, on-diagonal).

For example, in the reference condition, the VTI1 query gene, which encodes an essential

SNAP receptor (v-SNARE) involved in multiple protein sorting pathways [90, 91, 92]

and located in the vesicle tra�c bioprocess cluster, showed strong enrichment for nega-

tive genetic interactions with functionally-related array genes located in the same vesicle

tra�c bioprocess cluster (Figure 2.5B).

In contrast, novel di�erential negative interactions did not connect query and array

genes annotated to the same biological process (Figure 2.5C). While VTI1 showed the

most novel di�erential interactions of any query gene tested [77], most of these inter-

actions did not involve other vesicle tra�c-related genes. Instead, we observed modest
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Figure 2.5: Functional distribution of query gene negative genetic and novel
di�erential negative interactions. (A) Negative genetic interactions for each query
gene (x-axis) in the reference condition were tested for enrichment for array genes in
each of the biological processes indicated (y-axis). Node size re
ects the statistical
signi�cance of enrichment and the shade boxes along the diagonal highlight instances
where the query and array genes belong to the same biological process cluster on the
global genetic interaction pro�le similarity network [2]. Dotted lines indicate biopro-
cesses enriched for negative genetic interactions with the VTI1 query gene. The average
fold enrichment of negative genetic interactions within and between speci�c biological
processes is shown in the box plot.
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(B) Regions of the global genetic interaction pro�le similarity network signi�cantly en-
riched for array genes exhibiting negative genetic interactions with the VTI1 query
gene in the reference condition were mapped using Spatial analysis of functional enrich-
ment (SAFE)[75]. The functional regions of the global similarity network signi�cantly
enriched for interactions with VTI1 are indicated by blue dotted lines. Array genes
enriched for negative genetic interactions are shown in blue. The location of the VTI1
query gene on the global similarity network is indicated by a white node. (C) Novel dif-
ferential negative interactions for each query gene (x-axis) across all 14 test conditions
were tested for enrichment for array genes in each of the biological processes (y-axis).
Node size re
ects the statistical signi�cance of enrichment and the shade boxes along
the diagonal highlight instances where the query and array genes would have belonged
to the same biological process cluster on the global genetic interaction pro�le similarity
network [2]. Dotted lines indicate bioprocesses enriched for novel di�erential negative
interactions with the VTI1 query gene. The average fold enrichment of novel di�eren-
tial negative interactions within and between speci�c biological processes is shown in
the box plot. (D) Regions of the global genetic interaction pro�le similarity network
signi�cantly enriched for array genes exhibiting novel di�erential negative interactions
with the VTI1 query gene were mapped using SAFE [75]. The functional regions of the
global similarity network signi�cantly enriched for interactions with VTI1 are indicated
by blue dotted lines. Array genes enriched for novel di�erential negative interactions
are shown in blue. The location of the VTI1 query gene on the global similarity network
is indicated by a white node.

but signi�cant enrichment for novel di�erential negative interactions between the VTI1

query gene and array genes with roles in cell polarity and nuclear transport (Figure

2.5D). Indeed, the vast majority (1489/1553, � 96%) of all novel di�erential negative in-

teractions identi�ed using a matched reference control connected pairs of genes located

in di�erent bioprocess clusters on the global similarity network. These results further

indicated that condition-speci�c genetic interactions do not identify gene pairs with a

close functional relationship in the same general bioprocess but rather have the potential

to uncover weaker functional associations between distinct biological processes.

2.3.6 Di�erential interactions capture distant but coherent functional

relationships

We next explored the functional distribution of novel di�erential interactions across

each of the 14 di�erent conditions. In particular, we tested if array genes annotated to
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Figure 2.6: Functional distribution of novel di�erential negative interactions
across conditions. (A) Novel di�erential negative interactions from each of the 14
conditions (x-axis), were tested for enrichment for array genes grouped according to
the biological processes indicated (y-axis). Node size re
ects the statistical signi�cance
of enrichment and the shaded boxes along the diagonal indicate the biological process
targeted by a particular condition. The average fold enrichment of novel negative in-
teractions within biological processes targeted by a speci�c condition and interactions
enriched within biological processes unrelated to the condition are shown in the box
plot. (B) Regions of the global similarity network signi�cantly enriched for array genes
exhibiting novel negative di�erential interactions in (i) MMS or (ii) Monensin were
mapped using SAFE [75]. The functional region of the global similarity network tar-
geted by Monensin and MMS are indicated by blue dotted lines. Array genes enriched
for novel di�erential negative interactions are shown in blue. Query gene(s) responsible
for enrichment of novel di�erential interactions with the indicated array genes are shown
as white nodes.
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the same function showed more novel di�erential interactions in a particular condition

(Figure 2.6). Array genes annotated to speci�c biological processes were enriched for

novel di�erential negative interactions in response to a speci�c condition that perturbs

the same bioprocess (� 2.3-fold enrichment within bioprocess; Figure 2.6A, on-diagonal).

For example, consistent with previous observations [33, 34], we found that array genes

in the DNA replication and repair bioprocess cluster were enriched for novel di�erential

negative interactions in the presence of MMS (3.9-fold, Figure 2.6B). But as shown

above (Figure 2.5), these novel di�erential interactions did not involve related query

genes with roles in DNA replication and repair. The enrichment observed among DNA

replication and repair array genes was predominantly driven by MMS-speci�c, novel

di�erential negative interactions with the MYO2 query gene, a type V myosin motor

involved in actin-based vesicle transport and spindle orientation, and with the VTI1 and

TRS20 query genes involved in vesicle transport, highlighting a functional link between

DNA replication and vesicle tra�cking (Figure 2.6B) [90, 91, 92]. In another example,

vesicle tra�c genes were enriched for novel di�erential negative interaction in response

to Monensin (2.5-fold, Figure 2.6A). In this case, Monensin-speci�c negative interactions

connected vesicle tra�c array genes to the RSP5 query gene, which encodes a ubiquitin

ligase involved in multi-vesicular body sorting, the heat shock response, endocytosis,

and ribosome assembly [93], as well as the LSM6 query gene, which has a general role

in RNA processing (Figure 2.6B)[94, 95]. Novel di�erential positive interactions were

also not enriched among functionally related genes, and they were less informative of

gene function than novel di�erential negative interactions [77].

A similar trend was observed in genome-scale Benomyl screens, where novel di�eren-

tial negative interactions speci�cally connected array genes with mitosis-related roles to

functionally diverse query genes, such as NUP188, which encodes a nuclear pore compo-

nent [4], and GPI15, involved in glycosylphosphatidylinositol (GPI) anchor biosynthesis

[77, 96, 97]. Thus, environment may sensitize genes with roles in a speci�c bioprocess

to negative genetic interactions with functionally diverse query genes.

In summary, the majority of di�erential interactions overlap a genetic interaction

identi�ed in the reference condition, which often connect functionally related genes

within the same biological process. The environmental rewiring of genetic networks

is driven by rare condition-speci�c, and relatively weak novel di�erential interactions,



37

Figure 2.7: Schematic summary of functional connections mediated by gene-
environment (GxE), gene-gene (GxG) and gene-gene-environment (GxGxE)
interactions. (A) GxE interactions. Genes will roles in the same bioprocess (illustrated
by dotted outlines) are often sensitive to an environmental perturbation a�ecting that
process (blue nodes { array genes; shaded blue area { condition perturbation). (B) GxG
interactions. Genetic interactions (white edges) tend to connect array and query genes
(white nodes) functioning in the same bioprocess. (C) GxGxE interactions (modi�ed).
Many genetic interactions are modulated by the environment (white edges) creating a
modi�ed di�erential genetic interaction that varies in magnitude when compared to the
equivalent genetic interaction on the reference network. Modi�ed GxGxE interactions
often connect functionally related query-array gene pairs. (D) GxGxE interactions
(novel). Novel GIs, which were not detected in the reference condition, often connect
genes involved in a bioprocess perturbed by a speci�c condition to distant, functionally
unrelated genes.
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which identify new connections between genes with diverse functions in di�erent bio-

logical processes (Figure 2.7).

2.3.7 Robustness of genetic interaction pro�le similarity network

Genetic interaction pro�les are highly functionally informative [2] and similarity net-

works (e.g. Pearson correlation) generated from genetic interaction pro�les are often-

times enriched for known biological processes and protein complexes. We next studied

the extent of rewiring of genetic interaction pro�les in reference vs 14 environmental

conditions in terms of highlighting protein complexes. As expected for functionally

similar genes, we observed a signi�cant similarity in genetic interaction pro�les among

members of the same protein complex [2] in the reference condition (68 of 95 complexes,

72%; Table 2.1). However, for the vast majority of these protein complexes, the extent

of genetic interaction pro�le overlap between members of the same complex was not af-

fected by changes in condition (Table 2.1, Methods). An average of 4 complexes (< 4%)

per condition gained signi�cant pro�le similarity across the conditions and an average of

less than 2 complexes (< 2%) per condition lost pro�le similarity across the conditions

surveyed (Figure A.4). These results suggest that, like individual genetic interactions,

the yeast genetic interaction pro�le similarity network also does not undergo substantial

rewiring in response to environmental perturbation.

2.4 Discussion

We surveyed a set of functionally diverse yeast genes and di�erent environments, quan-

tifying how the growth phenotypes associated with di�erent single gene mutations were

modulated by the environment (GxE), and how the growth phenotypes associated with

di�erent genetic interactions (GxG) respond dynamically to a particular condition to

generate di�erential interactions (GxGxE). Our general �ndings reveal how environ-

mental conditions modulate the yeast global genetic interaction network, allowing us

to assess the plasticity of genetic networks, and the extent to which mapping genetic

interactions in di�erent environments can expand a reference network and generate new

functional information.

In general, genetic interactions, especially negative genetic interactions, are rich in
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Table 2.1: Rewiring of protein complexes in environmental conditions

Condition Coherent in Refer-
ence Network

Gained in con-
dition

Lost in condi-
tion

Actinomycin D 65 5 1
Benomyl 64 5 1
Bortezomib 69 6 5
Concanamycin 65 1 0
Cycloheximide 64 5 7
csp0DOT1 70 6 0
Fluconazole 73 4 0
Galactose 67 4 2
Geldanamycin 69 1 2
MMS 74 5 0
Monensin 68 6 1
Tunicamycin 73 2 1
Rapamycin 60 4 1
Sorbitol 67 3 2
Average 68 4 1.6

functional information because they tend to connect genes that function within the same

biological process (GxG, Figure 2.7) [2]. Analogously, if an environmental perturbation

a�ects a particular biological process, then genes with roles in the perturbed bioprocess

tend to show di�erential sensitivity in the corresponding condition (GxE, Figure 2.7).

Most genetic interactions are not modulated by the environment and remain detectable

in both a given test condition and the reference control condition. However, subsets of

genetic interactions can be modi�ed by a particular condition, leading to a di�erential

interaction (GxGxE, Figure 2.7). Di�erential interactions are relatively rare because,

on average, we observed� 3-fold fewer di�erential interactions compared to genetic

interactions detected in the reference condition.

Most di�erential interactions belonged to the modi�ed or masked classes, which

overlapped with a negative or positive genetic interaction in the reference genetic net-

work. The majority ( � 70%) overlapped speci�cally with negative genetic interactions

and thus were functionally informative, connecting genes belonging to the same gen-

eral biological process (GxGxE { e.g. modi�ed, Figure 2.7). However, because they

recapitulate connections that are captured in the global genetic network mapped in the
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reference condition, modi�ed and masked di�erential interactions do not contribute new

functional information. On the other hand, novel di�erential interactions correspond to

condition-speci�c genetic interactions between genes that do not interact in the refer-

ence condition. The rare sub-class of novel di�erential negative interactions does not

typically include functionally related gene pairs. Instead, these interactions tend to

connect groups of genes that are sensitive to a particular environmental perturbation to

functionally distant genes (GxGxE { novel, Figure 2.7). Thus, novel di�erential inter-

actions highlight new connections between distinct cellular functions and, as a result,

have the potential to expand upon the global genetic network.

Although detecting novel di�erential interactions promises to add new information

to genetic networks, an accurate de�nition of novel di�erential interactions is challeng-

ing as it depends on the quality and comprehensiveness of the reference genetic network.

For example, multiple independent replicate screens reduce the number of false nega-

tive interactions observed in the reference condition but consequently, also decrease the

number of di�erential interactions classi�ed as novel upon environmental perturbation

(Figure 2.3D). Indeed, the relative fraction of novel di�erential interactions contributed

to the reference network by a single environmental condition can vary widely when using

a single, matched control (� 7%) or the union of all available replicate controls (� 1%)

[77]. Using a high con�dence consensus reference network [77], we estimate that screen-

ing one additional environmental condition contributes less than� 4% (191/5174) novel

interactions relative to the reference network, suggesting that most genetic interactions

are captured in a single condition. Hence, while di�erential interaction analysis in mul-

tiple diverse conditions reveals the subset of genetic interactions that are modulated

upon environmental perturbations (i.e. modi�ed or masked interactions), they can only

marginally expand the size of the network (i.e. novel interactions) highlighting that the

global genetic interaction network is generally robust to environmental perturbations.

While our study involved the use of a diagnostic array of yeast genes, selected envi-

ronmental conditions and functionally diverse query genes, several observations suggest

that our results capture the general resilience of the global yeast genetic interaction net-

work to environmental perturbation. First, our genome-scale single mutant �tness anal-

yses suggested that the selected set of conditions and small molecules elicited widespread



41

but distinct cell physiological e�ects. Second, a genome-wide comparison of genetic in-

teractions measured in the absence and presence of Benomyl yielded a similar fraction

of di�erential interactions seen using a diagnostic mini-array of genes. Finally, analysis

of several independent interaction datasets, derived from SGA-based approaches using

various subsets of yeast genes and a number of di�erent conditions, including various

DNA damaging agents and stress-response conditions, con�rmed that di�erential in-

teractions are substantially less prevalent than the genetic interactions observed in the

reference condition.

Consistent with our results, previous surveys of subsets of genes involved in a speci�c

cellular function perturbed by a particular condition revealed an enrichment for di�eren-

tial interactions that often occurred between functionally distant gene pairs [33, 34, 36].

We note that, although included in previous studies, a subset of di�erential interac-

tions, based on statistically insigni�cant genetic interaction scores, was omitted from

our analysis [79]. However, these particular di�erential interactions were not enriched

among functionally related genes and did not appreciably increase the total number of

di�erential interactions relative to the size of the reference genetic interaction network

examined here or reported in other studies.Thus, in general, genetic interactions between

the vast majority of genes and their corresponding functional modules (e.g. complexes

and pathways) are not dynamic or rewired in response to environmental stimuli. More-

over, we found that the � 20% of yeast genes with relatively sparse genetic interaction

pro�les [2] are statistically depleted for condition-speci�c �tness defects (� 3-fold de-

pletion, P < 10� 99, Fisher's exact test, one-tailed). The relationship between �tness

and interaction degree along with the strong correlation observed between interaction

degree for a given gene in the global genetic and di�erential networks, further suggests

that condition-speci�c genetic interactions will not appreciably increase the number of

interactions associated with low degree genes in the global reference genetic network.

Di�erential interactions re
ect the phenotypic consequences of combining three in-

dependent perturbations, two genetic and one environmental perturbation, and thus

conceptually resemble trigenic interactions, which involve three independent genetic

perturbations, especially if a condition involves a drug with a highly speci�c cellular

target. As a result, di�erential and trigenic interaction networks share several prop-

erties in common: (1) As observed for di�erential interactions, the average trigenic
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interaction degree for a given gene was correlated to its connectivity in the global ge-

netic network [12]; (2) Like novel di�erential interactions, trigenic interactions occur at

similar reduced frequencies relative to digenic interactions in a reference condition; (3)

Like modi�ed and masked di�erentials, a substantial proportion of trigenic interactions

overlapped with and exacerbated digenic interactions previously observed in the global

digenic network [12]; (4) As observed for novel di�erential interactions, novel trigenic

interactions are also relatively rare and weaker, but highly coherent in that they of-

ten involve array genes from the same biological process; however, and they are also

substantially more functionally diverse than digenic interactions [12].

GxE and GxGxE interactions involving the natural variation of di�erent yeast strains

can also be interpreted in the context of the global genetic interaction network and the

properties of novel di�erential interactions. Using segregating populations of natural

yeast isolates, recent surveys of GxG and GxGxE interactions between a deletion mutant

and natural genetic variants showed that GxG interactions tend to connect genes within

the same cellular function [98], whereas GxGxE interactions tend to be speci�c to a

particular condition [99], and they often connected distantly related genes [100].

Quantitative trait loci (QTL) studies, focused on the �tness variation of di�er-

ent segregants derived from yeast crosses in di�erent environments, showed that the

majority of the phenotypic variation can be explained by single-locus e�ects (GxE),

whereas epistatic genetic interactions, analogous to GxGxE interactions, are relatively

rare [72, 101], and tend to impact only individuals with extreme phenotypes [73]. Based

on our analyses, most GxGxE interactions involve genes with single mutant di�erential

e�ects (GxE), which should be analogous to single-locus e�ects identi�ed in QTL anal-

yses and contribute to both the additive and epistatic variance. In other words, the low

epistatic variance often seen in QTL analyses may be partly explained by the partial

contribution of interacting loci to the additive variance component[102]. As a result,

the remaining epistatic e�ect may only be visible in individuals with the most extreme

phenotypes [73]. Given that most GxGxE interactions overlap a genetic interaction in

the global genetic interaction network, applying principles and gene modules inferred

from a global network should allow for the detection of coherent epistatic interactions

with relatively small e�ects that cannot be recovered using QTL analyses [103, 104].
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We conclude that the yeast genetic interaction map derived from a single refer-

ence condition is highly robust to environmental in
uences because most connections

on the global genetic interaction network remain unchanged or unmodi�ed in a new

environment. Although each new condition has the potential to map a relatively small

number of novel di�erential interactions, the global digenic network mapped in a sin-

gle condition is informative of di�erential interactions and should serve as an accurate

and representative reference network. Nonetheless, di�erential interactions can reveal

new functional connections between distantly related genes and bioprocesses. Given the

signi�cant association between the di�erential single mutant �tness defect and the fre-

quency of di�erential interactions for a given gene, a logical and e�cient strategy may

involve mapping di�erential interactions for speci�c genes required for normal growth

in a environment of interest (i.e. stress condition, drug treatment, microbial exposure

etc.).

While environment has a modest impact, cell type-speci�c gene regulation has the

potential to substantially complicate genetic network analyses in more complex systems.

However, genomewide studies suggest that only� 8,500 genes (� 45-49%) are expressed

in any given cancer cell line and that a \core set" of � 7,700 genes are expressed in

the majority of all cancer cell lines examined to date [105]. Thus, a systematic survey

of genetic interactions based on a single cell line grown in one environment should be

su�cient to map a global reference genetic network that encompasses this core set of

expressed genes and provide a basic sca�old for the genetic wiring of a human cell. As

observed in yeast, a global genetic interaction network for a model human cell line should

reveal a hierarchy of functional connections among genes [3, 2], and expansion of this

network to speci�c cell types would enable the deciphering of mechanisms underlying

cancer cell-speci�c genetic vulnerabilities [18, 67]. Ultimately, reference genetic networks

mapped in human cells should facilitate interpretation of allelic combinations of genes

underlying inherited traits [71, 103, 104].
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2.5 Methods

2.5.1 Single mutant Di�erential �tness scores

To obtain condition speci�c �tness estimates, we computed the di�erence in colony size

measured in a particular test condition versus the matched reference condition for each

mutant. Single mutant �tness and di�erential �tness interaction data corresponding to

all mutants represented in the DMA and TSA collections is provided as Supplementary

data [77]. Due to technical reasons, single mutant �tness for a small subset of mutant

strains (0.15% { 1.0% of all strains) are not reported.

2.5.2 Genetic interaction score

To derive quantitative genetic interactions, we modeled colony size as a multiplicative

combination of double mutant �tness, time, and experimental factors as previously

described [2, 76]. Brie
y, for a double mutant carrying mutations of genes i and j,

colony sizeCij can be expressed asCij = f ij � t � sij � e, where f ij is the double mutant

�tness, t is the incubation time, sij is the combination of all systematic factors, ande

is log-normally distributed random noise. The double mutant �tness f ij can be further

expressed asf ij = f i f j + � ij , where f i and f j represent the �tness of the two single

mutants and � ij is a quantitative measure of the genetic interaction (genetic interaction

score) between them.

Genetic interaction data corresponding to all tested gene pairs identi�ed in the

reference and 14 di�erent conditions is provided as Supplementary data [77]. The data

should be �ltered prior to use. We suggest two di�erent thresholds [intermediate (P

< 0.05 and j� j > 0.08), and stringent con�dence (P < 0.05 and j� j < 0.12) that strike

di�erent balances between false negatives and false positives as described in our previous

studies [2, 1]. While the majority of query mutant strains were screened in all test

conditions, a smaller subset of query mutants could not be screened in all 14 conditions

due to technical and data quality control reasons. In total, 22/26 of query mutants were

screened in at least 12 test conditions while 5 query mutants were screened for genetic

interactions in less than 12 test conditions.
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2.5.3 Di�erential interaction Score

To score di�erential genetic interactions, genetic interaction scores derived from each

condition were matched with a paired reference condition. Additionally, we used genetic

interaction scores from the previously published reference genetic interaction network

[2], termed \global" in the section below to normalize screen data before di�erential

interaction scoring. The �rst step in scoring di�erential interactions was to apply a

correction to each query, condition, and replicate screen that normalized the genetic

interaction scores such that the corrected standard deviation for overlapping gene pairs

matched the published genetic interaction network. We performed this per condition,

per query, per replicate correction on reference (untreated) and condition (treated)

scores as follows:

correction c;q;r =
� (� untreated;c;q;r )

� (� global;c;q)

�̂ untreated;c;q;r = correction c;q;r � � untreated;c;q;r

�̂ treated;c;q;r = correction c;q;r � � treated;c;q;r

where c is the condition, q is the query, r is the replicate,� is the uncorrected epsilon

score,� is the calculated standard deviation of the reference condition (untreated) ep-

silon scores for that query, condition (treated) and replicate, or the global epsilon scores

for that condition and query from our previous work [2] and is the corrected epsilon

score. This conforms the variance of interaction measurements in each condition to a

�xed reference and facilitates comparisons of interaction density across di�erent condi-

tions. Note that each condition (treated) network has a paired reference (untreated)

network, which is used to compute the correction factor above.

Three replicate scores were collected for every di�erential genetic interaction mea-

surement. Some screens resulted in missing data for certain pairs due to data quality

issues or strong �tness defects in the screened conditions. To mitigate the e�ect of

missing data, we only considered interactions for which we had at least two replicate

measurements. For interactions that had three replicates, we selected the two repli-

cates with the highest correlation of corrected di�erential interaction scores for each

query-condition pair.
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We found that screening genetic interactions in compound stress conditions increased

the variance in genetic interaction estimates. In order to mitigate this e�ect, we applied

a variance stabilization correction to further correct conditional epsilon scores.

variance stabilization c =
� (j�̂ untreated;c;r =1 � �̂ untreated;c;r =2 j)

(j�̂ treated;c;r =1 � �̂ treated;c;r =2 j)

^̂� treated;c;q;r = variance stabilization c � �̂ treated;c;q;r

where c is the condition, q is the query, r is the replicate, is the corrected epsilon

score, � is the calculated standard deviation and is the variance-stabilized, corrected

treated epsilon score. After applying these normalizations, the di�erential score is cal-

culated for each of the paired replicates separately, as follows:

dif ferential score r = ^̂� treated;r � �̂ untreated;r

A �nal di�erential score, �nal untreated score, and �nal treated score are calculated

from the mean of the two replicate di�erential scores, corrected untreated epsilon scores,

and variance-stabilized, corrected treated epsilon score, respectively. Throughout these

calculations, the standard deviations of the original measurements are propagated to

derive an estimate of error on the �nal di�erential score. The resulting standard de-

viation is used to derive a P value for each di�erential interaction score, which was

calculated as the two-sided probability of observing a more extreme score than the one

measured given a background normal distribution centered on zero with a standard

deviation equal to the one observed.

Di�erential interaction data corresponding to all tested gene pairs are provided as

Supplementary data [77]. For analysis of individual interactions, we recommend that

the data �rst be �ltered prior to further analysis by applying one of our recommended

thresholds (e.g. an intermediate threshold, P< 0.05 andj� j < 0.08).

2.5.4 Classifying di�erential interactions

Di�erential interactions were categorized as either novel, modi�ed or masked by com-

paring the genetic interaction scores for a given double mutant measured in a particular

condition and the matched reference control (Figure 2.2). Importantly, two additional
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categories of di�erential interactions were excluded from our analysis. First, gene pairs

that did not show a signi�cant genetic interaction (P < 0.05 and j� j < 0.08) in either

a given test condition, or the matched reference condition were excluded from further

analysis as we could not be con�dent of a signi�cant interaction in either the reference

or the test conditions, individually, even though the di�erential score was signi�cant.

Second, double mutants that exhibited a signi�cant and extreme negative genetic in-

teraction (P < 0.05 and j� j < -0.3) in both a condition and the matched reference

control were considered synthetic lethal in both the reference and test conditions and

also excluded from further analyses of di�erential interactions.

2.5.5 Evaluating functional relations captured by di�erential interac-

tions

We explored the functional information associated with di�erent types of genetic in-

teractions based on Spatial Analysis of Functional Enrichment (SAFE) neighborhood

enrichment analysis [2, 75]. Query and mini-array genes were assigned to one of the

17 bioprocesses or neighborhoods on the global genetic interaction pro�le similarity

map based on SAFE analysis [2, 75]. For each query in each condition, we counted

the number of interacting array genes that occurred in each of the 17 SAFE neighbor-

hoods. For query-centric analyses (Figure 2.5), we summed up interactions associated

with a speci�c query gene across all 14 conditions and calculated the fold enrichment

for each neighborhood with a one-sided Fisher's exact test, by comparing the number

of interacting array genes assigned to a given neighborhood vs. the total number of

interactions with that particular query, using the fraction of array genes assigned to the

same neighborhood across the mini-array as background. For condition-centric analyses

(Figure 2.6), we performed the same test by combining all queries within each tested

condition. This analysis was performed for negative and positive genetic interactions

(Figure 2.5-2.6), novel negative di�erential interactions (Figure 2.5-2.6) using the mini-

array screens, and novel negative di�erential interactions using the genome-wide screen

on Benomyl condition.
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2.5.6 Within-complex pro�le similarity analysis

To quantify the extent of protein complex rewiring upon cellular stresses, genetic inter-

action pro�le similarities (Pearson correlation) were computed for all array gene pairs.

For protein complexes with at least 3 genes on the diagnostic array (94 total complexes),

average within-complex pro�le similarities were calculated. Within-complex pro�le sim-

ilarities were calculated for each matched reference and then 14 test conditions.

To derive a measure of within-complex similarity, we computed a z-score per com-

plex. To do this, we �rst applied Fisher's Z-transform to all possible pairwise similarities,

and standard normalized this global distribution. Z-scores were then computed for each

complex by averaging all normalized within-complex similarities.

A protein complex was considered signi�cant in a given condition if it showed a

pro�le similarity z-score > = 3. A protein complex was considered to have gained pro�le

similarity in a test condition if it showed a test condition pro�le similarity z-score > =

3, reference condition pro�le similarity z-score < 3, and a z-score di�erence of> = 1.

A protein complex was considered to have lost pro�le similarity in a test condition if

it showed a test condition pro�le similarity z-score < 1 and matched reference pro�le

similarity z-score > = 3.



Chapter 3

Systematically quantifying

trigenic interactions in yeast

3.1 Overview

Systematic complex genetic interaction studies have provided insight into high-order

functional redundancies and genetic network wiring of the cell. Here, we describe a

method for screening and quantifying trigenic interactions from ordered arrays of yeast

strains grown on agar plates as individual colonies. The protocol instructs users on the

trigenic synthetic genetic array analysis technique,� -SGA, for high-throughput screens.

The steps describe construction of the double mutant query strains and the correspond-

ing single-mutant control query strains, which are screened in parallel in two replicates.

The screening experimental set-up consists of sequential replica-pinning steps that en-

able automated mating, meiotic recombination and successive haploid selection steps for

the generation of triple mutants, which are scored for colony size as a proxy for �tness,

which enables the calculation of trigenic interactions. The procedure described here

was used to conduct 422 trigenic interaction screens, which generated� 460,000 yeast

triple mutants for trigenic interaction analysis. Users should be familiar with robotic

equipment required for high-throughput genetic interaction screens and be pro�cient

at the command line to execute the scoring pipeline. Large-scale screen computational

analysis is achieved by using MATLAB pipelines that score raw colony size data to pro-

duce� -SGA interaction scores. Additional recommendations are included for optimizing

49
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experimental design and analysis of smaller-scale trigenic interaction screens by using

a web-based analysis system, SGAtools. This protocol provides a resource for those

who would like to gain a deeper, more practical understanding of trigenic interaction

screening and quanti�cation methodology.

This work has been published inNature Protocols [39]. I contributed in this project

by formalizing the trigenic scoring pipeline, by extensively testing it on di�erent trigenic

datasets, by writing test cases for the pipeline, and then �nally releasing the pipeline for

quanti�caiton of high-throughput trigenic interactions. Additionally, I wrote a protocol

for the genome-wide trigenic scoring pipeline and wrote a portion of the manuscript.

This project is conceived by Elena Kuzmin, Benjamin VanderSluis, Chad L. Myers,

Brenda J. Andrews and Charles Boone. Elena Kuzmin, Brenda J. Andrews and Charles

Boone designed the experimental pipeline with assistance from Michael Costanzo, Ben-

jamin VanderSluis and Chad L. Myers. Benjamin VanderSluis and Chad L. Myers

designed the high-throughput analysis pipeline with assistance from Elena Kuzmin,

Michael Costanzo, Brenda J. Andrews, and Charles Boone. Elena Kuzmin designed

and implemented the smaller-scale screening analysis pipeline. Elena Kuzmin wrote the

manuscript with input and editing from all authors.

In this chapter, I will focus mostly on the high-throughput scoring of trigenic inter-

actions or � -SGA interaction scores, which is my speci�c contribution to this project.

In places, I will include more on the experimental side of the work to make sense of the

computation part and put this into perspective for the whole project.

3.2 Introduction

Systematic genetic interaction studies in the budding yeast, Saccharomyces cerevisiae,

have been instrumental in deciphering the genotype-to-phenotype relationship and re-

vealing the general principles of genetic networks. A genetic interaction is observed

when mutations in di�erent genes combine to generate an unexpected phenotype, given

the phenotypes caused by the corresponding individual mutations [106]. There are two

broad classes of genetic interactions: negative and positive. The broadest de�nition of

a negative interaction is a case where the �tness of a double mutant is lower than the
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expected given the �tness of the corresponding single mutants [76]. Synthetic lethal-

ity is an extreme case of a negative genetic interaction and occurs when mutations in

two genes combine to give rise to lethality, whereas neither mutant is lethal on its own

[107, 108]. Mapping the conservation of synthetic lethal genetic interactions based on

a multi-species approach has been harnessed to develop e�ective therapeutic combina-

tions for such diseases as cancer, revealing the strongest interactions between genes with

roles in DNA damage checkpoint, cell cycle checkpoint, topoisomerase and chromatin

remodeling [109]. A classic example of a conserved synthetic lethal genetic interac-

tion, which is used therapeutically, involves PARP (poly ADP ribose polymerase) and

BRCA1/2. Cells with a defect in BRCA1 or BRCA2, which are involved in homologous

recombination double-stranded DNA break repair, are more sensitive to perturbations

in the single-strand DNA break{repair pathway through base excisions mediated by

PARP [110]. Negative genetic interactions tend to connect functionally related genes,

including genes in functionally related pathways or protein complexes converging on a

common essential function [3]. Genes involved in the same essential pathway or complex

may also exhibit a negative genetic interaction, if each mutation partially reduces the

activity of the functional module.

A positive genetic interaction is observed when mutations in di�erent genes result

in a less severe phenotype than would be predicted based on single-mutant phenotypes

[76]. Furthermore, subclassi�cation into `symmetric' positive genetic interactions is

based on observing equivalent single- and double-mutant loss-of-function phenotypes.

This is often observed between genes encoding members of a non-essential protein com-

plex, because the e�ect of the deletion of one member is not worsened by the deletion of

other members. On the other hand, `asymmetric' positive interactions occur when the

single-mutant phenotype di�ers from the double mutant. For example, `genetic mask-

ing' is observed when the double mutant is not as sick as predicted and equals the sickest

single mutant, whereas `genetic suppression' occurs when the double mutant is more �t

than the sickest single mutant. Positive interactions of non-essential genes overlap with

protein-protein interactions, thus capturing protein complex membership [2]. However,

positive interactions between essential genes do not show signi�cant molecular or func-

tional relationship and re
ect a di�erent kind of relationship, which is not captured by

current large-scale data sets or functional standards [2].
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Previously, we developed the synthetic genetic array (SGA) analysis method to auto-

mate yeast genetics for systematic construction of yeast double mutants and subsequent

analysis of genetic interactions by using colony size as a read-out for cell �tness [76, 9].

Using large-scale SGA analysis, we constructed a global digenic interaction network

comprised of� 550,000 negative genetic interactions and� 350,000 positive interactions,

by testing � 18 million double mutants [2]. Grouping genes together based on shared

patterns or pro�les of genetic interactions revealed a global genetic network composed

of functionally enriched gene modules. Network modules were organized in a hierar-

chical manner and corresponded to speci�c pathways and protein complexes, biological

processes and subcellular compartments, thus providing a global view of the functional

organization of a cell. In a systematic analysis of genetic suppression, which used strains

harboring spontaneous suppressor mutations, a spectrum of adaptive mutations, includ-

ing gain-of-function, a phenotype that can be dominant to that of its wild-type allele,

and separation-of-function mutations, which decouple phenotypes of multifunctional

proteins, was uncovered [74].

While there are 18 million possible gene pairs in yeast, the number of gene triplets

is � 36 billion. To sample this complex genetic interaction space, we systematically

surveyed trigenic interactions by using key features of the global digenic interaction

network to select query genes: (i) digenic interaction strength, (ii) average number of

digenic interactions and (iii) digenic interaction pro�le similarity [12]. Upon testing

� 400,000 double and� 200,000 triple mutants for �tness defects, we identi�ed � 9,500

digenic and � 3,200 trigenic negative interactions. Trigenic interactions were slightly

weaker than digenic interactions but were similarly functionally informative and were

statistically overrepresented for genes that were co-expressed, co-annotated to the same

Gene Ontology terms and encoded physically interacting proteins. Despite their func-

tional enrichment, trigenic interactions often bridged more distant biological processes.

On the basis of our statistical extrapolations, we estimate that the global trigenic inter-

action network is � 100-fold more extensive than the global digenic network, highlighting

the potential for complex genetic interactions to a�ect phenotype and emphasizing the

need to gain a deeper understanding of how complex genetic interactions modulate

genome-encoded individual variation [3, 12].

We also used trigenic interaction analysis to explore the evolution of duplicated genes
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resulting from the whole-genome duplication event in yeast and understand the factors

that lead to duplicate gene retention [111]. S. cerevisiae arose from whole-genome du-

plication � 100 million years ago, and after massive gene loss, it retained 551 pairs of

genes. Screening 240 double mutants and their corresponding single mutants, involving

pairs of dispensable gene duplicates, generated� 550,000 double and� 260,000 triple

mutants and revealed � 4,700 negative and� 2,500 positive digenic interactions and

� 2,500 negative and� 2,100 positive trigenic interactions. Integrating these interac-

tions into a metric termed `trigenic interaction fraction', which quanti�ed the fraction

of negative trigenic interactions relative to the total negative trigenic and digenic in-

teractions, captured the extent of their functional redundancy, revealing two paralog

classes, a functionally redundant one and another more divergent class. Analysis of

position-speci�c evolutionary rate patterns and in silico computational modeling was

consistent with what we termed a `functional and structural entanglement' model of

evolution of paralogs, in which highly entangled duplicates reverted to a singleton state,

those that were minimally entangled and unconstrained diverged and those with inter-

mediate level of entanglement that were somewhat constrained diversi�ed and evolved

paralog-speci�c functions, while retaining functional overlap at steady state. Because

duplicated genes are pervasive throughout evolution, comprising� 29{59% of the plant

genome[112] and up to� 26% of the human genome [113], these �ndings o�er important

insight into the evolutionary forces that shape genomes.

3.3 Results

3.3.1 Development of the protocol

We adapted the SGA methodology [114, 38, 115] to construct triple mutants and study

their complex genetic interactions, which we refer to as trigenic-SGA (� -SGA) [12, 111]

(Figure 3.1). In total, we constructed 422 double-mutant query strains along with 844

corresponding single-mutant query strains. Single- and double-mutant queries were

screened against a diagnostic array of single mutants. The diagnostic array consisted

of 1,182 strains comprising 990 nonessential gene-deletion mutants and 192 mutants

carrying temperature-sensitive alleles of essential genes, covering� 20% of the entire

yeast genome. Strains on the array span major biological processes in the cell and
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Figure 3.1: Overview of the � -SGA screening and quanti�cation methodol-
ogy. Top, a double mutant query strain with its two corresponding single-mutant query
strains and a wild-type reference strain are crossed in parallel by using� -SGA auto-
mated replica-pinning and selection steps to the diagnostic array, which is representative
of the genome-wide array collection to generate respective triple, double and single mu-
tants carrying the desired genetic markers. Bottom, a� -SGA scoring pipeline is used
to quantify trigenic interactions by using colony size as a proxy for �tness, accounting
for any digenic interactions. ts, temperature-sensitive; WT, wild-type.
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are representative of the distribution of single-mutant �tness and digenic interaction

degree of the entire genome. Using� -SGA, double- and single-mutant query strains were

crossed to the diagnostic array and, after a series of replica-pinning steps to sequentially

select the mutants carrying the desired combination of genetic markers, resulted in

high-density arrays of triple and double mutants that could be analyzed for genetic

interactions (Figure 3.1, top). We note that the reduced size of the diagnostic array

relative to the genome-wide array enabled all the trigenic interaction screens to be

conducted in two replicates to achieve a su�cient level of precision [12]. We developed

a scoring pipeline to quantify trigenic interactions by using colony size as a proxy for

�tness. Our score compares triple-mutant �tness to a model that combines the single-

and double-mutant phenotypes to the expected �tness of the triple mutant, taking any

digenic interactions into account (Figure 3.1, bottom).

3.3.2 Application of the method

� -SGA methodology was developed to study genetic interactions involving perturba-

tions among three di�erent genes. In principle, the method can be further modi�ed to

study higher-order genetic interactions by expanding the repertoire of genetic selection

markers. In the budding yeast, useful markers may include those that confer resistance

to additional antibiotics, such as zeocin and hygromycin, or those that complement

other auxotrophies (e.g., leucine), potentially enabling analysis of complex genetic in-

teractions up to the sixth order. Other methods have been used to study higher-order

genetic interactions, including quantitative trait locus (QTL) mapping that identi�ed

up to �ve loci that interacted to in
uence colony morphology by using a cross of two

genetically diverse yeast [116]. Another approach involves engineering barcoded pools

of cells composed of a de�ned mutant gene set. This approach was used to explore

phenotypes associated with various combinations of up to �ve mutations in 16 ABC

(ATP-binding cassette) transporters [117], although theoretically higher-order interac-

tions could also be studied. Furthermore, the interrogation of essential genes by using

digenic and � -SGA screening is enabled by the construction of temperature-sensitive

alleles [78], DAmP (decreased abundance by mRNA perturbation) alleles [118] and

transcriptionally regulated alleles under the control of the tunable estradiol-inducible

system [119] or CRISPR interference [57].
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The current version of the � -SGA protocol was optimized for assessing the �tness

e�ect resulting from genetic perturbations in standard conditions. However, the method

could be readily adapted to explore condition-speci�c trigenic interactions, such as those

that occur in response to environmental or chemical stressors. Given that the global

digenic interaction network analysis showed that� 20% of genes exhibit sparse genetic

interaction pro�les lacking functional information, conducting screens in genetically and

environmentally sensitized backgrounds may uncover higher-order genetic redundancies

and shed light on mechanisms of genetic network rewiring [3, 2]. In addition, this method

could be integrated with high-content screening platforms to study the e�ect of multiple

perturbations on protein localization and abundance [120, 121, 122] or transcriptional

regulation [123]. Finally, a previous cross-study analysis showed that colony size �tness

measurements are highly correlated with barcode-based �tness measurements [76], sug-

gesting that our trigenic interaction scoring may be applicable to growth measurements

other than colony size.

The concepts associated with trigenic SGA analysis can also be extended to other

organisms. CRISPR-Cas9 has been an invaluable tool for generating gene knockouts in

mammalian cells, and analysis of pools of cells expressing barcoded guide RNA libraries

have enabled cataloguing of cell line{speci�c essential gene sets [67]. Co-expressing

multiple CRISPR-associated nucleases should enable �tness-based CRISPR screens to

study complex genetic interactions, especially when combined with micro
uidic sys-

tems [124, 125]. The development of CRISPR-Cas9 strategies coupled with single-cell

RNA sequencing, termed `Perturb-seq' or `CROP-seq', should enable complex genetic

interaction analysis at single-cell transcriptome resolution in yeast and other organisms,

including human cells [126, 127, 128].

3.3.3 Comparison with other methods

The � -SGA analysis technique provides a systematic way to construct and quantify

trigenic interactions in the budding yeast. Another method, the triple-mutant analysis

(TMA) approach has also been developed to study complex genetic interactions involv-

ing three genes in yeast [129, 130]. As described above,� -SGA relies on constructing the

desired double-mutant query strain with the corresponding two single-mutant control

queries to generate genetically homogeneous arrays of triple and double mutants. The
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TMA method involves using a single double-mutant query to generate mixed arrays of

double and triple mutants in addition to homogeneous arrays of triple mutants. In this

case, a competition e�ect may generate false-negative digenic interactions and result in

trigenic interactions appearing more subtle than they actually are.

A scoring approach called the MinDC (minimum di�erence comparison) was devel-

oped to quantify interactions from TMA screens [129, 130]. MinDC is aligned with

the S-score approach [131], whereas the� -SGA score is based on the SGA score [76],

which includes several additional steps to normalize statistical artifacts associated with

plate-based screens. Besides the di�erences between the baseline approaches detailed

previously[76], there are also di�erences in how MinDC and� -SGA score approach tri-

genic scoring. To score a triple mutant, the MinDC approach subtracts the S-score of

the more severely a�ected double mutant (out of a possible three double mutants) from

the S-score of the triple mutant. However, the � -SGA scoring approach subtracts the

SGA scores of all three double mutants from the SGA score of the triple mutant. As

demonstrated previously [12], both MinDC and � -SGA scores agree on the existence of

trigenic interactions in most cases. However, in cases of negative interactions with both

double mutants showing a negative score, the MinDC approach incorrectly reports neg-

ative interactions that can actually be accounted for by the sum of the double-mutant

e�ects [12]. A similar trend is also seen for positive trigenic interactions. The� -SGA

score, therefore, helps remove a set of false-positive trigenic interactions by controlling

for the e�ects of all possible double mutants.

3.3.4 A high-throughput pipeline for scoring trigenic interactions

The high-throughput � -SGA score generates trigenic interaction scores by integrating a

control single-mutant screen, two double-mutant screens, each carrying individual query

mutations, and a single triple-mutant screen against the respective double-mutant query

strain (Figure 3.2). The SGA pipeline generates scores for the double- and triple-mutant

screens and includes additional linkage �ltering that re
ects query strain design and

quality control of the screen, which removes additional auxotrophs. This procedure is

then followed by a series of post-processing steps to translate the resulting raw scores

into �nal adjusted trigenic interactions (i.e., � -SGA score) by subtracting the digenic

interaction e�ects scaled by the third mutation from the raw triple-mutant scores to
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Figure 3.2: Overview of the � -SGA screening and quanti�cation methodol-
ogy. Sequential stages of the main script trigenicscoring job .m, which de�nes param-
eters and then invokes computesgascore.m to generate and output SGA scores.
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Using these SGA scores and an assignment �le designed for the speci�c query screens in
the dataset, the script then computes the� -SGA trigenic interaction scores. It should
be noted that the trigenic scoring equation used in Stage 4 is slightly di�erent from
the one in Figure 3.1, and the former can be directly derived from the latter as shown
previously[12]. SMF, single-mutant �tness.

account for all cases in which two of the genes are not independent. Importantly,

computing the scores from two replicate screens with four colonies per screen results in

su�cient precision to con�dently call trigenic interactions.

The resulting digenic and trigenic interaction data are analyzed by using clustering

approaches (Cluster 3.0) and visualized by using Java TreeView or the updated Tree-

View 3.0 (Figure 3.3a). Gene Ontology enrichment analysis is conducted by using tools,

such as gPro�ler or SAFE, the latter of which is speci�cally designed for spatial enrich-

ment analysis of biological networks. By making use of the global genetic interaction

reference network topology, SAFE is useful for identifying clusters of genes re
ecting

protein complexes and pathways, biological processes and subcellular compartments

that are statistically overrepresented within the digenic and trigenic interaction pro�les

(Figure 3.3b,c).

3.4 Materials

3.4.1 Equipment

ˆ Hardware: 64-bit computer running Linux with at least 4 GB of RAM. This will

also run on Mac OS, but will not run on a Windows OS as is (minor updates to

the source code would be required).

ˆ Matlab R2019b with the following toolboxes: Image processing and Statistics

toolbox; any Matlab version beyond R2010b will be su�cient.

ˆ SGA scoring pipeline (available on GitHub: https://github.com/csbio/SGA Public).

ˆ Input raw colony size data (should conform to the nine-column input format de-

scribed in: https://github.com/csbio/SGA Public/blob/master/Column Key.md).
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Figure 3.3: Representative examples of clustering and visualization of � -SGA
scores.
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a, A sample visualization of the .cdt �le generated from the output of sample data
as described in Steps 1-7. Genes associated with query strains are on the y-axis, and
array strains are on the x-axis. b, Representative digenic and trigenic interactions for
the single-mutant query strains MDY2, MTC1 and their corresponding double-mutant
query strain MDY2-MTC1 as visualized by Cytoscape and overlapped with represen-
tative protein complexes. c, Enrichment of digenic and trigenic interactions within
the global digenic interaction pro�le similarity network annotated by SAFE bioprocess
terms. Panels b and c have been adapted from a previous study[12]. COG, conserved
oligomeric Golgi complex; EMC, endoplasmic reticulum membrane protein complex;
GET, guided entry of tail-anchor pathway; GSE, GAP1 sorting in the endosomes com-
plex; MRX, Mre11-Rad50-Xrs2 complex; MVB, multivesicular body; ncRNA, noncod-
ing RNA; OAF, pip2-OAF1 complex; TRAPP, transport protein particle complex.

ˆ Cluster 3.0 to cluster (http://bonsai.hgc.jp/ mdehoon/software/cluster/software.htm),

and Treeview to visualize the clustering results (http://jtreeview.sourceforge.net/).

A recently updated version of Java TreeView, called `Treeview 3.0', has also been

developed that integrates clustering and heatmap visualization into a single user-

friendly application (https://zenodo.org/record/1303402.X8WhjBNKh-U).

3.4.2 Required expertise

To run the � -SGA scoring pipeline, the user should be familiar with the MATLAB

(The Mathworks Inc.) coding environment. Some familiarity with the web interface

of SGAtools and thecellmap.org as well as knowledge of Cluster 3.0, JavaTreeView,

TreeView 3.0, Cytoscape and SAFE for data visualization and downstream analyses are

also expected.

3.5 Procedure: High-throughput analysis of trigenic in-

teractions

CRITICAL

For large datasets with hundreds of screens, proceed to high-throughput analysis of

trigenic interactions, which is described in Steps 42{48 (Fig. 6). This type of analysis

includes batch-e�ect correction, because a colony size signature is present in screens,

resulting from non-biological sources of variation due to the screens being conducted by
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the same person using the same equipment on the same day. Thus, when a dataset is

composed of multiple batches, it is imperative to normalize for batch e�ect to minimize

the number of false positives. In addition, it is not feasible to analyze screens one by

one when working with a large dataset, and an automated computational pipeline is

necessary.

Data analysis: setup

1. Open MATLAB and create a script that de�nes relevant parameters and calls the

required functions to generate� -SGA scores. The provided trigenicscoring job .m

script (with very few modi�cations) can be used as a basis for this script (this will

be referred to as the 'main script' hereafter). The necessary parameters can be

divided into three categories: mandatory, overridable and optional. Mandatory

parameters provide the paths (locations) of required �les. They include the fol-

lowing:

< input�le > : raw colony size data to score (nine-column format as described in

Data analysis)

< output�le > : path of the output �le (�le name does not need an extension)

< sm�tness�le > : path to query/array mutant �tness �le

< linkage�le > : path to the linkage de�nition �le

< coord �le > : path to the coordinate map �le

< removearraylist> : path to the �le with a list of known bad array strains (to be

removed from the output scores)

The SGA scoring package has the necessary data included for the last four pa-

rameters, and therefore those can be borrowed from there for the scoring too.

Overrideable parameters have default values in the SGA scoring package, but you

will need to specify explicitly how they di�er from their default values in your

setting. They include the following:

< border strain orf> : the ID of the strain found on the border; the default value

is `YOR202W dma1'.

< wild type> : the ID of the wild-type strain. The default value is `URA3control sn4757',
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which is for double-mutant scoring and therefore must be changed for triple-

mutant scoring from the main script.

< skip perl step> : skips a preprocessing step. The default value is false; however,

if a �le has been scored before, setting this to `true' will save time during prepro-

cessing as it avoids unnecessary repetition of preprocessing.

Optional parameters include the following:

< skip linkage detection> : set to true to skip linkage detection altogether (default

is false).

< skip linkage mask> : set to true to replace linkage colonies after corrections (de-

fault is false).

< skip wt remove> : set this to true to include wild-type query strain/s in the

output (default is false).

< random seed> : set to an integer number for reproducibility purposes (using the

same number next time will reproduce the previous result).

If the user modi�es trigenic scoring test .m to use as the main script, the pa-

rameters < input�le > and < output�le > must be modi�ed. < wild type> and

< border strain orf> need modi�cation if and only if they are di�erent for your

array design. All other parameters and the source code can be used as is.

2. Download the SGA scoring pipeline from https://github.com/csbio/SGA Public

and extract it into a local directory. The extracted directory is named SGA Public= master,

and all the scripts necessary to generate the� -SGA scores reside inside this di-

rectory. Add the location of SGA Public= master inside the main script by using

addpath((< location> ) and then add the necessary subdirectories by calling the

function add SGAPATH().

Data analysis: compute SGA scores

3. Once Steps 1 and 2 are done, add the line computesgascore to your main script.

This will invoke the SGA scoring script compute sgascore.m, which will generate

SGA scores for all query-array combinations. computesgascore.m reads in input
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data, performs preprocessing and normalizations and eventually calculates SGA

scores (also assigns signi�cance to the scores). For a detailed understanding of

normalization and SGA score, please consult the SGA scoring manuscript [76].

For advanced users, we summarize in Table B.1 the steps of computesgascore.m

to provide a walkthrough of the script; others can skip this and proceed with Step

4.

CRITICAL STEP

compute sgascore.m generates a log �le with the same name of the output �le

plus `.log' appended to it. This �le outputs a summary of di�erent steps of SGA

scoring to help ensure quality control and facilitate troubleshooting.

Data analysis: compute � -SGA scores

4. Use the �les generated in Step 3 (`.txt' and `.orf') to read the SGA scores and �t-

ness into a MATLAB struct named < sga> ( load sga epsilon from score�le .m).

5. Specify the path of an assignment �le, assignments = `assignment�le 170328.csv'

(located inside the SGA Public= master/refdata directory) to score trigenic inter-

actions. The provided assignment �le has eight di�erent columns:

StrainID1 : strain ID of the �rst single mutant

ORF1: Open reading frame (ORF) of the �rst single mutant

StrainID2 : strain ID of the second single mutant

ORF2: ORF of the second single mutant

DMstrainID : strain ID for the double-mutant query (ORFs are ORF1 and ORF2)

SM1strainID : strain ID for the single mutant (one of the ORFs will be YDL227C/HO)

SM2strainID : strain ID for the other single mutant

Annotation : to which class this interaction should be assigned

CRITICAL STEP

The assignment �le heavily depends on the queries that are constructed for your

setting and therefore is subject to change. If a di�erent set of queries is used, a

new accompanying assignment �le should be created.
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6. Call the script score trigenic interaction .m by using the struct < sga> from Step

4 and <assignments> from Step 5 as input. The script �nds the trigenic candidates

and uses the corresponding SGA scores to compute� -SGA scores; it then stores

the output in another MATLAB struct named < sga triple > .

TROUBLESHOOTING

Refer to Table 3.1

7. Print the SGA scores (epsilon for double mutants) and� -SGA scores (� for triple

mutants) into an output �le by using print trigenic .m. The format of the output

�le is as shown below:

Query Strain ID : the name of the double-mutant query

Array Strain ID : the name of the single-mutant array

Adjusted genetic interaction score (epsilon or tau) : updated interaction

scores (from Step 6)

P-value : the statistical signi�cance of the interaction score (from Step 3)

Double/triple mutant fitness : observed �tness of double/triple mutants (from

Step 3)

Double/triple mutant fitness standard deviation : standard deviation of

observed �tness (from Step 3)

Data analysis: visualization and downstream analysis tools

CRITICAL STEP

Upon the completion of the high-throughput analysis of trigenic interactions, which is

described in Steps 1-7, proceed to data visualization and downstream analysis tools.

8. Install Cluster 3.0 on your system. Then use< sga triple > from Step 6 to generate

the cluster by using generatefg clustergram.m. This creates two di�erent types

of clusters: a clustergram with data ordered by chromosome position (.pcl) and

a clustergram in which the data have been clustered on both the query and array

dimensions (.cdt).
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9. Download and unzip the Treeview [132] software on your machine, use a Linux

terminal to get inside the unzipped directory and run the software. Once Treeview

is running, use ` File = > Open' and visualize the output from either or both �les

generated in Step 8. To run the software from a Linux terminal, use:

$cd < Tree= view directory>

$java = jar TreeView.jar &

The recently developed version of Java TreeView, called `Treeview 3.0', which inte-

grates clustering and heatmap visualization into a single user-friendly application

(Figure 3.3a).

3.6 Timing

Steps 1{2, setting up MATLAB parameters and working directory: < 1 min

Step 3, computing SGA scores:� 1.5 h

Steps 4{7, computing � -SGA scores: variable,< 10 min (for the example data set)

Steps 8-9, Data analysis: visualization and downstream analysis tools,< 30 mins.

All timings were generated using a 64-bit computer running Ubuntu 16.04 with at � 64

GBs of RAM.

3.7 Troubleshooting

3.8 Anticipated results

The high-throughput � -SGA score generates trigenic interaction scores by integrating a

control single-mutant screen, two double-mutant screens, each carrying individual query

mutations, and a single triple-mutant screen against the respective double-mutant query

strain (Figure 3.2). The SGA pipeline generates scores for the double- and triple-mutant

screens and includes additional linkage �ltering that re
ects query strain design and

quality control of the screen, which removes additional auxotrophs. This procedure is

then followed by a series of post-processing steps to translate the resulting raw scores
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Table 3.1: Troubleshooting � -SGA scoring protocol

Step Problem Possible Reason Solution
6 Showing the message

`This structure has
been scored for tri-
genics. Skipping. . . '

There has been a previ-
ous attempt to generate� -
SGA scores

Repeat Step 4 and then
try again to re-generate� -
SGA scores

6 For the triple mu-
tants, SGA scores and
� -SGA scores are the
same

The assignment �le is not
in the right format or
does not match the queries
used in input data

Follow the instructions to
create an assignment �le
that is relevant for the
used input data (examine
the sample data and as-
signment �le, if necessary)

into �nal adjusted trigenic interactions (i.e., � -SGA score) by subtracting the digenic

interaction e�ects scaled by the third mutation from the raw triple-mutant scores to

account for all cases in which two of the genes are not independent. Importantly,

computing the scores from two replicate screens with four colonies per screen results in

su�cient precision to con�dently call trigenic interactions.

The resulting digenic and trigenic interaction data are analyzed by using clustering

approaches (Cluster 3.0) and visualized by using Java TreeView or the updated Tree-

View 3.0 (Figure 3.3a).

3.9 Code availability

The live repository for � -SGA scoring pipeline and the corresponding release for the

� -SGA scoring manuscript are available, respectively, at:

ˆ https://github.com/csbio/SGA Public

ˆ https://github.com/csbio/SGA Public/releases/tag/tau scorev1.1.0.



Chapter 4

FLEX: an approach to evaluate

and benchmark genome-wide

CRISPR-Cas9 screens

4.1 Overview

In this chapter, we present FLEX (Functional evaluation of experimental perturbations),

a pipeline that leverages several functional annotation resources to establish reference

standards for benchmarking human genome-wide CRISPR screen data and methods for

analyzing them. FLEX provides a quantitative measurement of the functional infor-

mation captured by a given gene-pair dataset and a means to explore the diversity of

functions captured by the input dataset. We apply FLEX to analyze data from the

diverse cell line screens generated by the DepMap project. We identify a predominant

mitochondria-associated signal within co-essentiality networks derived from these data

and explore the basis of this signal. Our analysis and time-resolved CRISPR screens

in a single cell line suggest that the variable phenotypes associated with mitochondria

genes across cells may re
ect screen dynamics and protein stability e�ects rather than

genetic dependencies. We characterize this functional bias and demonstrate its relevance

for interpreting di�erential hits in any CRISPR screening context. More generally, we

68
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demonstrate the utility of the FLEX pipeline for performing robust comparative evalu-

ations of CRISPR screens or methods for processing them. FLEX is available as an R

package (at https://github.com/csbio/FLEX R).

The results described in this chapter are from a manuscript that is published in

Molecular Systems Biology[133]. I had the lead role in writing the software and per-

forming the analysis. Additionally, I had one of the major roles in planning the study,

preparing most of the �gures, interpreting the results, and revisions of the manuscript

during the review process. Other contributors to this project are Maximilian Billmann,

Michael Costanzo, Michael Aregger, Amy H. Y. Tong, Katherine Chan, Henry N. Ward,

Kevin R. Brown, Brenda J. Andrews, Charles Boone, Jason Mo�at, and Chad L. Myers.

Maximilian Billman contributed in planning the study, writing the software and analysis,

interpreting the results, and drafting the manuscript and �gures. Chad L. Myers super-

vised the project and also contributed in planning the study, interpreting the results, and

drafting the manuscript. Michael Costanzo, Henry N. Ward, Kevin R. Brown, Charles

Boone, and Jason Mo�at helped to interpret the results. Michael Costanzo, Michael

Aregger, Henry N. Ward, Kevin R. Brown, Brenda J. Andrews, Charles Boone, and

Jason Mo�at contributed with input and revisions during the drafting process. Amy H.

Y. Tong, Katherine Chan, and Michael Aregger performed the experiments. Brenda J.

Andrews, Charles Boone, Jason Mo�at, and Chad L. Myers acquired the funding for

this project.

4.2 Introduction

CRISPR-based screening techniques have become a central instrument for systematic

investigation of gene function. At the forefront of such e�orts, the Cancer Dependency

Map (DepMap) e�ort aims to catalogue genetic dependencies of all human genes across

a range of cultured cell lines spanning various tumor entities. To date, the loss-of-

function �tness e�ects of 17,634 genes have been measured in 563 cell lines (19Q2 data

release) [19, 18]. This data provides a comprehensive and easily accessible resource for

biological hypothesis generation. Several studies have developed computational meth-

ods to systematically derive functional information from this data including inferring
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genetic interactions [134] or functional relations by identifying co-essentiality relation-

ships (similarity of genes' dependency pro�les) [135, 136, 137, 138]. Despite the wealth

of data and a diversity of methods for processing CRISPR screening data, we lack stan-

dard benchmarks for evaluating their ability to extract functional information, which

ultimately limits our progress in establishing the best practices for analyzing CRISPR

screens.

Here we developed FLEX (Functional evaluation of experimental perturbations), a

pipeline to evaluate functional screening data or algorithms designed to improve scor-

ing or interpretation of such data. FLEX derives reference standards from diverse

genome-wide functional resources such as CORUM complexes [139], curated pathways

[140], GO Biological Processes (BP) [141], and genomic data-derived functional networks

[142]. It then uses these reference standards to (i) generate summaries of precision-recall

(PR) performance on a global and local scale by assessing the degree to which genetic

dependency pro�les capture known functional relationships (ii) investigate underlying

functional diversity driving the observed PR performance, and (iii) report a diversity-

normalized PR statistic that highlights both the quality and functional diversity of

functional relationships captured by a dataset of interest. FLEX is available as an R

package.

We illustrate the functionality of the FLEX pipeline through several applications

on the DepMap collection of CRISPR screens including comparative benchmarking of

alternate versions of the dataset, comparisons of di�erent methods for deriving co-

essentiality networks, and an evaluation of the impact of number of screens on the

quality of the resulting co-essentiality network. These analyses highlight the promi-

nence of mitochondria-related genes' dependency pro�les in CRISPR screens, which we

hypothesize is a result of protein stability and screen dynamics.

4.3 Results

4.3.1 Development of a pipeline for evaluation of CRISPR screen data

We developed FLEX to evaluate the capacity of the DepMap CRISPR knockout co-

essentiality networks to recover complex, pathway, and biological process co-membership

of human genes (Figure 4.1A, Appendix Figure A.5). Precision-recall (PR) statistics
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calculated from FLEX showed that co-essentiality scores recapitulated many known

functional relationships { for example at a precision of 0.5, 3348 true positive (TP)

co-complex pairs from the CORUM complex standard were identi�ed based on pair-

wise Pearson correlation coe�cients derived from the DepMap dataset (Figure 4.1B).

FLEX uses PR statistics to account for the strong class imbalance typically observed

in functional genomics data, where the number of positive events (true functional re-

lationships) is much smaller than the number of negative events (unrelated pairs) [89].

While PR statistics provide a general quanti�cation of functional information, they do

not provide insight into the diversity of functional information captured by a partic-

ular dataset. To understand how individual protein complexes contribute to overall

performance, we decomposed the contribution of each complex (number of TP pairs)

across the range of precision levels achieved (see Methods for details). FLEX visual-

izes these contributions per complex as a \contribution diversity" plot, where at each

precision threshold (y-axis), the fraction of TP pairs mapping to each protein complex

at that threshold is summarized (x-axis) (Figure 4.1C). Precision thresholds dominated

by a single color indicate low functional diversity among the gene pairs supporting the

predicted functional relationships at that cuto�. As a complementary view of how func-

tional performance varies across functional modules, FLEX also reports the area under

the PR curve (AUPRC) for each individual complex along with the complex size (Figure

4.1D, Table B.2).

Strikingly, we found that only two of 1697 complexes in the CORUM standard,

the electron transport chain (ETC) I holoenzyme and the 55S mitochondrial ribosome,

dominate the strongest correlated gene pairs from the DepMap dataset, contributing

76% of the 3348 TP pairs at a precision of 0.5 (Figure 4.1C). Consistent with a predom-

inant functional signal contributed by these complexes, exclusion of the ETC and 55S

mitochondrial ribosome annotations from the 1697-complex standard, but not removal

of other large complexes or small complexes with high AUPRC, vastly reduced global

PR performance of the DepMap (Figure 4.1E), suggesting that caution needs to be

taken in interpreting such global evaluations. Similar issues have been reported when

evaluating other types of genomic datasets in a pairwise manner, particularly for large,

coherent protein complexes [143, 144, 89].

Complexes such as the ETC and the 55S mitochondrial ribosome dominate these
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Figure 4.1: FLEX reveals mitochondrial bias in functional CRISPR/Cas9
screening data. A , FLEX inputs a CRISPR screening dataset and functional reference
standards to compute gene-level performance and module-level (e.g. protein complex)
performance summaries (see Fig. S1 for details).B , Precision-recall (PR) performance
of gene-gene co-essentiality scores using the CORUM complex standard to de�ne true
positives (TP). This is a traditional PR curve with the following modi�cations: (1) the
absolute number of TP instead of fractional recall (0-1) on the x-axis (simply a scaling
of the axis) and (2) use of a log-scale on the x-axis (highlights high precision part of
the curve). Pearson correlation coe�cients (PCC) are computed between CERES score
pro�les across the 563 19Q2 DepMap screens for all possible gene pairs.
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C, Contribution diversity of CORUM complexes in a PR performance (B). Functional
composition of di�erent complexes (x-axis, as a fraction) to the set of TP pairs pre-
dicted at di�erent precision levels (y-axis) are plotted. Only the minimum number of
complexes to cover the set of TP pairs (for a certain precision) are considered (see
Methods for details). Complexes with a fraction smaller than 0.01 (1%) at any preci-
sion are collectively shown in light grey. The background (bg) contribution diversity
represents the functional contribution of complexes across the entire CORUM standard.
Highlighted complexes are de�ned in (D). D , Size and individual CORUM complex PR
performance. Area under the PR curve (AUPRC) was computed per complex on a
fractional precision-recall (0-1) scale. Dot size corresponds to the mean within-complex
CERES pro�le PCC, adjusted by the standard error. Protein complexes with at least
30 members (genes) are de�ned as large, otherwise small. Complexes with an AUPRC
of at least 0.4 are de�ned as high AUPRC, otherwise low. All sub-complexes mapping
to the ETC I or 55S mitochondrial ribosome are shown in the respective color. E,
PR performance of gene-gene co-essentiality scores (see (B)). Black line shows com-
plete data, colored lines show the performance after sets of complexes (de�ned in (C))
were removed from the data and standard. The inset barchart shows the percentage
of TP lost at a precision of 0.5 after either set of complexes is excluded.F, Module
PR (mPR) curve summarizes performance at a functional module level (here, CORUM
protein complexes). This is a modi�ed version of a precision-recall curve (B) with the
number of unique complexes (x-axis) covered and plotted (instead of unique gene pairs)
at each precision cuto� (y-axis) (see Methods for details). G , Comparison of two meth-
ods measuring co-essentiality in the DepMap using PR and mPR plots. The method
proposed by Wainberg and colleagues is compared to the standard PCC-based method
(top). The well-balanced coverage of complexes is shown after their ETC-related com-
plex exclusion (dotted lines, top) as well as in the mPR curve (bottom). The approach
from Wainberg et al. [138] bases gene pair similarity scores on FDR corrected p-values
(1 - fdr) resulting in a `late start' of the PR curve (many values at top are the same,
1.0).

global evaluations because they are well-captured by pro�le similarity in the DepMap

data, as supported by focused PR analysis of gene pairs associated with only genes in

these complexes (Figure 4.1C-E, Appendix Figure A.6A-D, Appendix Figure A.7A-D),

but due to their large size, they contribute a large number of pairs. To enable func-

tional evaluations of CRISPR screen data that are less in
uenced by well-performing,

large gene sets, we implemented in FLEX an additional, complementary metric, termed

module-level Precision-Recall (mPR) performance. To compute the mPR measure, the

contribution diversity data (e.g. as reported in Figure 4.1C) is used to count the number
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of distinct functional modules in the standard that are represented amongst the set of

gene pairs meeting a given precision threshold (see Methods for details). These results

are then summarized across all gene sets, but each gene set is allowed to contribute only

a single count to the total displayed on the x-axis, thereby stabilizing the contribution

of large versus small gene sets to the evaluation (Figure 4.1F). We emphasize that each

of these complementary FLEX visualizations (Figure 4.1B, C, D, F) is produced by

default for any dataset evaluated by the pipeline; considering all of them collectively is

important to gain an accurate perspective of the functional information captured by a

given dataset.

4.3.2 Applications of FLEX to benchmark CRISPR screen data and

analysis methods

FLEX enables objective benchmarking of methods for scoring or processing CRISPR

screen data, several of which have been recently published speci�cally for the DepMap

[135, 136, 137]. To demonstrate the utility of FLEX for benchmarking, we provide sev-

eral example use cases. First, we used FLEX to compare an earlier DepMap data release

(18Q3) to a later release (19Q2), which was based on an improved CERES score [19].

The later release shows substantial improvement in capturing functional relationships

and a greater functional diversity in the relationships captured (e.g. ETC-related com-

plexes are less dominant) (Appendix Figure A.6E-H), suggesting that the improvements

to the CERES score have reduced the dominance of the ETC and the 55S mitochondrial

ribosome. Second, we used FLEX to benchmark a variety of similarity metrics in their

ability to construct co-essentiality networks that capture known functional relationships

from the DepMap dataset. Speci�cally, we evaluated four di�erent similarity measures

for gene pairs: cosine similarity, inner (dot) product, Pearson correlation, and Spear-

man correlation. We found that Pearson correlation (PCC) and Spearman correlation

provide comparable performance and that they clearly outperformed cosine and dot

product similarity measures on the DepMap dataset (Figure 4.2 A, B) (PCC is imple-

mented as the default similarity measure in FLEX). Third, we used FLEX to evaluate a

collection of published methods for producing co-essentiality networks from the DepMap

data [135, 136, 138]. We found substantial dependence on the mitochondrial complexes

in all of them, with the notable exception of the algorithm published by Wainberg and



75

Figure 4.2: E�ect of similarity measures on functional evaluation. Co-
essentiality networks from Broad DepMap dataset are calculated using di�erent sim-
ilarity measures: cosine similarity, dot product similarity, Pearson correlation, and
Spearman correlation. A , Gene-level performance comparison of di�erent similarity
metrics across CORUM, Pathway, and GO-BP standards.B , Contribution diversity of
CORUM complexes for di�erent similarity measures.

colleagues [138], which captures functional relationships with a much greater functional

diversity than other methods (Appendix Figure A.8, Figure 4.3A, B). This superior per-

formance with respect to functional diversity may result from accounting for covariance

among cell lines, which is a key feature of the method by Wainberg and colleagues but

not others. This di�erence is clearly highlighted by FLEX's mPR metric (Figure 4.1G,

Figure 4.3C, D).

In a fourth application example, we applied FLEX to explore the extent to which the

ability to derive co-essentiality networks from a CRISPR screen dataset depends on the

number of screens. Speci�cally, we subsampled di�erent numbers of screens from the

DepMap data, measured co-essentiality networks on the resulting datasets of varying
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Figure 4.3: Direct comparison of alternative DepMap post-processing ap-
proaches. Compared are di�erent alternative methods to infer functional relationships
from DepMap 18Q3 release CERES score co-essentiality pro�les and CORUM 3.0 com-
plex relations are used as standard. The methods are PCC of co-essentiality pro�les as
baseline data treatment (pink) and approaches published in Wainberg and colleagues
[138] (violet), Boyle and colleagues [135] (orange) and Kim and colleagues [136] (green).
A , Gene-level performance to capture co-complex membership on the full data.B ,
Gene-level performance to capture co-complex membership when ETC-related com-
plexes are removed from data and standard.C, Module-level performance to capture
number of complexes with TP co-complex membership on the full data.D , Module-level
performance to capture number of complexes with TP co-complex membership when
ETC-related complexes are removed from data and standard.
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size, and evaluated these scores for functional information using FLEX. Our analysis

showed that the amount of functional information captured increases with the number

of screens included as expected, but that this saturates relatively quickly (Appendix

Figure A.9). For example, FLEX analysis indicates that there is little measurable

di�erence between the quantity of functional information captured by only 300 screens

as compared to the complete collection of 563 in the 2019Q2 release of the DepMap data

(Appendix Figure A.9). Even a set of as few as 100 randomly sampled screens performs

similarly to the complete set of 563. Our FLEX analysis also indicated that with 15

or fewer screens, the ability of co-essentiality scores to accurately capture functional

information drops dramatically (Appendix Figure A.9), suggesting this is a practical

limit on the minimum number of screens required for generating co-essentiality maps.

As a �nal example FLEX application, we explored the question of how the identity

of genetic screens a�ects the type of functional information captured in co-essentiality

scores. Speci�cally, we applied FLEX to analyze the co-essentiality scores derived from

31 genome-wide CRISPR-Cas9 screens against 27 DNA-damaging agents [145]. Inter-

estingly, FLEX contribution diversity analysis showed a strong dominance of protein

complexes related to DNA damage repair (e.g. Fanconi anemia complex, DNA ligase

IV-XRCC4-XLF complex, DNA synthesome complex) among predicted functional rela-

tionships (Appendix Figure A.10A, B). At the same time, ETC-related complexes were

not strongly represented amongst these co-essentiality scores, suggesting that the fac-

tors driving the variation in ETC-related genes' phenotypes are less prominent in this

context. This example more generally shows how the biological focus of the investigated

set of screens, an experimental theme spanning various model organisms [146, 147], can

be evaluated.

4.3.3 Exploring the basis of dominant ETC-related co-essentiality re-

lationships in CRISPR screens

Given the dominance of the functional signal contributed by ETC-related complexes in

DepMap co-essentiality relationships, we further explored the basis of this observation.

First, we compared dependency data from 149 cell lines in the 19Q2 DepMap that had

been screened both at the Broad Institute (hereafter referred to as Broad DepMap)

and the Sanger Institute (Sanger DepMap). Since we also observed a strong signal
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for the ETC V complex (Appendix Figure A.7A), we hereafter consider ETC I, V

and the 55S mt ribosome and refer to them collectively as ETC-related complexes.

While the dependency pro�les for the same cell lines generally agree across these two

datasets [20], we found the ETC-related genes to be among the protein complexes

exhibiting the strongest di�erences between them, with the Broad DepMap consistently

measuring stronger drop-out phenotypes for these genes (Figure 4.4A). Assay length

is a major di�erence between Broad and Sanger DepMap screening protocols (Broad

screens are conducted over 21 days while the Sanger screens are completed over 14

days) [20], and thus, we reasoned that the di�erence in ETC-related genes' phenotype

observed in the Broad and Sanger screens may be related to screen sampling times.

Speci�cally, we hypothesized that the rate at which functional proteins are cleared from

the cell after successful gene disruption may impact phenotypic penetrance over the

course of a screening experiment. In other words, the growth phenotype associated

with disruption of an essential gene would only be observed after the corresponding

essential protein is mostly depleted from the cell population. Thus, in the case of a

highly stable essential protein, cells may need to be cultured for a longer period of

time after gene disruption to observe the resulting growth defects. Consistent with

this hypothesis, we found that protein complexes with signi�cantly more severe �tness

defects in the Broad DepMap screens (FDR< 5%) tend to be more stable (z-score>

1; p = 0.001, hypergeometric test), based on analysis of available protein half-life data

derived from monocytes, B cells and hepatocytes [148]. Strikingly, the ETC I and V

complexes showed the highest protein stability of any complex in the CORUM standard

(Figure 4.4B, Appendix Figure A.11A-C). In contrast, the 55S mitochondrial ribosome

had a protein half-life comparable to the median complex half-life. The phenotypic

delay observed for the 55S ribosome may also be related to high remaining protein

levels of the ETC, which acts downstream of the 55S ribosome. More speci�cally,

the phenotypic e�ect of the 55S ribosome perturbation is a result of its impact on

ETC complex disruption (i.e. the ETC complex is epistatic to the 55S ribosome in

this context), which may explain why it exhibits similar dynamics in the context of a

CRISPR screen.

To test if temporal drop out patterns that are dependent on assay length and if

protein stability could contribute to the high similarity of ETC-related co-essentiality
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Figure 4.4: Delayed ETC CRISPR/Cas9 �tness phenotypes create within-
complex co-essentiality. A , Protein complex-level di�erences in �tness e�ects be-
tween the Broad and Sanger DepMap screens. The 149 cell lines and 16,464 genes com-
mon to both data sets are compared. For each CORUM complex, the median di�erential
CERES score (x-axis) and a paired Wilcoxon rank sum p-value with BH-correction are
shown. Mitochondrial ribosome (yellow) and ETC I (orange) subcomplexes are high-
lighted. Dot size is proportional to complex size. B , Protein stability of CORUM
complexes. Protein half-life data was taken from B cells, hepatocytes, and monocytes,
and summarized on the CORUM complex level. Half-life data were z-transformed, and
the minimum z-score set to 0 to emphasize large z-scores. Complexes for which at least
5 members contributed data across the three cell lines are shown.
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C, Scheme of time-resolved genome-wide CRISPR/Cas9 screens in HAP1 cells. Tempo-
ral �tness pro�le similarity was estimated by computing the pairwise PCC between genes
with 32 unique measurements across time. The dropout speed was derived from pro�les
interpolated from the 32 measurements after correcting for maximal dropout e�ects
(see Methods). D , Precision-recall (PR) curve showing HAP1 temporal �tness pro-
�le similarity performance using CORUM complexes as a pairwise functional standard.
Black line shows complete data, red line performance after ETC I, V and mitochondrial
ribosome (ETC-related complexes) are removed from the data and standard.E, Contri-
bution diversity of HAP1 temporal �tness pro�le similarity PR performance using the
CORUM complex standard. Shown are the fraction of TP pairs for CORUM complexes
(distributions across the x-axis) at di�erent precision cuto�s (down the y-axis). The
minimum number of complexes to cover the complete set of TPs is shown (see Meth-
ods). Complexes with a fraction smaller than 0.01 (1%) at any precision are collectively
shown in light grey. The background (bg) functional diversity represents the distribu-
tion of categories across the entire reference standard (i.e. the expected distribution in a
random selection of gene pairs).F , Module-level performance of HAP1 temporal �tness
pro�le similarity shows CORUM complex size and AUPRC. Dot size corresponds to
the mean within-complex similarity, adjusted by the standard error. All sub-complexes
mapping to the ETC-related complexes are shown in the respective color.G , Compar-
ison of module-level performance between Broad DepMap co-essentiality and temporal
�tness. AUPRC measures the performance of each dataset in reconstructing CORUM
complex co-memberships. Dot size is proportional to complex size.H , Dropout speed
for ETC-related and other selected essential complexes. Dropout speed is a normalized
estimate of the derivative of an LFC pro�le (across time) for each guide (see Methods).
A positive dropout speed indicates faster relative dropout, while a negative dropout
speed indicates slower dropout (see left panel for hypothetical LFC pro�le examples
and their corresponding dropout speeds). The average dropout speed across all genes in
each of the indicated complexes is plotted as a function of screen sampling time (right).
tSNE embedding groups CORUM complexes with similar dropout speed (see Methods).
The six selected complexes on the right are indicated in the tSNE plot (large colored
dots) and sub-complexes are labeled with matching colors (bottom).

pro�les, we performed several CRISPR/Cas9 screens in a single cell line (HAP1 cells)

and measured gene essentiality at multiple di�erent time points over the course of the

screen (Figure 4.4C). Speci�cally, we sampled cells every 3 to 4 days following initial

infection and compared the abundance of guide RNAs (gRNAs) targeting a particular

gene at a given time point relative to the starting gRNA abundance for the corresponding

gene. Applying this approach, we generated dynamic essentiality pro�les, derived from
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seven biological replicate screens, for each of 18,000 genes targeted by our genome-wide

TKOv3 gRNA library (Figure 4.4C, Appendix Figure A.12A-C). Similar to observations

from the Broad DepMap, we found that genes with similar time-resolved essentiality

pro�les, derived from a single HAP1 cell line, tended to be functionally related and

often annotated to the same protein complex or biological pathway (Figure 4.4D-F).

Strikingly, using FLEX to dissect the observed functional performance revealed that

the same ETC-related complexes were responsible for the majority of the functional

associations derived from our dataset (Figure 4.4D-G, Appendix Figure A.13A-D). We

note that other large essential protein complexes with shorter protein half-lives (e.g. the

26S proteasome or the cytosolic ribosome) drop out relatively rapidly when targeted

(within 5 days post puromycin selection), while the ETC-related complex members

take substantially longer, dropping out between 6 and 13 days post puromycin selection

(Figure 4.4H, Figure 4.5A-C). This observation is consistent with phenotypes for these

complexes observed in earlier CRISPR/Cas9 screens [149] and RNAi-based screens [25].

In our own FLEX-based analysis of RNAi screens [150], we observed a similar, albeit

weaker, enrichment for mitochondrial ribosome-related gene pairs (Appendix Figure

A.14), although unlike CRISPR screens, co-essentiality scores from RNAi screens also

exhibited dominant enrichment for cytoplasmic ribosome gene pairs (Appendix Figure

A.14).

Given the delayed phenotype of protein complexes with long protein half-lives, we

reasoned that the time at which a CRISPR/Cas9 screening experiment was sampled

could a�ect the measured dependency on a particular gene target, and vice versa, that

the measured dependency may re
ect di�erences in e�ective sampling time. To test this,

we �rst sorted the 563 cell lines in the Broad DepMap using the median CERES score

for ETC-related complexes. As expected, while genome-wide CERES scores for each

cell line exhibited comparable ranges (Figure 4.6A, grey), ETC-related CERES scores

strongly varied across cell lines (Figure 4.6A, red, Appendix Figure A.15A-C). Further-

more, when we added the data from the 149 Sanger DepMap screens that overlapped the

Broad DepMap, a matched comparison of the ranks for those 149 showed lower ranks

(weaker ETC signal) relative to the corresponding Broad screens (Figure 4.6B). We

further tested how di�erent time points of a single cell line, HAP1, would rank within
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Figure 4.5: Temporal �tness phenotype estimation on HAP1 genome-wide
CRISPR screening data. A , Schematic illustration of data processing to estimate
dropout rate across time. The contrast of a pair of sliding intermediate time points
(Mn, Mm) is used to estimate drop-out rates.
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B , Fitness e�ects of selected complexes along the time of a screen. Shown is the me-
dian gene dropout LFC across a given complex. LFC values for each gRNA are �rst
interpolated from 31 measurements derived from 7 independent screens between 3 and
19 days past puromycin selection (screen start). Next, gRNA-level interpolated LFC
values are mean-summarized to the gene-level and �nally median-summarized to the
complex-level as de�ned by CORUM 3.0. The range of the sliding intermediate time
points is indicated on top. C, Fitness e�ects of the genes in a selected complex along
the time of a screen.D, E , Dropout rate estimation in an early (D) and mid/late (E)
window along time. Window size is 3 days (day 4 - day 1 or day 8 - day 5). Gene-level
�tness e�ects (LFC) comparison between sets of time points (left). The di�erential LFC
values (y-axis) depend on LFC values measured at the time point with the strongest
phenotypic e�ect (T18; see methods) (middle). This dependency is normalized for, in
order to estimate a dropout rate, which is independent of a gene's �tness phenotypic
strength (right). Normalization is done by taking the residual from the loess �t. Grey
lines show x=y diagonal. F , Adjusted di�erential �tness e�ect (negative dropout speed)
of genes for each of the selected complexes shown in Figure 4.4H.

the Broad DepMap collection of screens based on the strength of the ETC-related phe-

notype. We leveraged 27 time points measured in 7 independent genome-wide screens

taken between 6 and 19 days post puromycin selection (Appendix Figure A.12A-C) (see

Methods). We found that those HAP1 screen time points spanned the range of Broad

DepMap screen ranks, with early time points showing weaker dependency on ETC-

related genes (Figure 4.6C). Notably, the strength of the ETC-related dependency itself

predicted HAP1 screen timepoints with reasonable accuracy (r = 0.61, p = 0.0007).

This was not true of the dependency scores for other essential complexes such as the

26S proteasome (r = -0.22, p = 0.28), the spliceosome (r = -0.01, p = 0.96) or the

cytosolic ribosome (r = 0.37, p = 0.055) (Figure 4.5D-F). Together, this suggests that

the strength of ETC-related �tness phenotypes is able to accurately recover the e�ective

length of time a screen was cultured before gRNA abundance was quanti�ed.

4.4 Discussion

Our analysis suggests a link between the strength of ETC-related gene dependency and

the screen sampling time. In the context of an e�ort like the DepMap, which is focused

on screening large collections of diverse cell lines, there may be a complex interplay
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Figure 4.6: CRISPR screen sampling time and protein level change. A , Broad
DepMap genome-wide CRISPR/Cas9 screens ranked by the median CERES score across
the ETC-related complexes. The middle red line indicates the median, the vertical lines
the 25% and 75% quantiles of a given screen. Grey lines represent the same metrics
for all genes in the genome. B , Pairwise comparison of Broad and Sanger DepMap
screens based on their median CERES score of ETC-related complexes. Highlighted
are 149 cell lines common to both data sets. To rank those cell lines, Sanger data from
those 149 screens was added to the 563 Broad DepMap screens and all screens were
ranked. Green lines indicate a higher ranking of the Broad screen (assay length 21
days) and brown a higher ranking for the corresponding Sanger screen (assay length
14 days). C, Rank of HAP1 time course genome-wide screens in the Broad DepMap
screens based on the adjusted median ETC-related LFC. HAP1 screens were performed
with the TKOv3 library, and LFC values were adjusted by centering non-essential genes
around 0 and core essential genes around -1 (see Methods). HAP1 screens sampled
at T3 are shown as circles indicating that they have not been used for computing the
Spearman's rank correlation coe�cient and the associated statistical signi�cance (see
Methods for details). D , Wildtype protein abundance of two protein complexes is
schematically displayed over the course of a CRISPR screen. The measured phenotype
(e.g. gRNA abundance as a proxy for cell �tness) depends on the presence of a su�cient
amount of protein to ful�ll a cellular function. Stability of proteins, the rate of cell
doublings that redistribute residual protein, protein levels required for normal function,
or more stable epistatic protein complexes determine the penetrance of cellular �tness
phenotypes throughout the course of a CRISPR experiment.
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between global protein stability, screen sampling time, and doubling rate of the cell

line being screened (Figure 4.6D). While there is likely true variation in the extent

of genetic dependency on mitochondria function across di�erent cell types and genetic

backgrounds, we speculate that a substantial portion of the quantitative di�erences

observed in the strength of the ETC-related phenotypes in the DepMap may instead

re
ect di�erences in the e�ective sampling time, cell line doubling rate, and protein

stability across these cell lines. While this e�ect is readily discoverable in the DepMap

dataset, phenotypes for these ETC-related genes should be interpreted with caution

in other CRISPR screen contexts as well, especially if one is interested in scoring dif-

ferential phenotypes (e.g. cell line-speci�c dependencies, genetic- or chemical-genetic

interactions).

Why are ETC-related genes unique in this regard? If di�erences in the e�ective

sampling timing or growth rates of cell lines are limited to � � 50% of the typical

sampling time in a given collection of screens, one would expect that only protein

complexes like the mitochondrial ribosome and ETC I genes, whose �tness e�ect size

is still increasing even late in screens would show di�erent phenotypes related to such

di�erences in timing. Other essential complexes drop out rapidly enough that there is

negligible variation in phenotypes for the vast majority of screens regardless of small

variation in e�ective sampling time or other factors. We note that while multiple lines

of evidence support our hypothesis about the e�ect of protein stability on ETC-related

genes' phenotypes in CRISPR screens, more de�nitive experiments could be done to

further test this hypothesis. For example, one could speci�cally quantify the dynamics

of wild-type protein abundance in a population of cells expressing guides targeting

ETC-related genes. Also, we note that beyond sampling time, growth rate and protein

stability there are likely additional non-genetic factors, such as the redox potential of

the media as explored by Lagziel and colleagues [151], that could similarly modulate

the apparent phenotypes measured in CRISPR screens.

4.5 Conclusion

Our study also highlights the utility of the FLEX pipeline, which enables objective

benchmarking of functional relationships and informative summaries of the underlying
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functional diversity. The focus of our example applications of FLEX described here is

evaluation of co-essentiality scores derived from (single knockout) genome-wide CRISPR

screens. However, we emphasize that the FLEX pipeline can more generally evaluate the

quality/functional composition of pairwise gene relationships of any type. For example,

FLEX could be used to directly evaluate genetic interactions derived from combina-

torial (double targeting) screens [124], protein-protein interactions [152], co-expression

relationships, or the output of machine learning approaches focused on inferring related

gene pairs. Also, FLEX is 
exible in the sense that the functional standard used as

the basis for evaluation can be readily changed. Users can easily choose between any

of the four standards included (e.g. see Appendix Figure A.6), or an external standard

can be loaded as long as it de�nes a relationship between two genes. Importantly, we

note that the utility of FLEX is inherently limited by the reference standard(s) used.

Functional annotations for the human genome are incomplete and nonuniform in their

coverage, and these biases can in
uence the relative performance of datasets evaluated

by FLEX. A good practice to achieve robust conclusions is to evaluate the datasets

of interest against multiple di�erent functional standards using the FLEX pipeline. In

general, resources such as FLEX and objective applications of them to existing data and

processing methods, are critical to our e�ective interpretation of large-scale CRISPR

screens and other functional genomic data.

4.6 Methods and Materials

FLEX is designed to perform a systematic functional evaluation of genome-scale per-

turbation data. It has three di�erent components: generation of reference standards,

gene-level (global) evaluation, and module-level (local) evaluation. To use FLEX, the

user must provide an input dataset and select a reference standard to evaluate against.

FLEX enables both global and local functional evaluations and supports a number of

visualization options (Appendix Figure A.5).

4.6.1 Generation of reference standards

To systematically evaluate functional relationships between gene pairs, FLEX uses var-

ious public reference datasets. A majority of these datasets include genes grouped into
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di�erent modules (a set of related genes); for example, in the CORUM reference dataset,

a module refers to a protein complex. Relationships between all possible gene pairs from

all modules are utilized to form a co-annotation (co-membership) based binary reference

standard. In such a reference standard, gene pairs co-annotated to the same module

(within-module pairs) are labeled positives (1) and gene pairs from two di�erent mod-

ules (between-module pairs) are labeled negatives (0). For all the positive pairs, the

source(s) of their co-annotation (module IDs) are stored.

A single reference standard provides an exclusive view of biological complexity. To

ensure functional evaluation from multiple perspectives, FLEX supports four di�erent

reference standards. For protein complexes, FLEX uses CORUM v3.0 [139] as the

reference standard. For pathways, it uses MSigDB [140] that collates several pathway

datasets, and for GO [141], it uses biological processes (BP). For reference standards

based on complexes and pathways, a positive example is de�ned as a gene pair annotated

to the same complex (or pathway). A gene pair forms a negative example when the genes

come from two di�erent complexes (or pathways). In contrast, for the GO BP dataset,

FLEX �rst applies a �lter based on the number of genes annotated to a GO term (term

size). Biological processes that are too speci�c (term size< 10) or too general (term

size > = 300) are excluded. Then using the gene annotations in the �ltered GO BP

candidates, FLEX applies a similar approach as outlined for complexes and pathways

to de�ne the GO BP-speci�c reference standard.

While all of these aforementioned reference standards are manually curated and thus

high-quality, they lack in terms of their genome-wide coverage. For a broader standard,

FLEX includes an integrated, data-driven reference functional network named GIANT

[142], which reports inferred functional relationships from many di�erent genomic or

proteomic data sources. A node represents a gene in this network, and an edge represents

an inferred functional relationship between two genes. While CORUM, Pathway, and

GO BP provide annotations for 3662, 8904, and 13637 genes respectively, GIANT covers

25K genes. To transform the GIANT network to a reference standard, the gene-gene

relationships (edges) in the network are �rst ranked by the relationship strength (edge

weights), in descending order. Next, the top one million gene-gene relationships are

labelled as positives (the rest are negatives), resulting in a density of 2.6% for the

positive standard. The density of positives for the CORUM, Pathway, and GO BP



88

standards are 0.6%, 7%, and 6%, respectively.

Even though FLEX provides four di�erent reference standards by default, users can

easily de�ne additional reference standards as desired. The only requirement is that the

new reference standard provides associations between a set of gene pairs. Therefore, any

dataset with modules or any network quantifying gene-gene relationships is appropriate

as input to FLEX to generate reference standards.

Analysis performed using FLEX can be divided into two broad categories (details

below): gene-level (global) evaluation and module-level (local) evaluation (contribution

diversity, module-level performance, and module-level summary). Module-level analy-

ses are only feasible when the reference standard has a modular hierarchy such that

genes are grouped into modules (e.g. CORUM complexes, pathways, etc.). Reference

standards without a module-level hierarchy (e.g. GIANT) are only limited to gene-level

performance analysis.

4.6.2 Gene-level evaluation

FLEX performs gene-level evaluations using genome-wide quantitative perturbation ef-

fects. These e�ects can either be dependency scores [18] where each gene in the library

is systematically knocked out across a panel of cell lines, or genetic interaction (GI)

scores [66], where a single gene is �rst knocked out and a panel of gene knockouts are

introduced by library screening in the mutant background. Then, depending on user

input, FLEX either calculates a pairwise pro�le similarity score for each gene pair (using

gene pro�les across screens/experiments) or uses the direct measurements between gene

pairs. As FLEX evaluates gene pairs, direct measurements are only relevant when the

screens also represent genes (a second knockout for GI, for example). Pro�le similarity

scores between gene pairs are meaningful in either case (GI or dependency). FLEX uses

Pearson correlation coe�cient (PCC) values as measures of pro�le similarity.

Once a pairwise measurement for pairs of genes and their corresponding co-annotations

from a reference standard are available, FLEX calculates how well the measurements

agree with the co-annotations. A traditional way to capture this agreement is to use a

Receiver Operating Characteristic (ROC) curve. However, as all of our reference stan-

dards are highly imbalanced (i.e. positive to negative ratio is small), a more appropriate

metric to use is precision-recall [89, 153]. FLEX uses a precision-recall (PR) curve to
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summarize the gene-level (global) functional performance, although it plots the number

of TPs (equivalent to recall on a log scale) on the x-axis instead of recall.

P recision =
TP

TP + FP

Recall =
TP

TP + FN

4.6.3 Contribution diversity

As biological annotation standards are modularized, FLEX computes a contribution

diversity matrix to understand how di�erent modules contribute to the overall perfor-

mance. Due to inherent redundancies among modules, a true positive in the standard

is sometimes associated with multiple modules. To account for redundancies at the

module level, FLEX estimates a subset of modules that explains all of the TPs for a set

of precision levels from the gene-level PR curve. Calculating such a subset, optimally,

is an NP-hard problem [154] and hence, FLEX uses a greedy approximation algorithm

(shown below). To illustrate the algorithm (and all methods from here on), we will use
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CORUM as the reference standard and CORUM complexes as modules.

Algorithm 1: Calculate contribution diversity
Input: A set of precision thresholds,P, pro�le similarity PCCs, and CORUM

standard

Output: a 2D matrix, C (row: CORUM complexes, column: precision

thresholds, entry: number of TP pairs uniquely contributed by the

complex at that precision threshold)

/* Calculate sets of TPs (also associated complexes) for all precision

thresholds, P */

1 for i  1 to jP j do

2 Q  set of TPs at P[i ]

3 while Q is not empty do

4 Compute the number of TPs associated with individual complexes

5 Rank the complexes by the number of TPs contributed (descending)

6 S  TPs associated with the highest ranked complex,j

7 C[j; i ]  j Sj // number of contributions for complex j

8 Q  SetDi�erence(Q; S) // remove S from Q

The algorithm outputs a precision vs complex contribution matrix that is next visual-

ized using a Muller plot. This is termed the contribution diversity plot and it visualizes

the diversity of complexes that constitute global performance. When applied to the

CORUM reference standard, the contribution diversity analysis reduces the number of

e�ective complexes to 1697 (out of 2916 total complexes), highlighting the minimal set

of required complexes to explain the functional performance.

4.6.4 Module-level performance

A module-level performance evaluation encapsulates the local performances of individual

modules (e.g. complexes). For each complex in the CORUM reference standard, FLEX

generates a per-complex subset of the reference standard that includes gene pairs be-

tween all of the genes from the complex (within-complex pairs) and pairs between genes

from the complex and genes from the rest of the complexes (between-complex pairs). For
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each complex, within-complex pairs constitute the positive standard whereas between-

complex pairs comprise the negative standard. Using these per-complex standards,

FLEX calculates an area under the PR curve (AUPRC) for all individual complexes.

This is visualized using a scatter plot with the AUPRC values on the x-axis and the

size of the complexes on the y-axis.

4.6.5 Module-level summary

FLEX generates a module-level summary plot to account for the disproportionate nature

of modules in genome-wide datasets. It �rst calculates a module-level precision-recall

(mPR) metric by computing a contribution diversity matrix (contribution diversity,

method) and then counting, at each precision, the number of modules that are repre-

sented.

FLEX then visualizes this using a module-level summary plot that outputs the

number of represented modules along the x-axis and precision values along the y-axis. To

qualify, a complex must contribute at least one TP pair towards the global performance

and 10% of all of the possible within complex (TP) pairs must be present at that

precision.

4.6.6 Pooled CRISPR HAP1 dropout screens

Pooled CRISPR dropout screens, including CRISPR library virus production and virus

titer determination, were performed as described recently [66, 155]. In brief, human

HAP1 cells were obtained from Horizon Discovery (wt: clone C631, sex: male with lost

Y chromosome, RRID: CVCL Y019) and maintained in DMEM, low glucose (10mM),

1mM glutamine, 10% FBS.

CRISPR library virus production was performed in HEK293T cells. Therefore, 10

million cells were seeded per 15 cm plate in DMEM medium containing high glucose,

pyruvate and 10% FBS. Twenty-four hours after seeding, the cells were transfected with

a mix of 8 µg lentiviral lentiCRISPRv2 vector containing the TKOv3 gRNA library [65]

(Addgene #90294), 4.8 µg packaging vector psPAX2, 3.2µg envelope vector pMD2.G,

48 µl X-tremeGene 9 transfection reagent (Roche) in 1.4 ml Opti-MEM media (Life

Technologies) for a total volume of 800µl. Virus-containing media was harvested 48



92

hours post transfection.

For pooled CRISPR dropout screens, 3 million HAP1 cells were seeded in 15 cm

plates in 20 ml of speci�ed media. A total of 50-90 million cells were transduced with

the lentiviral TKOv3 library at a MOI � 0.3, so that each gRNA is represented in about

200-300 cells. 24 h post infection, transduced cells were selected in 1µg/ml puromycin

for 48 hours. Cells were then harvested and pooled, and 30 million cells were collected

for subsequent genomic DNA extraction and determination of the library representation

at day 0 (i.e. T0 reference). The pooled cells were seeded into three technical replicate

plates, each containing 15 million cells (> 200-fold library coverage) and passaged every

three to four days and at > 200-fold library coverage until T18. Cell pellets from each

replicate were collected at each timepoint of cell passage.

Genomic DNA was extracted using the Wizard Genomic DNA Puri�cation Kit

(Promega). Sequencing libraries were prepared from 50µg of the extracted genomic

DNA in two PCR steps, the �rst to enrich guide-RNA regions from the genome, and

the second to amplify guide-RNA and attach Illumina TruSeq adapters with i5 and i7

indices. Barcoded libraries were gel puri�ed and �nal concentrations were estimated by

quantitative RT-PCR. Sequencing libraries were sequenced on an Illumina HiSeq2500

instrument using single-read sequencing. The T0 and T18 time point samples were

sequenced at 400- and 200-fold library coverage, respectively.

4.6.7 Mapping of reads to gRNAs

FASTQ �les from single-read sequencing runs were �rst trimmed by locating constant

sequence anchors and extracting the 20 bp gRNA sequence preceding the anchor se-

quence. Trimmed reads were aligned to the TKOv3 library reference using Bowtie

(v0.12.8) allowing up to 2 mismatches and 1 exact alignment (speci�c parameters: -v2

-m1 -p4 {sam-nohead). Successfully aligned reads were counted, and merged along with

annotations into a matrix.

4.6.8 LFC precision-recall analysis

To control quality of genome-wide CRISPR/Cas9 screens in HAP1 cells, gene-level

�tness e�ects were estimated by �rst computing a log2 fold-change (LFC) quantifying
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the dropout of a gRNA from the population between T0 (after puromycin selection)

and a given mid or end point (T3 - T19). The LFC values of the four gRNAs targeting

a given gene were mean summarizing. Gold-standard essential (reference) and non-

essential (background) gene sets were taken from [65, 27]. For the identi�cation of

reference (essential) genes using LFC values of a given screen was assessed by computing

precision over true positive statistics.

4.6.9 Calculation of ranks for HAP1 screen time points

Using the common essential and non-essential gene sets that were used for scaling the

DepMap CERES scores, we scaled the gene dropout e�ects in HAP1 cells. At each time

point between T3 and T19 LFC values, which represent the di�erence between a given

time point and T0, were scaled to ensure a median score of -1.0 for the essential genes

and 0 for the non-essential genes. We then merged each of the 31 HAP1 screen time

points with the 563 Broad DepMap screens and calculated median scores for a subset

of genes (genes from ETC-related complexes, spliceosome, 26S proteasome, cytoplasmic

ribosome). Finally, we ranked all HAP1 screens (time points between T3 and T19)

separately by the calculated median score. Spearman's rank correlation between the

resulting ranks for all 27 screens sampled between T6 and T19, and the time points at

which a given screen had been sampled was computed using the R function `cor.test'

and the statistical signi�cance was based on 25 degrees of freedom. Note that due to

strongly varying drop out patterns of core essential genes as well as strongly variable

LFC values for non-essential genes at very early time points (T3), LFC scaling generated

several extreme values. Therefore, to compute more conservative correlations coe�cients

between sampling time and ranking, the four T3 screens were excluded.

4.6.10 Estimating the gene and protein complex dropout speed

For each of the 71k gRNAs in the TKOv3 library, 31 LFC measurements were taken

between T3 and T19 in wildtype HAP1 cells. A loess model was �t through the 31

measurements and T0, estimating the interpolated LFC at 0.2 days resolution. All

possible di�erential (d)LFC values were computed by contrasting interpolating LFC

values 3 days apart:
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dLFCn = LFC n � LFC m

where n is between T3 and T19, m is between T0 and T16, and n { m is equal to

three days. Furthermore, LFC is the interpolated LFC value for a given gRNA. Since

absolute dLFC values depend on the maximal dropout (Figure 4.5D, E), the time point

of the maximal dropout was estimated by maximizing the separation of non-essential

and core essential gene LFC values. The gRNA-level dependency of dLFC values on

the LFC at this maximum dropout point was removed by computing the residuals from

a Loess �t (Figure 4.5D, E). For each gene, gRNA residuals are mean summarized at

each point between T3 and T19 to de�ne the dropout speed. For each of the CORUM

complexes, the respective gene-level dropout speed was median summarized.



Chapter 5

Reproducibility and standard-free

assessment of replicated

genome-wide CRISPR screens

5.1 Overview

We present a new tool, JEDER, to estimate the reproducibility of CRISPR/Cas9 per-

turbation screens. Given a set of replicate screens, JEDER estimates a false positive

rate, a false negative rate, and a data-driven gold standard. The gold standard is then

utilized to calculate performance metrics for the screens. The application of JEDER

on single and di�erential e�ects reveals the increased di�culty in reproducing the dif-

ferential e�ects from CRISPR screens. We demonstrate that JEDER can be e�ectively

employed with as little as 5 replicate screens, and we believe JEDER will generalize to

a variety of other genomic/proteomic data to enable estimates of reproducibility.

The results described in this chapter are from a manuscript draft currently in prepa-

ration. I played a lead role in performing all the analysis and �gures and drafting the

manuscript and a co-lead role in writing the software and interpreting the results. Other

contributors to this project are Benjamin Vandersluis, Maximilian Billmann, Michael

Costanzo, Charles Boone, Jason Mo�at, and Chad L. Myers. Benjamin Vandersluis

95
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contributed to planning the study and co-wrote the software/tool. Chad L. Myers su-

pervised the project and also contributed to planning the study, interpreting the results,

and drafting the manuscript. Maximilian Billmann, Michael Costanzo, Charles Boone,

and Jason Mo�at helped to interpret the results. Jason Mo�at, Charles Boone, and

Chad L. Myers acquired the funding for this project.

5.2 Introduction

Genome-wide perturbation screens [65, 18] enable a systematic investigation of biological

systems for functional information [1, 2, 11]. One of the most popular perturbation

approaches in human cell lines is pooled CRISPR/Cas9 loss-of-function screens [27,

65]. In general, CRISPR/Cas9 screening approaches improve upon their predecessor

RNAi-based perturbation, which is limited by incomplete knockdown and o�-target

e�ects [156]. However, CRISPR/Cas9-based perturbation screens still su�er from false

positives and false negatives due to guide e�ciency, o�-target e�ects, cytotoxicity, and

copy number alterations [63, 157, 158]. Estimation of the false positive rate (FPR)

and false negative rate (FNR) is therefore important to correctly interpret results from

CRISPR/Cas9 screens.

Accordingly, some recent studies [157, 159] have attempted to estimate the FNR

of single mutant CRISPR/Cas9 knockout screens. However, these methods have sev-

eral limitations, including too few replicate screens for robust estimation (only 3) [157]

or the use of non-replicate screens as a proxy for replicates [159]. Furthermore, no

previous studies have provided a rigorous statistical framework for computing repro-

ducibility statistics from replicated screens. A systematic statistical framework along

with su�ciently replicated CRISPR/Cas9 screens are needed to address this important

question.

Another related problem is the evaluation of functional signals captured by CRISPR/-

Cas9 screens, which is usually done using some ground truth gold standard. However,

the development of such gold standards through manual curation is di�cult and/or

expensive, and therefore, they are often unavailable. An alternative approach to gen-

erating a gold standard is to summarize the agreement of independently replicated
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experimental screens. For example, to de�ne a gene essentiality gold standard, [25] se-

lected genes with signi�cant essentiality scores in 50% of the 72 screens they generated,

resulting in 285 essential genes. Another study [26] then utilized this small set of essen-

tial genes as seed essentials to de�ne a broader list of 684 core-essential genes. This set

of core essentials is, however, too general and does not consider context speci�city (i.e.

tissue-speci�c essentials) [160]. Moreover, the de�nition of essentiality may depend on

the speci�c experimental assay, and therefore, a data-driven, context-speci�c de�nition

of such a gold-standard may be useful for evaluation.

Replicate screens are independent measurements of the same signal and taken to-

gether, can be used to reduce the error associated with individual experiments to gen-

erate a consensus output, and importantly, to directly estimate the per screen false

negative and false positive rates. We developed a computational approach, Joint Es-

timation of Data and Error Rates (JEDER), that leverages this idea to estimate false

positive rate (FPR), false negative rate (FNR), and a consensus pro�le gold standard

to provide an external standard-free assessment of genome-wide CRISPR/Cas9 screens.

Here we illustrate the inner workings of JEDER and how we can utilize JEDER to es-

timate FPR, FNR, and assess both single mutant knockout and double mutant knockout

CRISPR/Cas9 screens. We study and discuss di�erent properties of reproducibility and

establish guidelines for e�ective use of JEDER for analysis of CRISPR/Cas9 screens.

5.3 Results and Discussion

5.3.1 JEDER: A systematic approach to assess replicated genome

wide screens

We introduce a new computational tool, JEDER, which, given a set of replicate genetic

screens, computes a maximum likelihood estimate of the False Positive Rate (FPR),

False Negative Rate (FNR), and a consensus data pro�le that accounts for these error

rates and all replicate observations. JEDER takes as input a set of quantitative scores

(representation of the observed phenotype) for replicated screens and a set of priors to

FPR and FNR (Figure 5.1). It then uses a Markov Chain Monte Carlo (MCMC)-based

approach to jointly estimate FPR, FNR, and derive a consensus posterior probability

pro�le (see Methods for details) on the observed phenotypic e�ects. In addition to
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computing the FPR/FNR, JEDER also binarizes this consensus pro�le to generate

a gold standard (assuming genes or gene pairs with a posterior probability> 0.5 as

positive examples), which can then be used as a basis for more detailed benchmarking

of screen quality as a function of di�erent data thresholds (e.g. e�ect size, statistical

signi�cance criteria). We demonstrate the utility of JEDER by applying it to a collection

of replicated CRISPR/Cas9-based single mutant screens and double mutant screens in

human cells.

Figure 5.1: An overview of reproducibility analysis using JEDER. JEDER
takes as input scores for replicated genome-wide screens, a binarization rule, and uniform
priors for False Negative Rate (FNR) and False Positive Rate (FPR). Then, using
an MCMC-based approach, JEDER estimates the most probable FPR, FNR, and the
underlying true data (consensus) pro�le. The consensus pro�le is binarized to create a
data-driven standard for downstream evaluation and benchmarking.
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5.3.2 Reproducibility of single knockout e�ects

To estimate the reproducibility of single mutant e�ects from CRISPR/Cas9 screens,

we conducted 21 independent single knockout replicate screens. These screens are per-

formed on an isogenic background of human HAP1 cell lines using the TKOv3 CRISPR/-

Cas9 library [65]. The abundance of each gene in the library is measured at a starting

and an ending time point (approximately 18 days), and relative abundance is quanti�ed

in terms of log fold-change (LFC) as measured at the endpoint relative to the starting

time point.

Single mutant knockout screens are used to identify essential genes - genes instrumen-

tal for cell viability and reproduction - and are also sometimes referred to as essentiality

screens [18]. In a pooled CRISPR/Cas9 setting, essential genes tend to rapidly drop

out of the population, and consequently, exhibit negative LFC values. For example, the

median �tness e�ect of essential genes in the popular genome-wide Cancer dependency

map (Depmap) single knockout screens is -1 [18, 19]. Consistent with that, we select

a default binarization rule of LFC < -1 (genes exhibiting at least a 2-fold-change) for

single knockout screens. We then performed JEDER to jointly estimate the maximum

likelihood for FPR, FNR, and a consensus set of essential genes.

Figure 5.2: Convergence of JEDER. Trace plots and posterior distribution shows
the convergence of MCMC runs for FPR and FNR. JEDER was run using LFC< -1 for
5 single knockout replicates. Dotted lines show the mean of the posterior distribution.

Using a random sample of 5 replicate screens (from the 21 screens) and LFC< -1,
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we performed JEDER analysis that produced maximum likelihood estimates of FPR

and FNR of 0.008 and 0.094 (Figure 5.2), respectively. This FNR is similar to, but

lower than, previous estimates of FNR, which have reported FNR estimates between

10 and 20% ([157]) across 4 di�erent libraries on an HT-29 cell background. Another

study ([159]) reported a mean FNR of� 20% (vary between 15 and 27%) across di�erent

cell lineages in the Depmap dataset. The reduced FNR estimate found in our analysis

could be due to library-speci�c false negative genes ([157]) or limitations in the previous

methods used to estimate FNR (e.g. the lack of actual biological replicates([159]). The

maximum likelihood estimates of FPR and FNR correspond to a precision and recall of

96% and 89%, respectively, at the selected threshold of LFC< -1.

Figure 5.3: Benchmarking of single mutant knockout screens using JEDER.
Five independent single mutant replicates were used as input to JEDER, and the in-
ferred consensus pro�le was used as a gold standard to evaluate individual screens for
reproducibility. The precision/recall values are reported at various LFC thresholds.

JEDER also outputs a consensus pro�le, which is binarized to generate a gold stan-

dard (assuming genes with a posterior probability > 0.5 as positive examples). We

utilized this standard and further evaluated single mutant e�ect calls at a range of

e�ect size thresholds and measured the corresponding precision-recall characteristics.
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For example, at a LFC < -2, we measured a precision/recall of 100%/37%, or alterna-

tively, at a weaker e�ect size threshold of LFC < -0.5, we measured a precision/recall of

54%/99% (Figure 5.3). Our analysis suggests that CRISPR screens generally provide

high accuracy in calling essential genes.

Con�dence intervals for di�erent metrics

Figure 5.4: JEDER estimates of screen reproducibility metrics. Estimates
of reproducibility metrics along with a 95% con�dence interval are shown. For (a)
FPR and FNR, the distribution of MCMC samples are used to calculate the con�dence
intervals, and for (b) Precision, FDR, and recall, con�dence intervals are calculated
based on proportions at di�erent LFC cuto�s.

The most probable FPR and FNR values reported by JEDER are point estimates

from MCMC samples. To better represent the uncertainty associated with our FPR and

FNR estimates, we calculated a 95% con�dence interval from the distribution of FPR

and FNR samples (Figure 5.4a). We assumed a normal distribution for the distribution

of FPR and FNR which gives us a con�dence interval of (� � 2 � � , � + 2 � � ), where

� is the mean and � is the standard deviation of the variable (FPR or FNR). We

also calculated con�dence intervals for precision, recall, and false discovery rate (FDR)

estimates at di�erent LFC thresholds using proportion test statistics (Figure 5.4b).

E�ect of di�erent binarization cuto�s

The previous analyses are based on consensus from LFC< -1. We wanted to measure

the e�ect of the LFC cuto� on the consensus and the downstream evaluation. Hence,
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we applied JEDER with an additional binarization rule of LFC < -2 and calculated the

new FPR, FNR, and consensus pro�le. The gold standard from the new consensus has

fewer essential genes as it includes genes with stronger dropout e�ects across replicates.

This is re
ected by a shift towards overall lower precision and higher recall performance

(Figure 5.5).

Figure 5.5: E�ect of LFC cuto� on the consensus. Precision and recall values
are calculated and contrasted for consensus pro�les at two di�erent cuto�s: one at the
usual LFC < -1 cuto� and the other at LFC < � 2 cuto�. Precision and recall values
are calculated across a range of LFC thresholds for both consensus pro�les.

How may replicates are needed?

Next, we explored the question of what is the minimum number of replicates that would

be su�cient to create a data-driven essential gene standard. Accordingly, from the 21

total replicate screens, we randomly sampled 3, 4, 5, 7, 10, 15, and 21 replicates and

then ran JEDER using the default binarization threshold of LFC < -1. This resulted in
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7 di�erent consensus pro�les based on di�erent numbers of replicates and, eventually, 7

di�erent essential gene standards. We evaluated these standards in three di�erent ways.

Figure 5.6: Robustness of consensus pro�les in calling essential genes. Data-
driven standards from seven di�erent consensus pro�les (3, 4, 5, 7, 10, 15, and 21
screens) are created and evaluated against two standards. (a) The data-driven standards
are compared against the core-essential gene set from [27, 161]. 0 indicates the false
positives in the core-essential set (genes not essential in HAP1, but may be essential
in other backgrounds). (b,c) The data-driven standards are compared against the 21-
replicate standard (consensus from all 21 replicates). (b) The overlap of all data-driven
standards is plotted as Jaccard indices against the 21-replicate standard. (c) The actual
number of essential genes in the 7 data-driven standards.

First, we used an external essential gene standard [27, 161] and compared the overlap

of the external standard against all 7 data-driven standards (Figure 5.6a). Interestingly,

we were able to capture most of the essential genes from the external standard using

only 3 replicates. We also observed a set of 39 genes that are never captured as essentials

by any of the data-driven standards, which likely re
ect genes that are not essential in

HAP1 (the external standard is not HAP1-speci�c).



104

Figure 5.7: E�ect of the number of replicates on the performance of JEDER.
The performance of JEDER is estimated by varying the number of replicates used to
generate consensus pro�les. Precision and recall values are plotted against LFC cuto�s
for consensus pro�les with di�erent numbers of replicates.
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Second, we compared the consensus set of essential genes created from each sub-

sampling of replicates to the set derived from the full collection of 21 replicate screens,

under the assumption that the full collection of 21 screens provides the most accurate

estimate (Figure 5.6b,c). The analysis demonstrated that the overlap of data-driven

standards increases as we include additional replicates (Figure 5.6b). Also, there is

some variability in the total number of essential genes (Figure 5.6c) depending on the

number of replicate screens used. However, even with relatively few replicate screens

(3-4 replicates out of the 21), the set of essential genes called is relatively stable as

evidenced by the Jaccard index> 0.9 after 4 replicate screens are included.

Finally, using the data-driven standards from Figure 5.7, we calculated precision and

recall values at di�erent LFC thresholds and plotted those against di�erent numbers of

replicate based data-driven standards. Interestingly, precision and recall values appear

to be stable after the inclusion of at least 5 replicate screens to build the consensus, and

from that point onwards, there are no major changes in precision-recall performances.

According to this empirical approach, we believe 5 replicate screens are su�cient for

applying JEDER to produce robust reproducibility statistics.

5.3.3 Double mutant knockout screens and di�erential e�ects

We further applied JEDER to evaluate the reproducibility of genetic interactions (GI)

calculated from double mutant phenotypes, focusing on genetic interactions called for

a FASN query mutant screened across the whole genome in HAP1 cells. Genetic inter-

actions (Chapter 1) arise when simultaneous perturbations in two genes cause a more

or less severe e�ect than expected given the single mutant phenotypes of the two genes.

When the combined e�ect is sicker than expected, this is termed a negative interaction,

and when two genes combine to form a healthier mutant than expected, this is termed

a positive interaction.

Quantitative genetic interactions are scored from our CRISPR/Cas9 screens by mea-

suring both an e�ect size (the di�erence in �tness between the observed double mutant

�tness and expected under the null model) and statistical signi�cance (FDR). We an-

ticipate that reliably calling di�erential e�ects from CRISPR screens will be more chal-

lenging than simply scoring essentiality e�ects.
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Figure 5.8: Reproducibility of genetic interactions (GI) using JEDER. Pre-
cision, recall, and GI degree are shown across di�erent GI scores and FDR cuto�s using
JEDER. Consensus pro�les are created using GI scores< 0 and FDR < 0.2.
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JEDER was applied to four independent biological replicate FASN GI screens, fo-

cusing on negative and positive genetic interaction separately. As with single mutants,

we evaluated the precision-recall characteristics of genetic interactions called at a range

of thresholds. For example, for negative genetic interactions, at a relatively stringent

cuto� (GI score < -0.7, FDR 5%), JEDER reported a precision/recall of 85%/14% and

at a more lenient (standard) cuto� (GI score < -0.4, FDR 20%), a precision/recall of

59%/39%. Di�erent trade-o� points between precision/recall can be selected based on

di�erent combinations of the e�ect size and statistical signi�cance parameters (Figure

5.8). A corresponding evaluation for FASN positive GI scores is shown in the Appendix

(Figure A.16).

These results produced by JEDER provide the �rst robust estimates of reproducibil-

ity of double mutant genetic interactions, and importantly, highlight the substantially

increased di�culty of scoring di�erential e�ects based on CRISPR/Cas9 screens as com-

pared to single mutant e�ects. These results also emphasize the importance of reporting

reproducibility statistics clearly to distinguish between when one is reporting primary

(e.g. single mutant �tness) versus di�erential (e.g. genetic interaction) measurements

in reports of CRISPR/Cas9 screen reproducibility.

Con�dence cuto�s for GI scores

Quantitative genetic interactions with larger e�ect sizes and stronger statistical signif-

icance typically show higher replicate correlations [1, 76] and are also enriched more

for functional information [1, 76]. Taking motivation from these studies, we wanted to

select a stringent cuto� and a standard (more lenient) cuto� for GI scores. Cuto�s are

important for many di�erent types of network-related analysis as they allow us to turn

quantitative interaction scores for all gene pairs evaluated into a binary network.

To this end, in addition to the FASN replicate screens, we also collected replicate

screens (4 or more, each) for the genes FANCG, NGLY1, PDCD5, PELO, and VPS52.

We then ran each of these through JEDER and computed FPR, FNR, consensus pro�les,

and corresponding TPs, FPs, TNs, and FNs. Finally, we aggregated all the results and

generated global precision and recall matrices at di�erent e�ect sizes and signi�cance

thresholds (Figure 5.9). We selected the cuto�s based on a combination of precision,

recall, and the number of genetic interactions. For the stringent cuto�, we selected a
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Figure 5.9: Select cuto�s for GI scores. Precision, recall, and GI degree of GI
screens are plotted post JEDER analysis and data aggregation. All the GI screens with
> =4 replicates are used. Later, a standard (red;jGI scorej > 0.4 and FDR 20%) and a
stringent (orange; jGI scorej > 0.7 and FDR 5%) cuto� is selected.

higher precision at the cost of reduced recall: we appliedjGI scorej > 0.7 and FDR

5%. For the standard threshold, we selectedjGI scorej > 0.4 and FDR 20% that

ensured moderate precision, recall, and the number of genetic interactions. Depending

on the type of analysis being performed and the sensitivity of the analysis to either

false positives or false negatives, these two cuto�s can provide an appropriate binarized

network for analysis. We use genetic interactions at these two cuto�s in Chapter 6

extensively for di�erent analyses.

5.3.4 JEDER does not su�er from circularity

In most practical cases, we only have a few replicate screens available. The default

mode of operation for JEDER is to estimate FPR, FNR, and a consensus pro�le from

the replicates at a lenient binarization threshold and then use the consensus pro�le to

evaluate the input screens at a range of thresholds. However, the fact that we generate a

consensus from screens which are then evaluated based on this consensus raises concerns

that this may lead to an in
ation of precision/recall estimates due to the circularity of

this evaluation process. We designed an evaluation to test for this potential in
ation by

comparing precision-recall performances measured based on a consensus pro�le derived

from the same set of 7 screens versus a consensus pro�le derived from a completely

independent set of 7 screens (Figure 5.10). Our evaluation shows that the performance

of the independent set of screens (unseen by the consensus before) perform comparably
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Figure 5.10: No circularity e�ect is observed in JEDER. Two sets of 7 screens
are benchmarked and their precision and recall metrics are plotted. The �rst set of 7
screens (in black) are used to create FPR, FNR, and the consensus pro�le, and the sec-
ond set of 7 screens (independent and di�erent from the �rst 7; in purple) are evaluated
against the consensus pro�le.
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to the original set of screens (seen by the consensus) when the consensus is used as the

gold standard, suggesting there is minimal in
ation.

5.4 Conclusion

In summary, we introduced JEDER, a systematic approach for the estimation of repro-

ducibility of large-scale genetic screens. Our approach does not depend on externally

de�ned gold standards and instead leverages the agreement of e�ects called across sev-

eral replicated screens. We demonstrated the utility of JEDER by estimating the re-

producibility of both primary and di�erential phenotypes from CRISPR/Cas9 screens.

Our analysis is consistent with previous analyses of single mutant e�ects, which sug-

gests single mutant phenotypes can be called with high precision/recall (sensitivity)

using CRISPR/Cas9 screens, but suggests that reproducing di�erential e�ects is sub-

stantially more challenging. We expect our approach to generalize to many other ge-

nomic/proteomic data settings to enable precise estimates of reproducibility without

relying on external gold standards.

5.5 Methods

5.5.1 Estimation of error rates and consensus interaction pro�le using

MCMC

JEDER takes as input a set of replicate CRISPR/Cas9 screens to estimate false-positive

rate (FPR), false-negative rate (FNR), and derive a consensus posterior estimate of the

true interaction pro�le. For simplicity, let's assume the input is log fold-change (LFC)

values for all N library genes and there are M replicate screens. The output consensus

pro�le will be a 1 X N vector of probabilities, with each representing the probability of

a true essential state of the corresponding gene.

First, the data is binarized/thresholded using a chosen LFC cuto� (e.g. LFC <

-1.0 are assigned 1 and the rest are assigned 0). This results in a binary matrix of

size N � M. Now, using this binary matrix as input, we apply a Markov Chain Monte

Carlo (MCMC)-based approach to jointly infer global error rates and a consensus pro�le

representing the likelihood of `true' essentiality for each gene. To be more speci�c, for
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MCMC, we employed a Metropolis-within-Gibbs sampler where we ran simulations for

10,000 rounds of Gibbs sampling. We used a burn-in period of 1,000 iterations to allow

the chain to stabilize.

For each MCMC iteration, we examined each essentiality value (1/0) and determined

the likelihood of the following possibilities for yi given our current estimates for FPR

and FNR:

L(yi = 0 jmi ; M; FPR ) = FPRm i � (1 � FPR)M � m i

L(yi = 1 jmi ; M; FNR ) = FNR M � m i � (1 � FNR )m i

Where mi is the number of positive essentiality calls (hits) among M replicate ob-

servations, and FPR and FNR are the current estimates of the false-positive and false-

negative rates. It should be noted that these likelihoods follow a binomial distribution,

however, we have excluded the binomial coe�cient,
� M

m i

�
, from the likelihoods as these

are used as likelihood ratios in the MCMC decision process. Both of the likelihoods are

weighted by the prior probability of non-essentiality (or essentiality), respectively, and

the bit ( yi ) is 
ipped with a probability determined by the likelihood ratio (including

priors):

Paccept =
L f lipped � P rior f lipped

L current � P rior current

For example, the probability of 
ipping the i th bit of y from 1 to 0 is given by:

P(yi = 0 jyi = 1) =
(1 � Phit ) � L (yi = 0)

Phit � L (yi = 1)

Where Phit is the prior probability of observing a hit, de�ned as the density of the

current y.

Once y has been updated, the FPR estimates, and then the FNR estimates are

updated by drawing candidate values from uniform priors and evaluating the likelihood

of the data given the new value. We propose a new value for FPR (keeping everything

else �xed) and then compare the likelihood of the new FPR against the old FPR.

Similarly, we then propose a new value for FNR (keeping everything else �xed) and

compare the likelihood of the new FNR against the old FNR. The following equation is

used to calculate the likelihood:
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L(m̂jFPR; FNR; M ) =
NY

i =0

(
yi = 0 : FPRm i � (1 � FPR)M � m i

yi = 1 : FNR M � m i � (1 � FNR )m i

)

Where m̂ is a vector of length N. Each element ofm̂ denotes the number of essential-

ity hits observed across M replicates per gene and is between (0, M). If the likelihood of

the new value (proposed FPR or FNR) is greater than the likelihood of the old (FPR or

FNR) value (P > 1), the new value is accepted, otherwise, the new value is accepted with

some probability based on the relative likelihood values. Uniform priors were restricted

and tuned until the process demonstrates su�cient sampling e�ciency.

After 10,000 iterations for the pro�le, FPR, and FNR estimates, we report the mean

of each variable. The mean pro�le is dubbed as the consensus pro�le (consensus of the

M replicates), and it is the most likely 'true' pro�le given the data (binarized) and

parameters (error rates). The mean pro�le has the dimension 1 * N and comprises the

probability of hits for all N genes. We can use this consensus pro�le as a gold standard

by applying a cuto� (default cuto� = 0.5) on the probability and binarizing it as a

consensus binary essentiality standard. This gold standard can then be used to directly

evaluate per-screen false positives, false negatives, and eventually, be used to calculate

precision and recall estimates.

5.5.2 Calculation of precision and recall using consensus pro�le

We binarize the consensus posterior probability pro�le inferred from MCMC (assuming

posterior probability > 0.5 as positive examples) to create a data-driven gold standard

and then calculate the true positives (TP), false positives (FP), true negatives (TN),

and false negatives (FN) of each individual replicate screen against the standard. We

then calculate a summarized (sum over all replicates) TP, FP, TN, and FN and use the

summarized values to calculate a single precision and recall.

The estimated consensus pro�le becomes sparser at more stringent thresholds for

the input replicates screens. The gold standards created at stringent thresholds behave

di�erently than a traditional external gold standard. For example, a false discovery rate

(FDR) estimated this way does not necessarily decrease at more stringent thresholds,

as the gold standard itself becomes sparser. We, therefore, calculate the gold standard

at a relatively lenient threshold and use the same standard to calculate precision and
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recall values at other (including more stringent) thresholds.

The following formulas are used to calculate precision, recall, and FDR estimates,

based on a thresholded consensus pro�le:

P recision =
TP

TP + FP

Recall =
TP

TP + FN

FDR =
FP

TP + FP
= 1 � P recision



Chapter 6

Characterize a human reference

map of genetic interactions

6.1 Overview

In the �nal chapter of the thesis, we characterize the properties of the �rst human ge-

netic interaction map, which was derived from genome-wide CRISPR/Cas9 screens in

HAP1 cells covering more than 5 million unique gene pairs (double mutants). Analysis

of this network depends on a rigorous de�nition of essential and non-essential genes in

our model cell line (HAP1), and thus, we �rst describe the characterization of essential

and non-essential gene sets in this context and their associated genomic features. We

then explore the basic properties of genetic interactions using a direct approach (neg-

ative and positive genetic interaction scores) as well as a pro�le similarity approach.

We evaluate how di�erent functional standards (e.g. protein complexes, pathways, GO

biological processes), and various types of other relationships (e.g. protein-protein in-

teractions, gene co-expression, and co-localization) relate to genetic interactions. We

then create a functional map from pro�le similarity measures derived from this genetic

interaction network and highlight di�erent functional neighborhoods represented within

the network. Finally, we provide an in-depth comparison of the functional information

present in our HAP1-derived genetic interaction network to the Cancer Dependency

Map resource [18], which consists of genome-wide screens across a diverse set of cancer

cell lines.

114
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The analyses and results described in this chapter are from the draft of a manuscript

currently under preparation and are therefore subject to further modi�cation prior to

publication. I played a co-lead roles in preparing di�erent analyses and �gures, drafting

the manuscript, and interpreting the results. All of the �gures and analysis (except

for Figure 6.11 presented in this chapter are my own work and most of these appear

in the associated manuscript as main or supplementary material. Other contributors

to the overall manuscript are Maximilian Billmann, Michael Costanzo, Catherine Ross,

Henry N. Ward, Xiang Zhang, Amy H. Y. Tong, Katherine Chan, Kevin R. Brown,

Brenda J. Andrews, Charles Boone, Jason Mo�at, and Chad L. Myers. Maximilian

Billman contributed to scoring the genetic interactions, other analyses, and �gures (not

presented here), interpreting the results, and drafting the manuscript. Other co-leads

on the analysis and �gure fronts are Catherine Ross, Henry N. Ward, and Xiang Zhang.

Chad L. Myers, Michael Costanzo, Jason Mo�at, Charles Boone, and Brenda J. Andrews

supervised the project and also contributed to planning the study, interpreting the

results, and drafting the manuscript. Amy H. Y. Tong and Katherine Chan performed

the experiments. Brenda J. Andrews, Charles Boone, Jason Mo�at, and Chad L. Myers

acquired the funding for this project.

6.2 Introduction

Genetic interactions (GI) arise when perturbations in two di�erent genes result in a more

or less severe phenotype than the expected phenotype based on the observed e�ects of

the individual mutation. When the expected phenotype (e.g. cell �tness) is more

severe than expected, we observe a negative genetic interaction and when the expected

phenotype is less severe than expected, we observe a positive genetic interaction. Genetic

interactions are widely believed to identify functional relationships in genes [1, 2]. When

genetic interactions are measured on a genome-wide scale, they can reveal the functional

organization of cells [1, 2]. A compendium of genetic interactions is called a genetic

interaction map, and such a map has been developed and fully characterized in the

model organism, yeast [1, 2].

The global genetic interaction map in yeast was built by surveying 23 million dou-

ble mutant gene pairs, eventually leading to� 550,000 negative and� 350,000 positive
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genetic interactions. Investigation of negative and positive genetic interactions in yeast

revealed that negative genetic interactions connect functionally relevant genes including

core biological processes. This is in stark contrast to positive genetic interactions, which

maps general regulatory connections among gene pairs.

A similar genetic interaction map in human cells has not been feasible until recently

due to the lack of scalable and e�ective approaches for genome-wide perturbations.

With the maturation of the CRISPR/Cas9 screening approach, many groups have begun

conducting genome-wide screens to explore diverse biological questions in human cells.

One of the biggest e�orts on this front is the Depmap e�ort [28], which is focused on

creating genome-wide genetic dependency scores across many di�erent cancer cell lines.

Towards the goal of building a genetic interaction map, using the pooled TKOv3

library [65], we generated genome-wide single mutant knockout screens and double mu-

tant knockout screens. We then calculated quantitative genetic interaction (qGI) scores

and associated signi�cance (FDR) scores by comparing the double knockout e�ects to

single knockout e�ects [66]. The TKOv3 library targets 17804 genes, and this library

was used to perform 180 screens (additional screens in progress), covering more than

3.2 million genetic interaction pairs. This is an ongoing work and the explored space

will be extended in the future.

Our approach, which focuses on constructing precise double mutants in the context

of a single genetic background (HAP1 cells) is complementary to the Depmap approach,

which is focused on constructing single mutants across diverse genetic backgrounds. We

believe the use of both data simultaneously will ultimately enable us to better under-

stand the functional organization of the human genome. In this study, we characterize

the properties of the �rst human genetic interaction map using HAP1 CRISPR/Cas9

screens. As the analysis of this network depends on a thorough de�nition of essen-

tial and non-essential genes in the HAP1 cell line, we �rst predict a set of essential

genes. We then describe the genomic features that di�erentiate essential genes from

non-essential genes. We study the properties of genetic interaction using a direct and

pro�le-similarity based approach. We measure how di�erent functional co-annotation

standards (e.g. protein complexes, GO BP, etc.) and other types of relationships (e.g.

protein-protein interactions or PPIs) relate to genetic interactions. We then create a
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functional map from pro�le similarity measures and highlight di�erent functional neigh-

borhoods in the network. Using the neighborhoods, we study the nature of negative

and positive genetic interactions within and between neighborhoods.

We contrast several of our �ndings against the �ndings from yeast [1, 2] and highlight

where they are similar and where the properties of human genetic interactions appear to

be di�erent. We also explore how we can use the current genetic interaction network to

drive our future screening e�orts to capture additional functional information. Finally,

we connect the genetic interaction network from the interaction network to the Cancer

Dependency Map and demonstrate that genetic interaction degree is associated with

both the mean single knockout e�ects and its variance across cell lines.

6.3 Results

6.3.1 De�ning HAP1-speci�c essential and non-essential gene sets

Essential genes - genes that are required for survival and reproduction - are funda-

mentally di�erent from non-essential genes. Only a small portion of the genes in most

organisms' genomes are essential ([6, 23]) and therefore �nding a core essential gene

set for human cell lines has been of particular interest [26, 27, 161]. However, many

of the essential genes in human cell lines are found to be context-speci�c essentials

(i.e. tissue-speci�c essentials) [160]. As we conducted all of our screens in the isogenic

HAP1 background, we wanted to build a HAP1-speci�c essential gene standard and

characterize the essential genes in comparison to the set of non-essential genes.

Traditionally, only log fold-change (LFC) values are used to compute essential genes

[25, 26]. However, our initial analyses indicated that LFC alone is not the best way

to de�ne essential genes (Figure 6.1), partially because sometimes LFC re
ects guide

e�cacy more than it re
ects essentiality (e.g. some non-essential genes with �tness

e�ects show stronger dropout than essential genes). Since we have a large number of

screens, including some time-resolved screens, we decided to utilize these as features to

predict a HAP1-speci�c essential gene standard.

We posed the essential gene estimation problem as a binary prediction problem

where the features are collected from HAP1 single and double mutant knockout screens

from two di�erent media conditions. The labels are collected from Depmap screens by
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Figure 6.1: LFC alone is not the best predictor of essential genes. Three
di�erent models are created using the same approach but with di�erent features (1)
LFC/Endpoint Mean features (2) EP mean + EP variance features, and (3) EP mean
+ EP variance + dynamics (intermediate time point) features. The best model (in blue)
uses all three types of features.

Figure 6.2: HAP1 speci�c gene sets. All genes in the HAP1 library are divided into
essential, non-essential (�tness e�ect), and non-essential (no �tness e�ect). A random
forest classi�er is used to predict essential and non-essential genes. HAP1 single and
double knockout LFC values are used to generate features for genes and Depmap single
knockout screens are used to generate essentiality labels for the prediction problem.
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taking the genes that are essential in the majority of the Depmap cells as essential genes.

As these genes are broadly essential across cell lines of tissue types and lineages, a vast

majority of them are likely essential in HAP1 and they can indicate how essential genes

typically look in the HAP1 screens. Once we have the features and the labels, we use

a random forest classi�er to train and predict essential genes in HAP1. We predicted

1528 genes as the HAP1-speci�c essential genes (see methods for details).

The rest of the genes are considered non-essential for HAP1. We further divided

the HAP1 non-essential genes into two di�erent groups: genes that show a �tness e�ect

(2445 genes, including both positive and negative �tness e�ects) and genes that do not

show any �tness e�ect (13831 genes) (Figure 6.2).

6.3.2 Characteristics of essential genes

Given the HAP1-speci�c essential gene set, we wanted to fully characterize the properties

of essential genes. In particular, we wanted to ask what are the properties of essential

genes that distinguish them from non-essential genes? To address this, we collected a

variety of gene-level features from di�erent sources and conducted statistical enrichment

tests comparing essential and non-essential genes. For the numeric features (e.g. gene

expression, protein abundance), we used a rank-sum test and for the categorical features,

we used a Fisher's exact test. Some of the strongly di�erentiating features of essentiality

that are higher in essential genes are gene expression, protein abundance, number of

protein complex annotations, PPI degree, and citation count, etc. (Figure 6.3). On the

other hand, a strongly di�erentiating feature that is lower in essential genes is the mean

Ceres score from Depmap screens. Ceres scores are fundamentally similar to LFCs

and essential genes overall show smaller (median Ceres score of -1.0) Ceres scores as

compared to non-essential genes (median Ceres score of -0.04).

This analysis con�rms the hypothesis that essential genes are more expressed than

non-essential genes [159]. This also shows that essential genes have higher co-complex

annotations, higher protein-protein interaction (PPI) degree, and are also highly studied

as compared to non-essential genes.
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Figure 6.3: Features associated with essential genes. Shown are the features
that signi�cantly di�erentiate essential and non-essential genes. For each feature, a log
fold-change of the mean feature value of essential and non-essential genes is plotted.
Blue: features with a signi�cantly higher value for essential genes. Orange: features
with a signi�cantly lower value for essential genes. '*' re
ect the strength of statistical
signi�cance. A rank-sum test is used to calculate the statistical signi�cance for numeric
features and �shers' exact test is used for categorical features.
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6.3.3 Characteristics of Genetic Interactions

Next, we wanted to investigate the fundamental characteristics of genetic interactions

in human cells. A similar study in yeast [2] revealed negative genetic interactions to be

enriched among functionally related pairs (e.g. core bioprocesses) and positive interac-

tions to be enriched among general regulatory connections. Accordingly, we would like

to know how much the human genetic interactions overlap with functional relationships

and how are they related to negative and positive genetic interactions.

Figure 6.4: Pro�le similarity vs Direct interactions. A cartoon of the genetic
interaction score matrix is generated to contrast a pro�le similarity network and a direct
GI network. Pro�le similarity networks have higher resolution than direct networks.
Blue: negative GI; yellow: positive GI.

We interpret genetic interactions in two primary ways (Figure 6.4): the direct genetic

interaction scores and pro�le similarity scores [2, 136] between pro�les of gene pairs. The

advantage of using direct GI scores is that these directly re
ect the double mutant e�ects

that we measured in the CRISPR/Cas9 screens (e.g. a particular double mutant was

much less/more �t than expected). However, the gene pair space covered by direct GIs

could be limited as it is dependent on the number of available unique double mutant

screens. Pro�le similarity scores on the other hand provide a gene-pair measurement

between all pairs of library genes. These scores thus enable to perform high-resolution

functional overlap against functional standards (e.g. complex, pathway, GO BP, etc.).

It has been shown that the degree to which two genetic interaction pro�les or gene
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essentiality pro�les are correlated re
ects their functional relationship [2, 135, 136].

6.3.4 Analysis of Direct Interactions

In the �rst approach, we study the characteristics of direct genetic interactions. Each

genetic interaction score is associated with an e�ect size and a measure of statistical

signi�cance (FDR). We apply the standard ( jGI Scorej > 0.4 and FDR 20%) and the

stringent ( jGI Scorej > 0.7 and FDR 5%) cuto� thresholds from Chapter 5 to �lter out

low con�dence genetic interaction scores prior to functional evaluation.

Figure 6.5: Negative vs Positive genetic interactions. Precision and recall com-
parison of negative (blue) and positive (yellow) genetic interactions at a standard cuto�
(jGI scorej < 0.4, FDR 20%). The dotted line denotes the background precision. GO
BP is used as the evaluation standard.

In our �rst evaluation, we compare the negative genetic interaction scores to the

positive genetic interaction scores against the GO BP reference functional standard

using FLEX (Figure 6.5). For example, the negative genetic interactions are sorted

from most negative to most positive, and then precision values are calculated at di�erent

true positives (TPs) measured against the GO BP co-annotation standard. The stronger

the negative genetic interaction scores, the closer the functional relationships are. The
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comparison also shows that negative genetic interactions are slightly more functionally

informative than positive genetic interactions. This is in contrast to the observation

from yeast where negative genetic interactions are much more functionally informative

than positive genetic interactions [2].

Negative and Positive GIs of di�erent gene groups

We then separated all library genes into the three di�erent gene sets: essential, non-

essential (with �tness e�ects), and non-essential (without �tness e�ects) and calculated

how predictive they are of functionally related gene pairs from di�erent functional stan-

dards: protein-protein interactions (PPI), co-pathway, co-GO (BP), co-complex, and

co-expression (Methods).

Both negative and positive genetic interactions are enriched for most of these known

functional relationships across the di�erent gene sets, however, the extent of their over-

lap with the known relationships varies. For example, co-complex relationships overlap

more with positive interactions overall. Surprisingly, the enrichment of positive genetic

interactions across di�erent gene sets in humans is relatively high compared to the fold

enrichment of positive interactions across di�erent gene sets in yeast [2].

Intriguingly, it seems that we can measure genetic interactions for essential genes,

which is surprising, as one would expect the cells to be dead once a stable knockout is

introduced in an essential gene. Any additional knockout in that background therefore

would not be expected to have an additional e�ect. We speculate that this observation

may relate to the wild-type protein pool and the length of time it takes to clear this pool

upon introduction of a mutation through CRISPR/Cas9 mutagenesis. For example, a

phenotypic e�ect may be measured only once the wild-type pool drops below a certain

threshold required for function. This threshold, or the rate at which wild-type proteins

are cleared, may be dependent on the genetic background, and thus, in di�erent query

mutants, the phenotype observed for an essential gene drop-out may be stronger or

weaker depending on the threshold, which would allow the identi�cation of genetic

interactions for essential genes. Further analysis of the properties of essential genes

that exhibit many genetic interactions in the network supports this hypothesis (data

not shown).
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Figure 6.6: Genetic interactions connect essential and non-essential genes.
Fold enrichment for co-expressed, co-annotated (pathway, BP, complex), and physically
interacting genes among negative (blue) and positive (yellow) genetic interactions con-
necting pairs of essential, non-essential (�tness), and non-essential (no �tness) genes.
Interactions are calculated at stringent (jGI Scorej > 0.7 and FDR 5%) cuto�. The
black boxes mean that the results are signi�cantly di�erent than background (pvalue <
0.05). '*' (red) denotes that the results are driven by less than 10 gene pairs.



125

High positive enrichment of genetic interactions

Given the relatively high functional enrichment observed for positive genetic interac-

tion, we further investigate the properties of these interactions by dividing all genetic

interactions into four quadrants on the basis of the single mutant e�ect (LFC WT) and

the double mutant e�ect (LFC double) (Figure 6.7). For each quadrant, we assessed

enrichment for the interaction pairs falling in that quadrant.

Figure 6.7: Tumor suppressor genes are positively enriched. Genetic inter-
actions are separated into four di�erent Cartesian quadrants based on the WT LFC
phenotype and the double mutant LFC phenotype. Enrichment of genetic interactions
for tumor suppressor genes are shown (blue: negative, yellow: positive)

For example, for the �rst quadrant, the x-axis shows a positive single mutant e�ect

and the y-axis shows a positive double mutant e�ect. Therefore gene pairs where a single

mutation results in increased growth and the second (double) mutation also results in in-

creased growth would fall into this quadrant. We hypothesized that interaction between

tumor suppressor genes will reside in this quadrant. To test this, we collected a set of

tumor suppressor genes from the tumor suppressor gene database [162] and calculated

their positive and negative interaction enrichment in all four quadrants. Interestingly,

the tumor suppressor genes were highly enriched for positive genetic interactions in this

quadrant. A potential explanation could be that since a loss of function of a tumor

suppressor results in uncontrolled growth (i.e. cancer), a single mutation in a tumor

suppressor will cause the cells to grow faster than normal and when combined with a
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second mutation in a particular di�erent gene it may exacerbate the tumor suppressor-

related growth e�ect. This set of pairs is interesting as the genetic interactions we

mapped implicates a partner gene for each tumor suppressor that could enhance the

positive growth e�ect driven by the tumor suppressor gene. One prediction that arises

from this observation is that these partner genes may be jointly enriched for mutations

in tumors along with the corresponding tumor suppressor. We are testing this prediction

at the time of writing.

6.3.5 Analysis of Pro�le Similarity

A second approach to studying genetic interactions is to calculate pro�le similarity

between all library gene pairs and analyze the resulting similarity scores for evidence

of functional relationships. Genes that show similar genetic interaction pro�les in yeast

are often connected functionally [2], and this relationship has also been demonstrated

in human [135, 136].

To evaluate the functional relationships re
ected by pro�le similarities in genetic in-

teraction data, we plot a precision-recall curve from the pro�le similarities using pairwise

Pearson correlations of genes using FLEX 6.8). This demonstrates the e�ectiveness of

pro�le similarities in capturing functional relationships. We calculate pro�le similarity

using all interactions, only negative interactions, and only positive interactions. Inter-

estingly, pro�le similarities generated from only positive interactions seem to be more

functionally informative than pro�le similarities calculated from only negative interac-

tions. A corresponding contribution diversity plot (for full interaction pro�le) using

FLEX reveals that a similar mitochondrial bias (to Depmap shown in Chapter 4) is

observed in isogenic context as well.

We hypothesized that the superior performance of positive genetic interaction pro-

�les may be related to mitochondrial complexes. To account for that, we removed the

mitochondrial gene pairs from all the analyses (Figure 6.8). As expected, this reduces

the global performance of all three curves (full, only positive, and only negative) and the

positive PR curve is the one most a�ected by this gene pair removal. However, positive

genetic interaction pro�les remain superior to negative genetic interaction pro�les even

after the mitochondrial gene removal, suggesting that even beyond the mitochondrial

genes, positive interactions are contributing strong functional information to interaction
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Figure 6.8: Pro�le similarities re
ect functional relationships. (a) Pearson
correlation pro�le similarities are compared against the CORUM protein complex stan-
dard. Curves are colored by the part of the genetic interaction pro�le used to generate
correlation values. Black: both positive and negative genetic interactions, yellow: only
the positive genetic interaction, and blue: only the negative genetic interactions. Dot-
ted lines: Mitochondrial gene pairs are removed. (b) A contribution diversity plot with
the top 10 protein complexes ranked by their contribution in the PR curve in (a) is
highlighted.
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pro�les.

How many GI screens do we need?

Figure 6.9: Number of screens to capture protein targeting. Di�erent numbers
of screens are subsampled from the full set of 180 screens and compared against the full
dataset to estimate their ability to infer functional relationships from the GO slim term
protein targeting. (a) PR performance comparison to capture co-membership of protein
targeting on screens of di�erent sizes. (b-e), Average gene-level performances and their
spread for screens of di�erent sizes (150, 100, 50, and 30), each subsampled 10 times.

As mentioned in the introduction, 180 unique genetic interaction screens are con-

ducted for this study. Ideally, we would like to generate genetic interaction screens for

the whole genome, resulting in a square matrix. However, generating screens is a costly
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process (both money and time), and screening all possible genes as query mutants is

likely not feasible anytime soon. Additionally, it may be more useful to conduct lim-

ited screens across several di�erent cell types instead of a large number within a single

cell type. How many screens are needed to capture the valuable functional informa-

tion provided by genetic interaction pro�les? In this section, we explore this question

and investigate the number of screens required to e�ectively capture di�erent functional

neighborhoods.

As a case study, we measure the amount of functional information captured for

genes related to a GO slim term protein targeting as a function of the number of

screens completed. GO slim terms [163] are medium-sized terms in the Gene Ontology

that, as a set, broadly cover the entire GO hierarchy. To simulate the impact of the

number of screens on functional information, we created independent subsamples of

the available 180 screens and plotted PR curves (Figure 6.9) to evaluate the quality

of pro�le similarity measures derived from the subset as compared to the full set of

screens. For protein targeting, using 100 screens instead of 180 screens provides a near-

identical performance and as such, adding more screens to capture this speci�c GO slim

term would probably not provide any additional bene�t. This is an encouraging result

because it suggests that, at least for this set of genes, we can extract the functional

information gained from genetic interaction pro�ling by screening only a small fraction

(< 5%) of the genome.

To analyze whether this observation generalizes, we performed a similar analysis on

the full set of GO slim terms. The result is summarized in Figure 6.10. We learn that

there is a substantial variance in our ability to capture di�erent GO slim terms. For

example, for some GO slim terms (e.g. mitochondrial organization) our performance is

very strong (> 200-fold over background), and we are clearly seeing diminishing returns

with additional screens. Additional screens of genes related to these functions may not

be a good use of resources. For other GO slim terms (e.g. cell junction organization or

cell division), our performance is substantially weaker (< 10-fold over background), and

information is still being gained from additional screens. For some of those functional

neighborhoods, additional screens involving genes related to those functions are likely

to be productive. We also note that there may be certain neighborhoods for which

this particular cell line or experimental assay simply will not reveal useful information.
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Figure 6.10: Diversity of functional neighborhoods. Fold enrichment of preci-
sion at top 20 TPs against the background precision is plotted as a bar plot of di�erent
screen sizes (180, 100, 50, and 30). Each individual bar re
ects a unique GO slim term;
only a subsample of all GO slim neighborhoods are used for plotting. Inset shows the
corresponding precision-recall curves on which the fold enrichment is computed.
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Nonetheless, this analysis is important for quantifying functional information across

di�erent functional neighborhoods and focusing our future screening e�orts.

6.3.6 Functional distribution of genetic interactions within and be-

tween functional domains

One of the primary goals of this project is to create a reference human functional map

similar to the one generated for yeast previously [2]. To this end, we exploited the

global pro�le similarity correlation network. To keep more functionally relevant genes

in the network, we �ltered the genes (nodes) by applying a pro�le similarity correlation

(PCC) cuto� of 0.43 and then built a core reference network. We then expanded the

core network by considering additional edges between genes; particularly, k neighbors

per gene were considered down to a minimum PCC of 0.1. Di�erent values of k are tested

and eventually k = 35 was used. The resulting network, generated using is shown in

Figure 6.11. This is a preliminary version of the reference genetic interaction network

and is a work in progress.

Figure 6.11: A reference human genetic interaction map. (left) A reference
genetic interaction map is created and plotted using SAFE [75] visualization. (right)
The reference interaction map is colored by GO functional neighborhoods.

To assign functional importance of the reference genetic interaction network (Figure

6.11a), we used SAFE [75] to look for spatial enrichment for GO biological processes in
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Figure 6.12: Network density within and between GO BP domains. Interac-
tion density of di�erent functional domains in capturing within and between relation-
ships. Only within and between processes with signi�cant enrichment at FDR 10% are
shown.
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the network (Figure 6.11). These GO functional neighborhoods are then summarized

into 27 functional domains by merging similar functional neighborhoods (Supplemen-

tary table B.4). Using these 27 domains, we examined the functional distribution of

genetic interactions by calculating enrichment for genetic interactions within and be-

tween domains, separately for positive and negative genetic interactions at the standard

cuto� ( jGI scorej < 0.4, FDR 20%) (see methods for details).

Consistent with our observations in yeast [2], negative genetic interactions tend to

connect more closely related genes - i.e. negative genetic interactions capture close func-

tional relationships between genes because they are enriched within functional domains

(GO biological processes). On the other hand, while positive interactions also connect

related gene pairs that belong to the same domain, the majority of positive interactions

tend to connect genes that belong to di�erent functional domains (between domain in-

teractions) suggesting that positive genetic interactions re
ect more general functional

relationships. This is consistent with our �ndings earlier that pro�le similarities from

only positive genetic interactions are more functionally informative than pro�les from

negative genetic interactions.

6.3.7 Genetic interaction degree is associated with single mutant phe-

notype

As a �nal analysis, we investigated how the genetic interactions are related to single

mutant phenotypes. Using the Depmap 20q2 [28, 18, 19] scores (Ceres scores) as the

main e�ects, we plot the mean and standard deviation of main e�ects against the genetic

interaction degree (Figure 6.13). The main e�ects in Depmap data can be thought of

as more sophisticated single mutant knockout e�ects (LFC).

Our analysis suggests that genes with higher genetic interaction degrees connect to

very low (most negative) main e�ects and moderate to high standard deviations (red

region in Figure 6.13). Many of these low main e�ect genes are also essential genes,

indicating that essential genes are enriched for a high genetic interaction degree. This is

consistent with the analysis in Figure 6.3 where essential genes were highly enriched for

BIOGRID genetic interactions. One such gene is TUBB which is essential according to

our HAP1-essential gene set and has both high negative and positive genetic interaction

degrees.
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Figure 6.13: Relationship of GI degree with Fitness. A heatmap shows the
relationship between genetic interaction degrees and main e�ects. Genes are binned by
the mean (y-axis) and standard deviation (x-axis) of Depmap main e�ects (Ceres scores)
and each bin is colored by the average genetic interaction degree of genes in the bin.
The percentage of essential genes per bin is shown near the x and y-axis. Three genes,
TUBB, COG1, and SLC6A6, are highlighted from di�erent regions of the heatmap.
Both mean and variance of the main e�ects are important to predict the degree of a
gene.
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The region with moderate to high main e�ects and low standard deviation (blue

region in Figure 6.13) are enriched for genes with very low genetic interaction degrees.

One such gene is SLC6A6, which only has 3 positive genetic interactions and no negative

interactions. The region between the blue and red has moderate genetic interactions,

for example, COG1, which has 8 negative genetic interactions and 11 positive genetic

interactions. This analysis indicates that both the mean and variance of the main e�ects

are important indicators of the interaction degree for each gene. This is an important

�nding as it can be used to prioritize genes for future screening e�orts. For example, our

analysis suggests that non-essential genes with �tness e�ects are likely to be productive

when screened for interactions as query mutants in genome-wide screens.

6.4 Conclusion

Over the past few years, we have been working collaborators to create the �rst reference

human genetic interaction map based on CRISPR/Cas9 screens in a model cell line.

In this study, we investigated several fundamental properties of this map at the level

of individual genes and the relationships between genes. We de�ned a set of essential

genes and demonstrated using external standards that essential genes are enriched for

gene expression, protein-protein interactions, protein stability. We also discovered that

positive interactions tend to exhibit more functional enrichment in human cells than was

previously observed in yeast and found that they highlight potentially clinically signif-

icant relationships with tumor suppressor genes. We con�rmed that, similar to yeast,

negative interactions capture close functional relationships whereas positive genetic in-

teractions re
ect more general relationships. We showed that genetic interaction degree

correlates to both the mean and variance of single mutant phenotype e�ects. Finally, we

de�ned a new approach for quantifying functional information captured across di�erent

functional neighborhoods and identifying neighborhoods for which future screens should

be prioritized.
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6.5 Methods

6.5.1 Preparation of the HAP1-speci�c essential gene standard

We posed the essential gene identi�cation problem as a binary prediction problem where

the features are collected from HAP1 screens and the labels are derived from core

essential genes derived from Depmap screens, under the assumption that these core

essential genes should also be essential in HAP1.

We collected three di�erent types of features from HAP1 single mutant knockout and

double mutant knockout screens, quanti�ed as log FC (LFC) values. These features can

be divided into (1) endpoint mean/median LFC features, (2) endpoint variance features,

and (3) screen dynamics features (available for the single knockout screens). For the

central tendency features, we used the mean/median of LFC values, and for the variance

features, we used standard deviation and coe�cient of variance of LFC values. As we

also have time-resolved single knockout screens, we created screen dynamics features by

calculating pairwise slopes between measurements from di�erent time points. The use

of the three di�erent feature groups results in a better overall classi�er.

For the essentiality labels, we utilized the 20q2 release of the Depmap essentiality

screens [18]. Based on the 770 screens from this Depmap dataset, we labeled a gene

as essential (positive class) if the gene is indeed essential in more than 60% of Depmap

cancer cell lines. For a speci�c gene to be essential, we applied a scoring cuto� of< -1,

which corresponds to the median score of all essential genes in the Depmap data.

Then, using the features from the HAP1 data and the labels from the Depmap data,

we used the common genes from both datasets to build a random forest classi�er using

5-fold cross-validation and predicted essentiality. We then predicted the probability of

essentials for each gene (from the held-out set) and plotted a precision-recall curve.

Finally, we deemed all genes meeting the score threshold corresponding to a 0.95 recall

as "essential".

As we have single and double mutant LFC values in two di�erent media conditions,

minimal and rich, we used this approach to predict two essential gene sets, one per

media. Finally, we selected the overlapping genes from these two sets to create a core

HAP1-speci�c essential gene set.
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6.5.2 Enrichment of genetic interactions

Genetic interaction pairs from di�erent sets of genes (e.g. essential) were tested for en-

richment against di�erent functional standards, with negative and positive interactions

tested separately in all cases.

First, genetic interactions at either the standard and stringent cuto� are selected,

and gene pairs associated with the interaction are compared with a binary (1/0) pairwise

functional standard. The number of gene pairs with functional overlap (positive annota-

tions) is counted for the gene set of interest and compared against the background of all

genes. Finally, a fold enrichment is calculated by computing the ratio of the density of

overlap of the gene set of interest against the background, and the associated statistical

enrichment is calculated using a hypergeometric test. The functional standards used

for these analyses are further described in the following sections.

PPI

Protein-protein interactions from multiple di�erent sources were collected: HuRI [152],

BioPlex [164], and huMAP [143]. The PPIs from all three datasets were merged to create

the �nal dataset (interacting pairs for the positive examples). To generate negative

examples, gene pairs from all the genes in the merged standard for which there was not

a protein-protein interaction observed were assumed to be non-interacting (negative

labels).

Co-annotation

Co-annotation datasets were created from CORUM complexes, pathways, and GO bio-

logical processes following the exact method described in Chapter 4.

Co-expression

As the source of co-expression information, we used the Cancer cell line encyclopedia

(CCLE) [105]. This dataset provides the expression of genes across many cancer cell

lines. To generate a co-expression standard, we �rst calculated pro�le similarities using

Pearson correlation (PCC) for all gene pairs. We then used the top 0.1% of the pairs



138

(according to PCC values) as positive examples and the rest as negative examples to

create a co-expression-based functional standard.

6.5.3 Within-between analysis of genetic interaction density

To perform within-between analysis, the 27 di�erent domains B.4 de�ned using the

genetic interaction network were used. We used the subset of domains that have at

least 3 library genes and 1 query gene. This reduced the number of domains from 27 to

23.

For each of the 23 domains, we calculated the number of genetic interactions for

genes within a domain and their enrichment against the background set of genes (all

genes from 23 domains). We repeated a similar enrichment analysis for gene pairs

between all pairwise domains. The within-between analyses were completed separately

for all, only negative, and only positive genetic interactions at the standard interaction

cuto� ( jGI scorej < 0.4, FDR 20%).



Chapter 7

Conclusion and Future Work

In this dissertation, we have developed and optimized methods to score and study

the properties of higher-order (trigenic interactions, and genetic interactions in varying

environments) genetic interactions in yeast. We have created methods, metrics, and

visualizations to systematically evaluate and compare genetic perturbation screens, with

a focus on CRISPR/Cas9-based loss of function screens, and revealed functional biases

prevalent in large-scale CRISPR screens. We have developed methods to calculate

error rates from replicate screens and established an approach to the standard-free

evaluation of CRISPR screens using replicated screens. Finally, we have studied di�erent

properties of the �rst human genetic interaction network map and compared them

with similar analyses from the yeast genetic interaction network reference map. My

work has established new methods, metrics, and visualizations and demonstrated their

applications in the assessment of genome-wide perturbation screens.

In chapter 2, we extended the SGA scoring protocol to create genetic interaction net-

works in 14 di�erent environmental conditions and then studied the genetic interaction

rewiring between the reference network and the environmental network. Our observation

was in stark contrast to previously published results that noted many new, informative

di�erential interactions between reference and drug conditions. Many of these studies

did not properly account for false negative and false positive measurements in assessing

di�erential interactions, did not consider a large set of environmental conditions, and/or

were not genome-wide in nature. We demonstrated using genome-wide studies across a

diverse set of environmental conditions that the reference genetic interaction network is

139
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robust to environmental perturbations and that mapping in additional conditions does

not substantially change the functional map of a eukaryotic cell.

In chapter 3, we established a protocol to score trigenic interaction in yeast. This

is an extension and formalization of previous work in scoring trigenic interactions. We

formalized and optimized several existing components required for scoring trigenic inter-

actions, and assimilated them into the general SGA pipeline/package. We then created

unit test cases, illustrated the use of the package with several example datasets, and

wrote documentation and test scripts. With this new organization, the trigenic scor-

ing pipeline is straightforward to use for any new users to score genome-wide trigenic

interactions.

In the next part of the thesis, we applied our knowledge learned from yeast genetics

to develop methods for genome-wide perturbation screens in human cells. In chapter

4, we established a systematic benchmarking pipeline, FLEX, to evaluate and compare

genome-wide CRISPR datasets and methods. Using the Depmap dataset and four dif-

ferent competing scoring methods aimed at improving the base scores from the Depmap

dataset as a case example, we systematically evaluated and compared the methods. We

collected and established genome-wide functional standards for evaluating functional

information in screen data, including protein complexes, pathways, GO biological pro-

cesses, and a data-driven functional standard. Using di�erent evaluation standards, we

created new metrics and visualizations to not only compare the performance of these

methods but also provide detailed descriptions of the functional information present.

As a result of the analysis, we revealed a functional bias towards mitochondrial com-

plexes in genome-wide CRISPR/Cas9 loss of function screens. We also applied FLEX

on targeted CRISPR/Cas9 screens and demonstrated its ability to uncover the func-

tional modules that were targeted. We also established the practical limitations (e.g.

number of CRISPR screens) of FLEX and the evaluation standards used. There are sev-

eral open questions to explore on this front. First, even though we found a functional

bias present in several CRISPR/Cas9 datasets, we did not propose a way to remove

or reduce this bias. However, another related work from our lab is actually tackling

this problem by proposing new normalization techniques (currently in the manuscript

preparation phase). Preliminary analysis has shown promising results in reducing the

mitochondrial bias and amplifying other processes with otherwise subtle signals in these
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large-scale screens. Another fruitful direction for FLEX applications would be to ap-

ply the method to genome-wide perturbation data from di�erent organisms across the

tree of life (e.g. Yeast, Drosophila, Human cells), unearth biases (if any) in di�erent

datasets, and eventually compare and contrast them to learn more about the processes

amenable to genetic screens across a diverse range of species.

In chapter 5, we developed an MCMC-based method called JEDER to study the

reproducibility of CRISPR/Cas9 screens. Using JEDER, we estimated the error rates

(false positive rates/FPR and false negative rate/FNR) of genome-wide CRISPR/Cas9

screens and also established a way to evaluate genome-wide screens in a data-driven way

(i.e. without any external data/standard). JEDER requires a set of replicated screens

(4-5 total) to predict the most likely FPR, FNR, and a consensus data pro�le that is

later used as a data-driven standard to evaluate the input screens. We applied JEDER

to genome-wide CRISPR single knockout data and demonstrated the e�ectiveness of this

approach to identify essential genes in the human HAP1 cell line. More importantly, we

applied JEDER to double knockout screens (genetic interactions) to calculate the error

rates of genetic interactions based on CRISPR/Cas9 screens for the �rst time. We used

JEDER to �nd con�dence cuto�s for the HAP1 reference genetic interaction network.

Finally, we studied the minimal number of replicates that is necessary for JEDER to

perform robust analysis. JEDER is sometimes sensitive to the choice of prior and can

take a long time to converge, and therefore, a fruitful direction of future work would be

to investigate the e�ects of di�erent types of priors on the convergence of JEDER.

Finally, in chapter 6, we explore the properties of genes and genetic interactions

from the �rst genome-wide genetic interaction map in human cells. Here, we estab-

lished a HAP1-speci�c essential gene set using only features from HAP1 experiments.

We collected a large set of diverse genomic features and used them to discover features

that are associated with gene essentiality. We then used the quantitative genetic inter-

action network to study the properties of genetic interactions in the human HAP1 cell

line. Dissimilar to yeast genetic interaction analysis, we found positive interactions to

be highly informative in human cells and that both negative and positive interactions

contain similar levels of functional information. Diving deeper, we found tumor sup-

pressor genes to be enriched amongst these positive interactions. Interestingly, we also

observed a similar (to our observation in chapter 4 on Depmap) mitochondrial bias in
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genetic interaction pro�les, which we think could be a general property of CRISPR/-

Cas9 screening, including those in our isogenic background. Similar to our observation

in yeast, we found negative interactions to capture closer functional relationships (en-

riched within GO biological processes) than positive interactions. Finally, as the genetic

interaction network will continue to be updated, we investigated how well we are cap-

turing di�erent functional neighborhoods currently and summarized the neighborhoods

that should be targeted in future screening e�orts. A useful direction for future work

on this front would be an extension of the reference genetic interaction network map in

di�erent human cell lines, in addition to the current HAP1 cell line. One approach to

handle this problem could be computational in nature. For example, once we complete

a reference map in HAP1, we can collect di�erent features from HAP1 and build a

classi�er to learn and predict genetic interaction from HAP1. We will then be able to

collect similar features in other cell lines, and without doing genetic interaction screens,

we could potentially predict genetic interactions across di�erent cell backgrounds and

tissue types. The HAP1 reference network, and the analysis described here, provides a

solid foundation for this important direction.
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Figure A.1: Single mutant di�erential �tness. (A) Distribution of di�erential
single mutant �tness for all nonessential gene deletion mutants and strains carrying
essential gene TS alleles. Representative genes with known sensitivities in each condition
are indicated. (B) The percentage (%) of mutant strains that show decreased (blue) or
increased (yellow) �tness in one or more conditions.
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(C) Analysis of variance in single mutant phenotypes across selected conditions. We
used a QR decomposition-based approach to assess the unique information in single
mutant �tness phenotypes captured across the 14 conditions analyzed here. The bar
plot shows diagonal entries on the R matrix from the QR decomposition applied as
described in the \Single mutant �tness variance analysis" section, which quantify the
additional orthogonal information in each condition-speci�c �tness pro�le. Conditions
were ordered according to their additional variance explained, so this coe�cient re
ects
the unique contribution of each condition's �tness pro�le after accounting for all con-
ditions, including the reference condition. The vertical line is plotted for reference and
re
ects a background expectation for coe�cients from a QR decomposition for random
data (with no structure) drawn from a normal distribution with mean and standard
deviation matching the reference condition distribution. The complete R matrix from
the QR decomposition, minus the �rst row, which corresponds to the reference condi-
tion, is also shown in heatmap form. (D) Number of nonessential gene deletion and
essential gene TS alleles that showed decreased (blue) or increased (yellow) �tness in
each condition at the indicated con�dence threshold.
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Figure A.2: Functional characterization of genes with single mutant di�er-
ential �tness phenotypes. (A) Conditions in which TS alleles of essential genes
are enriched (yellow) or depleted (blue) for positive di�erential single mutant �tness
(SMF) scores compared to nonessential deletion mutant alleles. (B) Ratio of positive to
negative di�erential single mutant �tness (SMF) e�ects for nonessential deletion (open
circles) and essential TS (closed circles) alleles in the indicated conditions. (C) Distri-
bution illustrating the number of homozygous deletion mutant strains that are sensitive
to increasing number of small molecules as described in Lee, 2014 4199. The dotted
line indicates the mean percent of conditions in which a homozygous deletion mutant
exhibits a �tness defect. Nonessential deletion mutants found to be sensitive to at least
5 di�erent conditions in this study are shown as blue lines. The mean and standard
deviation of �tness for this subset of mutant strains as determined by Lee, 2014 4199 is
indicated. (D) Enrichment analysis of genes with high single mutant �tness degrees (top
5%) across di�erent physiological and evolutionary gene features. For binary features,
signi�cant enrichment was determined by two-sided Fisher's exact test comparing the
observed to the expected proportion of genes in each functional category, with yellow
being enriched and blue being depleted. For quantitative features, the median z-score
was calculated for the high degree genes relative to all genes tested, with the node size
corresponds to the absolute median z-score. Signi�cant deviation toward the positive
side is colored in yellow and negative correlation is colored in blue.
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