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ABSTRACT
Model-based software development offers new opportuni-
ties and challenges for validation and verification of safety-
critical software. In this report, we describe an approach
for validating the artifacts generated in a model-based de-
velopment process. Our approach divides the traditional
testing process into two parts: one that validates the formal
model implements the high-level requirements and another
that determines whether the code generated from the model
is behaviorally equivalent. The focus in this report is on
validation testing; in particular, we present a framework
that enables objective measures of requirements coverage
and provides the ability to achieve a high degree of automa-
tion.

Categories and Subject Descriptors
D.2.4 [Software Engineering]: Software/Program Verifi-
cation

General Terms
Testing, Model-Based Development

1. INTRODUCTION
Traditionally, software validation and verification (V&V)
has been largely a manual endeavor. Assuming that we
have software requirements describing the behavior of the
system, validation determines whether we are building the
right system through reviews of the requirements and speci-
fication. Verification that the software satisfies its specifica-
tion is archived through inspections of design artifacts and
extensive testing of the implementations. In critical applica-
tions, the (V&V) phase is particularly costly and consumes a
disproportionately large share of the development resources.
Thus, if we could reduce the cost of V&V, dramatic cost sav-
ings could be achieved.

∗This work has been partially supported by NASA contract
NCC-01001.

In model-based development, the development effort is cen-
tered on a formal model of the proposed software system.
This model is derived from some (formal or informal) high-
level requirements describing the expected behavior of the
software. For validation and verification purposes, this model
can then be subjected to various types of analysis, for ex-
ample, completeness and consistency analysis [22, 23], model
checking [10, 16, 7, 9, 4], theorem proving [2, 3], and test-
case generation [6, 1, 14, 12, 5, 29, 24]. Ideally, through man-
ual inspections, formal verification, simulation, and testing
we convince ourselves (and regulatory agencies) that the
model behaves correctly. The implementation is then au-
tomatically and (hopefully) correctly generated from this
model. There are several commercial and research tools that
attempt to provide these capabilities. Commercial tools are,
for example, Simulinkr from the Mathworks [27], SCADE
SuiteTM from Esterel Technologies [13] and Statemate from
i-Logix [18]. Examples of research tool are SCR [23], RSML-e

[39], and Ptolemy [26].

The shift towards model-based development naturally leads
to changes in the V&V process. There has been substantial
research describing how, given a correct model, it is possible
to automate much of the “down-stream” testing activities.
Since the models are executable, they can be used as ora-
cles for determining whether source code is functioning as
intended. Also, it is possible to define notions of structural
coverage for the models and to automate the generation of
test cases to achieve structural coverage of models [31]. How-
ever, the model validation problem has been more difficult
to solve. There are several questions that must be answered:
What techniques can we use for model validation? Can these
techniques be automated? How do we know when we have
validated the model sufficiently? How can we determine
whether there are missing or unstated high-level require-
ments?

In this report, we propose an approach that can answer some
of these questions by providing objective measurement of
the model-validation activities. The approach is based on
defining high-level requirements as formal properties to be
satisfied by the model. Given properties in a formal notation
such as LTL [11], we can define several different structural
coverage criteria for measuring coverage of properties, which
in turn provides objective measures of how well the high-
level requirements are covered during model validation. By
extending existing techniques, it is possible to autogenerate



test cases from properties to meet these structural cover-
age criteria. Finally, given a set of test-cases that achieve a
certain level of structural coverage of the high-level require-
ments, it is possible to measure model coverage to objec-
tively assess whether the high-level requirements have been
sufficiently defined for the system. This approach yields sev-
eral objective measurements that are not possible with tra-
ditional testing techniques, and integrates and cross-checks
several of the validation and verification activities.

In the remainder of this report we will discuss the issues re-
lated to testing in a model-based world in Section 2 and the
relationship between the various artifacts in model-based re-
quirements in Section 4. To provide an example to illustrate
our ideas we briefly discuss a flight guidance system in Sec-
tion 3. Our contributions to requirements-based testing are
introduced in Section 5 and Section 6 discusses our results
and point to some future directions.

2. TESTING IN A MODEL­BASED WORLD
Figure 1 shows an overview of the different testing activ-
ities possible within a model-based development environ-
ment. We suggest dividing the testing task into two distinct
activities: model validation testing and conformance test-
ing. The former activity ensures that the model captures
the behavior we really want from the software, i.e., we test
the model to convince ourselves that it satisfies the “true”
software requirements. The latter activity ensures that the
code developed from the model (either manually or auto-
matically) correctly implements the behavior of the model,
i.e., that the implementation conforms to the specification.

Currently, to accomplish the model validation activity a set
of requirements-based functional tests is developed from the
informal high-level requirements to evaluate the required
functionality of the model. The tests used in this step are
developed from the informal requirements by domain ex-
perts, much like requirements-based tests in a traditional
software development process. Key questions here are (1)
when have we developed enough requirements-based tests
and (2) can this process can be automated to some extent.
Note that we want to use the high-level requirements as the
oracle for these tests, not the model, as the model serves as
the “implementation” of these requirements.

Given a formal modeling language, it is possible to define
notions of structural coverage over a model, similar to struc-
tural coverage on source code. We can use these coverage
metrics to measure how well we have tested the functionality
of the model. It is likely that the initial set of requirements-
based functional tests will not completely test all model
structures; for example, there may be transitions and condi-
tions not exercised by these tests. Therefore, the functional
tests will in most cases have to be supplemented by a col-
lection of white-box tests developed specifically to exercise
a model up to a certain level of specification coverage.

When testing of the model has been completed and we are
convinced that the model is correct, the testing process can
switch from model validation testing to implementation con-
formance testing. In conformance testing, we are interested
in determining whether the implementation correctly imple-
ments the formal model. In this stage, the formal model is

now assumed to be correct and is used as an oracle. The
testing activity confirms that for all tests, the implementa-
tion yields the same result as the formal model.

All tests used during the validation testing of the formal
specification can naturally be reused when testing the im-
plementation (step 2 in Figure 1). The test cases developed
to test the model provide the foundation for testing the im-
plementation, and the executable model serves as an ora-
cle during the testing of the implementation. Again, this
test set may not provide adequate coverage of the imple-
mentation and will most likely have to be augmented with
additional test cases (step 3 in Figure 1).

The characteristics of the two testing activities outlined above
are radically different. The differences between the activi-
ties manifest themselves in how we determine whether we
have “good” test suites and how we verify that the system
satisfies the tests. For model validation, we want to ensure
that the system behaves correctly in realistic operational
scenarios. Good model validation test suites should have
the following characteristics:

Realistic Environments: Each test input vector should
correspond to a reasonable scenario in the expected
environment of the software.

Specificity / Traceability: Each test should be traceable
back to one (or a handful) of requirements that it is
specifically designed to check.

Similarity: Tests that check different aspects of a particu-
lar requirement or related requirements should be sim-
ilar, to support easy manual validation of whether the
software has passed the tests.

Completeness: There should be sufficient tests to check
all of the high-level requirements.

Note that extensive tool support to help us generate tests
from the model could be provided to aid in model validation
(see Section 5.2), but the usefulness of the test and expected
outcome (oracle) will always have to be provided manually.
That is, we may be able to help automate the generation of
input sequences but the determination if the test is realistic
and yields the right outputs must be manually checked by
the domain experts.

Conformance testing, on the other hand, has quite different
requirements. In this activity, we assume that the model is
correct, so we are only interested in ensuring that we have
sufficient tests to find any discrepencies that exist between
the behavior of the formal model and its implementation.
Thus, the only important requirement for test suites is com-

pleteness: ensuring that we have covered the model in suf-
ficient detail to obtain a high level of confidence that the
model and the implementation behave equivalently. Also,
in conformance testing, the model acts as an oracle. There-
fore, conformance testing could potentially be completely
automated: tests can be generated from the model or im-
plementation, and the model-as-oracle decides whether the
implementation passes the test.
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Figure 1: An overview of the specification centered testing approach.

3. CASE EXAMPLE: THE FLIGHT GUID­

ANCE SYSTEM
To provide a framework in which to discuss our approach
to requirements-based testing we will us an example from
commercial avionics—a Flight Guidance System (FGS). A
Flight Guidance System is a component of the overall Flight
Control System (FCS) in a commercial aircraft. It compares
the measured state of an aircraft (position, speed, and al-
titude) to the desired state and generates pitch and roll-
guidance commands to minimize the difference between the
measured and desired state. The FGS consists of the mode
logic, which determines which lateral and vertical modes of
operation are active and armed at any given time, and the
flight control laws that accept information about the air-
craft’s current and desired state and compute the pitch and
roll guidance commands. In our work we have focused on
the mode logic.

The primary modes of interest in the FGS are the horizon-
tal and vertical modes. The horizontal modes control the
behavior of the aircraft about the longitudinal, or roll, axis,
while the vertical modes control the behavior of the aircraft
about the vertical, or pitch, axis. In addition, there are a
number of auxiliary modes, such as half-bank mode, that
control other aspects of the aircraft’s behavior.

4. REQUIREMENTS, MODELS, AND PROP­

ERTIES
In our discussions in this report we will adopt the “World
and the Machine” view of requirements put forth by Jackson
and Zave [25, 17]. Machines are built to bring about some
changes in the World; when the Machine is introduced to
a World it interacts with that World through a shared in-
terface. Requirements are a collection of statements about
phenomena in the World that we want the Machine to help
make true. A Specification is a set of statements that de-
scribes the behavior of the Machine as observed at the in-
terface between the World and the Machine. The commonly
used notions of “user requirements” or “high-level require-
ments” are often used to describe what Jackson and Zave
call “Requirements”, and “requirements specifications” or
“low-level requirements” are typically used to describe their

notion of “Specification”.

The view briefly mentioned above is to some extend reflected
in critical systems standards. ARP 4754 [37] provides guide-
lines for the system-level processes and DO-178B [35] pro-
vides guidelines for the software development processes in
the avionics world. The notion of high-level software re-
quirements lie at the border between the systems engineer-
ing activities covered by ARP 4754 [36] and the software
engineering activities governed by DO-178B. Of particular
interest here is the relationship between what these stan-
dards call the high-level requirements and the low-level re-
quirements. The definitions used in DO-178B are:

High-level requirements: Software requirements devel-
oped from analysis of system requirements, safety-
related requirements, and system architecture.

Low-level requirements: Software requirements derived
from high-level requirements, derived requirements,
and design constraints from which source code can be
directly implemented without further information.

In general, we can roughly equate the notion of requirements
from [25, 17] with high-level requirements and the notion of
specification with low-level requirements. As we move to
model-based development, the specification (or low-level re-
quirements) will be largely replaced by the formal model.
Nevertheless, when moving to a model-based world, the re-
lationship between requirements, specifications, models, and
properties has, in our opinion, not been adequately explored.
Below we will present our view of how requirements, mod-
els, and formal properties fit together to form the basis of a
complete requirements specification.

The relationship between the various artifacts is illustrated
in Figure 2. In model-based development, the high-level re-
quirements are used as the basis of the development of the
model. We develop the model using a constructive modeling
technique that yields an executable model that is typically
easily accepted by practicing engineers. This model is de-
veloped to a level of detail where it could be used as a basis
for manual coding or automated code generation without
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Figure 2: Relationships between requirements,
properties and models.

any additional information. In this sense, the model serves
as a specification of the software (or replaces the low-level
requirements as defined in DO-178B).

The problem is now to determine if this model accurately
captures the informal high-level requirements. The prop-
erties, captured using, for example, CTL or LTL, are very
close in structure to the informal “shall” statements mak-
ing up the requirements; in fact, in [28] we argue that the
informal “shall” requirements are simply desirable proper-
ties of our model expressed in an informal and ambiguous
notation. There is not generally a one-to-one relationship
between many of the informal high-level requirement and
the properties. One requirement may lead to a number of
properties. For example, consider the requirement below
taken from our flight guidance system.

“Only one lateral mode shall be active at any

time.”

This requirement leads to a collection of properties we would
like our model to possess. The number of properties de-
pends on which lateral modes are included in this particular
configuration of the flight guidance system; for example, an
FGS may have five lateral modes leading to the following
properties (stated informally).

1. IF ROLL is active, HDG, NAV, LGA, and LAPPR

shall not be active.

2. If HDG is active, ROLL, NAV, LGA, and LAPPR

shall not be active.

3. If NAV is active, ROLL, HDG, LGA, and LAPPR

shall not be active.

4. If LGA is active, ROLL, HDG, NAV, and LAPPR

shall not be active.

5. If LAPPR is active, ROLL, HDG, NAV, and LGA

shall not be active.

On the other hand, some high-level requirements, for ex-
ample, the requirement below (also from the FGS), lend
themselves directly to a one-to-one formalization in the vo-
cabulary of the model.

“If the onside FD cues are off, the onside FD

cues shall be displayed when the AP is engaged.”

For example, the requirement above can be formalized as,
in this case, a CTL property for verification in the model
checker NuSMV.

AG((!Onside_FD_On & !Is_AP_Engaged)->
AX(Is_AP_Engaged -> Onside_FD_On))

The property states that it is always the case (AG) that if
the Onside FD is not on and the AP is not engaged, in the
next instance in time (AX) if the AP is engaged the Onside
FD will also be on. Thus, capturing the informal high-level
requirements as properties typically involves a certain level
of refinement and extension to express the properties in the
vocabulary of the formal model and to shore up any missing
details to make formalization possible. For this reason, the
formalization of the requirements is typically deferred until
at least a partial model is available.

By formalizing these “shall” statements in a property spec-
ification language such as CTL or LTL we achieve several
benefits. First, we can now use tools such as model check-
ers and theorem provers to verify that the properties (re-
quirements) indeed hold in the model, an assurance that
testing alone cannot provide. Second, through the act of
formalization and analysis, we will most likely discover that
many properties do not hold in the model. If that is the
case, either the model or the property must be modified. In
our experience, it is quite likely that the model is correct
and the high-level requirement from which the property was
developed was wrong or poorly written. Thus, the formal-
ization and analysis provides a valuable crosscheck of the
informal-high-level requirements, the formal properties, and
the model. Finally, with the formal properties derived from
the high-level requirements and the model replacing the low-
level requirements, we are better equipped to understand
and explore the notion of tests derived from the high-level
and low-level requirements.

From the discussion above, there are several issues that
merit further scrutiny. First, given the close relationship
between the informal requirements and the property speci-
fications, can the properties be used to help us objectively
measure how well we have exercised the requirements on our
system under development? Second, given that the proper-
ties represent requirements, can the properties be used to
somehow help us generate requirements-based tests? These
issues will be discussed further in the remainder of this pa-
per.

5. REQUIREMENTS­BASED TESTING
The goal of the testing process remains largely the same
in traditional and model-based software development: to
ensure that the software implementation behaves in accor-
dance with its stated requirements. To achieve this goal, we
must demonstrate (among many other things) the following
objectives:1

1Similar testing objectives can be found in common stan-
dards, for example, DO-178B tables A-6 and A-7



1. The executable code complies with the high-level re-
quirements.

2. The executable code complies with the specification
(low-level requirements).

3. Test coverage of high-level requirements is achieved
4. Test coverage of specification (low-level requirements)

is achieved
5. Test coverage of the executable code is achieved

To satisfy these objectives, test cases are derived from the
requirements as well as the specification.

Recent developments in test-case generation techniques have
made it possible to generate vast numbers of test cases from
a formal model [6, 1, 14, 12, 5, 29, 24]. Unfortunately, gen-
erating tests from the formal model and then using them
to test the formal model tells us little about the correctness
of the model. This approach would be an activity anal-
ogous to white-box testing of an implementation; an ap-
proach to testing that will not expose errors of omission and
is designed to exercise the structure of the model (or imple-
mentation) rather than demonstrating compliance with the
required operation of the system. In particular, the model
cannot be used as an oracle to determine if a test has the de-
sired outcome. This decision must be made with respect to
the high-level software requirements. Unfortunately, to our
knowledge, there is no objective measure of “requirements
coverage”. Instead, coverage is demonstrated through a best
effort using traditional techniques such as partition analysis,
the category partition method, and boundary value analy-
sis. These tests must represent realistic operational scenar-
ios and are extensively validated by domain-experts.

When we have the code in hand, we are in a position to
objectively measure the code coverage achieved when exe-
cuting the requirements-based tests and specification-based
tests. Should this coverage be too low, we must either

• develop more requirements-based test cases to cover
the uncovered code,

• extend the requirements in case the uncovered code
reveals desirable behavior not stated in the require-
ments,

• determine that the code is valid but has been deacti-
vated, or

• declare the code superfluous (dead) and remove it from
the implementation.

With the completion of this step we have demonstrated test
coverage of the implementation (objective 5). When the
tests are executed on the object code running on the target
platform, correct execution of the tests demonstrates the
object executable code complies with the high-level and low-
level requirements (objectives 1 and 2).

As the role of traditional requirements changes as described
in Section 4 and the use of code generation from a model
become prevalent, the role of requirements and specifications
in the testing process changes in that “specification” can be
replaced with “model”.

5.1 Structural Coverage of Requirements
As mentioned in Section 4, there is a close relationship be-
tween the informal requirements and the properties captured
for verification purposes. As an example, consider the re-
quirement from the sample FGS in Figure 3.

“If the onside FD cues are off, the onside FD

cues shall be displayed when the AP is engaged.”

AG((!Onside_FD_On & !Is_AP_Engaged) ->
AX(Is_AP_Engaged -> Onside_FD_On))

G(((!Onside_FD_On & !Is_AP_Engaged) ->
X(Is_AP_Engaged -> Onside_FD_On))

Figure 3: Our sample requirement from the Flight
Guidance System presented informally, in CTL, and
in LTL.

In our work we translated this requirement into equivalent
Computational Tree Logic (CTL) and Linear Time Logic
(LTL) formula and verified that our model of the FGS satis-
fied this requirement using a model checker (NuSMV). The
properties are very similar in structure to the natural lan-
guage requirements and this translation was quite easy to
perform manually.

An analyst developing test cases from the informal require-
ments might derive the scenario below to demonstrate that
the requirement is met.

1. Turn the Onside FD off
2. Disengage the AP
3. Engage the AP
4. Verify that the Onside FD comes on

Does this adequately cover this requirement? Should we
develop a test-case to demonstrate that the Onside FD is
not turned on inadvertently? If so, what would such a test-
case look like? The specification of the requirement as a
property allows us to define several objective criteria with
which to determine whether we have adequately tested the
requirement.

Below we discuss two different classes of structural coverage
for properties. One is directly derived from the syntax of
the property, and is similar to a structural coverage crite-
ria defined for source code. The other is derived indirectly:
an LTL property can be used to construct a Büchi automa-
ton [11] and coverage criteria can be defined on the resulting
graph.

5.1.1 Structural Coverage Criteria over Property Syn­

tax
There are several kinds of structural coverage criteria that
have been investigated for source code and for executable
modeling languages [35, 14, 33]. It is possible to adapt some
of these structural coverage criteria devised for modeling
languages to fit subsets of CTL and LTL.

For example, decision coverage of the requirements would
require a single test case that demonstrates that the require-
ment is satisfied by the model. Typically, this is too weak



Is AP Engaged Onside FD On X(Is AP Engaged) X(Onside FD On) Requirement

1 F T T F T
2 T F T F T
3 F F T T T
4 F F F F T

5 F F T F F
6 F F T F F
7 F F T F F
8 F F T F F

Table 1: Truth assignments that will give us MC/DC-inspired coverage of our sample requirement.

of a coverage criterion since it is often possible to derive a
vacuous test case. Considering our formalized requirement
in Figure 3, we can satisfy the property by creating a test
case that leaves the autopilot disengaged thoughout the test
and verifying that the flight director does not come on. Al-
though this test case satisfies the requirement, it does not
shed much light on the correctness of our model.

A better alternative would be to adopt one of the more rigor-
ous structural coverage criteria used in the avionics software
domain, such as, the Modified Condition/Decision Cover-
age (MC/DC) criterion, for us in the requirements-based
testing domain. This criterion was developed to meet the
need for extensive testing of complex boolean expressions in
safety-critical applications [8]. MC/DC was developed as a
practical and reasonable compromise between decision cov-
erage and multiple condition coverage. It has been in use
for several years in the commercial avionics industry. The
important aspect of this criterion is the requirement that
testing should demonstrate the independent effect of atomic
boolean conditions on the boolean expressions in which they
occur.

A test suite is said to satisfy MC/DC if executing the test
cases in the test suite will guarantee that:

• every point of entry and exit in the model has been
invoked at least once,

• every basic condition in a decision in the model has
taken on all possible outcomes at least once, and

• each basic condition has been shown to independently
affect the decision’s outcome

where a basic condition is an atomic Boolean valued expres-
sion that cannot be broken into Boolean sub-expressions.
A basic condition is shown to independently affect a deci-
sion’s outcome by varying only that condition while holding
all other conditions at that decision point fixed. Thus, a
pair of test cases must exist for each basic condition in the
test-suite to satisfy MC/DC. However, test case pairs for
different basic conditions need not necessarily be disjoint.
In fact, the size of MC/DC adequate test-suite can be as
small as N + 1 for a decision point with N conditions.

The MC/DC criterion requires several test-cases to test that
the structure of a requirement has been adequately exer-
cised. To achieve a coverage criteria similar to MC/DC on
the requirements, it is necessary to systematically construct

test cases that demonstrate that every basic condition in the
property can have an impact on the truth value of the full
property. Consider the truth assignments in Table 1. Here,
a pair of truth assignments constitute an MC/DC pair. For
example, the truth assignments in rows 1 and 5 are designed
to demonstrate that Onside FD On can have an indepen-
dent impact on the truth value of our sample requirement;
with the truth assignment in row 1 the property is satisfied
and with the assignment in row 5 (only differing from row
1 in the value of Onside FD On) the property is false. If
we can find a test-case that exhibits the truth assignment
in row 1 we have demonstrated one way of satisfying our
requirement.

It is important to note that there is an important distinc-
tion between traditional MC/DC coverage and this coverage
metric over properties. If our model is correct, we will not
be able to find test cases that cause the property to be false.
For the moment, we are interested in developing the test
cases for the truth assignments that satisfy the requirement
(cases 1–4). In the future, we may also investigate using au-
tomated tools to try to generate test cases for the negative
assignments; experience has shown that properties rarely
hold in initial versions of systems, so violating test cases
would also be useful.

5.1.2 Structural Coverage Criteria over Büchi Au­

tomata
As an alternative to defining requirements test adequacy cri-
teria over the property syntax, we can study the automata
accepting sentences in the languages defined by the prop-
erties. Algorithms automating the synthesis of automata
from temporal logic properties exist and we can construct
automata, such as, a Büchi automaton, from LTL proper-
ties [11]; these algorithms can be easily incorporated in spec-
ification testing tools. We used the algorithm implemented
in the SAL toolset from SRI International [38] to translate
our property into the Büchi automaton of Figure 4.

The states with a double border are accepting states, i.e.,
any cyclic path through the automaton with an accepting
state as part of the cycle is considered successful. With this
description of the requirement we can start to objectively
assess how well a set of test-cases covers the requirement.

If we replay the manually developed test-case above in the
state machine in Figure 4, the test-case would start in state
S0 with the Onside FD on and the AP engaged. When both
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Figure 4: The requirement in above captured as a Büchi automaton.

the Onside FD have been turned off and the AP disengaged,
the state machine would take transition 1 to state S1. As
we engage the AP, if the model is correct, the Onside FD
will come on and the state machine wold take transition 4
back to S0. Since this is an accepting state and part of a
cycle, it is an acceptable requirements-based test. Note that
this state machine defines both the inputs (AP engaged) as
well as the expected output (Onside FD); exactly what we
would expect from the high-level requirements.

Studying the state machine in Figure 4 we see that the test-
case we developed manually really only covers part of the
acceptable behavior of our system; there are many paths
through this state machine that describe valid behaviors of
the system. Coverage of these paths would be an objective
measure of high-level requirements test coverage that we
might want to consider. For example, we might want to
make sure we cover all lassos (a lasso consists of a cycle free
path from an initial state to an a accepting state followed
by a cycle free path back to the same accepting state; the
complete path will look like a lasso). This would force us to
consider several additional test cases. For example:

1. Turn the Onside FD off and disengage the AP (S0 →

S1)
2. Leave the AP disengaged for one step (S1 → S1)
3. Verify that the Onside FD does not come on

The test-case again turns the Onside FD off and disengages
the AP. This will cause the state machine to take transition
2 from S0 to S1. Now we leave the AP disengaged for one
execution cycle. Since the Onside FD shall not be turned on
in this case, will take transition 3 from state S1 back to S1.
Since this is an accepting state we have a lasso and a valid
test sequence. This sequence exercises the scenario where
the AP is never engaged and, consequently, the Onside FD
does not need to be turned on. As should be clear from this
discussion, we now have a systematic way of developing high-
level requirements-based test cases as well as an objective
way of measuring how well we have exercised the various
high-level requirements.

Note here that the algorithm used to generate the Büchi
automaton will influence the selection of test-cases. The au-
tomaton created in SAL is very compact (two states and
four transitions) and has complex conditions on the transi-
tion (conditions involving or and not). A generalized Büchi

automaton for our property created with the algorithm de-
scribed by Gerth, Peled, Vardi, and Wolper [15] would yield
nine states and 33 transitions. In this case, however, the
conditions on the transitions would be simpler. Naturally,
the test-cases required to yield lasso-coverage would be very
different depending on which Büchi automaton we used as a
basis for the test-case generation; a larger automaton with
more lassos may give us a better suite of test-cases. Alter-
natively, one could require that every lasso in Figure 4 be
exercised up to MC/DC coverage. This would require multi-
ple test-cases per lasso and presumably provide a better test
suite than simply requiring lasso-coverage. These tradeoffs
in terms of test suite size and effectiveness of test-cases is
completely unexplored and we hope to address this issue
from both a theoretical as well as empirical perspective in
the future.

Although there are many unknowns, we believe that test
cases developed to some objective requirements coverage
criterion, for example, property MC/DC coverage or lasso
coverage, will likely exercise the requirement of interest in a
more comprehensive manner than manually developed tests.
At this time, however, it is unclear which coverage coverage
criteria would be useful in practice. For example, our lasso
criterion required us to develop a test-case that leaves dis-
engaged. Does this add any value in detection of faults?
This is just one of many questions that must be addressed
in future work. To the best of our knowledge, there has
been no research in this area and it is unclear what coverage
measures would be suitable.

To summarize, viewing the high-level requirements as formal
properties provides a mechanism where we can objectively
measure how well our test suite covers the requirements; a
capability that has not been previously available. Formaliz-
ing the requirements also provides us with the capability to
automate the generation of requirements-based tests from
the actual high-level requirements. This topic is discussed
in the next section.

5.2 Automation of Test Generation
Given that the high-level requirements can be captured as
formal properties, we can explore the possibility of automat-
ing the process of deriving high-level requirements-based
tests. Several research efforts are underway to automate the
generation of tests from the formal models. For example, the
Critical Systems Research Group at the University of Min-
nesota have explored using model checkers to generate tests



to provide structural coverage of formal models [21, 33, 31,
32]. Reactive Systems Inc. [34] has a commercial tool Re-
actis that uses heuristic search techniques to generate tests
from Simulink [27] and Stateflow models. Another commer-
cial tool, T-VEC [5] uses a constraint-based approach to
automatically generate test cases from a number of different
modeling languages, including Simulink.

In our work we have focused on the potential of model-
checkers as test-case generation tools [31, 21, 20, 19]. Model
checkers build a finite state transition system and exhaus-
tively explore the reachable state space searching for viola-
tions of the properties under investigation [11]. Should a
property violation be detected, the model checker will pro-
duce a counterexample illustrating how this violation can
take place. In short, a counterexample is a sequence of in-
puts that will take the finite state model from its initial state
to a state where the violation occurs.

A model checker can be used to find test cases by formu-
lating a test criterion as a verification condition for the
model checker. For example, we may want to test a transi-
tion (guarded with condition C) between states A and B in
the formal model. We can formulate a condition describing
a test-case testing this transition—the sequence of inputs
must take the model to state A; in state A, C must be
true, and the next state must be B. This is a property
expressible in the logics used in common model checkers,
for example, LTL [30]. We can now challenge the model
checker to find a way of getting to such a state by negating
the property (saying that we assert that there is no such
input sequence) and start verification. We call such a prop-
erty a trap property [14]. The model checker will now search
for a counterexample demonstrating that this trap property
is, in fact, satisfiable; such a counterexample constitutes a
test case that will exercise the transition of interest. By re-
peating this process for each transition in the formal model,
we use the model checker to automatically derive test se-
quences that will give us transition coverage of the model.
This general approach can be used to generate tests for a
wide variety of structural coverage criteria, including cover-
age of requirements as described in Sections 5.1.2 and 5.1.1.

To automate the generation of high-level requirements based
test, we would translate the informal high-level requirements
to formal properties. These properties can then be trans-
lated to the suitable notation for an existing test-case gener-
ation tool, in our case a model-checker. We can then instruct
the test-case generation tools to generate tests to cover our
properties (our requirements) as opposed to the model of the
system behavior. This approach would give us the capabil-
ity to automatically generate tests to provide a predefined
coverage of our requirements.

As an example, if we translate the model of our FGS example
into the input language of a model checker, the following four
trap properties would allow us to generate four test cases to
exercise our sample requirement up to MC/DC coverage.

1. ~AG(~Onside_FD_On & Is_AP_Engaged &
AX(Is_AP_Engaged) & ~AX(Onside_FD_On));

2. ~AG(Onside_FD_On & ~Is_AP_Engaged &
AX(Is_AP_Engaged) & ~AX(Onside_FD_On));

3. ~AG(~Onside_FD_On & ~Is_AP_Engaged &
AX(Is_AP_Engaged) & AX(Onside_FD_On));

4. ~AG(~Onside_FD_On & ~Is_AP_Engaged &
~AX(Is_AP_Engaged) & ~AX(Onside_FD_On));

Although generating tests to cover the requirements as op-
posed to the model seems like a simple task in theory, the
formal notion of “requirements coverage” is, to the best of
our knowledge, completely new and no existing tool sup-
ports this activity.

6. DISCUSSION
The move from traditional to model-based development of
software provides opportunities as well as challenges for val-
idating and verifying critical software systems. In this re-
port, we point out that model-based development is a nat-
ural evolution of the traditional development process. In
our view, the informal high-level software requirements are
derived from the system requirements, safety requirements,
and system architecture. The model is developed based
on these requirements and captures the behavior described
in the high-level requirements. Any additional information
needed for implementation not captured in the high-level re-
quirements is captured in the model; the model is a specifi-
cation of the software behavior. The high-level requirements
are formalized as properties that can then be verified to hold
in the model. We view this collection of artifacts to be the
requirements specification of the system under development.

The model-based development paradigm offers several new
opportunities for testing discussed in his report, including
the opportunity to provide objective measures of require-
ments coverage (Sections 5.1.1 and 5.1.2) in addition to the
traditional code coverage measured today. To our knowl-
edge, the notion of requirements coverage has not been pre-
viously addressed in any formal way. Furthermore, the for-
mal models and properties enable us to automate large por-
tions of the test-case development and test execution process
(Section 5.2).

There are several areas related to requirements-based testing
that merit further study. First, since the notion of formal
requirements-based testing is new, there is little experience
with how to best capture the informal requirements as for-
mal properties as well as what coverage criteria to use after
the requirements have been formalized. Both issues natu-
rally will have an impact on the test cases developed and,
consequently, on the effectiveness if the resultant test-suites.
There is a great need for empirical studies to determine the
effectiveness of various test-case generation techniques on
realistic examples.

Second, there are several important issues that must be ad-
dressed to be able to automate the generation of require-
ments-based tests. Since “good” requirements test cases
document realistic operational scenarios (as discussed in Sec-
tion 2), we must constrain the search space used for generat-



ing test cases with automated tools. For example, if a model
takes an altitude reading as an input, a realistic test scenario
may require that the altitude changes be limited by a cer-
tain maximum altitude rate. Such constraints on the input
variables can typically be added to the testing tool to limit
its choices when the test cases are generated. The situation
becomes more complex if the constraint on the environment
involves several interrelated input variables. For instance,
we may have two altitude reports provided from two redun-
dant altimeters. These altimeters also provide information
if they have passed an internal self-check. A constraint may
now be that if both altimeters report that they are operating
correctly, their altitude reports must be within some thresh-
old of each other; a constraint that is less trivial to capture
and enforce in the test-case generation tools of which we are
aware. The ability to generate test cases that closely resem-
ble what a skilled engineer would generate manually from
the informal requirements will, in our opinion, be critical
for the acceptance of automated techniques by practicing
engineers and regulatory agencies.

Finally, we must explore the relationship between require-
ments-based structural coverage and model-based structural
coverage. Given a “good” set of requirements properties and
a test suite that provides a high level of structural coverage
of the requirements, is it possible to achieve a high level of
structural coverage of the formal model and of the generated
code? That is, does structural coverage at the requirements
level translate into structural coverage at the code level? If
it is possible to achieve a high-level of code coverage from
structurally complete requirements tests, then it might be
possible to autogenerate tests that are immediately trace-
able to the requirements and that meet many of the regula-
tory requirements in standards such as DO-178B [35].
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