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ABSTRACT

Genome-wide association study (GWAS) summary data have become extremely useful
in genetic research, largely facilitating the development of novel methods and new ap-
plications. However, a significant limitation of the current usage of GWAS summary
data is its restriction to only linear single nucleotide polymorphism (SNP)-trait asso-
ciation analyses. To further expand the use of GWAS summary data, we propose the
LS-imputation method, a nonparametric approach for large-scale imputation of the
genetic component of a trait using only genotypic data and GWAS summary statistics
for the trait of interest. With the imputed individual-level trait values and genotypes,
it is possible to conduct any downstream analyses as if we have the individual-level
GWAS data. Building upon this, we further extend the method to account for envi-
ronmental effects by integrating GWAS summary statistics, individual-level genotypic
data, and omic data for trait imputation. By leveraging SNP-trait and omics-trait
association summary data, we can impute both the genetic and environmental compo-
nents of a trait. This enhancement improves the accuracy of trait imputation, making
it more suitable for analyses involving environmental variables. Lastly, to address the
challenges of statistical inference posed by the correlation among imputed trait val-
ues, we propose a “divide and conquer” strategy that accounts for their covariance
structure. We conduct both theoretical analyses and extensive real-data applications

to demonstrate the effectiveness and advantages of the proposed methods.
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Chapter 1

Introduction

Genome-wide association studies (GWAS) have been highly successful in identifying
genetic variants, mainly single nucleotide polymorphisms (SNPs), associated with
complex traits and common diseases (Buniello et al., 2019; Visscher et al., 2017; Ab-
dellaoui et al., 2023). The increasing availability of GWAS summary data has played
a crucial role in facilitating the development of new methods for new applications and
secondary data analyses (Yang et al., 2012), including the construction of polygenic
risk scores (PRS) for trait prediction (Ma et al., 2021), ne mapping (Schaid et al.,
2018), heritability estimation (Bulik-Sullivan et al., 2015b; Speed and Balding, 2019;
Song et al., 2022), genetic correlation analysis (Bulik-Sullivan et al., 2015a; Zhang
et al.,, 2021), causal inference with Mendelian randomization (Burgess et al., 2020;
Zuber et al., 2022) and transcriptome-wide association studies (Gamazon et al., 2015;
Gusev et al., 2016) and so on. However, since marginal SNP-trait association esti-
mates in GWAS summary data measure only linear relationships between the SNPs
and trait, the current use of GWAS summary data is limited to exploiting only linear
SNP-trait associations, limiting the exploration of non-linear and interactive genetic
mechanisms. It is unknown how to use GWAS summary data for nonlinear SNP-trait
association analysis. To address these limitations, we rst introduced a nonparamet-

ric LS-imputation method that leverages GWAS summary data and individual-level
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genotypes to impute the genetic components of traits (Ren et al., 2023a). This ap-
proach allows the imputed traits to capture linear, non-linear, and epistatic e ects of
genetic variants. With the imputed traits and the individual-level genotype data, we
can perform downstream analyses as if we had individual-level GWAS data.

The above proposed LS-imputation method relies solely on SNP-trait associations
from GWAS summary data. As a result, the imputed trait values may lack substantial
information about environmental e ects, limiting their applicability in downstream
analyses involving environmental variables. To address this limitation, we extended
the LS-imputation method in the second study by integrating omic data, such as
metabolomics, alongside GWAS summary statistics to enhance trait imputation (Ren
et al., 2023b). This enhanced approach demonstrated the ability to impute both the
genetic and environmental components of traits, thereby improving the correlation
with observed phenotypes and preserving SNP-environment associations. This inte-
gration underscores the potential of leveraging multi-omic datasets to further improve
the performance and applicability of trait imputation.

In the third study, we addressed the statistical inference problem for imputed trait
values, which are simplistically treated as identically and independently distributed
in downstream analyses in the previous two studies. Recognizing that this assump-
tion is inaccurate, we proposed a "divide and conquer" strategy to account for the
covariance structure within the imputed trait values. However, as the correlations
among the imputed traits are typically very weak, the inferential outcomes did not

show signi cant improvement (Ren and Pan, 2024).



Chapter 2

LS-imputation

2.1 Introduction

Genome-wide association studies (GWAS) have been highly successful in recent years
at identifying genetic variants, particularly single nucleotide polymorphisms (SNPs),
associated with complex traits and common diseases (Buniello et al., 2019; Visscher
et al., 2017; Abdellaoui et al., 2023). The growing availability of GWAS summary
data has become crucial in driving the development of novel methods for emerging
applications (Pasaniuc and Price, 2017). However, because marginal SNP-trait as-
sociation estimates in GWAS summary data capture only linear relationships, their
current use is constrained to linear SNP-trait analyses. It remains unclear how to
leverage GWAS summary data for analyzing non-linear SNP-trait associations. For
example, given a GWAS summary dataset (and a reference panel of individual-level
genotypes), it seems impossible to detect SNP-SNP interactions (Holzinger et al.,
2017; Zhou et al., 2020), or to build a PRS model accounting for possibly non-linear
and epistatic SNP e ects by taking advantage of many emerging powerful non-linear
machine learning models such as random forests (Breiman, 2001; Fryett et al., 2020;
Grinberg and Wallace, 2021; Okoro et al., 2021; Ma et al., 2022) and deep learn-

ing (LeCun et al., 2015; Ghose et al., 2022). These non-linear SNP-trait association
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and prediction analyses are expected to shed more lights on the genetic architecture
of complex traits, deepen mechanistic understanding of common diseases and thus
advance translational applications of genetics.

Here we point out that it is possible for non-linear modeling and analyses based
on a GWAS summary datasetand a sample of individual-level genotypes. More gen-
erally, with a GWAS summary dataset of a trait, we can impute the trait values for
a large sample of genotypes, which can be useful if the trait is not available, either
unmeasured or di cult to measure (e.g. status of a late-onset disease), in a biobank.
We propose a nonparametric method for large-scale imputation of the genetic compo-
nent of a trait for each of the individuals with (genome-wide) genotypic data. With
the individual-level genotypes and imputed trait values, one can conduct any (linear
or non-linear) GWAS analysis as with individual-level data. We use the UK Biobank
data to show that, with GWAS summary data and individual-level genotypes (that
may or may not be di erent from those of the summary data), using the imputed trait
values for subsequent analyses led to results quite similar to that obtained from us-
ing the observed/true trait values. In particular, we showcase three applications with
trait imputation: given a GWAS summary dataset, we conducted marginal SNP-trait
association analysis under a non-additive genetic model for SNPs (Guindo-Martnez
et al., 2021; O'Connor et al., 2022), detecting SNP-SNP interactions, and predicting
a complex trait using a non-linear model (i.e. random forests) for a sample of indi-
viduals with only genotypic data. Since any existing PRS method can be applied to
impute the trait values for a sample of genotypes, one may wonder how our proposed
method compares with existing PRS methods. In short, because existing PRS meth-
ods for GWAS summary data are all based on some assumed linear models, they will
not be suitable for subsequent association analyses. We used a state-of-the-art PRS
method (Ge et al., 2019) as a representative to con rm the point in the above three

applications. Given the increasing availability of GWAS summary data of various
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traits and of large-scale biobanks with genotypic but not phenotypic data for some
traits of interest, we expect that the proposed method will further expand the use
of GWAS summary data in many new applications, especially for non-linear or/and

integrative analysis of GWAS summary data and biobank data.

2.2 Methods

2.2.1 Overview

For an individual with genome-wide genotype (score) vectorand a quantitative trait

y, we assume a genetic model:

y=EQix)+ =9(Xx)+ ; (2.1)

where E (yjx) = g(x) is the genetic (or genetically regulated) component of the trait
that is unknown, and captures all other genetically independent environmental
e ects and white noises. Note that the functional form ofg(x) is unspeci ed; in
particular, it may not be linear in X, thus allowing and accounting for non-linear and
epistatic e ects of the SNPs.

Suppose we have a GWAS summary datasf—:(’\j ; )] =1;25pg for p SNPs
based on an individual-level GWAS datasetX ;Y ), called training data. As usual,
the individual-level data are not available. Each'\j Is the ordinary least-squares
estimator (OLSE) of the marginal association between SNPand the trait, and ; =
SE(’\J-) is the standard error (SE). Now given an individual-level genotypic dataset
X for a sample of (approximately) unrelated individuals from the same population,
called the test data, we'd like to recover (the genetic component of) the trait for each
individual in the test sample. We developed a nonparametric method for this purpose

without specifying the functional form ofg(:); in contrast, all existing PRS methods



2.2. Methods 6

for summary data are based on a parametric linear model fg(:). The main idea
is that, if we had Y, we could estimate the marginal association &§ for each SNP
j; under the assumption that both the training and test data come from the same
population, with large sample sizes; and n,, we have” ", which can be used to
formulate a least-squares (LS) problem to estimate the genetic componentsyof We
loosely call the procedure imputing or recovering (the genetic components f)

After obtaining ¥, we can conveniently treat X; ¥) as an individual-level GWAS
dataset for subsequent analyses, including assessing non-linear SNP-trait associations
that cannot be accomplished with the original GWAS summary data alone, such as
detecting SNP-trait associations under a non-additive model and detecting SNP-SNP

interactions as to be illustrated in the subsequent sections.

2.2.2 The LS-imputation method

Suppose we have a GWAS summary datasé’(’\j; i) ©] =1;:ipg for p SNPs
derived from an individual-level GWAS dataset ofn; individuals, (X ;Y ), with

X = (X X Xy), Xy = (Xgi Xy 505X, )%and Y = (Y3 Y,;:05Y,,)S called
training data. As usual, only the GWAS summary data, not the individual-level
training data, are available; we use the individual-level data here only for the purpose
of notation or illustration. We assume throughout that each SNP is centered to have
sample mean 0; although not required, for simplcity of notation, we also assume that
each SNP is scaled to have sample variance 1. Then the OLSE= ( "y;::; ")0 of

the marginal associations between the SNPs and the trait is

A1
ng 1

! X%

X % ; or equivalently, | =(X;%;) X;% = X,
1

T

Given a new test dataset oh, individuals with only genotypic data as ann, p

SNP matrix X, we would like to impute the corresponding (genetic components) of
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the trait vector Y. If Y were available, we'd estimate the marginal association e ects

N 1

as’ = lXOY. Since both™ and " are consistently estimating the same true (and

unknown) marginal association parameter , if the sample sizes are not too small,
they should be close to each other. Hence, to imputé, we consider the following

least-squares problem:
¥ =arg min j " n—llxonjZ =(n, DXXYX" =(n, 1X*": (2.2)
2

In the above ordinary least-squares estimator (OLSE), due to centering of each
SNP (i.e. column ofX) at sample mean 0,X is not of full rank, so the Moore-
Penrose generalized inverse is used (while other generalized inverse can be equally
used but will not be pursued here). It is easy to see that the solution to the above
least-squares problem is not unique: given any solutiofi, ¥ + c for any constant
c is a solution too, due toX %c = 0. Alternatively, some regularization via a small
ridge penalty can be added into the objective function to obtain a unique solution
() =(ny 1)(XXO%°+ 1) IX";itturns out that ¥( ) with a small > O is
similar to ¥ because the Moore-Penrose generalized inverse can be express¥das
lim | o+ (XX %+ 1) 1X.

As detailed in Appendix A.5.5, we compared several implementations and found
out that using ¥( )with =10 ©was computationally both fast and stable, and thus
it was chosen as the default to be used in all the subsequent analyses. Furthermore,
if n, is too large, we may not be able to invert the corresponding matrix within a
reasonable amount of computing time or memory; by default, we will divide the test
dataset into smaller batches of sizen. As to be discussed next, we will try a fewn
values and choose the one that gives marginal (additive) association results similar
to that from the training data. Note that we require p > m (or p > n if no batch is

used), while preferring to have bothn,; and p as large as possible.
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To gain some intuitive understanding of the LS-imputation method, we consider
a simpler scenario with the intercept known in the marginal regression model for
each SNP-trait pair, for which no centering onX or X is needed and we have
(XX 9* = (XX 9 1. The LS-imputed trait is

_n 1 .
Y= - 1(xx% IXX % ;

a linear combination of the trait valuesY in the training data. XX °= (S;) and
XX %= (S;j ) can be regarded as some genotypic similarity matrices for the individ-
uals in the test data and those between the test and training data, respectively. In
other words, the imputed trait value for a test individual is some weighted average
of the trait values in the training data, where the weights are determined by the
genotypic similarities of this test individual with others in both the training and test
data. Consequently, the imputed traitY may contain non-linear genetic information
embedded in the observed traiY . To make this clear, let us consider a special case:
if X = X ,we have¥ = Y ; thatis, if we have the genotypes of the training data, we
would perfectly recover their trait values. Other more general cases with overlapping
individuals (or equal genotypes) are discussed in Appendix A.1. More generally, to
be concrete, let us considen, = 2 individuals in the test data. It is easy to derive

0 1 2 3

? P N1
v=@'A= 1 i21(S228y  S1285 )Y, 5.

p
9, (N1 1)(SuSz S%) Jnil (511 S1254) )Y,

It not only con rms that an imputed value is a linear combination of the trait values
in the training data, but also illustrates a distinct feature of the method: an imputed
trait not only depends on its own genotype but also other genotypes in the test data;
that is, there is information borrowing across similar individuals in the test data.

On the other hand, if the individuals are not similar at all with S;, = 0, we have
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P
V= jn:11 Sy Y =(n1  1)S;] fori = 1;2, suggesting that an imputed value only

depends on its genotypic similarities to those in the training data.

2.2.3 Statistical properties of LS-imputation

Since XX 9 plays a key role in our method, we show in Appendix A.1 thakX %p
behaves like the centering matrixC,, = | 11%n;, for a largep, which will o er some
insights on the properties of the LS-imputation method. Note that we use 1 to also
represent a vector with all elements 1's.

We rst consider a special case: when we have the genotypes of the training data,
the LS-imputed Y would (asymptotically) recover the centered trait values in the

training data. Speci cally, if X = X , we have
¥=(X XX XY =(X X Y"X X C,,Y);

due to centeredX = C,,X , suggesting that the imputed? is a linear transformation

of the centeredY . If we have independent individuals and independent SNPs (or
locally dependent SNPs satisfying the Central Limit Theorem (DasGupta, 2008)), as
p!l ,we haveXX 0:p!P C.,, as shown in the Appendix A.1. Moreover, we have

Cy, = Cy, = C3, and thus
? 1 ClLCy,Y =CpY

That is, the imputed trait values would tend to the (centered) trait values in the
training data, which obviously contain information about possiblenon-linear SNP-
trait associations, even thoughlinear SNP-trait associations” are used for trait
imputation. This result may sound trivial, but it is unique to our method and o ers

some insights about our method; we are not aware of any existing PRS method
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possessing this property.

More generally, we have

¢ = :j 1(xx 9 XX O Ej i(xx LHC,,Y |
suggesting that the imputed trait values for the test data are linear combinations of
the (centered) trait values in the training data, where the weights are the genotypic
similarities between the test and training data as measured b¥X %p In other
words, an imputed trait value is a linear combination of the (centered) trait values in
the training data, implying its possibly recovering/containing information about lin-
ear or non-linear SNP-trait associations. Furthermore, i, is large (as usual), we have
XY =X %X )+ X% X GX ), whereg(X ) = (9(X1);9(X2); 5 0(Xp,))°
is the vector of the genetic components of the individuals iX with X, being the

genotype vector for individuali. Thus

n, 1
P X EPCheX )

indicating that the imputed trait values are related to their genetic components.

The variance of?Y can be calculated as
Var(?) :=Var( ¥jX; X )=(n, 1AXX 9* X Var(™ )X {XX Y*; (2.3)

suggesting that in general the elements ot are correlated (and have unequal vari-
ances). However, since it will be di cult to invert the large matrix XX °(while being
complicated to deal with the non-iid elements of’ in subsequent analyses), a simple
way we take is to (incorrectly) treat the elements o as independent (with an equal
variance) in subsequent analyses, which, as to be shown, may lead to slightly over-

or under-estimating SEs; but with a suitable choice of batch size, the problem was
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largely negligible.
To gain more insights, we consider a special case with elementsXofbeing iid
standard normal andX being of full rank (i.e. no centering of each column of),

under which we have

1 1
Var(9) = (nz  1)*(XX 9;* i 2:

where XX 9, * is the j th diagonal element of matrix XX 9 *, and 2=Var(X;Y, ).
As shown in the Appendix A.1 First, if n, is small (and xed), by the strong law of
large numbers, we have VarQ,-) n, ?=p. Second, ifn, < p is large with n,=p!
c2 (0;1) as bothn, and p go to 1 , using random matrix theory (Chafai, 2009), we
have

Var(¥;) = n,O(1) n_11+ n—12 2.
As discussed in more details in the Appendix A.1, these results suggest that we
should use a smalh, to obtain small variances for imputed¥. Finally and more
generally, although the SNPs are not iid normal, the above random matrix theory
can be extended to dependent non-normal distributions (Chafai, 2009) and serve as
a good approximation for SNP data (Patterson et al., 2006).

A practical question is: given a large sample of genotypes, from both computa-
tional and statistical considerations, whether and how we should divide it into smaller
batches of sizan so that we can imputeY for each batch separately. Based on the
above analyses, on one hand, a smaller leads to smaller variances of the elements
of ¥; on the other hand, because of impute®! for each batch being centered at mean
0, there would be information loss between any two batches because they may be no
longer comparable. Considering two batches with tru&;) and Y, with the former

stochastically larger than the latter; since both{y and ¥ will be centered at mean

0, we lose the information that the elements o¥(;) tend to be larger than those of
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Y. Note that, with a large m, by the Law of Large Numbers, the means of th¥'s
in the batches will be close, so the centering e ects of imputing on each batch will
be small. Hence, we currently suggest to use a relatively large batch smethat is
computationally feasible and gives marginal analysis results similar to those of the

training data.

2.3 Real Data Analysis Framework

2.3.1 UKB Data

We used the UK Biobank (UKB) data (Bycroft et al., 2018) to illustrate the applica-
tion of our proposed method. Speci cally, we considered trait high-density lipoprotein
cholesterol (HDL), and 356,351 individuals of the white British ancestry with no miss-
ing value of HDL. Starting with the imputed genotypic data, we Itered out the SNPs
each with minor allele frequency less than 0.05, with missing values larger than 10%,
or failing the Hardy-Weinberg equilibrium exact test with p-value less than 0.001.
Furthermore, we pruned out SNPs in high linkage disequilibrium (LD) with a win-
dow size of 50, a step size of 1 and aA threshold of 0.8. After these steps, we ended
up with 715,783 SNPs.

We then randomly split the data into two parts, one as the training setX of
dimension 178175 715783, and the other as the test seX of 17§176 715 783.
Both X and X contained some missing values, each of which was replaced/imputed
with the mean of the observed values of the corresponding SNP. Both and X were
centered (so that each SNP had mean 0). We used the training data to calculate the
estimated marginal e ects” , their SEs, and the p-values. Our primary goal was to
use the (training set-based) GWAS summary data and the individual-level genotypic

test data X to impute Y ; we compared the performance of using imputef with that
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of using the observedy in various tasks, including marginal SNP-trait association
analyses under di erent genetic models, SNP-SNP interaction detection and genetic

prediction of a trait using a nonlinear model (random forests) of SNPs.

2.3.2 Implementation Details

Due to computational and data storage limitations, we could not use all the 715,783
SNPs to apply our method. Instead, we selected 50,000 SNPs in subsequent anal-
yses: in the training data, we had 67,036 SNPs with p-values less than 0.05, from
which we randomly selected 50,000 SNPs and used them throughout (unless speci ed
otherwise).

Similarly, there may not be enough computer memory to hold data for ak,
individuals in the test data, or it would take too long to invert the corresponding
matrices; furthermore, as analyzed earlier, to achieve a better bias-variance trade-o,
it may be better to impute for a smaller set of individuals at one time. Accordingly,
in our example, we split the test data into 9 batches of almost equal sizes, 8 with
sample sizem = 20;000 and one withm = 18;176. We applied the LS-imputation
method to each batch separately, then pooled the imputed trait values across the
batches together. In implementing our method, we uselihalg.inv  function in
Python packagenumpyto invert a matrix (with all the parameters in the function
set to their default values). Based on the previous theoretical analysis, we would
recommend to usg and n; as large as possible. Even if it is computationally feasible
to deal with a large n,, we recommend using a smallan < p. Statistical analyses,
including that for marginal SNP-trait association and SNP-SNP interactions, were
conducted in R. RF models were tted using the RandomForestRegressor function in

Python package sklearn.
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2.3.3 PRS-CS

PRS-CS is a polygenic risk score (PRS) method based on a high-dimensional Bayesian

linear regression model:

where a continuous shrinkage (CS) prior is put on to improve the prediction accuracy
(Ge et al., 2019). It has been shown to be a top performer among the existing PRS
methods (Ma et al., 2021; Pain et al., 2021; Zhou and Zhao, 2021). As for LS-
imputation, we rst apply PRS-CS to a training GWAS summary dataset to estimate
the parameters in the model, then use the tted model to predict/imputeY for any
given test genotypesX .

To implement PRS-CS, we used theRS-CS-autoversion (without a separate vali-
dation dataset for tuning parameter selection) in the software provided by the original
authors of the PRS-CS paperHttps://github.com/getian107/PRScs ). The soft-
ware requires GWAS summary statistics and a reference panel (to estimate the LD
structure) as the input. In our analysis, we chose the UK Biobank EUR data provided
by the software as the reference panel. All the parameters in the software just used
the default values. We applied PRS-CS(-auto) to the pre-processed UKB GWAS data
with all 715,783 SNPs; at the end, it retained 120,634 SNPs to calculate a polygenic

risk score for HDL in the main results.

2.4 Results

2.4.1 Recovering the trait values in the training data

First we would like to con rm that our LS-imputation method can (almost) perfectly
recover the trait values if the same genotypic datX = X as in the training data

are used.



2.4. Results 15

Figure 2.1 compares the observed and imputed trait values for a batch by our
LS-imputation method and PRS-CS method. We could see that the LS-imputation
method, but not PRS-CS, could almost perfectly recover the trait values in the train-

ing data.

(@) (b)

Figure 2.1: Comparison of the observed and imputed (HDL) trait values on one batch
of the training data: (a) by our LS-imputation method; (b) by PRS-CS.

Figure 2.2 shows the scatter plots of the estimated marginal e ect sizes, SEs of
the estimated marginal e ects and -log10(p-values) calculated with the observed and
LS-recovered trait (HDL) values on one random batchn = 20; 000) of the training
set respectively; the corresponding (Pearson) correlations are all0:999. We could
see that our method performed extremely well on the estimation of the marginal
e ects, SEs and the p-values for the SNPs because it gave the results almost exactly

the same as those from using the observed trait values.
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@) (b) ()

Figure 2.2: Comparison of the estimated marginal e ect sizes (a), their SEs (b), and
-log10(p-values) (c) calculated with the observed and LS-recovered (HDL) trait values
for one batch of the training data.

2.4.2 Imputing the trait values in the test data

Figure 2.3 compares the observed and imputed trait values on the test data. For
comparison, we also show the results from PRS-CS. The corresponding correlations
between the observed and imputed trait values were 0.177 and 0.279 for the LS and
PRS-CS methods respectively. Note that throughout this paper we did not adjust
for any covariates; as expected and shown in the Appendix A.5.7, if we adjusted
for sex and age, the correlations between the observed and LS- or PRS-CS-imputed
trait values for the test data were slightly larger at 0.204 and 0.313 respectively. The
linear model-based PRS-CS did better in trait prediction than the nonparametric LS-
imputation method, perhaps due to that linear/additive e ects of SNPs dominated
the heritability (Hivert et al., 2021; Pazokitoroudi et al., 2021). Nevertheless, as
to be shown later, the LS-imputation method performed much better in subsequent

association analyses, including non-linear analyses.
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() (b)

Figure 2.3: Comparison of the observed and imputed (HDL) trait values on the test
data: (a) by our LS-imputation method; (b) by PRS-CS.

2.4.3 Marginal associations under various genetic models for

SNPs

Next we demonstrate a main advantage of our method: the imputed trait values for
the (test) genotypic data can be used to detect non-linear e ects of SNPs; in contrast,
we cannot do so based on the original/training GWAS summary data or imputed trait

values derived from a standard PRS method. Speci cally, we will consider other two
genetic models in addition to the additive model that is used by default in GWAS

as in any generated GWAS summary data. For better visualization throughout this

chapter, we truncated any p-value< 2.2 10 *®at2:2 10 16,

We rst consider the usual additive model with the results shown in Figure 2.4:
panels (a) and (b) are based on the observed trait (HDL) values in the training and

test data respectively, while panels (c) and (d) are on the imputed trait values based
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on our LS-imputation method and PRS-CS respectively for the test data. We could
see that the distributions of the signi cant SNPs identi ed with the observed trait on
the training and test data look quite similar, and more importantly, similar to that
identi ed with our LS-imputed trait, though our method gave slightly more conserva-
tive results with less and fewer signi cant SNPs. In contrast, PRS-CS identi ed way
too many signi cant SNPs; in fact, any SNPs used in the PRS-CS (or any other PRS)
model and those in LD with them, by de nition, will be signi cant if the sample size

is large enough.
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(@) (b)

(c) (d)

Figure 2.4: Manhattan plots under the additive model: (a) observed/true trait (HDL)
in the training data; (b) observed trait in the test data; (c) LS-imputed trait in the
test data; (d) PRS-CS-imputed trait in the test data. The horizontal red and blue
lines correspond to the usual and suggestive genome-wide signi cance levels df® 8
and 10 ° respectively.

We reached the same conclusion under the dominant model (Appendix A.5.1) and
recessive model (Figure 2.5) respectively: using the trait values imputed by our LS-
imputation method, the GWAS results for the test data were in general quite similar
to, though a bit more conservative than, those based on the observed trait values. In

contrast, using PRS-CS returned too many signi cant associations.
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(@) (b)

(c) (d)

Figure 2.5: Manhattan plots under the recessive model: (a) using the observed/true
trait (HDL) in the training data; (b) observed trait in the test data; (c) LS-imputed

trait in the test data; (d) PRS-CS-imputed trait in the test data. The horizontal red

and blue lines correspond to the usual and suggestive genome-wide signi cance levels
of 5 10 & and 10 ° respectively.

We can further compare the estimated marginal e ect sizes and their p-values (for
the 50,000 SNPs used in implementing our method) between various methods. As
shown in Figure 2.6 (under the additive model) and Figure 2.7 (under the recessive
model), and in Appendix A.5.1 (under the dominant model), using the trait values

imputed by our method, we could infer the marginal associations with the results
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similar to those achieved with the use of the observed trait values under each of the
three genetic models. For comparison, again our method performed much better than

PRS-CS for the purpose of this analysis.

@) (b) ()

(d) (e) ()

Figure 2.6: Comparison of the estimated marginal e ect sizes (a)-(c) and -log10(p-
values) (d)-(f) under the additive model: (a)&(d) calculated with the observed (HDL)
trait (and genotypes) in the training and test data respectively; (b)&(e) with the
observed (HDL) trait in the test data and LS-imputed trait in the test data; (c)&(f)
with the observed (HDL) trait in the test data and PRS-CS-imputed trait in the test
data.
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@) (b) ()

(d) (e) ()

Figure 2.7: Comparison of the estimated marginal e ect sizes (a)-(c) and -log10(p-
values) (d)-(f) under the recessive model: (a)&(d) calculated with the observed (HDL)
trait (and genotypes) in the training and test data respectively; (b)&(e) with the
observed (HDL) trait in the test data and LS-imputed trait in the test data; (c)&(f)
with the observed (HDL) trait in the test data and PRS-CS-imputed trait in the test
data.

As a summary, we show the Venn diagrams for the signi cant SNPs or loci identi-
ed under the various models in Figure 2.8. The signi cance cut-o was 510 &, and
each locus was de ned as one of the 1,703 (approximately) independent LD blocks
(Berisa and Pickrell, 2016). It is clear that using the LS-imputed trait values gave
the results in high agreements with those from using the observed trait values; in par-

ticular, the di erences of the results between using the imputed and observed trait
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values were no more than that of using the observed trait values between the training

and test data.

@) (b)

(©) (d)

Figure 2.8: Venn diagrams for the signi cant SNPs or loci identi ed under the additive
model (a)&(c), or under the recessive model (b)&(d).

2.4.4 SNP-SNP interactions

Here we consider whether we can detect SNP-SNP interactions based on imputed trait
values as compared with using the observed trait values. Based on the training data
(and the additive model unless speci ed otherwise), we detected 1,758 marginally
signi cant SNPs at p < 10 5; after removing those in high LD (i.e. correlation

> 0:99), we had 1,652 SNPs. We tested all pairwise interactions among the 1,652
SNPs; although the main e ects of two SNPs in each pair were included in the model,

we only tested the signi cance of their interaction term.
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Speci cally, for any two of the 1,652 SNPs, we tted a linear regression model:

Yi = o+ SNPy 1+ SNPy 2+ SNP3;  SNP; 12+ 6,

whereY;, SNP;; and SNP; were the observed (or imputed) trait value and the two
SNPs for individual i, and e was the error term. We applied the Wald test on the
null hypothesisHgy: 1, =0.

Figure 2.9 compares the SNP-SNP interaction estimates and their p-values for
the test data using the observed trait values with using (a)&(d) the observed trait
values (and genotypes) in the training data, (b)&(e) LS-imputed and (c)&(f) PRS-
CS-imputed trait values in the test data. It is clear that using the LS-imputed trait
values gave the results quite similar to those using the observed trait values, though
the former might give slightly more conservative p-values. Compared to PRS-CS,
the LS-imputation method performed much better for the purpose of estimating and

testing SNP-SNP interactions.
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@) (b) ()

(d) (e) ()

Figure 2.9: Comparison of the estimated SNP-SNP interaction e ect sizes (a)-(c)
and their -log10(p-values) (d)-(f): (a)&(d) calculated with the observed (HDL) trait
values (and genotypes) in the training and test data respectively; (b)&(e) with the
observed and LS-imputed trait values in the test data; (c)&(f) with the observed and
PRS-CS-imputed trait values in the test data.

Figure 2.10 summarizes the results in terms of the signi cant SNP-SNP interac-
tions and locus-locus interactions. Since we rst searched the genome for marginally
signi cant SNPs before testing them pairwise, we used the Bonferroni adjustment to
obtain the signi cance cut-o of 2.5 10 8, and as before each locus was de ned as
one of the 1,703 (approximately) independent LD blocks (Berisa and Pickrell, 2016).
For any signi cant SNP pair, we identi ed the locus of each of its SNP, and thus a

signi cant locus-locus pair. There was a high agreement between the results of using
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the LS-imputed trait values and those from using the observed trait values in either

the training or test data.

(a) (b)

Figure 2.10: Venn diagrams for the signi cant (a) SNP-SNP interactions and (b)
locus-locus interactions identi ed.

2.4.5 Trait prediction with a non-linear model

We compared the trait prediction performance using the non-linear random forests
(RF) model trained with either the observed or imputed (HDL) trait values. Speci -
cally, we considered the 1,652 SNPs marginally signi cantly associated with the trait
based on the training data (as in the previous section for SNP-SNP interaction de-
tection), along with either the observed or imputed trait values in a random subset
of 70% test data to train a RF model. Then we used the remaining 30% of the test
data as the validation data to compare the predicted trait values from various RF
models. Our goal was to assess the extent of the agreement between the predicted
trait values from the RF models trained with either the observed or imputed trait
values. As shown in Figure 2.11, the correlation of the predicted trait values be-
tween using the observed and LS-imputed trait values (at 0.722) was slightly higher
than that (0.658) between the observed and PRS-CS-imputed ones, suggesting that
our LS-imputed trait values retained more information about SNP-trait associations,

possibly non-linear, in the original data than that of the PRS-CS-imputed ones.
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(@) (b)

Figure 2.11: Comparison of the predicted (HDL) trait values with random forests
models: (a) trained with the observed versus LS-imputed trait values; (b) with the
observed versus PRS-CS-imputed ones.

2.5 Other Work

First, as discussed exclusively in the Appendix A.2, if we have the estimated intercept
in the marginal regression model for each SNP-trait pair, we can apply the same
method but do not need to center the SNP matrixX and X is of full rank, leading

to (XX 9+ = (XX 9 1, thus some simpler results and interpretations.

Second, instead of using the OLSE, we can use the weighted least-squares (WLS)
method with the weights inversely proportional to the variances of the elements of
™ but as shown in the Appendix A.5.4, its results were similar to those from the
OLSE.

Third, as shown in the Appendix A.4, our method can be extended to binary

traits.
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Fourth, we also compared the performance of the LS-imputation method with
various values of the training sample sizen(), test sample size 1f;), SNP number
(p) and batch size () in Appendix A.5.3. As expected, usually the largen; and p,
the better performance; the results were not sensitive 10, as long asn,  25;000.
On the other hand, the batch sizen also mattered in a complicated way: it was not
necessarily better to use a larger (or smaller) batch size. Note that corresponds to
n, in our analysis, where it is indicated that its optimal choice cannot be too large
or too small. Our current solution is to choose am giving the (additive) marginal
analysis results (i.e. in terms of the marginal association estimates and their SES)
with imputed traits in the test data similar to those from the training data. Note
that, if the sample sizes from the training and test data are di erent, we need to
rescale the SEs from one of the two samples to make them comparable. For any given
SNP with its SEs as SE1 and SE2 from the training and test data (of sample siae
and n,) respectively, we'd rescale the SE from the test data a?s n,=mSE2.

Finally, as shown in Appendix A.5.5, we have also compared the computational
speed and stability of several implementations of the LS-imputation method. In the
end, we found that inverting a regularizedXX ° (i.,e. XX %+ 1), denoted inv( =

10 ©), was always fast and stable, so was chosen as the default implementation.

2.6 Discussion

We have proposed a nonparametric method for large-scale imputation of (the ge-
netic components of) a trait based on a GWAS summary dataset and a large dataset
of individual-level (genome-wide) genotypes. We emphasize that, although linear
marginal association estimates are used for trait imputation, we impose no assump-
tion on the specic functional form of the genetic component of the trait, so the

imputed trait values can be used for both linear and non-linear SNP-trait association
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or prediction analysis. This may sound surprising, and we o er some intuitive expla-
nations from two aspects. First, as shown theoretically, if the test genotypic data are
the same as the training genotypic data, we will recover the trait values of the training
data exactly, which clearly contain information about possible SNP-trait non-linear
associations. Second, more generally, for any given test sample, its imputed trait
value is a linear combination of the trait values in the training data; the weights in
the linear combination depend on the similarities between the test genotype and the
training genotypes. Again, a linear combination of the trait values is expected to con-
tain information about possible non-linear SNP-trait associations. Another distinct
feature of the proposed method is its borrowing information across the genotypes of
the individuals whose trait values are to be imputed: if some individuals are similar
to each other (in terms of their genotypes), their imputed trait values would incorpo-
rate each other's genotypes (in addition to their own). Hence, plus its nonparametric
nature, our method is most suitable for large-scale trait imputation simultaneously
for a large set of individuals.

Compared with a leading PRS method, PRS-CS, which is linear model-based as
all existing PRS methods for summary data, our LS-imputation method performed
much better in imputing the trait for subsequent linear or non-linear SNP-trait asso-
ciation analyses, such as in estimating additive or non-additive e ects of SNPs, and
in detecting SNP-SNP interactions. We emphasize that in general any existing PRS
method is not designed for trait imputation for subsequent association analyses as
targeted here; however, since the application of a PRS method seems to o er an alter-
native, we assessed and compared the performance of PRS-CS for our problems here.
In fact, in our UKB HDL GWAS data example, the linear model-based PRS-CS did
better than the nonparametric LS-imputation method in giving predicted/imputed
trait values more highly correlated with the observed trait values, perhaps due to

that linear/additive e ects of SNPs dominated the heritability (Hivert et al., 2021;
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Pazokitoroudi et al., 2021). However, since PRS-CS, as many other model-based PRS
methods, assumes linear e ects of sonspeci c SNPs on a trait, its imputed trait
values are based on thestimatedlinear e ects of the selected SNPs (which may not
be truly causal or associated ones), accordingly are not suitable for subsequent as-
sociation analyses, though they are useful for prediction. Relatedly, although other
methods have been proposed to impute a few missing values of a focal trait using
other traits (Dahl et al., 2016; Hormozdiari et al., 2016; An et al., 2023), they are not
suitable for our purpose of large-scale trait imputation for downstream genetic asso-
ciation analysis because of the loss of speci city: by de nition, any genetic variants
associated with a trait used to impute the focal trait is expected to be associated
with the imputedfocal trait, even not truly associated with the (observed) focal trait.

Our methods requirep > n, (or more generally,p > m if batches are used); that
is, the number of the SNPs chosen to be used for trait imputation is larger than
the test (or batch) sample size. The basic idea of our method is that each marginal
SNP-trait association estimate in the GWAS summary data imposes a constraint on
the possible values of the trait; withp > n,, we have more constraints than the
number of unknown trait values, thus uniquely determining the trait values. Under
this condition (and that of no closely related individuals in the test data), the non-
full-rank of the genotype matrix and thus the use of the Moore-Penrose inverse are
completely due to the e ects of centering the genotype matrix (to account for unknown
intercepts), leading to the e ects of centering the imputed trait values. We expect
that other generalized inverses may be used (but with possibly di erent properties of
the imputed trait values).

The current implementation of our proposed method can be further extended.
First, we have only considered using marginal associations from common variants.
Although rare variants can be equally used, they are expected to contain less associa-

tion or heritability information than common variants, and to have lower genotyping
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quality in array-based GWAS data. As more large-scale sequencing data become
available and computing power keeps going up, it will be worthwhile to explore the
use of rare variants for trait imputation. Second, we note that, to save computing
cost (and to simplify subsequent analyses), we currently have ignored the correlations
and unequal variances of the imputed trait values, leading to possibly slightly more
conservative (or liberal) inference; accounting for the correlations is straightforward
in theory but requiring much more and even unrealistic computing resources with a
likely return of only minor performance improvement, thus we decided not to pursue
it, though it may be further explored in the future. Third, we have considered some
of perhaps more extreme and challenging problems of statistical inference using only
imputed traits; other more practical applications include using the imputed traits to
augment a complete individual-level GWAS dataset for inference or prediction, or
using the imputed data to generate prior information or as partial validation data for
other GWAS analyses. Fourth, we expect that more e cient algorithms to handle
larger data will be useful and needed. Instead of using the ordinary least-squares
(OLS) to impute the (genetic components of) trait values, using generalized least-
squares (GLS) (to account for correlated marginal association estimates with varying
variances) may o er statistically more e cient imputation, though it will be compu-
tationally even more demanding (mainly in dealing with a large covariance matrix
of ). Fifth, although we have extended the method to binary traits, further eval-
uations and applications are warranted. Finally and more importantly, it would be
worth exploring other applications with imputed traits beyond those showcased here.
With the ever-increasing availability of GWAS summary data of various traits and
the emergence of large-scale biobanks, the proposed method can be applied to impute
traits that are not measured or not (fully) available in a biobank (e.g. status of a
late-onset disease not yet fully manifesting in a cohort of younger individuals), which

can be then used for analyses (with suitable adjustments) along with other available
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traits and genotypes. As an example, while individual-level GWAS data are required
to t a neural network to detect genes with possibly non-linear e ects of gene expres-
sion on Alzheimer's disease (AD) in transcriptome-wide association studies (He et al.,
2023), the sample size of such data is small; on the other hand, we have large-scale
AD GWAS summary data (Bellenguez et al., 2022) and UKB individual-level geno-
types available, but due to the late-onset nature of AD, we do not have many AD
cases in the UKB data. Applying our method to impute the AD status for genotyped
individuals in UKB would largely augment the sample size of individual-level AD
GWAS data, thus improving model tting and subsequent statistical power. This ap-
plication motivated the development of our LS-imputation method, and is currently

under investigation.



Chapter 3

Integrating GWAS summary
statistics, individual-level
genotypic and omic data to
enhance the performance for
LS-imputation

3.1 Introduction

LS-imputation (Ren et al., 2023a) is a large-scale trait imputation method to impute
the trait values for individuals with only genotypes and a given GWAS summary
data of the trait of interest. Some distinguishing features of the method include the
following: it is for large-scale trait imputation for a large set of genotyped individuals
based on a separate large GWAS summary dataset; it does not specify which SNPs
a ect the trait, or what is the functional form of SNP e ects on the trait; it may be
able to capture linear, non-linear and epistatic/interacting e ects of some (unknown)
SNPs on the trait. The imputed trait values can be used as a proxy to the missing
trait values in downstream analyses, such as to detect non-additive genetic e ects,
non-linear SNP-trait associations and SNP-SNP interactions.

However, a limitation of the method is that it only imputes the genetic compo-

33
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nent of a trait because only SNP-trait associations (in a GWAS summary dataset)
are used. Accordingly, beyond genetic information, the imputed trait values may
not contain much information about environmental e ects, and thus cannot be used
in downstream association analyses with environmental variables. Consequently the
imputed trait values may be less correlated with the true/observed trait values (that
are however often missing in practice). On the other hand, emerging omic data, such
as transcriptomic, proteomic, methylomic and metabolomic data, as biomarkers of
current health and future disease risk, contain both genetic and environmental e ects
that may be related to a trait (Akbaraly et al., 2018; Geidenstam et al., 2019; Bar
et al., 2020; Gilly et al., 2020; Ota and Fujio, 2021; Buergel et al., 2022; Taylor et al.,
2023; Xu et al., 2023), thus can be used to enhance trait imputation. As a concrete
example, we used a subset of individuals in the UK Biobank containing both GWAS
data of body mass index (BMI) and metabolomic data. We divided the data into
two non-overlapping subsets, called training and test data respectively. We used the
genome-wide SNP-BMI associations and about 240 metabolite-BMI associations esti-
mated from the training data, along with the individual-level SNP and metabolomic
data in the test set, to impute the BMI values for each individual in the test data.
Note that the observed BMI values in the test data were not used in the imputation
process. We then investigated whether/how the imputed BMI values could recap-
ture SNP-BMI and BMI-environment associations in the test data as compared with
the original observed BMI values. It was conrmed that using both genetic and
metabolomic data to impute gave better performance than using genetic data alone:
while the former could retain SNP-BMI associations as the latter, only the former
could recapture BMI-environmental variable associations to a larger extent; perhaps
as expected, the former also gave the imputed BMI values that were more highly

correlated with the observed trait values.



3.2. Methods 35

3.2 Methods

3.2.1 Overview

For an individual with a (quantitative or binary) single trait value y, and a vector of
predictors x = (X1;X2; 11 Xp) ", including genome-wide genotypes, omic data and/or

other covariates, we assume the following general model:

y=E®yjx)+ =gXx)+ ; (3.1)

where E (yjx) = g(x) is the genetic and/or environmental componenbf the trait if
genetic and/or environmental predictors are included irx, and captures all other
residual e ects and white noises. Note that we do not specify the functional form
of g(), hence the corresponding method of estimating() is nonparametric and may
capture possibly non-linear and interacting e ects of some components»fn g(). As

in (Ren et al., 2023a), given a training (summary) dataseit('\j ;)i =1;u5pg for
marginal X; -y associations, and a new test (individual-level) dataset from the same
population with only X observed (while trait valuesY missing), we'd like to impute
Y (as an estimate ofg(X) = E(YjX)). We extend the previous least squares-based
imputation method, LS-imputation, from the previous context of using only a GWAS
summary dataset as the training data and genetic data a¥ to the current context

of using both genetic and omic data with better performance and wider applications.

3.2.2 Ordinary least squares (OLS) for trait imputation

1 A . . — " e
Suppose we have a GWAS (and omic) summary dataset’;; ;) :j =1;::;pg for
p predictors, includingp;  p SNPs, derived from an individual-level GWAS and
omic dataset ofn; individuals, say (X ;Y ), where the rst p, p components of

each predictor correspond t@; SNPs, while the remainingp, = p p; components



3.2. Methods 36

correspond to some omic data and/or covariates. Note that the individual-level data

(X ;Y ) are only for the purpose of notation, and are usually unknown in practice and
thus will not be used in imputation. For a given new test dataset oh, individuals

with only genotypic and omic data as ann, p matrix X, but no corresponding
vector of trait values Y, we'd like to impute Y. We assume that the data have been
standardized: each SNP is centered to have sample mean 0 and scaled to have sample
variance 1, the latter of which is not required but can give better performance and
simple notation.

As discussed in Chapter 2, the basic idea of our proposed trait imputation is the
following: if Y were observed, the corresponding marginal association estimates would
be "= X%=n, 1). On the other hand, if we had” but not Y, we could possibly
solve the system of equationé\ = X%=n, 1)to obtain Y (assumingp >> n ,).
Although in reality we do not have ", we can use” to approximate ": since both
the (usually large) training data and test data come from the same population, we'd
expect their corresponding marginal association estimatés and " to be close. Thus

we have
Q:arnginjj“ n—llxonjZ:(nz DIXX Y X" =(n, 1X*": (3.2)
2

whereA" is the Moore-Penrose generalized inverse for a matix it can be approxi-
mated asA*  (A°%A+ | ) A%with =10 °becauseA* =lim , o« (AA+ | ) A0
as recommended in Chapter 2. In this chapter we consider two versions of the method:
one based on using only genetic/SNP data as in the Chapter 2, denoted@sS(G) ,
and our new proposal based on using both genetic data and metabolomic data, de-
noted asOLS(G+M)

In practice, with a largep and a largen,, it may not be feasible to directly working

on the corresponding large matrices. Accordingly, we split the test data into some
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smaller batches of sizen, then apply the method to each batch before pooling the
results together. Following the same procedure in Chapter 2, after obtaining the
imputed trait values in each batch, we centered them at mean 0 in each batch, and
then combine them across all the batches as the imputed trait values for the test
data, which are used in downstream analysis. As discussed in Chapter 2, there is a
bias-variance trade-o : using a smallem induces a larger bias but with a smaller
variance in imputed Y. In practice, as shown in the Appendix B.2.2, we try a few
large values ofm, then select the one so that the resulting imputed trait-predictor
marginal associations agree most with those from the training data (after suitable
scaling their standard errors (SEs) if their sample sizes are di erent).

To account for likely varying variances of the components of the marginal asso-
ciation estimates across the predictors, and thus possibly to improve statistical esti-
mation e ciency, we can modify the OLS method by weighted least squares (WLS)
with the weights inversely proportional to the variances of the estimated marginal
associations” , which are directly available from the GWAS summary data; more
details can be found in Appendix B.1. This may be needed when some predictors,
e.g. an SNP and a metabolite, are in di erent scales; if possible, we suggest to stan-
dardize (i.e. both center and scale) each predictor (to have sample mean 0 and sample
variance 1) so that they are in a similar scale. As shown in the Appendix B.1, WLS
performed similarly to OLS, especially after the predictors were standardized, so we

will skip its discussion here.
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3.3 Real Data Analysis Framework

3.3.1 UKB Data

We used the UK Biobank (UKB) data (Bycroft et al., 2018) to assess and compare the
performance of the trait imputation methods. Speci cally, we considered trait body
mass index (BMI), and 80,864 unrelated individuals of white British ancestry with no
missing value of BMI, and with 249 NMR metabolic biomarkers (Bragg et al., 2022;
Julkunen et al., 2021, 2023; Wrtz et al., 2017). Starting with the imputed genotypic
data in UKB, we Itered out SNPs each with minor allele frequency less than 0.05,
with missing values larger than 10%, or failing the Hardy-Weinberg equilibrium exact
test with p-value less than 0.001. Furthermore, we pruned out SNPs in high linkage
disequilibrium (LD) with a window size of 50, a step size of 1 and arf threshold of
0.8. After these steps, we retained 716,032 SNPs.

We randomly split the data into two parts of equal sample size, one as the training
setX and the other as the test seX , both with dimension 40432 716 032, along
with their corresponding vectors of trait values)y andY respectively. BothX and
X contained some missing values, each of which was replaced/imputed with the mean
of the observed values of the corresponding SNP or metabolic biomarkers. By default,
both X and X were standardized (so that each SNP/metabolite was centered and
scaled to have sample mean 0 and sample variance 1) respectively; we also show the
results in Appendix B.3 whenX and X were only centered to sample mean O but
not scaled. We used the training dataX ;Y ) to calculate the GWAS summary data
(e.g. the estimated marginal e ects” ), only the latter of which are used along with
the test X (without Y) to impute the trait as ¥. We investigate the performance
of the imputation methods by comparing the imputed? with the original observed
Y in the test data. In particular, a main goal is to assess the performance of the

imputation methods with and without metabolic biomarkers.
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3.3.2 Implementation Details

For the genetic component, we selected 50,000 SNPs: we included all 47,582 SNPs
with their BMI-association p-values less than 0.05 in the training data, and we ran-
domly selected 2,418 SNPs in the remaining SNPs. For the metabolomic data, we
included all the 241 metabolites with p-values less than 0.05 in the training data.
Similar as Chapter 2, we further splitX into several batches of almost equal sizes,
to which the LS-imputation methods were applied; we tried several batch sizes and
selected the one giving the marginal BMI-association results closest to those from
the training data (given the equal sample size of both the training and test data).

In all the methods, we calculated a Moore-Penrose generalized inverse of a squared
matrix by inverting its regularized version (i.e. with a constant = 10 © added to

its diagonal element), and we centered the imputed trait values at 0 from each batch

before pooling them together.

3.4 Results

3.4.1 Imputing the trait values in the test data

In the analysis below, all the observed trait values are centered at mean 0. Figure 3.1
compares the observed and imputed trait values on the test data with two di erent
imputation methods: using OLS with only genetic data, denoted OLS(G), and using
OLS with both the genetic and metabolomic data, denoted OLS(G+M). Using the
genetic data only, the (Pearson's) correlations between the observed and imputed trait
values were 0.152, 0.136 and 0.124 for batch size 5,000, 10,000 and 12,500 respectively,
much lower than 0.374 and 0.309 (for batch size 5,000 and 10,000) of using both the
genetic and metabolomic data, con rming better performance of the latter. Although

the Pearson correlation was used throughout to compare results, other association
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measures could be used but are expected to give similar conclusions. For example,
for Figure 3.1(a)-(e), Spearman's rank correlations were 0.391, 0.318, 0.152, 0.136 and
0.124 respectively, close to Pearson's correlations and suggesting the same conclusion
that OLS(G+M) outperformed OLS(G).

As further shown in Appendix B.2.2, using batch sizes 1300 and 10000 for
OLS(G) and OLS(G+M) respectively performed better than using other batch sizes.

In the remaining sections we only show their results with the above batch sizes.

(@) (b)

(© (d) (e)

Figure 3.1: Comparison of the observed and imputed (BMI) trait values on the test
data. (a)-(b): OLS(G+M) with batch size=5,000 or 10,000; (c)-(e): OLS(G) with
batch size=5,000, 10,000 or 12,500.
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3.4.2 Trait-SNP and trait-metabolite association analysis un-

der the additive model

We show that LS-imputed trait values retained much information from the original
observed trait values. As a specic example, we show that using LS-imputed trait
values achieves similar trait-SNP (and trait-metabolite) associations to that of using
the observed trait values, and for that purpose using both genetic and metabolomic
data to impute gives better results.

As a benchmark, Figure 3.2 compares the estimated marginal e ect sizes, their
standard errors (SEs) and -log10(p-values) calculated with the observed trait in the
training and test data for SNPs (a-c) and metabolites (d-f) respectively. The correla-
tions for the SNPs were 0.314, 0.995 and 0.192; the corresponding ones for the metabo-
lites were 0.999, 0.997 and 0.874 respectively. For better visualization, throughout
the paper, we truncated any p-value< 2.2 10 ¢ at 2:2 10 26; in the scatter plots
for trait-metabolite association, as a large number of points took exactly the same
value at (22 10 16,2:2 10 19) (after the truncation), in order to distinguish them
for better visualization, after the -log10 transformation, we perturbed the data points

a bit using the jitter() function in R.
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@) (b) ()

(d) (e) ()

Figure 3.2: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) with the observed trait in the training data and test data. (a)-(c): trait-SNP
association; (d)-(f): trait-metabolite associations.

Figure 3.3 (a)-(c) compares the estimated SNP e ect sizes, SEs and -log10(p-
values) calculated with the observed and OLS(G)-imputed trait values (with batch
size 12,500) in the test data respectively. In comparison, Figure 3.3 (d)-(f) and (g)-
(i) compares the estimated marginal e ects for the SNPs and metabolites with the
observed and OLS(G+M)-imputed trait values (with batch size 10,000) in the test
data respectively. The correlations for the e ect sizes, SEs and -log10(p-values) for
SNPs (Figure 3.3 (a)-(c)) were 0.366, 0.997 and 0.206 for OLS(G), compared with
0.432, 0.997 and 0.268 (Figure 3.3 (d)-(f)) respectively for OLS(G+M). Furthermore,
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the correlations for metabolites were 0.997, 0.984 and 0.732 respectively (Figure 3.3
(9)-()). It appears that OLS(G+M) recovered SNP-trait associations at least as well
as (if no better than) OLS(G). In addition, compared with using the observed trait
values in the training and test data (Figure 3.2), OLS(G+M) retained the metabolite-
trait associations as well. We note that the marginal e ect size estimates of the
metabolites are much larger than those of the SNPs, suggesting that the association
strengths of BMI with the metabolites are much stronger than those with SNPs,
making it easier to estimate and detect the former, and leading to better performance
with imputed BMI in recovering the p-values for the metabolites than that for the
SNPs.
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@) (b) ()

(d) (e) ()

(9 (h) @

Figure 3.3: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the
test data. (a)-(c): for the SNPs by OLS(G) (with batch size=12,500); (d)-(f): for
the SNPs by OLS(G+M) (with batch size=10,000); (g)-(i): for the metabolites by
OLS(G+M).
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3.4.3 Trait-SNP and trait-metabolite association analysis un-

der the recessive model

Figure 3.4 compares the estimated marginal e ect sizes, their standard errors (SES)
and -log10(p-values) calculated with the observed trait in the training and test data
for SNPs (a)-(c) and metabolites (d)-(f) respectively under the recessive genetic
model. The correlations for the SNPs were 0.291, 0.995 and 0.127; the corresponding

ones for the metabolites were 0.999, 0.997 and 0.874 respectively.

@) (b) (©

(d) (e) ()

Figure 3.4: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) with the observed trait in the training data and test data under the recessive
model. (a)-(c): trait-SNP association; (d)-(f): trait-metabolite associations.
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Figure 3.5 (a)-(c) compares the estimated SNP e ect sizes, SEs and -log10(p-
values) calculated with the observed and OLS(G)-imputed trait values (with batch
size 12,500) in the test data respectively. In comparison, Figure 3.5 (d)-(f) and
(9)-(i) compares the estimated marginal e ects for the SNPs and metabolites with
the observed and OLS(G+M)-imputed trait values (with batch size 10,000) in the
test data. The correlations for the e ect sizes, SEs and -log10(p-values) for SNPs
(Figure 3.5 (a)-(c)) were 0.346, 0.997 and 0.174 for OLS(G), compared with 0.421,
0.997 and 0.239 (Figure 3.5 (d)-(f)) respectively for OLS(G+M). Furthermore, the
correlations for metabolites were 0.997, 0.984 and 0.732 respectively (Figure 3.5 (g)-
(0)). Similar to that under the additive model, OLS(G+M) recovered SNP-trait
associations slightly better than OLS(G).
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Figure 3.5: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the
test data under recessive model. (a)-(c): for the SNPs by OLS(G) (with batch
size=12,500); (d)-(f): for the SNPs by OLS(G+M) (with batch size=10,000); (g)-
(): for the metabolites by OLS(G+M).
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3.4.4 Detecting non-linear BMI-metabolites associations

For each metabolite, we t a linear regression model as following:
BMI  Metabolite + Metabolite?;

and we'd like to see whether the quadratic term is signi cant for each metabolite.
Figure 3.6 shows the Venn diagrams for the signicanBM|  Metabolite? associ-
ations under the Bonferroni-corrected signi cance level of:05=249. Since OLS(G)
did not directly use any information of metabolites, it only identi ed 4 metabolites
with signi cant quadratic associations, much less than that from OLS(G+M), which

yielded a high agreement with those identi ed by using the observed trait values.
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Figure 3.6: Venn diagrams for the signi cantBMI  Metabolite? associations using
observed and (a) OLS(G)-imputed (Upper) or (b) OLS(G+M)-imputed (Lower) trait
values.

3.4.5 Trait-environmental variable association analysis

To investigate whether imputed trait values contain not only genetic information,

but also information about environmental e ects, we consider whether using imputed
trait values can recover the original trait-environmental variable associations in this
part. Two groups of environmental variables from the UK Biobank data were con-

sidered, which were shown to be associated with BMI by others (Cassidy et al., 2017;
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Ohlsson and Manjer, 2020). The rst group is socio-demographics (in Category 701),
describing education, employment, household and other social characteristics about
the individuals; the other group is lifestyle variables (in Category 704) related to
diet, physical activity, sleep status and many other lifestyle characteristics. For the
80,864 individuals included in this study, we removed all the environmental variables
with a missing value proportion larger than 10%. Furthermore, we only retained
numerical and ordinal variables, leading to 52 and 10 variables from the two groups
respectively. For each ordinal variable, we used the original numerical coding in the
UK Biobank data (and treated them as numerical). We then used the observed trait
in the training set, observed trait in the test set and imputed trait in the test set to
consider their marginal associations with each environmental variable. Our goal was
to see whether the imputed traits could recapture the original associations between
the observed trait (BMI) and environment variables. To impute the trait, we consid-
ered three methods: OLS(G), OLS(G+M) and WLS(G+M) with the corresponding
batch sizes of 12,500, 10,000 and 10,000 respectively. As the conclusions drawn from
OLS(G+M) and WLS(G+M) were similar, we only show the results of OLS(G+M)
here while relegating those of WLS(G+M) to Appendix B.2.3.

Figure 3.7 (a)-(c) compares the estimated BMI-environmental variable association
sizes when using the observed BMI in the training data or imputed BMI in the test
data versus using the observed BMI in the test data. The corresponding correlations
were 0.997, 0.834 and 0.917, con rming that using both genetic and metabolomic
data to impute performed better than using only genetic data. The estimated SEs

from the observed and imputed traits were in high agreement (Figure 3.7 (d)-(f)).



3.4. Results 51
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Figure 3.7: Comparison of the marginal associations of environmental factor variables:
(a)-(c) estimated e ects sizes; (d)-(f): SEs. (a)&(d) with the observed trait in the
training and test data; (b)&(e) with the observed trait and OLS(G)-imputed trait in
the test data; (c)&(f) with the observed trait and OLS(G+M)-imputed trait in the
test data.

Merely comparing the marginal association sizes may not tell the whole story. Fig-
ure 3.8 shows the Venn diagrams for the numbers of the signi cant BMI-environmental
variable associations identi ed by the di erent methods, for which the signi cance
level was determined by the Bonferroni correction at 0.05/62. We see that using both
the genetic and metabolomic data could identify far more signi cant associations than
using only the genetic data to impute; it was clear that the signi cant associations

identi ed with the imputed traits with both SNP and metabolomic data gave a much
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higher agreement with those identi ed with the observed traits.

Figure 3.8: Venn diagrams for the signi cant trait-environmental variable associations
using observed and (a) OLS(G)-imputed or (b) OLS(G+M)-imputed trait values.

In the socio-demographics group, the identi ed signi cant environmental variables
included age at recruitment, sex, Townsend deprivation index, average total household
income before tax and so on. For the lifestyle group, the signi cant ones contained
alcohol intake frequency, physical activity (time spent watch TV, time spent using
computer, number of days/week of moderate physical activity with 10+ minutes, etc),
smoking status (past tobacco smoking, exposure to tobacco smoke at home, etc), and

sleep status (nap during day, sleep duration).
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3.4.6 Gene-environment interaction analysis

A possible application to impute both genetic and environmental components of a
trait, as proposed here, is to detect gene-environment interactions. For this pur-
pose, we conducted an analysis for possible interactions between a genetic polygenic
score and some environmental variable for BMI (Rask-Andersen et al., 2017). To
be specic, we rst calculated the genetic scores for BMIGSgy, ) with 94 SNPs
that were previously identi ed to be associated with BMI and in the UK Bion-
bank data (Locke et al., 2015). For each individual, th&GSgy;, was calculated as
GSgy = P 2 snpi SNP;, whereSNP; was the number of the copies of the ef-
fective allele for SNPi, and sypi Was the marginal BMI-SNR association estimate
obtained from the GIANT Consortium meta-analysis for the European population
(with both males and females combined). The selected SNPs and its corresponding
regression coe cients are listed in Table B.1-Table B.5.

After we obtained the genetic scores, we tted the following linear regression model

to estimate the gene-environment interaction for BMI:

BMI = o+ :GSgmi + 2E+ 3GSgmi E + sAge+ sAQgef+ ¢Sex
+ 7GSgmi  Age+ §GSpwi  AgE€+ oGSpwi  Sex+ oE  Age (3.3)
w5
+ 11E Age2+ 12E  Sex+ 3Batch+ pc;iPCi+

i=1

where was i.i.d normal with mean 0 and variance 2, Age was the age when the
individual visited the assessment center (Data- eld 21003), and Sex was the genetic
sex (Data- eld 22001); the rst 15 genetic principal components (PCs) were included
to account for possible population strati cation, and Batch was a variable accounting

for the two di erent genotyping arrays (BILEVE and Axiom) used in the UK Biobank
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(Data- eld 22000); E was the environmental variable of interest, one of 27 selected
numerical ones in either socio-demographics (in Category 701) or lifestyle variables
(in Category 704). For each variable, we processed the data in the same way as (Rask-
Andersen et al., 2017): for responses \Prefer not to answer" and \I don't know", we
treated them as missing values, and we removed the™®ercentile of the variables

to reduce the e ects of outliers. We focused on testing the null hypothedit,: 3=0

for each selected environmental variable.

Figure 3.9 and Figure 3.10 compare th&Sgy, E interaction e ect size esti-
mates and their corresponding p-values. The corresponding Pearson correlations in
the 4 panels in Figure 3.9 were 0.815, 0.349, 0.783 and 0.784 respectively. Figure 3.11
shows the Venn diagrams for the numbers of the signi carGSgy,  E interactions.

At the Bonferroni-corrected signi cance level €5=27, we could see that 6 signi -
cant interactions were identi ed using the observed trait values in the training data,
while 4 identi ed using the observed trait values in the test data, 3 of which were
in common, including the number of days per week with moderate physical activity
for 10+ minutes, number of days per week with vigorous physical activity for 10+
minutes, and Townsend deprivation index. Although using the observed trait values
detected several signi cant interactions, none was detected using the imputed trait
values. We note that the estimated e ect sizes were in good agreements between
using the observed trait values and using the imputed trait values. However, the
statistical signi cance levels were attenuated with the imputed trait values, leading

to no signi cant interactions. A larger sample size is needed for future investigations.
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(@) (b)

(©) (d)

Figure 3.9: Comparison of the estimated interaction e ect sizes @Sgy; E. (a)
With the observed trait values in the training data vs with the observed trait values
in the test data; (b) With the OLS(G)-imputed trait valies in the test data vs with
the observed trait values in the test data; (c) With the OLS(G+M)-imputed trait
values in the test data vs with the observed trait values in the test data; (d) With the
WLS(G+M)-imputed trait values in the test data vs with the observed trait values

in the test data.
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(@) (b)

(©) (d)

Figure 3.10: Comparison of the p-values @&Sgy,, E. (a) With the observed trait
values in the training data vs with the observed trait values in the test data; (b) With
the OLS(G)-imputed trait valies in the test data vs with the observed trait values in
the test data; (c) With the OLS(G+M)-imputed trait values in the test data vs with
the observed trait values in the test data; (d) With the WLS(G+M)-imputed trait
values in the test data vs with the observed trait values in the test data.
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Figure 3.11: Venn diagrams for the signi canGSgy, E interactions identi ed using
the observed trait values and imputed trait values by OLS(G) (Upper), OLS(G+M)
(Middle) and WLS(G+M) (Lower).
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3.5 Discussion

In this chapter, we have proposed a method to integrate both genome-wide SNP-
and omics-trait associations from a summary dataset to impute the trait for an-
other dataset of individuals with genome-wide SNP and omic data. Using the UK
Biobank data as an exemplary application, we have shown that imputing BMI using
both SNP and metabolomic data performed better than using only the SNP data:
the former could capture both genetic and environmental e ects on BMI, and thus
could retain more of BMI-environmental variable associations derived from the origi-
nal observed BMI values. Between the two versions of our proposed trait imputation,
through numerical experiments, we could see that with properly selected batch sizes,
the OLS(G+M) and WLS(G+M) methods performed similarly. Another important
application is to detect gene-environment interactions (Rask-Andersen et al., 2017;
Huang et al., 2022). Due to the relatively small sample sizes, we did not have su -
cient statistical power to detect many such interactions and thus could not establish
strong agreements between the results of using the observed and imputed trait values.
As future sample sizes with both GWAS and omic data increase, this would be an
interesting problem to be revisited.

Compared to using only genotypic data, using multiple types of data for trait im-
putation is expected to perform better, but it also imposes some unique challenges.
First, the di erent types of data may not be in a similar scale, and may in uence OLS-
imputation to di erent degrees. In our example application, we noticed that some
metabolites had much large variances, thus unduly in uenced the OLS-imputation
results. Standardizing predictors to have the same sample variance for each would
help. More generally, instead of OLS, our proposed WLS can be applied. In our
example, OLS and WLS yielded similar results, especially after the data were stan-

dardized. Second, the numbers of the predictors/variables in di erent data types are
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in general di erent, implying their in uence on imputation results to varying degrees.
One seemingly reasonable way is to weight their contributions in the loss function
according to the proportion of the trait variation (i.e. R-squared) each data type can
explain. In our example, the heritability of BMI and its R? due to the metabolites
were around 0.25 and 0.3 (Lin et al., 2022) respectively; when we weighted the loss
function accordingly, the imputed BMI values varied dramatically in the range of
hundreds, in contrast to that in tens from the unweighted analysis. This was presum-
ably due to that, since there are much fewer metabolites (i.e. 241) than SNPs (i.e.
50,000), giving the metabolomic data higher weights e ectively reduces the number
of the constraints used in the loss function for trait imputation. Hence, there is a
trade-o between using a large number of predictors/constraints and balancing their
contributions to or in uences on imputation results; it is unknown theoretically how

to reach the best trade-o (except empirically comparing various analysis results to
those from the training data as adopted here). Furthermore, it is important to as-
sess the quality of imputed traits for reliable results in downstream analyses. As
illustrated in our data analysis, one strategy we adopt and recommend is to com-
pare marginal association estimates with SNPs (and metabolites) based on imputed
trait values with those from (training) GWAS summary data. Besides, we may also
compare the estimated associations between the imputed trait and some other risk
factors/covariates (available in the test data) with previously known/estimated such
associations in the literature (e.g. BMI smoking associations).

Existing methods for trait imputation are based on predicting a trait of interests
using other traits or environmental variables (Dahl et al., 2016; Hormozdiari et al.,
2016; An et al., 2023). There is one key di erence between them and our proposed
method. Due to the use of other traits to predict the trait of interest, the existing
methods lead to the loss of the speci city of genetic and environmental associations

with the trait of interest. This di erence will substantially in uence the interpretation
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of any conclusions from downstream analyses. Furthermore, as discussed in Chapter 2,
our proposed method also diers from polygenic score (PGS) methods (Ge et al.,
2019; Ma et al., 2021; Pain et al., 2021; Zhou and Zhao, 2021). In contrast to the
nonparametric nature of our method, any PRS model, either explicitly or implicitly,
speci es which and how SNPs (and possibly other traits or environmental variables)
determine the trait, by which there would be no point in a downstream analysis to
use such imputed trait values to elucidate the genetic (or environmental) component
of the trait, a target application of our method.

As discussed in Chapter 2, we can treat imputed traits along with individual-
level genotypic and omic data as individual-level data for any downstream analysis,
including non-linear and more sophisticated association testing (e.g. (Qian and Shao,
2013; Shi et al., 2023)). Although we have focused on applications of imputed traits
for downstream linear association analyses, the imputed traits can be used (along
with other observed traits) for other association or prediction analyses. For example,
we may use imputed traits by themselves in a biobank, or along with another set of
complete data with observed traits, to build non-linear machine learning models for
trait prediction, or to detect SNP-trait and trait-environment associations and SNP-
SNP interactions. Finally, in addition to genotypic and metabolomic data, we may
incorporate other omics, imaging and covariates to further enhance the performance

for trait imputation. These are interesting topics to be pursued.



Chapter 4

Statistical inference with
LS-imputation

4.1 Introduction

In the LS-imputation method, as discussed in Chapter 2, for simplicity, the imputed
trait values are treated as identically and independently distributed (iid) in down-
stream analysis. Under this incorrect working assumption, with a suitably chosen
batch size (also for feasible computing), one may still achieve (approximately) correct
inference, as shown previously in Chapter 2 and later. However, to either completely
avoid or partially alleviate the burden for manual batch size selection, one may won-
der whether the working assumption can be eliminated by suitably accounting for the
covariance matrix of the imputed trait values. It is notable that, although in theory
the covariance matrix of the imputed trait values has a closed-form expression, it is
often too large to compute. Here we propose a \divide and conquer/combine” strat-
egy: we divide the whole dataset of genotyped individuals (without the target trait)
into small batches, then calculate the (smaller) covariance matrix of the imputed
trait values in each batch before combining the batch-speci ¢ estimates and p-values
for the whole dataset. We demonstrate the feasibility of the proposed method and

compare its performance with the original method in applications to the UK Biobank

61



4.2. Methods 62

data (Bycroft et al., 2018).

4.2 Methods

4.2.1 LS-imputation

The setting is exactly the same as in Chapter 2. Given a GWAS summary dataset
f(’\j ;) o] =1;u5pg of a focalltarget trait with p SNPs, and an individual-level
dataset of n, individuals with an n, p genotype matrix X but no corresponding
vector of trait valuesY, we'd like to impute Y. For the purpose of notation, we assume
that the GWAS summary dataset is derived from an individual-level GWAS dataset
of ny individuals, say (X ;Y ), both of which are called the training data (while the
latter of which will never be used directly); on the other hand, for convenience, we call
X or sometimes K; Y ) as the test data. We assume that both genotype matriceX;,

and X, have been standardized: in each matrix each SNP is centered to have sample
mean 0 and scaled to have sample variance 1, the latter of which is not required in
practice but leads to simpler notation; in our examples, we did not scale each SNP
to have sample variance 1, but assumed so for simpler notation.

The trait values imputed by LS-imputation could be obtained as follows:
I 1 N
¥ =arg min i” n—lxovuz =(n, DXXY*X" =(n, X*"; (4.2)
2

where A" is any generalized inverse for a matrbd, but we will always use the
Moore-Penrose generalized inverse. As recommended in Chapter 2, we always use the
approximation

X% (XX % 1) X

with =10 © becauseX® =Ilim | ¢+ (XX %+ 1) X.
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4.2.2 Batch-specic analysis

In practice, with a largep and a largen,, it may not be feasible to calculate? directly
due to that too large memory or computing time is required to invert large matrices.
Accordingly, we split the test genotype matrix into B smaller batches of (almost)
equal sizem, say, X (, with size nyy, for b=1;2;:::; B, then apply the method to each
batch before pooling the results together; that is,

Yo = (nzp DXGH"

and ¥ = (¥3);::93))% Again we assume that each genotype matriX ) is stan-
dardized to have sample mean 0 and variance 1 for each SNP for simple notation.

As discussed in Chapter 2, there is a bias-variance trade-o : using a smallar
induces a larger bias but with a smaller variance for eady, and thus . In practice,
we can try a few large values afn, then select the one so that the resulting imputed
trait-SNP marginal associations agree most with those from the training data (af-
ter suitably scaling their standard errors (SESs) if their sample sizes are di erent). In
Chapter 2, the imputed trait values (i.e. the components of ) are treated as indepen-
dent and identically distributed (iid) in downstream analyses, though in truth they
are not necessarily iid; we call this method S-imputation-1  (for its independence
or iid assumption).

Here we consider some alternatives to account for non-if, partially for more
reliable inference and partially to alleviate the burden of manually selecting a suitable
batch sizem by trials and errors. Although there is a simple closed form for VaR),
due to the large size of the covariance matrix, it is often computationally infeasible
to directly compute and use such a large covariance matrix. Here we propose a

\divide and conquer/combine" strategy to overcome the problem: we instead work

on individual and smaller batches before combining the results across all batches.
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Speci cally, we calculate and use VarQ(b)):
9 . . _ 2w 0 + n +.
Var(YniX ;X)) =(nzmp 1)K Var(h jX )Xy ;

COV(Y(b) ; Y(c)jX ,X) = ( nz;(b) 1)(n2;(c) 1)X (Ob)+ Var( N JX )X(C)+ ;

whereny, and X, are respectively the sample size and genotype matrix for batch
b of the test data; we haven,.; = m if a constant batch size is used as usual. To
calculate Var(A ), rst note that the diagonal elements are simply as J-Z as given in

the GWAS summary data, and the o -diagonal elements can be accordingly calcu-

lated. Denoting = Diag( ;; ,;:; ) as the diagonal matrix with elements {V's,
we have
A 1 0 :
Var(™ jX ) o 1 XpXw

where we useX(Ob)X(b):(nz;(b) 1) to approximate X X ‘=(n; 1), which is un-
known and can be approximated better using an average across multiple batches
as i o XpXwm=(nzwm 1)B], but we do not pursue the latter due to a relatively
large batch size being used.

We draw inference with &b);x(b)), e.g. by obtaining a p-value, sayP, to test
some null hypothesis, then combine the (generally dependent) p-values by some meth-
ods, including the Cauchy method and various averaging methods, which were pro-
posed to combine possibly dependent p-values.(Liu and Xie, 2020; Vovk and Wang,
2020) In this way, we explicitly account for the non-iid elements of .

Let's consider a general regression model:
=W o+ o

where Wy, is the design matrix for batchb that may contain one or more SNPs and

other covariates, and (;, N (0O; V() with some covariance matrixV,. Some special
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cases include: 1) marginal association analysis with(, = X); for SNPj; 2) SNP-
SNP interaction analysis WithWy) = (X () ; Xmk; X(t;; X (n:x) for two SNPsj 6 k.
Although statistically more e cient generalized least squares (GLS) method can be
taken, it will be computationally expensive to invert the large covariance matrix
Vy; furthermore, the batch size is usually large in at least thousands, making the
issue of statistical e ciency less critical. Hence, we estimate the unknown regression

parameter using OLS as
Ny = (W W) "W Y

Var( miX ;X;W) = (W W) "W Var(¥piX ;X W)W (W W) 5
Cov(“y; N@iX X W) = (WG W) WG Cov(¥y; ToiX X W)W (W W(g)

In the special case of marginal association analysis witVy, = X, for each

SNP| in the test data; that is, whenW = X, we have
Var(h yiX ;X) = (WHWp) "W Var(TyiX ; X)W (WHWe) *;

where Var(Q(b)jX ; X)) is given earlier. However, in general, we have Vaﬁ&,)jx X, W)
6 Var( ¥YpiX ;X) due to E($piX ;X;W) 6 E(¥piX ;X).

It is impossible to estimate a general covariance matrix Va?(b)jx ; X; W) with-
out any assumptions. Hence, we assume CAgjX ;X;W) = Corr( ¥iX ;X),
and accordingly, ;  N(0; 2 Rqy) with Ry = D™ Var(¥pjX ;X)D ™ being
the correlation matrix and D, = Diag(Var( 9(b)jX ; X)), thus have a corresponding

covariance estimator

Var(® iX ;X; W) = (Wi W) "Wy "y RiWon (Wi W)
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where 7 is an estimate of % . De ne the residuals ey := Yo Wb lo-
noring possible correlations among the residuals, we have the usual estimaté]; &
ey emnzm  rank(Wp)] based on the residual sum of squares. Alternatively we
can use the maximum likelihood estimator derived in the Appendix C.1.1, but it
performed similarly to ’\(Zb) in our examples, thus it will not be discussed further.
Using the above point estimator and its variance, along with its asymptotic nor-
mality, we can obtain a p-value, sayP,, to test Ho: () = O (or one or more

components of (, being 0).

4.2.3 Combining the results over batches

Next we propose applying several methods to combine the results across multiple
batches. The main technical challenge is to suitably account for the generally non-
independent estimates or p-values from the batches (due to their use of the same
training data).
First, we consider the Cauchy method (Liu and Xie, 2020): we combine the batch-

speci ¢ p-values as

X

P =0:5 arctan(T,)=; Te.= tan((0:5 P(,) )=B:

b=1

Next, we consider the class of the averaging methods: we combine the p-values with

some merging functions indexed by a parameterto be speci ed:

1=
2B 11): p=p T0 TP rEtPel T
t - B b
1 _ Pl)r + P(z)r + 0+ P(B)r 1=
2[=—=B 1]: P=(r+p¥ :

r=1 : P =max(Puy; P Pe));
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r=1 P = B min(Pqy; Py it Pa)):

We considered the values of 2 f1;1 ;1 , 1/(B-1), 6/(B-1) ;B 2B 1,B +
1,B +5¢, and as to be showny = 1B 1) appeared to perform best and thus
used. Note thatr = 1 corresponds to the Bonferroni adjustment. These merging
functions are called precise in the sense of being guaranteed to control the type |
error(Vovk and Wang, 2020), while the Cauchy method is only asymptotic (in the
sense of approaching being exact as the p-value goes to 0); a distinct advantage of all
the methods is that they are either precisely or asymptotically valid for dependent
p-values.

For parameter estimation, we can use inverse-variance weighting (IVW) to com-

bine the estimates. For example, for th¢th component, we have

P B A =Var(”®
AC _ 1 o vVar(® )
T TB 4o
et 15VAN(" (1))

whose variance depends on the covariances among s (for various b's), and thus
will not be pursued. We denote this method a&S-imputation-C , where C refers
to accounting for correlations (and heteroscedasticity), instead of assuming indepen-

dence (and homoscedasticity) as ihS-imputation-1 , of imputed trait values.

4.2.4 E ects of the batch size and SNPs being used

The expression of LS-imputed trait
Yo =(nzs DXGH™" (2 DX pXp+ 1) Xp"

gives some insights on the e ects of the batch sizg,, and the SNPs used on the
imputed traits. First, the factor ny, 1 is due to standardizingX ; such that each

SNP has sample variance 1; ignoring the factor,, 1, Q(b) is like a ridge estimator
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(with response” and design matrixX(Ob)). In other words, we are estimatingn,.,
\parameters" as the elements oﬁ(b) based onp observations; intuitively, while xing

p observations, increasing,.,, the number of the parameters to be estimated, would
increase the variance of each parameter estimate, sfly);. This is in agreement
with the asymptotic result Var(9(b);i) /' n,p based on a random matrix argument in
Chapter 2. Second, when the number of the SNPs being usgdis large enough, e.g.
p = 50;000 as used throughout this paper, adding more SNPs will hardly have any
e ects on X(b)X(Ob), which measures the similarities among tha,., individuals based

on the SNPs being used. On the other hand, if we use more SNPs with thé\jir 0,

or if we add more SNPs (with their"j 0 more likely) on the top of our selected
more signi cant SNPs, ¥, will be shrunken towards O.

Now we consider a special case of tting marginal regression models to assess
marginal SNP-trait associations using imputed trait. Among others, we will illustrate
the e ects of the SNPs used ) and batch size (n = n,,) on the nal result. For all

the SNPs being used, we have

Moy = Wllx &%m = XX

SinceX §,X§," is a projection matrix, " can be interpreted as obtained from pro-
jecting " to the column space ofX (Ob). If n,.p is increased, the column space cX(Ob)
is expanded, and the norm of @ will be closer to that of " . In other words, “y,
behaves like a shrinkage estimate df : the smaller the batch sizen,., the stronger
shrinkage e ects. This implies that a smaller batch size will bias the marginal asso-
ciations more towards 0, which will be con rmed in our numerical examples.

We now quantify the e ects of batch size on the variance. Suppoéé,...,?n2 are

the imputed trait values without centering, but with a known population mean 0.

Due to the use of batches and the centering e ect of LS-imputation in each batch,
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the batch-based imputed values would b& Yy, where Yy, is the sample mean of
imputed trait values in batch b, to which observationi belongs. We also assume that
the sample varianceV = Var(f¥;;:::;¥,,0) is approximately equal to that of ¥i's in
each batch, which is reasonable given the large batch sizeand n,. If we treat the
imputed trait values (with or without using batches) as iid, the sample variance of
the imputed trait values from batches is

1 X

2 1)QZ 1X
= (% V)= 92— mY,

2 =1 N2 o 2 b

v

1
V. Var(Yyy) V V=m=V(1 E):

This theoretical result is in agreement with the empirical result that a smaller batch
size leads to a smaller variance of imputed trait values. However, when applied to

data analysis, this in ation factor seemed to be too small to make a di erence.

425 UKB data

As in the Chapter 2, we applied the methods to the UK Biobank (UKB) data to
illustrate the applications(Bycroft et al., 2018). Speci cally, we selected high-density
lipoprotein cholesterol (HDL) as the trait of interest, and 356,351 individuals of the
white British ancestry with no missing value of HDL. We split the whole dataset into
two (almost) equally-size parts, the training dataX of n; = 178;175 and the test
data X of n, =178;176. After pre-processing the imputed genotypic data, we ended
up with 715,783 SNPs. We used the training dataX ;Y ) to construct a GWAS
summary dataset for marginal SNP-HDL associations (under the additive genetic
model). We randomly selectedp = 50;000 SNPs from 67,036 SNPs with p-values
< 0:05 to be used to impute HDL for the test data.
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4.3 Results

We conducted marginal SNP-trait association analyses (under the additive genetic
model for SNPs) to investigate the performance of the various methods with imputed
traits as compared to that using observed traits. We employed the widely used
Pearson correlation, which assesses the magnitude of the linear relationship between
two variables, to measure the correlation between the two variables in all the scatter

plots presented below.

4.3.1 Comparing the observed and imputed trait values

Figure 4.1 compares the observed and imputed (HDL) trait values on the test data
with di erent batch sizes, the Pearson correlations were 0.253, 0.177 and 0.146 for
panels (a), (b) and (c) respectively. It is notable that a small batch size led to a
higher correlation between the observed and imputed trait values, perhaps due to the

smaller variation of the imputed trait values.

@) (b) (©)

Figure 4.1: Comparison of the observed and imputed (HDL) trait values on the test
data: (a) batch size 5,000, (b) batch size 20,000, (c) batch size 30,000.
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4.3.2 Analyses with the special variance estimator Var ("X ;X)

With the availability of two variance estimators, one for the special case of marginal
analysis and the other for more general analysis, we used the rst one VajgfX ;X)

for the special case of marginal analysis being conducted here. First we compared
the estimated marginal e ect sizes, SEs and -log10(p-values) with the observed and
imputed trait values on the test data for one batch for LS-imputation-C method.
Then we compared the estimated marginal e ect sizes and -log10(p-values) with the
observed and imputed trait values in the test data for various combining methods
with di erent batch sizes. Finally, we compared the numbers of the signi cant SNPs
identi ed with the observed trait in the training data, the observed trait in the test

data and the imputed trait in the test data by various methods and batch sizes.

Batch-speci ¢ analysis

For method LS-imputation-C, for di erent batch sizes, we randomly selected two
batches from all the batches, and compared the estimated marginal e ect sizes, SEs
and -log10(p-values) for these two batches with those we got with observed trait
values on test data (with sample size 178,176), as the results of the two selected
batches were quite similar, we only demonstrate the result for one batch and leave
the other in Appendix C.2.1.

Figure 4.2 (a)-(c) compares the estimated marginal e ect sizes, SEs and -log10(p-
values) with the observed and imputed trait values on the test data respectively
for batch 1 for LS-imputation-C with batch size 5,000. The corresponding Pearson
correlations for (a), (b) and (c) were 0.547, 0.999 and 0.542 respectively. We could
see that for each batch, comparing with the results we got with the observed trait
values with the whole sample on the test data, the marginal e ect sizes we got with

imputed trait on test data were biased towards 0; the SEs were very close, while the
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-log10(p-values) were under-estimated. When the batch size was 20,000 (Figure 4.2
(d)-(f)) and 30,000 (Figure 4.2 (g)-(i)), the corresponding Pearson correlations for
(d), (e) and (f) were 0.665, 0.999 and 0.667 respectively; for (g), (h) and (i) they were
0.676, 0.999 and 0.731. The conclusions from these two cases did not di er much: for
each batch, the marginal e ect sizes and SEs with the imputed trait in test data were
close to those with the observed trait in the whole sample of the test data; but for
the -log10(p-values), comparing with the -log10(p-values) we got with the observed
trait values with the whole sample of the test data, we tended to over-estimate the

-log10(p-values) a little bit with the imputed trait values.
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Figure 4.2: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) with the observed and imputed trait values on the test data for batch 1 for
LS-imputation-C. The traits were imputed with batch size 5,000 (a)-(c), 20,000 (d)-
(f) and 30,000 (g)-(i).



4.3. Results 74

Combining over all batches

Figure 4.3 compares the marginal e ect sizes and -log10(p-values) by LS-imputation-
| and LS-imputation-C (with averaging method ofr = %), where the traits were
imputed with batch size 5,000. The corresponding Pearson correlations for (a) and
(b) were both 0.753, and for (c) and (d) they were 0.557 and 0.730. We could see
that the estimated marginal e ect sizes were quite similar. By LS-imputation-I, we
over-estimated -log10(p-values) quite a bit; in contrast, LS-imputation-C tended to

under-estimate -log10(p-values).
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(@) (b)
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Figure 4.3: Comparison of the estimated marginal e ect sizes and -log10(p-values)
with the observed and imputed trait values in the test data. (a)&(c): for LS-
imputation-I; (b)&(d): for LS-imputation-C, averaging method, r = 3i5 The traits
were imputed with batch size 5,000.

Figure 4.4 and Figure 4.5 compare the estimated marginal e ect sizes by LS-
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imputation-l and LS-imputation-C for batch size 20,000 (with averaging method of
r = 1=8) and 30,000 (with averaging method of = 1=5) respectively. In Figure 4.4,
the corresponding Pearson correlations for (a) and (b) were both 0.710, and for (c)
and (d) they were 0.812 and 0.822. The results were similar in Figure 4.5: the
Pearson correlations for (a) and (b) were both 0.691, and the Pearson correlations
were 0.810 and 0.823 for (c) and (d). When batch size is 20,000, the two methods
gave similar results, while when batch size is 30,000, LS-imputation-I gave more
conservative results than LS-imputation-C. In particular, LS-imputation-C gave more

stable results across the two batch sizes.
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Figure 4.4. Comparison of the estimated marginal e ect sizes and -log10(p-values)
with the observed and imputed trait values in the test data. (a)&(c): for LS-
imputation-I; (b)&(d): for LS-imputation-C, averaging method, r = % The traits

were imputed with batch size 20,000.
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(@) (b)

(©) (d)

Figure 4.5: Comparison of the estimated marginal e ect sizes and -log10(p-values)
with the observed and imputed trait values in the test data. (a)&(c): for LS-
imputation-I; (b)&(d): for LS-imputation-C, averaging method, r = % The traits

were imputed with batch size 30,000.

Results for the Cauchy combination method and the averaging methods with other
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choices ofr can be found in Appendix C.2.1. We could see that for LS-imputation-|
and LS-imputation-C, the marginal e ect size estimates did not di er much; for -
log10(p-values), the performance of LS-imputation-I largely depended on the selected
batch size, while that of LS-imputation-C more depended on the p-value combination
method being chosen: We tended to over-estimate the -log10(p-values) for the Cauchy
method and the averaging method witlr = 1 ; and for the averaging methods with

r =1 and 1, we might under-estimate the -log10(p-values); the averaging method
with r = ﬁ obviously under-estimated the signi cance levels of p-values when batch
size was 5,000, but for other batch sizes, it performed best among all the p-value

combining methods.

Signi cant SNPs

We now consider applying the methods tall the SNPs to detect signi cant SNP-trait
associations with the use of either observed or imputed trait values; the signi cance
level was 5 10 &,

Figure 4.6 and Figure 4.7 show the Venn diagrams for the signi cant SNPs iden-
ti ed by LS-imputation-1 and LS-imputation-C with di erent batch sizes. We could
see that with batch size increasing, more and more SNPs were identi ed by the LS-
imputation-C method, but the numbers of the false positives (not shared with those
using observed trait in the training or test data) also increased. Besides, as shown in
Figure 4.8, for a randomly selected batch with each batch size, the numbers of the
false positives were large and increasing. As shown in Appendix C.2.1 for those SNPs
not used for imputation and thus not associated with the trait, we hadV 6 X and

= 0, leading to under-estimation of the variances of their marginal association esti-
mates byV ar(:jX ;X) and thus many false positives. The Venn diagram for another

batch with similar results could be found in Appendix C.2.1.
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Figure 4.6: Venn diagrams for the signi cant SNPs identi ed under the additive
model with di erent batch sizes for LS-imputation-I; (a) batch size 5,000; (b) batch
size 20,000; (c) batch size 30,000; (d) batch size 40,000.
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(@) (b)
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Figure 4.7: Venn diagrams for the signi cant SNPs identi ed under the additive
model with di erent batch sizes on the whole sample for method LS-imputation-C
with averaging p-value combination methody = ﬁ, based on Var(%yjX ;X); (a)
batch size 5,000; (b) batch size 20,000; (c) batch size 30,000; (d) batch size 40,000.
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Figure 4.8: Venn diagrams for the signi cant SNPs identi ed under the additive model
with di erent batch sizes for LS-imputation-C on batch 1, based on Var()jX ; X);
(a) batch size 5,000; (b) batch size 20,000; (c) batch size 30,000; (d) batch size 40,000.

4.4 Analyses with the general variance estimator
Var ("X ; X; W)

Now we consider the use of the general variance estimator VagfX ;X; W), which
is applicable to the special case of marginal analysis conducted here (and to other
more general analysis). We focused on comparing the numbers of the signi cant SNPs
identi ed. Figure 4.9 and Figure 4.10 show the Venn diagrams for the signi cant
SNPs identi ed by LS-imputation-C with di erent batch sizes; as before, we used

1

the averaging p-value combination method withr = z=5. We could see that for

each batch size, for the combining method for the whole sample or that based on
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one batch, the number of signi cant SNPs identi ed did not di er much. With the
batch size increasing, the number of signi cant SNPs tended to go down. Regardless
of the batch, the results obtained here seemed to be conservative with much fewer

signi cant SNPs as compared to those in the previous section.

(@) (b)

() (d)

Figure 4.9: Venn diagrams for the signi cant SNPs identi ed under the additive model
with di erent batch sizes for LS-imputation-C with averaging p-value combination
method, r = ﬁ, based on Var({yjX ;X;W); (a) batch size 5,000; (b) batch size
20,000; (c) batch size 30,000; (d) batch size 40,000.
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Figure 4.10: Venn diagrams for the signicant SNPs identied under the ad-
ditive model with dierent batch sizes for LS-imputation-C, batch 1, based on
Var(™yjX ; X;W); (a) batch size 5,000; (b) batch size 20,000; (c) batch size 30,000;
(d) batch size 40,000.

For comparison, Figure 4.11 shows the Venn diagrams for the signi cant SNPs
identi ed by the combining method over batch-speci ¢ p-values obtained under the
iid assumption (i.e. similar to LS-imputation-I but applied to batches); the same
averaging method withr = ﬁ was used. Again we see that the method yielded
conservative results, which were similar to those of LS-imputation-C.

In Appendix C.2.2, we show that all the averaging methods were conservative:
no method (with other r value) gave more signi cant results than the Bonferroni
adjustment, which is known to be conservative and equivalent to the averaging method

withr= 1
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(@) (b)
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Figure 4.11: Venn diagrams for the signi cant SNPs identi ed under the additive
model with di erent batch sizes for LS-imputation-I with averaging p-value combi-
nation method, r = ﬁ. (a) Batch size 5,000; (b) Batch size 20,000; (c) Batch size
30,000; (d) Batch size 40,000.

4.5 Why could LS-imputation-l perform well?

Figure 4.12 and Figure 4.13 show the distributions of the diagonal elements of
Var(Q(l)jX ; X) and upper-diagonal elements of the correlation matrices

corr(%)jx ; X) and corr(Q(l);%)jX ; X)), respectively. In Figure 4.13, since the
proportion of the absolute correlation values larger than 0.05 was aroundd002% in
each case, we truncated each distribution within [-0.05,0.05] for better visualization.

It is clear that the diagonal elements were all very close to each other, and the o -
diagonal elements were close to 0, suggesting nearly constant variances of and mostly

no or weak correlations among the imputed trait values, and thus why LS-imputation-
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I, by treating imputed values as iid, performed well (with a suitable choice of the batch

size).

(a) (b)

() (d)

Figure 4.12: Distributions of the variances of the imputed trait values in batch 1 (i.e.
diagonal elements of Var?(l)); (a)-(d): batch size=5,000, 20,000, 30,000 and 40,000.
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Figure 4.13: Distributions of the upper-diagonal elements of the within- and between-
batch correlation matrices for imputed trait values; (a)-(d): batch size=5,000, 20,000,
30,000 and 40,000.

4.6 Discussion

We sought to improve statistical inference with LS-imputed trait values by accounting
for their non-iid distributions, in particular their unequal variances and correlations
among them. Although there is a closed-form expression to calculate the covariance

matrix of the imputed trait values (conditional on the SNPs being used in the training
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and test data), due to its large size, it is often computationally infeasible to calculate
and use it directly. We have proposed a method called LS-imputation-C: by \divide-
and-conquer”, we can estimate its submatrix, the (conditional) covariance matrix of
the imputed trait values in each batch, then combine batch-speci c p-values. For
marginal association analysis under the additive model for the SNPs being used in
imputation, the method performed better than the previous LS-imputation-I method
that ignores the non-iid nature of the imputed traits; in particular, the inferential
results were more stable and less sensitive to the batch size than those from LS-
imputation-I. However, due to the dependence of a conditional variance/covariance
matrix on its conditional means, such a covariance matrix cannot be used for other
analysis (with di erent conditional mean models). Hence, we proposed a general co-
variance estimator accounting for possible correlations among the imputed trait values
for more general analyses, but assuming and estimating a large correlation matrix
for each batch. Applying the new estimator to each batch, the new method LS-
imputation-C yielded conservative results, perhaps partly due to the poor estimation
of large correlation matrices, and partly due to the possible conservativeness of the
(precise) averaging methods of combining batch-speci ¢ p-values. Furthermore, em-
pirically we have shown that the imputed trait values had almost equal variances and
mostly only weak correlations, explaining why the previous LS-imputation-I method
under the incorrect iid assumption might performed well (with a suitably chosen
batch size). In other words, although the iid assumption of imputed trait values is
indeed incorrect, it may be nearly correct. Hence, it is unclear whether taking a
more general approach to account for the non-iid distributions of imputed trait val-
ues will be more productive than ignoring them as in LS-imputation-1. Furthermore,

it is impossible to estimate a general covariance matrix (with a general correlation
matrix and unequal variances) of a random vector (of imputed trait values) based

on a single observation of the vector; while we imposed some assumptions, leading
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to conservative inference, it is unclear how to improve. In summary, at this moment
we do not yet have a general method better than LS-imputation-I for inference with
large-scale trait imputation.

We have also further illustrated and explained the bias-variance trade-o for LS-
imputation with various batch sizes: a smaller batch size leads to less dispersed
imputed trait values but also association estimates shrunken towards 0. Due to this
bias-variance trade-o, selection of batch size appears to be necessary. We have
further clari ed why using more SNPs unassociated with the trait leads to imputed
trait values shrunken towards 0, as numerically demonstrated previously in Chapter 2.
Finally, although utilizing linear or non-linear e ects of covariates, such as in DeepNull
(McCaw et al., 2022) and other covariate-based prediction/imputation models,may
improve the performance of trait-imputation, they are in general inappropriate in
downstream genetic association analysis by introducing non-speci ¢ associations: any
SNP associated with a covariate being used in imputation, but not associated with
the trait, may be associated with the imputed trait. These insights will be useful in

future studies.



Chapter 5

Conclusion

We proposed the LS-imputation method, a novel approach to impute traits for geno-
typed individuals with GWAS summary data. The most important feature for the
proposed method is that the imputed trait values may capture linear, non-linear, and
epistatic e ects of genetic variants. With the imputed trait values and the individual-
level genotype data, we could conduct whatever downstream analyses as if we had
the individual-level GWAS data. Furthermore, we extended the proposed method by
integrating GWAS summary data, individual-level genotypic data, and omic data dur-
ing the trait imputation process. This extension enhanced imputation performance,
made it possible to capture environmental e ects, and improved its suitability for
downstream analyses involving environmental factors. Meanwhile, though the in-
dependence assumption for the imputed trait values is not correct, the correlations
within the imputed trait values are typically very weak. As of now, we have not iden-

ti ed a general method superior to treating the imputed trait values as independent
for statistical inference, developing such a method could be a valuable direction for

future research.
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Appendix A

Chapter 2 Appendices

A.1 Some statistical properties of the LS-imputation

method

A.1.1 Some properties of ¢

We explicitly denote the centered SNP matrix aX = C,,Z with C, = | %11°being
the centering matrix and Z as the original SNP matrix (with each SNP being scaled
to have sample variance 1 as before).

DenoteU = ( 11; ,1;:: 1) with ; = E(Z;) and 1 being a vector of all 1's,
it is easy to show thatC,,ZZ%C,, = C,,(Z U)(Z U)X,,, hence without loss of
generality, we can assume that each column géfis already centered at the population

mean 0. It is easy to see thaC, = C? = C2; next we showC; = C,,.

1 1
+ ; 0 1 — i 0
C, = I|!rr2H(CnCn+ ) *Cy = I!rrg)+ o I N+ )11 C,
= lim | + 1 O+ ( 1 1192 + ( 1193+ ;. C
ror 1+ n(l+ ) nl+ ) n(l+ ) e

I 0+

. 1
lim 1T(C”+O): Ch:

101
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As XX 9 plays a key role in our method; we next show that, with independent
individuals and independent SNPs (or locally dependent SNPs satisfying the Central
limit Theorems (DasGupta, 2008)), we have

%xx °= C,, %zz0 Cn, ' Cn,ICh, = Cny;
asp!1l andn, xed.

When individuals are independent and SNPs are locally dependent, suppose the
columns ofZ are m-dependent sequences, i.€yi and Z; are independent whenever
jk 1} > m, where we assum&; have nite fourth moment as E(Zij‘) K, and
E(Zk) = 0 and Var(Zj) = 1. First consider the i-th diagonal entry of %ZZ 0 we
have VarZ2) = E(Z%) (E(Z2))> K 1; notice that Cov(Z;Z2) = 0 when
jk 1j >m and jCov(ZZ;Z?2)j g Var(z2)Var(Zz K 1whenjk [|j m;

P
therefore Var¢ =~ z2) M2t D - EmrE D). by Chebyshev's inequality,
k=1

2]
1 2
Var( 5 -t Z:2)

P
forany > 0,P(i:  Zz&§ 1> ) > G2mic D1 oasp!1
k=1
1 P 2 P ; 1 P
Thus ¢ Z§ I 1 asp!l ,ie. (BZZO)“ " lasp!l
k=1
P
Next we consider the (j ) th non-diagonal entries of%ZZO, let S, = ZiwZj,
k=1
P P P
then Var(Sp) = Var(Zik ij )+2 COV(Zik ij 1 Zi Zj| ) While Var(Zik ij) =

k=1 k=1 1 k<l p

P
E(ZiZy) E*ZwZk) E(ZF)E(Z{) =1, therefore  Var(ZyxZyx) p. Notice

that Cov(Zi Zjx ; Zi Zji) = 0 wheneverjk |j>m, and the_number of non-zero covari-
ance term is at most p, and Cov(Zi Zj; Zi Z;) P Var(Zi Zy )Var(Z;Z;) 1,

therefore Var(S;)  p+2mp = (2m+1)p. Thus Var((;ZZ (5". )= —Varézs") T2m. By
_ _ - _ var(£(229.) .,
Chebyshev's inequality, for any > 0, P(j2(2Z%;j > ) — 20

asp!1l . Thus %ZZ0 A asp!1 . By continuous mapping theorem, we have
P
%XXO: Cn, %ZZO Cn, !

Cp,ICh, = Cy, asp! 1 andn, xed. Using the
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similar idea, it's easy to show that when both individuals and SNPs are independent,
%XX Oalso converges in probability to the identity matrix asp! 1 and n, xed.

Now if X = X , we have

?=(n, DXXY X" = 22

1(XX‘>*XX Y = (X X)X XY
1

In the special case when the intercepts in all the marginal SNP-trait association

models are known, we would not need to center each SNP (to sample mean 0), then

X is of full rank and we have K X 9* =(X X 9 1 and¥ = Y ; in other words,

if we have the genotypes of the training data (that do not need to be centered), we

would recover the corresponding trait values exactly. Otherwise, in general, we have
9 1 Tl

= BX X © BX X %Y I° ClLCy,Y =CpY

asp!1l . Thatis, asymptotically we recover the centeredr .

More generally, we have

¢ = M2 Lowogrux oy = M2 Ly aprxx Lpyv
ng 1 ng 1
n, 1 o :
nl l(XX _p)CnlY’

because XX =p* I C} = C,, asp!1 ,andC,X =X andX ©,, = X °

A.1.2 Some properties of Var (¥)

The variance ofY can be calculated as

Var(¥) :=Var( ¥jX;X )=(n, 1AXX "X Var(" jX;X )XIXX 9Y*; (A1)
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indicating that in general the elements off are correlated. However, since again
it will be di cult to invert the large matrix XX © (while being complicated to deal
with the non-iid elements of ¢ in subsequent analyses), a simple way we take is to
(incorrectly) treat the elements of¥ as independent (with an equal variance), which,
as to be shown, leads to slightly over- or under-estimating SEs, but with a suitable
choice of the batch size, the problem was largely negligible.

To capture Var(" jX ;X), we need to formulate a statistical model for the pro-
posed LS-imputation method. Because of the consistency and asymptotic normality
of the OLSE, (asymptotically or approximately) we have

L N f=m); = X0YAn, 1) N( ;=)

with jz = Var( Xj Y;) = Var( X; Y; ). Hence the corresponding linear model is

N

= j+e="+g+e=X0YHn, 1)+ j;

whereg  N(0; *=n;) and g  N(O; ’=n,) are independent, thus we have;
N(O; 2=n, + ?2=mp), and Var("j):=Var( " jX ;X;Y)= 2=+ 2=np.

To gain more insights, let's further consider a special case with elements Xf
being iid standard normal andX being of full rank (i.e. no centering of each column

of X)), under which we have

1 1
Var(9)=(nz  1AXX 9t =+ = %
ng np
where 2 = Var( X; Y; ) is a constant. First, if n, is small (and xed), by the strong
law of large numbers, we havX X %=p converges (with probability 1) to the identity
matrix | as p goes tol ), thus Var(?l-) n, >=p. Second, consider the case of

large n, < p. Using random matrix theory (Chafai, 2009), we have that both the
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smallest and the largest eigenvalues ¥fX %=n, converge (with probability 1) to some
constants, (1 P 02 and (1+IO ©)?, respectively, withn,=p! c¢2 (0;1) (as bothn, and
p go to 1 ), thus the average of the eigenvalues (or diagonal elements)m{XX 9 !
is likely some constantO(1) between 1 + p6)2 and 1=(1 pE)z. Therefore, on
average we have

Var() = mO(®) =+ %

which is O(1) 2 if ny > n,, and is O(n,=n;) 2 otherwise. This tells us that asymp-
totically Var( 91-) is a constant around 2=pif n; > n,; otherwise Var(Qj) will increase
with n,. Hence we should avoid using, > n; if the test set is larger than the
training set, we can randomly split the test set into some smaller batches for both
statistical and computational e ciency (as to be discussed later). On the other hand,
for ny > n ,, it seems better to choose; to be small too: while using a smallen, and
thus smallerc close 0 leads to the smaller diagonal elementsrof(XX 9 * close to 1,
the other term ny(1=n; +1=n,) 1, thus leading to a smaller (average) Val%) 2,
which however is still much larger than Var\?l-) n, ?=p obtained under a smallp
and xed n,. In summary, these results suggest that a smaller, leads to the smaller

variances for the elements of the imputed .

A.1.3 More properties of ¥ for genotyped individuals in the

training data

For the purpose of more clear illustration, We consider a simpler case with the inter-
cepts in the marginal regression models being known apd> n;n,, so that X has
a full rank with (XX 9* = (XX 9 % Then we have¥ = (n, 1)(XX9 X" =

nz 1xx 9 IxxX % .

ny 1

1. If X = X , itis easy to see that¥ = Y , as discussed earlier.
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2. If X is a subset ofX , without loss of generality (because the ordering of the
individuals in either the training or the test data does not matter), we denote
X %= (X%X.9 with the corresponding partitioning of Y =( Yy %Y: 90 Itis
easy to seeXX 9 (XX Y =(1,,;(XX 9 XX 9, and thus

n;
N

n 1
9= (e (XX XX (Y SYe )=

1
) 1(Y(1) +H(XX Y XX N ):

That is, the imputed trait values are a linear combination of the observed trait

values corresponding to their equal genotypes and others in the training data.

3. If X is a subset ofX, dengte X°= (X %X;) with the correspapding Y =

X X %X X° E F
(Yo% Yi29° We havexx = @ °A. Denote (XX 9 =@ A

XCX 0 XCXCO FO H
Using the fact XX 9 Y(XX 9 = I, we haveEX X %+ FXX %= I, and
FX X %+ HX X °=0. Thus,

0 10 1 0o 1
0
9=z 1gF FA@X X Ay M2 1" a.
np 1 popy  xx0 nn 1 o

Asny >ny; ¥ = 123Y , we havej¥y)j > jY |, which is the opposite of the

usual shrinkage estimation. Meanwhile¥; = 0 is not good either. Since our
proposed method borrow information across individuals in the test data, one
may wonder whether it is a good idea to combine the genotypes of the test and
training data together to impute if the genotype of the training data are known.

Our above result gives a negative answer to such an approach.

4. For a more general case whebe and X are not a subset of the other but share
a common subset ofi;, genotypesX;. Let X %= (X% X, 9, X %= (X% X9,
X, 68 Xpand Y = (Yy %Y. % Similar to case 3 above, using the fact
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0 1
E F
(XX 9 Y{(XX 9 =1 and denoting XX 9 =@ . A, we have
FO H
0 10 1
o = Nz Ll EXDGHEXoX: %) oV o
Ny 10 0 F%; X5 %+ HX X, ° \gc

_ e 1Y +(EXaXp %+ FXoXp 9Ye
ni 1 (FOX X, %+ HX X5 9Ye

A -

For the individuals in the test data with the same genotypes of those in the
training data, their imputed trait values are a linear combination of the trait
values of the individuals with the same genotypes (as those in the test data)

and other trait values in the training data.

A.2 LS-imputation method when the intercept es-
timates are known

If the intercept estimates in the marginal SNP-trait linear regression models are known
or given in the GWAS summary data, we do not need to center each column of
the design matrix X for SNPs; with X being of full rank, we can use the inverse
(XX 9 1 =(XX9*, leading to simpler statistical properties. In particular, we can
impute Y in the original scale ofY, instead of in the scale after centeriny at mean

0.

In the marginal model for SNP;j,

Y=1q+X5;+8§:
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Givenf("y; " )g's for all j's in the training data, we have
\4 = arg min i” DXy 17%)ji2=(XDDX9 XD D; (A.2)

where D = diag(ds;dy; :::;dy) is a diagonal matrix with diagonal elementsd; =
Xo%y) L, b =

have a full rank, soXX %is invertible. The computational algorithms, including the

" + DX %";. Note that X is not centered and is assumed to

ADAM and the Cholesky-decomposition-based one, can be applied.

It is easy to verify that
¥=1" +(XDDXY XD :

Accordingly, we have some simpler results of the LS-imputation method as fol-
lowing:
Y=(XDDXYXDDX¥ =Y ifX=X.

A.3 Weighted Least Squares (WLS) method

In contrast to the OLS, we can also apply the weighted least squares (WLS) to impute
the trait, which may be more e cient statistically by using the inverse variances as
the weights. Given the training GWAS summary dataf(’\j N) ) =152 pg, we
apply WLS as
o
XN Dy (X))
A

Yw = arg min )
j =1 J

=argmin ™ XOji? = (XX9" x"™;

(A.3)
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where we dene”} := = and Xj = Dj X; = .

the WLS method performed similarly to the OLS method.

As shown in Appendix A.5.4,

A.4 Extension to binary traits

A.4.1 Data

In this section, we demonstrate how our proposed method can be applied to a binary
trait. We again used the UK Biobank (UKB) data (Bycroft et al., 2018) for our anal-
yses. Speci cally, we considered trait hypertension (HTS), and 408,338 individuals
of the white British ancestry with no missing value of HTS. The pruning process of
the SNPs are the same as that for the HDL trait. We then randomly split the data
into two parts, one as the training setX and the other as the test selX , both with

a dimension of 204169 715783. Each of the missing values iX and X was
replaced/imputed with the mean of the observed values of the corresponding SNP.
Both X and X were centered (so that each SNP had mean 0) and we did not do any

transformation to the trait vectors Y and.

A.4.2 Implementation details
Calculation of the GWAS summary statistics on the training data

Due to the small e ects of SNPs, a logistic regression model for a binary trait can
be approximated as a linear model as discussed in (Knutson et al., 2020). Hence we
considered two strategies to calculate the estimated marginal e ects , their SEs,
and the p-values on the training set. The rst is that we t a linear model (LM)

for marginal SNP-trait association; the second is that we t a logistic regression

model/generalized linear model (GLM), then use the following procedure proposed
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in (Knutson et al., 2020) to transform them to that in a linear model:

e b
1= mbl (A-4)
bo
SE( 1) ufTWSE@l) (A.5)

where by is the log odds of being a case for the SNP reference group, which can be
estimated as log(222 1:03946 in the training set;b; is the log odds ratio for
the SNP.

The LS-imputation method

We can apply both the OLS and the WLS methods to impute the trait values. For
computing, we splitX into 8 batches of almost equal sizes, 7 with sample size 25,000
and 1 with 29,169, and we centered the SNP matrix per batch (so that the sample
mean of each SNP was 0). We randomly selected 50,000 SNPs from the 62,930 SNPs
for LM-based GWAS summary statistics, or from 62,925 SNPs for GLM-based GWAS
summary statistics with their marginal SNP-trait association p-values less than 0.05

in the training data, then applied the inv method (see Appendix A.5.5) with =10 ©

for LS-imputation.

A.4.3 Results
The LS-imputation method

Figure A.1 shows the scatter plots of the imputed versus observed trait values. We
could see that, no matter how we calculated the GWAS summary statistics on the

training set, the OLS method and WLS method gave the results looking di erent at
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the rst glance; however, if we removed (or ignored) the two outliers (shown in (c)
and (f)) in (b) and (e), the results would look quite similar. The Pearson correla-
tions in the above four panels were 0.0888, 0.0926, 0.0888 and 0.0926 respectively.
Although the Pearson correlations here were relatively low, as we mentioned in the
continuous trait case, the Pearson correlation between the imputed and observed trait
values may not fully re ect the performance of an imputation method; we will again
compare the marginal e ect size estimates, their SEs and -log10(p-values) to assess
the performance. Besides, we could also calculate the Nagelkerke's pseRéof the
logistic model where we used the observed trait value on the test set as the response
variable, and the imputed trait values as predictors. The Nagelkerke's pseuf® was
0.0115 for the logistic model built by the OLS-imputed trait values, 0.0126 for the
logistic model built by the WLS-imputed trait values; the pseudoR? values were the
same for the two strategies of GWAS summary statistics calculation for both the OLS
and WLS methods.
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@) (b) ()

(d) (e) ()

Figure A.1: Comparison of the observed and imputed binary (HTS) trait values on
the test data: (a): OLS method, linear model (LM)-based GWAS summary statis-
tics; (b): WLS method, LM-based GWAS summary statistics; (c): WLS method,

LM-based GWAS summary statistics, and outliers removed; (d): OLS method, logis-
tic regression/generalized linear model (GLM)-based GWAS summary statistics; (e):
WLS method, GLM-based GWAS summary statistics; (f): WLS method, GLM-based
GWAS summary statistics, and outliers removed.

Figure A.2 compares the estimated marginal e ect sizes, SEs and -log10(p-values)
calculated with the observed binary (HTS) trait from the training and the test data
respectively. The Pearson correlation between the estimated marginal e ect sizes was
0.509. The SEs calculated with the observed trait values on the training data and

the test data did not di er much with a Pearson correlation larger than 0.999. As
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for the -log10(p-values), the two sets of the p-values looked similar with the Pearson

correlation at 0.516.

@) (b) (©

Figure A.2: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) calculated with the observed binary (HTS) trait in the training and the test
data respectively.

Figure A.3 compares the estimated marginal e ect sizes calculated with the ob-
served (HTS) trait and the imputed trait in the test data. We could see that in all
the cases, the estimated marginal e ect sizes formed two clusters centered around 0
because the least signi cant SNPs with p-values larger than 0.05 (and thus mostly
likely with the marginal association estimates close to 0) were not used and thus
not shown in the training data. The Pearson correlations between the observed and
imputed trait values in (a) and (b) were 0.528 and 0.538 respectively, while those
between the marginal e ect sizes calculated with the observed and the imputed trait
values in (c) and (d) were 0.527 and 0.537 respectively. The Pearson correlations from
the WLS and OLS method did not have much di erence, and the correlations also
did not di er much for the results from the two di erent GWAS summary statistics

calculation strategies.
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Figure A.3: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait values in the test data: (a): OLS method, LM-based
GWAS summary statistics; (b): WLS method, LM-based GWAS summary statistics;
(c): OLS method, GLM-based GWAS summary statistics; (d): WLS method, GLM-
based GWAS summary statistics.
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Figure A.4 compares the SEs calculated with the observed (HTS) trait and the
imputed trait in the test data. No matter how we calculated the GWAS summary
statistics and used the OLS or WLS method, the SEs were almost the same; the
Pearson correlations of the SEs calculated with the observed and imputed trait values

were higher than 0.999 in all the cases.
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Figure A.4: Comparison of the SEs calculated with the observed and imputed trait
values in the test data: (a): OLS method, LM-based GWAS summary statistics;
(b): WLS method, LM-based GWAS summary statistics; (c): OLS method, GLM-
based GWAS summary statistics; (d): WLS method, GLM-based GWAS summary

statistics.
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Figure A.5 compares the -logl0(p-values) calculated with the observed (HTS)
trait and the imputed trait in the test data. Similar as above, there was no obvious
di erence between the results from the WLS and OLS methods, and between those
using the two di erent GWAS summary statistics calculation strategies. The Pearson
correlations of the -log10(p-values) calculated with the observed and imputed trait
values in (a) and (b) were 0.527 and 0.523, while in (c) and (d), they were 0.537 and
0.538.
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Figure A.5: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data: (a): OLS method, LM-based GWAS summary
statistics; (b): WLS method, LM-based GWAS summary statistics; (c): OLS method,
GLM-based GWAS summary statistics; (d): WLS method, GLM-based GWAS sum-

mary statistics.
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Figure A.6 demonstrates the estimated marginal e ect sizes, SEs and -log10(p-
values) calculated with di erent models with the observed (HTS) trait in the training
data. We could see that the estimated marginal e ect sizes from the linear model and
logistic regression model were almost the same with a Pearson correlation larger than
0.999; while for the SEs, the Pearson correlation was also larger than 0.999. For the
-log10(p-values), the Pearson correlation was exactly 1, indicating an almost perfect
agreement between the two. Figure A.7 compares the imputed (HTS) trait values
based on the linear model (LM) and logistic regression model (GLM) to calculate
the GWAS summary statistics on the test data. We could see that, though the
di erences between the estimated marginal e ect sizes were not large, the di erences

were somewhat ampli ed during the trait imputation process.

@) (b) (c)

Figure A.6: Comparison of the GWAS summary statistics calculated with di erent
models with the observed (HTS) trait in the training data.
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Figure A.7: Comparison of the imputed (HTS) trait values based on LM- and GLM-
calculated GWAS summary statistics on the test data.

Figure A.8 shows the Venn diagrams for the signi cant SNPs or loci identi ed
under the additive model for the OLS method and LM-based GWAS summary statis-
tics; the signi cance cut-o was the usual 5 10 8. Similar as the trait HDL case,
the LS-imputed HTS trait values gave the results in high agreements with those from

using the observed HTS trait values.
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Figure A.8: Venn diagrams for the signi cant (a) SNPs and (b) loci identi ed under
the additive model for the OLS method and LM-based GWAS summary statistics.

The PRS-CS method

Figure A.9 compares the estimated marginal e ect sizes, SEs, -log10(p-values) cal-
culated with the observed (HTS) trait and the PRS-CS-imputed trait values in the
test data. Figure A.9 (a), (c) and (e) are based on the linear model to calculate

GWAS summary statistics, while (b), (d) and (f) are based on the logistic regression
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model to calculate GWAS summary statistics. We could see that there was no obvi-
ous di erence between the results from the two di erent GWAS summary statistics
calculation strategies. The Pearson correlations for (a) and (d) were 0.457 and 0.476,
for both (b) and (e) were larger than 0.999, and for (c) and (f) were 0.391 and 0.389
respectively. It is clear that the LS-imputation method performed much better than
the PRS-CS method: PRS-CS tended to severely under-estimate the SEs, and thus

dramatically over-estimated the signi cance levels of the p-values.

@) (b) (©)

(d) (e) ()

Figure A.9: Comparison of the estimated marginal e ect sizes, SEs, -log10(p-values)
calculated with the observed and PRS-CS-imputed trait values in the test data:
(a)&(c)&(e): LM-based GWAS summary statistics; (b)&(d)&(f): GLM-based GWAS
summary statistics.
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A.5 Other results for trait HDL

A.5.1 Marginal associations under the dominant model

Figure A.10 and Figure A.11 show the results under the dominant model.

(@) (b)

() (d)

Figure A.10: Manhattan plots under the dominant model: (a) observed/true trait
(HDL) in the training data; (b) observed trait in the test data; (c) LS-imputed trait

in the test data; (d) PRS-CS-imputed trait in the test data. The horizontal red and
blue lines correspond to the usual and suggestive genome-wide signi cance levels of
5 10 & and 10 ° respectively.
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Figure A.11: Comparison of the estimated marginal e ect sizes (a)-(c) and -log10(p-
values) (d)-(f) under the dominant model: (a)&(d) calculated with the observed
(HDL) trait (and genotypes) in the training and test data respectively; (b)&(e) with
the observed (HDL) trait in the test data and LS-imputed trait in the test data,
(c)&(f) with the observed (HDL) trait in the test data and PRS-CS-imputed trait in

the test data.

A.5.2 Venn diagrams for the signi cant SNPs or loci identi-

ed under the dominant model

Figure A.12 show the Venn diagram under the dominant model.
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Figure A.12: Venn diagrams for the signi cant SNPs (a) or loci (b) identi ed under
the dominant model.
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A.5.3 E ects of batch size m, SNP selection, training sample

size ni, and test sample size n, on performance
E ects of batch size

To further explore how the batch size a ects imputing traits, especially in cases when
the batch size is small, we considered the setups wigh= 50;000,n, = 178;176 and
various batch sizes of 500, 5,000, 12,500 and 25,000 respectively. In this analysis,
we did not center the observed trait (HDL) values when we calculated the GWAS
summary statistics on the training set, and we centered the SNP matrix per batch
(such that the sample mean of each SNP was 0). As we did not scale the SNP matrix,

the closed-form solution o is
¥ =[(DX9YDX 9" (DX 9*" ; (A.6)

where D = diag(di;dy; :::;dy) is a diagonal matrix with diagonal elementsd; =
(ij’X;j) 1. Besides using thdinalg.pinv  function in the numpypackage in python

to calculate the Moore-Penrose generalized inverse (ginv) directly, we could also add
a small positive constant to the diagonal elements of DX DX 9 and calculate
the inverse of DX 9qDX 9+ | with the linalg.inv  function in the numpypackage

in python instead(inv method). Here we chose to be either 10 ® or 10 *2. In the
following analysis, the rcond parameter iianlg.pinv ~ was set to be the square root
of the machine epsilon in python. Note that the batch size cannot be too small; other-
wise X, may be monomorphic, leading to 0 elements of matri® and thus numerical
errors. After we obtained the imputed trait vector on each batch, we centered it at
sample mean 0 on each batch and then pooled them together across the batches to
be used for subsequent analyses.

Table A.1 shows the Pearson correlations of the imputed and observed trait values
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with di erent batch sizes and computational methods. We could see that for each
batch size, the Pearson correlations obtained from di erent computational methods
were almost the same; with the batch size increasing, the Pearson correlation tended
to decrease. Figure A.13 shows the scatter plot of the imputed and observed trait
values. We could see that the results from all the three methods were almost the
same; with the increasing batch size, the range of the imputed trait values got closer
to that of the observed ones. Notice that Figure A.13(K) did not look very similar to
Figure A.13(J) and Figure A.13(L), but it was mainly due to the four outliers in (J)

and (L); if we removed these four outlying points, the results would look very similar.

Batch size ginv inv( =10 %) inv( =10 ?)

500 0.2641 0.2641 0.2641
5,000 0.2530 0.2530 0.2530
12,500 0.2113 0.2113 0.2113
25,000 0.1562 0.1596 0.1562

Table A.1: Comparison of the Pearson correlations between imputed and ob-
served trait values with di erent batch sizes, using the generalized inverse (ginv) of

(DX 94DX 9 or using the usual inverse (inv) of DX 94DX 9+ | , andn, = 178;176,
p = 50; 000.
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Figure A.13: Comparison of the observed and imputed (HDL) trait values on the
test data for generalized inverse, inv(= 10 ®) and inv( = 10 '?): (a)-(c): batch
size=500; (d)-(f): batch size=5,000.
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Figure A.13: Comparison of the observed and imputed (HDL) trait values on the
test data for generalized inverse, inv(= 10 ) and inv( = 10 !2): (g)-(i): batch
size=12,500; (j)-(1): batch size=25,000.

Again, the Pearson correlation between the imputed and observed trait values
may not represent the performance of an imputation method in subsequent analyses;
we will compare the marginal e ect size estimates, their SEs and -log10(p-values) to
assess the performance.

Figure A.14 compares the estimated marginal e ect sizes calculated with the ob-
served (HDL) trait and the imputed trait in the test data. We could see that for the
same batch size, the di erent methods tended to give very similar results. When the

batch size was small, the estimated marginal e ect size was biased, while with the
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batch size increasing, the bias became much smaller.

@) (b) (c)

(d) (e) )

Figure A.14: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait values in the test data for generalized inverse, invE
10 ®) and inv( =10 *?): (a)-(c): batch size=500; (d)-(f): batch size=5,000.
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Figure A.14: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait values in the test data for generalized inverse, invE
10 ®) and inv( =10 '?): (g)-(i): batch size=12,500; (j)-(I): batch size=25,000.

Figure A.15 compares the SEs calculated with the observed trait and imputed trait
in the test data. For the same batch size, the di erent methods again tended to give
very similar results. When the batch size was small, we tended to under-estimate the
SEs; with the batch size growing, the estimated SEs became larger; when the batch

size reached 25,000, it would slightly over-estimate the SEs.
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Figure A.15: Comparison of the SEs calculated with the observed and imputed trait
values in the test data for generalized inverse, inv(= 10 °) and inv( = 10 '?):
(a)-(c): batch size=500; (d)-(f): batch size=5,000.
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Figure A.15: Comparison of the SEs calculated with the observed and imputed trait
values in the test data for generalized inverse, inv(= 10 °) and inv( = 10 '?):
(9)-(i): batch size=12,500; (j)-(I): batch size=25,000.

Figure A.16 compares the -log10(p-values) calculated with the observed and im-
puted trait values in the test data. For the same batch size, the di erent methods
again tended to give very similar results. When the batch size was small, we tended to
over-estimate the -log10(p-values); with the batch size increasing, the over-estimation
became not so obvious, and when the batch size reached 25,000, we slightly under-

estimated the -log10(p-values).
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Figure A.16: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data for generalized inverse, inv( = 10 °) and
inv( =10 '?): (a)-(c): batch size=500; (d)-(f): batch size=5,000.
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Figure A.16: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data for generalized inverse, inv( = 10 °) and
inv( =10 *?): (g)-(i): batch size=12,500; (j)-(I): batch size=25,000.

E ects of SNP selection

In the above (and default) analyses, we randomly selected 50,000 SNPs from the
67,036 SNPs with their marginal SNP-trait association p-values less than 0.05 on
the training data; we now considerp = 75; 000 andp = 100; 000 SNPs respectively;

we included all 67,036 SNPs with p-values less than 0.05 on the training set, and
randomly selected the other 7,964 (fop = 75; 000) or 32,964 SNPs (fop = 100; 000)

from all the remaining SNPs. Besides, we also considered another screening rule to
select SNPs: we selected those 50,000/75,000/100,000 SNPs with the smallest SEs
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of their SNP-trait marginal associations on the training data. We note that when

p = 50;000, only 5,567 SNPs were in common between the SE- and p-value-based
screening rules. For the analysis in this section, we consideneg= 178; 176, batch
size=25,000; for each case @ we again considered three di erent computational
implementations: calculating the Moore-Penrose generalized inverse (ginv) directly,
adding a small positive constant to the diagonal elements of DX 9YDX 9 and then
calculating the inverse of DX 94DX 9+ | with  being either 10° or 10 2.

Table A.2 shows the Pearson correlations of the imputed and observed trait values
with di erent numbers of SNPs and computational methods. We could see that for
the same number of SNPs, using the SNPs selected with the p-value-based screening
rule gave higher Pearson correlations than those selected with the SE-based screening
rule. And for the same screening rule, with the number of SNPs increasing, the

Pearson correlation also increased.

p SNP selection ginv  inv( =10 ) inv( =10 1?)

50,000 p-value 0.1562 0.1596 0.1562
50,000 SE 0.1267 0.1316 0.1267
75,000 p-value 0.1880 0.1890 0.1880
75,000 SE 0.1543 0.1559 0.1543
100,000 p-value 0.2081 0.2086 0.2081
100,000 SE 0.1713 0.1722 0.1713

Table A.2: Comparison of the Pearson correlation between imputed and observed
trait values with di erent number of SNPs (p), using the generalized inverse (ginv) of
(DX 99DX 9 or using the usual inverse (inv) of DX 94DX 9+ | , andn, = 178;176,
batch size=25,000.

Figure A.17 show the Pearson correlations of the imputed trait and observed trait
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values. We could see that for the same number of SNPs, no matter which screening
rule was used, the Pearson correlations obtained from ginv and invEé 10 *?) were
almost the same, and only slightly di erent from that of inv( = 10 °); however, if
we removed the few outliers, their results would look almost identical. For the same
number of SNPs, the p-value-based screening SNPs tended to give the imputed trait
values with a range more similar to that of the observed trait; with the number of

SNPs increasing, the imputed trait values dispersed more uniformly.
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Figure A.17: Comparison of the observed and imputed (HDL) trait values on the
test data, n, = 178; 176, batch size=25,000: (a)-(c)p = 50;000 (p-value screening)
for generalized inverse, inv( = 10 ®) and inv( = 10 *?); (d)-(f): p = 50;000 (SE
screening) for generalized inverse.
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Figure A.17: Comparison of the observed and imputed (HDL) trait values on the
test data, n, = 178;176, batch size=25,000: (g)-(i):p = 75;000 (p-value screening)
for generalized inverse, inv( = 10 ) and inv( =10 *?); (j)-(): p = 75;000 (SE

screening) for generalized inverse, inv(= 10 ©) and inv( =10 *?).
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Figure A.17: Comparison of the observed and imputed (HDL) trait values on the test
data, n, = 178;176, batch size=25,000: (m)-(0):p = 100;000 (p-value screening)
for generalized inverse, inv(= 10 ®) and inv( =10 *?); (p)-(r): p = 100;000 (SE
screening) for generalized inverse, inv(= 10 ©) and inv( =10 *?).

Figure A.18 compare the estimated marginal e ect sizes calculated with the ob-
served (HDL) trait and the imputed trait in the test data. For all the cases, three
di erent computational methods tended to give similar results. Note that the e ect
size estimates from the SE-based screening rule concentrated more tightly around O
than those from the p-value-based screening rule because di erent SNPs were used
and thus shown. In particular, while the SE-based screening rule selected the SNPs

with smaller SEs of the marginal SNP-trait association estimates, it ended up select-
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ing fewer signi cant SNPs because many selected SNPs had smaller estimated e ect
sizes. The marginal e ect size estimates do not change much as the number of SNPs

increases.
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Figure A.18: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait values in the test datan, = 178; 176, batch size=25,000:
(a)-(c): p = 50;000 (p-value screening) for generalized inverse, invEé 10 °) and
inv( =10 *?); (d)-(f): p = 50;000 (SE screening) for generalized inverse, invE
10 ®) and inv( =10 1?).
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Figure A.18: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait values in the test datan, = 178; 176, batch size=25,000:
(9)-(): p = 75;000 (p-value screening) for generalized inverse, invE 10 ©) and
inv( =10 *); ()-(): p = 75;000 (SE screening) for generalized inverse, invE
10 %) and inv( =10 1?).
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Figure A.18: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait values in the test datan, = 178; 176, batch size=25,000:
(m)-(0): p = 100;000 (p-value screening) for generalized inverse, invE 10 ©)
and inv( = 10 *?); (p)-(r): p = 100;000 (SE screening) for generalized inverse,
inv( =10 %) and inv( =10 1?).

Figure A.19 the SEs calculated with the observed trait and imputed trait in the
test data. Again, for the samep, the di erent methods gave similar results; with the
SE-based screening rule of SNPs, it tended to under-estimate the SEs quite a lot;
with the number of SNPs increasing, this under-estimation did not change; for the
p-value-based screening rule of SNPs, wifh= 50; 000, it tended to over-estimate the

SEs a bit, but as the number of SNPs increases, it under-estimated the SEs instead.
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Figure A.19: Comparison of the SEs calculated with the observed and imputed trait
values in the test data,n, = 178;176, batch size=25,000: (a)-(c):p = 50;000 (p-
value screening) for generalized inverse, invE 10 ) and inv( = 10 *?); (d)-(f):
p = 50; 000 (SE screening) for generalized inverse, invE 10 8) and inv( =10 ?).
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Figure A.19: Comparison of the SEs calculated with the observed and imputed trait
values in the test data,n, = 178;176, batch size=25,000: (g)-(i):p = 75;000 (p-
value screening) for generalized inverse, inv(= 10 ©) and inv( = 10 *?); (j)-(I):

p = 75; 000 (SE screening) for generalized inverse, invE 10 8) and inv( =10 ?).
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Figure A.19: Comparison of the SEs calculated with the observed and imputed trait
values in the test data,n, = 178; 176, batch size=25,000: (m)-(o):p = 100; 000 (p-
value screening) for generalized inverse, invE 10 ©) and inv( = 10 *2); (p)-(r):
p = 100; 000 (SE screening) for generalized inverse, invE€ 10 ) andinv( =10 ?).

Figure A.20 compare the -log10(p-values) calculated with the observed and im-
puted trait values in the test data. For the SE-based screening rule, with the number
of SNPs increasing, it tended to over-estimate the -log10(p-values). In contrast, for
the p-value-based screening rule, whgm= 50; 000, it tended to under-estimate the
-log10(p-values) a little bit, but asp increased, it tended to over-estimate the -log10(p-

values) a little bit.
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Figure A.20: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data, n, = 178;176, batch size=25,000: (a)-(c):
p = 50;000 (p-value screening) for generalized inverse, invEé 10 ©) and inv( =

10 *2); (d)-(f): p=50;000 (SE screening) for generalized inverse, invE 10 ©) and
inv( =10 1?).
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Figure A.20: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data, n, = 178;176, batch size=25,000: (g)-(i):
p = 75;000 (p-value screening) for generalized inverse, invEé 10 ©) and inv( =

10 *2); (j)-(): p= 75;000 (SE screening) for generalized inverse, invEé 10 ) and
inv( =10 1?).
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Figure A.20: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data, n, = 178;176, batch size=25,000: (m)-(0):
p = 100; 000 (p-value screening) for generalized inverse, invEé 10 6) and inv( =

10 *2); (p)-(r): p = 100;000 (SE screening) for generalized inverse, invE 10 )
and inv( =10 *?).

E ects of training sample size (  n;) test sample size ( n;) SNP number ( p)
and batch size ( m) on Pearson correlations between the observed and LS-

imputed trait values

Table A.3 shows the Pearson correlations of the observed and LS-imputed trait (HDL)
values on two test sets under di erent settings. First, when we xed the test sam-

ple size 6,), SNP number (p) and batch size (n), the Pearson correlation clearly
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increased with the training samples sizeng); that is, the performance of the LS-
imputation method improved with the training sample size. For example, when
n, = 25;000, p = 25;000, m = 25;000, the correlation changed from around 0.08
for n; = 25;000 to around 0.14 fom; = 178;175 on the two test sets. When we
xed n;, p and m, the increase ofn, did not help much with the increase of the
Pearson correlation; for di erent combinations oh,, p and m, it sometimes increased
then decreased, while other times decreased then increasechasncreased, though
the uctuation of the Pearson correlation was small. When we xedn;, n, and

m, the Pearson correlation changed in some interesting ways psncreased: when
n; = 50;000, n, = 50;000 andm = 25; 000, increasingp from 25,000 to 100,000,
the Pearson correlation changed slightly from around 0.11 to around 0.13 on the two
test sets; forn, = 50;000,n, = 50;000 andm = 12;500, increasingp from 25,000 to
100,000, the Pearson correlation changed more obviously from around 0.1 to around
0.18; but for n; = 50;000, n, = 50;000 andm = 50; 000, increasingp from 25,000

to 100,000, the Pearson correlation did not have much change at around 0.1. Last,
when we xed ny, n, and p, we could see that under most cases, especially when
p was large, increasing the number of batch size decreased the Pearson correlation;
however, wherp was relatively small, sayp = 25; 000, increasing the number of batch

size did not a ect the Pearson correlation much.
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n, n, p batch size testsetl testset?2
25,000 25,000 25,000 12,500 0.0932 0.0929
25,000 25,000 25,000 25,000 0.0796 0.0829
50,000 25,000 25,000 12,500 0.1170 0.1147
50,000 25,000 25,000 25,000 0.0977 0.0897
50,000 50,000 25,000 12,500 0.1015 0.0875
50,000 50,000 25,000 25,000 0.1182 0.1112
50,000 50,000 25,000 50,000 0.1181 0.1064
50,000 50,000 50,000 12,500 0.1569 0.1436
50,000 50,000 50,000 25,000 0.1113 0.0979
50,000 50,000 50,000 50,000 0.0978 0.0898
50,000 50,000 75,000 12,500 0.1710 0.1631
50,000 50,000 75,000 25,000 0.1298 0.1221
50,000 50,000 75,000 50,000 0.0959 0.0893
50,000 50,000 100,000 12,500 0.1814 0.1730
50,000 50,000 100,000 25,000 0.1455 0.1383
50,000 50,000 100,000 50,000 0.1054 0.1020
50,000 75,000 25,000 12,500 0.1119 0.1056
50,000 75,000 25,000 25,000 0.0954 0.0904
50,000 75,000 25,000 75,000 0.1298 0.1210
100,000 25,000 25,000 12,500 0.1499 0.1405
100,000 25,000 25,000 25,000 0.1188 0.1117
178,175 25,000 25,000 12,500 0.1716 0.1719
178,175 25,000 25,000 25,000 0.1401 0.1370

Table A.3: The Pearson correlations between the observed and LS-imputed trait
(HDL) values in two test sets under various settings.
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A.5.4 The WLS method

As before, for the WLS method, we could calculate the Moore-Penrose generalized
inverse (ginv) directly, or we could add a small positive constant to the diagonal
elements ofX'X%and calculate the inverse of XX9* + | , where was chosen to be
10 ® or 10 2, We setn, to be 178,176, batch size 25,000, amd50,000 or 75,000 or
100,000; in all cases the SNPs were selected by the SE-based screening rule.

Table A.4 shows the Pearson correlations of the imputed and observed trait values
with di erent numbers of SNPs and computational methods. We see that with any
given number of SNPs being used, the Pearson correlations from all the methods were
essentially the same. With the number of SNPs increasing, the Pearson correlation
also increased. Most importantly, the Pearson correlations obtained from the WLS

method and the OLS method were quite close.

P Imputing method ginv  inv( =10 8 inv( =10 %?)

50,000 WLS 0.1268 0.1268 0.1268
75,000 WLS 0.1545 0.1545 0.1545
100,000 WLS 0.1716 0.1716 0.1716
50,000 OLS 0.1267 0.1316 0.1267
75,000 OLS 0.1543 0.1559 0.1543
100,000 OLS 0.1713 0.1722 0.1713

Table A.4: Comparison of the Pearson correlations between imputed and observed
trait with di erent number of SNPs (SE screening) and using the generalized inverse
(ginv) or using the usual inverse (inv) of KX9* + | for =10 ®and =10 *?,
and n, = 178; 176, batch size=25,000.

Figure A.21 and Figure A.22 show the scatter plots between the imputed and

observed trait values on the test data for the WLS and OLS methods respectively.
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We see that the results from the WLS and the OLS looked very similar.



A.5. Other results for trait HDL 153

@) (b) ()

(d) (e) ()

(9 (h) @

Figure A.21: Comparison of the observed and imputed (HDL) trait values on the
test data, WLS method, n, = 178;176, batch size=25,000: (a)-(c):p = 50;000
(SE screening) for generalized inverse, inv(= 10 ©) and inv( = 10 ?); (d)-(f):

p = 75; 000 (SE screening) for generalized inverse, invE 10 8) and inv( =10 ?);
(9)-(i): p = 100; 000 (SE screening) for generalized inverse, inv€ 10 ®) andinv( =
10 12),
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Figure A.22: Comparison of the observed and imputed (HDL) trait values on the
test data, OLS method, n, = 178;176, batch size=25,000: (a)-(c):p = 50;000
(SE screening) for generalized inverse, inv(= 10 ©) and inv( = 10 ?); (d)-(f):

p = 75; 000 (SE screening) for generalized inverse, invE 10 8) and inv( =10 ?);
(9)-(i): p = 100; 000 (SE screening) for generalized inverse, inv€ 10 ®) andinv( =
10 12),
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Figure A.23, Figure A.25 and Figure A.27 compare the estimated marginal e ect
sizes, SEs and -log10(p-values) calculated with the observed (HDL) trait and the
imputed trait values in the test data respectively. For all the cases, the results from
three di erent computational methods were almost the same. More importantly,
compared to the results by OLS in Figures Figure A.24, Figure A.26 and Figure A.28,

the WLS gave quite similar results.
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Figure A.23: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait in the test data, WLS method,n, = 178;176, batch
size=25,000: (a)-(c):p = 50; 000 (SE screening) for generalized inverse, invE 10 ©)
and inv( = 10 '?); (d)-(f): p = 75;000 (SE screening) for generalized inverse,
inv( =10 % andinv( =10 *?); (g)-(i): p= 100;000 (SE screening) for generalized
inverse, inv( =10 °) and inv( =10 12).
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Figure A.24: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait in the test data, OLS method,n, = 178;176, batch
size=25,000: (a)-(c):p = 50; 000 (SE screening) for generalized inverse, invE 10 ©)
and inv( = 10 '?); (d)-(f): p = 75;000 (SE screening) for generalized inverse,
inv( =10 % andinv( =10 *?); (g)-(i): p= 100;000 (SE screening) for generalized
inverse, inv( =10 °) and inv( =10 12).
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Figure A.25: Comparison of the SEs calculated with the observed and imputed trait
in the test data, WLS method,n, = 178; 176, batch size=25,000: (a)-(c)p = 50; 000
(SE screening) for generalized inverse, inv(= 10 ©) and inv( = 10 ?); (d)-(f):

p = 75; 000 (SE screening) for generalized inverse, invE 10 8) and inv( =10 ?);
(9)-(i): p = 100; 000 (SE screening) for generalized inverse, inv€ 10 ®) andinv( =
10 12),
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Figure A.26: Comparison of the SEs calculated with the observed and imputed trait
in the test data, OLS method,n, = 178; 176, batch size=25,000: (a)-(c)p = 50; 000
(SE screening) for generalized inverse, inv(= 10 ©) and inv( = 10 ?); (d)-(f):

p = 75; 000 (SE screening) for generalized inverse, invE 10 8) and inv( =10 ?);
(9)-(i): p = 100; 000 (SE screening) for generalized inverse, inv€ 10 ®) andinv( =
10 12),
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Figure A.27: Comparison of the -log10(p-values) calculated with the observed and
imputed trait in the test data, WLS method, n, = 178; 176, batch size=25,000: (a)-
(c): p =50;000 (SE screening) for generalized inverse, invE 10 8) and inv( =

10 *2); (d)-(f): p = 75;000 (SE screening) for generalized inverse, invE 10 )
and inv( = 10 *?); (g)-(): p = 100;000 (SE screening) for generalized inverse,
inv( =10 %) and inv( =10 '?).
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Figure A.28: Comparison of the -log10(p-values) calculated with the observed and
imputed trait in the test data, OLS method, n, = 178; 176, batch size=25,000: (a)-(c):
p = 50;000 (SE screening) for generalized inverse, invEé 10 ©) and inv( =10 ?);
(d)-(f): p=75;000 (SE screening) for generalized inverse, invE€ 10 ) and inv( =

10 *?); (9)-(i): p = 100;000 (SE screening) for generalized inverse, invEé 10 ©) and
inv( =10 1?).
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A.5.5 Comparison with the Cholesky decomposition-based

algorithm

The Cholesky decomposition is widely used to solve large systems of linear equa-
tions, in particular, large least squares problems (Younis, 2015). We can also use the
Cholesky decomposition (CD) to obtain? (without directly inverting a large matrix).
For this purpose, we use functiorinalg.cholesky in python packagescipy to im-
plement CD. If we directly use DX 9qDX 9, the algorithm sometimes fails when
(DX 9qDX 9 is not positive semi-de nite, though it should be, due to numerical er-
rors. Thus we again consider the (ridge-regularized) matrixOX A4DX 9 + | with

=10 ®or 10 *?instead. We considered cases with, = 178; 176, batch size 25,000,
and the number of SNPs selecteg = 50;000 or 75,000 or 100,000 with the SNPs
selected by the p-value-based screening rule.

Table A.5 shows the Pearson correlations between the imputed and observed trait

values with di erent numbers of SNPs and computational methods. The Pearson
correlations with the Cholesky decomposition were exactly the same as those from

taking the inverse (inv) obtained before.
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P Method =106 =10 *?

50,000 CD 0.1596 0.1562
75,000 CD 0.1890 0.1880
100,000 CD 0.2086 0.2081
50,000 inv 0.1596 0.1562
75,000 inv 0.1890 0.1880

100,000 inv 0.2086 0.2081

Table A.5: Comparison of the Pearson correlations between imputed and observed
trait values with di erent number of SNPs (p-value screening) and computational
methods, andn, = 178; 176 and batch size=25,000.

Figure A.29 shows the scatter plots between the imputed and observed trait values
on the test data calculated by the Cholesky decomposition method. These plots also

look quite similar to Figure A.30 obtained by the inverse method.
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Figure A.29: Comparison of the observed and imputed (HDL) trait values on the test
data, Cholesky decomposition methodn, = 178;176, batch size=25,000: (a)&(d):
p = 50;000 (p-value screening) for = 10 ® and = 10 ?; (b)&(e): p = 75;000
(p-value screening) for = 10 ® and = 10 *?; (c)&(f): p = 100;000 (p-value
screening) for =10 ®and =10 %2
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Figure A.30: Comparison of the observed and imputed (HDL) trait values on the test

data, inv method, n, = 178; 176, batch size=25,000: (a)&(d):p = 50;000 (p-value

screening) for =10 ®and =10 *?; (b)&(e): p = 75;000 (p-value screening) for
=10 ®and =10 %2 (c)&(f): p=100;000 (p-value screening) for = 10 © and
=10 12,

Figure A.31, Figure A.33 and Figure A.35 compared the estimated marginal e ect
sizes, SEs and -log10(p-values) calculated with the observed (HDL) trait and the
imputed trait values on the test data by the Cholesky decomposition respectively. In
all the cases, the results were almost the same as those by the inverse method shown
in Figure A.32, Figure A.34 and Figure A.36.
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Figure A.31: Comparison of the estimated marginal e ect sizes calculated with the

observed and imputed trait values in the test data, Cholesky decomposition method,

n, = 178;176, batch size=25,000: (a)&(d):p = 50;000 (p-value screening) for =

10 ® and = 10 *?; (b)&(e): p = 75;000 (p-value screening) for = 10 © and
=10 *?; (c)&(f): p=100;000 (p-value screening) for =10 ¢ and =10 12
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Figure A.32: Comparison of the estimated marginal e ect sizes calculated with the
observed and imputed trait values in the test data, inv methodn, = 178; 176, batch
size=25,000: (a)&(d): p = 50;000 (p-value screening) for = 10 ¢ and =10 *?
(b)&(e): p = 75;000 (p-value screening) for = 10 ¢ and = 10 *2; (c)&(f):

p = 100; 000 (p-value screening) for =10 ® and =10 2
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Figure A.33: Comparison of the SEs calculated with the observed and imputed
trait values in the test data, Cholesky decomposition methody, = 178; 176, batch
size=25,000: (a)&(d): p = 50;000 (p-value screening) for = 10 ¢ and =10 *?
(b)&(e): p = 75;000 (p-value screening) for = 10 ¢ and = 10 *2; (c)&(f):

p = 100; 000 (p-value screening) for =10 ® and =10 2
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Figure A.34: Comparison of the SEs calculated with the observed and imputed trait
values in the test data, inv method,n, = 178;176, batch size=25,000: (a)&(d):
p = 50;000 (p-value screening) for = 10 ® and = 10 *?; (b)&(e): p = 75;000
(p-value screening) for = 10 ® and = 10 *?; (c)&(f): p = 100;000 (p-value
screening) for =10 ®and =10 %2
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Figure A.35: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data, Cholesky decomposition method), = 178; 176,
batch size=25,000: (a)&(d): p = 50;000 (p-value screening) for = 10 % and =

10 *?; (b)&(e): p = 75;000 (p-value screening) for =10 ¢ and =10 *?; (c)&(f):

p = 100; 000 (p-value screening) for =10 ® and =10 2
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Figure A.36: Comparison of the -log10(p-values) calculated with the observed and
imputed trait values in the test data, inv method, n, = 178; 176, batch size=25,000:
(a)&(d): p = 50;000 (p-value screening) for = 10 ¢ and = 10 *?; (b)&(e):

p = 75;000 (p-value screening) for = 10 % and =10 *?; (c)&(f): p = 100;000
(p-value screening) for =10 ®and =10 %2

A.5.6 Computational issues

The proposed LS-imputation method can be implemented in several ways. In ad-
dition to directly taking the generalized inverse of matrixXX ° or the inverse of its
regularized formXX %+ | , denoted respectively agjinv and inv( ), we have im-
plemented two other algorithms to avoid inverting a large matrix. The rst is based

on the Cholesky decomposition oKX °+ | to recursively solve a system of linear
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equations to obtain¥ (Younis, 2015), denoted a€D( ). the second is to use a new
variant of the gradient-descent algorithm, called ADAM (Kingma and Ba, 2015), to
minimize the LS objective function to obtain¥ .

Table A.6 and Table A.7 list the computational time of each method under several
settings; each listed time here is the total computational time for all the batches
with the batch size 25,000. All the computation was done on the Agate cluster, a
HPC server provided by the Minnesota Supercomputing Institute at the University
of Minnesota. We see that among all the methods, the Cholesky decomposition (CD)
was the fastest; there was barely any di erence between using the two di erent
values; directly calculating the generalized inverse (ginv) was the slowest, while the
inv method was relatively fast when the number of SNPs was small, but with the

number of SNPs increasing, its speed approached that of the ADAM method.

P SNP selection CD( =10 ¢) CD( =10 '?) ADAM

50,000 p-value 8.02 7.83 14.68
50,000 SE 7.95 8.23 12.56
75,000 p-value 16.14 15.80 28.19
75,000 SE 15.61 15.23 26.32
100,000 p-value 25.09 25.65 33.18
100,000 SE 25.78 25.59 36.60

Table A.6: Comparison of CPU time (in hours) of di erent methods under various
settings, n, = 178; 176, batch size=25,000.
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p SNP selection ginv inv( =10 ® inv( =10 *?

50,000 p-value 30.41 11.18 11.00
50,000 SE 30.67 11.43 12.75
75,000 p-value 40.06 20.91 21.75
75,000 SE 35.95 21.83 21.97
100,000 p-value 48.71 32.85 33.26
100,000 SE 47.06 32.42 30.47

Table A.7: Comparison of CPU time (in hours) of di erent methods under various
settings, n, = 178; 176, batch size=25,000.

Table A.8 demonstrates the computational speeds of the methods under batch
size 50,000, where several methods failed to give some results and thus are not
shown (while more details will be given in the next paragraph). We see that when
p was equal to 75,000, the ADAM method was faster than calculating the inverse of
(DX 9YDX 9 + 1 ; asp increased to 100,000, the time di erence between the two

became much smaller.

P SNP selection ADAM inv( =10 ®) inv( =10 1?)

75,000 p-value 23.89 31.32 30.76
75,000 SE 22.53 32.86 30.64
100,000 p-value 44.58 43.6 44.02
100,000 SE 44.73 42.93 43.43

Table A.8: Comparison of CPU time (in hours) of di erent methods under various
settingsn, = 178; 176, batch size=50,000.

For the ginv method, with the batch size increasing, i.e., when the batch size
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reached 50,000 in our case, there were issues in directly calculating the generalized
inverse of DX 94DX 9 as the over ow problem occurred in SVD withlinalg.pinv
function in python. For the Cholesky decomposition, though in theory@®X 94DX 9
should be positive semi-de nite, in practice, due to numerical errors, it is not guaran-
teed that (DX 9(DX 9 is always positive semi-de nite; when we checked the eigen-
values of DX 9(DX 9, sometimes there was a small negative eigenvalue close to
0, implying that(DX 9qDX 9 was no longer positive semi-de nite, in which case the
Cholesky decomposition would fail, leading to no results returned for CD (ginv) when
the batch size was 25,000. Also, we need to pay attention to the value ofif is too
small, we may still have the above numerical issue; this occurred in the WLS method
when the Cholesky decomposition was applied with= 10 *2 and batch size 25,000;
furthermore, when the batch size reached 50,000, the Cholesky decomposition might
require too large memory to be feasible. For the ADAM method, we should select
the tuning parameters carefully; otherwise the algorithm may not converge.

Based on the above analyses, we recommend the use of inv method, i.e. calculating
the inverse of DX 94DX 9+ | with =10 ¢, although it may not be the fastest,
it is stable, always giving results in all cases in our experiments. If there is enough
memory on a computer/server, the CD with an appropriate is recommended as it's

the fastest one, and according to our experience,= 10 © is a good choice.

A.5.7 Imputing the trait values in the test data after adjust-

ing for sex and age

To compare the imputation performance after adjusting the covariates, we adjusted

for sex and age before applying our LS-imputation method and PRS-CS to impute
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the trait HDL. We rst t a linear regression model as following:
Y Sex+ Age+ Ag€’ + Sex Age+ Sex Age’; (A.7)

where Sex was binary coded as 0 and 1, and Age was continuous in years when the
HDL was assayed. Then we useW,q = Y ¥ in the subsequent analyses as the
trait (after adjusting for sex and age), whereY and ¥ were the original and tted
HDL trait values in the above linear model respectively. Figure A.37 compares the
observed and imputed trait values on the test data after adjusting for sex and age. For
comparison, we show the results from our LS-imputation method in Figure A.37(a)
and that from PRS-CS in Figure A.37(B); the corresponding correlations between the
observed and imputed ones were 0.204 and 0.313 for the LS-imputation and PRS-CS
methods respectively, similar to but slightly larger than those in the non-adjusted

case.
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Figure A.37: Comparison of the observed and imputed (HDL) trait values after ad-
justing for sex and age on the test data: (a) by our LS-imputation method; (b) by
PRS-CS.



Appendix B

Chapter 3 Appendices

B.1 WLS method

To account for likely varying variances of the components of the marginal association
estimates, and thus possibly to improve statistical estimation e ciency, we modify the
OLS method by weighted least squares (WLS) with the following weighted squared
error loss function:

)(p N

2 +
Gu=agmin & % Dy(X)Y =agminj”  XOj2= (Xx9 X"
j=1

(B.1)

where we dene’) = j=\, Xy = Dy Xy=Y, X = (Xu;unXy) and Dy =
(X:?X;j) 1. It is clear that the computational procedure of this WLS-imputation
method is similar to that of the previous OLS-imputation method.

For trait imputation with properly selected batch sizes, as shown in the sections
below, in our experience the results of OLS(G+M) and WLS(G+M) look similar,
especially if the predictors are standardized (i.e. both centered and scaled) to each
have sample mean 0 and sample variance 1; more importantly, both of them perform

better than OLS(G), especially in retaining environmental information. For marginal

177
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association analysis, again OLS(G+M) and WLS(G+M) perform similarly, and better

than OLS(G).

B.2 Other results with standardized predictors

B.2.1 Imputing the trait values in test data
WLS(G+M)

Figure B.1 shows the scatter plots of the observed trait and WLS(G+M)-imputed
trait values with two di erent batch sizes in the test data. The Pearson's correlation
between the observed and imputed trait values were 0.310 and 0.377 for batch size
m = 10;000 andm = 5;000 respectively. Note that the range or variation of the
imputed trait values with batch sizem = 5;000 was smaller than the observed ones,
possibly explaining their larger correlation, and more importantly, a limitation in
using the correlation between the observed and imputed trait values as a criterion to

judge the quality of imputation.
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Figure B.1: Comparison of the observed and imputed (BMI) trait values on the test
data, (a)-(b): WLS(G+M) with batch size=10,000 or 5,000.

B.2.2 Marginal association analysis
OLS(G)

Figure B.2 compares the estimated SNP e ect sizes, SEs, -log10(p-values) calculated
with the observed and OLS(G)-imputed trait values with batch size=12,500, 10,000
and 5,000 in the test data. The Pearson correlation for (a)-(c) were 0.366, 0.997 and
0.206; for (d)-(f) were 0.373, 0.997 and 0.222; and for (g)-(i) were 0.438, 0.997 and
0.229, respectively.

We could see that for batch size 5,000, 10,000 and 12,500, the estimated marginal
e ect sizes looked similar; for SEs, when batch size was 12,500, the estimated SEs
were closer to those we got with the observed trait values on test data than those with
the other two batch sizes. For the p-values, we tended to over-estimate the -log10(p-

values) a lot when the batch size was 5,000; while when batch size was 10,000 and
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12,500, the estimation of p-values was relatively good. Thus for OLS(G), we selected

the batch size to be 12,500 and used it in the remaining analysis.
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Figure B.2: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (a)-(c): for the SNPs by OLS(G) (with batch size=12,500); (d)-(f): for the
SNPs by OLS(G) (with batch size=10,000); (g)-(i): for the SNPs by OLS(G) (with
batch size=5,000)
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OLS(G+M)

Figure B.3 compares the estimated marginal e ects, SEs, -log10(p-values) for the
SNPs and metabolites calculated with the observed and OLS(G+M)-imputed trait
values with batch size 5,000 and 10,000 in the test data. For both SNPs and metabo-
lites, we could see that for batch size 5,000 and 10,000, the estimated marginal e ect
sizes looked similar; for SEs, the estimation with batch size 10,000 was obviously
better than that with batch size 5,000. As for the -log10(p-values), they were over-
estimated when the batch size was 5,000, and the performance for batch size 10,000
was relatively good. Thus for OLS(G+M), we selected the batch size to be 10,000
and used it in the remaining analyses. When batch size was 10,000, the Pearson cor-
relation for the marginal e ect sizes, SEs and -log10(p-values) for SNPs were 0.432,

0.997 and 0.268; for the metabolites they were 0.997, 0.984 and 0.732, respectively.
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Figure B.3: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (a)-(c): for the SNPs by OLS(G+M) (with batch size=5,000); (d)-(f): for the
SNPs by OLS(G+M) (with batch size=10,000).
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Figure B.3: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (g)-(i): for the metabolites by OLS(G+M) (with batch size=5,000); (j)-(I): for
the metabolites by OLS(G+M) (with batch size=10,000).

WLS(G+M)

Figure B.4 compares the estimated marginal e ects, SEs, -log10(p-values) for the
SNPs and metabolites calculated with the observed and WLS(G+M)-imputed trait
values with batch size 5000 and 10,000 in the test data. Similar to OLS(G+M), for
batch size 5,000 and 10,000, the estimated marginal e ect sizes for both SNPs and
metabolites did not di er much; but for SEs, when batch size was 10,000, we slightly

over-estimated the SEs, while when batch size was 5,000, we tended to under-estimate
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the SEs for both SNPs and metabolites a lot. As for the -log10(p-values), we tended

to over-estimate them when batch size was 5,000, and the performance for batch
size 10,000 was relatively good. Thus for WLS(G+M), we selected the batch size

to be 10,000 and used it in the remaining analyses. When batch size was 10,000,
the Pearson correlation for the SNPs were 0.433, 0.997 and 0.269, and those for the
metabolites were 0.997, 0.985 and 0.741, respectively.
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Figure B.4: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (a)-(c): for the SNPs by WLS(G+M) (with batch size=5,000); (d)-(f): for the
SNPs by WLS(G+M) (with batch size=10,000).
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Figure B.4: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (g)-(i): for the metabolites by WLS(G+M) (with batch size=5,000); (j)-(I): for

the metabolites by WLS(G+M) (with batch size=10,000).

B.2.3 Trait-environmental variable association analysis
Marginal e ect sizes and SEs

Figure B.5 compares the estimated BMI-environmental variable association sizes
when using the observed BMI in the training data or WLS(G+M)-imputed BMI
in the test data versus the observed BMI in the test data. The results we obtained is

quite similar with the one we obtained with OLS(G+M).
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Figure B.5: Comparison of the marginal associations of environmental factor vari-
ables: (a)-(b) estimated e ects sizes; (c)-(d): SEs. (a)&(c) with the observed trait in
the training and test data; (b)&(d) with the observed trait and WLS(G+M)-imputed

trait in the test data.
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Venn diagram for the signi cant trait-environmental variable association

Figure B.6 shows the Venn diagrams for the numbers of the signi cant BMI-environmental
variable associations identi ed by the di erent methods. For WLS(G+M), the result

was again similar to those from OLS(G+M).

Figure B.6: Venn diagrams for the signi cant trait-environmental variable associa-
tions using observed and OLS(G)-imputed (Upper) or WLS(G+M)-imputed (Lower)
trait values.
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B.2.4 Gene-environment interaction analysis

SNPs used in interaction analysis

rs ID chr position Allele EAF

rs1000940 17 5223976 G/A 0.32 0.019
rs10132280 14 24998019 C/A 0.682 0.023
rs1016287 2 59159129 T/C 0.287 0.023
rs10182181 2 25003800 G/A 0.462 0.031
rs10733682 9 128500735 A/G 0.478 0.017
rs10938397 4 44877284 G/A 0.434 0.040
rs10968576 9 28404339 G/A 0.32 0.025
rs11030104 11 27641093 A/G 0.792 0.041
rs11057405 12 121347850 G/A 0.901 0.031
rs11126666 2 26782315 A/G 0.283 0.021
rs11165643 1 96696685 T/C 0.583 0.022
rs11191560 10 104859028 C/T 0.089 0.031
rs11583200 1 50332407 C/T 0.396 0.018
rs1167827 7 75001105 G/A 0.553 0.020
rs11688816 2 62906552 G/A 0.525 0.017

rs11727676 4 145878514 T/C 0.91 0.036

Table B.1: SNPs used in interaction analysis. Allele: E ect allele/other allele; EAF:
E ect allele frequency.
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rs ID chr position Allele EAF
rs11847697 14 29584863 T/C 0.042 0.049
rs12286929 11 114527614 G/A 0.523 0.022
rs12401738 1 78219349 A/G 0.352 0.021
rs12429545 13 53000207 A/G 0.133 0.033
rs12446632 16 19842890 G/A 0.865 0.040
rs12566985 1 74774781 G/A 0.446 0.024
rs12885454 14 28806589 C/A 0.642 0.021
rs12940622 17 76230166 G/A 0.575 0.018
rs13021737 2 622348 G/A 0.828 0.060
rs13078960 3 85890280 G/T 0.196 0.030
rs13107325 4 103407732 T/C 0.072 0.048
rs13191362 6 162953340 A/G 0.879 0.028
rs13201877 6 137717234 G/A 0.140 0.024
rs1441264 13 78478920 A/G 0.613 0.017
rs1460676 2 164275935 C/T 0.179 0.021
rs1516725 3 187306698 C/T 0.872 0.045
rs1528435 2 181259207 T/C 0.631 0.018
rs1558902 16 52361075 A/T 0.415 0.082
rs16851483 3 142758126 T/G 0.066 0.048
rs16907751 8 81538012 C/T 0.913 0.047
rs16951275 15 65864222 T/C 0.784 0.031

Table B.2: SNPs used in interaction analysis. Allele: E ect allele/other allele; EAF:
E ect allele frequency.
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rs ID chr position Allele EAF
rs17024393 1 109956211 C/T 0.040 0.066
rs17094222 10 102385430 C/T 0.211 0.025
rs17203016 2 207963763 G/A 0.195 0.021
rs17405819 8 76969139 T/C 0.700 0.022
rsl7724992 19 18315825 A/G 0.746 0.019
rs1808579 18 19358886 C/T 0.534 0.017
rs1928295 9 119418304 T/C 0.548 0.019
rs2033529 6 40456631 G/A 0.293 0.019
rs2033732 8 85242264 C/T 0.747 0.019
rs205262 6 34671142 G/A 0.273 0.022
rs2080454 16 47620091 C/A 0.413 0.017
rs2112347 5 75050998 T/G 0.629 0.026
rs2121279 2 142759755 T/C 0.152 0.025
rs2176040 2 226801046 A/G 0.365 0.024
rs2176598 11 43820854 T/C 0.251 0.020
rs2207139 6 50953449 G/A 0.177 0.045
rs2245368 7 76446079 C/T 0.180 0.032
rs2287019 19 50894012 C/T 0.804 0.036
rs2365389 3 61211502 C/T 0.582 0.020
rs2650492 16 28240912 A/G 0.303 0.021
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Table B.3: SNPs used in interaction analysis. Allele: E ect allele/other allele; EAF:
E ect allele frequency.
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rs ID chr position Allele EAF
rs2820292 1 200050910 C/A 0.555 0.020
rs2836754 21 39213610 C/T 0.599 0.017
rs29941 19 39001372 G/A 0.669 0.018
rs3101336 1 72523773 C/T 0.613 0.033
rs3736485 15 49535902 A/G 0.454 0.018
rs3810291 19 52260843 A/G 0.666 0.028
rs3817334 11 47607569 T/C 0.407 0.026
rs3849570 3 81874802 A/C 0.359 0.019
rs3888190 16 28796987 A/C 0.403 0.031
rs4256980 11 8630515 G/C 0.646 0.021
rs4740619 9 15624326 T/C 0.542 0.018
rs4787491 16 29922838 G/A 0.51 0.022
rs492400 2 219057996 C/T 0.424 0.024
rs543874 1 176156103 G/A 0.193 0.048
rs6091540 20 50521269 C/T 0.721 0.030
rs6465468 7 95007450 T/G 0.306 0.025
rs6477694 9 110972163 C/T 0.365 0.017
rs6567160 18 55980115 C/T 0.236 0.056
rs657452 1 49362434 A/G 0.394 0.023
rs6804842 3 25081441 G/A 0.575 0.019

Table B.4: SNPs used in interaction analysis. Allele: E ect allele/other allele; EAF:
E ect allele frequency.
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rs ID chr position Allele EAF

rs7138803 12 48533735 A/G 0.384 0.032
rs7141420 14 78969207 T/C 0.527 0.024
rs7164727 15 70881044 T/C 0.671 0.019
rs7239883 18 38401669 G/A 0.391 0.023
rs7243357 18 55034299 T/G 0.812 0.022
rs758747 16 3567359 T/C 0.265 0.023
rs7599312 2 213121476 G/A 0.724 0.022
rs7715256 5 15351806 G/T 0.422 0.017
rs7899106 10 87400884 G/A 0.052 0.040
rs7903146 10 114748339 C/T 0.713 0.023
rs9374842 6 120227364 T/C 0.744 0.023
rs9400239 6 109084356 C/T 0.688 0.019
rs9540493 13 65103705 A/G 0.452 0.021
rs9581854 13 26915782 T/C 0.203 0.030
rs9641123 7 93035668 C/G 0.430 0.029
rs977747 1 47457264 T/G 0.403 0.017
rs9914578 17 1951886 G/C 0.229 0.020

Table B.5: SNPs used in interaction analysis. Allele
E ect allele frequency.
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. E ect allele/other allele; EAF:
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B.3 Results with centered but unscaled predictors

For the analysis below, all the observed trait values are centered at mean 0, axd

and X are centered so that each SNP/metabolic biomarker had mean 0.

B.3.1 Imputing the trait values in test data

Figure B.7 compares the observed and imputed trait values on the test data with
OLS(G) and OLS(G+M). Using the genetic data only, the Pearson correlation be-
tween the observed and imputed trait values were 0.120 and 0.132 for the two batch
sizes respectively, much lower than 0.248 and 0.341 of using both the genetic and

metabolomic data, con rming better performance of the latter.
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Figure B.7: Comparison of the observed and imputed (BMI) trait values on the test
data, (a)-(b): OLS(G) with batch size=10,000 or 5,000; (c)-(d): OLS(G+M) with
batch size=10,000 or 5,000.

Figure B.8 shows the scatter plots of the observed trait and WLS(G+M)-imputed
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trait values with two di erent batch sizes in the test data. The Pearson's correlation
between the observed and imputed trait values were 0.311 and 0.377 for batch size

m =10; 000 andm = 5; 000 respectively.

(@) (b)

Figure B.8: Comparison of the observed and imputed (BMI) trait values on the test
data, (a): WLS(G+M) with batch size 10,000; (b): WLS(G+M) with batch size
5,000.

B.3.2 Marginal association analysis
OLS(G)

Figure B.9 compares the estimated SNP e ect sizes, SEs, -log10(p-values) calculated
with the observed and OLS(G)-imputed trait values with batch size 10,000 and 5,000
in the test data. We could see that for batch size 5,000 and 10,000, the estimated
marginal e ect sizes looked similar, while for SEs, when batch size was 10,000, we
only slightly under-estimated the SEs, but for batch size 5,000, we under-estimated

the SEs a lot. For the -log10(p-values), we tended to over-estimate the p-values a
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lot when batch size was 5,000, while when batch size was 10,000, the estimation of
-log10(p-values) was relatively good. Thus for OLS(G), we selected the batch size to

be 10,000 and used it in the remaining analysis.

@) (b) (©

(d) (e) ()

Figure B.9: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (a)-(c): for the SNPs by OLS(G) (with batch size=10,000); (d)-(f): for the
SNPs by OLS(G) (with batch size=5,000).

OLS(G+M)

Figure B.10 compares the estimated marginal e ects, SEs, -log10(p-values) for the
SNPs and metabolites calculated with the observed and OLS(G+M)-imputed trait
values with batch size 10,000 and 5,000 in the test data. We could see that for batch
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size 5,000 and 10,000, the estimated marginal e ect sizes for both SNPs and metabo-
lites looked similar, while for SEs, the estimation with batch size 5,000 was obviously
better than that with batch size 10,000. As for the -log10(p-values) , we tended to
slightly under-estimate them when batch size was 10,000, and the performance for
batch size 5,000 was relatively good. Thus for OLS(G+M), we selected the batch size

to be 5,000 and used it in the remaining analyses.

@) (b) (©
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Figure B.10: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (a)-(c): for the SNPs by OLS(G+M) (with batch size=5,000); (d)-(f): for the
SNPs by OLS(G+M) (with batch size=10,000).
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Figure B.10: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (g)-(i): for the metabolites by OLS(G+M) (with batch size=5,000); (j)-(I): for

the metabolites by OLS(G+M) (with batch size=10,000).

WLS(G+M)

Figure B.11 compares the estimated marginal e ects, SEs, -log10(p-values) for the
SNPs and metabolites calculated with the observed and WLS(G+M)-imputed trait
values with batch size 10,000 and 5,000 in the test data. Similar to the OLS(G+M)
case, for batch size 5,000 and 10,000, the estimates of marginal e ect sizes for both
SNPs and metabolites did not di er much; for SEs, when batch size was 10,000, we

estimated the SEs quite well, while when batch size was 5,000, we tended to under-
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estimate the SEs for both SNPs and metabolites. As for the -log10(p-values), we
tended to slightly over-estimate them when batch size was 5,000, and the performance
for batch size 10,000 was relatively good. Thus for WLS(G+M), we selected the batch
size to be 10,000 and used it in the remaining analyses. When batch size was 10,000,
the Pearson correlation for the SNPs were 0.402, 0.999 and 0.269, and those for the
metabolites are 0.999, 0.999 and 0.751, respectively.

@) (b) (©
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Figure B.11: Comparison of the estimated marginal e ect sizes, SEs and -log10(p-
values) (in the three columns) with the observed and imputed trait values in the test
data. (a)-(c): for the SNPs by WLS(G+M) (with batch size=5,000); (d)-(f): for the
SNPs by WLS(G+M) (with batch size=10,000).
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