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ABSTRACT

This dissertation explores three key areas in deep learning. First, it extends the
existing theoretical results on overparameterized deep neural networks to the ones
incorporating leaky ReLLU activation functions, offering insights into effective hyperpa-
rameter selection for such networks. Second, it proposes a novel graph data generation
method, introducing an unpooling layer that leverages graph structures and resolves
the non-differentiability in training using the policy gradient approach. Finally, the
dissertation examines algorithmic pricing in two-sided markets, investigating how Q-
learning strategies may lead to unintended collusion and proposing policy to mitigate

this risk.
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Chapter 1

Introduction

Deep learning is an emerging technigue that has dominated many elds in machine
learning in recent decades, demonstrating superior performance in a variety of tasks,
such as regression, classi cation, data generation, and reward optimization.

This dissertation contributes to three areas in deep learning: (1) establishing a
theoretical foundation to better understand the performance of deep neural networks
and to guide the hyperparameter selection in regression and classi cation tasks,
(2) developing a novel method for graph data generation, and (3) investigating the
collusive behavior in two-sided markets driven by algorithmic pricing through numerical
simulations with reinforcement learning.

Previous work has established theoretical frameworks for understanding the training
convergence and generalization of overparamterized deep neural network with recti ed
Linear Unit (ReLU) activation function. This dissertation extends previous work
by improving the theoretical results and applying them to leaky RelLU activation
functions, a class of activation functions that has demonstrated superior performance in
regression, classi cation and data generation tasks. Based on the theoretical results, we
further provide insights into hyperparamter selection for such neural networks equipped
with leaky ReLU. Recent advancements in generative models, such as Generative
Adversarial Networks (GAN) and Variational Autoencoders (VAE), have signi cantly
improved the performance of generating image and text. However, the generation of
graph data, which is essential for applications such as drug discovery, has received less
attention. This dissertation introduces a novel unpooling layer for graph generation,

which e ectively leverages graph structures and can be seamlessly integrated into
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current generative models. In the realm of economics, deep learning has also become
more important as companies start using algorithmic pricing strategies, including
using Q-learning to set prices dynamically in the market. This trend raises concerns
about the potential for unintended collusion, where companies reach prices higher
than the equilibrium, due to algorithmic pricing. Focusing on two-sided markets, this
dissertation investigates the factors that lead to the collusive behavior in algorithmic
pricing and proposes potential mitigation strategies.

The rest of the dissertation is organized as follows. Chapter 2 establishes theorems
on the training and generalization error of overparamterized deep neural networks
with leaky ReLU activation functions and presents extensive numerical experiments.
Chapter 3 proposes a novel method to generate graph data and includes several
theoretic properties of this new method and numerical results comparing this new
method and existing methods. Chapter 4 executes numerical simulation and studies the

collusive behavior in this market caused by algorithmic pricing following Q-learning.



Chapter 2

The E ect of Leaky RelLUs on the
Training and Generalization of
Overparameterized Networks

This chapter investigates the training and generalization errors of overparameterized
neural networks (NNs) with a wide class of leaky recti ed linear unit (ReLU) functions.
More speci cally, we carefully upper bound both the convergence rate of the training
error and the generalization error of such NNs and investigate the dependence of these
bounds on the Leaky ReLU parameter, . We show that = 1, which corresponds
to the absolute value activation function, is optimal for the training error bound.
Furthermore, in special settings, it is also optimal for the generalization error bound.
Numerical experiments empirically support the practical choices guided by the theory.
This chapter is organized as follows§2.1 provides background on the problem of
interest for this chapter, reviews related work, and highlights our main contributions;
8.2 details the assumed setup of the NNs and the training algorithm82.3 presents
the main theorems;82.4 describes our technical contributions and sketches the proof of
the main theorems;82.5 provides extensive numerical tests supporting our predictions
from the theory on synthetic and real datasets§2.6 concludes this chapter and
discusses its limitations; and®A discusses the generalization error bound and includes

details of the proof, details of the simulation and additional numerical results.
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2.1 Introduction

Deep neural networks (DNNs) have demonstrated remarkable success in diverse elds,
including image classi cation and text recognition. Despite their achievements, a
comprehensive understanding of these networks remains elusive. Theoretical justi -
cations for their performance have primarily centered around the overparameterized
setting and mainly considered a recti ed linear unit (ReLU). This chapter aims to
extend and generalize insights gained from recent theoretical works to any Leaky
ReLU and provide practical guidance on selecting the most suitable Leaky RelLU for
overparameterized networks. By doing so, we o er valuable insights for practitioners
seeking optimal performance in real-world scenarios.

To address our aim, we begin by reviewing two recent theoretical trends. The rst
centers around a fundamental convergence theory for the training error of overparam-
eterized neural networks (NNs). Its pioneering work by Jacot et al. (2018) studied the
training dynamics using the neural tangent kernel and showed that the training error
goes to zero in the asymptotic regime where the width of the layers goes to in nity.
A more reasonable regime assumes a su ciently large lower bound on the width. In
such overparameterized regime, (Goodfellow et al., 2015) empirically noticed that
the corresponding NNs can avoid local minima and converge to their global optimal
solutions. (Du et al., 2019) proved the convergence of gradient descent (GD) for NNs
with smooth and Lipschitz continuous activation functions whose width exponentially
depends on the depth of the networks and polynomially depends on the number of
samples. For 2-layer NNs with a ReLU, Li and Liang (2018) proved the convergence of
the training error, Oymak and Soltanolkotabi (2020) reduced the width requirement
for training convergence, and Song et al. (2021) established convergence whenever
the width sub-quadratically depends on the number of samples and the activation

functions are su ciently smooth.
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For DNNs, it has become common to consider the polynomial regime of overparam-
eterization, where the NN widths polynomially depend both on the numbers of samples
and the depths. Allen-Zhu et al. (2019b) established the rst convergence result for the
training error in this polynomial regime, while assuming ReLU activation functions.
They separately analyzed training by gradient descent and stochastic gradient descent
(SGD). Zou and Gu (2019) improved the estimates of Allen-Zhu et al. (2019b) by
enhancing the lower bound of the gradient. Chen et al. (2019) further improved the
polynomial dependence of the width on the number of samples that was established
in Zou and Gu (2019), but on the other hand, their polynomial dependence on the
depth is worse. Banerjee et al. (2023) showed that for smooth activation functions a
linear dependence of the width on the number of samples is su cient to guarantee
convergence.

Another recent progress involves bounding the generalization error of overparame-
terized NNs. Chizat and Bach (2020) established a generalization bound of in nitely
wide two-layer NNs with homogeneous activation functions for classi cation and
showed that the probability of the misclassi cation bound goes to O as the size of
the training samples increases. Arora et al. (2019) bounded the generalization error
of 2-layer overparameterized NNs for classi cation. They also analyzed the class of
functions that are learnable by two-layer NNs. Allen-Zhu et al. (2019a) studied the
generalization error of two-layer and three-layer NN with a non-negative, convex, and
1-Lipschitz smooth loss function using stochastic gradient descent. They showed that
overparameterization improves generalization. Cao and Gu (2020) further established
the generalization error of deep NNs for classi cation using gradient descent. Zhu
et al. (2022) extended the latter work for classi cation by using some other activation
functions, including leaky ReLU with 2 (0;1).

However, these foundational and important works have not yet provided much

practical guidance for designing NNs. Practitioners often use variants of ReLU for
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activation and this work aims to provide guidance on their choices. Leaky RelLU is
widely used in DNNs for supervised learning tasks (Redmon et al., 2016; Ridnik et al.,
2021) and for generative tasks (Radford et al., 2015; Chen et al., 2016; Karras et al.,
2019; Wang et al., 2021). It is represented by the function (x), where (x) = x for
x>0and (x)= x forx 0, with being a parameter. ReLU is a special case of
Leaky ReLU when =0. The Leaky ReLU function aims to prevent zero gradients
for negative inputs, thus avoiding neurons from not activating. Empirical studies have
demonstrated the advantage of using Leaky ReLU with small> 0 over ReLU (Xu

et al., 2015). However, theoretical studies have primarily focused on ReLU and have
not directly established the convergence theory and generalization for regression when
using Leaky ReLU with any < 1. Moreover, the optimal choice of the Leaky RelLU
parameter to expedite the training process and enhance generalization remains
unclear. Therefore, a theoretical study is needed to analyze the e cacy of leaky ReLU
during training and to provide guidance on selecting the parameter in practice.

This work studies overparameterized DNNs with a wide class of leaky RelLU
activation functions and develops theories for the convergence of the training error
and the upper bound of the generalization error. It builds on the proof framework and
techniques introduced in previous studies, in particular, the ones of Allen-Zhu et al.
(2019b), Zou and Gu (2019) and Cao and Gu (2020), but establishes the dependence
of the convergence rate and the generalization error on the leaky ReLU parameter

. It reveals that the optimal convergence rate bound is achieved at= 1 and the
optimal bound of the generalization error is achieved at = 1 using small training
epochs as long as the NN is su ciently deep and the dataset is su ciently large. This
means that activation by the absolute value function may outperform activation by
ReLU and the commonly used leaky RelLU (with small > 0) in terms of faster
training convergence and smaller generalization error. We are not aware of any prior

use of the absolute value function for activating DNNs. We are only aware of using
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it for activating the scattering network (Mallat, 2012) due to its help with \energy
preservation” (Bruna and Mallat, 2013).

The main contributions of the current work are as follows:

1. We establish the convergence of the training errors in overparameterized NNs
with any leaky ReLU using both GD and SGD. Our estimates clarify the e ect
of the Leaky ReLU parameter on the convergence rate bound. In particular,

= 1, yields the optimal bound.

2. We upper bound the generalization error for overparameterized NNs for regression
with leaky RelLUs. For su ciently large datasets, deep NNs and small training

epochs, the bound is optimal at = 1.

3. We improve previous results for ReLU (se82.4.2). In particular, we show that

deep NNs achieve a similar convergence rate as a shallow NN.

4. Our predictions receive substantial support from a comprehensive set of numerical

experiments

2.2 Problem Setup

We follow the model of Allen-Zhu et al. (2019b), while allowing a wide class of Leaky
ReLU activation functions. We consider a dataseftx;;yigL, , wherex; 2 RP, kx;k =1,

yi 2 R4, ky;k  O(1) andd < O(1). We focus on a NNN : RP! RY with L hidden
layers havingm neurons each and linear input and output layers. Its input layer
produceshy = Ax ; where;A 2 R™ P. Forl 2 [L]:= f1;2;:::Lg, the output of the
Ith hidden layer, h,, is inductively de ned by

hi=Hi(h; 1)=  (Wihy 1); (2.1)
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whereW, 2 R™ ™M and s the leaky RelLU activation function with < 1:

8
<

(=

x; ifx O

X; if x< O:

The output layer producesy = Bh ; whereB 2 RY M. Let W = (W ;W5 ::: W)
store all the trainable parameters and we thus compactly denot¢ = N (x; W ).
For simplicity, we initialize A and B (see below), so they are xed, and only train
Wi; |2 [L].

We train the NN using the mean squared error (MSE)L(W ) = P " kyi
N (xi; W )k?. We denote its gradient byr w L(W ) :=(r w,L(W);:::r w, L(W)).
Appendix A.2.12 extends our theory to many other useful loss functions. We assume a
speci ed upper bound > 0 on the training error and express our estimates in terms
of .

When discussing generalization, we assume that the det;g, is i.i.d. drawn
from an arbitrary distribution Dx and thatfor1 i n,y; = F(X;) for an arbitrary
measurable functionF. The generalization error is thusR(W ) := Exp , kF(X)

N (x; W k2.

We assume the following data separation property:

Assumption 2.1

There exists 0< <c o, wherec, < 1, so that min; o kxi XK > 0.

This assumption, suggested by Allen-Zhu et al. (2019b), is reasonable. Indeed, if, on
the other hand, there exists 6 j 2 [n] such thatx; = x;, then we can assumg; 6 Y;
(otherwise we can combine these multiple instances into one single data point). It is
then impossible to obtain a zero training error, which is needed for our convergence
study.

Following He et al. (2015), we initialize the network parameters as followg
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Algorithm 1 Rescaled initialization
Input:  Input dimension p, width of hidden layer m, output dimensiond, and leaky
RelLU parameter .

Initialize:
A N O i ;B N O
m

2
;Wl(o) N O;E ;12 [L]

[e NI

Activation function:

(
_ o rpsx ifx 0 ” 5
(x) = P—X, ifx<0 (2:2)

N(;1=m), B N(0;1=d) and W ©  N(0;2=(m(1+ 2)))for | 2 [L]. Note that the
factor 1=(1+ 2) ensures a constant variance for any choice of We can move the factor
1=(1+ ?2) from the weight initialization to the activation function, and equivalently
initialize with Algorithm 1. The theoretical study of the latter formulation with its
rescaled Leaky ReLU function, «(x) (see (2.2)), turns out to be more tractable.
Algorithms 2 and 3 formulate the training procedures with simple GD and SGD,

respectively.

Algorithm 2 Training (gradient descent)

Input: Learning rate .
Initialize:  Apply Algorithm 1 to obtain A;B and W ©
fort=0to T do

Wt =w® ey LwO):

end for
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Algorithm 3  Training (stochastic gradient descent)

Input Learning rate .
Initialize:  Apply Algorithm 1 to obtain A;B and W ©
fort=0to T do

Randomly select batchB  [n] with jBj = b:

W D) = yw ® rwlg(W (t));

P

whereLg (W ®):= = ky; N (x;;W ®)k2,
i2B

end for

2.3 Main Results

The two theorems below establish the convergence of the training error for overparam-
eterized NNs using a Leaky RelLU function with < 1. The rst theorem pertains

to training with gradient descent (GD) (Algorithm 2), while the second applies to
training with stochastic gradient descent (SGD) (Algorithm 3). Both theorems are
formulated within the context outlined in 82.2. This setup includes Assumption 2.1
with a parameter , Algorithm 1 for the initialization of the parameters of the NN,

n training points, fx;;yigL,;, wherekxik = 1, and ky;k  O(1), output dimension

d (yi 2 RY), NN depth L, NN width m, Leaky ReLU parameter , learning rate ,

batch sizeb (for Algorithm 3) and a desired upper bound > 0 on the training error.

Theorem 2.1

Assume the setup of2.2, where bothm=In*m > &* ;2( Ly andm > (Inln 1),

and the training is according to Algorithm 2 with learning rate O(nL‘im). Then,

with probability at least 1 e (n ™)

L(W™)y< and L(W®) L(WO) 8 T; (2.3)
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where
@ »¥m _ _In=L(WO)
=1 T 7 nd ;T = = . (2.4)
Theorem 2.2
Assume the setup 0f2.2, where bothF- > & 2)4( LPyandminm>  (nin %)
and the NN is trained according to Algorithm 3 with O(W) andt >
o 7 (L2 In2m) . There exists a constantCo > 1 such that
L(W™)< andL(W®) Cy 'L(W®) 25)
.5
forallt T with probability 1 e (™ ™:
where
1 2 b In =CoL (W ©
_q ( ) m T= 0 ( ) (2.6)

1+ 2 np2d '’ In

These theorems show that for any< 1 the training error linearly converges to
zero when the NN width is su ciently large and the learning rate is su ciently
small.

Moreover, these theorems reveal the dependence of the convergence rate bound
on and this information can guide one in selecting for optimal training speed.

We note that the typical choice of the leaky ReLU parameter (e.g., Q01 or Q05)
does not yield a better bound for the convergence speed than RelLU (i.e.= 0);
furthermore, the negative values of yield better results than ReLU and the optimal
choice of is 1. In 8.4.1 we interpret this optimality in terms of obtaining the
largest derivative gap of the rescaled leaky ReLU at 0. We mathematically formulate

the above observation as follows:
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Corollary 2.1

Assume the setup 082.2 with either Algorithms 2 or 3 and that all parameters are

chosen so that when =0, < 1. Then = 1 minimizes the above convergence
rate. among all < 1. Moreover, is decreasingin on (1 ; 1)and increasing

on( 1;1).

For = 0, our result improves the previous analysis of both Allen-Zhu et al.
(2019b) and Zou and Gu (2019). We compare our bounds with the ones of Zou and Gu
(2019), since they improved the bounds of Allen-Zhu et al. (2019b). For this purpose,
we examine the di erence in the setups. First, Zou and Gu (2019) divides the loss
function L (W ) by n and thus we need to convert their estimate by a factor of a power
of n accordingly. Second, our proof assumes that the hidden signals are separated by

<O (1), whereas Zou and Gu (2019) assumes thak O (1=L). We establish this
upper bound independently ol with careful mathematical estimates; therefore, our
setup eliminates implicit dependence oh in the other formulas. At last, Zou and Gu
(2019) enforces the initial scaled loss to be bounded (1) (this amounts to a bound
O(n) on our loss) and their conclusion holds with probability at least 1 (1 =n). On
the other hand, we relax the initial unscaled loss to be bounded l@(p Inm) and our
conclusion holds with probability at least 1 e ('™™) which we nd more natural for
the overparameterized regime.

After converting to our setup, the convergence rate in Zou and Gu (2019) is
1 ( m=(dnL)) when using gradient descent, and our convergence rate improves to
1 ( m=(dn)); also, when using SGD the convergence rate in Zou and Gu (2019)
is1 ( mb=(dn?L)) and we improve itto 1 ( mb=(dn?)). The important
nding is that in the overparameterized regime, a deeper NN does not lead to slower
convergence, but rather achieves a similar convergence rate as a shallow NN. One can
further note that we improved the bound of Zou and Gu (2019) om by the factor

n 3L !forGD andn 8L ?(n=b 2 3 for SGD. Furthermore, our lower bound on the
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number of epochg in Theorem 2.2 improves the one of Allen-Zhu et al. (2019b) by a
factor of ordern 2L 2, where there is no explicit bound in Zou and Gu (2019).

Appendix A.2.12 extends the above bounds to convex loss functions, which include
the cross-entropy for classi cation and a special loss function proposed in Kumar
et al. (2023). The convergence rate for these functions is di erent, but= 1 is still
optimal for their bounds.

Next, we establish an upper bound of the generalization error of a NN trained
using GD, where an analogous bound when using SGD is speci ed in Theorem A.1 in
Appendix A.2.10. We rst follow the previous analysis of generalization in overparam-
eterized NNs by Cao and Gu (2020) and establish the corresponding bound for our

setting with Leaky ReLU activation function.

Theorem 2.3

n10+2 L15+2 d1+2

Assume the setup of82.2 with GD, wherem = ( 7 ) for > 0 and

= ( ﬁ). Assume further that m is larger than its lower bound and is smaller
than its upper bound in Theorem 2.1 (by an appropriate choice of the hidden constants
in and compared to the constants hidden in the lower bound ofm and in the upper

bound of in Theorem 2.1). Then at a given training epocht T (see(2.4) for T),
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with probability at least 1 e " ™ the generalization error is bounded as follows

R(W®) L (w©®)

. d3=2+ n 1=2+ 1 dl=3t4=3
+min O L1=2 Inm ’O pmml=6n2:3|_2:3
( p__ ! ) r_ !
) dinm t ni=2+ |2+ gi=2+ Inm
+mn O ——— ;0 _ +0 d — (27
nL =2 |nm n

In Appendix A.1, we clarify the above estimates for di erent regimes for the
number of training epochst. In particular, we indicate a tradeo between the rst
training term and the other NN-complexity terms (excluding the last term of data
complexity) and show that we cannot make both of these kinds of terms su ciently
small. Stopping at a su ciently small number of epochs results in a bound of the
generalization error of orderO(In(m)), which is also of orderO(In(n)). This bound
is composed of several terms. The term which contributgd(In(m)) is due to the
training error and one cannot expect a better bound for it when having a small number
of epochs. The rest of the terms do converge whanand L are su ciently large and
in this latter regime the overall bound is minimized when = 1. On the other
hand, for larger numbers of epochs over tting is observed, which results in divergent
generalization error. Exploring the dependence of the generalization bound brs
advantageous to an epoch-independent bound, like the one pursued by Cao and Gu
(2020) for classi cation instead of regression. Indeed, the bound of Cao and Gu (2020)
is (poly( n) n ), which is signi cantly larger than O(log(n)).

For very special datasets (e.g., single-layer ReLU NN separability) Cao and Gu
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(2020) reduced the termpoly(n) so their overall bound is su ciently small. A natural,

but more complicated, extension of this to regression is to consider datasets well-
approximated by L-layer leaky ReLU NNs. In Appendix A.2.11, we improve the
convergence rate, the lower bound ah (so its dependence om is linear) and the
generalization error bound for such datasets. However, for a large number of epochs
we still notice over tting with divergent generalization error (with a smaller rate of
increase to in nity than for general datasets).

At last, Kumar et al. (2023) claimed that when using the loss function discussed
in (A.122) of Appendix A.2.12, minimizing a particular generalization error bound is
equivalent to minimizing the latter loss function for training. Therefore, if = 1is
optimal for the training error, then it is also optimal for the generalization error bound.
Since we veri ed the optimality of = 1 for our upper bound of the convergence
rate in Appendix A.2.12 and experimentally demonstrated instances where this bound
is comparable to the actual convergence rate in Figure 2.2, we get some numerical
evidence that for the latter instances = 1 is optimal for bounding the generalization

error.

2.4 ldeas of Proofs

Our proofs follow ideas of Allen-Zhu et al. (2019b), Zou and Gu (2019) and Cao and
Gu (2020) and adapt them to the general case of Leaky ReLU withx 1. It also
adapts Cao and Gu (2020) to regression. We rst sketch if2.4.1 the basic ideas of
our proofs, while we supplement all details in the appendix. We then highlight some

of the innovative ideas in82.4.2.
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2.4.1 Sketch of Proofs

We describe here a quick roadmap to verifying the theory. The proofs of Theorems 2.1
and 2.2 follow the initial framework of Allen-Zhu et al. (2019b), which was later
followed by Zou and Gu (2019), but consider the e ect of using any leaky RELU with

< 1.

These proofs use the following two lemmas, which are proved §.2.5 and
8A.2.4. Let us rst clarify their notation. We denote by kX k, and kX k the spectral
and Frobenius norms of a matrixX . For W = (W:::W_ )andV =(V;:::V)),
we de ne k(W q::: W )kE = P |2[L]kW|k§, k(W 1::: W)k := maxyp kW k, and
W Vi = i 120 Wi Vi We denote byW °a perturbation of W .

Lemma 2.1 (Semi-smoothness)
Assume the setup o82.2. IfkW W @k, <1 <O ﬁ and kw %, <!

L 972 |n3=2

then with a probability at least1 e (™

LW +W%Y L (W)+ hrwL(W);W§G

2
+ nLdmO(kW %2)
1=3 Zp
Sa L mabW)lnm g &,): (2.8)

d1+ ?2)

Lemma 2.2 (Gradient bounds)

3=2

Assume the setup o82.2. IfkW W Ok, <! <O s , then with a
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probability at least1 e (™ 221 3)

kr w,L(W)KE L (W)O ? C for 12[L] (2.9)
@ )Ym
kr wL(W)kZ L (W) A+ Hnd (2.10)

We note that the factor (1 ):p 1+ 2 appears in both(2.8) and (2.10), where
it is squared in(2.10). This factor is the derivative gap in Leaky ReLU, i.e.,~°(0+)
~0(0 ), which can be viewed as a measure of nonlinearity. Its value is larger for
Leaky ReLU with < 0 than for ReLU (with = 0) and maximized at = 1.
Our analysis below, which combines the bounds i{2.8) and (2.10), shows that Leaky
ReLU with < 0 leads to better control of the decay of the loss function than ReLU
and that the best control isat = 1.

Theorem 2.1 can be proved as follows. L& = W ® andW %= r y L(W®)
and note that by gradient descentWw + W %= W (*3 Denoting L® := L(W )
and applying (2.8) of Lemma 2.1, we can conclude that with a probability of at least

1 e (M the following inequality holds

LED | O hry LO:r y LOi (2.11)
p—
1 )3L2 mnLO]
¢ éd(l_m;') "M kr L0k, (2.12)
+
’nL?m OL2 .
5O krwLOK (2.13)

Using (2.10) we bouncP L® as follows with probability at least 1 e (m *<L%):

r |
IO1+ 2 nd

p___
L® O o kr wLOke: (2.14)

Applying (2.14), we control the term in (2.12), with probability at least 1 e (™ *=L%),
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by
_ p_— p-
I B30L2(C Inm= ) O kr wL®WkZ : (2.15)

Using! <O (m) which is required by Lemma 2.2, we reducg.15) to
kr w L®k2=3. Using < O (d<(nL2m)), which is required in Theorem 2.1, we reduce
the bound in (2.13) to kr y L(Wk2=3.

Next, we apply these bounds to the respective terms i{2.11) and use the identity

L®D L O 1=3 kr  LOK2: (2.16)

Further application of the lower bound in (2.10) to the above equation results in
L (D) L® with  speci ed in (2.4) and we consequently concludg.3) of Theorem
2.1.

The above argument holds for one training step with probability at least 1 e (™,
This argument extends toT steps with probability at least1 Te (™. We note that
the number of epochsl' can be bounded using the bound on the training error, the
convergence rate in(2.4) and the estimateL (W @) O(np In m), which is shown in

Appendix A.2.6, as follows:

T=In(=L(W @)=In  (In( =npﬁ)=m )

0 %(In L in(n” Inm))

Thus the total probability to ensure T -steps training with training error lower than
is atleast1 O(-™(In l+In(np Inm)))e (™. Giventhatm> ( poly(n;L;d; 1))
andm> (Inln 1), this probability is of order 1 e (™,

In Appendix A.2.6, we demonstrate that the inequalitykww ® W Ok, <1 <
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O( 32=(n%2L152|n>?m)) holds with probability at least 1 e (™ M. Note that the
latter bound implies the conditions for both Lemmas 2.1 and 2.2 and thus concludes
the proof of Theorem 2.1

The proof of Theorem 2.2 is detailed irBA.2.7. We brie y describe the proof
idea as follows. First, we use a similar argument as in the proof of Theorem 2.1
to bound the expectations of the loss functions at each step. Second, we (&8)
to nd an absolute upper bound of the loss functions. By combining these two
bounds and using Azuma's inequality, we derive the decay of the loss function in
(2.5) with the convergence rate in(2.6) in Theorem 2.2. Finally, we verify that the
conditions for Lemma 2.1 and Lemma 2.2 are satis ed when the NN width satis es
m=In*m> (L+ 2*=1 )8 ( n8L®d=<b ®)) and thus conclude the theorem.

The proof of Theorem 2.3, which appears iB8A.2.9, relies on the following lemma
that bounds the generalization error for a class of NNs whose parameters are close to
w O,

Lemma 2.3 (Generalization error with perturbation)
Assume the setup 082.2, where is the leaky ReLU parameter. Itkw W @k <

3=2
| S —
<0 n3=21 1522 |n3=2 y

, then with probability at least1 e (™ ™

R(W) %L(W)+ p%O(d(ln m)pml_z! 4=3)+
O(dp m(ln m)=nL! )+ O dp Inm=n :

The proof of Lemma 2.3, which appears in Appendix A.2.8, follows similar ideas as
those of Cao and Gu (2020) but adapted to the di erent task of regression. Theorem 2.3
is a consequence of this lemma and two di erent estimates of the size!ofduring
training. The rst estimate controls ! during the entire training with GD, regardless of
how large the training epoch is, and is expressed in Lemma A.9. The second estimate

uses direct bounds of the learning steps and provides a better upper bound ofvhen
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the training epoch is small.

2.4.2 Discussion of Innovation

While we followed, extended and improved an existing proof framework, we would like
to emphasize some innovation in our proof techniques. To begin with, it is di cult
to directly extend the previous methods to any leaky ReLU with < 1. Our idea
of rescaling the leaky RelLU activation function, along with the observation that,
with rescaled initialization, it is equivalent to using the unscaled leaky ReLU, helped
tremendously simplify our initial technical and complex e ort. This allowed us to
elegantly use the previous ideas and further improve them. Additional technical steps
that are required to address the case 6 0 can be noticed in the proofs of Lemmas A.1,
A.2, A4 and A.7.

We have also made notable improvements to previous estimates. In particular, we
improved the lower bound for the gradient established by Zou and Gu (2019) by a
factor of L. We also eliminated the previous dependence of the convergence rate on a
negative power ofL, which was undesirable as it implied that deeper networks might
experience slower convergence. This demonstrates that the convergence rate of deep
neural networks is at least comparable to that of shallow neural networks. Speci cally,
the later estimates can be found in the proof of Lemma 2.2 in Appendix A.2.4. They
are motivated by a suggestion from Allen-Zhu et al. (2019b) to incorporate gradients
from all layers' parameters, departing from previous estimates that solely relied on
the gradients of parameters from the last layer. More speci cally, improved lower
bounds for the gradients from all layers' parameters can be found in Lemma A.7
in Appendix A.2.4. We also obtained a tighter bound for the spectral norm of
W ® W O when using SGD. This improved the lower bound on the widtim for
training convergence by a factor of orden 8L 2?(n=b 3 3.

Additionally, a more careful and fresh look helped improve the interpretation
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of the results. In particular, noting the e ect on the number of epochg on the
generalization error, while developing tighter bounds whehwas su ciently small,
helped with a meaningful bound on the generalization error. Another example includes
making all the probabilities dependent orm, a choice we deemed more suitable for
the overparameterized regime. Furthermore, to avoid the hidden dependence ain

L in the previous works, we had to develop some careful mathematical estimates (see
(A.12) in the appendix), so we could explicitly identify the dependence dn and relax

the previous assumption <O (1=L) to <O ().
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Figure 2.1: Log-scale training and testing errors using di erent datasets and di erent
's. From left to right: synthetic dataset, F-MNIST and CIFAR-10. Top row: training
errors. Bottom row: testing errors.
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2.5 Numerical Experiments

As our theory deals only with upper bounds, we conduct numerical experiments to
examine the dependence of the actual training convergence rate and generalization
error, particularly at an early epoch, on the parameter . Our main goal is to
determine whether = 1 is the optimal choice for convergence and generalization in
overparameterized NNs with LeakyRelLU activation functions. Appendix A.3 provides

additional experiments.

2.5.1 Setup

We summarize our implementation for the following datasets. We provide additional
details in 8A.3.1.

Synthetic dataset: We simulate a dataset which contains 1,000 data points in
R® i.i.d. sampled from a normalized Gaussian distributionN (0; | 5). We veri ed that
Assumption 2.1 holds for the generated dataset with=0:21. We generate real-valued

labels,y, by the following noisy nonlinear function ofx:

y = sin(10x; + 20x3) + cos(3x3 + 5x3)

+2=(1 + ReLU(0:05 + X5)) 2 + 2X1X5 + ";

where" N (0;0:01). We construct NNs with ve hidden layers,m =5;000 and leaky
ReLUs with 2f 2; 1,0;0:.0L 0:055. We initialize the NNs by Algorithm 1 and
train them with GD using the MSE loss.

F-MNIST: This standard grayscale image classi cation benchmark consists of
ten classes (Xiao et al., 2017). We build NNs with two hidden layers and width
m = 2;000. We use leaky ReLUs with 2 f 2; 1;0;0:01 0:05g. We initialize the
NNs by Algorithm 1 and train them using SGD with batch size 64 and the cross
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entropy loss.

Table 2.1: Training and testing errors for the three main datasets. The rst three rows
report the training error at the last epoch. The next ones report the testing error at
an early epoch ( = 30 for synthetic, t = 20 for F-MNIST and t = 200 for CIFAR-10).

Metric Dataset = 2 = 1 =0 =0:05

Final Synthetic 0.039  0:002 0.022 0:002 0.197 0:013 0.245 0:022
training F-MNIST 0.096 0:009 0.076 0:008 0.211 0:018 0.229 0:032
error CIFAR-10 0.019 0:001 0.018 0:001 0.024 0:001 0.027 0:001
Early Synthetic 1.914 0:067 1.775 0:065 2.086 0:173 2.313 0:218

Epoch F-MNIST 2371 0:103 2.362 0:053 2.442 0:.067 2.470 0:092
testing CIFAR-10 0.146 0:004 0.143 0:005 0.169 0:012 0.173 0:007
error

CIFAR-10: This is another standard dataset for image classi cation (Krizhevsky
et al., 2009). It consists of ten classes of RGB natural images. We modify the
architecture of VGG19 (Simonyan and Zisserman, 2014) with four convolutional
layers (width 512) and two linear layers (width 512) using Leaky RelLUs with 2
f 2, 1;0;0:059. We use Algorithm 1 to initialize the NNs and train them using SGD
with batch size 64 and cross entropy loss.

To ensure thatm is su ciently large with respect to n, we randomly sample subsets
of F-MNIST and CIFAR-10 (see more details in Appendix A.3.1).

2.5.2 Results

Figure 2.1 demonstrates both training errors (top) and testing errors (bottom) for
the synthetic dataset, F-MNIST and CIFAR-10 (from left to right) for di erent s.
We remark that we use the testing error as an approximation of the generalization
error. Observing the training errors in the top row we note that the convergence
is fastest for the NN with = 1 and the ranking of from fastest to slowest

convergence corresponds to the one predicted by our theory; that is, ifobtains
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a lower estimate for in (2.4) than © then it results in faster convergence in our
experiments. Observing the testing errors, we note that around a small training epoch
(e.g., 30 for the synthetic dataset, 20 for F-MNIST, and 200 for CIFAR-10), the testing
error is smallest when = 1. However, at larger training epochs the gaps of the
testing errors are small for most of the s.

To get a better quantitative idea, Table 2.1 summarizes for the di erent data sets
the training error at the last epoch and the testing error at an early epoch. We ran
the experiments 10 times and reported the mean and standard deviations (std's). We
note that the std's are small and for better visualization we did not include them in
Figure 2.1. We observe that choosing = 1 gives the least nal training error in
all datasets. Compared to ordinary ReLU, our choice of = 1 reduces the nal
training error by at least 22% (CIFAR-10) and at most 91% (synthetic). At early
training epoch, compared to ordinary ReLU, the choice of = 1 reduces the testing
error by at least 4% (F-MNIST) and at most 15% (CIFAR-10). This correlates with
the predictions we made by our theory that the optimal bounds of the convergence
rate and generalization error (at a su ciently small epoch) are achieved with = 1.

Lastly, we compare the theoretically predicted upper bounds of the convergence
rate and the empirical convergence rates with di erent s. For this purpose, we
ran experiments using the synthetic dataset and California housing (see its detailed
description in Appendix A.3.1) with choices of from [ 10;0:5]. We approximate
the convergence rate for each using the training errors from the experiments at
time steps 100 (i.e.L %) and 1; 000 (i.e.,L 2%9). The empirical convergence rate is

calculated as
/\( ) = ( L(lOOO):L (100))1:900:

m

To simplify our upper bound, we denote the constant —+ in (2.4) by C and
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Figure 2.2: Comparison of the \shape" of the theoretical upper bound of the training
convergence rate (orange line) with the calculated convergence rate (blue dots). We
used the synthetic dataset (left) and California housing dataset (right) with di erent
values of 's.

estimate its value based on the calculated convergence rate at 0 as
C =GCo(2 ™0)); (2.17)

where we choos€, = 1 for the synthetic dataset andC, = 0:5 for California housing.

Consequently, we obtain our theoretical upper bounds of the convergence rates
1 2 .
()=1 0:00143‘“72 for the synthetic dataset,
1 2 I .
()=1 0:000537(“—2 for California housing.
Figure 2.2 compares the theoretical upper bound of the convergence rat¢, ), with
the experimental convergence raté( ) for the tested values of s. It is interesting to

note that the predicted upper bound dependence on correlates very well with both

numerical experiments.
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Appendix A.3.2 includes additional details and numerical results. In particular, it
performs experiments similar to the ones reported in Figure 2.1, while incorporating
the datasets MNIST, California housing and IMDb movie reviews; the architectures of
recurrent NNs and transformer NNs; and another loss function for regression. It also
demonstrates how the training and testing errors depend on the NN hyperparameters
(e.g., depth and width).

All codes are available athttps://github.com/sli743/leakyRelLU

2.6 Discussion

This chapter established a mathematical theory that clari es the impact of the Leaky
ReLU parameter on bounds of both the training error convergence rate and the
generalization error for overparameterized NNs. We showed that the absolute value
function yields the optimal convergence rate bound for the training error and also
the optimal generalization error bound when the training epoch is su ciently small,
with a su ciently large dataset and a deep NN. Our extensive empirical tests support
using the absolute value function for e ective training of overparameterized NNs and
for e ective generalization with su ciently small epochs and su ciently large datasets
and deep overparameterized NNs.

There are di erent possible extensions of our theory. For example, it is useful
to extend it to other structured NNs, such as convolutional NNs (CNNSs), while
allowing any Leaky ReLU. Allen-Zhu et al. (2019b) established convergence for
overparameterized CNNs with ReLU and one can directly extend their analysis to any
Leaky RelLU. Nevertheless, it still remains open to extend the generalization theory
to other structured NNs. Furthermore, it is useful to study the training convergence
and generalization for larger classes of activation functions, such as the Gaussian error

linear unit (Hendrycks and Gimpel, 2016).
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Our work has three major limitations. First, our generalization error bound is
not su ciently small. Nevertheless, we believe it still indicates some interesting and
relevant phenomena, in particular, the behavior when stopping at an early epoch. We
further improved our estimates for a special class of datasets, although we observed
that it was not su ciently small in general. This is likely due to the fact that the
regression setting poses greater challenges than classi cation. We also highlighted the
possible implications of Kumar et al. (2023) to a generalization estimate given tight
training error bounds.

Second, the lower bound that we require on the widthm, is generally unrealistically
large and we thus nd it important to extend our theory to lower values ofm.
Developing such a theory seems to require a careful analysis of nonlinear dynamical
systems, given that current methods aim to linearize the underlying dynamical system.
Nevertheless, for the special class of datasets discussed in Appendix A.2.11, we were
able to provide a satisfying linear dependence of the lower boundrafon n.

Lastly, to theoretically guarantee the use of = 1, we need to develop respective
lower bounds. We are not aware of useful and generic lower bounds and we nd it
rather di cult to develop them. Nevertheless, we still believe that making predictions
based on the carefully developed upper bound and empirically testing them is valuable
for practitioners. Indeed, our numerical results indicate the optimality of = 1 in
many scenarios of overparameterized networks. On the other hand, we are unaware of
much practical guidance that stems from the many other important and fundamental
estimates in the study of overparameterized NNs. Additionally, Figure 2.2 shows cases
where our upper bound for the convergence rate aligns with the observed convergence

rate.



Chapter 3

An Unpooling Layer for Graph
Generation

This chapter proposes a novel and trainable graph unpooling layer for e ective graph
generation. The unpooling layer receives an input graph with features and outputs an
enlarged graph with desired structure and features. We prove that the output graph
of the unpooling layer remains connected and for any connected graph there exists
a series of unpooling layers that can produce it from a 3-node graph. We apply the
unpooling layer within the generator of a generative adversarial network as well as
the decoder of a variational autoencoder. We give extensive experimental evidence
demonstrating the competitive performance of our proposed method on synthetic and
real data.

This chapter is organized follows:83.1 provides background on the problem of
interest for this chapter, reviews related work, and highlights our main contributions;
83.2 details our proposed methodologyg3.3 provides theoretical guarantees of connec-
tivity and expressivity; 83.4 reports numerical results on synthetic and real data of
protein and molecule generation§3.5 concludes this work and discusses its limitations;
and 8B provides details of the method and implementation, the proof and additional

numerical results.

29
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3.1 Introduction

Graph data appear in many application areas, such as chemistry (Duvenaud et al.,
2015), biology (Maere et al., 2005) and social recommendation (Fan et al., 2019).
Common tasks that arise with graph data include regression and classi cation of
either graph nodes or whole graphs and graph generation, which is useful for molecule
generation and drug discovery. Graph neural networks (GNNs) have successfully
generalized standard methods and architectures of neural networks to graph data and
have achieved great success in many common tasks.

The task of graph generation is challenging due to its vast search space and the
complexity of the graph structure. Furthermore, as we clarify next, it is hard to
generalize basic procedures of deep generative networks in image generation to graph
generation. For image data, a generative neural network, which may take the form
of the decoder of a variational auto-encoder (VAE) or the generator of a generative
adversarial network (GAN), usually rst converts the input to a small intermediate
image and then applies convolutional-transpose layers (Zeiler et al., 2010; Radford
et al., 2015) or unpooling layers (Pu et al., 2016) to upsample and re ne the image. In
the graph domain, it is hard to form a similar convolution-transpose or unpooling layer
in order to upsample graphs. Indeed, convolution and message passing do not change
the structure of the underlying graph and there is no natural way of building structure
for an unpooled graph. We are unaware of any graph generation work that follows
the same idea of image generation and produces intermediate graphs and upsamples
them to obtain the desired graph.

Inspired by image generation, we propose a novel unpooling layer for graph data
that is similar to the unpooling operator for images. By incorporating this layer, one

can build a deep graph generative network that utilizes intermediate graph structures.



3.1. Introduction 31

3.1.1 Related Work

Graph neural networks. There is already a vast amount of recent work on
GNNs. Many of those works focus on regression or classi cation tasks of nodes or
whole graphs. A common building block of a GNN is the message-passing neural
network (MPNN) layer, which was rst proposed for predicting molecular properties
(Scarselli et al., 2008; Duvenaud et al., 2015) and was immediately extended to other
applications. More recently, di erent variants and extensions of the MPNN layer have
been proposed within GNNs. For example, graph convolutional networks (GCNSs)
(Kipf and Welling, 2017) use a rst-order approximation of the spectral convolution

to derive a simple propagation rule for node classi cation, graph attention networks
(Velckovc et al., 2018) use self-attention to assign di erent weights to di erent nodes

in a neighborhood, and graph isomorphism networks (Xu et al., 2019) adopt multilayer
perceptrons (MLPs) after message passing to enhance expressivity. These networks
are simple to implement and also follow a message-passing scheme.

Graph pooling and unpooling. The common idea of pooling layers in 2D
convolutional neural networks has been generalized to graph-based data in order to
produce smaller graphs. A graph pooling layer was rst proposed by Bruna et al.
(2014) and later extended in various works (De errard et al., 2016; Ying et al., 2018;
Ma et al., 2019; Lee et al., 2019). Pooling layers are widely used in classi cation
and regression on graphs since they downsample the graph while summarizing the
aggregated presence of encoded features.

Unlike the convolution-transpose or unpooling operation for images, there is no
obvious way to de ne a trainable unpooling procedure for graphs. Some works (Jin
et al., 2018, 2019; Bongini et al., 2021) sequentially expand graphs by adding one
node at a time. While their operations can be considered as unpooling, they cannot
be regarded as the inverse operation of common pooling, since graph pooling is not

generally done by removing one node at a time. Among all works related to graph



3.1. Introduction 32

pooling, Gao and Ji (2019) is the only one that seeks to de ne graph unpooling. They
proposed Graph-UNet to combine pooling and unpooling processes in an encoder-
decoder architecture. A Graph-UNet rst pools an input graph into a smaller graph,
encodes its global features and then applies the exact inverse process to perform the
unpooling procedure. Since this operation deterministically depends on the pooling
layers in the encoder, it is not suitable to be used for graph generation.

Graph generation. Faez et al. (2021) nicely survey graph generation models and
categorized them as follows: auto-regressive (AR) (You et al., 2018b; Bongini et al.,
2021; Ahn et al., 2021), VAE (Simonovsky and Komodakis, 2018; Jin et al., 2018;
Samanta et al., 2020; Guo et al., 2021), GAN (De Cao and Kipf, 2018), reinforcement
learning (RL) (You et al., 2018a), and normalized ow (Madhawa et al., 2019; Shi
et al., 2020; Zang and Wang, 2020; Luo et al., 2021). Another recent category is
di usion models (Jo et al., 2022). There are two types of graph generation strategies:
one-shot and sequential, where the former generates the output graph at once and the
latter generates it in a node-by-node and edge-by-edge fashion. Most existing methods
that leverage the one-shot strategy, such as De Cao and Kipf (2018); Simonovsky and
Komodakis (2018); Zang and Wang (2020), produce a vectorized adjacency matrix,
which does not utilize any graph structure during generation. On the other hand,
methods that sequentially generate graphs typically use the graph structure. For
example, You et al. (2018b); Shi et al. (2020); Luo et al. (2021) predict the next node
or edge based on the features extracted from the existing graph.

Molecule generation is the most common application in this area as molecules
can be naturally represented as graphs with features. However, molecules need to
be chemically valid and this validity issue does not arise in general graph generation.
Many methods (De Cao and Kipf, 2018; Simonovsky and Komodakis, 2018; Samanta
et al.,, 2020; Zang and Wang, 2020) generate molecules at one-shot by producing

an adjacency matrix that captures the molecular graph structure. Mahmood et al.
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Figure 3.1: Demonstration of possible outputs of the proposed unpooling layer. Left:
input graph, middle: two potential outputs of the unpooling layer, right: further
application of an MPNN layer. The colors of nodes represent their features.

(2021) propose the masked graph model (MGM) that generates graphs at one-shot
by sampling masked sub-graphs of the respective complete graph. This method
suggests a new graph generation category. On the other hand, it is also possible to
sequentially generate molecules. For example, Jin et al. (2018, 2019) rst generate
a junction-tree as the sca olding and then complete the graph. The junction-tree is

generated recursively from the root, one node at a time. Some other recent models (Shi
et al., 2020; Ahn et al., 2021; Luo et al., 2021) apply node-by-node and edge-by-edge
sequential generation. Bongini et al. (2021) break the graph generation into three

subproblems: node classi cation (which leads to node expansion), edge classi cation,

and edge addition, where three separate GNNs are trained for each subproblem.

3.1.2 This Work

We propose a novel unpooling layer that e ectively leverages the features and structure
of a given graph to form an enlarged graph with learned features and structure. One
may apply additional layers, such as MPNN layers, to further re ne the features of

nodes and edges in the graph. Figure 3.1 demonstrates two possible outputs of the
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unpooling layer with a followup MPNN layer for a given input graph. By incorporating
unpooling layers in deep graph generative networks, we can generate a graph at one
shot. In the experiments, we incorporate unpooling layers within both the generator
of GAN and the decoder of VAE. We demonstrate in a synthetic setting how the
unpooling layers reveal useful intermediate graph structures. We believe that the
incorporation of such structures results in the competitive performance which is evident
in all numerical experiments.

Our proposed unpooling layer (UL) leads to one-shot generation that utilizes the
graph structure during generation. Among all existing methods, only the masked graph
model (MGM) of Mahmood et al. (2021) applies one-shot generation that utilizes the
graph structure during generation. Nevertheless, the implementation of our method is
very di erent from Mahmood et al. (2021). In particular, the proposed unpooling layer
enlarges the graph at each intermediate step, whereas Mahmood et al. (2021) sample
the graph in masked subgraphs. As mentioned earlier, the graph generation category
of MGM is rather di erent from the common categories. Furthermore, MGM was
implemented and applied for molecule generation and not general graph generation.
Therefore, in terms of methodology our proposed strategy is distinguished from the
many previous graph generation methods.

CO % CO 0O OO
CO 0O OO

a
sgeteteiSisieierels
(a) (b) (©) (d)

Figure 3.2: Demonstration of the steps of the unpooling layer: (a) unpool and generate
children nodes; (b) build intra-links within pairs of children nodes; (c) build inter-links
involving children nodes; (d) build features for the edges. Right: The output graph.

We emphasize the following contributions of our work:
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" We propose a novel unpooling layer that produces an enlarged graph with
learnable structure. It can be inserted into GANs and VAEs. The resulting
generation framework is distinguished in its ability to both generate graphs at

one shot and utilize the graph structures for generation.

~

We show that the unpooling layer is valid and expressive. That is, the unpooled
graph remains connected and any connected graph can be generated by a series

of unpooling layers from a 3-nodes graph.

A

We test the unpooling layer within both GANs and VAEs on a random graph
dataset, a protein dataset and two molecule datasets and demonstrate competi-

tive performance.

3.2 Methodology

Section 3.2.1 clari es the construction of the unpooling layer an83.2.2 explains how
to use such layers for graph generation and how we update the parameters for the

unpooling layers.

3.2.1 Unpooling Layer

Given an input graph (with features), the unpooling layer rst unpools some of its
nodes by replacing them with two \children" nodes and then learns a graph structure
for the new set of nodes (in the output graph) and further learns new features.
Notation. We use the following notation for the input graph and its features. Its
node setisV =[N]:=f1l, ;Ng; its edge set isE, where its members are of the
form fi;j g for somei, j 2 V; its number of edges iM = jEj; its node feature matrix
isX 2 RN 9 where itsi-th row, x;, is the d-dimensional feature of nodé; and its

edge feature matrix isW 2 RM ¢, where for edgdi;j g 2 E, its corresponding row
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of W is the e-dimensional feature of that edge, which we denote hy;; . Similarly,
we use the following notation for the output graph and its featuresV? is its node set,
E° is its edge set and¥ and U are the feature matrices for the output nodes and
edges, respectively. We remark that the size &° lies in [V +1;2jV|] and depends
on the hyperparameters that determine which nodes should be unpooled.

The input and output graphs of the unpooling layers with their features are

respectively denoted by

G=(V;E;X;W) and G =(V%E®%Y;U):

We will refer to them as featured graphs and to\(; E) and (V°; E°) as graphs.

An overview of the unpooling layer. The unpooling layer determines the
output graph in a stochastic manner. Ideally, it should produce probabilities of
every possible output graph based on the input graph by using trainable parameters,

p. That is, it would output a probability mass function, p, on the sample space
G° = f(V° E®) : unpooled fromGg wherep(G, p) 2 [0;1J¢°l. In this ideal case, the
unpooling layer then randomly draws an output graph, ¥ °; E°), according to this
probability mass function. The drawn probability of this sample point, which we

denote by

P(V® EG; »); (3.1)

can then be used to update the parametersp during training. Therefore, the
unpooling layer can ideally re ne the probability distribution p(G; p) in order to
obtain graphs that minimize the training loss function.

Since the sample spac&° is huge, we cannot explicitly produce the probabilities
of all possible output graphs. In practice, we use several multi-layered perceptrons

(MLPs) to produce probabilities to determine if nodes should be unpooled and if
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edges between unpooling children nodes should be included in the output graph. The
product of all these probabilities for nodes and edges gives the probability of the entire
output graph in (3.1) (assuming these events are independent), which is used during
training.

After forming the output graph, the unpooling layer also produces the node and
edge features using two MLPs that exploit the input featured graph and possibly the
output graph, that is,

Y =MLP- Y(G; y);U =MLP- W(V%E®%G; w):

B

Input ! T : : Output
Tyer
;o w - I
logP  —— logP Total log P

Figure 3.3: Demonstration of a generative neural network with unpooling and MPNN
layers. The central row shows the input latent vector, an initial layer that creates a
3-node graph, a series of MPNN and unpooling layers, and the output featured graph
(the features are represented by colors). The top row shows the intermediate hidden
featured graphs outputted at every layer. The initial layer and the unpooling layers
generate log probabilities. The generative GNN accumulates them to obtain the total
log probability (shown in the bottom row); it uses it in the REINFORCE algorithm

to train the unpooling layers (see (3.3)).

Detailed mechanism of the unpooling layer. The unpooling layer contains

seven MLPs that serve dierent purposes, which we introduce below and in the
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supplementary materials8B.1. For the formation of the unpooling layer We use the
following three node sets that partition the input node set: (1) the set of noddg
that are unchanged in the unpooling layer; (2) the set of noddsg that are determined
to be unpooled in the unpooling layer; and (3) the set of nodd$ that requires a
probabilistic decision whether to unpool or not.

With the speci ed node sets, we describe the procedure of generating the output
graph in the unpooling layer according to 3 steps, which we demonstrate in Figure 3.2.

Step 1. Generating the output nodes and node features ((a) in Figure 3.2)
We rst probabilistically determine which nodes inl? will be unpooled. For each
nodei 2 19, we determine the probability of unpooling it, p;(x;), by an MLP as
follows: p; (x;) = MLP-R(x;). Then we draw uniform random variabledJ; UJ[0; 1]
and form the following setsl, and | s of unpooled nodes and unchanged (or stable)
nodes:l, == I12[fi212: U<p/(xj))gandls:=12[fi21°: U p(xi)g

We remark that if we want to generate the output graph with a xed number of
nodes, we could choos’ = ; for the unpooling layer.

The set of nodes of the output graphv° is the union of the nodes inls (with
di erent indices) and a set of nodes of sizejR,j representing the unpooled nodes from
|,. For each node 2 |, we denote byf (i) the index of this node in the output graph.
For each node 2 |, we denote byf (i) and f,(i) the indices of the two unpooled
nodes in the output graph. The output node features are generated by an MLP and

two projection operatorsPs, and Ps,, which are de ned in detail in 88.3.2

Yt () = MLP-y(Ps,x;); fori 2 ls:
Yt i) = MLP-y(Ps xi); fori2 1, j=1;2

Step 2. Building output edges.  We sequentially generate the sdE° of edges
in the output graph following the next two substeps. We initiate this set byE® := ;.
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Step 2.1. Building intra-links ((b) in Figure 3.2). For each node 2 |, we
determine whether to generate an edge that connects the children nodeé) and
f,(i) based on a probability, which we denote by.(x;). This probability is produced
using an MLP as follows:p.(x;) = MLP-IA (x;). Then we draw uniform random
variable U;  UJ[0; 1] and if U; < p(X;), we add this edge to the output graph, that is,
E°=E°[ ffa(i):fa(i)g .

Step 2.2. Building inter-links ((c) in Figure 3.2). For each edgdi;jg2 E
in the input graph, we determine the edges for the corresponding nodes in the output
graph according to the following three di erent cases: (1)j 2 Is: we include the
edgeff (i);f (j)g in the output graph; (2) i 2 Isandj 2 I,: we probabilistically
determine what are the edges betwedn(i) and ffy(j);f2(j)g; and (3)i;j 2 1,: we
probabilistically determine what are the edges betweéf 1(i); f2(i)gand ff.(j);f>(j)g.

For each edg€i;j g 2 E, we introduce node setdN¢;; o and Ngij g in order to
uniformly handle the above cases. Fdri;j g 2 E andi 2 V, we formN¢j; ¢; as follows:
If i 2 1, then Nt 4 = ff(i)gandifi 2 I, then N¢j;j i iS @ nonempty subset of the
children nodes ofi, which we probabilistically determine as follows. We use an MLP
to calculate two probabilities: (p1; p2) = MLP-IE (Y+,); Y,y Wi 5 Xj). We then draw

a uniform random variableU  U[0; 1] and determineNs;; 4; as follows:

8
3 g it U <py;
Niijgi = _ ffa(i);f2(i)g;  if U po+ py
ffo(i)g; otherwise

For fi;jg 2 E andj 2 V we similarly de ne Nj; 4, while swappingi andj. The

edges in the output graph are updated as follows:

EO: Eo[ff k,|g k2 Nfi;j g;i; | 2 Nfi;j g;jg: (32)
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We need to take extra care to ensure connectivity and expressivity of the output
graph. We rst form two additional MLPs, MLP-C and MLP-IE-A to calculate
probabilities. We then probabilistically form some additional edges. These details are
a bit technical and can be fully understood after getting familiar with our theory for
connectivity and expressivity (see83.3 and the proofs in the supplementary materials
8B.4). Therefore we leave these details t8B.1 of the supplementary materials (see
Step 2b and Step 2d ir§B.1).

Step 3. Constructing the edge features ((d) in Figure 3.2). For each edge

fk;lg 2 E°, we construct the edge featurei, by an MLP as follows:
Uk = MLP-u LeakyReLU(yk + vy)) :

Summary. We described a probabilistic construction oz° = (V% E° Y ;U). It
contains seven MLPs to produce various probabilities and features for the nodes and
edges ofG°. The parameters in those seven MLPs form the training parameters of
the unpooling layer. The overall probability P(V°; E°|G; p) is the product of all the
probabilities in the rst two steps and is used to update the training parameters in

the unpooling layer, while using the REINFORCE algorithm introduced below.

3.2.2 Graph Generation and Training

We use the unpooling layer within a generative GNN, which can be either a generator of
a GAN or a decoder of a VAE. We describe here its basic mechanism and demonstrate
it in Figure 3.3. Complete details of implementation are in both83.4 and the
supplementary materials. The generative GNN rst maps a given latent vector into a
featured 3-nodes graph, whose structure is probabilistically determined by an MLP
and its edge features are determined by another MLP (details are in the supplementary

materials). Next, it applies a GCN (such as MPNN) to update the node features for
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this initial featured graph. It then sequentially applies unpooling layers, where each of
them is followed by a GCN (such as MPNN), which further updates the node features.
The nal output is the generated graph.

The parameters used for generating features in the unpooling layer can be updated
during training following the common framework of GAN or VAE. The major challenge
in using the unpooling layers for graph generation is that the graph generation process
is not di erentiable. To overcome this, we follow REINFORCE with baseline (Weaver
and Tao, 2001; Sutton and Barto, 2018) to update all the graph generation parameters
in the unpooling layer.

In order to explain this procedure with more details, we need the following notation.
We denote byG a generative GNN (a generator of a graph GAN or the decoder of a
graph VAE) with several unpooling layers that takes a latent vector and produces a
generated graph. We denote byn the number of unpooling layers ofs, by U;, U,
Un the unpooling layers and by V°; EY), , (V.S; EQ) the generated intermediate
graphs. Let denote all the parameters ofG, which include the parameters of
the MLPs in the unpooling layers. In view 0f(3.1), the total log probability of the
unpooling layerUy is logP(V,2; EQ). We de ne the total log probability of the generator
G aslogP = P « [0gP(V,2; ER) and note that logP depends on . We denote the
learning rate by and the reward for the generated graph by. Note that this reward
depends on the speci ¢ generation task, e.g., it can be the likelihood predicted by the
discriminator or the chemical property which one aims to optimize.

We update as follows
ker = kt+ (r logPj )(r Er); (3.3)

where we approximateEr by the sample mean. In our experiments we incorporate

the unpooling layers within a GAN and a VAE. For a GAN, we set the reward
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to be D(G(z; )), where D is the GAN's discriminator, in order to compete with
the discriminator. For a VAE, we choose the reward to be the negative of the

reconstruction error in order to minimize the reconstruction error.

3.3 Theoretical Guarantees

We establish the connectivity and expressivity of the unpooling layer. All proofs are

in the supplementary materials.

3.3.1 Guarantee of Connectivity of the Output Graph

The following proposition implies that if the input graph is connected, then the
unpooling layer will produce a connected graph. This is an important property in
molecule generation since otherwise the output molecule will be invalid. Adjacency

matrix-based generators cannot ensure connectivity.

Proposition 3.1
Given an unpooling layer and any connected input grap®, the output graph, G°, of

this unpooling layer is connected.

3.3.2 Guarantee of Expressivity for the Unpooling Layer

It is important to know whether a series of unpooling layers can produce any connected
graph. For instance, in molecule generation, a good generative model should contain
all valid molecules in the set of possible output. Some previous work (e.g., Jin et al.
(2018)) cannot produce some valid molecular structures and is thus not fully expressive.
Fortunately, we are able to produce any connected graph by applying certain unpooling
layers to an input graph with three nodes (our implementation of the graph generative

model starts with a 3-nodes graph). We rst formulate a theorem on the expressivity
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of a single unpooling layer and then formulate the desired corollary when starting

with a 3-nodes graph and using a series of unpooling layers.

Theorem 3.1
Given a connected graphG® with N nodes and an integeK 2 [dN=2e;N 1], there
exist an unpooling layer and an input graphG with K nodes so thatG° is the

corresponding output.

Corollary 3.1
Given a connected graphG® with N nodes, there exist a 3-nodes grap&® and
dog,(N=3)e unpooling layers, so thatG° is the output of this series of unpooling layers

acting on G.

We remark that the proof of Theorem 3.1 naturally provides a \pooling" procedure
on the graph structure which can be regarded as the inverse operation of our unpooling

layer. This validates the name \unpooling".

3.4 Experiments

We demonstrate the e ectiveness of the unpooling layer for molecule generation. We
describe the two datasets ir§3.4.1, the evaluation metrics in83.4.2 and the details
of the implemented methods in83.4.3. We then report the results in83.4.4, while
comparing with benchmark methods. All implemented codes are provided in the

supplementary materials.

3.4.1 Datasets

Waxman random graph dataset. The dataset contains randomly generated

Waxman graphs (Waxman, 1988). More precisely, we rst created 20,000 graphs
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with 12 nodes and node features uniformly drawn from J@]°. For each graph, we
connected nodes andj 2 [12] with probability ge 3% , whereq= 0:65,s=0:3 and

dj is the Euclidean distance between their features. We do not assign edge features.
Next, for each graph we compute the largest connected subgraph as long as it has at
least 5 nodes. The nal set contains these subgraphs with at least 5 nodes (the ones
with less nodes are discarded). Thus the number of nodes ranges from 5 to 12 and the
node features are thex and y coordinates. On average, each graph contains 9.2 nodes
and 10.3 edges. There are 18,910 graphs in this dataset.

Protein dataset. We use the protein dataset introduced in Guo et al. (2021),
which is a benchmark for graph generation (Du et al., 2021). All the graphs contain
8 nodes and their node features are their 3D coordinate vectors. There are no edge
features. On average, each graph contains 8 nodes and 19.3 edges. There are 76,000
graphs in the datasets, where we use 38,000 for training and 38,000 for testing.

Molecule datasets. We use two common datasets for molecule generation: QM9
(Ramakrishnan et al., 2014) and ZINC (Sterling and Irwin, 2015). QM9 contains
130k molecules and each molecule consists of up to 9 heavy atoms among carbon (C),
oxygen (O), nitrogen (N) and uorine (F). In §83.4.3 we explain how we choose the
hyperparameters of the unpooling layers so that the generator will generate molecules
with the number of atoms ranging between 6 and 9. On average, each graph contains
8.8 nodes and 9.4 edges.

ZINC contains about 250k molecules, where each molecule consists of 9 to 38
heavy atoms among carbon (C), oxygen (O), nitrogen (N), sulfur (S), uorine (F),
chlorine (Cl), bromine (Br), iodine (I) and phosphorus (P). For simplicity, we only
take molecules with 11 - 36 heavy atoms (99.8% of ZINC). On average, each graph
contains 23.2 nodes and 24.9 edges.

For both QM9 and ZINC, we include the following node features: atom type, chiral

speci cation of an atom (unspeci ed, clockwise or counter-clockwise) and the formal
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charge of an atom (0, +1 or -1). We use bond type (single, double or triple) as edge

features. The node and edge features are represented as one-hot vectors.

3.4.2 Evaluation Metrics

In the numerical experiments of the Waxman random graph and protein datasets,
we evaluate the similarity of the generated data and source data by comparing the
distributions of some graph properties in the generated graphs and source data. We
use the following graph properties for comparison: average node connectivity, average
clustering coe cient, edge density and node features. For both datasets, we report
the Kullback{Leibler divergence and Wasserstein distance between the distributions
of the source and generated data. For the Waxman random graph dataset we further
demonstrate the distributions of the four properties for the source and generated data,
while considering several methods for graph generation.

In the numerical experiments of molecule generation, we compare the di erent
generators by generating 10,000 molecules and applying the following metrics: validity
(the ratio between the number of generated valid molecules and all generated graphs);
uniqueness (the ratio between the number of unique valid molecules and generated
valid molecules); and novelty (the ratio between the number of unique valid molecules
which are di erent from all molecules in the dataset and the total number of generated
unique valid molecules). We also report the geometric mean of the above three metrics

(G-mean).

3.4.3 Implementation Details

We implemented a GAN with the unpooling layers (UL GAN), a GAN with an
adjacency matrix-based generator (Adj GAN) and a VAE with the unpooling layers

(UL VAE). For simplicity, we just describe here the implementation for molecule
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generation using the QM9 dataset. Indeed, the implementations of Adj GAN, UL
GAN and UL VAE for the other applications are similar. Additional details are in the
supplementary materials.

Discriminator for Adj GAN and UL GAN. It takes an input graph and
uses two MPNN layers with 128 units to generate a grapG = (V;E; X ;W ). It then
aggregates the node features (the rows; gj,v of X ') to produce the following single

feature vector for the graph:

h(G) = * (liny(x;)) tanh(lina(x;));
j2v
where is logistic sigmoid, is element-wise multiplication andlin, and lin, are two
layers with 128 units. Then it applies a layeldinz with 256 units. A nal layer with a
single unit then produces the output, where its activation function iganh. A batch
normalization and leaky ReLU activation function are used after the two MPNNs and
ling; ling; ling layers.

Encoder for UL VAE. It has the same architecture as the above discriminator,
except that the nal layer maps into a 256-dimensional vector with a linear activation
function. This vector further splits to two 128-dimensional vectorsz and z . It
then generates the following latent vectorz = z + exp(%z ) X, wherex N(0;1).

Generator for Adj GAN. It contains four linear layers with 128256 256 512
units with batch normalization and leaky ReLU activation function. The last layer
generates a 9 11 tensor (matrix) for the node features and 9 9 4 tensor for the
edge features. We use a hard Gumbel softmax to produce the one-hot feature vectors
for the nodes and edges.

Generator for UL GAN and decoder for UL VAE. It takes a 128-dimensional
vector and outputs a graph. The generator contains the following layers: an initial

MLP layer that takes the random noise vector and creates a 3-nodes graph with
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256-dimensional node features; an MPNN layer with 128 units; an unpooling layer
that maps the 3-nodes graph to a 4-or-5-nodes graph; an MPNN layer with 128 units;
an unpooling layer that maps the 4-or-5-nodes graph to a 6-to-9-nodes graph; an
MPNN layer with 64 units; a linear layer with 64 hidden units and two nal layers
that produces node and edge features iR and R?, respectively. A skip connection,
which takes the input vector, is added to the node features after each unpooling layer.
Finally, a hard Gumbel softmax generates the desired one-hot features. The dimension
of the edge features in all intermediate graphs is 32. The log probabilities from this
sampling process are added to obtain the total log probability when updating the
parameters according to (3.3).

Training process. For UL GAN and Adj GAN, the loss function corresponds
to Wasserstein GAN with gradient penalty Gulrajani et al. (2017). For UL VAE,
the loss function is the sum of the reconstruction errors of node features and edge
features and the Kullback-Leibler divergence between the latent vector and a standard
Gaussian. We use the Adam optimizer with a learning rate 2 10 “ for the generator
and a learning rate 10 for the discriminator with a training batch size of 64. During
the training process, we evaluate the model every 500 iterations and we report the
result with optimal validity before a mode collapse occurs. In each training step, we
alternatively minimize the loss function and update the parameters according to the

policy gradient procedure in (3.3).

3.4.4 Results

For all datasets, we generate 10,000 samples for evaluation. For the Waxman random
graph and protein datasets, we compared Adj GAN, UL GAN and UL VAE with
our implementations of the following baseline methods: GraphVAE (Simonovsky and
Komodakis, 2018), GraphRNN You et al. (2018b), GCPN (You et al., 2018a), GraphAF
(Shi et al., 2020) and SGD-VAE (Guo et al., 2021). Since GraphAF, GraphVAE and
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GCPN were designed for molecule generation, we adapted them to general graph
generation. We remark that GCPN is not able to produce numeric node features and
we thus do not report the node feature metrics for it. In order to test the e ect of
skips connections, we implemented for the random graph dataset a version of UL
GAN that has no skip connections from the input vector and we refer to it as UL
GAN (NS).

Table 3.1: Results for the Waxman random graph dataset. We report the KL divergence
and Wasserstein distance with respect to the following quantities: edge density (ki
e ds and wd e ds), average node connectivity (kl cn and wd cn), average clustering
coe cient (kl clst and wd clst) and node features (kl n ft and wd n ft).

Methods kleds klclst klcn kinft wdeds wdclst wdcn wdnft
GraphVAE 4,009 6.127 2.363 5.088 0.118 0.140 0.315 0.183
GraphRNN 0.592 0.034 0.373 0.717 0.052 0.019 0.217 0.135
GCPN 0.402 0.292 0.096 N/A 0.043 0.086 0.116 N/A
GraphAF 0.507 0.249 0.460 0.382 0.032 0.079 0.503 0.163
SGD-VAE 1493 0.321 0.448 0.378 0.122 0.070 0.294 0.131
ADJ GAN 1.128 1.081 0.247 0.196 0.065 0.097 0.178 0.088
UL VAE 0.092 0.408 0.108 0.635 0.010 0.099 0.105 0.132
UL GAN (NS) 0.100 0.098 0.088 0.147 0.011 0.076 0.046 0.056
UL GAN 0.001 0.023 0.034 0.145 0.004 0.027 0.011 0.042

Figure 3.4 demonstrates the distributions of the four graph properties of both
the source data and the di erent generating methods for the Waxman random graph
dataset. For all four properties, the distribution obtained by UL GAN seems to be the
closest to the source data. Table 3.1 reports the 8 evaluation metrics for the Waxman
random graph dataset. We note that UL GAN outperforms the other methods in most
of the metrics, except for Wasserstein distance between average clustering coe cients,
where GraphRNN achieves the smallest metric. Nevertheless, ULGAN achieves the
smallest KL divergence and its distribution seems to be closer to the source data

according to Figure 3.4. The better performance of UL GAN over Adj GAN and of
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Table 3.2: Results for the protein dataset. We report the same quantities summarized
in the caption of Table 3.1.

Methods kleds klclst klecn kinft wdeds wdclst wdcn wdnft

GraphVAE 2497 0.343 3.228 9.777 0.065 0.020 0.758 10.590
GraphRNN 0.082 0.337 0.163 2.818 0.013 0.071 0.165 4.473
GCPN 1567 4943 7.358 N/A 0.483 0.508 2.292 N/A
GraphAF 1942 1659 1987 2.603 0.043 0.163 1543 17.217
SGD-VAE 1.035 1.228 0.975 10.195 0.169 0.311 1549 10.698
ADJ GAN 6.176 4.600 7.145 0.730 0.086 0.050 0.815 6.705
UL VAE 0.492 0.889 0.791 0.181 0.041 0.072 0.373 4.344
UL GAN 0.074 0.224 0.101 0.095 0.011 0.009 0.127 3.142

UL VAE over GraphVAE indicates the clear advantage of using the unpooling layer
over a standard adjacency-based method. We further note that the improvement of
UL GAN over UL GAN (NS) is not signi cant. This indicates that even without the
skip connection our model performs really well and that its main advantage is due to
the unpooling layer and not the skip connection.

Table 3.2 reports the evaluation metrics for the protein dataset. We note that UL
GAN outperforms the other baseline methods in all the metrics. Also, the adjacency
matrix-based methods (GraphVAE and Adj GAN) perform poorly in this dataset
while their unpooling-layer-based counterparts (UL VAE and UL GAN) perform much
better.

For QM9, we compare UL VAE, UL GAN, Adj GAN, MolGAN (De Cao and Kipf,
2018), CharacterVAE (Gomez-Bombarelli et al., 2018), GrammarVAE (Kusner et al.,
2017), Graph VAE (Simonovsky and Komodakis, 2018), GraphAF (Shi et al., 2020),
GraphDF (Luo et al., 2021), MoFlow (Zang and Wang, 2020), Spanning tree (Ahn
et al., 2021), and MGM (Mahmood et al., 2021). For ZINC, we compare UL GAN,
Adj GAN, CharacterRNN (Segler et al., 2018), LatentGAN (Prykhodko et al., 2019),
junction tree VAE (JT VAE) (Jin et al., 2018), GraphAF (Shi et al., 2020), GraphDF
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(Luo et al., 2021), MoFlow (Zang and Wang, 2020), and Spanning tree (Ahn et al.,
2021). We do not report results of UL VAE for ZINC because its training was slow
and we do not have results for its counterpart, GraphVAE. For Adj GAN, UL GAN
and UL VAE, we report the means based on 100 runs of generating 10k samples. The
results of the other baseline methods are copied from their original papers. Standard
deviations for our implementations are included in the supplementary materials.

Table 3.3 and Table 3.4 report validity, uniqueness, novelty and their geometric
mean for QM9 and ZINC, respectively. For QM9, UL GAN improves signi cantly
from Adj GAN. Its performance is overall competitive when compared to other state-
of-the-art approaches. In particular, UL GAN achieves the third-highest geometric
mean. UL VAE signi cantly outperforms its adjacency-matrix-based counterpart,
GraphVAE. For ZINC, UL GAN achieves perfect uniqueness and novelty scores. In
terms of validity, it outperforms Adj GAN, whose validity and uniqueness scores are
poor. We thus note that our unpooling layer is able to generate graphs of moderate
sizes, while adjacency-matrix generators are only suitable for small graphs. Although
some other methods achieve better validity, the overall performance of UL GAN is
comparable with state-of-the-art methods.

Figure 3.5 studies the latent space structure of UL GAN for QM9. It picks two
latent vectors zo and z, corresponding to a string-like molecule and a molecule with
a ring, respectively. Then, it forms a series of latent vectorg;, = tz; + (1 t)zg
and shows their corresponding molecules. We note that agncreases the molecular

structures are changing from string-like to ring-like ones.
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Table 3.3: Validity, uniqueness, novelty and their geometric mean (G-mean) for
molecule generation using QM9. Scores for the competing methods (listed above the
middle line) were copied from their original papers.

Method Valid Unique Novel G-mean

CharacterVAE 0.103 0.675 0.900 0.397
GrammarVAE 0.602 0.093 0.809 0.356
GraphVAE 0.557 0.760 0.616 0.639

MolGAN 0.981 0.104 0.942 0.458
GraphAF 0.670 0.945 0.888 0.825
GraphDF 0.827 0.976 0.981 0.925
MoFlow 0.962 0.992 0.980 0.978

Spanning tree  1.00 0.968 0.727 0.889
MGM 0.886 0.978 0.518 0.766
UL VAE 0.735 0.940 0.949 0.869
Adj GAN 0.941 0.139 0.886 0.488
UL GAN 0.907 0.826 0.949 0.893

Table 3.4: Validity, uniqueness, novelty and their geometric mean (G-mean) for
molecule generation using ZINC. Scores for the rst three methods were copied from
Polykovskiy et al. (2020) and scores for other competing methods (listed above the
middle line) were copied from their original papers.

Method Valid Unique Novel G-mean
CharRNN 0.975 1.00 0.842 0.936
LatentGAN 0.897 0.997 0.950 0.947
JT VAE 1.00 100 0914 0.970
GraphAF 0.680 0.991 1.00 0.877
GraphDF 0.890 0.992 1.00 0.959
MoFlow 0.818 1.00 1.00 0.935
Spanning tree  0.995 1.00 0.999 0.998
Adj GAN 0.109 0.196 1.00 0.277

UL GAN 0.871 1.00 1.00 0.955
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