ATOM VR - Area Twinned Object Manipulation in Virtual Reality

A THESIS
SUBMITTED TO THE FACULTY OF THE GRADUATE SCHOOL
OF THE UNIVERSITY OF MINNESOTA
BY

Alexander Chambers

IN PARTIAL FULFILLMENT OF THE REQUIREMENTS
FOR THE DEGREE OF
MASTER OF SCIENCE

Dr. Pete Willemsen

August 2024



© Alexander Chambers 2024



Acknowledgements

Thank you to my advisor, Dr. Pete Willemsen. From flying around a spinning
Sierpinski pyramid created from scratch to running full-fledged experiments in VR,
I couldn’t have done it without you. This research has let me combine my love of
creating with the power of VR to build something awesome, and I appreciate all of
your support and guidance along the way to make it the best it can be.

Thank you Dr. Peter Peterson for teaching me how to safely break everything and
for helping me explore my passion for teaching. Finding glitchy squares has never
been so fun and educational. Thank you to my committee, Pete, Peter, and Ed, for
providing valuable feedback on my work and giving me inspiration for where to go
from here. It has been a pleasure working with you all.

Thank you to Dr Arshia Khan for teaching me the details about how research
works and encouraging me to keep trying new things. Thank you to Dr. Sophia
Knight and UMD SCSE for my introduction to research through the UROP program.
I had a blast and learned a lot about research along the way.

Lastly, thank you mom and grandma for giving me a calm, quiet place to work

on my research, and for being supportive through it all.



Dedication

To my mom, for the long nights of exam review and listening to all those

complicated tech explanations. There are more to come.

To my dad, for introducing me to making real software and all the support

throughout college. I'll make that game.

To my brother, for helping me expand my creative side. Keep making cool things.

To my grandparents, for the fun trips and many weekends of great food and respite.

It’s my turn.

To my friends, for introducing me to new cultures and doing crazy, ambitious things

together. Birds of a feather...

i



Abstract

Virtual Reality (VR) is finding growing use in entertainment, training, and design
as hardware capabilities improve and prices fall. However, it is limited by current
interaction mechanisms which do not allow effective manipulation of objects outside
of arm’s reach. The common raycast and its variants cannot easily select occluded ob-
jects, while widget based manipulation techniques require close proximity and many
steps to attain precision. We designed and tested a hybrid, bi-manual interaction
technique called Area Twinned Object Manipulation (ATOM). ATOM builds upon
World-in-Miniature by cloning a remote region near the user, allowing local inter-
action to easily affect remote objects. We designed and ran experiment software to
evaluate ATOM’s object selection performance against the Go-Go and raycast selec-
tion techniques using the Unity game engine and a Meta Quest 2 VR Headset. Our
experimental analysis indicates that ATOM requires fewer interactions with extrane-
ous objects than Go-Go and raycast, thus improving efficiency of interaction. ATOM
particularly excels in conditions in which objects are occluded or are at distance and
was shown to induce no additional time requirement over the existing techniques.
The design of ATOM combines selection and manipulation into one action, removing
the need for a second discrete manipulation step. Future work is needed to evaluate
ATOM’s manipulation capabilities when applied to environmental design tasks, as

well as its potential in other contexts such as space searching.
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1 Introduction

Virtual Reality (VR) technology provides a unique, immersive medium that al-
lows a user to interact with a computer generated virtual environment through the
use of immersive hardware such as head mounted displays (HMDs) or hand tracked
controllers. Current consumer VR systems include Meta's Quest series, HTC's VIVE
series, and Valve's Index (Yang et al. 2023).

As of July 2024, prices range from W00 for the Meta Quest 3 to U$1400 for
the VIVE Pro 2. This places the price range of these systems alongside that of a
game console to a mid-range performance workstation or gaming PC, making them
accessible to many users.

The primary quality of VR is the ability to immerse the user in a virtual environ-
ment and perceive that environment as if it were real. VR environments are already
used for many purposes including video games, medical, design, remote collaboration,
and training (Vasarainen, Paavola, and Vetoshkina 2021; D. Bowman, Kruij, et al.
2017).

The inspiration for this research is the use of VR in environmental design. The
need for detailed virtual environments is found in Im production, architectural plan-
ning, and video games. Animated Ims such as those by Pixar utilize virtual environ-
ments to render video. BIM (building information modeling) is used by companies
such as Gensler to design buildings and position wiring and plumbing before construc-
tion begins. Video games such as Minecraft place the user in a virtual environment

to play. However, current environmental design tools such as Unreal Engine, Unity,



and Autodesk Revit utilize third-person views to design their spaces. The design pro-
cess is separated from the use-case and not ideal for designing rst-person desktop,
VR, or real life experiences as they require a context change to view the scene in
rst-person. By creating and viewing these environments directly from within VR,
designers, producers, and customers can determine much more closely what a space
will feel like. This can allow for faster iteration and more nuanced feedback than
traditional tooling.

While using VR for these design tasks has potential, the implementation is hin-
dered by limitations of current VR interaction mechanisms. Most current interaction
techniques work best at close range, while those that work at distance require multiple
re nement steps to attain precision.

A common interaction technique is directly grabbing objects in the virtual en-
vironment. This can be done by mapping the position of the user's physical hand
into the virtual space using tracking systems. The user's hand can then be moved
directly at a 1:1 scale or o set using a technique like Go-Go non-linear reach exten-
sion (Poupyrev et al. 1996). The user's selection area can also be augmented as in
Silk Cursor (Zhai, Buxton, and Milgram 1994) Grabbed objects can be moved and
released freely as the user moves around.

Indirect interactions are also used. Raycast selection (Mine 1995; Pietroszek 2018)
is commonly used to select objects by projecting a line from the user to the object of
interest. Basic raycast selection su ers from muscle and tracking jitter, is unable to
determine desired selection distance, and does not work if there are multiple selectable
objects within the ray. For this reason, raycast extensions such as Bubble Ray or
PORTAL (Lu, C. Yu, and Shi 2020; Han, Kim, and Cho 2022), progressive re nement
techniques such as SQUAD or Shadow Cone (Kopper, Bacim, and D. A. Bowman

2011; Steed and Parker 2004), or World-in-Miniature based techniques such as SWIM
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or Voodoo Dolls (Stoakley, Conway, and Y. Pausch 1970; Pivovar, DeGuzman, and
Rosenberg 2022; Pierce, Stearns, and R. Pausch 1999) can be used, depending on the
needs of the task.

Once an object is selected, it then needs to be manipulated. Direct selection
techniques such as those based on a virtual hand typically combine the selection and
manipulation into one process. However, indirect selection techniques often require
a second manipulation step. The most common solution is the use of manipulation
widgets placed around the object that provide translation, rotation, and scaling func-
tionality. Approaches such as the handlebar technique are useful for systems with
high jitter due to poor tracking quality (Houde 1992; Conner et al. 1992; Song et al.
2012).

While these techniques do o er improvements over raycast, the amount of e ort
required to isolate an object tends to grow based on how many objects are in the
search space. We sought to design an interaction technique that performs well in
dense and distant environments while being simple to use like Go-Go and raycast.
Building on the ideas of World-in-Miniature and Voodoo Dolls, we developed Area
Twinned Object Manipulation (ATOM).

ATOM is a hybrid technique that combines Go-Go reach extension with a dynamic
World-in-Miniature. In ATOM. the coarse region around the user's distant cursor is
cloned to a region nearby them. The user can then precisely interact with the nearby
copies to select, reposition, or rotate the original object. This is similar to the process
employed by (Pierce, Stearns, and R. Pausch 1999) for Voodoo Dolls, but over an
entire region. Go-Go was chosen as a control mechanism due to its simplicity, though
alternative control mechanisms may perform better.

We conducted a selection experiment comparing ATOM to raycast and Go-Go

where 20 participants were tasked to select a particular object from among a cluster
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of objects. These clusters were positioned at both 10m and 60m away with planar pre-
sentations rotated 0, 8C°, and 90 from the vertical. The experiment was conducted
using the Unity game engine and Meta Quest 2 VR headset.

Our ndings indicate that ATOM requires fewer extraneous selections compared
to Go-Go and raycast, particularly in the extreme cases of total perceptual occlusion
and distance of 60m. ATOM took longer than both other techniques to complete the
task for easily visible objects at ©® and exhibited similar time to Go-Go at the 80
and 9C angles, as well as at all distances. Raycast was the fastest overall for both
distances and all occlusions, though at the cost of \wasting" work that would need
to be corrected in most real scenarios. These results suggest that ATOM is suitable

for use in design scenarios when manipulating distant and occluded objects.



2 Background and Related Work

When designing an environment, objects are frequently adjusted in their position,
rotation, and scale. To do this, the object must rst be selected, then manipulated
(Mine 1995; Mendes et al. 2018; Martens, Kok, and Liere 2007). In this case, selection
means to identify one or more objects to be the subject of an interaction. One usage
of selection is interacting immediately with the selected object, such as choosing an
option from a menu or moving the object. Another usage is to create an interaction
context for later manipulation. Manipulation may be done using the same interaction

mechanism as the selection or may utilize a di erent mechanism.

2.1 The Selection Process

Selection techniques consist of three components (D. A. Bowman, Johnson, and
L. F. Hodges 1999). First, the user must indicate the object they wish to interact with.
One approach to this is through direct interaction techniques, such as touching the
object directly using a tracked hand or controller (Poupyrev et al. 1996). Another
approach is through indirect interaction techniques that abstract the selection in
some way. These include selecting an encompassing region, pointing at the object,
or selecting via a proxy such as a menu or icon (Kopper, Bacim, and D. A. Bowman
2011; Mine 1995). Second, after the object to select has been indicated, comes the
actual selection. Most commonly, this is done through a button press, but can be also

be done via a gesture or voice command. Common VR controller and hand tracking



setups utilize a \grip" button or gesture to grab ahold of a virtual object. This button
is placed such that the user is squeezing the physical controller while pressing it.
The third component is providing the user feedback of their selection. This in-
cludes visual cues, auditory cues, and tactile cues. Adding a highlight around the
selected object, changing the state of an environment via a script, or displaying a
particle e ect are examples of visual cues. Auditory cues are typically simple, such
as playing a sound e ect. Due to the nature of VR and its lack of a physical envi-
ronment, options for tactile cues can be limited. Most current VR systems such as
the Meta Quest series, Valve Index, and HTC VIVE, contain controllers that support
vibration, leading to vibration being the most common tactile cue. Haptic gloves
are a type of tactile feedback device that, while promising, are still developing and
not widely available. Haptic gloves typically utilize motorized mechanisms placed
around the ngers to press against the user's hands as they grab objects in virtual
reality. This serves to provide the user with a sense of physically interacting with the
object (Perret and Vander Poorten 2018). Selection mechanisms are ideally straight-
forward in their usage. This makes them simple and easy to use, though sometimes
limits their usability. Overviews of selection mechanisms are provided by (Argelaguet
and Andujar 2013; Steed and Parker 2004; Grossman and Balakrishnan 2006; D. A.

Bowman, Johnson, and L. F. Hodges 1999).

2.2 Virtual Hand

The most natural interaction technique is directly \grabbing" an object in the
virtual environment, just as you would grab a physical object. Most commonly,
this is done by the user pressing a button on a controller. Alternatively, some VR

systems such as Meta's Quest series provide camera based hand tracking. Cameras



and software within the headset map the position and orientation of the user's hand
into software, allowing a physical grasp to be utilized in the virtual environment. The
user then can move around the environment while holding the object and loosen their
grip to release it in a desired position. While this approach is suitable for interacting
with objects within arm's reach, it is not useful for objects that are farther away.

To allow the user to interact with objects further away, Poupyrev et. al introduced
the Go-Go reach extension technique in 1996 (Poupyrev et al. 1996). Go-Go provides
a non-linear mapping between the user's real and virtual hand, allowing their virtual
hand to be positioned further away from them than their real hand. While Go-Go is
intuitive and easy to use, it is still limited to selection of relatively nearby objects.
This can be somewhat overcome by adjusting the scaling of the technique, but this
comes at a large loss in control, as a small movement is remapped into a large one.
While occluded objects can be selected using Go-Go, it is dicult to position the
virtual hand on the desired object.

The Silk Cursor technique provides the user with a volumetric cursor representing
a box with a silk cloth around it. The user can determine if an object is inside the box
based on how many layers of \silk" appear in front of the object. This extra occlusion
information combined with the larger selection area makes it easier to select one or

multiple objects (Zhai, Buxton, and Milgram 1994).

2.3 Raycasting

One solution to the problem of selecting distant objects is raycast selection (Mine
1995; Pietroszek 2018). Raycast selection works by projecting a line into the environ-
ment. The user can then select the object at the end of the ray by using an assigned

button or gesture. Most commonly, the ray extends from the user's hand, though



specialized devices such the HTC VIVE Pro Eye or Apple Vision Pro can utilize the
user's gaze to raycast. Once an object is selected, it can be manipulated by a separate
manipulation technique. A common approach is some sort of widget based approach
that utilizes a 3D in-world interface that provides translation, rotation, and scale
options (Houde 1992; Conner et al. 1992). Similar manipulation interfaces are also
found in software such as 3D modeling tools and game engines. The Hand-centered
Object Manipulation Extending Ray-casting (HOMER) technique (D. Bowman and

L. Hodges 1999) combines raycast and virtual hand. Once the user selects the object
using raycast, their virtual hand is moved to the selected object and attached to the
object. The attached object can then be moved using the virtual hand as if it were
near the user.

The presence of jitter or shaking of the user can cause di culty with ne posi-
tioning of a ray. The e ect of jitter is especially prevalent when the desired object is
far away, due to the object's small perceived size. If the ray is pointing at a distant
object, a slight tremor in the hand will cause a large movement in the ray's target.
One solution to this problem is Bubble Ray (Lu, C. Yu, and Shi 2020). Bubble Ray
allows the user to select the nearest object to their ray, rather than requiring it to
intersect the object. The nearest object can be de ned as either the object with the
minimum Euclidean distance between the ray and the target boundary or the object
with the minimum angle between the ray and the target boundary, centered on the
user's hand.

Objects that are densely clustered can partially or completely occlude one an-
other. As raycast lacks depth information, it is impossible to select objects that are
fully occluded using raycast without some manner of disambiguation (Grossman and
Balakrishnan 2006). One solution to this problem is the depth ray approach. Depth

Ray adds a marker to a standard raycast that can be moved forward and backward
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using the user's hand position. Selections occur only at the position on the ray where
the marker is located (Vanacken, Grossman, and Coninx 2007).

In these cases of distant and occluded objects, it is often di cult or impossible to
position a selection ray precisely on the object you wish to interact with. The user
is then required to spend time to move themselves to a more suitable position for

raycast interaction.

2.4 Advanced Techniques

Rather than selecting objects in a single interaction, progressive re nement tech-
niques create a selection using an iterative process. These techniques create a large,
coarse selection of multiple objects and allow the user to re ne this selection across
multiple steps. Each re nement step removes objects from the selection until only
the desired object or objects remain.

Some examples of progressive re nement techniques that build upon raycast in-
clude SQUAD and shadow cone. SQUAD (Sphere-casting re ned by QUAD-menu)
is a technique that projects a sphere into the environment, then creates a four way
split of the region's contents (Kopper, Bacim, and D. A. Bowman 2011). These splits
can be repeatedly selected to create new splits containing objects of the selected split
until only one object is remaining. Shadow cone begins by selecting all objects within
a projected cone, then allowing the user to remove objects by moving the cone away
from them (Steed and Parker 2004). While shadow cone is less susceptible to jitter
than standard raycast, it fails to address the occlusion concern.

Techniques that utilize interfaces other than the user's controllers to interact with
the environment can also be used. These include using voice commands to move and

raycasting along the user's gaze (Hombeck et al. 2023; Moreno Arjonilla et al. 2024).



Another class of techniques are those based on World-in-Miniature (Stoakley,
Conway, and Y. Pausch 1970). World-in-Miniature (WIM) based techniques create
a small, localized copy of their environment that the user can use to interact with
distant objects at a local scale. If the environment becomes large or detailed however,
the WIM becomes di cult to use. Modi cations such as Scalable World-in-Miniature
(SWIM) have been proposed to give the user more control over how the WIM is
generated (Pivovar, DeGuzman, and Rosenberg 2022). The Voodoo Dolls technique
creates a local copy of part of the scene, allowing the user to gain many of the
bene ts of World-in-Miniature at a more precisely speci ed scale (Pierce, Stearns,
and R. Pausch 1999).

The PORTAL technique builds upon raycast and World-in-Miniature by utilizing
a portal linkage between two parts of the environment. This portal allows the user
to reach to a distant location and grab an object located there (Han, Kim, and Cho

2022).

2.5 Manipulation Only

Some techniques, such as basic forms of raycast, do not inherently provide a mech-
anism for manipulating the selected object. As such, manipulation speci c mecha-
nisms are used in addition to selection mechanisms in some software.

A common manipulation technique is the use of virtual widgets to position, ro-
tate, and scale an object (Houde 1992; Conner et al. 1992). Manipulation widgets
consist of three main types that are positioned on or around the object that is being
manipulated. Widgets are interacted with using a virtual hand or ray. The rst type
of widget, used for positioning, is typically represented using X, Y, and Z axis-aligned

arrows coming out of the object. Grabbing and pulling on the arrows will cause the
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Figure 2.1: A translation widget in the Unity editor, used to move objects.

object to slide along the corresponding axis. The second type of widget, used for
rotation, typically consists of arcs or rings around the object, aligned to the X, Y,
and Z planes. Grabbing these arcs or rings allows the user to rotate them along their
plane, rotating the object in the process. The third type of widget, used for scaling,
typically consists of X, Y, and Z axis-aligned cubes or knobs coming out of the object.
Grabbing and pulling on these will cause the object to scale along the corresponding
axis. Some software also provides planar widgets for each manipulation, allowing the
user to operate on two axes at once. The center of the object can often be used to
manipulate all three axes at once. These types of widgets are used in all manner of
3D user interfaces, including VR tools and modern desktop applications such as 3D
modeling programs and game engines

The handlebar technique is designed for systems with high jitter due to poor
tracking quality (Song et al. 2012). This technique utilizes a virtual handlebar that
goes through the selected object. The user then grabs the handlebar using both hands

to perform positioning, rotating, and scaling operations. One bene t it has over many
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Figure 2.2: A rotation widget in the Unity editor, used to rotate objects.

other techniques is the ability to manipulate multiple objects at once. Bimanual
Near- eld Metaphor with Scaled Replica (BMSR) (Lee et al. 2021) allows the user
to manipulate selected objects with both hands by grabbing opposing faces, edges,
or vertices to perform 1D, 2D, and 3D manipulations respectively. Direct BMSR
extends BMSR by placing an object replica near the user that can be interacted with

(Babu, Hsieh, and Chuang 2024).
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Technique Purpose Benet Limitation
VirtualHand Move objects Natural, 1:1 ma-| Does not work at
nipulation distance
Go Go Move objects Provides extended| Fatigue, distance
reach is still limited
SilkCursor Select objects Allows multiple se- | Does not work at
lections, provides| distance
depth cues
Raycast Select objects Unlimited range Jitter at high dis-
tance, cannot se-
lect occluded ob-
jects
HOMER Select and move The distance of| Jitter at high dis-
objects raycast and pre-| tance, cannot se-
cision of virtual | lect occluded ob-
hand jects
BubbleRay Select objects Adds \aim assist" | Di culty in iden-
to raycast tifying selected ob-
ject, occlusion
DepthRay Select objects Can select oc- Selecting objects
cluded objects that cannot be
seen
SQUAD Select objects Works in dense en{ Re nement steps
vironments are slow for high
numbers of objects
ShadowCone Select objects Works in dense en4 Subject to jitter
vironments and limited to
cone shaped selec
tion
W orld in Select and move Removes the need Does not scale to
Miniature objects for locomotion large environments
SWIM Select and move Allows the user to| Dicult to place

objects

work at a desired
scale, making it
suitable for large
environments

WIM in occluded
areas

Table 2.1: Atable of selection techniques and their purposes, bene ts, and limitations.
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Technique

Purpose

Bene t

Limitation

V oodooDolls

Interact with ob-
jects

Utilizes the preci-
sion of nearby ma-
nipulation for dis-
tant objects

Requires explicit
context creation

PORTAL Interact with ob- | Utilizes the preci- | Portal placements
jects sion of nearby ma-| are limited, inter-
nipulation for dis- | actions must be
tant objects near the portal
Widgets Move, rotate, and| Very precise and| Requires the ob-
scale objects simple, manipula-| ject to be selected
tion is axis aligned| and takes multiple
steps to perform a
manipulation
Handlebar Move, rotate, and| Suitable for sys-| Requires nearby
scale objects tems with inaccu- | object
rate and inconsis-
tent tracking
BMSR Move, rotate, and | Does not require| Requires nearby
scale objects a context change| object
like widgets as all
manipulations de-
pend on where on
the object you in-
teract
DirectBSMR Move, rotate, and| BSMR combined| Requires a mecha;

scale objects

with a  proxy
object to allow
remote manipula-
tion

nism to create the
proxy object

Table 2.2: A table of manipulation techniques and their purposes, benets, and
limitations.

2.6 What's still missing

While all of these techniques are useful to select and manipulate objects, tech-
niques for e ciently selecting a distant object from behind other objects are still

lacking. Techniques such as SQUAD require multiple disambiguation steps, while
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techniques such as Depth Ray require ne user movement.

For this reason, we designed and evaluated Area Twinned Object Manipula-
tion (ATOM). ATOM is a hybrid selection mechanism that builds upon World-in-
Miniature to create a dynamic World-in-Miniature that can be moved quickly through
the environment. Objects within the dynamic WIM are cloned near the user for easy
direct manipulation.

The selection process consists of two primary parts { a coarse selection and a ne
selection. The coarse selection indicates a large volume containing the desired object.
The large size of the selection volume reduces the impact of jitter since the user does
not need to be precise with their positioning. The contents of the coarsely positioned
volume are then copied nearby the user where they can make a ne selection using a
virtual hand. Since the regions are automatically copied, the user does not need to
perceive the entire scene and can instead utilize the nearby region to observe the space
the coarse selection volume encompasses. In extreme cases where jitter is present, the
user can lock the placement of the selection by pressing a button on their controller.
While this technically adds an additional \select" input for the coarse selection step,
locking the volumes is not required in many cases, streamlining the selection process.

Due to the World-in-Miniature like behavior of ATOM, we hypothesized that
ATOM would require few selections of objects unrelated to the task when objects
are placed nearby each other in dense arrangements, as well as at distance. We
expected it to exhibit this behavior in dense environments due to the ne control
provided by direct interaction techniques such as grabbing when manipulating objects
in the local space. Additionally, when interacting with distant objects, the local
version of the World-in-Miniature is nearly as precise as for nearby objects. We also
hypothesized that ATOM would be fast to complete the selection tasks at these high

density and distant scenarios. This is because ATOM only requires two interaction
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steps { approximately position the context sphere and grab the object of interest.
Neither of these steps on their own are particularly time consuming, so the process

as a whole should be similarly fast.
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3 Implementation

ATOM selects objects via a two-part process. First, ATOM creates replicas of
objects in a large region of the environment. This is done by moving a context
volume whose contents will be dynamically \twinned" or cloned to a similar volume
near the user. In our case, we used a spherical volume, though other shapes of
volumes could be explored. This results in two similar regions that visually contain
the same objects. To position the volume, we used a modi ed version of Go-Go that
allowed the user to reach up to 60m. This is somewhat similar to the Voodoo Dolls
and World-in-Miniature techniques (Stoakley, Conway, and Y. Pausch 1970; Pierce,
Stearns, and R. Pausch 1999). These volumes can also be locked in place by user
input.

Second, the user grabs using their virtual hand to select the local version of the
desired remote object. Any positional and rotational changes applied to the local
object are also applied to the distant object. Due to time constraints, our experiment
did not evaluate the built-in manipulation performance of ATOM.

We then designed and conducted an experiment to evaluate the performance of
our ATOM technique against the simple Go-Go and widely used, intuitive raycast.
While ATOM requires slightly more steps to use than these techniques, we anticipated
it would outperform them in selection time and require fewer object interactions
unrelated to the task.

Our experiment presents the user with a randomized series of planar object clus-

ters at distances of 10m and 60m, with presentation angles df, 80°, and 9C from
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the vertical. These clusters consist of 21 spheres arranged in a 5x5 grid with their
corners missing and a spacing of 2.5m between the spheres on each axis. Twenty
of these spheres were red, with one sphere being light blue. These colors were cho-
sen to be color-blind friendly, as they are distinguishable with all common types of
color-blindness. Participants were tasked to select the light blue sphere using the
ATOM, Go-Go, and raycast interaction mechanisms. Details on experiment design
and procedure can be found in subsection 3.1.1 and subsection 3.2.1.

The distances of 10m and 60m were chosen based on Cutting and Vishton's action
space and vista space depth thresholds (Cutting and Vishton 1995). A distance of
10m falls near the center of action space { a nearby area that we move around in, with
60m falling at the beginning of vista space { a distant area whose layout is \generally
unperturbed by the motion of the observer." The positions, orientations, and sizes
of landmarks and objects at such distances are important considerations for design
tasks. As such, we deemed it important to test the performance of our interaction
technique, ATOM, intended to be used with these types of distant objects.

We chose three presentation angles for our objects to provide varying levels of
occlusion to the user. The Dangle is one in which no object is occluded by an-
other. This con guration should provide no di culty in locating an object, as well
as providing perceptual separation between them. However, this angle provides no
information about depth. The 80 angle was chosen so that each object was roughly
50% occluded to the user. Due to this, it is easy to locate each object, but somewhat
di cult to isolate objects for a selection due to their perceptual overlap. The nal 90
angle was chosen so that the object of interest would be fully occluded by the others.
In an actual design task, objects will be blocked by furniture, plants, and buildings.
This is the angle that ATOM is designed to most o er improvement. These three

angles provide scenarios where objects are all visible with no overlap, all visible with
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overlap, and not all visible with overlap. Angles between°0and 80 would provide

only marginal di erences in visibility and so were not evaluated.

3.1 Techniques

This section details the implementation of each of the techniques as used in our
experiment, including how they deviate from the original implementation. We used

the following techniques:

" Go-Go (modi ed for distance)
" Raycast

"~ ATOM

3.1.1 Unity Environment

The experiment was ran using the Unity engine v2022.3.4f1 and scripts written
in C#. While not all installed packages were utilized for this software, the entirety
of installed packages and their versions are provided in Appendix A for completeness

and reproducibility.

3.1.2 Go-Go Implementation

We used the following code, based on the implementation described in the original
paper (Poupyrev et al. 1996) to set the position of the Go-Go hand every update. We
used values of D = 0.3, K = 550, and sizeScale = 0.1 to allow Go-Go to t the scale
of our experiment. A semitransparent yellow sphere with radius 0.2m was attached
as a child to the object running this behavior to serve as an indicator. An example

of Go-Go in use is provided in Figure 3.1
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Figure 3.1: Go-Go being used to select spheres at 60m with arf fesentation angle.

1 /I Length of virtual arm
2 float F(float Rr)

3 f

4 if (Rr < D) return Rr;

5

6 float RrMinusD = Rr = D;

7 return Rr + k * (RrMinusD * RrMinusD);

8 g

1 void UpdatePosition(Vector3 trueHandPosition)

2 f

3 Vector3 centereyePos;

4 HVD. TryGetFeatureValue (

5 CommonUsages. devicePosition , out centereyePos);
6 centereyePos + xrOrigin.transform.position;
7

8 Vector3 offset = trueHandPosition = centereyePos;
9

10 /I Real length

11 float Rr = offset.magnitude;

12 Vector3 dir = offset.normalized;

13

14 /I Virtual length

15 float Rv = F((float)Rr);

16 Vector3 virtualOffset = dir * Ryv;

17

18
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Figure 3.2: Raycast being used to select spheres at 60m with & pesentation angle.

/I Not in original paper, included here for ease of perception
/I Calculate scale
transform.localScale = Vector3.one* (1 + Rv * sizeScale);
/I Now we have how far we are from it
/I Jump forward that difference and then offset it again
transform. position = centereyePos + virtualOffset;

g

3.1.3 Raycast Implementation

We used the following code with Unity's built in Line Renderer to implement the
raycast interaction. The code moved an invisible \hand" to the hit position, allowing
the user to grab wherever the ray hit. An example of raycast in use is provided in

Figure 3.2
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Figure 3.3: A participant moves occluding spheres out of the way using raycast.

1 void DoRaycast()

2 f

3 Ray ray = new Ray(casterTransform.position, casterTransform.forward)

4 RaycastHit hit;

5 if (Physics.Raycast(ray, out hit, 9999, layerMask))

6 f

7 /I Move hand

8 transformToMoveToHit. position = hit. point;

9 lineRenderer. SetPosition (1, hit.point);

10

11 raycastHitDistance = hit.distance;

12 g

13 else

14 f

15 lineRenderer.SetPosition (1, casterTransform.position +
casterTransform.forward * 100f);

16 g

17 ¢

3.1.4 ATOM Implementation

The user's left hand contains the selection volume which moves using Go-Go
non-linear scaling. The behavior and parameters are the same as with the Go-Go
mechanism as described above. The user's right hand contains a World-in-Miniature

like interaction volume that follows their hand 1:1.
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To use ATOM, the user simply reaches out their left hand into the environment.
Objects that intersect with the selection volume, if marked as \selectable" in the
scene, will be copied real-time into the interaction volume attached to the user's right
hand. A logical link is also created to maintain the object's position. When the
volume moves away from the object, the copy is removed and the link is broken.

This volume also contains a \ClonedObjectsManager" Unity script that facilitates
the relations between the real and proxy objects. Every frame, the scale between the
local and remote sphere (whose size can change based on the mechanism) is calculated,
and the position of local copies is adjusted as needed.

Pressing the \grip" button on the user's left controller will lock both volumes
in place to facilitate easier selection and eliminate hand jitter. The user can then
move their right virtual hand over an object and press the \grip" button on the right
controller to select the object. In our experiment, this also attaches the object to their
right virtual hand. Objects can also be grabbed without using the locking mechanism
via the same process.

As the code for ATOM is more complex than the other techniques, it is provided
separately in Appendix A along with the full implementation for the other mecha-

nisms. Visual examples of ATOM in use are provided in Figure 3.4 and Figure 3.5.

23



Figure 3.4: ATOM being used to select spheres at 60m with an 8fresentation angle.
Four red spheres are cloned into the local volume.

Figure 3.5: ATOM being used to select spheres at 60m with an @@resentation angle.
Multiple red spheres, as well as the target light blue sphere, are cloned into the local
volume.

3.2 Experiment

The following list describes our experiment environment. Our software ran with

no perceived latency or stutter.

" PC: Acer Predator PH315-55 Laptop
CPU: i7-12700H
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GPU: NVIDIA GeForce RTX 3070Ti Laptop
" VR Device: Meta Quest 2 with standard controllers.

~ Connection: Wirelessly via Air Link over a 5GHz hotspot connection directly
to the laptop.

The experiment was run on a laptop computer using the Unity Editor's real-time
\play" feature rather than as a compiled executable. This was done for the following

reasons:

" A realtime view of what the participants saw. This was used to take notes, to
answer questions, and for the experiment administrator to audibly inform the
participants when their interaction changed.

The usage of button controls within the editor to advance the experiment state.

E cient facilitation of con guring the experiment for each participant. This
involved adjusting the subject ID and interaction presentation order before each
experiment.

The ability to write experiment results directly to the computer's disk. This
eliminated the need to store and later transfer results from the VR headset.

3.2.1 Experiment Procedure

This experiment was conducted with IRB approval under study #00013743. Upon
a participant's arrival in our lab, they were rst given a consent form to read. Af-
ter providing consent, they were administered a pre-experiment questionnaire. The
purpose of this questionnaire was to gather basic demographic information, deter-
mine technology and VR experience, and determine if they were physiologically t to
participate in the experiment. Participants who reported a history of severe motion
sickness (6 or 7 on a 7 point scale), illness (6 or 7 on a 7 point scale), a brain-related
condition or disease, or any other condition that would prevent them from taking

part were not allowed to participate.
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Figure 3.6: The table of cubes used to introduce participants to each interaction
technique.

Once participants completed the questionnaire, they were guided to an open area
in the lab. They were then o ered aid with putting on and adjusting the Meta Quest
2 headset. Finally, the experiment administrator launched the experiment software
which placed the participant in the experiment's virtual environment.

Our experiment began with a training section to allow users to understand how to
use the techniques in a task unrelated to the experimental task. This was important
to ensure that we evaluated the performance of the interactions, not the ability of the

user to determine how to use them. No data was recorded from the training section.
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Figure 3.7: A participant uses the local volume to place three blocks in a row during
the ATOM training segment.

Figure 3.8: A participant uses the local volume to create a tower of blocks during the
ATOM training segment.

The training section was placed opposite a large wall from the main experiment
environment and consisted of an unmovable cube \table" (see Figure 3.6) placed 25m
from the user, above which were placed small, movable, oating cubes. Users were

introduced to raycast, Go-Go, and ATOM { in that order { and allowed to practice
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