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Abstract

Gravitational lensing is a powerful tool to study the structure of galaxies and cosmology,

however the constraints from lensing are subject to degeneracies and cannot provide a unique

solution. The lens model informs the ultimate choice of solution, and so it is critical that the lens

model accurately reflects galaxy structure. Probably the most commonly-used lens model is a

power-law ellipse+shear model. We show that this ellipse+shear model is unable to statistically

explain the angular distribution of quad image systems. Considering additional complications

to the azimuthal structure of a lens, we show that the observed angular distribution cannot be

explained by �CDM substructure, but can be explained by a transition region between two

mass components representing baryons and dark matter. The combination of o�set centers,

misaligned position angles, and Fourier components introduces enough asymmetry in a lens to

explain the observed population. Because lensing is used to measure H0, it is important to know

the potential biasing e�ects that simplifying assumptions implicit to modeling can create. We

therefore study the e�ect of the radial profile assumption (that the profile is a power law) and

the azimuthal shape assumption (that the lens is ellipse+shear) on the recovery of H0. To do so,

we create mock lenses which are more complicated than the model, then fit their images with

the model. For the radial structure, we find that when two-component lenses are fit with a power

law, they return biased values of H0. Worse, the bias does not match the analytical prediction,

making it more di�cult to account for. Stellar kinematic information, which in practice is used

to inform the solution by providing a measure of mass, does not correctly inform the unbiased

value of H0 because the power-law model is inaccurate. For the azimuthal structure, di�erent

types of shape complications have di�erent e�ects, but the recovered value of H0 can be biased

substantially, especially if the profiles are o�set from one another. Finally, we discover that the

image distance ratios of observed quads are statistically di�erent from mock quads, indicating

additional complications to the structure of lenses which have not yet been accounted for.
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Chapter 1

Introduction

The goal of this thesis is to use gravitational lensing to recover information about galaxy struc-

ture and cosmology. Of particular interest is information which comes independent from lens

modeling and the extent to which modeling procedures can bias results, particularly in determi-

nation of the Hubble constant.

With a focus on galaxy-scale four-image systems (quads), this thesis will compare synthetic

systems (where the mass distribution and cosmology are known) to the observed population

(where the two are not well-constrained). Such a comparison can yield insight as to the true

mass distributions of galaxies as well as the accuracy of a lens modeling determination ofH0.

1.1 Gravitational lensing overview

Gravitational lensing has come far as a science since its inception. While Einstein (1936)

brought the idea into the mainstream with a discussion of a star as a lens, Zwicky (1937) was

the �rst to consider a galaxy as a lens, which would be su� ciently large and distant to pro-

duce an observable e� ect. The prediction was not con�rmed for four decades until Walsh et al.

(1979) discovered the �rst gravitational lens: a doubly-imaged quasar. Since then, gravitational

lensing has been used to explore galaxy structure (e.g. Rusin & Kochanek (2005); Koopmans

et al. (2009)), cluster structure (e.g. Tyson et al. (1990); Clowe et al. (2004); Sebesta et al.

(2019)), test general relativity (e.g. Daniel & Linder (2010); Reyes et al. (2010)), constrain

H0 (e.g. Keeton & Kochanek (1997); Schechter et al. (1997); Saha et al. (2006); Suyu et al.

(2017); Wong et al. (2019)), and to study magni�ed high-redshift galaxies (e.g. Blain (1999);

1
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Kawamata et al. (2016); Jarugula et al. (2019)).

Gravitational �elds de�ect light, changing the position of images according to the lens equa-

tion (Narayan & Bartelmann, 1996):

~� = ~� � ~� (~� ): (1.1)

The observed image position is represented by~� , while ~� represents the source position, and~�

is the de�ection. These vector quantities are de�ned in the 2D plane of the sky. The de�ection

is an integrated quantity of mass, which in the thin lens approximation is described by

� (~� ) =
1
�

Z
d2� 0(~� � ~� 0)� (~� 0)

j~� � ~� 0j2
; (1.2)

where the convergence,� (~� ), is given by

� (~� ) =
� (~� )
� crit

: (1.3)

Here,� (~� ) represents the 2D mass density, while

� crit =
c2Ds

4� GDdsDd
; (1.4)

is the critical surface density for lensing. For densities higher than� crit , multiple images are

created.1 This regime is called strong lensing. For densities lower than� crit , the single

image is just de�ected, called weak lensing. Angular diameter distances to the source (Ds), lens

(Dd), and between the source and lens (Dds) enter into� crit , making the quantity dependent on

redshifts and cosmology.

With this, one can de�ne the lensing potential as the gradient of the de�ection:

~� � ~� = ~� (~� ) = ~r  (~� ); (1.5)

which has the property that� (~� ) = 1
2r 2 (~� ). Lenses can be described directly by their mass

distribution (or convergence) or they can be described via potential. Potential is often more

convenient because de�ection calculated from a gradient of the potential and time delays are

calculated directly from potential (below). Since the potential is necessary to calculate any-

way, starting from a potential skips the step of integrating convergence, a step which carries

numerical pixelation e� ects with it.

1 Technically, multiple images are created if and only if the detA < 0 (See equation 1.15) at any location, which
means it is possible to form multiple images with� < � crit if there is su� cient shear.
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One can also use the potential to de�ne the Fermat surface, which describes the amount of

time light would take to reach the observer along any path from the source. The lensing potential

contributes a gravitational time delay component, which in combination with a geometric path

length component describes the surface:

t(~� ) =
(1+ zd)

c
DdDs

Dds

2
66664
(~� � ~� )2

2
�  (~� )

3
77775 (1.6)

From Fermat's principle, images form at the extrema of the surface, where~r t = 0. Evaluating

the gradient and substituting Equation 1.5 again gives the lens equation (Equation 1.1)

~r t(~� ) =
(1+ zd)

c
DdDs

Dds

h
~� � ~� � ~r  (~� )

i
= 0

~� � ~� = ~r  (~� ) = ~� (~� )
(1.7)

From the Fermat surface, one can evaluate the travel time for light at each extrema to determine

the time delay between multiple images. Comparison between model time delays and measured

values can provide a measurement of the coe� cient, which is inversely proportional toH0

through the ratio of distances.

Locally, the properties of a source are matched to the image by the Jacobian matrix:

A =
@~�

@~�
=

 
� i j �

@2 
@�i@�j

!
(1.8)

Because gravitational lensing preserves surface brightness, this scaling of image area corre-

sponds directly to a magni�cation in brightness, and so the Jacobian matrixA is the inverse of

the magni�cation matrixM , where the magni�cation of an image is given by

� = detM =
1

detA
: (1.9)

Regions where detA =0 correspond to divergent magni�cation and are called critical curves

in the image plane, corresponding to locations where images merge together. Mapping these

regions back to the source plane produces caustics. Moving a source interior to a caustic will

create two additional extrema in the Fermat surface, creating two additional images. This work

focuses on quad systems, which can only result if the source is interior to two caustics. For an

elliptical lens, the outer caustic is oval-shaped while the inner caustic is diamond-shaped.

The Jacobian matrixA can be written as

A =

2
6666664
(1� � � 
 1) � 
 2

� 
 2 (1� � + 
 1)

3
7777775 (1.10)
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with


 1 =
1
2

0
BBBB@
@2 

@�21
�

@2 

@�22

1
CCCCA (1.11)


 2 =
@2 

@�1@�2
: (1.12)

We can now de�ne shear
 such that


 =
q


 2
1 + 
 2

2 (1.13)

which allows us to write

A =

2
6666664
(1� � ) 0

0 (1� � )

3
7777775+

2
6666664

 cos2� 
 sin2�


 sin2� � 
 cos2�

3
7777775 (1.14)

with

detA = [(1 � � 2) � 
 2]: (1.15)

Writing the Jacobian this way reveals that the e� ects of the lens potential can be described

via a combination of convergence� and shear
 . Note that since� (~� ) = 1
2r 2 (~� ), 
 does not

contribute any mass to the system at a given~� . Instead, it represents the e� ect of mass from

outside that particular~� . The e� ect of� is to grow or shrink the size of an image without altering

its shape, while
 distorts an image by stretching it along a direction� .

Since it does not add additional mass to the distribution, the concept of shear presents a

convenient way to add complexity to a simple model. Whereas before
 was a component of

the matrix in conjunction with� representing the e� ects of the lens potential, we can also add


 ext to an existing potential to represent shear external to the system. Physically, the addition of

external shear can serve as a stand-in for ellipticity when added to a circular� distribution, or

to describe mass external to the system, like a nearby galaxy, or even just as a �tting parameter

in addition to ellipticity which serves to �ll in for unknown complications to the lens shape.

1.2 Galaxy structure

Before we can discuss how this lensing formalism is applied to galaxies, some background

on galaxy structure is merited. In the standard� CDM paradigm, the mass in the universe is

dominated by dark matter, with approximately 18% of the mass in baryonic matter (Planck
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Collaboration et al., 2018). As the universe expanded, density perturbations collapsed gravita-

tionally to form dark matter halos (Couchman & Rees, 1986; Mo et al., 2010). Baryons coalesce

in these halos and cool at di� erent rates depending on the initial mass of the cloud (Rees & Os-

triker, 1977). Depending on initial conditions and accretion/merger histories, di� erent types of

galaxies can form (Fall & Efstathiou, 1980), but this work will focus on elliptical galaxies.

Galaxy formation has been studied using N-body simulations, which historically have omit-

ted baryons for two reasons– they are a secondary component compared to the dominant dark

matter component, and they have much more complicated physics, with star formation and feed-

back e� ects which are both less well-understood and computationally expensive. Even without

baryons, numerical simulations are di� cult because they must encompass such a wide range of

length scales and timescales to capture the e� ects of hierarchical formation. Despite the di� -

culties, N-body simulations have been a valuable tool to learn about dark matter halos, revealing

that they follow a universal pro�le shape even across di� erent masses and radii (Navarro et al.,

1996, 1997, 2004). The halos are �t well over several decades in radius with a scatter from the

�t of . 0:25 dex in density. Within the main halo, subhalos form (Springel et al., 2008; Navarro

et al., 2010), but are much more numerous than the observed population of satellite galaxies

(Klypin et al., 1999; Moore et al., 1999).

As computational resources have improved, more modern simulations have included the

physics of baryons, providing insight into star formation and feedback processes (Yoshida et al.,

2003; Gnedin et al., 2004; Velliscig et al., 2014; Vogelsberger et al., 2014a; Lee et al., 2020).

Of interest to this work is how mass pro�les change when baryons are included. Generally, the

e� ects of baryons appear to make the central regions of halos more concentrated (Pedrosa et al.,

2009; Schaller et al., 2015) and disrupt satellite subhalos, as well as creating subhalos which do

not accumulate baryons and remain dark (Sawala et al., 2015).

Though simulations are incredibly useful in learning about the distribution of matter in

galaxies, they cannot provide all the answers. Even assuming the complex physics of hydrody-

namic processes are correctly accounted for, simulations still have their limitations. At present,

the resolutions of the highest quality simulations are� 1 kpc Xu et al. (2016); Tagore et al.

(2018), meaning any structure within the innermost few kiloparsecs may be subject to numer-

ical e� ects. This region is the region of interest for this work, because it happens to be the

region lensing can probe. To make matters worse, van den Bosch & Ogiya (2018) showed that

even far outside this region, where simulations are supposed to be trustworthy, they can have
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numerically-induced tidal e� ects and are not fully converged. At present, caution is wise when

interpreting simulated data meant to describe real galaxy halos.

Instead, what can observational data tell us about galaxy pro�les? The �rst attempts to

measure the mass distributions of galaxies used rotation curves of spiral galaxies, which led to

the discovery of dark matter halos (Rubin et al., 1978, 1980; Persic et al., 1996). By the same

logic, measurement of the velocity dispersions of elliptical galaxies as a function of radii can

give a measure of the total mass pro�le. From such measurements, it appears that the total

mass distribution approximately falls o� asr � 2 (or asr � 1 in 2-D projection) (Bertin et al., 1994;

Thomas et al., 2007). This distribution is referred to as isothermal because it results in a velocity

dispersion which is constant across all radii (Lynden-Bell, 1967). The approximation of halos

as an isothermal sphere is convenient because the pro�le is simple, but it must fail at some radii

because the total mass calculated by integrating out to in�nite radius does not converge. How-

ever, at the radii of measurement, it is a decent approximation. The dark matter pro�le �attens

in the center, where baryons dominate (Cappellari et al., 2013). The combination of the baryon

and dark matter pro�les seem to conspire together to make the slope approximately isothermal,

a phenomenon referred to as the bulge-halo conspiracy (Dutton & Treu, 2014). More mod-

ern studies �nd a slope slightly steeper than isothermal, and that a two-component pro�le is

necessary to �t the data (Chae et al., 2014). The fact that the baryons and dark matter must

be represented by two components instead of one implies that these systems are not entirely

relaxed Young et al. (2016).

Gravitational lensing studies largely agree with these �ndings. Lenses are well-�t by pro-

�les which are approximately isothermal (Rusin & Kochanek, 2005; Koopmans et al., 2006;

Gavazzi et al., 2007; Koopmans et al., 2009; Auger et al., 2010), whether �t with composite

models or with power laws (Rusu et al., 2017; Birrer et al., 2018). Lensing observations have

also detected subhalos as predicted by simulations (Dalal & Kochanek, 2002; Vegetti et al.,

2010, 2012; Hezaveh et al., 2016), although it is di� cult to con�rm the frequency of substruc-

ture since a chance alignment is necessary and the statistics are small.

The consistent lessons from both simulations and observations seem to be that galaxies are

composed of baryons and dark matter. Baryons dominate within a few e� ective radii (as de�ned

by light), but fall o� more steeply such that the outer regions are dominated by the dark matter

halo. The two components combine together to make the slope approximately isothermal near

over the region we can observe with lensing. Substructure is likely present in lenses and along
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the line of sight, although the degree to which subhalos populate galaxies is not entirely certain.

1.3 Lens modeling

Modeling of gravitational lenses comes down to only a handful of observable quantities: image

positions, relative time delays, and relative magni�cations. If the source is extended, analogous

to having many sources within the same area, it can map into arcs and rings which can also be

used as observational constraints. It is also possible to measure the absolute magni�cations if

the luminosity of the source is known, such as a Type Ia supernova (Refsdal, 1964; Kelly et al.,

2015; Goobar et al., 2017), although this is not possible for a quasar source. An additional

problem with magni�cations is the presence of microlensing, where individual stars along the

line of sight can magnify one image relative to another. The e� ect of an individual star is

temporary, but so many stars are present that microlensing is always occurring to an unknown

extent. The e� ect is strongest when the source size is smaller than the Einstein ring of the

perturber, and so observing a lens in di� erent wavelengths can mitigate the e� ects by probing

the larger-scale torus rather than the smaller-scale accretion disk of the quasar source (Jones

et al., 2019). Because of the complications of magni�cation, and since many of the lenses we

use come from point sources, for our purposes the observable quantities are image positions and

time delays.

Limited to only these few observable quantities, lensing information alone is insu� cient to

completely chart the mass distributions of galaxies. Degeneracies exist which make it possible

to reproduce the same observables with di� erent mass distributions or lensing potentials. Most

famously, the Mass Sheet Degeneracy (MSD, Falco et al. (1985)) allows for a re-scaling of�

and corresponding introduction of a uniform mass:

� (~� ) ! �� (~� ) + (1� � ): (1.16)

The source position is also transformed by a factor of� , but this is not an observable quantity.

The MSD leaves image positions and relative �uxes the same, meaning that instead of con-

straining the lens to be the exact mass distribution, this lensing information can only constrain

the lens to be a member of a family of mass distributions. The MSD does change the relative

time delays by a multiplicative factor of� , or more speci�cally it changes the product ofH0 and

the time delay:H0� t ! � H0� t, meaning that uncertainties about� coming from the MSD are

directly tied to uncertainties aboutH0.
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Other degeneracies also exist which make lensing di� cult. For one, the MSD can be more

generally described via the Source Point Transformation (SPT, Schneider & Sluse (2014), which

describes the possible mappings to reproduce multiple images using a di� erent source position

and a di� erent �eld of de�ection angles. When the transformation is axisymmetric, the image

positions and relative magni�cations are unchanged. Furthermore, the monopole degeneracy

makes it possible to alter any part of the mass distribution which does not contain images by

adding or subtracting a circularly symmetric monopole, such that the total mass within the

region is the same (Liesenborgs & De Rijcke, 2012). This can alter the shape of the mass

distribution, and does not change any lensing observable. Multiple di� erent degeneracies can

be applied at the same time, resulting in many possible mass distributions which are all capable

of reproducing the image positions exactly. If one accounts for the fact that image positions are

only measured within astrometric error bars, even more solutions are possible which reproduce

image positions very closely.

With so many possible solutions, how can one ever choose? One answer comes from para-

metric modeling, where extra information is used to break the degeneracies by requiring that the

lens conform to a speci�c model, such as a power law or an NFW pro�le. In this way, knowl-

edge from simulations and observations (as in Section 1.2) are used to inform lens models.

Because of the simplicity and relative accuracy of the isothermal approximation, gravita-

tional lenses have been historically �t using a singular isothermal sphere (SIS) model (Keeton,

2001a). However, while adding parameters to the radial structure of a model rarely improved the

�t, adding angular structure helped �ts considerably (Keeton et al., 1997; Keeton & Kochanek,

1997). As such, lenses are typically modeled as an elliptical shape, with external shear added.

This shear is thought to account for other nearby galaxies, but does not always correlate with

the positions of nearby galaxies (Wong et al., 2011), so perhaps it is better thought of as a �tting

parameter which describes complexities to the lens shape beyond a simple elliptical shape. A

degeneracy exists between shear and ellipticity which can make the two di� cult to disentangle

(Keeton, 2001a). The isothermal model has been generalized to a power-law model, where a

3D slope of -2 corresponds to the isothermal case. Modern parametric models can use a variety

of di� erent pro�les, including composite models where two components represent baryons and

dark matter (Suyu et al., 2014, 2017; Wong et al., 2017).

The ability of parametric models to correctly break lensing degeneracies can only be as ac-

curate as the assumptions used to create the models. For example, while simulations indicate
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that dark matter halos are consistent with an NFW pro�le, there can be a scatter from halo to

halo of � 10%, meaning to model a particular lens with this model could be incorrect by a

similar amount. Additionally, if for any reason simulations do not accurately convey real halos,

there could be systematic e� ects resulting from our assumption that they are accurate. Wary of

the e� ects of these assumptions, nonparametric techniques can be used to model lenses inde-

pendent of such assumptions (Saha & Williams, 1997; Williams & Saha, 2000). The tradeo�

is that nonparametric models have a much larger number of parameters, and therefore a much

larger number of solutions, some of which may not look like galaxies. While averaging these

solutions eliminates most un-astrophysical mass features, there is no guarantee that the average

represents a dynamically self-consistent galaxy. Additionally, while nonparametric models are

not subject to our biases, they do omit potentially valuable information that comes from our

knowledge of galaxies.

1.4 Lensing andH0

One grand application of strong lensing is the relationship between time delays and cosmologi-

cal distances. Given that the lens model is accurate, lensing can provide a measure of the Hubble

constant which is independent from the CMB (Planck Collaboration et al., 2018) or standard

candle calibration (Riess et al., 2019). At present, these two methods are inconsistent with one

another at 4:4� , perhaps indicating either a �aw in methodology or a more sophisticated cos-

mology than standard� CDM. An independent measure from lensing would be invaluable in

solving this mystery.

The most sophisticated determination ofH0 from gravitational lensing comes from the

H0LiCOW group (H0 Lenses in COSMOGRAIL's Wellspring, Suyu et al. (2017)), which

has modeled time delays for 6 galaxy-lens systems to date and determined anH0 value of

73:3+1:7
� 1:8 km s� 1 Mpc� 1 (Wong et al., 2019), consistent with the Riess et al. (2018, 2019) values.

H0LiCOW gets time delays from the COSMOGRAIL project (the COSmological MOnitoring

of GRAvItational Lenses, Courbin et al. (2004)), which has been monitoring lens systems with

high cadence over years to measure time delays with' 2% precision (Bonvin et al., 2018).

H0LiCOW �ts lenses with two di� erent parametric models, a power law ellipse+shear

model and a 2-component model, then uses a Bayesian inference to determine the best �t (Wong
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et al., 2017). In addition to modeling the image positions of the quasar source, the analysis in-

cludes models for the host galaxy, which, being an extended source, is lensed into a ring shape.

H0LiCOW also uses abundance matching to statistically account for line-of-sight structure,

which can behave like a mass sheet and provide additional convergence, biasing the time delay

measurement.

Stellar kinematic information is determined for the lens galaxy and used to break the MSD

(Wong et al., 2017; Rusu et al., 2019). Through this practice, a measure of mass is provided by

matching the integrated velocity dispersion to a model. This information can break the MSD

and inform the constraint ofH0, provided that the model matches the mass distribution at the

required level of precision.

Despite the sophistication, there is still room for uncertainty. First-order changes to the mass

distribution can cause zeroth-order changes to time delays and thereforeH0 (Read et al., 2007),

which can cause signi�cant variation if the lens model is not exact. Recent work by Kochanek

(2019) found that overconstrained parametric lens models can return high-precision values of

H0, but the results cannot be more than� 10% accurate, despite the reported precision. Blum

et al. (2020) found that incorrect assumptions about the pro�le, speci�cally if lens masses have

a cored component, can change the recoveredH0 value signi�cantly enough to be consistent

with the Planck Collaboration et al. (2018) value instead of the Riess et al. (2018) value.

The accuracy of the value ofH0 recovered by H0LiCOW is strongly dependent on the

accuracy of the lens model in its representation of the real galaxy. Since we do not know the

true mass distribution of a particular real galaxy, we must rely on a synthetic system in which

we know the true mass distribution and true value ofH0 to test the e� ects of our assumptions.

This thesis is organized as follows: Chapter 2 focuses on galaxy structure, making a statistical

comparison between the observed quad population and synthetic quads to show that extra com-

plications beyond the ellipse+shear model are necessary. The conclusion is that asymmetries

arising from the baryon-dark matter transition can explain the observed population. Chapter 3

explores the radial structure of lenses with regard to a determination ofH0, �nding that the bias

on H0 is di� erent that has been predicted with analytical considerations and that stellar kine-

matic information may not be able to correctly break the MSD to help control the bias. Chapter

4 considers the e� ect of the complications to the elliptical shape from Chapter 2 onH0. Chapter
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5 concludes this thesis with a discussion of what these results mean for future work.



Chapter 2

The impact of � CDM substructure

and baryon-dark matter transition on

the image positions of quad galaxy

lenses
Adapted from Gomer & Williams (2018)

Abstract

The positions of multiple images in galaxy lenses are related to the galaxy mass

distribution. Smooth elliptical mass pro�les were previously shown to be inade-

quate in reproducing the quad population. In this paper, we explore the deviations

from such smooth elliptical mass distributions. Unlike most other work, we use a

model-free approach based on the relative polar image angles of quads, and their

position in 3D space with respect to the Fundamental Surface of Quads. The FSQ

is de�ned by quads produced by elliptical lenses. We have generated thousands of

quads from synthetic populations of lenses with substructure consistent with� CDM

simulations, and found that such perturbations are not su� cient to match the ob-

served distribution of quads relative to the FSQ. The result is unchanged even when

subhalo masses are increased by a factor of ten, and the most optimistic lensing

selection bias is applied. We then produce quads from galaxies created using two

components, representing baryons and dark matter. The transition from the mass

12
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being dominated by baryons in inner radii to being dominated by dark matter in

outer radii can carry with it asymmetries, which would a� ect relative image angles.

We run preliminary experiments using lenses with two elliptical mass components

with nonidentical axis ratios and position angles, perturbations from ellipticity in the

form of nonzero Fourier coe� cientsa4 anda6, and arti�cially o� set ellipse centers

as a proxy for asymmetry at image radii. We show that combination of these e� ects

is a promising way of accounting for quad population properties. We conclude that

the quad population provides a unique and sensitive tool for constraining detailed

mass distribution in the centers of galaxies.

2.1 Introduction

The internal structure of early-type galaxies is of great interest in the context of galaxy for-

mation. Inner regions of galaxies are composed of a combination of baryonic and dark matter,

forming an elliptical smooth density pro�le which declines with radius. There are di� erent mod-

els which are used to describe the shape of such a pro�le, for example Sersic, NFW, and SIE

(many are cataloged and described in Keeton (2001a)). These simple pro�les do not account for

several e� ects which could complicate the picture, such as� CDM substructure (Klypin et al.,

1999; Moore et al., 1999; Springel et al., 2008), baryons that are distributed di� erently than

dark matter, or line-of-sight e� ects in the case of lensing (Jaroszynski & Kostrzewa-Rutkowska,

2012; McCully et al., 2017). How big a role these e� ects play and how well real galaxies are

described by simple mass distributions at 0.5-2 e� ective radii are the central questions this paper

seeks to explore.

One of the tools that is capable of extracting information about galaxies' mass distributions

is gravitational lensing (Blandford & Narayan, 1986). In the context of this paper we will

speci�cally discuss quads, which are produced in the strong lensing regime. Five total images

can be created, but the central image is demagni�ed and di� cult to detect. As a result, only

four images are observed. The positions of the four images of quads are directly related to the

distribution of mass in the main lens.

In this paper we work with image polar coordinates with respect to the lens center. We

use angular coordinates because they have much less dependence on the exact radial pro�le of

the galaxy while still carrying information about the level of symmetry in the lens (Williams
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et al., 2008). Like Woldesenbet & Williams (2012, 2015), we de�ne� 12 as the angle between

the �rst-arriving image and the second-arriving image, and likewise for� 23 and� 34, for each

quad. Figure 2.1 shows an example of a quad with the angles labeled. The �rst panel shows the

projected isodensity contours of a synthetic elliptical lens. The second panel indicates the order

of arrival for each image and the de�nitions of relative image angles. The last panel shows the

location inside the caustic for which a source gives rise to this quad.

Woldesenbet & Williams (2012) describe an empirical relationship between the relative

image angles of quad images that holds true for any lens model where the mass distribution

is symmetric about two orthogonal axes (double-mirror symmetric) and is convex at all radii

with no wavy features (i.e. simple). Most parametric lens models to date �t these very general

criteria, including psuedo-isothermal elliptical mass distributions (Kassiola & Kovner, 1993),

NFW pro�les (Navarro et al., 1996, 1997), de Vaucouleurs pro�les (de Vaucouleurs, 1948),

Hernquist pro�les (Hernquist, 1990), and others (Keeton, 2001a).

For such lenses, plotting the relative image angles of quads in 3D results in every point

lying on a surface called the Fundamental Surface of Quads (FSQ). We emphasize that all

double-mirror symmetric lenses with elliptical isodensity contours, independent of ellipticity or

density pro�le, generate quads that lie very closely to the FSQ.1 Figure 2.2 shows the angles

of several thousand quads generated from an elliptical lens, plotted in 3D. The quads all lie on

this well-de�ned surface.

Aside from being an interesting feature which reveals some nuances in the solutions to the

lens equation, the FSQ also provides a point of comparison with observations. Woldesenbet

& Williams (2012) catalog the known population of 40 quads from galaxy lenses taken from a

variety of surveys. From now on we will use a 2D projection of the FSQ (as in Figure 2.3). The

horizontal axis of this projection is� 23. The vertical axis,� � 23, is the di� erence between the

position of the quad and the FSQ, given� 12 and� 34 of the quad. This style of plotting will be

used because it allows us to visualize deviation from the FSQ, with the FSQ itself represented as

the� � 23 = 0 horizontal line. The observed quad population with error bars from Woldesenbet &

1 There is a small caveat to the statement that all double-mirror-symmetric, convex mass distributions generate
quads which lie on the FSQ, independent of mass pro�le. Di� erent distributions within these criteria will generate
surfaces which mathematically di� er from one another, albeit only slightly. In the most drastically di� erent models
tested in Woldesenbet & Williams (2012), deviation from the FSQ is� 1:5� in this 3D space, which translates to
roughly 0.01” on the sky. While some observational methods can measure to this precision or greater, the e� ect is
negligible for our purposes.
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Figure 2.1: An example quad to depict the relative image angles. The left panel shows the
projected isodensity contours for an elliptical lens with the images as magenta solid dots. The
middle panel labels the images based on arrival order and denotes the relevant angles between
the images. The right panel shows the location within the diamond caustic for the source from
which the images arise. This �gure is meant for illustration and all scales are arbitrary.

Figure 2.2: The surface shown is the Fundamental Surface of Quads (FSQ), a curved surface
described via a 4th-order polynomial. Two di� erent viewing angles of the FSQ are plotted in
3D, with the right panel looking “down the barrel” from above. Additionally, 10,000 quads are
generated from an double-mirror symmetric elliptical lens, speci�cally an Einasto pro�le with
� = 0:14 and an axis ratio of 0.82. The angles between images are plotted in 3D as blue points.
All points lie very close to the FSQ.
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Williams (2012) is also plotted for comparison. When one plots the observed quads in compar-

ison to the FSQ, the points do not lie exactly on the surface. This distribution of observed quads

relative to the FSQ is what we will refer to as “observed deviations” or “observed discrepancy”

from the FSQ. These deviations from the FSQ can only mean that at least some fraction of the

lenses which created the observed quads are not perfect simple double-mirror symmetric lenses

and must have some perturbations from these lens models (Woldesenbet & Williams, 2012).

Such perturbations could be anything which causes the mass pro�le to be either not double-

mirror symmetric or not universally convex. In addition to external shear, candidates for such

e� ects include� CDM substructure, baryonic distributions which are di� erent from that of dark

matter halos, or line-of-sight e� ects.

External shear in and of itself is unlikely to account for the deviations of the population of

observed quads. Woldesenbet & Williams (2015) showed that the presence of external shear

in an otherwise pure elliptical lens causes the population of quads to split into two surfaces–

one above and one below the FSQ– instead of lying on the FSQ itself. An example is shown in

Figure 2.3, which depicts quads from an elliptical lens with varying levels of shear relative to the

FSQ. To get deviations from the FSQ of similar magnitude as observations, rather exceptional

values of shear are required.

There is an additional problem with trying to explain the FSQ deviations using shear alone.

The natural temptation is to argue that any individual observed quad which does not lie on the

FSQ can be explained by a certain external shear tuned to describe that particular system. This

would imply that the true population of quads is best represented by a series of split surfaces

of varying heights above and below the FSQ, similar to the gray populations in Figure 2.3.

This would mean that quads exist which have large deviations from the FSQ for all values of

� 23. However, the observed quad population seems to have larger deviations from the FSQ for

smaller� 23 and smaller deviations for larger� 23. This e� ect cannot be explained by external

shear alone, although external shear may be a piece of the puzzle.

This thought experiment shows the advantage of using a population of quads rather than a

single quad: some explanations which may work for a single system cannot solve the problem

for the population. To gain insight as to what kinds of lenses are likely to be common, one must

create a population of quads which is consistent with the observed population. This is the goal

of the present paper.
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Williams et al. (2008) studied the distribution of quad image angles and found statisti-

cal evidence for substructure. They found that simulated populations of quads from simple

double-mirror symmetric elliptical lens models are unable to match the observed quad popula-

tion (Woldesenbet & Williams, 2012, 2015).

Though, in the context of image position angles, the exact radial density pro�le does not

have a strong e� ect (Woldesenbet & Williams, 2015), lenses in this paper will be constructed us-

ing Einasto pro�les, which �t halos well according to simulations (Navarro et al., 2010; Springel

et al., 2008). Such pro�les feature a changing logarithmic density slope,
 = � dln �= dlnr,

which is shallower in the innermost regions and steepens at farther radii based on the shape

parameter� . Einasto pro�les can be parameterized such that

� (r) = � � 2exp
(

�
2
�

" 
r

r � 2

! �

� 1
#)

(2.1)

wherer � 2 is the scale radius at which
 =2, corresponding to an isothermal sphere analog.� � 2

is the density atr � 2 (Einasto, 1965; Springel et al., 2008).

Our goal is to construct a population of quads which is consistent with the observed dis-

crepancy from the FSQ via a population of galaxies which are physically motivated. It is clear

that a simple ellipsoidal smooth pro�le will be unable to provide enough asymmetry at the ra-

dius where images are located to create signi�cant deviations from the FSQ. As such, we must

consider e� ects which cause the galaxy mass distribution to be more complicated. We consider

two main types of asymmetries: those arising from� CDM substructure and those arising from

the transition region where the mass distribution changes from being dominated by baryons to

being dominated by dark matter. In Section 2.2 we will discuss the synthesis of galaxies with

� CDM substructure and the e� ects of substructure on the quad distribution relative to the FSQ.

It will turn out that substructure at the� CDM level will be insu� cient to explain the FSQ devi-

ations, so in this section we also conduct an experiment by increasing the mass of substructure

by a factor of ten. In Section 2.3 we will discuss the potential e� ects of selection biases on the

quad population and the role these biases play with regard to the FSQ. Section 2.4 discusses the

e� ects of adding a baryon component to the mass distribution which is not identical to the dark

matter. Finally Section 2.5 summarizes these results and discusses their implications.

Throughout the paper, we useH0 = 70km s� 1Mpc� 1, 
 m = 0:3, and
 � = 0:7.



18

Figure 2.3: Observed population of galaxy-scale quads from Woldesenbet & Williams (2012),
plotted relative to FSQ in projection (red) with error bars determined from astrometric errors
in image position. Rather than displaying the quad angles in 3D, only the� 23-axis is shown
(horizontal axis). The� � 23-axis (vertical) depicts the di� erence between a quad's value for� 23

and the value which it would need in order to lie on the FSQ. The FSQ itself is represented by
a horizontal line at� � 23=0. It is clear that the distribution of observed quads deviates consid-
erably from the FSQ. This deviation indicates, perhaps unsurprisingly, that a purely elliptical
model is too simplistic to describe the observed quad lens population. Additionally, quads are
generated from the same lens as Figure 2.2 but with varying levels of external shear and plotted
in grayscale. The light gray corresponds to a shear of 0.1, the darker gray a shear of 0.2, and the
black a shear of 0.5. As shear increases, the quads lie not on the FSQ itself but on two surfaces
increasingly split above and below the FSQ.
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2.2 Substructure

Of all phenomena potentially capable of causing deviations from the FSQ, the �rst candidate

we explore is that of dark matter subhalos as predicted by� CDM simulations (Springel et al.,

2008; Navarro et al., 2010) and detected by multiple observations (Dalal & Kochanek, 2002;

Vegetti et al., 2010, 2012; Hezaveh et al., 2016). First we will discuss the process by which we

generate lenses with such substructure, then we will examine the e� ect this substructure has on

the distribution of quads relative to the FSQ.

2.2.1 Determining pro�les for halos and subhalos

We synthesized lenses in 3D with properties similar to those from the Aquarius Project simula-

tions (Springel et al., 2008; Navarro et al., 2010) in that they consist of many assorted subhalos

within a single main halo. We need to be able to construct these subhalos in terms of Einasto

pro�les, parameterized only by the halo mass and shape parameter. To this end, we utilize the

information gleaned about subhalo masses and distributions from Springel et al. (2008), who

present several relations which can be used to connect scale radius, central density, and total

mass of a halo. Coming from �ts to simulated subhalos, the �rst of such relationships is be-

tween the maximum circular velocity of particles within a subhalo,Vmax, and the total mass of

that subhalo,Msub:

Msub ' 3:37� 107
 

Vmax

10 km s� 1

!3:49

[M � ] (2.2)

The maximum circular velocity is also presented asV2
max= 11:19Gr2

� 2� � 2, where� � 2 is the

density at the scale radius. EliminatingVmax relatesMsub, r � 2, and� � 2, but to eliminate� � 2 an

additional equation is needed: the Einasto pro�le itself, speci�cally the enclosed mass within a

given radius of such a pro�le, again listed in Springel et al. (2008).

M(r; � ) =
4� r3

� 2� � 2

�
exp

 
3 ln� + 2� ln8

�
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;
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�

 
r

r � 2

! � #
(2.3)

where
 (a; x) is the lower incomplete gamma function. We would like to be able to set the

Einasto pro�le enclosed mass equal to the subhalo massMsub, but to do this we need to make

an approximation.Msub is de�ned in Springel et al. (2008) as the mass enclosed within the

radius such that the density of the particles bound to the subhalo drops below the local density

at the subhalo's location. This is not strictly equivalent to the mass determined by integrating
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a pro�le to in�nity, but it should be close enough for our purposes, which are not so much

to exactly model the Aquarius Project as much as to see if� CDM subhalos are a reasonable

source for the deviations from the FSQ. With this in mind, we can approximateMsub ' M1 ,

whereM1 = limr!1 M(r; � ). This allows us to eliminate� � 2 and �nd a relationship between

r � 2 andM1 .
r � 2

kpc
=

7:887� 10� 4

A(� )

 
M1

M �

!0:4269

(2.4)

where

A(� ) =
1
�

exp
 
3 ln� + 2� ln8

�
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�

"
3
�

#
(2.5)

with � (x) being the complete gamma function.A(� ) � 10 for realistic values of� . The next step

is to project this Einasto pro�le into 2D for lensing. Dhar & Williams (2010) showed that the

2D projected Einasto pro�le can be analytically approximated as

� (X; � ) =
� 0

� [n+ 1]

�
n�

�
n;b(� 2X)

1
n

�
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bn

2
X(1� 1

2n)
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where� (x;a) is the upper incomplete gamma function andX = R
r� 2

, with R now being the 2D

projected radius from the center andr � 2 being the same 3D scale radius as before. The central

surface mass density atR= 0 is � 0, while n = 1
� andb = 2n; � ,� , and� 2 are functions ofn and

X. To calculate the mass within R one needs to integrate:

M(R; � ) =
"

� (R; � )RdRd� = 2� � 0r2
� 2

Z R
r� 2

0
Xs(X; � )dX (2.6)

wheres(X; � ) = � (X; � )=� 0. Taking R to in�nity and numerically integrating, we can combine

Equation 2.6 with Equation 2.4, resulting in a relationship between total mass and central den-

sity

� 0

M � kpc� 2
= 2:559� 105 A(� )2

R1
0 Xs(X; � )dX

 
M1

M �

!0:1461

= 2:559� 105B(� )
 
M1

M �

!0:1461
(2.7)

where all of the� � dependence is absorbed into a functionB(� ) � 102 � 103. With this, we can

readily convert a desired mass for a halo into a corresponding 2D central density and Einasto

scale radius.
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Before continuing, it is prudent to check that the approximations above yield results that

are reasonable. Speci�cally, we should con�rm that these formulas, which are derived in part

from information about the subhalos, can reasonably accurately describe the main halo as well.

We can test this by inserting values quoted in the Aq-A-1 simulation, the highest resolution

simulation discussed in Springel et al. (2008).M50, the mass enclosed within the radius at

which the enclosed density is 50� the average density of the universe, is quoted for Aq-A-1 as

2:523� 1012M � . The shape parameter is quoted in Navarro et al. (2010) as� = 0:170. Similar

to above, one can approximateM50 ' M1 and plug this into Equation 2.4 to yield a scale radius

of 12.3 kpc, while Springel et al. (2008) report a scale radius of 13.0 kpc, which gives an idea

of the level of error in the above approximations.

Now that the relationships between� , � 0, andM have been established, a small deviation is

made from the Aquarius Project, in that the shape parameter of the main lens is changed from

� = 0:17 to� = 0:14, reducing the scale radius to 8.5 kpc. The reasoning for this is as follows.

Since the goal is to compare simulated lenses which have only a single mass component with

observations which have both baryons and dark matter, it is necessary to alter the shape of the

single-component pro�le to be less like dark-matter-only simulations and more like observa-

tions. Koopmans et al. (2006) have measured the average 3D logarithmic density slope within

the Einstein radius,h
 0
3Di = h� dlog�= dlogri = 2:0+0:02

� 0:03. The slope of 2.0 indicates that the

e� ects of baryons and dark matter have “conspired” to make the density slope approximately

“isothermal.”2 The authors model the pro�le as a power law, meaning the average logarithmic

density slopeh
 0
3Di is the same as the local slope at the Einstein radius,
 0

3DjRE . It is reasonable

to assume that the 2D logarithmic density slope
 0
2D = � dlog� =dlogR� 
 0

3D � 1 � 1, although

due to projection e� ects and a changing slope, the value at the Einstein radius would not be

exactly
 0
3D � 1. Without changing the total mass of the halo, altering� to 0.14 makes the mass

pro�le more centrally concentrated than the Aquarius simulations, which increases the size of

the Einstein radius, and steepens the local slope at that radius from
 0
2D = 0:73 to 0.91. Since

this is closer to the target of� 1, it is considered more realistic.

2 “Isothermal” refers to the fact that the slope is equivalent to that of an isothermal sphere, but the quotation
marks are used because the term in this context makes no claim as to the dynamics of the system, such as whether
or not the system is actually at the same temperature throughout.
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2.2.2 Subhalo mass function and distribution within main halo

In the Aquarius simulations, subhalos are �t by several di� erent shape parameters with slightly

higher values than the main halo shape parameters, roughly ranging from� sub=0.15 to 0.21. In

this paper� sub is set to 0.18 for all subhalos, similar to what is done in Springel et al. (2008),

which the authors argue is roughly equivalent to having� sub in the range of 0:16� 0:20.

For substructure to be analogous to that in the Aquarius simulations, subhalos must follow

a mass function:
dN
dM

= a0

 
M
m0

!n

(2.8)

with n = � 1:9 anda0 = 8:21� 107=M50 wherem0 = 10� 5M50. M50 refers to the main halo and

will again be approximated asM1 . Subhalo populations analogous to the Aq-A-1 simulation

run by Springel et al. (2008) are constructed usingM50 = 2:5� 1012M � The fractional mass in

subhalosfsub is of order 0.1, so a population of subhalo masses is synthesized to have a cu-

mulative mass of 2:5� 1011M � . Optimally, a population would include subhalo masses all the

way down to the free-streaming limit of dark matter (Springel et al., 2008), but this is not fea-

sible since the inclusion of lower mass subhalos requires many more subhalos themselves, and

therefore is computationally expensive. Additionally, smaller halos are less important because

they are less likely to produce the densities or shears necessary to a� ect the position of images.

With this in mind, each synthesized main halo contains a population of 133,400 subhalos with

masses ranging from 105M � to 1010M � , distributed in 3D.

In our lensing simulations themselves, however, very few of these numerous subhalos are

actually included. This is because we are interested only in the regions which are likely to

produce quads, which limits us to the central region of the galaxy. Only the subhalos which

are positioned along the line of sight and near the center in projection will be relevant. The

3D distribution of subhalos in space is produced by an Einasto pro�le with� = 0:678 and

r � 2 = 199kpc, consistent again with Springel et al. (2008). Subhalos which are farther than 17

kpc away from the line-of-sight axis– a somewhat arbitrary value chosen to be slightly larger

than the window of the 2D simulations– are considered too far from the center and are omitted.

This typically leaves 900� 1000 subhalos remaining to be included in the lens itself.

To check the e� ect of halos outside the simulation window, one can estimate the amount by

which the image positions, and therefore angles, would change. We estimate this by treating the

subhalo as a point mass, and placing it at two window radii. The largest possible mass for such



23

a subhalo would be 1010M � . We then calculate the de�ection angle for a single image at the

Einstein radius. For our lens and source redshifts, this corresponds to a de�ection of 0.05 kpc

= 0.007”. To have the most extreme e� ect on releative image angles, we imagine the de�ector

is on the x-axis and the image is on the y-axis, so that the de�ection is nearly completely in the

azimuthal direction with respect to the center of the lens. It turns out that the polar image angle

is altered by� 1� . Additionally, since image angles are de�ned with respect to one another, there

could be up to a factor of 2 additional e� ect if another image lies opposite the �rst (aty ' � RE).

This means that if a subhalo were placed outside the window in such a way to optimally alter our

image angles, it could only change angles by� 2� , which is signi�cantly less than the level of

FSQ deviation necessary to match observations (� 10� ). We therefore choose to simply ignore

the e� ects of subhalos outside of the window radius.

2.2.3 Comparison of simulations with observations

Each main lens is identical, with� = 0:14 andM1 = 2:5� 1012M � , corresponding tor � 2 = 8:5

kpc. The lenses are elliptical, with an axis ratio ofq = 0:82. The critical lensing density is set

to � crit = 1:85� 109M � kpc� 2, corresponding to the source being at redshiftz= 3:0 and the lens

being atz = 0:6, making the Einstein radiusRE = 2:5 kpc. For now lenses have zero external

shear. Stacked on top of the main halos are� 900 subhalos that happen to lie along the line

of sight within the virial radius. Di� erent lenses are created via di� erent random seeds for the

subhalos. An example lens is depicted in Figure 2.4.

Near the Einstein radius, our simulated lenses have projected mass fractionshf i ranging

from 0.1% to 1.0% in subhalos. This is consistent with the Aquarius halos, which havehf i =

0:1+0:3
� 0:1% (Springel et al., 2008; Xu et al., 2009; Vegetti et al., 2012), shown in Figure 2.5. The

number of halos in each mass bin is consistent with the Aquarius simulations (Xu et al., 2015).

It is worth noting that recent observations have detected this type of substructure in real

lenses and have inferred mass fractions which are higher than� CDM simulations. In a study of

seven lens systems, Dalal & Kochanek (2002) deduced a local mass fraction of subhalos at the

image radius between 0.6% and 7% with a 90% con�dence level. Vegetti et al. (2010) found a

dark substructure in the lens SDSSJ0946+1006, which is one of the 40 quads in Woldesenbet

& Williams (2012). For this galaxy, Vegetti et al. (2010) inferhf i = 2:15+2:05
� 1:25% at the Einstein

radius when assumingn = � 1:9� 0:1. When comparing their value with simulations, they �nd

a likelihood of 0.51, which is consistent given their sole detection. Vegetti et al. (2012) found
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Figure 2.4: Density contours and caustic for a lens with� CDM substructure. This lens was
chosen as an example because it has larger perturbations due to substructure relative to some
of the other realizations. Scale is in arcseconds. At z=0.6, 1 arcsecond corresponds to 6.7 kpc.
Typical quad images are at' 2:5kpc from the center. Source positions within the diamond caus-
tic are shaded according to resulting� 23 values, with darker gray indicating an angle less than
40 degrees, lighter gray indicating greater than 60 degrees, and gray indicating the intermediate
angles. Quads more similar to “Einstein crosses” come from sources in the lighter gray central
region. 10,000 quads are created from sources within the diamond caustic.
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Figure 2.5: The distribution of subhalo mass fractions localized near the Einstein radius for the
population of 20 lenses is depicted as a solid blue histogram. The same 20 lenses, but with
their substructure mass ampli�ed by a factor of 10, have the mass fraction distribution shown
as the white open histogram. Our simulated� CDM lenses are consistent with the values for
the Aquarius simulations from Xu et al. (2009) (black circle), but are on the edge of the 68%
C.L. for the observations of Vegetti et al. (2010) (green square) and Vegetti et al. (2012) (red
triangle) and the 90% C.L. for the observations of Dalal & Kochanek (2002) (blue diamond).
Vertical positions for these values are arbitrary. This is not necessarily inconsistent, but it does
provide some inspiration for our 10� � CDM test in Section 2.2.4, where substructure produces
mass fractions closer to these observations, similar to the white histogram.
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a dark satellite in the JVAS B1938+666 system implying an average subhalo mass fraction

hf i = 3:3+3:6
� 1:8% within the Einstein radius and a di� erent mass function slopen = � 1:1+0:4

� 0:6. Had

they assumedn = � 1:9 � 0:1 they would be closer to the Aquarius simulated mass fraction

with their result ofhf i = 1:5+1:5
� 0:9%, arguing that the remaining discrepancy is due to the fact

that their galaxy is at a di� erent redshift than those in the Aquarius Project, which are at z=0.

These �ndings are compared visually with our simulated lens population in Figure 2.5. Finally,

Hezaveh et al. (2016) report the detection of a dark subhalo in the SDP.81 system. They claim

their mass function is consistent with simulations, based on their one detected subhalo at 109M �

and upper limits established at lower masses. It remains to be seen whether the minor tension

between some observations and simulations indicates a problem with theory or is simply a result

of having a small number of observations.

More recent simulations which include baryon e� ects have been done by Fiacconi et al.

(2016), which found that local projected mass fractions at the Einstein radius for� 1013M �

halos can exceed 2% if the lens is at a redshift of 0.7. Since the halos are both more massive

and at a higher redshift than the Aquarius halo, they are dynamically younger, as their subhalos

are accreted more recently, and therefore clumpier, with higher mass fractions.

Our lenses are meant to represent the population of observed galaxies, so it is useful to

compare them with typical quad-producing galaxies. Unlike the real galaxy population, these

synthetic lenses represent a population of galaxies which would all have the same mass, red-

shift, and pro�le shape. This may seem like an oversimpli�cation, but note that these parameters

would not cause any asymmetries in the lenses. Similar galaxies at di� erent redshifts, for exam-

ple, would change the critical densities necessary for lensing and therefore the radial positions

of the images, but, since this a� ects all parts of the lens equally, the double-mirror symmetry

of the lens remains unaltered. Since the double-mirror symmetry is unchanged, the deviations

from the FSQ will be no di� erent (Woldesenbet & Williams, 2015). This further justi�es the

assumptions about the mass pro�le of the lenses made in Section 2.2.1.

The ellipticity and external shear for each galaxy are also held constant for now, with an

axis ratio of 0.82 and no external shear. Unlike the parameters above, these properties can

cause deviations in the FSQ, provided the shear is at an oblique angle with respect to the ellipse

major axis. In the terminology of Woldesenbet & Williams (2015), these parameters create Type

II lenses, in that they break the double-mirror symmetry only once, as opposed to substructured

lenses (Type III), which have no remaining symmetries. The reason these parameters are held
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Figure 2.6: The left panel shows the deviations of the quad relative image angles from the FSQ
in a fashion similar to Figure 2.3, but for the single lens with� CDM subhalo perturbers shown
in Figure 2.4. Each point represents a quad. For a purely elliptical lens, the deviations would be
very nearly zero. The right panel is the same except the vertical scale is increased and observed
quads are included as red circles. It is immediately apparent that the simulated deviations, while
nonzero, are insu� cient to explain the observed deviations. While not depicted here, all other
attempted random realizations of substructure positions have similar results.

constant for now is not because they have no e� ect on image angles, but that we seek to isolate

the e� ect of substructure. In Section 2.2.5 we will relax the restriction that ellipticity and shear

be so constrained.

From the example lens we created 10,000 quads and determined their deviations from the

FSQ. The FSQ is described by a polynomial �t explicitly shown in Woldesenbet & Williams

(2012) which expresses� 23 as a function of� 12 and� 34. For each quad, the di� erence between

the FSQ-predicted� 23 and the actual value for each quad is used as the measure of the deviation.

In Figure 2.6, the resulting deviations from the FSQ for the example lens are shown. The pop-

ulation of 40 observed quads cataloged in Woldesenbet & Williams (2012) is plotted alongside

our simulated quads in the bottom panel of Figure 2.6. It is evident by eye that the scale of

deviations provided by� CDM substructure is simply too small to account for observations.
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2.2.4 Testing larger subhalos than CDM

Because substructure at the scale of� CDM simulations is too weak of a perturbation to create

the observed deviations from the FSQ, we now increase the mass of the subhalos to see what

the e� ects would be. This idea is motivated in part by the potential tension mentioned above

between the subhalo mass fractions of simulations and observations of Vegetti et al. (2010,

2012); Hezaveh et al. (2016), where observations may hint at more mass in subhalos than what

� CDM simulations predict. The logic is essentially that if subhalos are increased in mass,

they may be able to reproduce the deviations from the FSQ. That would hint that perhaps the

predictions from� CDM simulations do not create su� ciently large subhalos to match reality.

On the other hand, if even larger subhalos are still unable to recreate the FSQ deviations, that

would indicate that� CDM subhalos are undeniably not responsible for the observed deviations

from the FSQ. With this in mind, we dial up the normalization for subhalos by a factor of ten

above the� CDM prediction and re-run the experiment. The same example lens with now 10�

the subhalo mass as� CDM is shown in Figure 2.7, in addition to a second lens with a di� erent

seed.

A complication that arises for some subhalo con�gurations is that since subhalos are a factor

of ten larger than those produced with� CDM, they are more likely to have central densities high

enough to be their own strong lenses. We are not interested in these types of scenarios because

the images are so close together that they are unlikely to be resolved in observations. To prevent

situations like these two steps are taken. First, if the last-arriving image (central, 5th image)

is more than 0.5RE from the lens center the quad is not included. Second, when comparing

with observations, we will use quads only within a selection window which omits the quads

with � 23 < 10� , where these anomalies are most likely to reside. This selection also omits one

observed quad.

The deviations from the FSQ for the simulated lens are plotted in Figure 2.8. The devi-

ations are much larger now and are of the same order as observations, so now more care is

necessary to con�rm or rule out consistency. The metric we use to test consistency is the two-

dimensional Kolmogorov-Smirno� (KS) test originally presented by Peacock (1983), expanded

on by Fasano & Franceschini (1987), and made readily available by Press et al. (1997). Unlike

the one-dimensional KS test, the 2D KS test is not strictly independent of the shape of the dis-

tribution because the Cumulative Distribution Function (CDF) is not uniquely de�ned in more

than one dimension (Peacock, 1983). Fortunately, this e� ect is minuscule for cases where the x
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Figure 2.7: The left lens is the same as in Figure 2.4 except with the mass normalization for
subhalos multiplied by a factor of 10. Note the disturbed caustic. The 10� � CDM-population
consists of 200 lenses similar to this one, with di� erent subhalos generated drawn from the
full 3D population. The lens on the right is also 10� � CDM, with this particular realization
generating a more tame caustic. Again, 1 arcsecond corresponds to 6.7 kpc.



30

and y values for the data set are not strongly correlated, and is not measurable in the case of our

data.

The test works by taking a point from one of the distributions and counting the fractional

number of points from each distribution in each of the quadrants around the starting point. It

then repeats this process using each point as its starting point and �nding the one which creates

the quadrant with the maximum discrepancy between the two distributions. This discrepancy

can then be evaluated for statistical signi�cance (Peacock, 1983; Fasano & Franceschini, 1987).

Like the traditional KS test, the 2D KS test returns a p-value which is the probability of obtain-

ing a more extreme discrepancy than measured, assuming the null hypothesis is true. In this

case, the null hypothesis is the claim that the observed population is simply drawn randomly

from the synthesized population. For our purposes, a p-value less than 5% will indicate that the

simulated population and observed population are indeed di� erent.

The uncertainties in observations are accounted for by taking each observed quad and re-

placing it with 100 points distributed in a 2D Gaussian with� x and� y corresponding to the

astrometric uncertainties in observations and centered on the intersection of the error bars. This

spreads out the density of points in accordance with the error bars. Since this process arti�-

cially gives the population 100 times the number of points, for the purpose of testing statistical

signi�cance it is still considered to consist of only the 39 quads.

When applied to the simulated quads from the lens in Figure 2.8, the 2D KS test returns a

p-value of 4.1%, meaning that the population of quads produced by this single synthetic lens is

almost consistent with the observed population of quads.

We should not necessarily expect that any single lens would be able to reproduce the en-

tire population of observed quads, since they themselves come from many di� erent galaxies.

Instead it makes more sense to compare a population of simulated lenses with the observed

quad population. Speci�cally we created 200 lenses with di� erent random seeds in the manner

described in the previous section and plotted their deviations from the FSQ in Figure 2.9. It

is immediately apparent that the deviations from the FSQ are even less than that for the single

lens. This is because there are more lenses similar to the lens on the right in Figure 2.7 than that

on the left in the same �gure, which has larger perturbations. This makes the number of quads

that deviate from the FSQ more diluted and the population an even weaker match to observa-

tions. The 2D KS test con�rms this, returning a p-value of 0:099%. This indicates that even

with 10� � CDM substructure, the observed deviations from the FSQ cannot be explained.
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Figure 2.8: (Caption on following page)
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Figure 2.8: Deviations from the FSQ, projected along the� 23 axis, are plotted for a single
lens shown in the left panels of Figure 2.7. Here, the top panel shows a scatter plot of quads,
while the middle and bottom panels show simulated quads by density. Grayscale corresponds
to the simulated quad population while red circles with error bars corresponds to observations.
This shaded plot style will be used from now on, since it is easier to display densities of points,
particularly when the number of points is large. Quads with� 23 < 10� are omitted with the cuto�
shown as a vertical dashed line. Interestingly, for this particular lens, there exist some quads
with � 23 > 90� , which normally does not happen. This can occur if one of the images lies near
a particularly large subhalo, which delays that image and changes the arrival time order. This
only happens for a handful of quads in only the most extreme lenses and only for 10� � CDM.
It is not a concern in our analysis. The population of quads in the bottom panel is the same
population, after the most e� ective selection bias from Table 2.1 is applied (See Section 2.3.1).
As before, the vertical dashed line represents the cuto� removing quads with� 23 < 10� . This
particular bias uses the 0th percentile (minimum of the data) as� 1 and the 75th percentile as� 2.
The biased population is consistent with the observed population (p=32%) while the unbiased
is not (p=4.1%). This is mostly because the bias has made quads with lower� 23 more likely,
moving the denser part of the gray population to the left making it more consistent with the
denser part of the red population.

We consider this experiment to be the most critical of the experiments done in this paper,

and therefore have committed the computational resources necessary to synthesize 200 lenses.

Other populations within this paper are synthesized using less than 200 lenses. Curious about

whether a population of 20 galaxies would return the same p-value as one of 200, we divided

the 200 lenses into 10 sets of 20 and calculated the p-value 10 times. Values returned typically

ranged from 0.03% to 0.23%. We interpret this to mean that when only 20 galaxies are used

in other tests, the p-value can vary by� 0:1% (for the unbiased case- when selection biases are

applied in Section 2.3 this value will be di� erent).

2.2.5 Nonzero external shear

External shear is a common feature in lens models because it is easy to express analytically and

it seems to �t many lenses, although it may not necessarily correspond to a readily identi�able

physical entity. Wong et al. (2011) found disagreement between �tted values for external shear

in lens models and measured values from the environments of those lenses, indicating that the

external shear inferred from model lenses in reality corresponds to a handful of environmental

factors including not only external shear, but also line-of-sight e� ects, as well as compensates
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Figure 2.9: Deviations from the FSQ for the population of over 100,000 quads from 200 syn-
thetic galaxies with 10� � CDM substructure and no external shear (grayscale), compared to
observations (red). Since the majority of the 200 galaxies have few large perturbations from
elliptical contours, only small deviation from the FSQ results when considering a population.
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for simplifying assumptions about the main lens. Rather than thinking of external shear as a

physical observable quantity, perhaps it makes most sense to instead think of it as a simple �rst

order �tting parameter that represents information from several unknown e� ects. Whatever the

case, Woldesenbet & Williams (2015) document the e� ects of external shear on the distribution

of quads relative to the FSQ. Since this shear can provide deviations from the FSQ, we can

experiment with nonzero values of shear and see if this is able to better match observations.

Bolton et al. (2008) modeled 63 lenses discovered in the Sloan Lens ACS Survey (SLACS)

and �t values for the external shears of each lens, ranging from 0 to 0.27 with a median of

0.05. Since the authors argue that their population of lenses is statistically consistent with being

drawn at random from the survey, we can assume that the shears and axis ratios they found are

representative of typical external shear values for these types of lenses. The distribution of shear

values from SLACS is consistent with the values determined from lens environments (Wong

et al., 2011), and the distribution of axis ratios from SLACS is consistent with that of nearby

ellipticals (Ryden, 1992). Both of these consistency checks come from methods which are

independent from lensing models. It is therefore justi�ed to use these values when synthesizing

a population of lenses. For the same 63 lenses, the authors also list the axis ratios for each lens

from their model, ranging from 0.51 to 0.97 with a median of 0.79, providing a natural way to

make the synthesized population of main halos more representative of a true population.

We created a population of 20 lenses. The subhalos are made the same way as above, with

10� � CDM substructure, while the main halos have axis ratios and external shears randomly

drawn from the 63 values in Bolton et al. (2008) and given a random shear orientation angle.

Since the axis ratios are not all the same, the caustic size di� ers on a lens-by-lens basis. This is

because in the limiting case of axis ratio= 1 the inner caustic becomes a point, so nearly circular

lenses have smaller diamond caustics than elliptical ones. This means the lensing cross section

for quads is di� erent for each galaxy, so it no longer makes sense to construct a population with

simply 10,000 quads for each lens. Instead, the number of quads for each lens is proportional to

the caustic area. Once again the deviations from the FSQ are too small to match observations.

The 2D KS test con�rms this, returning a p-value of 0:0077%. Even the combination of 10�

� CDM substructure, realistic external shears, and realistic axis ratios are unable to produce the

deviations from the FSQ necessary to explain observations.
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2.3 Introducing quad selection biases

Observational selection biases a� ect all surveys. The quad sample we are using in this paper is

very heterogeneous: some quads were discovered as part of a well-de�ned survey while others

were discovered individually. This means that correctly accounting for biases is impossible.

In lieu of a known selection function, we have devised a makeshift model which biases quad

selection in a probabalistic sense. In the future, quads will be discovered by the Large Synoptic

Survey Telescope (LSST), with well-de�ned selection criteria. In the meantime, our treatment

is su� cient to mimic selection e� ects and gain intuition as to their general implications.

In Section 2.4 populations of quads will be generated which are closer to the observed

distribution and so selection biases will be important. As such, we consider these biases now,

and apply them to the population of quads generated in Sections 2.2.4 and 2.2.5.

Three main biases are considered. First, quads which are brighter are more likely to be

detected. The source luminosity is uncorrelated with the lens properties and is therefore not

relevant to this analysis. What matters in this context is the total magni�cation of all the images.

If the images are highly magni�ed, the quad will likely be detected. Another potential source

for bias is the separation between images (Oguri et al., 2006; Pindor et al., 2003). If 2, 3, or

even all 4 images are close together, they may not be resolved as distinct images and the quad

may instead look like a triple, double or a point source. Such a case would not be included

in the observed galaxy quad population. Finally, quads which have a large contrast between

the magni�cation of the brightest image and the dimmest will also be less likely to be resolved

as having distinct images (Oguri et al., 2006; Pindor et al., 2003). These cases are unlikely

to register as more than a point source in a survey and may not be followed up with deeper

observations. These inherent biases in the way quads are observed could select quads whose

properties are di� erent from those of an unbiased population. It is not hard to imagine this

a� ecting the distribution of quads around the FSQ, so we examined the consequences of these

biases.

Optimally one would simply know the limiting resolution and magnitude of one's survey

and omit synthetic quads that are outside of that range. However, the population of known quads

comes from an amalgam of many di� erent surveys, making it di� cult to systematically identify

the degree of lensing biases (Oguri et al., 2006). Although quads discovered may have a biased

population due to inability to resolve closely spaced images or images of drastically di� erent
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magni�cations, this paper will largely ignore these biases in favor of the total magni�cation

bias. The main reason for this is that the central question of this exercise asks if it is at all

possible that biases could explain the observed population of quads via selection e� ects. When

addressing this question, it makes sense to look at the populations in the best possible light,

and our tests seem to indicate that the total magni�cation bias results in the highest p-values

compared to the �ux ratio and image separation biases. From now on, discussion of biases will

be limited to the total magni�cation bias.

To properly account for the magni�cation bias, one would need knowledge of the quasar

luminosity function and lens mass distributions for all redshifts (Han & Park, 2015). Even then,

it is infeasible to identify any particular magnitude cuto� that applies to all surveys. Conscious

of our ignorance, we use the following logic to approximate the general e� ects of the bias. First,

imagine that above (below) a certain threshold for the summed image magni�cations a quad is

guaranteed to be (not be) detected. Between these two thresholds, suppose the probability of

detection scales linearly with the summed magni�cation. Since those thresholds are di� cult to

pinpoint, we set them to a percentile of the data,� 1 and� 2, e.g. the 25th percentile and 75th

percentile. This process is shown visually in Figure 2.10. The exact value of these percentiles

is unknown in actual surveys and the e� ects of changing them will be an important part of

analyzing the e� ects of the bias. The application of this bias occurs before the� 23 < 10� cuto�

selection. Our bias will be applied to all populations presented in following sections.

2.3.1 Example Bias

Before applying the bias to all synthesized quad populations, we will �rst apply it to a single

population to convey its general e� ects. The population that we believe depicts this best is that

of the �rst single lens with 10� � CDM subhalos, (Figure 2.8). This is because this population

has appreciable deviations from the FSQ leading to visible distributions in both the� 23 and

� � 23 dimensions. It will turn out that the bias notably a� ects only the distribution in the� 23

dimension, but this is most readily seen when the spread of points in both dimensions is large.

The trends we see here apply to all populations of quads.

The bias makes the quads with the larger total magni�cation more likely to be detected,

while throwing out the fainter quads which are unlikely to be detected. Table 2.1 shows the

resulting p-values from the 2D KS test after this bias has been applied with various values for

minimum percentile,� 1, below which detection is impossible and the maximum percentile,� 2,



37

Figure 2.10: A schematic presentation of how the bias is applied. The blue solid curve shows the
CDF of the magni�cation (summed from all four images) for the unbiased quad population. The
red dashed line represents the probability that a quad will be detected and kept in the population
after the bias is applied. The minimum threshold value below which detection is impossible,
� 1, is � 1, the 25th percentile in this example. Likewise the maximum threshold value above
which detection is certain,� 2, is � 2, the 75th percentile here. Once the thresholds are set, the
probability of detection scales linearly with the value of the summed magni�cation between the
thresholds, shown by the red dashed line.
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Single Lens Example:
p-values for Biases (%)

� 1

99 – – – – –
75 – – – – 0:0002
50 – – – 2:8 0:033
25 – – 29 13 0:46
0 – 8:8 26 32 4:2

0 25 50 75 99
� 2

Table 2.1: Optimizing the e� ect of the selection bias. P-value results are presented for various
minimum and maximum cuto� s for the total magni�cation bias. p-values greater than 5%
indicate that the populations are consistent with the null hypothesis, which claims the observed
population comes from selecting quads from the synthesized population. For this example lens
there are several cases with such p-values, with the highest value ocurring in the case where the
minimum cuto� for the bias is the minimum of the data and the threshold for certain detection
is the 75th percentile of the data. This case puts the population in the most positive light, with
5177 out of 8907 quads detected, and is plotted in Figure 2.8 (right panel). The number of quads
remaining in the population after the bias is applied is not depicted, but is lowest in the upper
right corner (312 remain out of 8907) and highest in the bottom left. (8233 remain)

above which detection is certain. Since the strength of the bias is unknown, we will imagine it is

as e� ective as it possibly could be in making the observed and synthetic populations consistent

with one another. The highest p-value corresponds to the best-case scenario. With this being

said, we did not feel it was necessary to run an exhaustive search for the maximum because the

exact speci�city in threshold percentiles chosen is not particularly useful. Instead, we simply

use the highest p-value in Table 2.1,3 which is 32%. This value is greater than the 5%

signi�cance threshold, meaning that, when constructed from this single lens with an optimistic

bias applied, this particular population of quads is consistent with observations.

The e� ect of this bias is shown in Figure 2.8, but is perhaps easier to see in the marginalized

distributions, shown in Figure 2.11. The bias has little e� ect on the distribution in� � 23 but a

signi�cant e� ect on the distribution in� 23. Both �gures show that the bias selectively removes

quads in a way that shifts the remaining population to smaller� 23. This makes sense because

smaller� 23 means that the 2nd and 3rd arriving images are close together, which comes from

3 The 99th percentile is chosen as the highest� 2 rather than the 100th percentile because if the latter is used,
a single large-magni�cation outlier, which would likely be code-resolution artifact, could drastically decrease the
slope of the linear detectability function (Figure 2.10) and arti�cially cause nearly all quads to have a low probability
of detection.
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the quads where the source is near the caustic line, resulting in high magni�cation. These quads

are more magni�ed and more likely to remain after the bias is applied.

Though we have only depicted the case returning the highest p-value, in reality there are

many di� erent realizations possible in which the distributions, biased at di� erent levels, would

take on intermediate forms between the two cases depicted in the middle and rightmost panels

of Figure 2.8. It is also possible to have a stronger bias with more pronounced e� ects than those

shown in the right panel, but this would result in a lower p-value than what is shown here.

Independent of the strength of the bias, it is important to note that the bias strongly a� ects

the � 23 distribution and only weakly a� ects the� � 23 distribution. The result is that the� � 23

distribution is the more important one when attempting to decipher whether or not a population

is consistent with observations: if there is a mismatch between the synthesized population's� 23

distribution and that of the observations, there may exist a bias that could bring the population

into the realm of plausible consistency, however if there is a similar mismatch between the

synthesized population's� � 23 distribution and that of the observations, no bias will �x the

problem.

2.3.2 Population Bias Results

Now that the e� ects of such a selection bias have been demonstrated for a single lens, it is time

to apply the same bias to the population of lenses which is meant to represent the galaxy lens

population. The table analogous to Table 2.1 is not presented, but the same analysis is run, this

time for the population of 200 lenses with 10� � CDM substructure with no shear. The most

optimistic bias leaves the simulated quad population with a p-value of 1:3%, which is still in-

consistent with the null hypothesis. A similar exercise as in Section 2.2.4 –where we recalculate

p-values with 10 subsamples using 20 galaxies each– yields p-values that typically vary from

0.8% to 2.3%. This means for populations using only 20 lenses, the p-value can be expected to

vary by� 1% in the biased case. Using the population of 20 lenses from the case with nonzero

shear (Section 2.2.5), the best match occurs under the same cuto� values, again with a p-value

of 1.3%. Even when the most optimistic bias is applied, these synthesized populations from the

10� � CDM substructure scenario are completely inconsistent with observations. It therefore

seems unlikely for� CDM substructure to account for the observed deviations from the FSQ.
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Figure 2.11: Marginalized distributions are shown for both the� 23 (x-axis of Figure 2.8) and
� � 23 (y-axis of Figure 2.8) for the population of quads created from the single 10� � CDM
lens (blue), compared to the observed population (open white histogram). The top two panels
show the unbiased population while the panels on the bottom show the biased population which
yields the best match to observations. The cuto� removing quads with� 23 < 10� is shown as
the dashed line. The bias strongly skews the� 23 distribution to lower values, matching up more
closely with the larger peak in the observed data, which is the largest factor in why the p-value
improves. Meanwhile the general shape of the� � 23 distribution is only slightly a� ected by the
bias.
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2.4 Deviations from elliptical lenses

Aside from� CDM substructure, there are other e� ects which are capable of producing asym-

metry in the lens to create signi�cant deviations from the FSQ. If the mass of the galaxy is

not relaxed into a single smooth pro�le, for example, then there could be inherent asymme-

tries. Chae et al. (2014) found that in order to �t the density pro�les for early-type galaxies a

two-component mass model was required. Young et al. (2016) found that simulations of both

dark matter only and dark matter+ hydrodynamics resulted in mass distributions which are

not fully relaxed. If the baryons and dark matter do not coalesce into identical distributions

then it would be possible to have a galaxy which has two related but not identical distributions.

With two non-identical distributions, there are several possible realizations which could break

the double-mirror symmetry or give rise to “wavy” features in the lens projected isodensity

contours.

The quad image circle in halos of' 1013M � , slightly larger than that in our halos, has a

radius of around 6 kpc. It is a remarkable coincidence that this radius happens to correspond

to a transition region from baryons to dark matter, illustrated in Figure 2.12. At smaller radii,

the baryons are the dominant mass component while the dark matter dominates at outer radii. It

just so happens that the radius where they have comparable mass lies at a similar radius as the

position of images, which is fortunate because the image circle is the region lensing can most

precisely probe. It also complicates matters, because if there are any inherent asymmetries in the

baryon and dark matter distributions, this transition area is where they will have the most drastic

e� ects on image positions. It stands to reason that various perturbations arising from ellipticity

transitioning between the baryon and dark matter distributions could result in deviations from

the FSQ. This motivates an additional series of experiments.

This time, we construct lenses with no� CDM substructure, but using two superimposed

elliptical Einasto pro�les instead of just one. The �rst pro�le represents the dark matter, in

which shape parameter� is changed to 0.18 but otherwise the same as before. This slightly

larger shape parameter makes the pro�le less concentrated than before, making the scale radius

13.6 kpc. The central density for the pro�le representing the baryons is set to 5� the dark matter

� 0, motivated by the Illustris simulations (Vogelsberger et al., 2014b; Young et al., 2018), but

the pro�le drops o� much more steeply than that of the dark matter. The baryon pro�le is given

a scale radius of 1 kpc and a shape parameter of 0.6, which have been chosen to make the slope
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Figure 2.12: Comparison of the baryon-dark matter transition radius with the Einstein radius.
The histogram displays the Einstein radius for the 33 observed quads which have known lens
redshift. The average and median of this distribution are presented in the �gure. The radius of
where the dark matter component becomes dominant over the baryon component depicted here
is calculated in Chae et al. (2014) for a 1013M � halo, a typical mass for galaxies which host
quads. . It is fortuitous that these radii values should coincide.
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near the image radius more realistic, as in Section 2.2.1. This means the baryons will be the

dominant mass component in the very central regions, but at radii near the images the dark

matter has become dominant.

The (3D) transition radius in this setup actually lies near 3 kpc instead of 6 kpc, which is

mostly due to the smaller halo size. The transition radius for a 1012:5M � galaxy, approximately

the mass of our halos, is closer to 4 kpc (Chae et al., 2014). We consider this slight mismatch

between 3 and 4 kpc acceptable, recognizing that if the radii matched better, any asymmetries

created would have a more pronounced e� ect on quad image angles. This transition radius is

identi�able in Figure 2.13, which shows the density as a function of radius for the two compo-

nents.

Within the simulation window,' 25% of the mass is in baryons. At in�nity, only about 4%

of the mass is in baryons. Depending slightly on the exact values for the ellipticity, the Einstein

radius increases to' 5:2 kpc due to this additional baryonic mass. Axis ratios for the elliptical

pro�les are separately drawn from Bolton et al. (2008). As before, the number of quads per

galaxy is again proportional to the caustic size, and quads with� 23 < 10� will again be omitted.

External shear is left at zero. Perturbations will be applied to the elliptical structure of the two

pro�les– dark matter and baryons– as described in the next sections.

2.4.1 Fourier Component Perturbations

The �rst form of mass perturbations from pure ellipses we examined are motivated by observa-

tions. Bender & Moellenho� (1987) measured deviations from ellipticity in isophotes in terms

of Fourier expansion in the polar angle. Radial isophote deviations from a perfect ellipse are

parameterized by coe� cients of sines and cosines,

� R=
6X

k=3

ak cos(k� )+ bk sin(k� );

where� is the angle with respect to the ellipse axis. The index starts at 3 becausea1, a2, b1,

andb2 are already constrained by ellipse parameters such as axis ratios, semimajor axis, and

center position. Since then, numerous studies have followed their notation. Though in principle

there could exist higher order deviations, the index is typically cut o� atk = 6: The values of the

coe� cients change for each isophote and are therefore a function of radius, but this dependence

is complicated and for our purposes we will just use average values. The most commonly
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Figure 2.13: Density pro�le for the two components from which lenses will be constructed.
The blue solid line represents dark matter and orange represents baryons. The dashed line
depicts an isothermal slope. The arrow indicates the transition radius where the densities are
equal, at 3.3 kpc. The axes are scaled with respect to the critical density of the universe at lens
redshift (z=0.6) andr200 so that the graph can be readily compared with Figure 12 of Chae et al.
(2014). It should be noted that this is the analytical form from Equation 2.1 and is spherically
symmetric. Once ellipticities and perturbations from ellipticities are applied (Section 2.4), the
true pro�le will di � er as a function of position angle, but should be reasonably close to this
when spherically averaged.
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discussed deviation is thea4 term. Positive values deform the ellipse into a diamond-shaped

“disky” isophote while negative values deform the ellipse into a “boxy” shape. Mitsuda et al.

(2016) analyzed thea4 values for early-type galaxies atz � 1 and 0, �nding values roughly

distributed from -0.02 to+0.04. Corsini et al. (2017) measured the Fourier coe� cients for three

nearby galaxies and founda4 to range from -0.03 to 0 in one case, between 0 and 0.06 in another

case, and 0 and 0.03 in the third case. They founda3 andb4 to be largely consistent with 0, but

in one case hadb3 andb6 range from 0 to about 0.03 and two cases wherea6 ranges from 0 to

approximately 0.03. They did not include information as toa5 or b5. Kormendy et al. (2009)

found values ofa4 typically between -0.02 to 0.02 for galaxies in the Virgo cluster, wherea4

was as large as 0.09 in one case. Nonzeroa3 values were also found, but were not as extreme

as thea4 values measured. These general results give an impression for the order of deviation

from ellipticity for realistic galaxies and provide a framework from which to construct a galaxy

population.

We construct this population by havinga4 uniformly selected between -0.04 and 0.04 and

a6 uniformly selected between� 0:02 and 0:02. Unlike real galaxies, the selected value for the

Fourier coe� cients is kept constant as a function of radius, but should still provide insight into

the e� ects these deviations from ellipticity have on quad deviations from the FSQ. Though the

observations above only apply to the light, it is assumed in this context that the dark matter

pro�les likewise have deviations from ellipticity of similar order. As such, both pro�les get

di� erent values chosen fora4 anda6. The other coe� cients are left at zero. For now, the major

axes of the two elliptical distributions are colinear and the centers coincide.

One hundred galaxy lenses are constructed and the resulting population of quads is analyzed

using the 2D KS test.4 The result is a p-value of 0.00044% in the unbiased case and 0.013%

when the same bias as before is applied. This is less than the 5% threshold, indicating that the

Fourier perturbations alone are insu� cient to match observations.

2.4.2 Misaligned Ellipses

Another case to explore is that in which the baryons and the dark matter have elliptical projected

mass distributions but their ellipse major axes do not necessarily line up perfectly i.e. the two

4 One hundred lenses are now used to create a population as opposed to twenty used for most of the cases before
because as more types of perturbations are added, parameter space gets larger than before, so having more lenses in
a population is necessary.
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distributions have di� erent position angles (PAs). Perhaps a population of lenses with features

like this could be responsible for the observed deviations from the FSQ. In this test, the dark

matter pro�le has an ellipse PA that is tilted with respect to the x-axis by an angle randomly

selected between 0 and 45 degrees. The PA of the baryon pro�le remains aligned with the x-

axis. Fourier coe� cients introduced in Section 2.4.1 are set to zero. A population of quads is

synthesized from 100 lenses like this and subjected to the 2D KS test. Before biasing, the p-

value returned is 0.0017% and after the bias is applied the p-value returned is 0.020%. Thus, the

e� ect of misaligned ellipses is also nowhere near su� cient to create the necessary deviations

from the FSQ.

Another variant of this idea of having two elliptical pro�les give rise to a non-elliptical mass

distribution is to o� set the centers of the ellipses themselves. Image positions are most sensitive

to mass perturbations near the image radius, so it is the perturbations near the image radii that

we truly wish to emulate. If the centers of the pro�les were not coincident it would cause a non-

elliptical perturbation even at radii farther out than the centers. In this way, arti�cially o� setting

the centers can serve as an easy-to-generate asymmetry. In reality, the centers of baryonic and

dark matter distributions are thought to be nearly coincident. In lensing models it is usually

assumed that the centers coincide (Gavazzi et al., 2008; Bolton et al., 2008). However, since

the positions of quads are more sensitive to structure at the image radius than structure in the

lens center, we will accept that this model is inaccurate in most central region of the lens in

return for the structure at image radius it generates. That is to say, we will o� set the centers

of the two distributions in the simulations, but this is not necessarily a claim that the centers

are in reality o� set so drastically. Instead, the o� set centers are an arti�cial way to introduce

non-ellipticity near the image radius, which could exist in real lenses. Having said that, we note

that it is possible for the centers of dark matter and baryonic distributions to be non-coincident,

within the framework of self-interacting dark matter (Kahlhoefer et al., 2014, 2015). O� setting

these centers could be thought of as additional Fourier perturbations of lower order than 3, since

these coe� cients are constrained by the ellipse center position among other parameters.

We create a population consisting of 100 simulated galaxies, each with a baryon and dark

matter component described above. The ellipse PAs of the two distributions are again tilted by

an angle between 0 and 45 degrees while the centers are o� set by a radius randomly selected

between 0 and 15 pixels (1 kpc) in a random direction in the 2D lens plane. The center of the

lens is considered to be the center of the baryon distribution since this is the distribution which
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an observer would see and assume to be the center. The 2D KS test for the population compared

to observations results in a p-value of 0.053%. After the bias, the KS test returns a p-value of

3.4%, still indicating inconsistency with the null hypothesis.

2.4.3 Combined E� ects

Each of the types of perturbations described in Sections 2.4.1 & 2.4.2 carries potential FSQ

deviations with them. It would be remiss not to test the combination of e� ects. This time 1000

lenses are created with axis ratios from Bolton et al. (2008) for both the dark matter and baryon

distributions. The elliptical distributions are tilted with respect to one another by an angle

between 0 and 45 degrees. The center for the dark matter distribution is o� set by between 0 and

1 kpc, and each distribution shape is altered viaa4 (between -0.04 and 0.04) anda6 (between

-0.02 and 0.02). Four example galaxies are shown in Figure 2.14. We invite the reader to

compare these synthetic distributions to observed galaxies in Figure 12 of Mitsuda et al. (2016),

which bear visual resemblance to one another.

The deviations from the FSQ generated by this population of galaxies are shown in Figure

2.15. The 2D KS test results in a p-value of 0.16% for the unbiased distribution and 6.2% once

the bias is applied. This result implies that a combination of the above perturbations from pure

ellipticity could be consistent with observations if observational biases are favorable.

2.5 Discussion and Conclusions

We have sought to construct a population of quadruple image systems, generated by synthetic

lensing galaxies, which is consistent with the observed distribution of quads relative to the

Fundamental Surface of Quads (FSQ) (Figure 2.3). We attempted to do so using physically

motivated perturbations from a simple ellipsoidal projected mass distribution, �rst with� CDM

substructure (Figure 2.6), then with 10� � CDM substructure (Figure 2.9), and later using a

superposition of dark matter and baryon pro�les with Fourier perturbations, misaligned PAs,

and/or o� set centers to alter the shape of the mass isodensity contours (Figure 2.15). We devised

a selection bias that mimics observational bias, based on the summed magni�cations of the

images, and applied it to our synthetic quads before comparing with observations. Table 2.2

catalogs each experiment discussed herein and the corresponding p-values and relevant �gures

for each set of perturbations from purely elliptical lenses. One caveat to note is that the p-values



48

Figure 2.14: (Caption on following page)
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Figure 2.14: Four example lenses and caustics from the population which includes o� set cen-
ters, tilted ellipse axes, and nonzeroa4 anda6 for both the dark matter and baryon distributions.
Signi�cant deviations from ellipticity are clear, which produce noticeable changes in the caustic
and thereby the image positions and deviations from the FSQ. Note the resemblance of these
mass density contours to the shape of the observed isophotes of Mitsuda et al. (2016). The
thick curve is the boundary outside of which the mass is set to zero. Its shape arises from the
combination of a cut along a particular isodensity contour and a circular cut at the edge of the
simulation window (16.7kpc). 1 arcsecond corresponds to 6.7 kpc.

Figure 2.15: Deviations from the FSQ generated from the population of galaxies like those in
Figure 2.14, with the most optimistic bias applied. The deviations from the FSQ are consistent
with observations with a p-value of 6.2%.
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quoted do not take into account the number of parameters for each model, so they cannot be

properly compared to each other in any attempt to select a “correct” model, but only as a tool

to judge which quad populations are consistent with the null hypothesis.

The �rst �nding of this study is that substructure as predicted from� CDM is unable to

generate quads with su� cient spread in� � 23 from the FSQ to match observations. Even if

subhalos are ten times as massive as� CDM simulations predict, the resulting population of

lenses is still insu� cient to generate quads consistent with observations. Factoring in external

shear using realistic shear values from Bolton et al. (2008) does not alleviate this mismatch.

The second �nding is that there exist some perturbations from pure ellipsoidal mass distri-

butions which are capable of generating a population of quads consistent with observations, if

an optimistic selection bias is applied. The most e� ective perturbation appears to be the one

that models galaxies as two superimposed elliptical distributions, one representing dark matter

and the other representing baryons, with the two centers o� set by up to 1 kpc. Such a perturba-

tion does not necessarily imply that the centers of baryon and dark matter distributions are not

coincident, but rather introduces an asymmetry which causes a deviation from ellipticity near

the image circle. When this perturbation is applied in conjunction with misaligning the PAs and

applying realistic Fourier perturbations, the population consists of lenses like those in Figure

2.14. These galaxies bear visual resemblance to observed galaxies depicted in Figure 12 of

Mitsuda et al. (2016). After the bias is applied, the generated population of quads is consistent

with the observed population with a p-value of 6.2%.

It is interesting that these non-elliptical lens pro�les create a better match with observations

than elliptical ones. This is not the �rst �nding to indicate that this may be the case. Biggs et al.

(2004) studied a radio jet lensed by a galaxy in which spectral features made it possible to asso-

ciate images with various features in the source. They found that a Singular Isothermal Ellipsoid

with external shear was unable to account for the positions of all images simultaneously. The

model they found which �t the image positions required drastic azimuthal dependence using a

sum of Fourier coe� cients, implying that the mass distribution for the galaxy had considerable

“wavy” features.

Why galaxies should be structured this way is an interesting question. For one reason or

another, the dark matter mass distributions of these galaxies, though in equilibrium, are not re-

laxed (Young et al., 2016), and additional complications from baryon-dark matter gravitational

interactions, or dark matter self-interactions, are likely to make these systems even less relaxed.
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Perhaps galaxy mergers are frequent and elliptical pro�les are disrupted by such events. The

answers to these questions will be vital to an understanding of galaxy formation.

There remain other potential explanations which could cause the population of quads to not

lie on the FSQ. We explored one in particular, albeit not at the level of detail with which we

explored substructure or superimposed but nonidentical baryon and dark matter pro�les. This

possibility is that of supermassive black holes (SMBHs) which are displaced from the center

of the galaxy due to recoil from gravitational wave emission. These SMBHs are thought to

be formed via merged black holes, which results in an asymmetry in the gravitational wave

emission, imparting a recoil velocity on the SMBH which can be on the order of the escape

velocity, kicking the SMBH far from the center of the galaxy (Blecha et al., 2016). It has

been predicted that if such systems exist, SMBHs would be present� 1 � 10 kpc away from

the galactic center. To simulate this, we added a 109M � point mass to the synthetic lenses at

a distance of 3 kpc, right at the image radius where it would have the most e� ect on image

positions. Any alteration to the mass distribution was not visible on the density contour plot,

and no substantial deviations from the FSQ were produced. While interesting, recoiling SMBHs

are unlikely to have an e� ect on the quad population.

Another possible way for quads which lie o� of the FSQ to be formed is for mass to be

present between the source and the observer along the line of sight (LoS) (McCully et al., 2017).

Such structure would make the thin-lens approximation used in many lens models inaccurate.

Quads lensed with line of sight structure will be explored more thoroughly in a coming paper,

although the contribution of LoS and environmental structures near the main lens is unlikely

to be important. A number of papers have shown that LoS substructure contributes less to the

lensing optical depth than the substructure around the main lens (Metcalf, 2002; Chen et al.,

2003; Wambsganss et al., 2005)5 , and if 10� � CDM does not come close to observations in

the space of quad relative image angles, LoS is very unlikely to do so.

As this has been a preliminary study, there are several opportunities for future work. It is

somewhat disconcerting that our synthesized population which most closely matches observa-

tions has a relatively low p-value of only 6.2%. We suspect that this is because the variables

used to create non-ellipticity in the present paper span a large parameter space which has not

been fully explored. This may be a task suitable for machine learning, which could potentially

5 Note that Li et al. (2017), who conclude that LoS structures contribute more than the immediate environment
of the main lens, do not weigh their mass by the critical surface density for lensing, as is done in other works.
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identify new ways to create alterations from ellipticity in a way that results in a closer match

between synthesized and observed quad populations. Additionally, as larger surveys come on-

line, we can expect to �nd many more quad lenses. Oguri & Marshall (2010) predict that the

Large Synoptic Survey Telescope will �nd� 8000 lensed quasars. Assuming a quad fraction

similar to the present observed fraction, 0.154 (Oguri, 2007), one should anticipate over 1000

new quads to be discovered. Additionally, since all of these quads will be found in the same sur-

vey, the observational selection biases will be much easier to quantify and can be more reliably

applied. An analysis similar to ours using the larger sample size with well-determined biases

will be more conclusive as to what type of galaxy lenses are consistent with observations.
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Table 2.2: A table summarizing the combinations of e� ects explored in this paper. Reading
horizontally across describes each lens or population of lenses explored, where an “x“ denotes
which e� ects were included on that experiment. Experiments are listed in order of appearance
within this paper, with the �rst being the single lens with only� CDM substructure and the last
being the population of lenses with the combination of e� ects due to baryons listed in 2.4.3. The
e� ects listed are, in order, whether a population of lenses was used as opposed to a single lens,
whether or not� CDM substructure was included, whether or not 10� � CDM substructure was
included, whether external shears were drawn from Bolton et al. (2008) or left as zero, whether
the axis ratios were drawn from Bolton et al. (2008) or all set to 0.82, whether or not a baryon
population with nonzeroa4 anda6 Fourier perturbations were included in addition to a dark
matter component with similar Fourier perturbations, whether or not the baryon population had
a misaligned major axis with respect to the dark matter, whether or not the baryon population
had an o� set center from the dark matter, and whether or not the most optimistic bias was
applied. The remaining columns depict the p-values for each experiment as well as the �gures
where one can �nd the distribution of quads relative to the FSQ and/or the mass distribution
contours, where applicable. Caution is necessary when comparing p-values as there has been
no accounting for the addition of parameters, so the p-values are not directly comparable.



Chapter 3

Galaxy-lens determination ofH0 :

constraining density slope in the

context of the mass sheet degeneracy
Adapted from Gomer & Williams (2019), in review

Abstract

Gravitational lensing o� ers a a competitive method to measureH0 with the goal of

1% precision. A major obstacle comes in the form of lensing degeneracies, such

as the mass sheet degeneracy (MSD), which make it possible for a family of den-

sity pro�les to reproduce the same lensing observables but return di� erent values

of H0. The modeling process arti�cially selects one choice from this family, poten-

tially biasingH0. The e� ect is more pronounced when the pro�le of a given lens

is not perfectly described by the lens model, which will always be the case to some

extent. To explore this, we quantify the bias and spread inH0 by creating quads

from two-component mass models and �tting them with a power-law ellipse+shear

model. We �nd that the bias does not correspond to the estimate one would calculate

by transforming the pro�le into a power law near the image radius. We also emulate

the e� ect of including stellar kinematics by performing �ts where the slope is con-

strained to the true value. Informing the �t using the true value near the image radius

can introduce substantial bias (0-23% depending on the model). We con�rm using

Jeans arguments that kinematic constraints can result in a biased value ofH0 when

the model pro�le is inadequately described. We conclude that lensing degeneracies
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manifest through commonplace modeling approaches in a more complicated way

than is assumed in the literature. If stellar kinematics incorrectly break the MSD,

their inclusion may introduce more bias than their omission.

3.1 Introduction

Robust determination of the Hubble constant is one of the most sought-after goals in cosmol-

ogy. Over the years, increasingly precise measurements of temperature anisotropies in the

cosmic microwave background (CMB) have recovered values ofH0 with smaller and smaller

uncertainties. At present, the most precise CMB constraints come from the Planck mission,

which foundH0 = 67:36� 0:54 km s� 1Mpc� 1 (0.7% uncertainty), assuming� CDM cosmology

(Planck Collaboration et al., 2018). Baryon Acoustic Oscillation (BAO) results from the Dark

Energy Survey are broadly consistent with CMB results (Abbott et al., 2018).

Meanwhile, standard candle observations using Type Ia supernovae and Cepheid variables

provide a direct distance measurement to faraway galaxies, allowingH0 to be measured directly

rather than recovered from a model with many parameters (Riess et al., 2016). The tradeo� is

that this method is dependent on the calibration of these standard candles, where any uncertain-

ties in local measurements propogate to farther measurements. This method has been able to

compete with the precision of CMB observations and, through improvements in the calibration,

has presently determined value ofH0 = 74:03� 1:42 km s� 1Mpc� 1 (1.91% uncertainty) (Riess

et al., 2019).

Tension exists between these two methods at the 4:4� level. The cause of this tension is

unknown at present. These two methods compare the directly-measured local value ofH0 to

the most distant possible determination at the time of recombination, meaning they probe the

expansion of the universe from one end to another. It might turn out that the prevailing model

is more complicated than� CDM, hinting at new physics beyond the standard model or general

relativity, perhaps through time-dependent dark energy or some other mechanism (Riess et al.,

2016). On the other hand, it might turn out that the uncertainties of these two methods are

missing some source of systematic error, and are thus underestimated. If the Milky Way resides

within a local void, the measured value ofH0 will be systematically biased with respect to the

true value, although at present it does not seem that this e� ect would be su� cient to resolve the

tension (Fleury et al., 2017; Kenworthy et al., 2019). Perhaps the answer lies in the standard



57

candle calibration– Freedman et al. (2019) recently found that replacing the Cepheid variable

calibration with the Tip of the Red Giant Branch (TRGB) distance indicator results in a lower

value ofH0 = 69:8� 0:8 (� 1:1% stat)� 1:7 (� 2:4% sys) km s� 1Mpc� 1, only 1:2� away from

the CMB result. It might turn out to be random chance that the methods disagree and as more

data is collected they may converge to the same value. To diagnose the existence of the tension

between these methods, an additional independent method would be exceedingly useful.

Strong gravitational lensing o� ers this independent method. If a variable source is multiply

imaged, the di� erence in arrival time between the images o� ers a measurement of the time

delay distance,D� t = (1+ zd) DdDs
Dds

/ 1
H0

(Refsdal, 1964). If one has an accurate model of the

lensing potential for the mass distribution of the lens, it is straightforward to measureH0 from

such information (Schechter et al., 1997; Suyu et al., 2010, 2017). The challenge is to precisely

determine the time delays and lensing potential.

At the cluster scale, multiple sources provide additional constraints to the potential and

allow one to mitigate the e� ects of the mass-sheet degeneracy (see Section 3.1.1). Using para-

metric models which implicitly assume that the galaxies within the cluster have similar mass

pro�les to isolated galaxies in equilibrium, constraints onH0 have been estimated at the 6%

level, with 40% uncertainty on
 m (Grillo et al., 2020). When this assumption is relaxed through

the use of free-form modeling, the lensing potential is considerably more complicated, produc-

ing larger uncertainties inH0 (Williams & Liesenborgs, 2019). Because of this, the strongest

constraints will likely come from the scale of individual galaxies, which will be the focus of

this paper.

Improvements in the method over time have enabled constraints onH0 to be placed at the

7% level using a single system (Suyu et al., 2010, 2014). Further improvements can be gained

by combining constraints using multiple systems to average over variations between individual

lenses. The tightest constraints from this method come from the state-of-the-art H0LiCOW (H0

Lenses in COSMOGRAIL's Wellspring) program (Suyu et al., 2017). H0LiCOW gets time de-

lays from the COSMOGRAIL (COSmological MOnitoring of GRAvItational Lenses) program

(Courbin et al., 2004; Bonvin et al., 2016), which has been monitoring light curves of multiply

imaged systems for 15 years to date, measuring time delays within 1-3% uncertainty (Rathna

Kumar et al., 2013; Tewes et al., 2013). H0LiCOW models lenses using image positions, �uxes,

and time delays, as well as stellar kinematics of the lens galaxy (Wong et al., 2017). The anal-

ysis incorporates a variety of e� ects, such as inclusion of nearby group members (Sluse et al.,



58

2017) and an estimation of line-of-sight external convergence (Rusu et al., 2017). Most recently,

a blind combined analysis of six systems yielded a measurement ofH0 = 73:3+1:7
� 1:8 km s� 1Mpc� 1

(2.4% uncertainty) (Wong et al., 2019).

In order to provide insight into the nature of theH0 tension, the uncertainty in the method

must be competitive with the existing methods. The ambitious goal of the community is to re-

duce the uncertainties of the time delay method to 1% (Suyu et al., 2017). Bonvin et al. (2017)

outline four actions which must be taken in order to reach such high precision: 1. Enlarge

the sample, 2. Improve the lens model accuracy, 3. Improve the mass calibration through spa-

tially resolved kinematics, and 4. Increase the e� ciency of time delay measurement techniques.

While the other actions are certainly important, the focus of this paper will be on the second

and third: improving the lens model accuracy and studying the role of kinematic information.

As Bonvin et al. (2017) put it, “as the number of systems being analysed grows, random uncer-

tainties in the cosmological parameters will fall, and residual systematic uncertainties related

to degeneracies inherent to gravitational lensing will need to be investigated in more detail.”

Put another way, the statistical scatter due to a small sample size will decrease with time, but

any biases inherent to lens modeling will not go away, potentially o� setting the recovered value

from the true value. It is crucial that all biases intrinsic to the modeling process are carefully

accounted for.

3.1.1 E� ect of lensing degeneracies

The source of the problem comes from lensing degeneracies, where the same observables can

be recovered with multiple di� erent lens models. There exist many types of degeneraries, the

most famous of which is the exact mass sheet degeneracy (MSD) (Falco et al., 1985), where

image positions and relative �uxes are left unchanged by a rescaling of the pro�le normalization

and the corresponding introduction of a uniform convergence.

� � (~x) = �� (~x)+ (1� � ) (3.1)

Meanwhile,� does a� ect the product ofH0 and the time delay:H0� t ! � H0� t, meaning

that the recovered value ofH0 will be biased by a factor of� . For any lens model, the MSD

allows for �exibility in the pro�le shape, since a range of pro�les with varying� would all

reproduce the same observables. In principle, any of those pro�les are equally supported by the

data, but in practice, only one is chosen by the modeling process (Schneider & Sluse, 2013).
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Figure 3.1: To illustrate the e� ect of the mass sheet degeneracy, an isothermal power-law pro�le
is transformed by di� erent values of� . The Einstein radius for this example lies at 2.0 kpc
(dashed line). The resulting slope near this radius is quite di� erent for di� erent values of� . All
of these pro�les would be equally well supported by lensing information, but when �tting to a
model pro�le shape, one of these solutions is preferentially selected.

The e� ect of the MSD on a power-law shape is illustrated in Figure 3.1 for several values of

� . During modeling, the lens pro�le is assumed to follow a simple analytical shape, like a

power law or a NFW pro�le. This forces� to take on the particular value that makes the pro�le

�t that shape in the region where images are located. In this way, a simplifying assumption

could impose a value of� (and thereforeH0) which is not necessarily the same as the true mass

distribution, as it has been arti�cially selected by the model choice.

It is worth emphasizing that this systematic e� ect is caused by lensing degeneracies inherent

to all lens modeling and is not speci�c to any particular pro�le. Though this paper will be specif-

ically exploring the e� ects with respect to a power-law model, any other pro�le would also be

biased toward the particular value of� which causes the mass distribution to most closely match

the assumed pro�le. Even sophisticated methods which use a Bayesian framework to determine
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the most likely of multiple di� erent models (such as Autolens, Nightingale et al. (2019)) will

be subject to systematic e� ects of degeneracies, although the nature of the systematic e� ects

will likely be correspondingly more intricate. The exploration of these e� ects must start with

simpler lens models.

The combined e� ect of the MSD and simplifying assumptions about the density pro�le

shape has recently been analyzed by Xu et al. (2016). The authors extracted galaxies from

the Illustris simulation along di� erent lines of sight and looked at their lens pro�les. They

calculated the� necessary to transform each pro�le into a straight power-law shape (with slope

s� ) near the image radius and assumed that this would be the value of the multiplicative bias on

h a lens modeler would recover when �tting the system with a power-law pro�le. They found

that the mean deviation of� from unity can be as large as 20-50% with a scatter of 10-30%

(rms). Even limiting their sample to the galaxies which recover a slope near isothermal resulted

in a systematic deviation� 5% with a scatter of 10%, implying that the power-law assumption

introduces signi�cant bias in the recovery ofH0. More recently, Tagore et al. (2018) performed

a similar analysis using galaxies from the EAGLE simulation, with similar results. Tagore

et al. (2018) continued their analysis by supplementing the lens systems with aperture velocity

dispersion information. After using a joint model analysis and omitting lenses with poor� 2,

they found that double image lenses were still biased at the 7% level. Quad lenses were less

biased, with the cross quads speci�cally being the least biased at the 1.5% level (Table 7 and

Figure 11 of Tagore et al. (2018)). It may yet turn out that the improvement and inclusion of

kinematic information, combined with clever selection criteria, can help to mitigate the e� ects

of the MSD.

Despite this �nding, caution is advisable. Both Xu et al. (2016) and Tagore et al. (2018)

extract lens pro�les from state-of-the-art simulations, which may not have the resolution to

describe the inner radii in su� cient detail. In particular, both studies selected galaxies with

RE � 2� , where� is the gravitational softening length of the simulation, and calculated slope

and� by using measurements at 0:5RE, i.e. as small as� . These �ndings are dependent on the

simulations being well-resolved at just one softening length. This concern is exacerbated by

the recent work of van den Bosch & Ogiya (2018). By analyzing a simpli�ed case of a dark

matter subhalo orbiting a static potential, they found that tidal distruption of subhalos within

simulations is predominantly a numerical phenomenon rather than a physical process, implying

even cutting-edge simulations may not be fully converged.
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Even relatively small discrepancies between the lens model and the actual pro�le are cause

for concern because �rst-order perturbations to the pro�le can produce zeroth-order changes

in time delays and thereforeH0 (Read et al., 2007). Addtional cause for alarm has recently

been shown by Kochanek (2019) and Blum et al. (2020), who demonstrated, using di� erent

means, that lens models with oversimpli�ed or wrong assumptions can lead to high precision,

but inaccurate determinations ofH0. Kochanek (2019) concluded thatH0 cannot be more than

� 10% accurate, despite claims of higher precision.

The goal of this paper is to quantify the bias and spread in the recovery ofH0, both with

and without the inclusion of stellar kinematic constraints. Rather than drawing lens pro�les

from simulations, we will create lenses from two-component analytical pro�les, constructed to

represent both baryons and dark matter. Because of this, the true pro�le shape is well-known

beforehand.

This investigation is a controlled study, with the intention being to test the e� ects of model

assumptions on relatively simple pro�les rather than attempting to perfectly mimic real galaxies.

Real galaxy pro�les do di� er from a power law (or any assumed model), but the deviation from

a particular model is dependent on the galaxy. While a particular model pro�le might provide a

good description for a population of galaxies, individual galaxies vary, and will deviate from the

model by varying amounts. Simulated halos have signi�cant variance in their shape parameters

(Navarro et al., 2010), and still lack self-similarity even when baryons are included (Chua et al.,

2017). Galaxy pro�les may be well-approximated by power laws at the 10% level (Kochanek,

2019), which has been adequate for galaxy-formation science, but is a large amount of deviation

when compared to the 1%H0 goal. Our synthetic lenses (Figure 3.2) are consistent with real

galaxies, but their deviation from a power law is in a known and controlled way, rather than

the random, unpredictable deviation of real galaxies. This serves as a starting point to test the

e� ects of the power-law assumption.

From these lenses, quads will be created. The image positions and time delays will then

be �t using a simple power-law ellipse+shear model, a common model for real systems. We

will then compare the resulting slope andH0 with the expected value ofs� and� predicted by

Xu et al. (2016). Such agreement, which the authors assumed, would mean that it is possible

to calculate the bias given the pro�le shape from simulations, while disagreement would mean

that the MSD manifests in a more complicated way which is less straightforward to calculate.

In practice, stellar kinematic information can be used to provide an absolute measure of
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mass, breaking the mass-sheet degeneracy (Suyu et al., 2014; Barnab�e & Koopmans, 2007).

This extra information is hypothesized to reduce the bias and the spread ofH0. We will explore

this hypothesis in two ways. In Section 3.5.1, we test the e� ects of constraining the slope in the

parameter recovery. This emulates the additional constraint of kinematics through the inclusion

of external information about the mass pro�le. In Section 3.5.2, we calculate the integrated

velocity dispersion using a spherical Jeans approximation. We compare the velocity dispersion

for the actual pro�le with what one would �nd if the pro�le were the power-law recovered

from the lensing information. A comparison of these values allows us to diagnose whether

or not kinematic information can correctly break the MSD when the mass model is slightly

oversimpli�ed.

Throughout this paper we will useh = H0=100 km s� 1Mpc� 1. Lenses are constructed with

h = 0:7.

3.2 Preliminary Tests

We will be �tting quads using thelensmodel application (Keeton, 2001b). The application

inputs observational constraints combined with a choice of parametric model, then �ts the sys-

tem using the� 2 calculated by comparing the modeled images to the observed constraints. This

application has been used to model strong lens systems in a variety of studies (see Lefor et al.

(2013) and references therein). Thoughlensmodel is capable of using image �uxes and ex-

tended images, we will simply evaluate� 2 using image positions and time delays as our observ-

able quantities, assuming optimistic observational uncertainties of 0.003 arcseconds in spatial

resolution and 0.1 days in time delay measurements. This spatial resolution is too precise for

optical telescopes, but is feasible using VLBI measurements in the radio, which is currently be-

ing done for lenses in the strong lensing at high angular resolution program (SHARP, Spingola

et al. (2018)). We use this uncertainty in the spirit of making the strongest possible constraints

on a lens model. The �rst step we must take is to con�rm that we are able to accurately re-

cover lens parameters from our mock quad images. We conducted several initial experiments to

con�rm this.

We wish to adopt a commonly-used analytical model with simplifying assumptions about

the mass distribution of the lens. Speci�cally we choose to �t the lens with a ellipse+shear
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power-law model, which has 7 parameters: mass normalization, ellipticity, ellipse position an-

gle, shear, shear angle, core radius, and slope. Since there are 9 observations (6 relative image

coordinates and 3 relative time delays) there are 9� 7 = 2 degrees of freedom.

Speci�c to lensmodel , we experimented with thealpha andalphapot models, which are

a power-law mass distribution and lensing potential, respectively. Our preliminary tests were

on several basic lenses, some matching the power-law forms of the �tting models and some

using other pro�le shapes (namely the two-component Einasto pro�les of Gomer & Williams

(2018)). Limited to a cursory search using only a few quads, in some cases the lens parameters

were successfully recovered. For other quads we were less successful, leading us to several

main �ndings:

1. For some quads, �tting for two parameters in a di� erent order resulted in a better or worse

�t. This custom-tailored parameter search is only possible for a small number of quads

modeled on an individual basis.

2. Despite the optimization routine oflensmodel , the recovered slope frequently gets stuck

at a local minimum near the initial slope guess. We also occasionally found that restarts

of the optimization routine would drastically depart from the nearby minimum and return

bad �ts.

3. Lenses created from power-law mass distributions (as opposed to lensing potential) had

parameter recoveries which were worsened by pixelation and the �nite window of lens

construction.

4. Lenses created from Einasto mass distributions frequently had poor parameter recovery

when assumed to be a power law. This is likely due to a combination of the numerical

e� ect above and the MSD power-law assumption biasing the recovery of parameters.

We will have too many quads to model each in a unique way, such as customizing the

order in which parameters are �t. Interestingly, this problem is becoming relevant for real lens

systems as well, as the number of known systems continues to grow. Since human supervision is

not feasible at this scale, automation must be the way forward. For real lens systems, automated

�tting procedures such as Autolens (Nightingale et al., 2018) are already being developed. Our

modeling is signi�cantly less sophisticated, but will still require an automated algorithm which
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tries several di� erent runs inlensmodel to �nd good �ts for each quad in a uniformly controlled

way.

Our �tting procedure is devised speci�cally to avoid the pitfalls of (1)–(4). Here we de�ne

our method explictly. The procedure is nearly identical to the example in Keeton (2001a), with

one extra step. The �rst run �ts the quads with only the mass normalization free to vary, while

searching a grid over all values for the position angle and shear angle. All other parameters are

held at �ducial values for this �rst run. The robustness of this process against changes to these

�ducial values is detailed in Appendix 3.7. Next, a run is executed which uses the best �t result

from the previous run as an initialization. This second run allows mass normalization, position

angle, and shear angle to vary while searching a grid over values of ellipticity and shear. The

third run initializes using the best-�t result of the second run and allows all 7 parameters to vary.

This third run implements the “optimize” routine oflensmodel , which uses theamoebaalgo-

rithm available in Press et al. (1997), restarting several times to ensure that the result robustly

returns to the same minimum. The last step is an additional step we have added to make sure the

slope recovery does not get stuck at a local minimum. This step restarts the process at the �rst

run, with a di� erent initial value for the slope. Once the process is completed over the desired

range of slope initializations, only the single result with the lowest� 2 is kept. This result is the

best �t for this model for a single quad, as the procedure systematically searches over the rele-

vant parameters with a variety of initializations and restarts. To circumvent the problem arising

from using mass distributions, from now on we will only construct lenses created via analytical

lensing potentials (power law or NFW), �t using a power-law potential viaalphapot . This

requirement means we can no longer use the Einasto form of the lenses constructed by Gomer

& Williams (2018).

3.3 Lens Construction

Now that the numerical e� ects of the process have been limited to the best of our ability, we

are ready to create our set of lenses. The lenses are constructed through the combination of two

components: a baryon power-law component (alphapot ) and a dark matter NFW component,

which is analytically expressible as a lensing potential (Golse & Kneib, 2002; Meneghetti et al.,
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2003).

� = � bar + � NFW (3.2)

where

� bar(� ) = b(r2
c + � 2)�= 2 (3.3)

and

� NFW(�=rs) = 2� sr2
s f (�=rs) (3.4)

with

f (w) =

8
>>>><
>>>>:

ln2 w
2 � arcch2 1

w (w < 1)

ln2 w
2 + arcccos2 1

w (w � 1)

Ellipticity is introduced through� = (x2+ y2=q2)1=2, whereq is the axis ratio of the potential.

For the NFW component,w = �=rs such that ellipticity is introduced in a consistent way, where

rs is the scale radius of the NFW pro�le. In total, six parameters are required to make a lens:q,

b, rc, � , � s, andrs. The core softening radius,rc is set to 0.3 kpc. Note that the 2D slope of the

power-law mass distribution will be equal to� � 2.

The cornerstone of the interpretation of Xu et al. (2016) is that the value of� calculated

from the radial pro�le will be equivalent to the bias onh. To test this, we experiment with a

few di� erent sets of values for the parameters which go into making our lenses (baryon normal-

ization,b, and slope, (� � 2), as well as dark matter normalization,� s, and scale radius,rs) to

create a few di� erent values of� and see howh is recovered in all cases. The choice of pro�le

is somewhat di� cult, since many options are physically reasonable. We settle on four di� erent

parameter choices of this class of pro�le, plotted in Figure 3.2 with their values summarized in

Table 3.1. All of these four models are comparable to real galaxies. The Einstein radii, virial

radii, and masses are consistent with the EAGLE simulation (Tagore et al., 2018). Like real

halos, the pro�les are nearly isothermal power laws at the Einstein radius (Fig. 3.2), and the

velocity dispersions are consistent with actual lenses (Suyu et al., 2010; Wong et al., 2017). We

consider Model D to be the best analog to a real galaxy due to its slope being slightly steeper

than isothermal which is in good agreement with real halos (Barnab�e et al., 2011). Meanwhile,

Model A represents the most drastic departure from a power-law model, as evidenced by its

visible curvature.
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Figure 3.2: The radial pro�les are plotted for the four models. The Einstein radius for each
model is set to' 5 kpc. Note that while models do vary in exact shape, they have approximately
isothermal slopes near the image radius. We construct these halos analytically as opposed to
extracted from simulations, because the gravitational softening length� of state-of-the-art sim-
ulations is about 0.7 kpc (EAGLE, Illustris). Based on Figure 9 of Power et al. (2003), halos
may not be fully resolved until radii 2-3� outward, meaning simulations cannot reliably detail
the nuances of the pro�le shape interior to about 2 kpc.
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The process to calculate� ands� is quite simple: choose a region near the Einstein radius

(RE) over which the slope,s is calculated. The magnitude of the mass sheet transformation

(MST) necessary to transform the pro�le into a power law within that chosen region is� , while

the corresponding new slope after the MST iss� (Equations 4 and 10 of Xu et al. (2016)).

One subtlety here is that the bounds over which the calculation is done are somewhat

arbitrary– Xu et al. (2016) and Tagore et al. (2018) use 0:5RE and 1:5RE and these are the

bounds used for the values calculated in Table 3.1, but other choices for the bounds are no

less valid. Because the slope changes with radius, other choices for the bounds return di� erent

values ofs, � ands� . This will be further explored shortly.

For a given model, 100 lenses are created, each producing 1 quad. Each lens is given an axis

ratio between 0.85 and 0.99 in the potential, which roughly corresponds to between 0.5 and 0.99

in mass. This range is motivated because values more extreme than' 0:85 in potential results in

mass distribution contours which become “peanut-shaped” rather than elliptical. The 100 quads

are then �t by the automated process in Section 3.2, returning values for the 7 parameters,� 2,

andh.

We intentionally choose to �t the lens systems with a model (power law) that does not have

the same shape as the density pro�le (NFW+ power law). In real systems, the true mass pro-

�le of an individual lens is not directly observable, but some model is assumed based on other

studies of a population of galaxies. No individual galaxy will perfectly match the model pro-

�le, so this is always the case to some degree. Most studies assume that if the image positions

are reproduced, then the lens model su� ciently matches the true mass distribution, but Schnei-

der & Sluse (2013) found that this e� ect can result in signi�cant bias onh. Using a method

which explicitly separates the local data-based image constraints from the global model-based

assumptions, Wagner (2019) showed that image properties can be reproduced without reliance

on global assumptions i.e. such that many di� erent global mass distributions are viable. The use

of a particular parametric model selects one of these mass distributions over the others, despite

not being inherently preferred by the data. Instead, the selection comes from our assumptions

about the shape of galaxy pro�les in general. Since we can never have perfect knowledge of

what the correct pro�le shape is for a particular galaxy, the e� ect of our ignorance must be

included when seeking to evaluate our ability to �t lensing parameters.
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3.4 Results

We are primarily interested in the statistical results of an array of quad systems. Nonetheless,

we have more deeply explored a particular quad from Model D to make certain that the image

positions and time delays are properly recovered. We share these �ttings in Appendix 3.8.

Con�dent that our procedure works, we are ready to discuss the results of the population.

3.4.1 Parameter recovery: density slope free to vary

The most straightforward way to represent the results is to plot a histogram of the best-�t values

of slope andh, shown in Figure 3.3 as the blue distribution for each of the four models. Nearly

all (� 97%) �ts returned� 2=do f < 1. The few cases with bad �ts are omitted from these plots,

meaning all of the recovered parameters in the �gure are within the uncertainties of observa-

tions. As an additional test of modeling success, we checked to see if the recovered ellipticities

are strongly correlated with the true ellipticities, and �nd a Pearson coe� cient R ' 1:0 after

omitting the few cases with� 2=do f > 1. Our lenses have zero input shear, and the recovered

shear values are nearly zero. This tells us that not only do the image positions match, but the

mass model parameters correspond quite well to their true values. These measures of �tting

success are included in Table 3.2.

While useful, the blue histograms in Figure 3.3 do not fully capture the process of deter-

mining a single value ofh from many quads. As the number of systems increases, the shape

of the blue distribution will stay roughly the same and will not narrow (see Appendix 3.7), as

it only returns a single value for each quad and does not combine them together in any way.

Meanwhile, determinations ofh such as those presented by Wong et al. (2019) and Tagore et al.

(2018) represent posterior distributions ofh from a single system, as well as aggregated together

for a composite distribution from a number of systems.

To evaluate this, we use thevaryh function inlensmodel to calculate the� 2 for a range of

h values near the best-�t value, marginalized over the other �tting parameters. We then calculate

a likelihood for each quad and combine the likelihoods together to evaluate theh corresponding

to the maximum likelihood estimation (MLE). To quantify the variance of this estimator, we

bootstrap the distribution using subsets of 50 quads and evaluate 2000 realizations. The green

curve in Figure 3.3 represents a Gaussian �t to the resulting distribution. This curve more

accurately depicts the resulting bias and scatter one would get from combining 100 systems
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Parameter recovery: density slope free to vary

Model � MLE h Mean
 Rell f� 2=do f < 1

A 1.06 1:162� 0:026 0.011 1.00 0.99

B 0.925 1:064� 0:046 0.007 0.99 0.99

C 0.904 1:084� 0:036 0.008 1.00 1.00

D 0.960 0:986� 0:031 0.005 1.00 0.97

Table 3.2: The results are presented for the recovery ofh when the slope is free to vary in the
�tting process. The distribution ofh values relative to the correct value, recovered from the
MLE, are presented with 1� uncertainties. A value of 1.0 corresponds to an unbiased recovery
of h while for example a value of 0.986, as in Model D, corresponds to a 1.4% bias downward.
This should be compared to� , which Xu et al. (2016); Tagore et al. (2018) assumed would be the
bias in the recovery ofh based on the argument that the pro�le will be transformed into a linear
slope over the region between 0:5RE and 1:5RE via the mass-sheet degeneracy. One of our main
�ndings is that the distribution ofh does not seem to be related to� , indicating this estimate
of bias is not accurate. Also presented are the average shear from the �ts, which is near the
correct value of zero for all four models, and two measures of goodness of �t:Rell represents
the Pearson correlation between the recovered value of ellipticity and the true value, with a
strong correlation meaning that the parameter is recovered well in most cases, whilef� 2=do f < 1
represents the fraction of systems which were successfully �t within the uncertainties of real
observations. Cases with poor �ts are heavily downweighted through the MLE process and are
explicitly omitted when determining the mean
 andRell.

together into a single determination ofh. Table 3.2 lists these quantities for each model.

Across the four models, the distribution of the best-�th values (blue histogram, Fig. 3.3)

has a scatter& 10%. As anticipated, combining the �ts using the MLE determination ofh (green

Gaussian) has a much narrower scatter,� 3� 4%.

Our main result of this section is that the median recovered values for slope andh do not

consistently match the predicted values corresponding to the MST anticipated by Xu et al.

(2016) (orange dashed line, Fig. 3.3). Forh in particular, the predicted bias of� should be

compared with the MLE result (green Gaussian), and is inconsistent for all but Model D. For the

other three models, the prediction misses the mark by 10%-18%. In some cases,� underpredicts

the magnitude of the bias while in others it overpredicts the magnitude. In both Models B and C,

the direction of the bias is incorrectly predicted, failing to even outperform the naive assumption

thath will be unbiased (solid black line). Even in Model D, where� is consistent with the MLE
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Figure 3.3: (Caption on following page)
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Figure 3.3: Recovered distributions of power-law slope andh (scaled such that 1.0 is unbi-
ased) are presented after 100 quads are �t for each model. The blue curve/histogram represents
a Gaussian kernel density estimation of the distribution of each best-�th value. Cases with
poor� 2=do f < 1 are omitted. The green curve represents the result when combining the likeli-
hoods of each quad together into one estimate ofh. A Gaussian estimation of error is obtained
through the bootstrap process detailed in Section 3.4.1. The black solid lines represent the un-
transformed value of the slope and unbiased value ofh, while the orange dashed lines represent
the values ofs� (left panels) and� (right panels) calculated by assuming a mass-sheet transfor-
mation morphs the pro�le into a power law over the relevant region. The scatter onh evaluated
through the MLE is' 3%, while the median bias ranges from 2% to 16% depending on the
model (see Table 3.2). The median bias does not appear to be well-described by� , contrary to
the expectation of Xu et al. (2016); Tagore et al. (2018).

result, it misses the mean by about 2%, which is a signi�cant problem when one considers the

1% goal.

The capacity ofs� to match the recovered value of slope is no more successful. We did not

calculate the MLE with respect to slope as our main quantity of interest ish. Additionally, to

do so would be to assume all quads come from the same pro�le, which is not true in general.

We can only compare to the blue distribution of best �t values. In all but Model A,s� (orange

dashed line) makes a worse prediction than the untransformed slope (solid black line).

One manifestation of the MSD is a relationship between the steepness of a lens pro�le and

the estimate forh. This is subtle, but present in Figure 3.3, where the general shapes of the blue

distributions for slope andh are more or less mirrored, with steeper pro�les resulting in a higher

h. We will explore this e� ect more thoroughly in the next section.

3.4.2 Parameter recovery: �xed slope

The fully automated method allows the slope to vary when recovering the parameters, but it is

also useful to note the results when the slope is �xed. Fixing the slope at a particular value is an

act of utilizing additional information which breaks the mass sheet degeneracy. In the context

of real lenses, this information can come from the inclusion of stellar kinematics, which probe

the mass at radii near the images. When combined with lensing mass estimates, constraints

are e� ectively placed on the pro�le slope. A truly complete analysis of this e� ect would be to

include a model for stellar kinematics and simultaneously �t velocity dispersion data with the

image positions to recover lens parameters. This is beyond the scope of this paper, but we will
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explore the intricacies of velocity dispersion data more directly in Section 3.5.2. We are still

interested in the general e� ect that arises from knowing information about the slope, and �xing

the slope at a particular value approximates the e� ect.

The question then becomes what value to �x the slope to. Is the “correct” value the one

which the true mass distribution follows (s), the one which corresponds to the slope after the

MST molds the pro�le into a power law (s� ), or some other slope? An additional complication

is that the value for each is dependent on the bounds over which the slope is calculated. Which

of these values, if any, will result in zero bias onh recovery? To explore this question, allow us

to focus on Model D; we will return to the other models later in this section.

We ran a similar test as the ones before, with 100 realizations of the Model D pro�le, but

this time constraining the slope to be -1.1. This value is chosen because it is close to boths

(-1.14) ands� (-1.05) one would calculate using 0:5RE and 1:5RE as the bounds. Fewer quads

are �t with acceptable� 2=do f (69/100) but the correlation between model ellipticity and true

ellipticity is still very strong. Again combining the �ts together into an MLE determination ofh,

the recovered value ofh is now considerably biased (-11.5%, Table 3.3). Since slope andh are

strongly linked, we interpret this result to mean that the value of slope used here is not the value

which would result in zero bias onh. There must exist some value of slope which results in

an unbiasedh, but lensing degeneracies have manifested through the modeling process in some

way causing this value to be di� erent from what we anticipated. This prompts us to consider

the value of the slope more carefully.

Since the slope of the pro�le is changing with radius, it is not immediately clear what slope

lensmodel should recover. The value of the slope near the Einstein radius is dependent on

the choice of the two points used to calculate it. Figure 3.4 shows the e� ect of changing these

bounds on the calculated values of slope,� , ands� . The relatively narrow range near the Einstein

radius which the images actually span is also depicted (cyan points). Generally, choices which

are symmetric about the Einstein radius recover values ofsbetween -1.1 and -1.3 for Model D.

It is not obvious which value is the correct one to �x the slope to when recovering parameters

in the “�xed slope” case. It is therefore prudent to run the “�xed slope” test for all values in

this range, and see which results in the least-biased value ofh. The resulting recoveries ofh are

depicted in Figure 3.5. The MSD is illustrated by a clear trend, where a steeper slope results in

a higher value ofh. The slope value which results in no bias happens to be about -1.25, which

is quite di� erent from the value one would calculate using 0:5RE and 1:5RE, although similar
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to the median value in Figure 3.3 (bottom left).

We run this same test for all four models, holding the slope �xed at di� erent values. The

results are listed in Table 3.3. The values of slope which result in the least bias are in bold,

while the values with slope closest tos are italicized. In all but Model B, these two values are

di� erent. The choice of color scheme for Figure 3.4 is now clear, where we have set the white

region to the value of the slope which results in no bias. This makes it clear which choices for

the bounds on the de�nition of slope result in the zero-bias value. With the slight exception of

Model B, the choice of bounds using 0:5RE and 1:5RE (green cross) is quite removed from the

white portions of the �gure, indicating this choice of values results in a biased estimation ofh.

When the slope is held �xed at a particular value, the scatter of the distribution ofh is

reduced to� 2%, depending on the model and value of slope chosen. This is still too much

scatter for a 1% determination, but it may be that the spread would be further reduced with

additional information coming from extended sources. We are more concerned with the bias,

which has a strong relationship with the recovered slope: a shallower slope biasesh low, while

a steeper slope biasesh high. In all cases, the value for the slope which results in minimal

bias onh is steeper than boths ands� . When the slope is held at values closer tos or s� , the

recovered value ofh ranges from 0–23% less than it should be. This result in relation to the role

of kinematics is discussed in the next section.

3.5 Discussion

The motivation of this exploration has been to determine the reliability of the analytical cal-

culation of� using the density pro�le shape near the Einstein radius as an estimator ofh. As

illustrated in Figure 3.3, the distribution of recovered values of slope andh do not correspond

to the values predicted using the arguments of Xu et al. (2016). Generally, the distribution ofh

is no better matched by the predicted bias,� , than it is by blindly assuming no bias is present

on h. Similarly, the mass-sheet-transformeds� is no better than the untransformed slope,s, as

an indicator of the recovered slope. We see no clear way to predict the bias ofh directly from a

pro�le. The intermediate step of creating and �tting realistic mock quads is necessary.

We �nd this result perplexing, as we found the logic of Xu et al. (2016) convincing. We

expected that the e� ect of the mass sheet degeneracy would be to transform the slope into the

one which �ts the assumed model over the relevant radii. Instead, it appears the degeneracy
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Model A Model B

Model C Model D

Figure 3.4: The choice of region over which the slope is calculated impacts the measured slope,
s, as well as the mass-sheet transformed slope required to make the pro�le linear over the region,
s� . For each of the four models, vertical and horizontal axes represent the upper- and lower-
bound choice for radius within which the slope is calculated,r2 andr1 respectively. Since the
upper bound must be greater than the lower, the yellow region is non-physical. Shaded color
represents the resulting value ofs and s� . Note that the range of values is di� erent for each
and indicated by the color bar in each panel. The colors are set such that the white regions
correspond tosands� which result in nearly zero bias (listed for each model in Table 3.3). The
black solid line represents the choices of bounds which are logarithmically spaced around the
Einstein radius, while the gray dashed line indicates bounds which are linearly spaced. Xu et al.
(2016); Tagore et al. (2018) chose the bounds indicated by the green “X.” For 100 quads for
each model, cyan points show the region where images probe. The main feature of note is that
most reasonable choices of bounds spanning the Einstein radius result in a biased value ofh for
all four models.
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Model A
Slope MLEh Rell f� 2=do f < 1
-0.85 0:769� 0:023 0.97 0.67
-0.90 0:817� 0:027 0.98 0.70
-0.95 0:859� 0:013 0.98 0.71
-1.00 0:907� 0:019 0.98 0.72
-1.05 0:965� 0:016 0.97 0.58
-1.10 1:016� 0:023 0.99 0.64
-1.15 1:078� 0:028 0.99 0.60

Model B
Slope MLEh Rell f� 2=do f < 1
-1.00 0:944� 0:011 0.99 0.60
-1.05 0.975� 0.014 0.97 0.64
-1.10 1:037� 0:055 0.99 0.55
-1.15 1:097� 0:018 0.99 0.69

Model C
Slope MLEh Rell f� 2=do f < 1
-0.80 0:960� 0:007 0.98 0.70
-0.85 1:023� 0:008 0.98 0.64
-0.90 1:067� 0:019 0.97 0.65
-0.95 1:130� 0:018 0.99 0.69

Model D
Slope MLEh Rell f� 2=do f < 1
-1.10 0:885� 0:041 0.99 0.69
-1.15 0:922� 0:007 0.99 0.68
-1.20 0:981� 0:017 0.97 0.62
-1.25 1:004� 0:021 0.97 0.55
-1.30 1:081� 0:028 0.99 0.67

Table 3.3: Resulting recovery ofh when power-law slope is �xed at a particular value, scaled
such that a value of 1.0 corresponds to an unbiased recovery ofh. The value of the slope which
results in the least bias is highlighted in bold, while the value of the slope which is closest to
that of the true mass distribution in the region between 0:5RE and 1:5RE, s, is italicized. In all
but Model B, these slope values do not coincide. The predicted value of slope after an MST,s�

(see Table 3.1), is even farther away from the zero-bias values for all but Model A.



77

Figure 3.5: The recovery ofh for Model D when the slope is �xed at di� erent values, with
colors corresponding to the range of values in Fig. 3.4. For each value at which the slope is
held, the distribution of best �t values ofh is represented as a solid curve. The dotted Gaussian
curves represent the range of values recovered when the �ts are combined together andh is
calculated through an MLE. Fixing the slope to be steeper results in a higherh. The value
which corresponds to no bias inh (slope' � 1:25) is not the same as either the measured slope
of the mass distribution or the calculated slope after an MST is applied (both' � 1:1 for this
model).
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manifests in a more complicated way. The MSD, or perhaps even some combination of de-

generacies, has created minima in the parameter space which do not correspond to the MSD

expectation alone.

Beyond this conclusion, our experimentation with constraining the slope has uncovered

some interesting results. First, we con�rm the relationship betweenh and slope, where a steeper

mass distribution results in a higher value ofh, a known consequence of the MSD. More inter-

estingly, we �nd that the slope corresponding to the mass pro�le near the Einstein radius results

in a biasedh. In other words, even when we give the �tting the “right answer” for the density

slope it does not result in an unbiasedh. This merits a discussion of what it actually means

when we constrain the slope, what the “right answer” really means, and how this applies to the

physical analog: the inclusion of stellar kinematic information.

3.5.1 Kinematic constraints on slope

When stellar kinematics are included, the pro�le is probed at a range of radii depending on the

spatial resolution of the kinematic information. The exact location of this region is somewhat

complicated to evaluate. The constraint itself is an integrated quantity over some aperture radius

which is weighed according to its S/N (Czoske et al., 2008). Assumptions about the anisotropy

of orbits and projection e� ects introduce additional complications and degeneracies between

parameters. The overall e� ect is to place an integrated constraint on the mass pro�le over

the region, which, when the mass distribution is assumed to be a power law, translates into a

constraint on the average slope within the region.

This information is used to break the MSD by constraining the model to have this particular

slope. Since we are using a power-law model �t for the lens, this slope constraint is set as the

slope for all radii, while in reality the slope changes with radius. This means that the value

which the stellar kinematic data recover will depend on the region being probed. We stress that

though we are using speci�c pro�les for the true and model pro�les, this conclusion applies

in general because the true and model pro�les will never be identical. Speci�c to our pro�les,

we return to Figure 3.4 (left panels), which shows the average slope of each pro�le given the

two radii, r1 andr2, used to calculate it. To recover an unbiased value ofh, the slope has to be

measured between the particular radii which result in the white portions of the �gure. If stellar

kinematics surveys correspond to these regions, the recovered value ofh will be reliable, but if

they correspond to a red or blue portion, bias will result.
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If the radii probed correspond to a blue region in Figure 3.4 (left panel), the resulting value

of h would be biased high. For example, suppose real halos are more similar to Model B than

Model D. The former has a slightly shallower pro�le, and is nearly isothermal at the image radii.

For the Model B pro�le, whenr2 is greater than 2RE (r > 10 kpc), the determined slope results

in a value ofh which is biased high. If this were the case in an analysis like the H0LiCOW

analysis (Wong et al., 2019), the result would lead to an overestimation ofH0 compared to the

CMB (Planck Collaboration et al., 2018) and TRGB values (Freedman et al., 2019). At present,

such a scenario is merely speculation.

It is interesting to note that for all models, there appears to be a region nearr1 = 0:15RE

which results in an unbiased slope. The white region is a nearly vertical strip here, indicating

that the value ofr2 is less important. The fact that this is consistent across all four models may

imply that there may be something special about this determination of slope. In Figure 3.2 this

corresponds to usingr1 = 0:75kpc. It seems feasible by eye that the slope between this radius

and, for example, the Einstein radius (5 kpc), reasonably accounts for the baryon component

of the pro�le yet also approximates the slope of the dark matter at farther radii. Ifr1 were

smaller the slope would be too steep at farther radii, but ifr1 were larger the slope would be to

shallow at inner radii. It appears to be a coincidence, but a consistent one. It may be that if the

spatial resolution of stellar dynamics studies can reach this region, the constraint will result in

an unbiased value ofh.

At present, state-of-the-art measurements are insu� cent to spectroscopically resolve this

region. H0LiCOW (Wong et al., 2017) used 1D spectra from Keck/LRIS to constrain their

HE 0435–1223 determination ofH0 with a seeing of 0:800(5.3 kpc atz= 0:6 or 1:1RE in Fig.

3.4). Czoske et al. (2012) obtained two-dimensional kinematic data of SLACS lenses using the

VLT/VIMOS IFU with a spatial resolution of 0:6700/pixel (4.4 kpc, 0:9RE). To reach 0:15RE,

a resolution of 0:100is necessary. It could be that this region can be probed without spatially

resolving it, since the innermost regions of the galaxy will be brighter and contribute greatly

to the S/N of the innermost pixel. Exactly how this enters into the kinematic constraint will

depend on how the pixels are weighted, which is outside the scope of this paper.

Unless this region can be reliably probed, the value ofh resulting from stellar kinematic

constraints will not be unbiased. In fact, if the degeneracy is broken using a di� erent slope, it

may introduce more bias than simply not including stellar kinematics at all. For example, Model

D returnedh = 0:986 when the slope was free to vary buth = 0:922 when the slope was held at
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-1.15, the value of the true slope near the Einstein radius. Pending further investigation into this

result, caution may be warranted when interpreting results which include stellar kinematics.

3.5.2 Inclusion of spherical Jeans kinematics

The act of constraining the slope as a proxy for stellar kinematic information (as we did in

Section 3.5.1) can provide useful insights into this problem, but it would be even better to

use the same method as H0LiCOW: to use integrated stellar velocity dispersion to constrain

the �tting procedure, breaking the MSD. Since our modeling framework is limited to using

only the image positions and time delays, to emulate the full process will require future work.

However, we can calculate the integrated stellar velocity dispersion of a given lens and compare

them to the dispersion of the power-law model. A comparison of these values can elucidate the

�ndings of the previous section– if the MSD is correctly broken by the inclusion of integrated

lens dynamics, then the model which most closely matches the kinematic information should

be the unbiased one. The above �nding that the slope constraint biasesh predicts that this will

not happen. Instead, because the model does not exactly match the true mass distribution, the

case which matches the kinematic information will correspond to a biased model.

We calculate the projected velocity dispersion following the framework of Suyu et al.

(2010), solving the spherical Jeans equation1 :

1
� �

d(� � � 2
r )

dr
+ 2

� ani� 2
r

r
= �

GM(r)
r2

: (3.5)

The 3D baryonic mass distribution is given by� � , while M(r) refers to the total mass, including

dark matter. The anisotropy term� ani = r2=(r2
ani+ r2), parameterized byrani, encodes the transi-

tion from orbits being isotropic in the center to radial at outer radii. In general, this anisotropy

radius is a �tting parameter in stellar modeling, but is set to 4.5 kpc (about 80-90%RE) in

this analysis to serve as a control variable consistent across all lenses. For reference, the range

for this parameter used in the H0LiCOW analysis has a prior which spans from approximately

0:5RE to 5RE (Wong et al., 2017). From this equation, the radial stellar velocity dispersion,� r

can be calculated given a baryon distribution and a total mass distribution. Then, the velocity

dispersion can be weighted according to the light and projected into 2D (Equation 21 of Suyu

1 A typographical error in Suyu et al. (2010) does not square the� r this equation.
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et al. (2010)):

I (R)� 2
s = 2

Z 1

R

 
1� � ani

R2

r2

!
� � � 2

r dr
p

r2 � R2
; (3.6)

whereI(R) is the light distribution as a function of 2D radiusRand� s is the projected velocity

dispersion. The constraint itself,h� Pi , is an integrated measure of this quantity over a given

apertureA . For simplicity, we omit the convolution with seeing included in Suyu et al. (2010).

h� Pi 2 =

R
A I (R)� 2

sRdRd�
R
A I (R)RdRd�

: (3.7)

Suyu et al. (2010) used a Hernquist pro�le for the baryons and a power law for total the mass

pro�le, but with this framework in place we can use any model, although the Jeans equation may

need to be solved numerically. First, we calculate the actual dispersions one would get with our

four two-component models. We set the aperture radius to be 1 arcsecond, which corresponds

to about 6.7 kpc. These velocity dispersions are listed in Table 3.1.

Next, we calculate the dispersions one would get if the total mass were a power law, instead

of our two-component pro�le. This is calculated the same way, using Eq. 3.5-3.7, with the same

anisotropy radius and aperture radius, with the only change being that the total mass,M(r) in

Eq. 3.5, goes as a power law instead of the correct pro�le. Importantly, we input the same

baryon distribution as the actual lens, which means that the measurement is done with perfect

knowledge of the true light distribution, but assumes slightly incorrectly that the total mass

distribution goes simply as a power law. With the framework in place we can calculate what

the projected velocity dispersion would be if the lens pro�le were actually a power-law mass

distribution. We will explore several power laws over a range of slopes and normalizations to

see whether or not the power laws which return the correct value ofh also match the projected

velocity dispersion. Like the SPEMD model in H0LiCOW (Wong et al., 2017) we implement a

power-law �t using lensing information and calculate the corresponding velocity dispersion in

same way as Suyu et al. (2010), but unlike H0LiCOW we do not combine the results together,

instead examining the constraints separately.

For each of our four models, we explore a set of power-law mass distributions with di� ering

slopes and normalizations ranging near the bestlensmodel where the slope is free to vary.

For each combination of the two power-law parameters, we uselensmodel to calculate the

� 2 for 50 quads and plot the average in Figure 3.6. The two panels of the �gure show the

resulting averageh for each combination and the integrated projected stellar velocity dispersion.
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Comparison of these three regions– where the lensing �ts are good (dark gray pixels), where the

values ofh are unbiased (thick orange contour), and where the velocity dispersion measurement

corresponds to the correct value (thick blue contour)–provides some interesting conclusions.

First and foremost, the stellar kinematic constraint does not correspond to the regions where

the lensing �ts are acceptable. For each model, the set of pro�les where the stellar kinematic

measurement would match the actual kinematics of the lens has a lower normalization and

steeper slope (lower left region in Fig. 3.6) than the lensing result would indicate. This arises

because while the light distribution is known exactly, the power-law model is not exactly correct

with regard to the total mass distribution. A Bayesian analysis which combines likelihoods from

both lensing and stellar kinematics would pull the best �t downward toward this region, driven

primarily by the power-law assumption rather than directly by data.

The contours in this region are jagged and unreliable because the this region has poor �ts

to the lensing information. This directly a� ects the determination ofh, but also indirectly

a� ects the stellar kinematic measurement because the physical conversion scale of kiloparsecs

to arcseconds is set byh. Because of this, it is di� cult to pin down exactly where the stellar

kinematic constraint would place the �t, and also unclear on the exact value ofh which would

be returned. What is clear is that it would be a bad �t with an unreliable determination ofh

which is neither accurate nor robust. In reality, neither the lensing �t nor the kinematic �t is

used, but a compromise is sought between the two using a Bayesian framework. In this case,

the compromise would be between a nearly correct solution and an unreliable solution, a worse

result than using lensing information alone.

One further result evident in this �gure is that the contours of velocity dispersion run roughly

parallel to the dark strip where the model �ts the lensing information. This is interesting be-

cause the goal of using stellar kinematic information is to break the MSD and return the unique

solution which corresponds to the galaxy pro�le. This is not possible if theh� Pi contours run

parallel to the MSD region because then they are degenerate– one value ofh� Pi would match

all values of� and would not provide unique information. We would be stuck back where we

started: with a family of solutions which all match the data. To break the degeneracy, theh� Pi

contours must run at an (ideally perpendicular) angle with respect to the MSD, such that only

one unique pro�le matches both the lensing and kinematic information.

To further explore the relationship between these constraints, one can use scaling relations

to compare the enclosed mass of a pro�le within the Einstein radius (which lensing measures)
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Figure 3.6: For each of the four models, a set of power-law mass distributions is created near
the bestlensmodel �t from where the slope was allowed to vary (magenta cross). The x-
and y-axes represent the two parameters which set the power-law pro�le: the normalization, b,
and� , related to slope (see Equation 3.3), respectively. Each point on the grid corresponds to
a power-law mass distribution, for which 50 quads are �t and a� 2 (grayscale) andh (scaled
such that unbiased=1.0, left panel contours) are calculated. On the right panel, the contours
show the integrated stellar kinematic constraint (in km/s) calculated for each power law. This
value should be compared to the actualh� Pi one would observe for for each model (thick blue
contour) listed above each panel and in Table 3.1. The dark gray band corresponds to the MSD,
where, using lensing information alone, the power law is a decent �t for the model for a range
of values. The key feature of note is that, for all four models, the region where the stellar
kinematic value would match the correct value one would measure (thick blue contour) does
not correspond to either the region where the lensing �ts have good� 2 (dark pixels) or whereh
is unbiased (thick orange contour). To force the �t to conform to the kinematic constraint would
pull the �t even farther away from the unbiased answer.
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and the integrated stellar velocity dispersion within an aperture radius. This is detailed for a

spherical power-law pro�le in Appendix 3.9. When the Einstein radius andh� Pi aperture radius

are similar, the two measurements are closer to degeneracy– they are similarly unable to di� er-

entiate between a steeper pro�le and a shallower one, provided the enclosed mass is the same.

When the aperture radius is 0:1RE, the contours are nearly perpendicular. The measurement at

two di� erent radii provides the information necessary to break the degeneracy, supporting the

arguments of Section 3.5.1.

The context of this discussion has been limited to examination of exacth� Pi contours with

no accounting for uncertainties. In real observations,h� Pi is only measured to within about

15� 25 km/s (Suyu et al., 2010; Wong et al., 2017; Chen et al., 2019). With the inclusion

of these comparatively large uncertainties, the �t need not be so far down into the lower left

regions of Figure 3.6 to achieve consistency with the actual value for each pro�le. Instead, it

is possible to overlap the lensing �t with the kinematic measurement to within 1� . This result

would not be informed by a correct breaking of the MSD, but rather happens to be consistent

by chance due to the relatively large uncertainties of the stellar kinematics. The kinematic

constraint weights the �t in a direction which has no correspondence with the real lens because

the model is misinformed. Perhaps it is fortunate that the uncertainties are large so the strength

of the weighting is minimal. The logical prediction is that as uncertainties improve in kinematic

measurements, they will be more heavily weighted and may pull the model parameters farther

from whereh is unbiased.

3.5.3 Subsample selection

As a �nal investigation, we are curious if there exists a subset of quad systems which have

distributions ofh with either less bias or less scatter. To be useful, this selection would need to

be based on an observable quantity independent of the modeling process. Tagore et al. (2018)

explored the e� ect of quad con�guration (e.g. cusp, fold, and cross) on the recovery ofh and

found that cross lenses had the least bias. We adopt the notation of Woldesenbet & Williams

(2012), who investigated the angular positions of quad images, wherein the polar image angle

between the second- and third-arriving images,� 23, serves to represent quad con�guration (fold

and cusp quads have� 23 ' 0, while cross quads have� 23 ' 90� ). In order to see trends in the

MLE determination ofh with respect to� 23, it would be necessary to bin the data, which would

in turn reduce the sample size so low as to make the MLE error estimation unreliable. Instead,
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we simply create scatter plots of the best �th for each quad versus� 23 (left panels of Figure

3.7). There does not appear to be a signi�cant reduction in scatter or bias for cross quads as

opposed to others.

While we did not �nd dependence on the type of quad, we also explored dependence on

the radial positions of quad images. The right panels of Figure 3.7 show that quads which have

images over a larger range of radii� r=RE > 0:2 have less scatter in their recoveries ofh than

those with a more con�ned range of image radii. To quantify this, we calculated the distributions

of h if one selects only quads with� r=RE > 0:2, to be compared with the blue histograms in

the right panels of Figure 3.3. This selection of quads returnsh = 1:177+0:028
� 0:171 for Model A,

h = 0:995+0:142
� 0:073 for Model B,h = 0:990+0:183

� 0:035 for Model C, andh = 0:991+0:016
� 0:018 for Model D.

For all models, the amount of scatter has decreased, most drastically for Model D and only

marginally for Model B. It follows that a quad which probes a range of radii has less freedom in

the �tting process and correspondingly less scatter inh. For Model A, the median has changed

substantially, while for the other models the median has changed at the 1-2% level. It is unclear

why the quads which probe a range of radii in Model A would be more biased than the other

models, but is likely related to the fact that Model A has the pro�le with the most drastic

curvature i.e. departure from the power-law model (visible in Fig. 3.2). The utility of making

this selection in real surveys is questionable unless this biasing e� ect can be understood.

3.5.4 Limitations to this study

There are clear limitations to this study. This has been a preliminary investigation using sim-

ple analytical pro�les as a stand-in for real galaxies. While exploring these simple cases in a

controlled setting is valuable, only four variants on a similar pro�le have been tested, hardly

enough to draw sweeping conclusions about all mass distributions.

Comparing this work to Tagore et al. (2018), more quads were successfully �t with small� 2,

but our work uses simple elliptical pro�les with no lens environments or such complications.

Discrepancies from an elliptical shape are prevalent in real lenses (Woldesenbet & Williams,

2015; Gomer & Williams, 2018), although the e� ect of such complexities on the recovery of

h is unknown. This topic will be further explored in a coming paper. Tagore et al. (2018) also

examined mock lenses over di� erent redshifts, while all lenses in this study are at the same

redshift.

It is possible that� could better quantify the bias onh in other cases. Xu et al. (2016) also
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Figure 3.7: (Caption on following page)
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Figure 3.7: Scatter plots of the recovered best-�t values ofh for each quad against quad orien-
tation (left) and image radial range (right). For each model, the left panel plotsh against� 23,
the polar angle between the second- and third-arriving images, which denotes cusp/core quads
(small � 23) from cross quads (� 23 ' 90� ). The black cross with error bars denotes the median
and spread of the full set of quads, while the red cross with error bars indicates that of the cross
quads: only quads with� 23 > 70� (right of the red dotted line). There does not appear to be a
signi�cant change in the distribution ofh between di� erent quad types. The right panel plotsh
against the radial range over which the images span,� r=RE. Again the black cross with errors
indicates the same bias and spread of the whole population, while this time the red cross with
error bars speci�cally refers to the quads with� r=RE > 0:2 (again right of the red dotted line).
Quads which span a greater range of radii tend to have less scatter in their recovered values of
h. Quads with poor recoveries (� 2=do f > 1) are omitted from these plots.

note that the MST can be calculated to transform the pro�le into a power law with respect to

de�ection angle rather than convergence, with a corresponding bias of� . We have focused on

the convergence power law, and so this de�ection angle MST argument remains untested.

Finally, our interpretation regarding the slope constraint is that stellar kinematic constraints

are equivalent to holding the slope at the weighted average value over the radii of the kinematic

measurement. If our understanding is correct, the mismatch between the slope corresponding

to an unbiasedh and the actual slope at the probed radius warrants skepticism about the pro-

cess of using kinematic constraints to break the MSD. This �nding is supported by our test

using spherical Jeans arguments, but this interpretation needs to be con�rmed. The next logical

step is a study which incorporates kinematics into the �tting in a way which truly matches the

H0LiCOW analysis, but is done for synthetic lenses where the deviation from the model pro�le

is known.

Perhaps the largest di� erence between this study and that of H0LiCOW is our use of point

sources. Extended sources add additional information to the �tting process, although their

constraints are not necessarily unique (Saha & Williams, 2001) and the level to which they

can help with degeneracies is debated (Walls & Williams, 2018). Nonetheless, the inclusion of

extended images is necessary to have a more apt comparison to the H0LiCOW analysis. Until

such a con�rmation study can be done, caution is justi�able regarding our slope interpretation.

This is especially relevant given that one of our main �ndings is that lensing degeneracies are

less predictable than our intuition implies.
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3.6 Conclusion

Gravitational lensing is a competitive method for measurement ofh to 1% precision independent

of the distance ladder or the CMB. To reach this goal, degeneracies inherent to lens modeling

must be precisely quanti�ed and accounted for. To explore the e� ects of lensing degeneracies

on h recovery, we constructed quad lens systems from a series of two-component pro�les, then

�t these quads with a model di� erent from the true pro�le: a power-law model. We then deter-

mined recovered distribution ofh values and compared them to the analytical predictions of Xu

et al. (2016).

Our �rst �nding is that the bias (location of the median) of the distribution ofh does not

correspond to the value of� predicted by the mass-sheet transformation arguments in Xu et al.

(2016) and Tagore et al. (2018). Lensing degeneracies more complicated than the MSD (Saha

& Williams, 2006) have conspired in an unexpected way to return unanticipated values ofh.

Since the result did not match the predicted value, we are skeptical about the existence of a

straightforward calculation which could convert directly from a pro�le shape to the bias onh.

Instead, the distribution of the bias onh can only be reliably determined via the creation of

mock quads �t with software.

We also explore the e� ect of the inclusion of stellar kinematics by constraining the slope in

the �tting process, which emulates the process by breaking the MSD through the inclusion of

external information. We �nd that when the slope is held to the true value of the slope near the

Einstein radius,h can be considerably biased (23% for Model A, 0-8% for Models B,C, and D),

depending on the exact bounds over which the slope is considered. Strangely, the addition of the

correct information has caused the �tting to return an incorrect value. The value of slope which

results in no bias onh does not correspond to the true slope, perhaps indicating that “slope”

acts as �tting parameter rather than describing the physical slope of the density pro�le. The

inclusion of kinematics breaks the degeneracy, but can do so incorrectly, so as to introduce a

signi�cant bias.

A remarkable consistency across all four of our models is that when the inner radius used in

the determination of slope,r1 ' 0:15RE, the calculated slope results in zero bias inh, insensitive

to the outer radius,r2. If the spatial resolution of kinematic surveys can be increased to probe

this region, the constraints placed by such measurements would not introduce a bias onh. At

present such inner radii are out of reach. It may be possible to explore this region through
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simulations, although the resolution of modern simulations is insu� cient, with 0:15RE ' 0:9�

in the Illustris or EAGLE simulations.

Apprehension regarding stellar kinematic constraints is supported by our examination of

spherical Jeans kinematic information. Comparison of the projected integrated velocity disper-

sion between the actual pro�le and that of the power-law models found that the actual constraint

did not correspond to models with the unbiased value ofh. To force the �tting to match the stel-

lar kinematics would pull the �t away from the correct value ofh.

One interpretation of this result is that it may be preferable to not �x the slope or use kine-

matics if the only goal is a minimally biased value ofh. Unbroken degeneracies will increase

the scatter of the distribution, but may not bias the recovery as drastically as constraining slope

to the incorrect value would. We suggest future studies carefully consider the potential pitfalls

of biases inherent to the inclusion of stellar kinematics.

Our �ndings support the example of Kochanek (2019), where a simpli�ed lens model with

stellar kinematic constraints can return a value ofh which is biased by more than the claimed

H0LiCOW precision. We caution, however, that quantitative claims abouth based on pro�le

shape may su� er the same shortcomings as the� -based calculations of Xu et al. (2016).

Finally, we were motivated to search for an observable selection criterion which could re-

duce either the bias or scatter inh. We cannot con�rm the �ndings of Tagore et al. (2018)

that cusp/fold/cross orientations have an e� ect on the recovery ofh, but we do �nd noticable

reduction in scatter for quads with images which span a greater range of radii (Fig. 3.7). When

limiting our sample to quads with� r=RE � 0:2, the scatter is reduced in all cases. We note

that this selection introduces substantial bias in the case of Model A, which is the model most

di� erent from a power law. This bias merits caution with respect to the utility of this selection

in real surveys.

We would like to conclude by saying that lensing degeneracies are a subtle and treacherous

reality. Their numerous manifestations are hidden behind high dimensional �tting processes,

making them di� cult to parse. The reasoning of Xu et al. (2016) appears solid, and yet the pre-

diction does not match reality. Our interpretations regarding stellar kinematic constraints may

too be �awed in some deeper way. The way forward must be through the creation of mock sys-

tems complete with stellar kinematic models consistent with the methodology of observational

studies. A major challenge is that these additional complications introduce even more param-

eters for degeneracies to lurk within. These degeneracies must be tackled in order to reliably
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constrainH0 to the 1% level.

3.7 Consistency Checks

As test for robustness, we run a few alterations to our �tting to con�rm the resulting distributions

of h are una� ected by our particular �tting process. These alterations are done with respect to

Model D test with the slope allowed to vary, with the anticipation that they will apply similarly

to all other �ttings in this paper. We describe these tests in detail here. We did not perform the

MLE determination ofh for these tests, so results should be compared with the blue histogram

in Figure 3.3 for Model D.

The �rst alteration happens on the very �rst step of the �tting procedure described in Section

3.2, where the ellipticity and shear are held at 0.1 to search over the values for position angle

and shear angle. This initialization value was set to 0.1 for both shear and ellipticity, which is

de�ned in lensmodel as 1� q. Since this value is an arbitrary choice on our part, we decided to

test the e� ect of increasing it to 0.3, a value more extreme than in any of the lenses. The resulting

distribution ofh is not measurably di� erent from the unaltered Model D, withh = 0:969+0:040
� 0:173,

f� 2=do f < 1 = 0:99, andRell = 1:00. When a KS test is performed to compare theh distributions,

the p-value is 73%.

The second modi�cation is to change the bounds over which the shear/ellipticity grid search

is performed in the second run. The unaltered version searches over values between 0.0 and 0.4

for both ellipticity and shear. This test instead searches over more extreme values which are

not consistent with zero, from 0.1 to 0.6. Again the goal is to show that even if one makes

extreme choices in the �tting setup, the results are robust. Again the resulting distribution ofh

is the same as the unaltered Model D, withh = 0:975+0:020
� 0:218, f� 2=do f < 1 = 0:94,Rell = 1:00, and

a p-value of 67%.

One �nal test of robustness is performed. This time we are curious not about the �tting

initialization parameters, but about whether 100 quads is a su� cient number to accurately de-

termine the distribution ofh. We therefore run one test for Model D which is the same as

the unaltered test except that it has 500 quads instead of 100. The result is a distribution with

h = 0:973+0:029
� 0:168, f� 2=do f < 1 = 0:95,Rell = 1:00, p-value of 99%.

The distributions across these tests are indistingushable. We therefore conclude that our dis-

tributions ofh are not signi�cantly a� ected by either our �tting procedure or by small-number
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statistics. The main quantity of interest, the median ofh, varies by 0.006 across these tests,

which is less than the 1% benchmark to which we desire accuracy.

3.8 Single Quad Fitting

Here we present a thorough analysis of a single quad from Model D, �t with di� erent values of

slope. This particular quad returns a nearly unbiased value ofh when the slope is free to vary

(0.991 relative to 1.0). For comparison with Figure 3.7,� 23 = 56� and� r=RE = 0:24. Figure 3.8

shows the mass density as a function of radius for the synthetic lens as well as several di� erent

�ts to the image postitions and time delays. All �ts lie within the scatter of the points, but the �t

that matches the true pro�le best is that when the slope is free to vary. In this case, the recovered

slope is� 1:214. When the slope is held, the results are as follows, with the relative bias onh in

parentheses:s= � 1:1 (0.902),s= � 1:2 (0.986),s= � 1:3 (1.005).

Figure 3.9 compares the time delay surfaces of the true input quad (top) and the best-�t

result from the case where the slope is free to vary. The surface is reproduced well, with

images and time delays matching the quad too accurately to dicern by eye (� 2=do f ' 10� 3). To

explore this, Figure 3.10 plots the residual di� erence between the true lensing potential and the

�t potential, now as a 1D function of radius, for each of the four �ts from Figure 3.8. Since

potentials allow for an arbitrary choice of vertical o� set, we choose to set the comparison to

equate the �rst-arriving image. A good match would be represented by the points being laid

out in a �at surface with nearly zero residual. Since� 2 is calculated with an uncertainty of

0.1 days, as long as the surface residuals are within 0.1 days of zero, the time-delay� 2 will be

small. The closest match of the four �ts is the case where the slope is allowed to vary, which

closely matches the time-delay surface betweenr = 0:500andr = 1:7500. All �ts result in the

image time delays being less than 1� from the true values, except the case where slope is held

at -1.3, which has one image o� by ' 1:2� .

The images and time delays of this quad are well-recovered by the �tting procedure, instill-

ing con�dence that the results for the large set of quads are reliable.
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Figure 3.8: Convergence as a function of radius for the Model D input lens (blue) and several
power-law �ts to the image positions and time delays. Because the lens is elliptical, the density
takes on a range of values at any given radius. The circularly averaged pro�le is depicted by
the solid blue line. When the slope is free to vary, the dashed black curve is recovered, while
the solid yellow, green, and red curves correspond to the slope being held at -1.1,-1.2, and -
1.3, respectively. The magenta points near the horizontal axis depict the radial positions of the
images. For comparison with Figure 3.2, 1 arcsecond corresponds to approximately 6.7 kpc,
varying slightly depending on the recovered value ofh for a given model.



93

Figure 3.9: Time delay surfaces for the input lens/quad (top) and the recovered model lens/quad
for the �t where the slope is allowed to vary(bottom). The image positions (magenta points) are
recovered very well and the shape of the time delay surface matches very closely.




