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Abstract

Coming into the 21st century, the world innovations are shifting from the IT-driven

(information technology-driven) to the DT-driven (data technology-driven). With the

fast development of social media, e-business, Internet of Things (IoT), and the usage

of millions of applications, an extremely large amount of data is created every day. We

are in a big data era. Storage systems are the keystone to achieving data persistence,

reliability, availability, and flexibility in the big data era. Due to the diversified applica-

tions that generate and use an extremely large amount of data, the research of storage

systems for big data is a blue sky. Fast but expensive storage devices can deliver high

performance. However, storing an extremely large volume of data in the fast storage

devices causes very high costs. Therefore, designing and developing high-performance

and cost-effective storage systems for big data applications has a significant social and

economic impact.

In this thesis, we mainly focus on improving the performance and cost-effectiveness

of different storage systems for big data applications. First, file systems are widely used

to store the data generated by different big data applications. As the data scale and the

requirements of performance increases, designing and implementing a file system with

good performance and high cost-effectiveness is urgent but challenging. We propose

and develop a tier-aware file system with data deduplication to satisfy the requirements

and address the challenges. A fast but expensive storage tier and a slow tier with much

larger capacity are managed by a single file system. Hot files are migrated to the fast

tier to ensure the high performance and cold files are migrated to the slow tier to lower

the storing costs. Moreover, data deduplication is applied to eliminate the content level

redundancy in both tiers to save more storage space and reduce the data migration

overhead.

Due to the extremely large scale of storage systems that support big data appli-

cations, hardware failures, system errors, software failures, or even natural disasters

happen more frequently and can cause serious social and economic damages. Therefore,

improving the performance of recovering data from backups is important to lower the

loss. In this thesis, two research studies focus on improving the restore performance of
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the deduplication data in backup systems from different perspectives. The main objec-

tive is to reduce the storage reads during the restore. In the first study, two different

cache designs are integrated to restore the data chunks with different localities. The

memory space boundary between the two cache designs is adaptively adjusted based on

the data locality variations. Thus, the cache hits are effectively improved and it lowers

the essential storage reads. In the second study, to further address the data chunk

fragmentation issues which cause some of the unavoidable storage reads, a look-back

window assisted data chunk rewrite scheme is designed to store the fragmented data

chunks together during deduplication. With a very small space overhead, the rewrit-

ing scheme transfers the multiple storage reads of fragmented data chunks to a single

storage read. This design can reduce the storage reads that cannot be lowered by the

caching schemes.

Third, in the big data infrastructure, compute and storage clusters are disaggregated

to achieve high availability, flexibility, and cost-effectiveness. However, it also causes

a huge amount of network traffic between the storage and compute clusters, which

leads to potential performance penalties. To investigate and solve the performance

issues, we conduct a comprehensive study of the performance issues of HBase, which

is a widely used distributed key-value store for big data applications, in the compute-

storage disaggregated infrastructure. Then, to address the performance penalties, we

propose in-storage computing based architecture to offload some of the I/O intensive

modules from compute clusters to the storage clusters to effectively reduce the network

traffic. The observations and explorations can help other big data applications to relive

the similar performance penalties in the new infrastructure.

Finally, designing and optimizing storage systems for big data applications requires

a deep understanding of real-world workloads. However, there are limited workload

characterization studies due to the challenges of collecting and analyzing real-world

workloads in big data infrastructure. To bridge the gap, we select three large scale

big data applications, which use RocksDB as the persistent key-value storage engine, at

Facebook to characterize, model, and benchmark the RocksDB key-value workloads. To

our best knowledge, this is the first research on characterizing the workloads of persistent

key-value stores in real big data systems. In this research, we provide deep insights of the

workload characteristics and the correlations between storage system behaviors and big

v



data application queries. We show the methodologies and technologies of making better

tradeoffs between performance and cost-effectiveness for storage systems supporting big

data applications. Finally, we investigate the limitations of the existing benchmarks

and propose a new benchmark that can better simulate both application queries and

storage behaviors.
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Chapter 1

Introduction

1.1 Big Data

Coming into the 21st century, the world innovations are shifting from the IT-driven

(information technology-driven) to the DT-driven (data technology-driven). Data is

generated by all kinds of devices from everywhere on the earth. With the development

and fast growth of social media, e-business, streaming, IoT (Internet of Things), and

new applications and Apps, a huge amount of data is created, stored, and used every

day. The incessantly generated data creates a new virtual world and the world is all

about data. Billions of data records about human activities, photos, files, and videos

reflect the evolution of the physical world and change the virtual world consistently.

The data created from the virtual world influences the real world in return. Due to

the extremely large volume of the data, we are currently in the Big Data era [1, 2, 3].

Everyone in the world is interacting with the big data virtual world through the laptop,

smartphone, sensors, and other intelligent devices that are connected to the Internet.

Big data era creates a huge market and highly influences our daily life and the whole

society. The global big data market size is about 138.9 billion in 2020 [4] and can achieve

a compound annual growth rate of 10-18% in the next 5 years based on different forecast

resources [5, 6, 7]. Importantly, big data will have a deep and significant effect on the

global industry and world economy, which will improve the global GDP by $10 to $15

trillion in the next 10 to 15 years [8]. Big data is an important driving force of industrial

upgrading and pushing the development of intelligent manufacturing [9, 10], smart city

1
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[11, 12, 13], and smart living [14, 15].

In 2019, there is about 40 zettabytes (ZB) of data being created over the world [16].

With about a 30% compounded annual growth rate, the collective sum of the world’s

data will grow to 175 ZB in 2025 according to IDC prediction [17]. Big data era brings

new challenges for the data storage industry and for the storage systems supporting

big data. On one hand, a huge amount of data is used by different applications for

various purposes such as decision making, real-time data processing, recommendation,

AI system training, and revisited by many different users and services. Thus, high

performance is the top requirement that needs to be achieved by the storage systems.

On the other hand, storing an extremely large volume of the data and dealing with the

fast growth of the newly created data causes very high storage costs and leads to a high

economic pressure to IT companies. Therefore, achieving a good cost-effectiveness

is also the top objective of designing and developing storage systems in the big data

era. However, developing a high-performance and cost-effective storage system is very

challenging and difficult, especially in such a large scale and globally distributed envi-

ronment.

In order to effectively reduce the storage system latency and improve the throughput,

fast storage devices such as flash-based SSD [18, 19, 20] and non-volatile memory (NVM)

[21, 22, 23, 24] are preferred by the big data companies [25, 26]. However, the per

gigabytes (GB) storage space prices of these fast storage devices can be several times or

even tens times higher than that of the traditional hard disk drives (HDD) based storage

systems [27]. The storage system investment increases exponentially over the last few

years due to the high demands of the fast storage device based storage systems. Even

worse, the volume of data to be stored also increases at a very fast speed. It creates a

high investment pressure for big data companies to purchase and construct data centers

with larger and expensive storage systems. Therefore, the researches of designing a

high-performance and cost-effective storage system for big data have significant social

values and economic values, which is the main focus of this thesis.
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Figure 1.1: A typical big data infrastructure with different storage systems

1.2 Storage Systems for Big Data

There are different types of storage systems being used in big data infrastructure as

shown in Figure 1.1. The research focuses and optimizing objectives of these storage

systems are very different. Based on the usage and storage purposes of the data, we

classify the storage systems in big data infrastructure into three categories: primary

storage systems, warm/cold storage systems, and storage systems for data processing.

There are various storage techniques being used in these storage systems and their

designing focus can be very different. We first present the general introduction of the

three categories of storage systems. Then, some of the storage techniques, such as

tiered storage, data deduplication, and key-value stores, that our research focuses on

are summarized. At the same time, the benefit, issues, and challenges of applying these

storage techniques in storage systems for big data are discussed.

Primary Storage Systems Services and applications such as social media, e-

business activities, and IoT services create a large amount of data in each minute. These

data (called primary data) is persistently stored by databases, file systems, key-value

stores, and object storages based on different data interfaces, such as SQL, file, NoSQL,
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and object-based interfaces, required by different upper-layer applications. These stor-

age systems are called primary storage systems which store the data from business

production related services. Different types of storage systems are used independently,

or they are integrated together. For example, on one hand, key-value stores are used

as the embedded storage engines for SQL databases. On the other hand, key-value

stores persist their data as large files on the file system. The metadata service of ob-

ject storage systems uses key-value store to store the object metadata and the objects

are maintained as files in a separate file system. Since primary storage stores the data

closely related to the users and applications, the data scale is extremely large. Due to

the importance, usage, and the scale of primary data, primary storage systems usually

require high performance, high reliability, and high scalability.

In primary storage systems, file systems and key-value stores are two important and

fundamental storage systems. Any type of data can be stored as files and files are easily

managed with directories and namespaces. File systems are almost used everywhere in

big data infrastructure. It is the main bridge between low-level storage such as disk

drives, flash-based storage systems, or tiered storages and high-level storage systems

such as key-value store, databases, graph data store, and object storage. By integrating

high-performance and low-performance storage devices into single block storage, tiered

storage makes a good tradeoff between performance and cost, which is preferred in the

big data primary storage systems. Key-value stores usually store a large number of

small size unstructured data. The key is used to access the data in the value portion.

Due to the simple interfaces, high performance, and flexibility, key-value stores become

popular for big data applications to maintain raw data, processed records, small models,

and even logs.

Warm/Cold Storage Systems The cost of primary storage is usually high due to

its high performance and high reliability requirements. Storing all the data in primary

storage is not cost-effective, especially for the data that is not used for a long period

of time (called cold data). These data can be migrated to a cheaper storage system

with a higher capacity for long term persistence. Also, to ensure data reliability, all

primary data needs to be backed up periodically. Moreover, using primary data for

data processing is very important, which is usually I/O intensive. Data processing

creates extremely heavy read and write requests during the processing time. Directly
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accessing these data from primary storage systems can cause serious performance issues.

Therefore, the data that is used for data processing purposes such as data mining

and machine learning services is loaded to the data warehouse for better indexing and

management. A warm/cold storage system is designed for the aforementioned data

warehousing, archiving, and backup purposes. The storage devices with high capacity

but low cost such as HDDs and tapes are used in warm/cold storage to lower the storage

hardware cost.

Warm storage systems store the data that is used by the internal application and

services. Since most of the data in warm storage systems is usually not directly used

by online services and applications, warm storage systems do not need to achieve the

performance as good as that of the primary storage systems. For example, the SQL

table snapshots, videos, and machine learning training data batches are stored in the

warm storage and periodically read by different applications. Usually, object storage

systems and distributed file systems are used in warm storage systems.

Different from warm storage systems whose data is frequently used by the internal

applications, cold storage systems usually manage the archive data and backup data,

which is rarely accessed. Due to the high content redundancy existing among the

archive and backup data, technologies such as data deduplication and compression are

developed and applied to eliminate the content level redundancy and further improve

the storage space utilization. Therefore, cost-effectiveness is the main focus of cold

storage. Although the data in cold storage is usually not accessed for a long period of

time, the high read performance especially the high read throughput is required which

is even more important in big data. For example, when the primary storage system was

corrupted due to an unexpected failure or disaster, millions of users and applications

will not be able to access the data. It is a fatal issue in the big data era: data is

unavailable and all services are forced to be stopped. The backup data is read out to

recover the primary storage. However, the longer recovery time is, the more economic

loss and more serious negative social influence will be. The recovery time window should

be as small as possible to limit the system failure penalties. Therefore, how to reduce

the extremely high read overhead introduced by the space saving technologies such as

data deduplication is one of the top research areas of cold storage systems.

Storage Systems for Data Processing Processing the raw data generated by
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users and applications, and using machine learning (ML) and Artificial Intelligence (AI)

services to further explore the data is the main focus of big data. Big data processing

platforms such as Spark [28], TensorFlow [29], and Pytorch [30] provide data processing,

training, prediction, and inferencing services for different purposes. A large amount of

data is extracted from warm storage and processed on these platforms. During data

processing, these platforms create a large volume of middle-stage data, training models,

and refined data. Writing and reading these data either on warm storage or on primary

storage can cause performance and cost issues. Therefore, high-performance storage

systems (e.g., distributed file systems and distributed key-value stores) are needed to

specifically support the data processing platforms. After a data processing job is fin-

ished, the generated data will be written back to other storage systems or directly

deleted. Therefore, different from the primary storage systems which have data reli-

ability and cost-effectiveness requirements and warm/cold storage systems which have

high space saving demands, data processing platforms mainly require high performance

from the storage system. How to design a data processing oriented storage system for

big data creates a set of new research opportunities.

1.2.1 Tiered Storage and File System

In primary storage systems, tiered storage is a popular storage architecture to achieve

high performance and provide large storage space with low cost [31, 21, 32, 33]. Tiered

storage uses high-performance but also expensive storage devices such as SSDs as the

fast tier to store the hot data, and uses low performance but cheap storage devices

such as HDDs as the slow tier to store the cold data. Due to the good data access

locality, most of the data accesses are on hot data and the majority of the data is cold

data. When data hotness changes, data is migrated between the tiers. To achieve a

high overall cost-effectiveness, the size of the fast tier is usually much smaller than that

of the slow tier. The overall performance of tiered storage can be close to the pure

high-performance devices based storage system, and the overall cost of tiered storage

can be close to that of the slow tier.

Using tiered storage as the architecture of primary storage systems in big data also

has issues. Usually, the data migration policies in tiered storage are based on the block

level statistics and it directly migrates data blocks between the tiers in block level.
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The upper layer applications such as file systems, databases, and key-value stores are

unaware of the migration. Block-based tiered storage has better generality and does not

require the changes from upper-layer applications. However, it cannot provide enough

migration accuracy [32, 34], especially for big data applications which mainly read and

write the data on files. Big data applications usually have good file access localities and

thus managing tiered storage in file level can be an effective and attractive design.

However, a file system based tiered storage design has the following challenges. First,

due to the extremely large volume of data to be stored, the storage space of the fast

tier can be smaller than the size of hot data. Many hot files are forced to be stored

in the slow tier which causes serious performance penalties. Second, there is a lot

of data redundancy that exists among the files. How to effectively save the slow tier

storage space is also challenging when data migration happens frequently. Third, the

activeness of file changes more frequently due to the file access patterns variation of big

data applications. For example, new files are more frequently accessed by users and

applications. How to achieve effective file migration is essential but challenging.

1.2.2 Data Deduplication and Restore

Cold storage systems store the backup and archive data from primary storage systems.

These data have high redundancy. Therefore, data deduplication is widely used during

backup and archive systems to effectively reduce the storage space utilization [35]. Dur-

ing data deduplication, the original data is treated as a byte stream and cut into small

data pieces called data chunks (e.g., 4 KB on average). So the original data can be

treated as a sequence of data chunks. Then, an encryption function with an extremely

low collision probability (e.g., SHA1 or MD5) is used to calculate the hash value of the

data chunk content as the fingerprint of that chunk. Therefore, the fingerprint uniquely

represents the data chunk. An indexing table maintains a mapping of all the stored

data chunks from their fingerprints to their storing information [36].

For each newly generated data chunk, if its fingerprint cannot be found in the index-

ing table, it indicates that this chunk has never been stored before and is treated as a

unique chunk. This chunk will be stored in the storage system and a new mapping entry

of this chunk is created in the indexing table. If the fingerprint of a newly generated

chunk is found in the indexing table, it indicates that the data chunk has been stored
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before and the chunk is called a duplicated data chunk. After searching the indexing

table, a metadata entry that contains the data chunk fingerprint and other meta in-

formation is created and stored separately. Consequently, the original data is replaced

by a sequence of the metadata entries (called recipe), and only the unique data chunks

are stored. If 10% of the data chunks of a file are unique chunks and 90% of the data

chunks have already been stored before, we only need to store 10% of the original file’s

data and a recipe which is only about 1-3% of the original data size. Therefore, data

deduplication effectively saves the storage space. Usually, for backup data, the data

changes among different backup versions from the same source system are very small,

data deduplication can save 95% or more storage space according to some deduplication

products [35, 36, 37].

Usually, to improve the storage I/O efficiency, a number of unique data chunks (e.g.,

1000 data chunks) are written to the storage system as one batch (called a container).

The time of reading one container is compatible with that of reading a single data chunk

if the storage system is HDD based [36]. When one data chunk is needed, the whole

container is read out to memory. Since some nearby data chunks in the original file may

be stored in the same container, reading out one container can retrieve multiple data

chunks when assembling the original data.

However, data deduplication also introduces serious read performance issues. When

the original data is needed, for example, a deduplicated file needs to be read out, the

original data will be assembled back based on the information in its recipe. Based on

the data chunk information in the metadata entries and their sequence in the recipe, the

containers that store these chunks are read out and the file is assembled back. Since data

deduplication breaks the original file into data chunks and these data chunks can scatter

in different containers especially for the duplicated data chunks, restoring the original

data back can be much slower than reading the original data with no deduplication due

to a large number of container reads. Improving the restore performance of deduplicated

data in cold storage is very important especially in big data systems [38, 39, 40]. It is an

important and essential research to explore ways of improving the restore performance.
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1.2.3 Key-Value Stores

Key-value stores are widely used by big data applications in primary storage, warm/cold

storage, and supporting data processing. Key-value stores (KV-stores) access data

based on {key, value} pairs [41]. Some storage engines such as RocksDB [42] and

LevelDB [43] are persistent KV-store. Some large scale distributed systems such as

HBase [44], Dynamo [45], Cassandra [46], and some object storage systems [47, 48]

are the distributed KV-stores. Different from relational databases and file systems,

KV-stores do not provide complex operations and interfaces. Therefore, KV-stores

are usually used as the basic building blocks for other applications and systems. For

example, RocksDB is used as the embedded storage engine for MySQL and metadata

storage of Ceph (a distributed file system) [49, 50].

The main focus of KV-stores is to achieve high performance. However, big data

brings new challenges for KV-store performance optimization. First, the big data in-

frastructure setup and system architecture are different. Typically, KV-stores write and

read the data from the storage in the same host. In big data infrastructure, all data

accesses need to go through the network which causes new challenges including net-

work traffic, transient errors, and data reliability issues. Second, KV-stores are used by

various applications for different purposes. General performance optimizations are not

enough to satisfy the performance requirement. Therefore, understanding the key-value

workloads from different applications in different storage systems is essential and impor-

tant to make specific performance and cost optimizations for KV-stores and upper-layer

applications.

1.3 Summary of Contributions

In this section, we first describe the four research issues we focus on in this thesis and

then we discuss the significance and challenges of these issues. The four research issues

are closely related to the theme of this thesis: a better tradeoff between performance

and cost-effectiveness. Then, we summarize our five research projects which address the

four issues in this thesis.
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1.3.1 Research Issues

How to make better tradeoffs between performance and cost-effectiveness

in storage tier-aware file systems? In primary storage systems, integrating a file

system with a tiered storage is a potential way to better balance performance and

cost-effectiveness. With rich application behavior information, the file system is able to

achieve fine-grained data migration between tiers such that the storage space in different

tiers can be more efficiently used. However, it is not enough to adapt to the workloads

in big data. First, big data services and applications generate a lot of redundant data

or data with high duplicated content. Storing these data in the slow tier still causes

high costs. Second, the volume of hot data can easily go beyond the space of the fast

tier, accessing hot data from the slow tier can cause performance degradation. Third,

migrating a huge amount of data between two tiers due to data hotness changing from

big data applications creates a heavy traffic, which can impact the overall performance.

How to better achieve the restore performance improvement and space-

saving for deduplication in cold storage? In cold storage systems, we focus on

improving the read performance of deduplicated data. As discussed before, tempo-

rally losing data access from primary storage can cause serious economic and social

impacts for millions of users. Reducing the recovery time window via improving the

read performance of deduplicated data is the top choice. Although deduplication read

performance improvement has been investigated over 15 years, the potential has not

been fully explored. After data deduplication, the data chunks of original data are

scattered to different containers. During the restore, containers are read out to fetch

the data chunks to be restored. The data chunks from the read-in container can be

temporally cached in memory for future use. Due to the good data chunk locality, some

of the cached data chunks will be used in the near future, which can avoid some of the

container reads. However, due to the memory space limitation, some of the data chunks

are forced to be evicted from the cache to reclaim the space for data chunks from the

newly read-in containers.

The main issue here is how to decide the data chunk caching and eviction priority

such that the container reads can be further reduced. However, it is a very challenging

problem. First, different from most of the caching problems in which the optimization

goal and caching granularity are the same (e.g, memory page cache), the restore engine
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caches data chunks in memory but the optimization objective is to reduce the container

reads. The granularity mismatch makes it a very complex optimizing problem and the

existing caching algorithms are not as effective as expected. Second, different from all

the existing caching problems which cannot know the future access patterns, the restore

process is able to know which data chunks will be used during restore and the assembling

sequence from the recipe. How to effectively use the “future” information in the recipe

is challenging. Third, how to decide the data chunks to be cached or evicted?

In some cases, none of the caching schemes can help to reduce the container reads

due to the data chunk fragmentation. For example, if the original file consists of 10 data

chunks and these 10 data chunks are stored in 10 different containers, no matter how

we design the cache, 10 container reads cannot be avoided. To address this issue, our

research explores the solution in another direction: improving the data chunk locality

via data chunk rewrite. In the same example, if 10 data chunks are all unique to the

deduplication system, the 10 data chunks will be sequentially logged to one container

(suppose one container can store 10 data chunks) and stored. There is no space-saving

and the data deduplication ratio (original data size divided by the stored data size after

deduplication) is 1. During the restore, we only need 1 container read. If 9 out of 10

data chunks are duplicated data chunks and the 9 data chunks have already been stored

in 9 different containers, we need 10 container reads (9 for duplicated data chunks and 1

for unique chunk) to restore. The deduplication ratio is about 10. If we can select some

of the fully scattered duplicated chunks and store them together in the same container

again, we may lower the deduplication ratio for some degree. But we effectively reduce

the container reads. In the same example, if we store 4 duplicated chunks with the

unique data chunk in a container, the deduplication ratio is lower to 2 but the container

reads are reduced from 10 to 6. It is the power of data chunk rewrite: making tradeoffs

between space-saving and the restore performance.

The challenge of data chunk rewrite is to decide which duplicated data chunk to

be rewritten such that the container reads can be effectively reduced with minimal

space cost. First, during deduplication, it is nearly impossible to know how these

duplicated data chunks will be used during restore. Evaluating the degree of data

chunk fragmentation is hard. Second, the deduplication process is very fast, a complex

and time-consuming algorithm is not applicable. Third, the caching scheme design
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influences the rewrite efficiency. Caching effectiveness should be considered during the

rewrite.

How to improve the performance of storage systems for big data pro-

cessing without extra hardware costs? In a big data infrastructure, in order to

achieve high availability and high flexibility, the compute clusters and storage clusters

are disaggregated [51, 52]. All applications and services are running in the compute

clusters. When data read/write is needed, the requested data is transmitted through

the network, which can cause performance issues due to the heavy network traffic. The

situation is even worse for distributed key-value stores like HBase due to its high data

read and write amplification. That is, the data being transmitted through the network

is much larger than the data being requested by the applications since the size of re-

quested key-value pairs is usually much smaller than the data blocks being readout.

Also, when writing the data, the persistent logging, backend garbage collection, and

compaction which are the common designs in key-value stores will cause more data to

be written to the storage clusters.

Using faster but more expensive storage, computing, and network hardware is a way

of solving the performance issue, which requires high hardware investments. In order

to effectively reduce the overhead introduced by the compute-storage disaggregation

without extra hardware cost, a promising direction is to bring the data intensive ser-

vices closer to the storage to avoid the transient overheads, which is called in-storage

computing. We explore the potential of improving the performance of applications in

compute-storage disaggregated infrastructure via reorganizing the workflow: offloading

some of the data intensive modules to the storage cluster. We focus on the performance

issues caused by the huge data traffic between compute clusters and storage clusters.

HBase is used as an example to explore the performance issues and demonstrate the

effectiveness of in-storage computing based solutions. Applying the in-storage comput-

ing concept in big data infrastructure is a new research direction. Many problems and

issues such as data computing control logic, data path management, data transmission,

and caching needs to be addressed.

How to better understand the KV-store workloads in different big data

applications to help optimize the performance and cost-effectiveness? As

mentioned above, a big challenge of KV-store performance improvement is the diverse
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workloads in big data. Collecting and characterizing various KV workloads from big data

applications is essential and has a significant influence on both industry and academia.

However, the existing works of workloads collecting and analyzing focus on the block

level, file system level, SQL level, etc, which are very different from the KV workloads

in big data infrastructure [53, 54]. The proposed workload characterizations and models

cannot be applied to the big data storage systems. Key-value based APIs are different

from the interfaces of the aforementioned scenarios. If the workloads in big data storage

systems can be collected, analyzed, characterized, and modeled in different I/O stack

levels, it will help to further improve the performance and reduce the cost of the system.

However, there are several difficulties: 1) It is difficult to design and implement a tracing

tool in the existing big data storage systems; 2) It is very difficult to collect the workload

from the production environments with high accuracy; 3) The methodologies to fully

characterize the KV workloads need to be explored; 4) How to model and benchmark

the KV workloads from big data applications have not been investigated.

1.3.2 Contributions

Five research studies covering the four research areas are presented in detail in this

thesis. First, we propose and develop a tier-aware file system with data deduplication

to address both performance and cost issues. Second, we propose a new caching scheme

to address the data deduplication restore performance issue, which can effectively use

future information in the recipe and be adaptive to the workloads. In another work,

we use a sliding window to analyze the fragmentation level of deduplicated data chunks

based on the near future and past information to assist the rewrite decisions for higher

restore throughput. Third, we explore the potential of offloading the scanning module

of HBase to the storage system and propose a new caching scheme for the in-storage

computing based HBase. Finally, we characterized, analyzed, modeled, and bench-

marked the RocksDB key-value workloads at Facebook from different big data services

and applications.

1. TDDFS: a tier-aware data deduplication based file system In a primary

storage system of big data infrastructure, due to the activeness difference of the data,

storage tiering is an important architecture to achieve high performance and high cost-

effectiveness. However, in a big data environment, more accurate data management
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between the storage tiers and much lower storing costs are required, which cannot be

achieved by the current block-based tiered storage designs. To address this issue, we

proposed and developed a storage tier-aware file system with data deduplication. Two

storage tiers with different performance and costs are managed by the same file system

to improve the data migration accuracy. Importantly, data deduplication is applied in

both tiers for different purposes. First, when files are migrated from the fast tier to

the slow tier, all the files are deduplicated to eliminate the data redundancy, which

further reduces the data storage cost and improves the space utilization of the slow tier.

When files in the slow tier are accessed, they are migrated back to the fast tier with

the deduplication structure. It can effectively reduce the data migration overhead and

improve the space utilization of the fast tier.

2. ALACC: accelerating restore performance of data deduplication sys-

tems using adaptive look-ahead window assisted chunk caching As mentioned

before, during the deduplication process, the original data is partitioned into data chunks

and only unique chunks are stored in containers. After deduplication, the data chunks

of the original data are scattered over a lot of containers and a large number of container

reads are required when restoring the original data back. It causes serious read perfor-

mance issues. Since some of the data chunks in the same container are usually used

within a short range of restored chunks, caching the data chunks from the containers

being read-in can effectively reduce the container reads. To further improve the caching

scheme with low memory space overhead, we designed and proposed the look-ahead

window assisted chunk-based caching scheme. By applying future information stored in

the recipe to the caching mechanism and using adaptive policies to make better trade-

offs between caching overhead and cache hit ratio, the container reads are effectively

reduced compared with the state-of-the-art caching schemes.

3. Sliding look-back window assisted data chunk rewriting for improving

deduplication restore performance Using caching schemes to improve the read per-

formance of deduplication systems also has its limitations. During the restore process,

if the data chunks are used again and they are already evicted from the cache, container

reads are still needed. These highly fragmented data chunks will cause extra container

reads which cannot be effectively reduced via caching schemes. To address this issue,

these highly fragmented data chunks need to be transferred into data chunks with a
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good spatial locality. That is, we store these duplicated chunks again (rewrite) together

with the newly generated unique data chunks. After rewriting these chunks, instead of

reading out the containers that originally store these chunks, these data chunks are read

out together with the nearby unique data chunks during the restore. In this way, data

chunk rewriting further reduces the container reads which are left out by the caching

schemes. However, the data chunk rewrite can lower the deduplication ratio. To ac-

curately rewrite the data chunks and make better tradeoffs between the deduplication

ratio and restore performance, we proposed and developed the look-back window as-

sisted data chunks rewriting scheme (LBW). In this approach, each duplicated data

chunk is evaluated by a sliding look-back window to decide whether this chunk should

be rewritten or not. Compared with the existing rewrite schemes, especially container

capping [55], LBW provides both the historical and future information for each dupli-

cated chunk to make the rewrite decision. Moreover, by using the deduplication ratio

reduction and container reads reduction to bound the rewrite threshold, the proposed

approach can make better tradeoffs between the deduplication ratio and the restore

performance.

4. IS-HBase: a in-storage computing based HBase architecture in big

data infrastructure HBase is a distributed key-value store based on LSM-tree and

it is widely used in data processing platforms such as Spark [28] and MapReduce [56].

Key-value pairs are sorted and stored in files called HFile. The basic I/O units of HBase

are data blocks which are usually much larger than a single key-value pair. The queries

of Get and Scan key-value pairs from HBase cause high read amplification. Due to the

compute-storage disaggregation in big data infrastructure, a high read amplification

causes a huge amount of network traffic and it brings in performance issues. To address

the performance issue of HBase in the compute-storage disaggregation infrastructure,

we proposed a in-storage computing based HBase architecture. Instead of reading data

blocks to the compute cluster, part of the read module called scanner is offloaded to

the servers in the storage cluster. By preprocessing the data blocks in the storage

servers and only transmitting requested key-value pairs to the compute cluster, the

network traffic is effectively reduced. Offloading the scanner module to the storage

cluster causes challenges for caching. The original block-based cache cannot be used.

We further proposed the adaptive hybrid cache scheme, which caches both key-value
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pairs and data blocks to achieve a high cache hit ratio. The cache space boundary

between key-value pairs and data blocks is dynamically changed to maintain a high

cache space utilization when the workload changes.

5. Characterizing, modeling, and benchmarking RocksDB key-value work-

loads at Facebook To help design the storage systems for big data applications, we

need a better understanding of the big data workloads in the real production environ-

ment. By capturing, analyzing, characterizing, and modeling the workloads, we are able

to know the limitations of the existing storage systems for big data applications and

propose novel solutions to improve the system performance and cost-effectiveness. To

achieve this, we collected the key-value query level workloads of RocksDB at Facebook.

It covers the key-value store use cases in the primary storage system, warm storage

system, and storage system for data processing platforms. We developed a set of tools

to collect, replay, analyze, model, and benchmark the workloads from the three typical

use cases. We explored some important insights into the workloads such as query com-

positions, key-value pair hotness patterns, and key-space locality. We further explored

the limitations of widely used key-value store benchmark YCSB [57] when testing the

storage I/Os under the key-value store. Based on the workloads models, we developed

a new benchmark that can better emulate both the key-value query level workloads and

the storage I/Os than those of YCSB.

In general, designing and developing high-performance and cost-effective storage

systems to support big data applications is a very important research area in the next

10 to 20 years. As the boundary of big data quickly expands due to billions of intelligent

devices being used, more data will be created and stored. At the same time, thousands

of different applications and services are developed to use these data to better serve our

daily life. In this thesis, the five pieces of research show the methodology and value of

making better tradeoffs between the performance and cost-effectiveness from different

perspectives for storage systems in big data infrastructure.

1.4 Thesis Outline and Previously Published Work

The rest of this thesis is organized as follows. In Chapter 2, we will summarize the

background of big data infrastructure, new storage devices, tiered storage systems, data
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deduplication, and key-value stores. Chapter 3 presents the tiered-aware file system with

data deduplication. Chapter 4 discusses a novel way of improving data deduplication

restore performance with a hybrid workload adaptive caching scheme. The look-back

window assisted data chunk rewrite is another approach to improve the restore perfor-

mance, which is described in Chapter 5. In Chapter 6, the in-storage computing based

HBase is introduced in detail to show the value of offloading I/O intensive module of

key-value stores to the storage cluster in big data infrastructure. The characterizing,

modeling, and benchmarking of RocksDB key-value workloads at Facebook’s big data

infrastructure is presented in Chapter 7. Finally, the thesis is concluded and the future

research vision is presented in Chapter 8.

This thesis including the materials from several of our previous publications [24, 58,

59, 60, 61, 62, 63, 64, 65]. Specifically, Chapter 3 includes material from [58]. Chapter

4 revises material from [59] and Chapter 5 revises from [60]. Chapter 6 revises material

from a paper that is under review. One should be able to look at the paper by the

forthcoming citation: “Zhichao Cao, Huibing Dong, Yixun Wei, ShiyongLiu, and David

H.C. Du. IS-HBase: A New In-Storage Computing based HBase Architecture with I/O

Offloading and Self-Adaptive Caching”. Chapter 7 revises material from [61].



Chapter 2

Background

In this section, we will first introduce the big data infrastructure, including the basic

system high-level overview, requirements from big data applications, and the potential

research issues. Then, as the building block of the storage system, the new storage

devices and the tiered storage are presented. In the end, data deduplication and key-

value stores are introduced.

2.1 Big Data Infrastructure

The big data infrastructure [54] is a very complex system. It includes all the infras-

tructure components including network, computing, and storage. Each component is

used in different levels and granularities and they are fully distributed. In a big data

infrastructure, data is the center. All components are constructed related to how to

transmit data, how to use data, and how to store data [53]. If we look at the life cycle

of data in a big data infrastructure, we can have a clear overview.

First, services and applications generate the data at the beginning. On one hand,

users are using services and applications all the time, data is generated and collected

at the front end of the infrastructure. On the other hand, internal applications also

generate a huge amount of data. For example, data is also generated by processing the

original raw data from users [28]. The front end computing servers cannot persistently

hold the data. All the newly generated data is stored in different storage systems such

as databases, key-value stores, file systems, and object storage systems. We call these

18
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storage systems the primary storage systems. Network connect users, applications,

and storage systems [66]. Primary storage systems mainly support the regular data

operations from users and applications. Primary storage usually stores a huge amount

of data. Therefore, data storing cost and performance needs to be considered at the

same time.

Besides storing data in the primary storage systems, data should also be stored in

other places again for the following reasons. First, not all the data is used by users

and applications after the data is stored. Data in big data scenarios usually has a very

good temporal locality. That is, new data is more actively used than the old data.

For example, in a machine learning based recommendation application, the recently

generated user behavior data is used for training and prediction instead of using the

data that has been generated years ago [67]. Storing those data in the primary storage

systems wastes the storage space and increases both cost and overhead. Therefore, most

of the cold data is migrated to storage systems with very low storing costs, which are

called the warm storage systems in the big data infrastructure. Warm storage systems

usually use low-cost storage devices such as HDDs.

Second, machine learning and other data processing applications read a huge amount

of data. If they directly read the data from primary storage systems, it can cause

unstable and spiky workloads [68]. It can cause serious performance issues for users and

applications. Therefore, the warm storage system is also used to store the data which

is used for backend data processing, for example supporting data warehouses. In this

case, applications have high throughput requirements on data read and write.

Third, data reliability is very important for big data. Since the size of data being

stored in the primary storage systems is extremely huge, there are millions of servers

and storage devices being used. Due to such a large number of servers and devices,

hardware and software failures can happen very frequently which can potentially cause

data loss [69]. Moreover, accidents like earthquakes, power failures, and data center

accidents can happen at any time. It is essential to backup all the data from the primary

storage system to the storage systems with very low storing cost which is called cold

storage systems [70]. Backup can happen daily, weekly, or even hourly based on different

requirements. Data changes between two backups can be very small. Technologies such

as delta backup [71], data deduplication [36], and compression [72] are widely used to
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improve warm storage space utilization.

Data itself is the center of the big data era. After the data is stored, it is widely

used by different applications such as data batch processing applications (e.g., Spark

[28]), machine learning services, data mining services, AI training/inference services,

and graph processing applications. Data is usually read out from the warm storage

systems to the data processing platforms. Although most of these services use the

large memory space to speed up the processing, the storage system is very important

in these platforms. First, the data being processed can be even larger than the memory

space, some data needs to be temporarily stored in the persistent storage for further

processing. Second, the temporally generated data, for example, the RDD in Spark,

cannot be cached in memory. A fast storage system is required to store these data.

Third, the data processing results such as the AI/ML models and newly generated data

after processing should be persistently stored to support other applications [29, 30]. The

space requirement of the storage system for data processing platforms is much smaller

than the primary storage systems and warm storage systems. However, it has higher

performance requirements than the other two such as high throughput and low latency.

The network is also important in big data infrastructure [73]. On one hand, due to

the extremely large scale of data and in order to support a large number of big data

related applications, compute and storage clusters are disaggregated to achieve high

scalability, flexibility, and reliability [74]. The high-speed network is needed to set up

the connections between compute and storage clusters [75]. On the other hand, big data

infrastructure is highly distributed. Data is created all over the world and applications

are also geographically distributed. Network setup the connection between data sources,

data storage, and data consumers. However, the network bandwidth is fixed after it is

set up. If applications generate heavy network traffic in a short period of time, it can

cause serious performance issues. Moving computing close to storage or moving storage

close to computing becomes a new area to explore in big data infrastructure [76, 77].
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2.2 New Storage Devices and Tiered Storage

In recent years, different types of storage devices are developed such as Non-volatile

Memory (NVM) [78], flash-based Solid State Drives (SSD) [79], Shingle Magnetic Record-

ing based drives (SMR) [80], DNA based storage [81], and glass-based storage [82]. NVM

is non-volatile and its data will be persistently stored after power-off, which makes it

powerful but also brings in several challenges. Some studies use NVM as the whole

memory and other studies combine DRAM with NVM to deliver better performance

and storing density. SSD has a better performance than HDD. The performance of

SSD can be up to 100 times higher than that of HDD, especially for random I/O. SMR

extends the storage capacity of regular HDD, but it also suffers from the non-sequential

write performance. DNA- and glass-based storage devices are explored and investigated

in the recent 2-3 years, it is promising to store a huge amount of data in DNA- or

glass-based storage devices with an extremely low cost.

By using different types of storage devices in a storage system, tiered storage is a

way to make better tradeoffs between costs and performance. Fast and slow devices are

used to construct tiered storage systems with distinct performance characteristics. Many

storage companies deliver block-based tiered storage products, such as IBM’s Tivoli [83],

EMC’s FAST [84] and Dell Compellent’s Data Progression [85]. These products may

consist of several tiers with different performance characteristics and cost-effectiveness

to adapt to different levels of data activeness. Typically, in a two-tier storage system, a

fast-tier has higher performance, higher cost, and smaller capacity while a slow-tier has

lower performance, lower cost but bigger capacity [31]. The fast-tier is used for storing

active or hot data blocks while the slow-tier is used to store less active or cold blocks.

Due to the dynamic changing of data activeness, data blocks are migrated between

the two tiers to make the most of data accesses happen on the fast-tier. Accordingly,

the performance of the whole system can be close to that of the fast-tier, but its cost-

effectiveness can be close to that of the slow-tier.

When deploying a file system on top of the tiered storage, some issues need to be

addressed. A file system may easily collect certain information like file access patterns,

file activeness, and file boundaries that can benefit data allocation and migration be-

tween different tiers. Although there are existing efforts focusing on passing high-level
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hints to the lower level storage layer [86], the collected information cannot be easily

passed to block level and used by the tiered storage management for efficient data mi-

gration. Besides, some file system related data like file metadata data, which is small

but latency-sensitive, should never be migrated to the slow-tier. A tiered storage system

without knowing the semantics of the file and data may migrate the file metadata to

the slow-tier since the data chunk which contains the metadata has not been used for a

long time and causes higher latency when a related file is accessed.

2.3 Data Deduplication Preliminary

Data deduplication was introduced to eliminate the duplicate network traffic [87] more

than 20 years ago. Later on, it is widely used in the storage systems such as archiving and

backup systems to improve the storage space utilization [36, 88, 35, 89, 90, 91]. Recently,

data deduplication is also applied in the primary storage systems such as SSD array to

make a better trade-off between cost and performance [92, 93, 94, 95, 96, 86, 97, 98].

In a data deduplication system, data is processed as a byte stream during the dedu-

plication process. The byte stream is segmented into either a fixed size or variable size

chunks via different chunking algorithms [99]. Typically, the average chunk size is from

2KB to 16KB. After chunking, a chunk ID (the hash value of the chunk) is generated

based on the content of the data chunk. The chunk ID is used for looking up in a large

globally indexed table to verify whether this data chunk has appeared and been stored

before. If the chunk is unique (i.e., the chunk ID cannot be found in the indexed table),

the chunk will be stored in an active container in memory and a new entry which stores

the data chunk metadata (e.g., chunk size, chunk ID and other metadata) and chunk

address (container address and offset) will be added to the indexed table. If the chunk

exists, it will not be stored since this chunk is duplicated.

In either case, the corresponding chunk information is added to the recipe. When

the active container is filled up, it will be written out to the storage and a new empty

active container is created in the memory to accept the upcoming unique chunks. Since

each container holds only unique data chunks, a data chunk identified as a duplicated

chunk has actually been stored in a container created some time ago.

Restore the data stream back is the reverse process of deduplication. Starting from
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the beginning of the recipe, the restore engine identifies the data chunk information

sequentially, accesses the chunks either from memory or from storage, and assembles the

chunks into an assembling buffer in memory. To get a data chunk from the storage, the

entire container holding the data chunk will be read to memory. To access a duplicated

data chunk, the restoring process may have to read out a container located far away

from the last accessed container since the containers are stored sequentially based on

the order of their creation. Once the assembling buffer is full, data is flushed out to the

storage. Due to the size mismatch between the data to be restored and the total size

of containers being readout, the restore performance is much lower than reading the

data without deduplication. Different data chunk caching schemes and duplicate chunk

rewriting schemes are proposed to improve the restore performance (e.g., container-

based caching [100, 101, 102, 103], chunk-based caching [55, 104, 59, 55], and duplicated

data chunk rewrite schemes [100, 101, 102, 103, 55, 60]).

2.4 Key-Value Stores

Key-value store (KV-store) is a type of data storage that stores and accesses data

based on {key, value} pairs [41]. The applications, data structure, storage systems that

can satisfy the simple data read/write interfaces can be defined as KV-stores. Hash

table, hash-based cache, other data structures based on different tree structures are

one category of KV-stores. Some storage engines such as RocksDB [42] and LevelDB

[43] are also KV-stores, which is defined as a persistent KV-store. Some large scale

applications such as HBase [44], Dynamo [45], Cassandra [46], and some object storage

systems [47, 48] are the distributed KV-stores. Different from relational database and

file systems, KV-store does not provide complex operations and power interfaces on

data. Therefore, KV-stores are usually used as the basic building blocks for other

applications and systems. Due to its simple interface requirement, KV-store usually

achieves higher performance.

In big data, data is generated from different applications and users. The relation-

ship between data is much weaker than the data written in file systems and relational

databases. For example, the record of users using smartphone Apps, the statistics col-

lected by the IoT devices, and the people’s location information do not have explicit
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connections. The powerful attributes of relational databases and file systems are not

useful for those data. In contrast, these features can bring unnecessary overhead, such

as the locking mechanism of the relational database and the indexing structure of the

file system.

KV-store usually provides Get, Put, and Delete interfaces to support data read,

write, and delete operations [42]. If the KV-store is hash-based, it usually does not

support range query since the KV-store does not maintain data ordering based on

keys. Most persistent KV-stores provide the range query since scanning the KV-pairs is

required for a persistent KV-store such that applications are able to know the KV-pairs

that are stored in the system. In order to support range queries, persistent KV-store is

designed based on the data structure in which the KV-pair ordering can be maintained

in the persistent storage, such as B-tree [105], LSM-tree [106], or Trie [107].

In big data infrastructure, KV-stores play very important roles. In the primary

storage system, KV-stores are used to support different applications or used as storage

engines for other storage systems such as relational databases, distributed KV-stores,

and some object storage systems. In warm storage, KV-stores are usually used in

metadata services or indexing for cold data due to its high performance. In big data

processing platforms, KV-stores are used as a temporary storage for data being stored,

processed, or small model parameters. KV-stores are also used to support high speed

data read and write in big data processing platforms. Understanding the workloads of

KV-stores in big data infrastructure is very important to optimize the configuration,

designs, and development of KV-stores. Also, in big data scenarios, using KV-store

also has different challenges such as how to deal with large scale issues, how to address

the performance bottleneck caused by big data infrastructure, and how to integrate

KV-store with other applications in a better way.
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TDDFS: A Tier-aware Data

Deduplication based File System

3.1 Introduction

According to International Data Corporation (IDC), more than 19 zettabytes (billion

terabytes) of various storage media will need to be shipped between 2017 and 2025 to

meet world data storage demands [108]. The amount of data created by use of social me-

dia, e-business, and other large-scale IT systems continues to grow exponentially [109].

This growth will cause the scale of some future file systems to become extremely large

with billions of files stored in a single system. Several file systems such as GPFS [110],

ZFS [111], HDFS [112], and Ceph [113] are already designed to satisfy this extremely

large-scale storage requirement. In these file systems, except for a small number of

active files that are used very frequently, most files are not re-accessed for a long period

of time after they are first written [114]. Keeping all files, even infrequently accessed

ones, in high-performance storage negatively impacts the overall cost-effectiveness of the

storage system [115]. Thus, we are looking for approaches to improve the file system

performance while reducing the total storage cost of large-scale file systems.

In recent years, different types of storage devices have been developed such as Non-

Volatile Memory (NVM), Solid State Drives (SSD), and hard drives that use Shingled

Magnetic Recording (SMR). These devices are used to construct different storage tiers

with distinct performance characteristics. Typically, in a two-tier storage system, the

25
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fast tier has higher performance, higher cost, and smaller capacity while the slow tier

has lower performance, lower cost, but bigger capacity [31]. The fast tier is used for

storing active, or hot, data blocks while the slow tier is used to store less-active, or cold,

blocks. Due to dynamic changes in data activity, data blocks are migrated between the

two tiers to make more data accesses occur in the fast tier while most inactive files are

stored in the slow tier. Therefore, the performance of the whole system can be close to

that of the fast tier, but its cost-effectiveness can be close to that of the slow tier.

To manage storage tiers at the file system level and to achieve a good trade-

off between performance and cost-effectiveness, we propose a Two-tier aware Data

Deduplication-based File System called TDDFS. TDDFS allocates and migrates files

between the two tiers. TDDFS conducts file-based activity evaluation and manages

file-based migrations efficiently and accurately. Files are always accessed from the fast

tier as in a regular file system to achieve high performance. An access to a file in the

slow tier triggers the file to be migrated to the fast tier. TDDFS also deduplicates

the files that are going to be migrated from the fast tier to the slow tier. Since data

deduplication identifies redundant data and replaces it with corresponding metadata,

TDDFS reduces the amount of data being migrated to the slow tier and improves its

space utilization.

TDDFS creates and operates on new files in the fast tier the same as files in normal

file systems to gain the best performance. After a period of time, some less-active files

are migrated to the slow tier. These files are deduplicated with a Content Defined

Chunking (CDC) process, while their file metadata is still maintained in the fast tier. If

a file (deduplicated) in the slow tier is requested by a file open, the file will be migrated

back to the fast tier. We have designed special ways of handling the files to be migrated

from the fast tier to the slow tier or vice versa. To reduce the amount of data to be

migrated from the slow tier to the fast tier, TDDFS does not assemble the file back to

its original state; instead, it keeps the structure of the data chunks generated by data

deduplication. That is, the file recipe created during the deduplication is used to index

the data chunks in the fast tier. Therefore, data chunks that already exist in the fast

tier do not need to be migrated. In this way, the amount of data to be migrated from

the slow tier to the fast tier is reduced. To further reduce the data to be migrated from

the fast tier to the slow tier, TDDFS keeps track of whether or not an existing data
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chunk in the fast tier has been modified. If a data chunk is not modified and a copy

of the chunk exists in the slow tier, it does not need to be migrated from the fast tier

back to the slow tier. Consequently, the amount of data to be migrated between the

two tiers is reduced 80% to 90% compared with the design without deduplication or the

design that only applies deduplication to the slow tier.

This research describes the architecture design, prototype implementation, and eval-

uations of TDDFS. We implemented TDDFS based on FUSE and compared it with other

file system level tiering designs such as AllDedup (all files in both tiers are deduplicated)

and NoDedup (no files in either tier are deduplicated). The evaluation results show that

the overall performance of the proposed system is very close to that of a comparable

file system with the NoDedup tiering design, and its cost-effectiveness is very close to

that of the AllDedup design. This means TDDFS achieves close to the best overall per-

formance and cost-effectiveness among various file-tiering designs for a two-tier storage

system. For example, as shown in Section 5.6.1, the throughput of TDDFS can be close

to or even better than that of NoDedup, and the per GB cost of TDDFS is only about

2% higher than that of AllDedup. Our key contributions include:

• By keeping deduplicated unique data chunks in both tiers and creating new files

as regular files in the fast tier, TDDFS simultaneously achieves high performance

and high cost-effectiveness.

• When a file is migrated from the slow tier to the fast tier, if some of the data

chunks of the file already exist in the fast tier, these chunks will not be migrated.

Thus, TDDFS reduces the transfer costs of migrating data between the slow tier

and the fast tier.

• Data chunks are shared among reloaded files in the fast tier. Consequently,

TDDFS achieves a good space saving in the fast tier (no duplicate data chunks)

with only a small read/write performance penalty.

• TDDFS improves the deduplication performance and migration efficiency. This

is because the unmodified data chunks of the reloaded files in the fast tier do not

need to be deduplicated, and these chunks will not be migrated to the slow tier if

they already exist in the slow tier.
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The rest of the chapter is arranged as follows: We discuss both background and chal-

lenges in Section 3.2. Section 3.3 provides the proposed system design and architecture

in detail, and our prototype implementation is described in Section 3.4. We evaluate

and analyze the performance of our approaches in Section 5.6.1. The related work is

reviewed in Section 3.6. Finally, we conclude our work in Section 3.7.

3.2 Background and Challenges

In this section, we first briefly discuss tiered storage, file activity, and file access locality.

Then, the challenges of integrating data deduplication with file migration are discussed.

3.2.1 Tiered Storage

The management of tiered storage is usually achieved at the block level [85]. Typically,

a tiered storage system uses either flash-based storage drives or high-performance hard

disk drives as a fast tier and uses either low-performance hard disk drives or tape drives

as a slow tier [83, 85, 84, 116]. The migration granularity in a tiered storage system is

a data chunk with the size varying from 4KB to 1GB or even larger [85, 116, 84]. A

smaller chunk size is usually more accurate and efficient for selecting data chunks to be

migrated, but its maintenance cost is higher and it may cause more data fragmentation.

A larger chunk size reduces the management overhead; however, the data migration

efficiency and accuracy are relatively low.

Deploying file systems on top of a block-based tiered storage system is a straightfor-

ward approach to achieve good cost-effectiveness. As the number of files continuously

increases, their corresponding data volume will go beyond the capacity of the fast tier.

Therefore, a number of files have to be migrated from the fast tier and stored in the

slow tier. In this case, data migration is completely managed by the block-based tiered

storage system [32, 117, 31]. The physical location of a file is transparent to the file sys-

tem, and existing file systems and applications can be directly used in a tiered storage

environment without any changes.

When deploying a file system on top of a tiered storage system, some potential issues

still need to be considered. First, since data activity measurement and data migration

are chunk-based, the need to migrate one file may cause the whole data chunk to be
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migrated. This would consume more storage I/O bandwidth of the two tiers than

necessary. Similarly, a small but active file may prevent a big data chunk from being

migrated to the slow tier. This would mean that the valuable space of the fast tier is

not economically used. Second, a file system may easily collect certain information like

file access patterns, file activity, and file boundaries that can benefit data allocation

and migration between different tiers. However, the collected file system information

cannot be easily passed to the block level and used by the tiered storage management

system, though there are existing efforts focusing on passing high-level hints to low-level

storage layers [86, 118]. Therefore, moving the migration management logic up to the

file system level can potentially solve some of the aforementioned issues and make the

management more efficient and accurate. Third, some file system related data like file

metadata, which is small but latency sensitive, should not be migrated to the slow tier

if space is adequate. A tiered storage system, without knowing the semantics of the

data, may migrate the file metadata to the slow tier if the data chunk that contains the

metadata has not been used for a long time. This will cause higher latency when the

file is accessed later and for other file system operations that depend on the metadata

(e.g., the ls command used to list directory contents).

Although file systems that can manage multiple storage tiers have been developed

such as GPFS [119], ReFS [120], and Oracle HSM [121], determining policies that allow

a file system to manage multiple storage tiers with good tradeoffs between performance

and cost remains challenging. Deduplication adds another tradeoff. By deduplicating

the files that are migrated to the slow tier, migration cost is reduced and the space

utilization of the slow tier is improved. However, data deduplication brings a perfor-

mance penalty especially when applications are accessing the deduplicated files. Thus,

the challenges of integrating data deduplication with file migration need to be carefully

addressed.

3.2.2 File Activity and Access Locality

To better understand file activity and access locality, researchers have measured and

analyzed file system workloads. Most of these studies have similar findings on file

activity and file access patterns [122, 123, 114]. Leung et al. [114] collected three

months of file system workload traces from NetApp’s data center used by more than



30

1500 employees. They discovered that more than 90% of the over 22TB of active storage

was untouched over the three-month period. Of the files accessed, 65% were only opened

once and 94% were accessed fewer than five times. Meyer et al. [124] collected file system

traces from 857 desktop computers at Microsoft and focused on file modifications and

file writes. Analysis of the month-long file traces showed that less than 10% of files were

modified within the last 10 days, and more than 80% of files were not modified within

the last month. From these studies, it is easy to conclude that in large-scale file systems

most files are less active and infrequently accessed. It also implies that these files can

be migrated to the slow tier to reduce hardware costs if the tiered designs are used.

Leung et al. [114] also found that more than 60% of file re-opens occurred within

one minute of these files being closed. This result indicates that a file may be opened

and closed a couple of times within a short period. Thus, it is reasonable to migrate

files from the slow tier to the fast tier to achieve better performance when the files

are accessed. In addition, file operations display locality. Based on the traces, Leung

et al. concluded that about 21% of file operations accessed file data (reads or writes)

while about 50% were strictly metadata operations. Thus, in a two-tier storage system,

storing the metadata of hot files, or even all of the metadata if possible, in the fast

tier can improve the overall performance. In general, all metadata plus the frequently

accessed files are still a small portion of the total data in a file system. Therefore,

storing these data in the fast tier can achieve good performance and high efficiency if

the capacity of the fast tier is large enough. In another study, Roselli et al.[123] found

that files tend to be either read-mostly or write-mostly, and the total number of file

reads tends to be several times more than the total number of file writes. The proposed

design of TDDFS incorporates these findings into tradeoffs between performance and

cost-effectiveness for reads and writes.

3.2.3 Deduplication and Challenges of Integrating Deduplication with

Migration

Data deduplication is a popular feature in many storage software products. By iden-

tifying and only storing unique data chunks, data deduplication considerably reduces

the space required to store a large volume of data [125]. Data deduplication is broadly
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classified into two categories: primary data deduplication and secondary data dedupli-

cation. Primary deduplication usually refers to deduplicating primary workloads, and

secondary deduplication refers to using deduplication in backup or archival systems

[126].

Both primary data deduplication and secondary data deduplication have similar

processing operations [90, 93]. Typically, the data to be deduplicated forms a byte

stream and is segmented into multiple data chunks according to a chunking algorithm.

Fixed-size chunking and Content Defined Chunking (CDC) are two major types of

chunking algorithms [99]. The former has a higher throughput, while the latter can

achieve a better deduplication ratio (i.e., the original data size divided by the data size

after deduplication, which is always ≥ 1). A chunk ID based on the fingerprint of the

data chunk content is calculated by a cryptographic hash function (e.g., MD5, SHA-1,

or SHA-256). Once a chunk is determined, the deduplication system searches for the

chunk ID in the indexing table (i.e., the collection of all existing chunk IDs). If the

chunk ID already exists, the data chunk is a duplicate and it will not be written to the

storage again. If the chunk ID is new (does not exist), the data chunk is unique and

will be stored. Then, a new indexing entry that maps this chunk ID to the physical

location of the chunk will be created and added to the indexing table. Other mapping

metadata (i.e., a file recipe) is created to map all data chunks (redundant or unique)

to their stored locations in the same sequence as they were in the original byte stream

such that it can be reconstructed in the future.

Although integrating data deduplication with file migration can improve the slow tier

space utilization and potentially reduce migration cost, it also brings some performance

issues such as high compute and memory resource utilization, high latency, and low

throughput [127, 128, 129]. The chunking process, chunk ID generation, and chunk ID

searches in the indexing table are time-consuming. Thus, data deduplication increases

the I/O latency and impacts the throughput [55, 103, 89]. Caching a large portion of

the indexing table in memory can increase the chunk ID search speed, but the memory

space available for the file system or other applications will be reduced which may

further degrade the overall performance. To address these challenges, TDDFS does not

assemble the reloaded files (i.e., deduplicated files to be migrated from the slow tier to

the fast tier) back to their original state in the fast tier. This avoids creating a file with
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many duplicate data chunks, since some data chunks may already exist in the fast tier.

By tracking the updates to data chunks of a file in the fast tier, extra deduplication can

be avoided if the data chunks are not modified. These concepts are discussed in more

detail in Section 3.3.

3.3 System Architecture and Design

In this section, we first overview the architecture and important modules of TDDFS

including the File System Layer (FSL), File Migration Manager (FMM), Deduplica-

tion/Restore Manager (DRM), and Reloaded File Manager (RFM). Then, four impor-

tant and unique features of TDDFS are described. Finally, several major data operations

are discussed. This description of TDDFS is intended to show the design principles of

our proposed approach.

3.3.1 Architecture Overview

An overview of the TDDFS architecture is shown in Figure 3.1. The FSL provides a

generic interface similar to that of a typical file system, so upper-layer applications can

use TDDFS without any modifications. This FSL allows applications to directly read

files from and write files to the fast tier until the files are migrated to the slow tier.

Since all metadata is stored in the fast tier, the FSL processes all metadata requests

directly on the fast tier. The FMM collects file information from the FSL to evaluate
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the file activity and manage the migration process between the two tiers.

In addition to the FMM, two other modules, the RFM and DRM, cooperate to

support the major operations of TDDFS. When file migration starts, the FMM selects

the file migration candidates and, if these files are newly created, tells the DRM to

read the candidate files from the fast tier as a byte stream to be deduplicated. After

the files are successfully deduplicated and stored in the slow tier, their data is deleted

from the fast tier. The file recipe that is used for future file restore and read/write

operations is stored in the fast tier as part of the file metadata. If a deduplicated file

in the slow tier is requested by a file open call from an application, the FSL tells the

FMM to migrate the file from the slow tier to the fast tier (this action is called a reload).

During this process, the DRM identifies, reads, and then writes the required unique data

chunks from the slow tier to the fast tier. Note that some of the unique data chunks

may already exist in the fast tier. These data chunks will not be reloaded. A unique

feature of TDDFS is that the reloaded file references its data through an index of the

unique data chunks in the fast tier. These data chunks may be shared by the same file

or different reloaded files. Note that read or write requests may happen during a file

reloading process; TDDFS is able to process the read and write requests concurrently

with file reloading. Another optimization is that when a reloaded file is selected to be

migrated from the fast tier to the slow tier again, unmodified data chunks do not need

to go through the deduplication process. Only modified data chunks of a previously

reloaded file that is now moving to the slow tier will be deduplicated by the DRM. File

migration and reloading are transparent to the applications.

Based on the file’s location and state, files in TDDFS are classified into three cate-

gories:

• Newly created files: These are files newly created in the fast tier. Their meta-

data and data are the same as files in a typical file system. Since there is no

special operation needed for newly created files, their performance is considered

similar to files in a typical file system deployed on the fast tier.

• Deduplicated files: These are files migrated from the fast tier to the slow tier

that go through the deduplication process against the unique chunks already stored

in the slow tier. Their metadata is stored in the fast tier; however, their unique
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data chunks are stored in the slow tier without duplicates. TDDFS creates a file

recipe for each file as part of the metadata, and the file recipe is used to access

unique data chunks of this file in the slow tier.

• Reloaded files: These are files reloaded back from the slow tier to the fast tier.

During the reloading, only unique data chunks that do not exist in the fast tier

are reloaded back to the fast tier. Some data chunks in the fast tier are referenced

by only one reloaded file, while others are referenced several times by one file or

even concurrently referenced by multiple reloaded files. After reloading, the file

recipe is updated with data chunk addresses located in the fast tier.

One example of different file states and their data layout in TDDFS is shown in

Figure 3.2. In the figure, log1 and log1 new are newly created files, and log1 new is a

new version of log1 with newly appended content. DCV1, DCV2, and Centos are reloaded

files. DCV1 and DCV2 are the data volumes of Docker containers. Chunk C2 and C14

are shared by the reloaded files. Ubuntu/12.04 and Ubuntu/14.04 are deduplicated

files. Since log1 new is a newly created file, its data content, indicated as three chunks

C1-C16-C3, is stored in the fast tier in a logically consecutive space and managed as a

regular file. Note that C1, C16, and C3 are the data chunks that will be partitioned by

deduplication in the future, and C3 is the newly appended content based on log1. When
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TDDFS decides to migrate the newly created file log1 (which has content indicated by

two chunks C1-C16) from the fast tier to the slow tier, the FMM reads the file data and

passes it to the DRM. The DRM partitions the file into two data chunks, C1 and C16.

Because C1 already exists in the slow tier, only C16 will be migrated and written to

the slow tier. This saves I/O bandwidth and improves space utilization of the slow tier.

Ubuntu/12.04 and Ubuntu/14.04 are deduplicated files and have two identical data

chunks, C1 and C14, in both files. However, only one copy of C1 and C14 is stored in

the slow tier. If Ubuntu/14.04 (consisting of data chunks C1, C13, and C14) is reloaded

back to the fast tier, only one data chunk, C1, needs to be reloaded to the fast tier.

This is because C13 and C14 are parts of the reloaded file Centos, and they are already

in the fast tier. This type of optimization reduces the I/O loads of both the fast tier

and slow tier.

Given the above overview, the following four subsections present four features which

make TDDFS special and achieve better tradeoffs between performance and cost-effectiveness.

3.3.2 File Migration Selection

As more newly created files and reloaded files are accumulated in the fast tier, the free

space in the fast tier eventually becomes lower than a given threshold. At this point,

some less-active files need to be migrated to the slow tier to reclaim space for more

newly created or reloaded files. As discussed in Section 3.2.2, most files in a file system

are less active and they will not be re-accessed for a long period of time. Therefore,

migrating these files to the slow tier can potentially improve the overall performance

of the file system. To ensure the performance of primary workloads, migration can be

done during the off-peak time. Dedicated evaluations of file activity and file selection

policies can be further exploited for file migration in TDDFS. However, this is not the

focus of this research. Here, TDDFS is simply based on the file access recency to select

file migration candidates. More aggressive or efficient policies will be explored in our

future work.

For selecting migration candidates, the least recently used files are identified by the

FMM and migrated to the slow tier until the free space of the fast tier is higher than

a pre-determined threshold. To speed up the deduplication process of migration, files

that are smaller than a maximal chunk size (e.g., 16KB) will not be chunked. In this
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case, the whole file is treated as a single chunk and stored in the slow tier if it is unique.

If these small files only occupy a small portion of the fast tier space and there is little

probability of finding their duplicates in the slow tier, migrating and deduplicating these

files has little performance and space benefit. Therefore, to further reduce the migration

cost, if the cumulative total size of these small files is smaller than a pre-determined

threshold (e.g., 5% of the fast tier’s capacity), these small files will not be selected as

migration candidates.

3.3.3 Integrating Deduplication with File Migration

When migrating a newly created file through deduplication, a file recipe is created and

added to the file metadata to reference to the data chunks of this file. File recipes will

be used when reloading deduplicated files to the fast tier, reading/writing reloaded files,

and deduplicating reloaded files. Each metadata entry corresponding to a data chunk in

the file recipe stores the following information: (Chunk ID, Chunk Size, Chunk Address,

Restore Flag, and Modification Flag). Chunk ID is used to find the corresponding Key-

Value Pair (KV-pair) in the deduplication indexing table. In TDDFS, we use the hash

value of the chunk as the chunk ID, and this value is related to the cryptographic hash

function being used. A unique data chunk may exist in both the fast tier and the slow

tier. If the unique chunk is referenced by a deduplicated file, the Chunk Address of

this chunk in the file recipe points to the chunk location in the slow tier. If the unique

chunk is referenced by a reloaded file, the Chunk Address in the file recipe points to

the chunk location in the fast tier. A Restore Flag (RF) in the metadata entry is used

to indicate whether this chunk has been restored to the fast tier or not. The RFs of

deduplicated files are 0. After a data chunk of the deduplicated file is migrated to the

fast tier, the RF of this chunk in the metadata entry is set to 1. One bit is used for

the Modification Flag (MF) in the metadata entry of a data chunk in the file recipe.

When a file is reloaded from the slow tier to the fast tier, the MFs of metadata entries

of these migrated chunks are set to 0. During the file’s lifetime in the fast tier, if one

of its chunks is modified, a copy of the modified chunk is created in the fast tier. At

the same time, in the metadata entry of this new chunk, the Chunk ID is cleaned and

cannot be used to identify the original chunk. The Chunk Size and the Chunk Address

will be changed accordingly to reference the new data chunk, and the MF of this chunk
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Table 3.1: KV-pair Structure
key Value

Chunk ID

chunk fast tier address: P1
chunk fast tier reference count: C1
chunk slow tier address: P2
chunk slow tier reference count: C2
chunk size: L
Status: S

is set to 1.

In the indexing table, each unique chunk’s indexing information is managed as one

KV-pair as shown in Table 3.1. The chunk ID is used as the key, and other information

is stored as the value. If we use 8-byte unsigned integers to store the addresses and

reference counts and 4-byte unsigned integers to store the size and status, the size of a

KV-pair is 24 bytes plus the chunk ID size. For one KV-pair, in a technique different

from the previous deduplication works, we use two address pointers (one for the fast

tier address and another for the slow tier address) and two reference counts (fast tier

reference count and slow tier reference count) to indicate the chunk location and its

usage in the fast tier and the slow tier. The fast tier (or slow tier) reference count

indicates how many times the chunk appears in that tier’s files. If the reference count

of the chunk is 0, it will be deleted in the corresponding tier during garbage collection.

We use the Status to indicate the storing status of the chunk in both tiers: existing in

the fast tier only, existing in the slow tier only, or existing in both tiers. After garbage

collection is applied in the fast tier or the slow tier, the Status of the deleted chunks is

updated for corresponding KV-pairs.

When a newly created file is selected to be migrated to the slow tier, first, the file

content is read as a byte stream and segmented into multiple data chunks via a CDC

scheme. Then, the fingerprint of each chunk is generated using a cryptographic hash

function (e.g., MD5, SHA-1, or SHA-256) and the fingerprint is used as its chunk ID.

Each chunk ID is searched in the deduplication indexing table. If the data chunk cannot

be found in either the fast tier or the slow tier, this chunk is new to the system and

the data chunk will be written to the slow tier. A new KV-pair representing this new

chunk is created and inserted into the indexing table. The slow tier reference count in
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the new KV-pair is set to 1, and the data chunk location in the slow tier is stored in its

slow tier address. If the data chunk exists in the fast tier but it does not have a copy

in the slow tier, we need to store a copy of this chunk in the slow tier. At the same

time, the slow tier reference count in the KV-pair of this chunk is set to 1, and the

data chunk location in the slow tier is stored in its chunk slow tier address. If the data

chunk already exists in the slow tier, the data of the chunk will not be stored. The slow

tier reference count in the KV-pair of this chunk increases by 1. After the KV-pair of

the data chunk is created or updated accordingly, a new metadata entry of the chunk

is created and appended to its file recipe. Finally, after the whole file is processed, the

metadata of the file is updated and the file is labeled as a deduplicated file. After that,

the content of the file in the fast tier is deleted.

If any failure happens during the migration, the process will restart from the be-

ginning. If all newly created files are migrated to the slow tier and there are no other

newly created files being created, the whole fast tier space is occupied by reloaded files.

In this extreme situation, the performance of TDDFS is close to that of the AllDedup

design. The size of the file recipe is about 0.5% to 1% of the entire file size if we use 8KB

as the average chunk size. If the size of the deduplicated files is very large, the total

size of the corresponding file recipes can occupy a large portion of the fast tier. In this

situation, there will be less space for reloaded files and newly created files, which can

cause a performance penalty. To handle this case, a threshold is set for the cumulative

total size of all the file recipes in the fast tier (e.g., 10% of the fast tier’s space). If the

total size of the file recipes is higher than the threshold, some of the least recently used

file recipes will be migrated to the slow tier.

When a reloaded file is selected to be migrated from the fast tier to the slow tier,

TDDFS sequentially processes the metadata entries in the file recipe of the file. For

each metadata entry, TDDFS first checks the value of MF. For an unmodified chunk

(MF is 0), we use its chunk ID to fetch the corresponding KV-pair from the indexing

table. If the slow tier reference count is ¿ 0, the chunk has a copy in the slow tier. Its

Chunk Address in the recipe is directly changed from the chunk fast tier address to the

chunk slow tier address. Thus, there is no data being read from the fast tier and written

to the slow tier. If the slow tier reference count in its KV-pair is 0 and the data chunk

has already been garbage-collected in the slow tier according to its Status value, a copy
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of the chunk is written to the slow tier and the chunk location is stored in its slow tier

address in the KV-pair. Then, the Chunk Address in the recipe is updated with the

slow tier address. In both cases, the chunk fast tier reference count decreases by 1,

and its slow tier reference count increases by 1 in its KV-pair. If the MF is 1 (i.e., the

chunk has been modified during its lifetime in the fast tier), the chunk will go through

the same deduplication process as newly created files. Usually, one write will change

multiple consecutive data chunks. Thus, the consecutively modified chunks will be

deduplicated together to improve efficiency. New data chunks might be generated during

the deduplication process of the modified chunks. Therefore, the whole file recipe will

be rewritten with the updated metadata entries and newly generated metadata entries.

After the data chunk is deduplicated, its RF and MF are both set to 0 in its metadata

entry. Finally, the migration process of a reloaded file from the fast tier to the slow tier

is completed, and the file is labeled as a deduplicated file. Files are exclusively locked

from write requests during the deduplication process to maintain their consistency. To

ensure data reliability and consistency, file recipe changes in memory are frequently

synchronized with the copy in the fast tier (e.g., every 500ms). If a system failure

happens before the most current synchronization, the file will roll back to the state of

the last synchronization.

Each unique data chunk is represented by a KV-pair in a Key-Value Store (KVS),

which is used as the deduplication indexing table. Each data chunk related operation

will trigger reads or updates of the corresponding KV-pair. If the data chunk is garbage

collected in both tiers, the corresponding KV-pair will be deleted. Since the KV-pairs are

very frequently searched and updated, a high-performance flash-adaptive KVS is needed

in TDDFS. The KVS design and implementation are not the focus of this research, and

existing flash-adaptive KVS designs such as BloomStore [130], ChunkStash [94], and

RocksDB [42] can be used in TDDFS as the indexing table. As the total amount of

data in TDDFS increases, the indexing table itself can grow to a large size. If we use

a SHA-1 hash as the chunk ID, one KV-pair is 44 bytes. If we use 8KB as the average

chunk size, the KVS size is about 0.5% of the total stored data size. How to design

and implement a high-performance and low-storage-overhead indexing table that can

store a large amount of KV-pairs can be an interesting and important research work in

the future. In our prototype, we use BloomStore for the KVS as discussed in detail in
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Section 3.4.2.

3.3.4 Non-Redundant Chunk Reloading

When a deduplicated file is called by a file open, the request will trigger the whole file

to be reloaded from the slow tier back to the fast tier. In most primary or secondary

deduplication systems, the file restoring or reloading process assembles the whole file

back to its original state (i.e., one consecutive file). Thus, it requires all the data chunks

of the file to be read from the slow tier and written to the fast tier. If the reloaded file is

later migrated to the slow tier again, the whole file will be deduplicated the same way as

a newly created file even if it has not been modified or was only partially modified. By

having no extra indexing structure to track the updates to the file and no maintaining

data chunk information in the file recipe, previously obtained deduplication information

cannot benefit the migration process.

In contrast, TDDFS applies non-redundant chunk reloading so reloaded files can

maintain a similar kind of chunk-level sharing in the fast tier as deduplicated files do

in the slow tier. During file reloading, only the relevant chunks that are not in the fast

tier are read from the slow tier and written to the fast tier. The performance of the

whole system can benefit from non-redundant chunk reloading. One benefit is that the

amount of data to be migrated is reduced, since some data chunks that already exist in

the fast tier do not need to be migrated. In addition, space is saved in the fast tier due

to the data chunk sharing among reloaded files.

The process of migrating reloaded files to the fast tier is described by the following

list of detailed steps. 1) The DRM reads the file recipe from the fast tier via the RFM.

2) The DRM examines the metadata entry of each chunk and finds the corresponding

KV-pair in the indexing table. 3) If the fast tier reference count of the data chunk is 0,

which means the chunk currently does not exist in the fast tier, TDDFS reads the chunk

from the slow tier and then writes it to the fast tier with help from the RFM. After this,

the fast tier chunk address in the metadata entry of the chunk is updated accordingly by

the RFM. The DRM updates the fast tier reference count to 1 and reduces the slow tier

reference count by 1 in the corresponding index table KV-pair entry. 4) If the chunk’s

fast tier reference count is greater than 0, which means the chunk already exists in the

fast tier, its fast tier reference count in the KV-pair entry increases by 1, its slow tier
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reference count decreases by 1, and the fast tier address in the metadata entry of the

chunk is updated to its current fast tier address. 5) The RF and MF are set to 0 in

its metadata entry. 6) Steps 2 to 5 are repeated until the whole file recipe is processed.

Finally, the file state is changed from deduplicated file to reloaded file.

Usually, flash-based SSD technology is used for the fast tier, and this raises concerns

about the wear-out problem. Non-redundant chunk reloading can reduce the amount of

data written to the fast tier which can potentially expand the lifetime of the SSD storage.

According to Leung et al. [114], if a file is accessed, it will probably be re-accessed

frequently within a short period of time. Therefore, by reloading accessed deduplicated

files from the slow tier to the fast tier, the file system’s overall performance will be

much better than if these files are kept in the slow tier without reloading. However, it

may potentially be wasteful to reload all data of a large file to the fast tier if the file

is only partially accessed. With additional information from the FSL or upper-layer

applications, there could be a more efficient way to load a portion of the file to the fast

tier. Since designing partial file reloading is not the main focus of TDDFS, we reload

whole files from the slow tier to the fast tier when they are accessed to simplify the

implementation.

3.3.5 Shared Chunk Management

Since some of the data chunks in the fast tier are shared among reloaded files, the file

read and write operations should be carefully handled to ensure the data correctness,

persistence, and consistency. TDDFS relies on the RFM to cooperate with the FSL

to achieve the shared chunk management. Here, we describe how the read and write

requests to a reloaded file are processed by TDDFS.

Several steps are needed to finish a write request. When a write request comes,

according to the offset in the file and requested data size, the RFM locates the corre-

sponding data chunks by checking the file recipe. First, for each chunk, the correspond-

ing chunk KV-pair in the indexing table is examined by the DRM. If the chunk fast tier

reference count is 1 and the chunk slow tier reference count is 0, which means the data

chunk is uniquely used by this file, the original chunk in the fast tier can be directly

updated. A new KV-pair for the updated chunk is created and the old KV-pair of this

chunk is deleted in the indexing table if this chunk is garbage collected in both tiers. If
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CentosNovel.txt

C13 C19C6 C14

CentosNovel.txt

C13 C19C6 C14NC14

Write (fp=Novel.txt, offset=1020, length=40)
{Duplicate: C14 -> NC14; Write(NC14, offset=20, length=40)}

Figure 3.3: An example of reloaded file shared chunk updating

the chunk is shared by other reloaded files (fast tier reference count ¿ 1) or the chunk is

used by some deduplicated files in the slow tier (slow tier reference count ≥ 1), TDDFS

applies Copy on Write (CoW) to create a new data chunk with the updated content.

The Chunk Address in the metadata entry points to the new data chunk and the MF is

set to 1. At the same time, the fast tier reference count of the original chunk decreases

by 1 in its KV-pair. Future updates to this new data chunk can be directly applied

without changes to the metadata entry of the original chunk.

One example is shown in Figure 3.3. Novel.txt and Centos are reloaded files, and

they share the same data chunk, C14. When a user updates the 40 bytes of Novel.txt

from offset 1020, TDDFS calculates that C14 will be modified starting from offset 20 in

that chunk. It reads C14 and updates its content in memory. Then, a new data chunk,

NC14, is created, and the corresponding chunk metadata entry of the Novel.txt file

recipe is updated to reference the new chunk. At the same time, the fast tier reference

count of C14 decreases by 1 in its KV-pair.

For read requests, according to the read request offset in the file and the read size, the

RFM first locates the metadata entries that correspond to the data chunks containing

the requested data in the file recipe. Then, the requested data is read from these data

chunks to the read buffer, and this buffer is returned to the application. The data

chunks in the fast tier are not exclusively locked for read operations, and they can serve

read requests from different files simultaneously.

Compared to the data of newly created files, the data of reloaded files is more frag-

mented. Therefore, the read performance of reloaded files is relatively lower than that

of newly created files. Due to the CoW design for write requests, the write performance

of reloaded files is also lower. However, according to the discussion of file access locality

presented in Section 3.2.2, files tend to be repeatedly written by applications if they are
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written once. Only the first write to a shared chunk has the high performance overhead,

and the overhead can be amortized over the following writes to that chunk. Also, we

usually use a flash-based drive as the fast tier, and its random access performance is not

much lower than its sequential access performance. Thus, the average read and write

performance of reloaded files are acceptable.

3.3.6 Major Data Operation Cases in TDDFS

In TDDFS, files fall into one of three categories: newly created file, deduplicated file,

or reloaded file. TDDFS stores all the metadata in the fast tier, and most metadata

operations are still processed the same way they would be processed in a regular file

system. However, the processes used to respond to data requests are different because

of the aforementioned four unique features of TDDFS. When handling a data request,

TDDFS first checks the file category. Then, the request is responded to with different

logic paths as described below.

Newly Created File Read and Write: If the file is a newly created file, the FSL

directly reads or writes data in the fast tier. In order to maintain good performance on

newly created files, there is no change in their data and metadata structures.

Reloaded File Read and Write: The details of the data read and write process

for reloaded files are described in Section 3.3.5. The read and write performance of

reloaded files is relatively lower than that of the newly created files due to the extra

overhead of writing new chunks, file recipe updates, and KV-pair updates.

Deduplicated File Read and Write: The deduplicated files cannot be read from

or written directly to the slow tier. When a file open happens on a deduplicated file,

TDDFS starts a backend thread to reload the file back to the fast tier. This reloading

process is described in Section 3.3.4. If read and write requests happen during the

file reloading, TDDFS uses the following logic to response to the requests. For a read

request, according to the read request offset in the file and the read size, the RFM

first locates the metadata entries that correspond to the data chunks containing the

requested data in the file recipe. Then, TDDFS reads the requested data from the

corresponding data chunks. Note that these data chunks can be located in either the

fast tier (the data chunks have been reloaded to the fast tier and its RF is 1) or the slow

tier (the data chunk will be reloaded shortly and its RF is 1). Then, TDDFS returns
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the requested data to the application.

For a write request, if the data chunks being written are already reloaded to the fast

tier, updates are performed directly on the unique data chunks and CoW is performed

on the shared chunks. The MFs of these chunks are set to 1 in the file recipe. If the

data chunks being updated have not yet been reloaded to the fast tier (their RFs are

0), TDDFS first reads the corresponding data chunks from the slow tier to the memory.

Then, these data chunks are updated in the memory and written to the fast tier as new

data chunks. The RFs and MFs of these chunks in the file recipe are set to 1. The DRM

will skip a chunk whose RF has already been set to 1 and continue to reload the next

data chunk. To maintain data consistency, concurrent reads or writes are not allowed

during file reloading. Applications experience degraded read and write performance

during the file restoration. After the file is completely reloaded to the fast tier, the read

and write performance will be the same as that of reloaded files.

Other Data Operations: TDDFS also supports other data operations including

file deletion and file truncation. The FSL responds to these operations on newly created

files directly. File truncation (e.g., the file truncate interface in Linux), which is used

to cut the file, is treated as a file write (update) and handled by the write operation

logic. File deletions of reloaded files and deduplicated files are handled by metadata

operations including metadata deletion and KV-pair updates done by the FMM and

RFM. An un-referenced chunk whose fast tier or slow tier reference count is 0 in its

KV-pair is cleaned in the corresponding tier by the garbage collection process.

3.4 Implementation

In this section, we present the implementation details of TDDFS. The prototype consists

of about 12K LoC (Lines of Code) and can be executed on top of most Linux systems.

Rather than implementing TDDFS in kernel space, we developed the TDDFS proto-

type based on FUSE [131]. FUSE is a user space file system with a standard POSIX

interface. Although the FUSE-based file systems do not have the same performance as

kernel-based file systems, it is used for simplicity and flexibility as a proof of concept.

In the following subsections, we elaborate on the implementation details of the data

management, indexing table, and file deduplication.
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Figure 3.4: Data Layout of TDDFS Prototype

3.4.1 Data Management

In TDDFS, we use the underlying file system to store the data passed through by FUSE.

TDDFS creates two top-level directories for the fast tier and the slow tier, respectively,

as shown in Figure 3.4. One directory, named Fast-tier, is located on the underlying

file system (e.g., Ext4) formatted SSD. The Slow-tier directory is on the underlying

file system formatted HDD and is used to store data chunks of deduplicated files. The

data chunks generated by deduplication are stored as files under the Slow-tier directory

with unique names. One directory under Slow-tier directory acts as one chunk store,

and 10,000 data chunks are stored in the same chunk store. As shown on the right

side of Figure 3.4, directory L1 under the Slow-tier is one of the chunk stores, and data

chunks are stored under this directory. In some data deduplication designs [36, 55], a

large number of chunks (e.g., more than one thousand data chunks) are packed in one

container to speed up the chunk write and restore performance. Container-based chunk

storing can be easily adopted in TDDFS, and it can be combined with other restore

performance improvement schemes [55, 103, 59] to further increase the file deduplication

and reloading performance.
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Referring to the left side of Figure 3.4, the shape of the directory tree from an ap-

plication’s view through FUSE is mimicked twice under the Fast-tier directory in the

underlying Ext4 file system. TDDFS creates one Fast-tier subdirectory called Ghost

file and one Fast-tier subdirectory called Ghost directory. These two directories con-

tain ghost files and ghost directories, respectively. The file and directory structure under

Ghost file matches the application’s view including directories, newly created files, dedu-

plicated files, and reloaded files. Ghost directory is similar but has a directory entry for

each file in the application’s view. If the application view file is a newly created file, its

data is stored in its matching ghost file and its ghost directory is empty. During the

migration process, the data in the ghost file of a newly created file is read, deduplicated,

migrated (if there are unique chunks), and deleted. The empty ghost file remains, and

its file metadata information (e.g., file stat), file recipe, and other information used for

reloading are maintained as files under its ghost directory. When reloading the dedupli-

cated files back to the fast tier, the unique data chunks are written to the fast tier under

the ghost directory as files. We assume that the underlying file system guarantees the

reliability, persistence, and consistency. TDDFS takes care of the failures that happen

before the data is written to the underlying file system. When migrating the files from

the fast tier to the slow tier, the least recently used files (including the files whose size

is smaller than 16KB) are selected to be migrated to the slow tier.

To expand upon the above description, the same example that is used in Figure 3.2 is

also presented here in Figure 3.4. The same directory structures are created under both

Ghost file and Ghost directory. Since log1 and log1 new are newly created files, their

data is stored in their ghost files under Ghost file with the same file names, and their

ghost directories are empty. Ubuntu/12.04 and Ubuntu/14.04 are deduplicated files,

and their data is stored under Slow-tier as files of unique data chunks. DCV1, DCV2, and

Centos are reloaded files, and the unique data chunks like C2, C7, and C14 are stored

under the corresponding ghost directories of these files. The file recipe of a reloaded file

or a deduplicated file is stored as a file named Meta under its ghost directory. A unique

data chunk stored in the fast tier or the slow tier can be found using its path and name.

In this prototype, we assume the fast tier’s space is large enough, and we do not apply

the file recipe migration design in order to simplify the implementation.
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3.4.2 Indexing Table

We follow the design of BloomStore [130], which is flash-adaptive, to implement the

deduplication indexing table. In BloomStore, the whole key space is hashed into several

instances. When inserting a KV-pair, the new KV-pair is hashed to one of the instances

according to its key, and the KV-pair is logged to the KV-pair write buffer of this

instance. This KV-pair write buffer is the same size as a flash page. When the buffer

is full, it will be flushed to the fast tier as an immutable KV-block with a timestamp.

Each KV-block has one Bloom Filter (BF) to speed up the KV-pair lookup process.

Since the flash-based SSD cannot be overwritten before the whole block is cleaned [19],

BloomStore does not change the KV-blocks directly. Updates and deletions are achieved

by inserting new KV-pairs with the same key into the BloomStore. To delete a KV-pair,

a new KV-pair with the same key and a value of null is inserted.

When searching for a key in BloomStore, the key is hashed to one corresponding

instance. The BFs of this instance are checked first. The KV-blocks whose BFs have

positive search indications are fetched to the cache and searched from the newest one (the

KV-pair write buffer) to the oldest one according to the sequence of their timestamps.

The first matching KV-pair with a valid value is returned. If the key cannot be found

in all of the related KV-blocks or the first KV-pair has a null value, a negative value

is returned. The invalid KV-pairs (the KV-pairs which are updated or deleted) will

be cleaned during the garbage collection process. More implementation details can be

found in [130]. In the current implementation, the KVS is locked when it is processing

one request in order to ensure data consistency, which will have a performance penalty.

TDDFS stores the KV-blocks in the fast tier as files in the underlying file system.

3.4.3 File Deduplication

When deduplicating newly created files and modified data chunks of reloaded files,

TDDFS reads the file data into the chunking buffer in memory and uses Adler32 to

calculate the 32-bit checksum of data in the CDC sliding window. If the checksum

matches the pre-determined chunking mask value, a new cutting point is decided. While

we used SHA-1 as our deduplication fingerprint algorithm, it is no longer considered

to be secure and practical hash collisions have been demonstrated [132]. Therefore, a
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practical implementation of TDDFS would have to change to a stronger hash function.

When we search for a chunk ID in the indexing table, if the chunk ID already exists in

the indexing table, a metadata entry will be created and appended to the file recipe to

index the data chunk. If the chunk ID is new, the new data chunk is stored in the slow

tier. Then, a new KV-pair will be created and stored in the KVS to index the new data

chunk, and a metadata entry will also be appended to the file recipe.

3.5 Experimental Evaluation

In this section, we present the results of the performance evaluation. First, we intro-

duce our evaluation methodology, baselines that are compared with TDDFS, and the

workloads we use in the evaluation. Then, the performance results and comparisons are

discussed. Finally, the cost-effectiveness is analyzed.

3.5.1 Experimental Setup and Workloads

To evaluate TDDFS performance, we deployed our prototype on a Dell R420 server

with a 2.2GHz Intel Xeon 4-core processor and 12GB of memory. A Samsung 850 PRO

512GB with a SATA interface is the SSD used as the fast tier. The slow tier is a

Western Digital WD RE4 WD5003ABYX 500GB 7200 RPM HDD with 3.0Gb/s SATA

connecting to the motherboard. The operating system is Ubuntu 14.04 with a 3.13.0

kernel, and the underlying file system on both tiers is Ext4.

We implemented four different designs based on FUSE to compare with TDDFS.

NoDedup manages the fast tier and the slow tier at the file system level, and there is

no deduplication performed on either tier. Files are migrated between the two tiers

according to the LRU policy. AllDedup is the design where the fast tier and the slow

tier are managed at the file system level, and all files are deduplicated before these files

are stored in either tier. When a file is read, the requested data chunks are located and

returned. In this design, data chunks are migrated between the two tiers according to

the LRU policy. FastTierNoDedup is a tradeoff design between NoDedup and AllDedup.

Files in the fast tier are in their original states. When a file is selected to be migrated

to the slow tier, it is deduplicated with the same implementation as TDDFS. If a file

in the slow tier is accessed, it will be restored to its original state and stored in the
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fast tier. FastTierNoDedup uses the design concept of the Dell SC Series hybrid storage

solution with deduplication [133]. In SlowTierOnly, all files are stored in the slow tier

to show the slow tier only performance in comparison to other tiering designs.

To measure and compare the performance of TDDFS, we use throughput, latency,

and the amount of data migrated as the metrics. Throughput is the average number

of requests completed in a time unit. It is calculated as the sum of the data sizes of

all requests completed divided by the sum of total completion times of all file requests.

Latency is the average request response time, measured at the file system level, from

when the request is submitted to its completion. The amount of data migrated is the

total amount of data that migrates from the fast tier to the slow tier or from the slow

tier to the fast tier when the whole trace is replayed. During the evaluation, we vary

the value of the fast tier ratio, the deduplication ratio, and the read ratio to measure

and compare the performance of various designs. The fast tier ratio is the percentage

of the whole data set that can be stored in the fast tier. If the fast tier ratio is 100%, it

means all the data can be stored in the fast tier. If the fast tier ratio is 25%, it means

25% of all the file data is stored in the fast tier and 75% of all the file data is stored in

the slow tier. To show the capacity ratio between the fast tier and the slow tier (i.e.,

how many times larger the slow tier size is than the fast tier size), we increase the slow

tier size from 0 times, to 1 times, to N times the fast tier size. Thus, the fast tier ratio

is represented from 100%, to 50%, to 100
1+N %. For each trace, the total amount of data

of all files is different. It is hard to compare the performance of different traces by using

the same fast tier space size. Therefore, we define another threshold called the actual

fast tier usage limit, which is calculated as the fast tier ratio times the total trace size.

During the trace replay, when the total data size in the fast tier is larger than the actual

fast tier usage limit, migration will be triggered. Note that the real-world capacity of

the fast tier (SSD) may not be full when the amount of data in the fast tier reaches

the experiment’s actual fast tier usage limit. In our tests, when we refer to a fast tier

ratio, we really use the calculated actual fast tier usage limit to replay the trace. The

deduplication ratio is the original total data size divided by the total data size after

the deduplication. The read ratio is the percentage of read requests among the all the

data I/O requests (i.e., among the combined total number of read requests and write

requests).
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Table 3.2: Details of the workload traces
# files # requests Size(GB) Read ratio

Lab trace 2,400 39,000 22 10%
Var trace 10,000 32,000 5 45%
Syn trace 5,000 100,000 100 N/A

The performance of TDDFS is closely related to the file access patterns, file size,

read/write ratio, and the deduplication ratio. Most open-source file traces do not pro-

vide the file size and deduplication ratio information. File system benchmarks generate

files with no meaningful content, so the deduplication ratio is still unknown. We use

three different workloads to evaluate the performance of TDDFS, and the details of

these three traces are shown in Table 3.2. Lab trace is a file access trace collected from

a file server in our lab for one week on top of AllDedup. We collected the size of each file

and the file requests. The overall deduplication ratio of Lab trace is 4.1. Var trace is

collected when we run the Filebench [134] workload varmail with the default Filebench

configuration. Again, we collected the size of each file and the file requests. To compre-

hensively examine the relationship between performance and the deduplication ratio,

read ratio, and fast tier ratio, we synthesize a set of file access traces, called Syn trace,

which has 100GB of files and 100,000 access requests. The file size and access pat-

terns follow the Zipfian distribution (20% of the files have 80% of the total accesses and

occupy 80% of the total size), which aligns with the observations in [124]. Different

deduplication ratios, read ratios, and fast tier size ratios of Syn trace are evaluated

during the experiments. This means we generate a set of Syn traces with the same file

size and access distribution but different read request ratios. When the read ratio is se-

lected, the number of read and write requests on each file is decided, and these requests

are distributed to the duration of the whole trace according to the Zipfian distribution

(80% of the requests happen after the first request to this file within 20% of the trace

duration). The Syn trace generated in this way with the Zipfian distribution has good

locality, which can substantially benefit the tiered designs. Therefore, the evaluation

of Syn trace shows how TDDFS will perform when locality is good. In each test, the

trace replays five times and we show the average value. Since the benchmark-generated

Var trace and the synthetic Syn trace do not have meaningful time stamps, we replay

the records of the three traces one after another (i.e., when the current request is finished
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and returned, the next request is issued).

A trace provides both file information and access information. To replay the traces,

we make some changes to the prototype implementation such that the files are accessed

according to the trace content. Before we replay the trace in each test, all the files

are written to the prototype system in the same order as they appear in the trace

with the collected size and no meaningful content. The earliest created files will be

migrated to the slow tier if the fast tier space usage hits the actual fast tier usage limit.

Since the trace does not have the fingerprint of the file content, we can only emulate

the deduplication process by making small changes in the FMM, DRM, and RFM.

During deduplication, the byte stream is still processed by the chunking and fingerprint

generating steps. However, the real cutting points are randomly generated between a

minimal chunk size (512B) and a maximal chunk size (16KB). Suppose the deduplication

ratio is Rdr in this test. Then ( 100
Rdr

)% of the chunks of this file are randomly selected

as unique chunks and the remaining (100 − 100
Rdr

)% of the file’s chunks are duplicate

chunks. The fingerprint of a unique chunk is assigned as a unique increasing integer, Ui,

which increments from 0. The fingerprints of duplicate chunks are randomly selected

between 0 and the largest Ui generated to show that they are duplicates. The data

of a unique chunk is stored in the slow tier as a file. After we have the fingerprint of

the chunk, the corresponding KV-pair is generated and inserted into the KVS or the

existing KV-pair is fetched from the KVS and updated. Then, the metadata entry with

the corresponding content is written to the file recipe. In our experiment, we did not

migrate the recipes to the slow tier if their size is very large. However, in a production

scenario, especially when the accumulated files are very large, migrating the recipes to

the slow tier is recommended.

The same emulation process is also used during the trace replay when reloading

deduplicated files and updating reloaded files. For example, if the deduplication ratio

is Rdr, when reloading a file from the slow tier to the fast tier, ( 100
Rdr

)% of the chunks of

this file are read and written to the fast tier as unique data chunks. We assume that all

reloaded files have the same deduplication ratio. Therefore, ( 100
Rdr

)% of the chunks are

treated as new chunks that are not already in the fast tier. When writing the reloaded

file, there is a (100 − 100
Rdr

)% chance that the chunk will be CoW since there will be

(100− 100
Rdr

)% of the chunks of this file that are shared chunks. Although the emulated
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deduplication process is slightly different from deduplicating the files with real content,

it has similar latency, throughput, and resource consumption to real deduplication.

Therefore, we can use it to emulate the migration process with different deduplication

ratios, and it can show the performance, cost-effectiveness improvement, and tradeoffs of

TDDFS. In the real-world workloads, when more and more data chunks are accumulated

in the slow tier, the restore performance penalty caused by the data chunk fragmentation

will lower the overall throughput.

3.5.2 Throughput and Latency

When the deduplication ratio and read ratio are high, TDDFS can deliver better perfor-

mance according to our tests. In Lab trace, as shown in Figure 3.5(a), the throughput

of TDDFS is slightly lower than that of FastTierNoDedup and NoDedup. As the fast

tier ratio decreases from 100% to 20%, more files are migrated and stored in the slow

tier. Thus, the throughput decreases and latency increases in all four tiering designs. In

Lab trace, most of the requests (90%) are write requests due to the heavy uploading and

updating of files in the file server. High write ratio causes lower average throughput in

TDDFS, which is caused by the CoW and recipe updates of the reloaded files. However,

compared with the other three tiering designs when the fast tier ratio is below 33%, as

shown in Figures 3.5(a) and 3.5(b), the rate of throughput decrease and rate of latency

increase of TDDFS is better since TDDFS can store more files in the fast tier than the

other designs. By storing more files in the fast tier, the performance degradation of

TDDFS is alleviated. If read requests dominate the file operations, TDDFS can achieve

better performance. In Syn trace, we configure the read ratio as 80% and the dedu-

plication ratio as 3. As shown in Figures 3.5(c) and 3.5(d), when the fast tier ratio is

higher than 33%, the throughput of TDDFS is very close to that of FastTierNoDedup

and NoDedup. When the fast tier ratio is lower than 33%, the throughput of TDDFS

is the best among the four designs. Again, this is because more reloaded files can be

stored in the fast tier, and most of the file accesses are read requests. Note that in a

typical tiered storage system, the fast tier ratio is low.

The performance of TDDFS is closely related to the deduplication ratio of the files.

Since the fast tier ratio of 25% is the performance turning point in Lab trace and

Syn trace, we fix the fast tier ratio to 25% in Var trace to evaluate the performance with
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Figure 3.5: Performance comparison of TDDFS, NoDedup, AllDedup, FastTierNoDedup,
and SlowTierOnly
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different deduplication ratios. As shown in Figures 3.5(e) and 3.5(f), the throughput and

latency of FastTierNoDedup and NoDedup are nearly the same when the deduplication

ratio varies from 1 to 4.6. Since FastTierNoDedup and NoDedup store the original

files in the fast tier, the only difference is that FastTierNoDedup deduplicates files in

the slow tier and restores files from the slow tier to the fast tier. Thus, deduplication

ratio has little impact on the overall performance of FastTierNoDedup and NoDedup.

Compared to the relatively flat throughput and latency of those two designs, AllDedup

has a large change when the deduplication ratio is about 4. If the deduplication ratio

is 4 or larger, AllDedup can store all the files in the fast tier since the fast tier ratio is

configured at 25% in this test. Therefore, its throughput increases and the latency has a

large reduction. In contrast to these three designs, the throughput of TDDFS increases

and the latency decreases gradually as the deduplication ratio increases from 1 to 4.6.

As the deduplication ratio increases, more reloaded files can be stored in the fast tier

with the help of non-redundant chunk reloading and unique chunk sharing as described

in Section 3.3. Thus, the performance degradation caused by the data migration is

alleviated. When the deduplication ratio is higher than 3.3, the throughput and latency

of TDDFS are the best among the four designs. SlowTierOnly shows that if we only

use the slow tier, its overall performance will be the worst. Its throughput can be more

than 50% lower than that of TDDFS, and its latency can be 100% higher than that of

TDDFS. In general, the performance of TDDFS is closely related to the deduplication

ratio of files, and TDDFS performs better when the deduplication ratio is higher.

Since the read ratio is fixed in Lab trace and Var trace, we synthesize a set of

Syn traces with the same files, deduplication ratio, and access patterns but different

read ratios. The access distribution we use is Zipfian, so most of the operations are

on a small portion of the files. The results are shown in Figures 3.5(g) and 3.5(h).

As the read ratio decreases from 90% to 10%, the performance of FastTierNoDedup

and NoDedup does not change much since files are accessed when they are in their

regular format in the fast tier. The throughput of TDDFS decreases from 370MB/s to

about 250MB/s as the read ratio decreases. Due to the low performance of the write

operation on the reloaded files, a lower read ratio (higher write ratio) will cause lower

throughput in TDDFS. When the deduplication ratio is 3, the fast tier ratio is 25%, and

the read ratio is higher than 70%, the throughput of TDDFS is higher than the others.
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According to Roselli et al.[123], the number of read requests in a typical file system is

usually several times higher than the number of write requests (e.g., the read ratio is

80% or even higher). Thus, TDDFS can deliver good performance in a real production

environment.

Also, as the read ratio decreases, the latency of TDDFS, FastTierNoDedup, and

NoDedup does not change much since most requests are performed in the fast tier. Due

to the deduplicated nature of reloaded files, more hot files can be stored in the fast

tier by TDDFS than in the others. Thus, its average latency is lower than that of the

others. Since AllDedup performs deduplication to all the files, the data being written

needs to be deduplicated before the data is stored. Also, each read needs to assemble the

requested chunks before returning the data to the application. Thus, its performance is

lower than that of other tiered designs. In our implementation of AllDedup, which does

not have any restore optimization, the throughput of read is lower than write and also

the latency of read is much higher than write. Thus, as the read ratio decreases, the

throughput of AllDedup increases slightly and its latency decreases. Clearly, without the

help of the fast tier, SlowTierOnly shows the worst performance among all the designs.

In general, according to our evaluation, the overall performance of TDDFS is better

than that of AllDedup. In most cases, the latency of TDDFS is lower than the others

because more reloaded files are stored in the fast tier. With a higher deduplication

ratio, higher read ratio, and lower fast tier ratio, TDDFS performs better, and in some

cases TDDFS performs the best, as shown in the evaluations.

3.5.3 Data Migration between the Fast tier and the Slow tier

The data migration cost is measured as the total amount of data migrated from the fast

tier to the slow tier or from the slow tier to the fast tier after executing the whole trace.

The results are shown in Figure 3.6. In the four designs (excluding the SlowTierOnly

since it does not have any data migration), NoDedup always has the largest data migra-

tion volume since all the files are in their original states. Also, since fewer files can be

stored in the fast tier without deduplication, file migration happens more frequently in

NoDedup. The migration cost of AllDedup is the lowest since all the files are dedupli-

cated, and only the unique chunks are migrated between the two tiers. Also, AllDedup
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Figure 3.6: Migration cost comparison of TDDFS, NoDedup, AllDedup, and FastTierN-
oDedup
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can hold more files in the fast tier than the others, and migrations happen less fre-

quently. FastTierNoDedup performs better than NoDedup, but its total migrated data

size is still much higher than that of AllDedup and TDDFS. FastTierNoDedup reduces

the amount of data that is written to and read from the slow tier via slow tier dedupli-

cation. However, the amount of data being migrated from or written to the fast tier is

the same as that of NoDedup. Thus, the migration cost of FastTierNoDedup is much

higher than that of TDDFS and AllDedup.

As shown in Figure 3.6, the total amount of data migrated between the fast tier and

the slow tier of TDDFS is very close to that of AllDedup. Although TDDFS needs to

read all the data of a newly created file when it is migrated to the slow tier, TDDFS

avoids the re-deduplication and migration if the data chunks of a reloaded file are not

changed during its life cycle in the fast tier. Thus, the total migration data volume is

very close to that of AllDedup. Inevitably, as the fast tier ratio decreases, the fast tier

will store fewer files and data migration will occur more frequently. The rate at which

the total amount of migrated data of TDDFS increases as the fast tier ratio decreases

is the lowest among the four designs as shown in Figures 3.6(a), 3.6(b), 3.6(c) and

3.6(d). With higher deduplication ratios, the migration cost of TDDFS becomes lower

as shown in Figures 3.6(e) and 3.6(f). The read ratio does not show a major influence

on the TDDFS migration amount as seen in Figure 3.6(g) and 3.6(h). On average, our

evaluations show the total amount of data being migrated between the fast tier and

the slow tier of TDDFS is about 10% of NoDedup, 20% of FastTierNoDedup, and close

to AllDedup in most cases. In general, the migration cost of TDDFS is much lower

than that of FastTierNoDedup and NoDedup and is close to that of AllDedup. Lower

migration cost can reduce the storage bandwidth used by migration and alleviate the

performance impact on the primary workloads during the migration. It can also reduce

wear on flash-based SSDs.

3.5.4 Cost-Effectiveness Analysis

We use the average $/GB price to compare the cost-effectiveness of the four designs.

We use the final utilized space in the fast tier and the slow tier after replaying the trace

to calculate the average $/GB. Here, we use the $/GB of an Intel 750 Series 400GB

SSD (SSDPEDMW400G4R5) and a Seagate 6TB enterprise HDD (ST6000NM0024) as
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the base to analyze the cost-effectiveness. For these two devices, the $/GB of SSD is

about 1 [135] and $/GB of HDD is about 0.04 [136].

We use Var trace to analyze the $/GB variation as the deduplication ratio increases,

and we assume that the fast tier size is 25% of the total data size. As shown in Figure

3.7(a), the $/GB of NoDedup remains the same as the deduplication ratio increases

because no deduplication is used. The $/GB of AllDedup, TDDFS, and FastTierNoD-

edup decreases as the deduplication ratio increases since data deduplication reduces the

amount of data being stored in the fast tier and the slow tier. When the deduplication

ratio is larger than 4, the $/GB of FastTierNoDedup keeps a similar saving ratio while

the $/GB of AllDedup and TDDFS has a significant decrease. When the deduplication

ratio is high enough, AllDedup and TDDFS are able to save space in the fast tier which

causes a significant reduction in $/GB. In this calculation, when the deduplication ratio

is higher than 4.3, TDDFS no longer needs any slow tier space and all files are stored in

the fast tier. As the deduplication ratio continuously increases, TDDFS can save more

space on the fast tier and the rate of $/GB decrease is nearly the same as that of AllD-

edup. In general, TDDFS can achieve better cost-effectiveness than that of NoDedup

and FastTierNoDedup. Its cost-effectiveness is close to that of AllDedup. With a high

deduplication ratio, TDDFS can achieve nearly the same cost-effectiveness as that of

AllDedup.

In a tiered storage system, the size of the fast tier is usually much smaller than

that of the slow tier. We let the size of the slow tier be 20 times larger than that
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of the fast tier and compare the $/GB of each design when the deduplication ratio is

fixed at 4. As shown in Figure 3.7(b), the $/GB of NoDedup is about 4 times that

of TDDFS due to no deduplication. The $/GB of SlowTierOnly is also much higher

than that of TDDFS, AllDedup, and FastTierNoDedup. It shows that the slow tier only

system without deduplication cannot provide either good performance or good cost-

effectiveness. The $/GB of TDDFS, AllDedup, and FastTierNoDedup is about 0.02 and

very close to each other. This means the cost-effectiveness of TDDFS, AllDedup, and

FastTierNoDedup is very close. Importantly, according to the performance evaluation

in Section 3.5.2, TDDFS usually has better performance than that of AllDedup and

FastTierNoDedup. Therefore, TDDFS simultaneously achieves good tradeoffs in terms

of performance and cost-effectiveness.

3.6 Related Work

Some previous studies tried to address the challenges of primary data deduplication

in different ways [92, 96, 95, 137]. Most of them sacrifice the deduplication ratio by

applying fixed-size chunking and make tradeoffs to improve the throughput. iDedup

[92] sacrifices deduplication ratio to ensure higher throughput and lower latency. It may

choose not to deduplicate non-sequential duplicate blocks to maintain locality so the

deduplication and restore performance can be improved. Dmdedup [96] is implemented

in a device mapper that can be used by most existing file systems and applications.

Although it did place deduplication structures like the fingerprint index in a fast device

and the deduplicated data blocks on a slower device, it does not have the concept of

tiered storage and data cannot be migrated according to the data activity.

Instead of using the SSD and HDD as a tiered design, some studies use the SSD as

a cache for primary storage and apply deduplication to the SSD to improve the system

performance, SSD endurance, and space utilization. Nitro [138] combines deduplication

and compression to improve the SSD cache capacity. By carefully designing the indexing

structure and using Write-Evict Units that are the same size as the flash erase block,

Nitro makes a good tradeoff between the SSD endurance and the performance of a

primary storage system. CacheDedup [93] also introduces deduplication to the flash-

based cache to improve the space utilization and flash lifespan. Uniquely, CacheDedup
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uses separate a Data Cache (for data blocks in the storage) and Metadata Cache (for

fingerprints and other metadata information about the data blocks in the storage).

This is done to reduce the space used by metadata and to better collect the historical

metadata information for duplication reorganization. Moreover, CacheDedup proposes

the D-LRU and D-ARC cache replacement algorithms, which are duplication-aware, to

further improve the cache performance and endurance. Similarly, TDDFS maintains the

deduplicated state of reloaded files to achieve better capacity utilization of the fast tier.

However, TDDFS keeps some of the new and hot files in their original state without

deduplication to gain the best performance for these files.

Other primary deduplication works [139, 140, 111, 98] are implemented at the file

system level. There are three file systems with a deduplication function: SDFS [140],

Lessfs [139], and ZFS [111]. SDFS and Lessfs are implemented in user space and based

on FUSE. SDFS [140] combines fixed-size and variable chunking to eliminate chunk

duplicates among files, especially for virtual machines, but SDFS cannot manage two

storage tiers. Lessfs uses fixed-size chunking, and it is implemented in C. Thus, its

overhead might be lower than that of SDFS, and it can deliver higher throughput.

However, its deduplication ratio is worse than that of TDDFS. Different from SDFS and

Lessfs, ZFS does not support deduplication in its basic functions. When users enable

deduplication in one directory, all data written in the directory will be deduplicated to

gain better space utilization. However, its performance is limited by the memory space

for deduplication metadata [96]. Although these works apply deduplication at the file

system level to improve space utilization, they do not distinguish active and less-active

files to selectively deduplicate them, and they do not operate in two-tier storage systems.

3.7 Conclusions and Future Work

It is very challenging to develop high-performance but low-cost file systems on primary

storage. Previously, researchers focused on block-based tiered storage designs and pri-

mary deduplication to achieve this goal. However, problems still exist in these solutions

such as migration efficiency, deduplication penalty, and isolation between the block-level

management and the upper-layer applications.

To conquer these challenges, we design TDDFS to manage a two-tier storage system
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and achieve efficient file-level migration. Firstly, we reduce the storage I/O bandwidth

required between tiers during migration by eliminating duplicate chunks and enabling

data chunk sharing among reloaded files. Secondly, in order to solve deduplication la-

tency and throughput issues, we selectively deduplicate less-active files. In this way, we

can minimize the performance impact on the whole system. Finally, combining dedu-

plication with data chunk sharing in both tiers further improves the space utilization

and reduces costs. In our evaluation, TDDFS achieves high performance and low $/GB

at the same time. In the future, we plan to further improve the deduplication ratio

and minimize the performance impact by designing a more intelligent file selection pol-

icy, applying deduplicated file pre-reloading, implementing a high-performance indexing

table, and using adaptive chunking algorithms



Chapter 4

ALACC: Accelerating Restore

Performance of Data

Deduplication Systems Using

Adaptive Look-Ahead Window

Assisted Chunk Caching

4.1 Introduction

Coming into the second decade of the twenty-first century, social media, cloud com-

puting, big data, and other emerging applications are generating an extremely huge

amount of data daily. Data deduplication is thus widely used in both primary and

secondary storage systems to eliminate the duplicated data at chunk-level or file-level.

In chunk-level data deduplication systems, the original data stream is segmented into

data chunks and the duplicated data chunks are eliminated (not to store). The original

data stream is then replaced by an ordered list of references, called recipe, to the unique

data chunks. A unique chunk is a new data chunk which has not appeared before. At

the same time, only these unique data chunks are stored in the persistent storage. To

maximize the I/O efficiency, instead of storing each single data chunk separately, these

62
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unique chunks are packed into containers based on the order of their appearances in the

original data stream. A container which may consist of hundreds or thousands of data

chunks is the basic unit of data read from or written to storage with a typical size of

4MB or larger.

Restoring the original data is the reverse process of deduplication. Data chunks are

accessed based on their indexing order in the recipe. The recipe includes the metadata

information of each data chunk (e.g., chunk ID, chunk size, container address and offset).

The corresponding data chunks are assembled in a memory buffer. Once the buffer is

full, it will be sent back to the requesting client such that one buffer size data is restored.

Requesting a unique or duplicate data chunk may trigger a container read if the data

chunk is not currently available in memory, which causes a storage I/O and impacts

restore performance. Our focus is specifically on restore performance in secondary

storage systems.

In order to reduce the number of container-reads, we may read ahead the recipe

and allocate the data chunks to the buffers in the Forward Assembly Area (FAA). We

can also cache the read-out container (container-based caching) or a subset of data

chunks (chunk-based caching) for future use. If a requested data chunk is not currently

available in memory, it will trigger a container-read. It is also possible that only a few

data chunks in the read-out container can be used in the current FAA. Therefore, to

restore one container size of the original data stream, several more containers may have

to be read from the storage causing read amplification. Read amplification causes low

throughput and long completion time for the restore process. Therefore, the major goal

of improving the restore performance is to reduce the number of container-reads [55].

For a given data stream, if its deduplication ratio is higher, its read amplification is

potentially more severe.

There are several studies that address the restore performance issues [55, 100, 101,

102, 103, 104, 141]. The container-based caching scheme is used in [101, 102, 103, 141].

To use the memory space more efficient, a chunk-based LRU caching is applied in

[55, 104]. In the restore, the sequence of future accesses is precisely recorded in the

recipe. Using a look-ahead window or other methods can identify the future information

to achieve a more effective caching policy. Lillibridge et al. [55] propose a forward

assembly scheme. The proposed scheme reserves and uses multiple container size buffer
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in FAA to restore the data chunks with a look-ahead window which is the same size as

FAA. Park et al. [141] use a fixed size look-ahead window to identify the cold containers

and evict them first in a container-based caching scheme.

The following issues are not fully addressed in the existing work. First, the per-

formance and efficiency of container-based caching, chunk-based caching and forward

assembly vary as the workload locality changes. When the total size of available mem-

ory for restore is fixed, how to use these schemes in an efficient way and make them

adapt to the workload changing are very challenging. Second, how big is the look-ahead

window and how to use the future information in the look-ahead window to improve

the cache hit ratio are less explored. Third, acquiring and processing the future access

information in the look-ahead window requires computing overhead. How to make bet-

ter trade-offs to achieve good restore performance, but limit the computing overhead is

also an important issue.

To address these issues, in this research we design a hybrid scheme which combines

chunk-based caching and forward assembly. We also propose new ways of exploiting the

future access information obtained in the look-ahead window to make better decisions

on which data chunks are to be cached or evicted. The sizes of the look-ahead window,

chunk cache, and FAA are dynamically adjusted to reflect the future access information

in the recipe.

In this research, we first propose a look-ahead window assisted chunk-based caching

scheme. A large Look-Ahead Window (LAW) provides the future data chunk access

information to both FAA and chunk cache. Note that the first portion of the LAW

(as the same size as that of FAA) is used to place chunks in FAA and the second part

of the LAW is used to identify the caching candidates, evicting victims and accessing

sequence of data chunks. We will only cache the data chunks that appear in the current

LAW. Therefore, a cached data chunk is classified as either an F-chunk or a P-chunk.

F-chunks are the data chunks that will be used in the near future (appear in the second

part of LAW). P-chunks are the data chunks that only appear in the first part of the

LAW. If most of the cache space is occupied by the F-chunks, we may want to increase

the cache space. If most of the cache space is occupied by P-chunks, caching is not very

effective at this moment. We may consider to reduce the cache space or to enlarge the

LAW.
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Based on the variation of the numbers of F-chunks, P-chunks, and other measure-

ments, we then propose a self-adaptive algorithm (ALACC) to dynamically adjust the

sizes of memory space allocated for FAA and chunk cache, and the size of LAW. If the

number of F-chunks is low, ALACC extends the LAW size to identify more F-chunks

to be cached. If the number of P-chunks is extremely high, ALACC either reduces the

cache size or enlarges LAW size to adapt to the current access pattern. When the mon-

itored measurements indicate that FAA performs better, ALACC increases the FAA

size, thus reduces the chunk caching space, and gradually shrinks LAW. Since we con-

sider a fixed amount of available memory, a reduction of chunk cache space will increase

the same size of FAA or vice versa. For the reason that LAW only involves meta-data

information which takes up a smaller data space, we ignore the space required by LAW,

but focus more on the computing overhead caused by the operations of LAW in this

research.

Our contributions can be summarized as follows:

• We comprehensively investigate the performance trade-offs of container-based

caching, chunk-based caching and forward assembly in different workloads and

memory configurations.

• We propose ALACC to dynamically adjust the sizes of FAA and chunk cache to

adapt to the changing of chunk locality to get the best restore performance.

• By exploring the cache efficiency and overhead of different LAW size, we propose

and implement an effective LAW with its size dynamically adjusted to provide

essential information for FAA and chunk cache and avoid unnecessary overhead.

The rest of the chapter is arranged as follows. Section 2 reviews the background of

data deduplication and the current schemes of improving restore performance. Section

3 compares and analyzes different caching schemes. We first present a scheme with the

pre-determined and fixed sizes of the forward assembly area, chunk cache, and LAW in

Section 4. Then, the adaptive algorithm is proposed and discussed in Section 5. A brief

introduction of the prototype implementation is in Section 6 and the evaluation results

and analyses are shown in Section 7. Finally, we provide some conclusions and discuss

the future work in Section 8.
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4.2 Background and Related Work

In this section, we first review the deduplication and restore process. Then, the related

studies of improving restore performance are presented and discussed.

4.2.1 Data Deduplication Preliminary

Data deduplication is widely used in the secondary storage systems such as archiving and

backup systems to improve the storage space utilization [36, 88, 35, 89, 90, 91, 142, 143].

Recently, data deduplication is also applied in the primary storage systems such as SSD

array to make better trade-offs between cost and performance [92, 93, 94, 95, 96, 86,

97, 98]. To briefly summarize deduplication, as a data stream is written to the storage

system, it is divided into data chunks, which are represented by a secure hash value called

a fingerprint. The chunk fingerprints are searched in the indexing table to check their

uniqueness. Only the new unique chunks are written to containers, and the original data

stream is represented with a recipe consisting of a list of data chunk meta-information

including the fingerprint.

Restoring the original data stream back is the reverse process of deduplication.

Starting from the beginning of the recipe, the restore engine identifies the data chunk

meta-information sequentially, accesses the chunks either from memory or from storage,

and assembles the chunks in an assembling buffer in memory. To get a chunk from

storage to memory, the entire container holding the data chunk will be read, and the

container may be distant from the last accessed container. Once the buffer is full, data

is flushed out to the requested client.

In the worst case, to assemble N duplicated chunks, we may need N container-

reads. A straightforward solution to reduce the container-reads is to cache some of

the containers or data chunks. Since some data chunks will be used very shortly after

they are read into memory, these cached chunks can be directly copied from cache to

the assembling buffer which can reduce the number of container-reads. Another way

to reduce the number of container-reads is to store (re-write) some of the duplicated

data chunks together with the unique chunks during the deduplication process in the

same container. Therefore, the duplicated chunks and unique chunks will be read out

together in the same container and thus avoids the needs of accessing these duplicated
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chunks from other containers. However, this approach will reduce the effectiveness of

data deduplication.

4.2.2 Related Work on Restore Performance Improvement

Selecting and storing some duplicated data chunks during the deduplication process and

designing efficient caching policies during the restore process are two major research

directions to improve the restore performance. In the remaining of this subsection, we

first review the studies of selectively storing the duplicated chunks. Then, we introduce

the container-based caching, chunk-based caching and forward assembly.

There have been several studies focusing on how to select and store the duplicated

data chunks to improve the restore performance. The duplicated data chunks have

already been written to the storage when they first appeared as unique data chunks

and dispersed over different physical locations in different containers, which creates

the chunk fragmentation issue [101]. During the restore process, restoring these dupli-

cated data chunks causes potential random container-reads which lead to a low restore

throughput. Nam et al. [101, 102] propose a way to measure the chunk fragmentation

level (CFL). By storing some of the duplicated chunks to keep the CFL lower than a

given threshold in a segment of the recipe, the number of container-reads is reduced.

Kaczmarczyk et al. [100] use the mismatching degree between the stream context

and disk context of the chunks to make the decision of storing selected duplicated data

chunks. The container capping is proposed by Lillibridge et al. [55]. The containers

storing the duplicated chunks are ranked and the duplicated data chunks in the lower

ranking containers are selected and stored again. In a historical-based duplicated chunk

rewriting algorithm [103], the duplicated chunks in the inherited sparse containers are

rewritten. Due to the fact that re-writing some selected duplicated data chunks again

sacrifices the deduplication ratio and the selecting and re-writing can be applied sepa-

rately during the deduplication process, we will consider only the restore process in this

chapter.

Different caching policies are studied in [55, 100, 101, 102, 104, 141, 22, 144]. Kacz-

marczyk et al. [100] and Nam et al. [101, 102] use container-based caching. Other than

using recency to identify the victims in the cache, Park et al. [141] propose a future

reference count based caching policy with the information from a fixed size look-head
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window. Belady’s optimal replacement policy can only be used in a container-based

caching schema [103]. It requires extra effort to identify and store the replacement

sequence during the deduplication. If a smaller caching granularity is used, a better

performance can be achieved. Instead of caching containers, some of the studies directly

cache data chunks to achieve higher cache hit ratio [55, 104]. Although container-based

caching has lower operating cost, chunk-based caching can better filter out the data

chunks that are irrelevant to the near future restore and better improve the cache space

utilization.

However, the chunk-based caching with LRU also has some performance issues. The

historical based LRU may fail to identify data chunks in the read-in container which are

not used in the past and current assembling buffers, but they will be used in the near

future. This results in cache misses. To address this issue, a look-ahead window which

covers a range of future accesses from the recipe can provide the crucial future access

information to improve the cache effectiveness.

A special fashion of chunk-based caching proposed by Lillibridge et al. is called

forward assembly [55]. Multiple containers (say k) are used as assembling buffers called

Forward Assembly Area (FAA) and a look-ahead window of the same size is used to

identify the data chunks to be restored in the next k containers. FAA can be considered

as a chunk-based caching algorithm. It caches all the data chunks that appear in the

next k containers and evicts any data chunk which does not appear in these containers.

Since data chunks are directly copied from container-read buffer to FAA, it avoids

the memory-copy operations from the container-read buffer to the cache. Therefore,

forward assembly has lower overhead comparing with the chunk-based caching. Forward

assembly can be very effective if each unique data chunk will re-appear in a short range

from the time it is being restored.

As discussed, there is still a big potential to improve the restore performance if

we effectively combine forward assembly and chunk-based caching using the future ac-

cess information in the LAW. In this research, we consider the total amount memory

available to FAA and chunk cache is fixed. If the memory allocation for these two can

vary according to the locality changing, the number of container-reads may be further

reduced.
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Table 4.1: Data Sets
Data Set Name ds 1 ds 2 ds 3

Deduplication Ratio 1.03 2.35 2.11
Reuse Distance (# containers) 24 18 26
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Figure 4.1: The cache efficiency comparison between chunk-based caching and container-
based caching

4.3 Analysis of Cache Efficiency

Before we start to discuss the details of our proposed design, we first compare and ana-

lyze the cache efficiency of container-based caching, chunk-based caching, and forward

assembly. The observations and knowledge we learned will help our design. The traces

used in the experiments of this section are summarized in Table 4.1. ds 1 and ds 2 are

the last version of EMC 1 and FSL 1 traces respectively which are introduced in detail

in Section 5.6.1. ds 3 is a synthetic trace based on ds 2 with larger re-use distance. The

container size is 4MB. Computing time is used to measure the management overhead.

It is defined as the total restore time excluding the storage I/O time which includes the

cache adjustment time, memory-copy time, CPU operation time, and others.
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4.3.1 Caching Chunks vs. Caching Containers

Technically, caching containers can avoid the memory-copy from the container-read

buffer to the cache. If the entire cache space is the same, the cache management

overhead of container-based caching is lower than that of chunk-based caching. In most

cases, some data chunks in a read-in container are irrelevant to the current and near-

future restore process. Container-based caching still caches these chunks and wastes

the valuable memory space. Also, some of the useful data chunks are forced to be

evicted together with the whole container which increases the cache miss ratio. Thus,

without considering managing overhead, caching chunks can achieve better cache hit

ratio than caching containers if we apply the same cache policy in most workloads.

This is especially true if we use LAW as a guidance of future accesses. Only in the

extreme cases that most data chunks in the container are used very shortly and there

is very high temporal based locality, the cache hit ratio of caching containers can be

better than that of caching chunks.

We use the ds 2 trace to evaluate and compare the number of container-reads and

the computing overhead of caching chunks and caching containers. We implemented

the container-based caching and chunk-based caching with the same LRU policy. The

assembling buffer used is one container size. As shown in Figure 4.1(b), the computing

time of restoring 1GB data of caching chunks is about 15-150% higher than that of

caching containers. Theoretically, the LRU cache insertion, lookup and eviction are

O(1) time complexity. However, the computing time drops in both designs as the cache

size increases. The reason is that with larger memory size more containers or data

chunks can be cached and the cache eviction happens less frequently. There will be

fewer memory-copy of containers or data chunks, which leads to less computing time.

Also, due to fewer cache replacements in the container-based caching, the computing

time of caching containers drops quicker than that of caching chunks. However, as

shown in Figure 4.1(a), the number of container-reads of caching chunks is about 30-

45% fewer than that of caching containers. If one container-read needs 30ms, about 3%

fewer container-reads can cover the extra computing time overhead of caching chunks.

Therefore, caching chunks is preferred in the restore process, especially when the cache

space is limited.
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Figure 4.2: The cache efficiency comparison between forward assembly and chunk-based
caching

4.3.2 Forward Assembly vs. Caching Chunks

Comparing with chunk-based caching, forward assembly does not have the overhead of

cache replacement and the overhead of copying data chunks from container-read buffer

to the cache. Thus, the computing time of forward assembly is much lower than that

of chunk-based caching. As for the cache efficiency, the two approaches have their own

advantages and disadvantages with different data chunk localities. If most of the data

chunks are unique or the chunk re-use locality is high in a short range (e.g., within

the FAA range), forward assembly performs better than chunk-based caching. In this

scenario, most of the data chunks in the read-in containers will only be used to fill the

current FAA. In the same scenario, if chunk-based caching can intelligently choose the

data chunks to be cached based on the future access information in LAW, it can achieve

a similar number of container-reads but it has larger computing overhead.

If the re-use distances of many duplicated data chunks are out of the FAA range,

chunk-based caching performs better than forward assembly. Since these duplicated

data chunks could not be allocated in the FAA, extra container-reads are needed when

restoring these data chunks via forward assembly. In addition, a chunk in the chunk

cache is only stored once while in forward assembly it needs to be stored multiple times

in its appearing locations in the FAA. Thus, chunk-based caching can potentially cover
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more data chunks with larger re-use distances. When the managing overhead is less

than the time saved by the reduction of container-reads, chunk-based caching performs

better.

We use the aforementioned three traces to compare the efficiency of forward assembly

with that of chunk-based caching. The memory space used by both schemes is 64MB.

For chunk-based caching, it uses the same size LAW as FAA to provide the information

of data chunks accessed in the future. It caches the data chunks that appear in the

LAW first, then adopts the LRU as its caching policy to manage the rest of caching

space. As shown in Figure 4.2(a), the computing time of forward assembly is smaller

than that of chunk-based caching. The restore throughput of forward assembly is higher

than that of chunk based caching except in ds 3 as shown in Figure 4.2(b). In ds 3, the

re-use distances of 77% of the duplicated data chunks are larger than the FAA range.

More cache misses occur in forward assembly, while chunk-based caching can effectively

cache some of these data chunks. In general, if the deduplication ratio is extremely low

or most of the chunk re-use distances can be covered by the FAA, the performance of

forward assembly is better than that of chunk-based caching. Otherwise, chunk-based

caching can be a better choice.

4.4 Look-Ahead Window Assisted Chunk-based Caching

As discussed in the previous sections, combining forward assembly with chunk-based

caching can potentially adapt to various workloads and achieve better restore perfor-

mance. In this section, we design a restore algorithm with the assumption that the

sizes of FAA, chunk cache and LAW are all fixed. We call the memory space used by

chunk-based caching chunk cache. We first discuss how the FAA, chunk-based caching

and LAW cooperate together to restore the data stream. Then, a detailed example is

presented to better demonstrate our design.

FAA consists of several container size memory buffers and they are arranged in a

linear order. We call each container size buffer an FAB. A restore pointer pinpoints the

data chunk in the recipe to be found and copied to its corresponding location in the first

FAB at this time. The data chunks before the pointer are already assembled. Other

FABs are used to hold the accessed data chunks if these chunks also appeared in these
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FABs. LAW starts with the first data chunk in the first FAB (FAB1 in the example)

and covers a range bigger than that of FAA in the recipe. In fact, the first portion of

the LAW (equivalent to the size of FAA) is used for the forward assembly purpose and

the remaining part of LAW is used for the purpose of chunk-based caching.

An assembling cycle is the process to completely restore the first FAB in the FAA.

That is, the duration after the previous first FAB is written back to the client and

a new empty FAB is added to the end of FAA to the time when the new first FAB is

completely filled up. At the end of one assembling cycle (i.e., the first FAB is completely

assembled), the content of the FAB is written back to the requested client as the restored

data and this FAB is removed from the FAA. At the same time, a new empty FAB will

be added to the end of the FAA so that FAA is maintained with the same size. For

the LAW, the first portion (one container size) corresponding to the removed FAB is

dropped and one more segment of recipe (also one container size) is appended to the

end of LAW. Then, the restore engine starts the next assembly cycle to fill in the new

first FAB of the current FAA.

During the assembling cycle, the following is the procedure of restoring the data

chunk pointed by the restore pointer. If the data chunk at the restore pointer has

already been stored by previous assembling operations, the pointer will be directly

moved to the next one. If the data chunk has not been stored at its location in the

FAB, the chunk cache is checked first. If the chunk is found in the cache, the data chunk

is copied to the locations where this data chunk appears in all the FABs including the

location pointed by the restore pointer. Also, the priority of the chunk in the cache is

adjusted accordingly. If the chunk is not in the chunk cache, the container that holds

the data chunk will be read in from the storage. Then, each data chunk in this container

is checked with LAW to identify all the locations it appears in the FAA. Then, the data

chunk is copied to the corresponding locations in all FABs if they exist. Next, we have

to decide which chunks in this container are to be inserted to the chunk cache according

to a caching policy, and it will be described later. After this data chunk is restored, the

restore pointer moves to the next data chunk in the recipe. The read-in container will

be replaced by the next requested container. An example is shown in Figure 4.3, and it

will be described in detail in the last part of this section.

When inserting data chunks from the read-in container to the chunk cache, we need
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to identify the potential usage of these chunks in the LAW and treat them accordingly.

Based on the second portion of LAW (i.e., the remaining LAW after the size of FAA),

the data chunks from the read-in container can be classified into three categories: 1)

U-chunk (Unused chunk) is a data chunk that does not appear in the current entire

LAW, 2) P-chunk (Probably used chunk) is a data chunk that appears in the current

FAA but does not appear in the second portion of the LAW, and 3) F-chunk (Future

used chunk) is a data chunk that will be used in the second portion of the LAW. Note

that a F-chunk may or may not be used in the FAA.

F-chunks are the data chunks that should be cached. If more cache space is still

available, we may cache some P-chunks according to their priorities. That is, F-chunks

have priority over P-chunks for caching. However, each of them has a different priority

policy. The priority of F-chunks is defined based on the ordering of their appearance

in the second portion of the LAW. That is, an F-chunk to be used in the near future

in the LAW has a higher priority over another F-chunk which will be used later in the

LAW. The priority of P-chunks is LRU based. That is, the most recently used (MRU)

P-chunk has a higher priority over the least recently used P-chunks. Let us denote the

cache space used by F-chunks (P-chunks) as F-cache (P-cache). The boundary between

the F-cache and P-cache is dynamically changing as the number of F-chunks and that

of P-chunks vary.

When the LAW advances, new F-chunks are added to the F-cache. An F-chunk

that has been restored and no longer appeared in the LAW will be moved to the MRU

end of the P-cache. That is, this chunk becomes a P-chunk. The priorities of some F-

chunks are adjusted according to their future access sequences. The new P-chunks are

added to the P-cache based on the LRU order of their last appearance. Some P-chunks

may become F-chunks if they appear in the newly added portion of LAW. When the

cache eviction happens, data chunks are evicted from the LRU end of the P-cache first.

If there is no P-chunk in P-cache, eviction starts from the lowest priority end of the

F-cache.

Figure 4.3 is an example to show the entire working process of our design. Suppose

one container holds 4 data chunks. The LAW covers the data chunks of 4 containers

in the recipe from chunk 18 to chunk 28. The data chunks before the LAW have been

assembled and written back to the client. The data chunks beyond the LAW is unknown
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Figure 4.3: An example of look-ahead window assisted chunk-based caching

to the restore engine at this moment. There are two buffers in the FAA denoted as FAB1

and FAB2. Each FAB has a size of one container and also holds 4 data chunks. FAA

covers the range from chunk 18 to chunk 17. The rest information of data chunks in the

LAW (from chunk 22 to chunk 28) are used for the chunk cache. The red frames in the

figure show the separations of data chunks in containers. The labeled chunk number

represents the chunk ID and is irrelevant to the order of the data chunk appearing in

the recipe.

In FAB1, chunks 18, 2, 5 have already been stored and the current restore pointer

is at data chunk 10 (pointed by the red arrow). This data chunk has neither been

allocated nor been cached. The container that stores chunk 10, 12, 13 and 17 is read

out from the storage to the container read buffer. Then, the data of chunk 10 is copied

to the FAB1. At the same time, chunk 10 also appears in the FAB2 and the chunk is

stored in the corresponding position too. Next, the restore pointer moves to the chunk

14 at the beginning of the FAB2. Since FAB1 has been fully assembled, its content is

written out as restored data and it is removed from FAA. The original FAB2 becomes
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the new FAB1 and a new FAB (represented with dotted frames) is added after FAB1

and becomes the new FAB2.

All the data chunks in the container read buffer are checked with the LAW. Data

chunk 10 is used in the FAA but it does not appear again in the rest of LAW. So chunk

10 is a P-chunk and it is inserted to the MRU end of the P-cache. Chunk 12 and chunk

13 are not used in the current FAA but they will be used in the next two assembling

cycles within the LAW. They are identified as F-chunks and added to the F-cache.

Notice that chunk 12 appears after chunk 22 and chunk 13 is used after chunk 12 as

shown in the recipe. Therefore, chunk 13 is inserted into the low priority end and chunk

12 has the priority higher than chunk 13. Chunk 17 has neither been used in the FAA

nor appeared in the LAW. It is a U-chunk and it will not be cached. When restoring

chunk 14, a new container will be read into the container read buffer and it will replace

the current one.

4.5 The Adaptive Algorithm

The performance of the look-ahead window assisted chunk-based caching is better than

that of simply combining the forward assembly with LRU-based chunk caching. How-

ever, the sizes of FAA, chunk cache and LAW are pre-determined and fixed in this

design. As discussed in the previous sections, FAA and chunk cache have their own ad-

vantages and disadvantages for different workloads. In fact, in a given workload like a

backup trace, most data chunks are unique at the beginning. Later in different sections

of the workload, they may have various degrees of duplication and re-usage.

Therefore, the sizes of FAA and chunk cache can be dynamically changed to reflect

the locality of the current section of a workload. It is also important to figure out what

the appropriate LAW size is to get the best restore performance given a configuration

of the FAA and chunk cache. We propose an adaptive algorithm called ALACC that

can dynamically adjust the sizes of FAA, chunk cache and LAW according to the work-

load variation during the restore process. First, we evaluate and analyze the restore

performance of using different LAW sizes. Then, we present the details of ALACC.
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Figure 4.4: The restore performance and computing overhead variation as the LAW size
increases

4.5.1 Performance Impact of LAW Size

We did an experiment that varies the LAW sizes for a given workload and compared

the restore throughput and required computing overhead. We use an 8MB (2 container

size) FAA and a 24MB (6 container size) chunk cache as the memory space configuration

and increase the LAW size from 12 container size to 768 container size (it covers the

original data stream size from 48MB to 3GB). As shown in Figure 4.4, the computing

time continuously increases as the LAW size increases due to higher overhead to process

and maintain the information in the LAW. When the size of LAW is larger than 96,

the restore throughput starts to decrease. The performance degradation is caused by

the increase of computing overhead and less efficiency of chunk cache. Thus, using an

appropriate LAW size is important to make better trade-offs between cache efficiency

and computing overhead.

We can explain the observation by analyzing the chunk cache efficiency. Suppose

the LAW size is SLAW chunks, the FAA size is SFAA chunks, and the chunk cache size

is Scache chunks. Note that we use a container size as the basic unit for allocation and

the number of containers can be easily translated to the number of chunks. Assume one

data chunk Ci is used at the beginning of the FAA and it will be reused after DCi chunks

(i.e., the reuse distance of this chunk). If DCi < SFAA, it will be reused in the FAA.
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If SFAA < DCi , this chunk should be either an F-chunk or a P-chunk. However, the

chunk category highly depends on the size of SLAW . If the LAW only covers the FAA

range (SFAA = SLAW < DCi), the proposed algorithm degenerates to the LRU-based

chunk caching algorithm. If SFAA < DCi < SLAW , we can definitely identify this chunk

as an F-chunk and decide to cache this chunk. However, if SLAW < DCi , this chunk

will be identified as a P-chunk and it may or may not be cached (this depends on the

available space in cache). Therefore, at least we should ensure SFAA + Scache ≤ SLAW .

If the LAW size is large enough and most of the chunk cache space are occupied

by F-chunks, the cache efficiency is high. However, once the cache is full of F-chunks,

the newly identified F-chunk may or may not be inserted into the cache. This depends

on its reuse order. Thus, continuing increase the LAW size would not further improve

the cache efficiency. What is worse, a larger LAW size requires more CPU and memory

resources to identify and maintain the future access information. As we discuss before, if

SLAW is the same as SFAA, all cached chunks are P-chunks and chunk caching becomes

an LRU-based algorithm.

Thus, the best trade-off between cache efficiency and overhead is when the total

number of P-chunks is as low as possible but not 0. However, it may be hard to maintain

the number of P-chunks low all the time, especially when there is a very limited number

of F-chunks identified with a large LAW size. In this case, the size of LAW should not

be extended or it should be decreased slightly.

4.5.2 ALACC

Based on the previous analysis, we propose an adaptive algorithm, which dynamically

adjusts the memory space ratio of FAA and chunk cache, and the size of LAW. We

apply the adjustment at the end of each assembling cycle right after the first FAB is

restored. Suppose at the end of ith assembling cycle, the sizes of FAA, chunk cache and

LAW are Si
FAA, Si

cache and Si
LAW container size respectively. Si

FAA +Si
cache is fixed. To

avoid an extremely large LAW size, we set a maximum size of LAW (MaxLAW ) that is

allowed during the restore.

The algorithm of ALACC optimizes the memory allocation to FAA and chunk cache

first. On one hand, if the workload has an extremely low locality or its duplicated data

chunk re-use distance is small, FAA is preferred. On the other hand, according to the
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total number of P-chunk in the cache, the chunk cache size is adjusted. Then, according

to the memory space allocation changing and the total number of F-chunk in the cache,

the LAW size is adjusted to optimize the computing overhead. The detailed adjustment

conditions and actions are described in the following part of this section.

In our algorithm, the conditions of increasing the FAA size are examined first. If

any of these conditions is satisfied, FAA will be increased by 1 container size and the

size of chunk cache will be decreased by 1 container accordingly. Otherwise, we will

check the conditions of adjusting the chunk cache size. Notice that the size of FAA and

chunk cache could remain the same if none of the adjustment conditions are satisfied.

Finally, the LAW size will be changed.

FAA and LAW Size Adjustment. As discussed in Section 3.2, FAA performs

better than chunk cache when 1) the data chunks in the first FAB are identified mostly

as unique data chunks and these chunks are stored in the same or close containers, or 2)

the re-use distance of most duplicated data chunks in this FAB is within the FAA range.

Regarding the first condition, we consider that the FAB can be filled in by reading in

no more than 2 containers and none of the data chunks needed by the FAB is from the

chunk cache. When this happens, we consider this assembling cycle FAA effective. For

Condition 2, we observed that if the re-use distances of 80% or more of the duplicated

chunks in this FAB is smaller than the FAA size, forward assembly performs better.

Therefore, based on the observations, we use either of the following two conditions

to increase the FAA size. First, if the number of consecutive FAA effective assembling

cycles becomes bigger than a given threshold, we increase the FAA size by 1 container.

Here, we use the current FAA size, Si
FAA, as the threshold to measure this condition

at the end of ith assembling cycle. When Si
FAA size is small, the condition is easier to

satisfy and the size of FAA can be increased faster. When Si
FAA is large, the condition is

more difficult to satisfy. After increasing the FAA size by one, the count of consecutive

FAA effective assembling cycles is reset to 0. Second, the data chunks used during the

ith assembling cycle to fill up the first FAB in FAA are examined. If the re-use distances

of more than 80% of these examined chunks during the ith assembling cycle are smaller

than Si
FAA + 1 container size, the size of FAA will be increased by 1 container. That is,

Si+1
FAA = Si

FAA + 1.

If the FAA size is increased by 1 container, the size of chunk cache will decrease by 1
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container accordingly. Originally, Si
LAW −Si

FAA container size LAW information is used

by Si
cache container size cache. After the FAA adjustment, Si

LAW − Si
FAA + 1 container

size LAW is used by Si
cache−1 container size cache, which wastes the information in the

LAW. Thus, the LAW size is decreased by 1 container size to avoid the same size LAW

used by a now smaller size chunk cache. After the new sizes of FAA, chunk cache and

LAW are decided, two empty FABs (one to replace the re-stored FAB and the other

reflects the increasing size of FAA) will be added to the end of FAA and the chunk

cache starts to evict data chunks. Then, the (i+ 1)th assembling cycle will start.

Chunk Cache and LAW Size Adjustment. If there is no adjustment to the

FAA size, we now consider the adjustment of chunk cache size. After finished the ith

assembling cycle, the total number (NF−chunk) of F-chunks in the F-cache and the total

number (NP−chunk) of P-chunks in the P-cache are counted. Also, the number of F-

chunks that are newly added to the F-cache during the ith assembling cycle is denoted

by NF−added. These newly added F-chunks either come from the read-in containers in

the ith assembling cycle or are transformed from P-chunks due to the extending of the

LAW. We examine the following three conditions.

First, if NP−chunk becomes 0, it indicates that all the cache space is occupied by

F-chunks. The current LAW size is too large and the number of F-chunks based on

the current LAW is larger than the chunk cache capacity. Therefore, the chunk cache

size will be increased by 1 container. Meanwhile, the size of LAW will decrease by 1

container to reduce the unnecessary overhead. Second, if the total size of NF−added is

bigger than 1 container, it indicates that the total number of F-chunks increases very

quickly. Thus, we increase the chunk cache size by 1 container and decrease LAW by

1 container. Notice that a large NF−added can happen when NP−chunk is either small

or large. This condition will make our algorithm quickly react to the changing of the

workload.

Third, if NP−chunk is very large (i.e., NF−chunk is very small), the chunk cache size

will be decreased by 1 container. In this situation, the LAW size is adjusted differently

according to either of the following two conditions: 1) In the current workload, there

are few data chunks in the FAB that are reused in the future, and 2) The size of

LAW is too small, it cannot look ahead far enough to find more F-chunks for the

current workload. For Condition 1, we decrease the LAW size by 1 container. For
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Condition 2, we increase the LAW size by K containers. Here, K is calculated by

K = (MaxLAW − Si
LAW )/(Si

FAA + Si
cache). If LAW is small, its size is increased by a

larger amount. If LAW is big, its size will be increased slowly.

LAW Size Independent Adjustment If none of the aforementioned conditions

are satisfied (the sizes of FAA and chunk cache remain the same), the LAW size will

be adjusted independently. Here, we use the NF−chunk to decide the adjustment. If

NF−chunk is smaller than a given threshold (e.g., 20% of the total chunk cache size), the

LAW size will be slightly increased by 1 container to process more future information.

If NF−chunk is higher than the threshold, the LAW size will be decreased by 1 to reduce

the computing overhead.

ALACC makes the trade-offs between computing overhead and the reduction of

container-reads, such that a higher restore throughput can be achieved. Instead of

using a fixed value as the threshold, we tend to dynamically change FAA size and LAW

size. It can slow down the adjustments when the overhead is big (when the LAW size is

large) and it can speed up the adjustment when the overhead is small to quickly reduce

the container-reads (when FAA size is small).

4.6 Prototype Implementation

We implemented a prototype of a deduplication system (a C program with 11k LoC)

with several restore designs: FAA, container-based caching, chunk-based caching, LAW

assisted chunk-based caching, and ALACC. For the deduplication process, it can be

configured to use different container size and chunk size (fixed size chunking and variable

size chunking) to process the real world data or to generate deduplication traces.

To satisfy the flexibility and efficiency requirements of ALACC, we implemented

several data structures. All the data chunks in the chunk cache are indexed by a hash-

map to speed up the searching operation. F-chunks are ordered by their future access

sequence provided by the LAW and P-chunks are indexed by an LRU list. The LAW

maintains the data chunk metadata (chunk ID, size, container ID, address and offset in

the container) in the same order as they are in the recipe. Although the insertion and

deletion in the LAW is O(1) by using the hashmap, identifying the F-chunk priority is

O(log(N)), where N is the LAW size.
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A Restore Recovery Log (RRL) is maintained to ensure reliability. When one FAB

is full and flushed out, the chunk ID of the last chunk in the FAB, the chunk location

in the recipe, the restored data address, FAA, chunk cache and LAW configurations are

logged to the RRL. If the system is down, by using the information in the RRL, the

restore process can be recovered to the latest restored cycle. The FAA, chunk cache

and LAW will be initiated and reconstructed.

4.7 Performance Evaluation

To comprehensively evaluate our design, we implement five restore engines including

ALACC, LRU-based container caching (Container LRU), LRU-based chunk caching

(Chunk LRU), forward assembly (FAA), and fixed combination of forward assembly

and chunk-based caching. However, in the last case, we show only the Optimal Fix

Configuration (Fix Opt). Fix Opt is obtained by exhausting all possible fixed combi-

nations of FAA, chunk cache, and LAW sizes.

4.7.1 Experimental Setup and Data Sets

The prototype is deployed on a Dell PowerEdge R430 server with a 2.40GHz Intel Xeon

with 24 cores and 32GB of memory using Seagate ST1000NM0033-9ZM173 SATA hard

disk with 1TB capacity as the storage. The container size is configured as 4MB. All five

implementations are configured with one container size space as container read buffer

and memory size of S containers. Container LRU and Chunk LRU use one container

for FAA and S−1 for container or chunk cache. FAA uses LAW of S container size and

all S memory space as the forward assembly area. The specific configuration of Fix Opt

is given in Section 4.7.2. In all experiments, ALACC is initiated with S/2 container size

FAA, S/2 container size chunk cache and 2S container size LAW before the execution.

For the reason that ALACC requires to maintain at least one container size space as

FAB, the FAA size varies from 1 to S and the chunk cache size varies from (S − 1) to

0 accordingly. After one version of backup is restored, the cache is cleaned.

We use four deduplication traces in the experiments as shown in Table 5.1. FSL 1

and FSL 2 are two different backup traces from FSL /home directory snapshots of the

year 2014 [145]. Each trace has 6 full snapshot backups and the average chunk size is
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Table 4.2: Characteristics of datasets
Dataset FSL 1 FSL 2 EMC 1 EMC 2

Size 103.5GB 317.4GB 29.2GB 28.6GB
ACS 4KB 4KB 8KB 8KB
DR 3.82 4.88 1.04 4.8
CFL 13.3 3.3 14.7 19.3

ACS stands for Average Chunk Size
DR stands for the Deduplication Ratio, which is the original data size divided by the dedu-
plicated data size.
CFL stands for the Chunk Fragmentation Level, which is the average number of containers
that stores the data chunks from one container size of original data stream. High CFL value
leads to low restore performance.

4KB. EMC 1 and EMC 2 are the weekly full-backup traces from EMC and each trace

has 6 versions and 8KB average chunk size [146]. EMC 1 was collected from an exchange

server and EMC 2 was the /var directory backup from a revision control system.

To measure the restore performance, we use the speed factor, computing cost factor

and restore throughput as the metrics. The speed factor (MB/container-read) is de-

fined as the mean data size restored per container read. Higher speed factors indicate

higher restore performance. The computing cost factor (second/GB) is defined as the

time spent on computing operations (subtracting the storage I/O time from the restore

time) per GB data restored and the smaller value is preferred. The restore throughput

(MB/second) is calculated from the original data stream size divided by the total re-

store time. We run each test 5 times and present the mean value. Notice that, for the

same trace using the same caching policy, if the restore machine and the storage are

different, the computing cost factor and restore throughput can be different while the

speed factor is the same.

4.7.2 Optimal Performance of Fixed Configurations

In LAW assisted chunk-based caching design, the sizes of FAA, chunk cache and LAW

are fixed and are not changed during the restore process. To find out the best perfor-

mance of a configuration for a specific trace with a given memory size, in our experiments

we run all possible configurations for each trace to discover the optimal throughput. This

optimal configuration is indicated by Fix Opt. For example, for 64MB memory, we vary
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Table 4.3: The FAA/chunk cache/LAW configuration (# of containers) of Fix Opt for
each deduplication trace

FSL 1 FSL 2 EMC 1 EMC 2

Size 4/12/56 6/10/72 2/14/92 4/12/64
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Figure 4.5: The restore throughput of different FAA, chunk cache and LAW size con-
figurations

the FAA size from 4MB to 60MB and the chunk cache size from 60MB to 4MB. At the

same time, the LAW size increases from 16 containers to 96 containers. Each test tries

one set of fixed configuration and finally, we draw a three-dimensional figure to find out

the optimal results.

An example is shown in Figure 4.5, for FSL 1, the optimal configuration has 4

containers of FAA, 12 containers of chunk cache and a LAW size of 56 containers.

One throughput peak is when the LAW is small. The computing cost is low while the

container-reads are slightly higher. The other throughput peak is when the LAW is

relatively large. With more future information, the container-reads are lower but the

computing cost is higher. The optimal configuration of each trace is shown in Table 4.3,

the sizes of FAA and chunk cache can be calculated by the number of containers times

4MB.
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Figure 4.6: The restore performance results comparison of Container LRU, Chunk LRU,
FAA, Fix Opt and ALACC. Notice that the speed factor, computing cost factor and
restore throughput vary largely in different traces, we use different scales among sub-
figures to show the relative improvement or difference of the five designs in the same
trace.
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Table 4.4: The percentage of memory size occupied by FAA of ALACC in each restore
testing case

Version # 0 1 2 3 4 5

FSL 1 50% 38% 39% 38% 40% 38%
FSL 2 67% 67% 64% 69% 64% 57%
EMC 1 26% 24% 14% 17% 16% 16%
EMC 2 7% 8% 8% 8% 8% 7%

4.7.3 Restore Performance Comparison

Using the same restore engine and storage as discovering the Fix Opt, we evaluate and

compare the speed factor, computing cost and restore performance (throughput) of the

four traces with 64MB total memory. The evaluation results are shown in Figure 4.6.

As indicated in Table 5.1, the CFL of FSL 2 is much lower than the others, which leads

to a very close restore performance of all the restore designs. However, when the CFL

is high, ALACC is able to adjust the sizes of FAA, chunk cache, and LAW to adapt to

the highly fragmented chunk storing, and achieves higher restore performance.

The computing cost varies in different traces and versions. In most cases, the com-

puting cost of FAA is relatively lower than the others, because it avoids the cache

insertion, look-up, and eviction operations. As expected, the computing overhead of

Chunk LRU is usually higher than that of Container LRU due to more management

operations for smaller caching granularity. However, in EMC 2, the computing over-

head of Container LRU is much higher than the other four designs. The overhead is

caused by the high frequent cache replacement and extremely high cache miss ratio.

The cache miss ratio of Container LRU is about 3X higher than that of Chunk LRU.

The time of reading containers from storage to the read-in buffer dominates the restore

time. Thus, the speed factor can nearly determine the restore performance. Comparing

the speed factor and restore throughput of the same trace, for example, trace FS 1 in

Figure 4.6(a) and 4.6(c), the curves of the same cache policy are very similar.

For all 4 traces, the overall average speed factor of ALACC is 83% higher than

Container LRU, 37% higher than FAA, 12% higher than Chunk LRU and 2% higher

than Fix Opt. The average computing cost of ALACC is 27% higher than that of

Container LRU, 23% higher than FAA, 33% lower than Chunk LRU and 26% lower

than Fix Opt. The average restore throughput of ALACC is 89% higher than that of
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Table 4.5: The average LAW size (# of containers) of ALACC in each restore testing
case

Version # 0 1 2 3 4 5

FSL 1 31.2 30.5 31.4 32.2 32.0 30.7
FSL 2 44.6 44.1 40.1 32.3 32.8 36.9
EMC 1 77.1 83.1 88.7 84.2 76.1 82.6
EMC 2 95.3 95.2 95.1 95.3 94.8 95.2

Container LRU, 38% higher than FAA, 14% higher than Chunk LRU and 4% higher

than Fix Opt. In our experiments, the speed factor of ALACC is higher than those of

Container LRU, Chunk LRU, and FAA. More importantly, ALACC achieves at least a

similar or better performance as Fix Opt. By dynamically adjusting the sizes of FAA,

chunk cache and LAW, the improvement of the restore throughput is higher than the

speed factor. Notice that we need tens of experiments to find out the optimal configu-

rations of Fix Opt which is almost impossible to carry out in a real-world production

scenario.

The main goal of ALACC is to make better trade-offs between the number of

container-reads and the required computing overhead. The average percentage of the

memory space occupied by FAA of ALACC is shown in Table 4.4 and the average LAW

size is shown in Table 4.5. The percentage of chunk cache in the memory can be cal-

culated by (1 − FAA percentage). The mean FAA size and LAW size vary largely in

different workloads. The restore data with larger data chunk re-use distance usually

needs smaller FAA size, larger cache size, and larger LAW size, like in traces FSL 1,

FSL 2, and EMC 2. One exception is trace EMC 1. This trace is very special, only

about 4% data chunks are duplicated chunks and they are scattered over many con-

tainers. The performances of Container LRU, Chunk LRU and FAA are thus very close

since extra container-reads will always happen when restoring the duplicated chunks.

By adaptively extending the LAW to a larger size (about 80 containers and 5 times

larger than FAA cover range) and using larger chunk cache space, ALACC successfully

identifies the data chunks that will be used in far future and caches them. Therefore,

ALACC can outperform others in such an extreme workload. Assuredly, ALACC has

the highest computing overhead (about 90% higher than others in average) as shown in

Figure 4.6(h).
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Comparing the trend of varying FAA and LAW sizes of Fix Opt (shown in Table 4.3)

with that of ALACC (shown in Tables 4.4 and 4.5), we can find that ALACC usually

applies smaller LAW and larger cache size than Fix Opt. Thus, ALACC achieves lower

computing cost and improves the restore throughput as shown in Figures 4.6(b), 4.6(e)

and 4.6(k). In EMC 2, ALACC has a larger cache size and a larger LAW size than those

of Fix Opt. After we exam the restore log, we find that the P-chunks occupied 95% the

cache space in more than 90% of the assembling cycles. A very small portion of data

chunks is duplicated many times, which can explain why the Chunk LRU performs close

to Fix Opt. In such an extreme case, ALACC makes the decision to use a larger cache

space and a larger LAW size such that it can still adapt to the workload and maintain a

high speed factor and high restore throughput as shown in Figures 4.6(j) and 4.6(l). In

general, ALACC successfully adapts to the locality changing and delivers high restore

throughput for a given workload.

4.7.4 The Adaptive Adjustment in ALACC

To verify the adaptive adjustment process of ALACC, we write the log at the end of

each assembling cycle and using P-chunk as an example to show the size adjustment

of FAA, chunk cache and LAW by ALACC. The log records the P-chunk numbers per

container size cache , the sizes of FAA, chunk cache, and LAW. We use FSL 2 version

1 as an example and the results are shown in Figure 4.7. The number of P-chunks per

container size cache is very low at the beginning and varies sharply as assembly cycle

increases as shown in Figure 4.7(a). One container size cache can store about 1000 data

chunks in average. During the assembling cycle range (1000–1500), most of the chunk

cache space is occupied by the P-chunks and there are few duplicated data chunks.

Thus, ALACC uses a larger FAA and a smaller LAW.

If the number of P-chunk is relatively low, more caching space is preferred. For

example, in the assembling cycle range (700–900), the number of P-chunks is lower

than 200 (i.e., more than 80% of the chunk cache space is used for F-chunks). As

expected, the FAA size drops quickly and the chunk cache size increases sharply and

stays at a high level. Meanwhile, since the cache space is increased, the LAW size is

also increased to cover larger recipe range and to identify more F-chunks. In general,

ALACC successfully monitors the workload variation and self-adaptively reacts to the



89

 0

 200

 400

 600

 800

 1000

 0  500  1000  1500  2000  2500  3000P
-c

h
u

n
k

s 
p

er
 c

o
n

ta
in

er

Asssemble cycle number

’FSL_2_v1.log’ using 14

(a) P-chunk numbers per container size chunk cache

 0
 2
 4
 6
 8

 10
 12
 14
 16

 0  500  1000  1500  2000  2500  3000

F
A

A
 s

iz
e

Asssemble cycle number

’FSL_2_v1.log’ using 4

(b) FAA size (# of containers)

 0
 2
 4
 6
 8

 10
 12
 14
 16

 0  500  1000  1500  2000  2500  3000

C
ac

h
e 

si
ze

Asssemble cycle number

’FSL_2_v1.log’ using 5

(c) Chunk cache size (# of containers)

 0

 20

 40

 60

 80

 100

 0  500  1000  1500  2000  2500  3000

L
A

W
 S

iz
e

Asssemble cycle number

’FSL_2_v1.log’ using 6

(d) LAW size (# of containers)

Figure 4.7: The variation of P-chunk numbers per container size chunk cache, FAA size,
chunk cache size, and LAW size during the restore of FSL 1 in version 0

number of P-chunks variation as expected, and thus, delivers higher restore throughput

without manual adjustments.

4.8 Conclusion and Future Work

Improving restore performance of deduplication system is very important. In this re-

search, we studied the effectiveness and the efficiency of different caching mechanisms

applied to the restore process. Based on the observations of the caching efficiency ex-

periments, we design an adaptive algorithm called ALACC which is able to adaptively

adjust the sizes of the FAA, chunk cache and LAW according to the workload changes.

By making better trade-offs between the number of container-reads and computing over-

head, ALACC achieves much better restore performance than container-based caching,

chunk-based caching and forward assembly. In our experiments, the restore performance

of ALACC is slightly better than the best performance of restore engine with all possible

configurations of fixed sizes of FAA, chunk cache and LAW. In our future work, dupli-

cated data chunk rewriting will be investigated and integrated with ALACC to further

improve the restore performance of data deduplication systems for both primary and

secondary storage systems.



Chapter 5

Sliding Look-Back Window

Assisted Data Chunk Rewriting

for Improving Deduplication

Restore Performance

5.1 Introduction

With the fast development of new eco-systems such as social media, cloud computing,

artificial intelligence (AI), and Internet of Things (IoT), the volume of data created

increases exponentially. However, the storage density and capacity increase in main

storage devices like disk drives (HDD) and solid-state drives (SSD) cannot match with

the explosion speed of data creation [147]. Data deduplication is an efficient way to

improve the storage space utilization such that the cost of storing data can be reduced.

Data deduplication is a widely used technique to reduce the data amount to be trans-

ferred or stored in today’s computing and communication infrastructure. It has been

applied to primary and secondary storage systems, embedded systems and other systems

that host and transfer a huge amount of data.

Data deduplication partitions the byte stream formed by original data into data

chunks (e.g., 4KB size in average). Each chunk is represented by a chunk ID which is a

90
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hashed fingerprint of the chunk content. By representing the original data stream with

a sequence of the chunk IDs as well as the metadata to find the data chunks (called

file recipe) and storing only the unique data chunks (not a duplication of existing data

chunks) into the storage system, the amount of data to be stored can be greatly reduced.

Since the average size of data chunks is rather small, the deduplication process typically

accumulates a number of unique data chunks (say 1000 data chunks) in a container

before writing them out together to storage to increase I/O efficiency. Due to the same

reason, when reading a data chunk for restore, the whole container is read in since we

are expecting many data chunks in the same container will be accessed soon.

The data restore process is to access and write out data chunks based on the order

and locations in the recipe to re-create the original byte stream. Since the unique data

chunks are writing to storage based on the order of their first appearance in the byte

stream, a duplicated data chunk may request to read a container that was written long

time ago. The result of deduplication can be measured by the deduplication ratio which

is the total amount of data in the original byte stream divided by the total size of the

stored unique data chunks. However, a higher deduplication ratio means more container

reads have to be issued when restoring the original byte stream and it leads to a lower

restore performance.

To improve the restore performance, several techniques have been proposed including

caching schemes (e.g., container-based caching [100, 101, 102, 103], chunk-based caching

[55, 104, 59], and forward assembly [55, 59]) and duplicated data chunk rewrite schemes

[100, 101, 102, 103, 55]. Since the unique data chunks are stored in the same order as

they first appeared, unique data chunks in the same container are located closely in the

original byte stream. If these chunks in a container will appear in the near future in the

byte stream as duplicated data chunks, caching schemes can be very useful to reduce

the number of container reads for duplicated data chunks.

When a deduplication system runs for a long time, the data chunks in a segment of

the original byte stream can be highly fragmented. That is, the duplicated data chunks

in this segment are stored in a large number of containers that have already existed (old

containers). When restoring this segment, each read-in container consists of only a few

data chunks that are used in this segment. Therefore, the cached data chunks may be

evicted before they are used again in the restore process. In this scenario, the number
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of container reads cannot be reduced by applying caching schemes only.

In this highly fragmented situation, each container read only contributes to a very

small number of data chunks for restore. This type of container reads is inefficient

and expensive. To address this issue, rewriting some of the duplicated data chunks

in a highly fragmented segment and storing them together with the nearby unique

data chunks in the same container can effectively reduce the number of container reads

required for restoring these chunks. However, the rewrite decisions made during the

deduplication process are not sufficient and efficient due to the limited information of

the deduplication process known by the rewrite schemes.

Several data chunk rewriting selection policies are introduced in previous studies.

Among these studies, Lillibridge et al. [55] proposed a simple but effective data chunk

rewriting selection policy, named capping. Capping partitions the byte stream into fixed

size segments and sorts the old containers by the number of data chunks contributed by

the old containers in the segment. Data chunks in the old containers which are ranked

out of a pre-defined threshold (i.g, capping level) are stored again (called rewrite).

Therefore, when restoring the data chunks in this segment, the total number of container

reads is capped by the capping level plus the number of new containers created with

the unique data chunks.

Capping needs a cache space to buffer the segment before a rewrite decision is made.

It ensures a higher bound on the number of container reads to restore the data chunks in

the segment. However, its design has several limitations: 1) A fixed value of capping level

may cause unnecessary rewrites or leaving out the data chunks that should be rewritten

(false negative rewrite); 2) Since each segment is a fixed size partition, the number of

data chunks of the containers that locate near the cutting boundary is usually counted

inaccurately. It causes unnecessary rewrites (false positive rewrite); 3) The caching

effect of the restore process has not been considered. Data chunks that can be covered

by the cache should not be rewritten; 4) The deduplication ratio cannot be guaranteed

with capping.

In this research, we explore ways of further improving the restore performance while

maintaining low resource consumption during the deduplication process. We first pro-

pose a flexible container referenced count based scheme which is an improvement of

the capping scheme. This approach can achieve a good tradeoff between the number of
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container reads and the deduplication ratio. Second, we propose a new rewrite scheme

called Sliding Look-Back Window Rewrite to more efficiently decide the data chunks

to be rewritten. A sliding look-back window can remedy the false positive issue caused

by a fixed size cut. Based on the sliding look-back window design, a container read

efficiency based rewrite is proposed which takes the caching effect into consideration.

To fairly and comprehensively evaluate our rewriting designs, we implemented a

system with both deduplication and restore engines of normal deduplication, capping

scheme, the two schemes we proposed, Forward Assembly (FAA) [55], and a chunk-

based caching scheme called ALACC [59]. The performance of different combinations

of deduplication and restore engines are compared and evaluated. According to our

evaluation by using real world deduplication traces, with the same deduplication ratio

and the same restore engine, our proposed sliding look-back window based design always

achieves the best restore performance. We use speed factor (MB/container-read), which

is defined as the mean size data being restored (MB) per container read [55], to indicate

the amount of data that can be restored by one container read in average. A higher

speed factor indicates a higher restore performance. Our design can improve the speed

factor up to 97% compared with that of normal deduplication and it can improve the

speed factor up to 41% compared with capping.

The rest of the chapter is presented as follows. Section 2 reviews the background

of data deduplication and the related work of caching and rewrite schemes. Section 3

describes a flexible container referenced count based rewrite scheme which is improved

from capping. To further reduce the number of container reads, a sliding look-back

window based rewrite scheme is proposed and presented in Section 4. Based on the

sliding look-back window, the rewrite candidate selecting policy is discussed in Section

5. We present the evaluation results and analysis in Section 6. Finally, we conclude our

work and discuss the future work in Section 7.

5.2 Background and Related Work

In this section, we first briefly describe the deduplication and restore processes. Then,

the related studies of improving the restore performance are presented and discussed.
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5.2.1 Deduplication and Restore Process

Data deduplication is widely used in secondary storage systems such as archiving and

backup systems to improve the storage space utilization [36, 88, 35, 89, 90, 91, 142, 143].

Recently, data deduplication is also deployed in primary storage systems like SSD arrays

to make better trade-offs between cost and performance [92, 93, 94, 95, 96, 86, 97, 98].

After the original data is deduplicated, only the unique data chunks and the file recipe

are stored. When the original data is requested, the recipe is used to read out the

corresponding data chunks for assembling the data back. That is, based on the recipe

to access each data chunk and restore these data chunks back to the original byte stream.

From the beginning of the recipe, the restore engine uses the data chunk metadata to

access the corresponding data chunks one by one and assembles the data chunks in the

memory buffer. Once the engine accumulates a buffer worth of data chunks, it will

write out the restored data in the buffer to persistent storage. To get a data chunk from

storage to memory in an efficient way, the restore engine will access the entire container

holding the data chunk. The accessed data chunks can be temporarily held in memory

by a specifically designed cache to reduce the future container reads.

In the worst case, to assemble N data chunks, we may need N container reads.

A straightforward way to reduce the number of container reads is to cache some of

the containers or data chunks. Since some data chunks will be used very shortly after

they are read into memory, these cached chunks can be directly copied from the cache

to the assembling buffer which can reduce the number of container reads. Even with

caching schemes like chunk-based caching and forward assembly [55], an accessed data

chunk may trigger a container read. This is especially true for accessing a duplicated

data chunk since this data chunk was stored in a container created in a distance from

the current location in the recipe. Intuitively, the higher a deduplication ratio (i.e.,

more duplicated data chunks) is, the more container reads are required to restore [101].

Another way to reduce the number of container reads is to store (rewrite) some of the

duplicated data chunks together with the unique chunks in the same container during

the deduplication process. The decision of rewriting a duplicated data chunk has to be

decided during the deduplication process instead of being done at restore process like

caching. The duplicated chunks and unique chunks will be read out together in the same

container and thus the needs of accessing these duplicated chunks from other containers
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are avoided. However, this approach reduces the effectiveness of data deduplication

(i.e., reduces the deduplication ratio).

5.2.2 Related Work on Restore Performance Improvement

We first review the different caching policies such as container-based caching, chunk-

based caching, and forward assembly. Then, we will focus on the studies of storing

duplicated chunks to improve the restore performance.

Different caching policies are studied in [100, 101, 102, 55, 104, 59, 141]. To improve

the cache hit ratio, Kaczmarczyk et al. [100], Nam et al. [101, 102], and Park et al. [141]

used container-based caching. Container-based caching schemes can achieve Belady’s

optimal replacement policy [103]. To achieve a higher cache hit ratio, some studies

directly cache data chunks [55, 104]. For container-based and chunk-based caching, the

former has lower cache management overhead (e.g., fewer memory copies), while the

latter has a higher cache hit ratio. Therefore, caching chunks is preferred in the restore

process, especially when the cache space is limited. Lillibridge et al. proposed the

forward assembly scheme, which reads ahead of the recipe and pre-fetches some chunks

into a Forward Assembly Area (FAA) [55]. This scheme ensures that one container will

be only read out once when restoring the current FAA. The management overhead of

FAA is much lower than that of the chunk-based caching, but the performance of these

two schemes depends on the workloads. Therefore, Cao et al. proposed a combined FAA

and chunk-based caching called Adaptive Look-Ahead Chunk Caching (ALACC) which

can potentially adapt to various workloads and achieve a better restore performance

[59].

Nam et al. [101, 102] first introduced the Chunk Fragmentation Level (CFL) to

estimate degraded read performance of deduplication storage. CFL is defined as a ratio

of the optimal number of containers with respect to the real number of containers re-

quired to store all the unique and duplicated chunks of a backup data stream. When the

current CFL becomes worse than a predefined threshold, data chunks will be rewritten.

Kaczmarczyk et al. [100, 148] utilized stream context and disk context of a duplicate

block to rewrite highly-fragmented duplicates. Data chunk whose stream context in the

current backup is significantly different from its disk context will be rewritten. Fu et

al. [103, 149] proposed a History-Aware Rewriting algorithm (HAR) which accurately
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identifies and rewrites sparse containers according to the historical information of the

previous backup. The container capping was proposed by Lillibridge et al. [55] which

uses a fixed-size segment to identify the data chunks to be rewritten.

Since each container read involves a large fixed number of data chunks, Tan et al.

[150] proposed a Fine-Grained defragmentation approach (FGDefrag) that uses variable-

size data groups to more accurately identify and effectively remove fragmented data.

FGDefrag rewrites the fragmental chunks and the new unique chunks of each segment

into a single group. After some of the data chunks are rewritten, the same data chunks

can appear in different containers, how to choose one container to be referenced is

challenging. Wu et al. [151, 152] proposed a cost-efficient rewriting scheme (SMR). SMR

first formulates the defragmentation as an optimization problem of selecting suitable

containers and then builds a sub-modular maximization model to address this problem

by selecting containers with more distinct referenced data chunks.

The caching schemes can be effective if recently accessed data chunks (unique or

duplicated) will be needed again in the near future during the restore process. If dupli-

cated data chunks are stored in the containers created and scattered over different time,

they will not be effective. Only rewrite some of the duplicated data chunks together

with unique chunks can reduce the container reads. However, it is difficult to make

a decision which duplicate chunks need to be rewritten at the minimum cost of the

deduplication ratio. This is the focus of our study in this research.

5.3 Flexible Container Referenced Count based Design

In this section, we first discuss the strengths and limitations of the capping design.

Then, we propose a flexible container referenced count based scheme improved from

capping which achieves a good tradeoff between the number of container reads and the

deduplication ratio.

5.3.1 Capping and Its Limitations

The container capping is proposed by Lillibridge et al. [55]. The original data stream is

partitioned into fixed size segments and each segment is N container size (e.g., N ·4MB

size). The number of data chunks (duplicates are counted) in the segment that belonging
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to an old container is counted, called CoNtainer Referenced Count (CNRC). These old

containers containing at least one duplicated data chunk in the segment are sorted with

their CNRCs in descending order. A fixed threshold T called capping level is used to

decide whether the duplicated data chunks of an old container will be rewritten or not.

If the container is ranked lower than T , the duplicated data chunks in this container are

written together with unique data chunks into the active container. In this way, when

restoring this segment in the future, there will be at most T +C container reads, where

C is the number of new containers that are generated for storing unique data chunks

when deduplicating this segment. Thus, the number of container reads of the segment

is capped by T +C. However, the deduplication ratio will be lowered too and it is hard

to predict the deduplication ratio reduction.

Capping uses the same fixed threshold to control the capping level for all the seg-

ments such that a higher bound on the number of container reads can be obtained.

However, the deduplication ratio is not considered as an optimization objective in the

capping scheme. We believe that with some changes to capping, a better tradeoff be-

tween the number of container reads and the data deduplication ratio can be achieved.

Since the distribution of CNRCs of involved containers varies from segment to segment,

some segments can keep fewer container reads than the targeted capping level while

other segments may have to go beyond the targeted capping level if we wish to bound

the reduction of deduplication ratio.

For example, in a segment, after we sort the old containers according to their CNRCs

in descending order, we can plot out the CNRC distribution of these containers as shown

in Figure 5.1(a). The X-axis is the rank of containers and Y-axis is the number of

referenced data chunks of an involved container. Different segments will have different

distribution shapes. Consider Segment 1 and Segment 2 in Figure 5.1(a). Capping level

is a fixed cutting point at X-axis which is 10 and all duplicated data chunks in the

containers to the right of the capping level partition have to be rewritten.

In this example, the number of container reads of these two segments are capped by

20 plus the number of newly generated containers. For Segment 1, containers ranked

from 10 to 12 have a relatively large number of referenced data chunks. Rewrite these

containers will cause more reduction of deduplication ratio. The ideal capping level

for Segment 1 should be either 12 or 13 according to the distribution. For Segment
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Figure 5.1: An example of the relationship between the CNRCs distribution and the
capping level

2, since data chunks are more concentrated to the higher ranking containers, rewriting

the containers ranked beyond container 6 or 7 instead of container 10 will reduce more

container reads while the increased amount of duplicated data chunks being rewritten

is limited. Therefore, as shown in Figure 5.1(b), if we use 12 as the new capping level

for Segments 1 (CL1 in the figure) and use 6 as the new capping level for segment 2

(CL2 in the figure), the number of container reads will be 1 fewer and the number of

duplicated data chunks being rewritten will be even lower.

5.3.2 Flexible Container Reference Count Scheme

To address the aforementioned limitations of using a fixed capping level, we proposed the

Flexible Container Referenced Count based scheme (FCRC), which is an improvement of

capping based on the CNRC instead of the capping level. If we set a value as the CNRC

threshold, data chunks in one old container that has CNRC lower than the threshold

are rewritten. In this way, different segments will have different actual capping levels

which are decided by the threshold and the distribution of CNRCs of these segments.

The CNRC threshold Tcnrc can be estimated by the targeted capping level. That is, the
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total number of duplicated data chunks (duplicates are counted) in a segment divided

by the targeted capping level. Statistically, if each read-in container in a segment can

contribute more than Tcnrc number of duplicated data chunks, the total number of

container reads for the segment will be bounded by the targeted capping level. Thus,

by rewriting duplicated data chunks in a container with a referenced count lower than

Tcnrc can achieve a similar number of container reads as using the targeted capping

level.

Although using a fixed value of Tcnrc as a threshold can make a tradeoff between

the number of container reads and the deduplication ratio, it cannot guarantee either

an upper bound on the number of container reads like capping or a lower bound on the

deduplication ratio. To solve this issue, we use a targeted deduplication ratio reduction

limit x% and the targeted number of container reads Cap of a segment to generate

these two bounds for Tcnrc. In the following, we will discuss how these two bounds are

decided.

Bound for Deduplication Ratio Reduction We first calculate the targeted num-

ber of data chunks that can be rewritten (Nrw) in a segment according to the targeted

deduplication ratio reduction limit x%. Let us consider backup as an example. Suppose

in the current backup version, the total number of data chunks is Ndc and the targeted

deduplication ratio reduction limit is x% (i.e., after rewrite, deduplication ratio is at

most x% lower than that of no rewrite case). For one backup version, we use the number

of unique data chunks generated in the previous deduplicated version as the estimation

of the current version, which is Nunique. If we do not rewrite duplicated data chunks,

the deduplication ratio is DR = Ndc
Nunique

. To have at most x% of deduplication ratio

reduction, we need to rewrite Nrw data chunks. We can calculate the new deduplication

ratio after rewrites by DR · (1−x%) = Ndc
Nunique+Nrw

. Finally, we have Nrw =
Nunique·x%

1−x% .

By dividing Nrw by the total number of segments of this backup version, we can calcu-

late the average data chunks that can be rewritten in each segment, which is Hrw. For

other applications, we can run deduplication for a short period of time. Then , we use

the current total number of data chunks as Ndc and the current total number of unique

chunks as Nunique to estimate Hrw.

Since the actual rewrite number can be smaller than Hrw in some segments, we can

accumulate and distribute the saving as credits to the rest of the segments such that
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some of the segments can rewrite more than Hrw duplicated data chunks. However, the

overall deduplication reduction limit x% is still satisfied. For the ith segment, suppose

the accumulated actual rewrites before ith segment is N i−1
rw . We can rewrite at most

Hrw · i −N i−1
rw duplicated data chunks in the ith segment. If N i−1

rw = Hrw · (i − 1), we

still use Hrw as the rewrite limit for the ith segment. This means rewriting more than

the limit is not allowed in any segment. In this way, we will get the referenced count

bound of the ith segment RCi
rw by adding the CNRCs of the old containers from low to

high until the accumulated number reaches the rewrite limit.

Bound for Container Reads We use a cap on the number of container reads

Cap and the CNRC distribution to get the bound on the number of container reads of

the ith segment which is RCi
reads. Suppose the accumulated number of old containers

used before the ith segment is N i−1
reads. For the ith Segment, we can tolerate at most

Cap · i−N i−1
reads containers to be used. Counting from the high ranked container to low,

we will find the RCi
reads of the container at the bound.

If RCi
rw < RCi

reads in the ith segment, we are unable to satisfy both of the require-

ments. We will try to satisfy the deduplication ratio reduction limit first. Therefore,

the threshold Tcnrc we used in this segment is RCi
rw. The bound on the number of

container reads will be violated and the credits of the container reads of this segment

will be negative. If RCi
rw ≥ RCi

reads, the threshold Tcnrc is able to be adjusted between

RCi
rw and RCi

reads. If Tcnrc of the previous segment is in between, we directly use the

same Tcnrc. Otherwise, we will use
RCi

rw+RCi
reads

2 as the new Tcnrc which can accumulate

the credit for both rewrite number and the number of container reads.

The performance comparison between the FCRC scheme and the capping scheme is

shown in Figure 5.2. We use the trace MAC2 shown in Table 5.1 which is from FSL

[145, 153, 154] as an example and the details about the trace are described in Section

6.1. We use two different restore caching schemes which are FAA (the FAA size is 10

containers) and ALACC of the fixed algorithm (4 containers for FAA and 4 containers

for chunk cache). To comprehensively compare the performance, we implemented the

normal deduplication which has no rewrite (Normal), the capping scheme (Capping),

and the FCRC. Capping and FCRC are configured with the same segment size (5 con-

tainers suggested by [55]). By configuring the targeted capping level and deduplication

reduction ratio, both Capping and FCRC achieve the same deduplication ratio (12.8 in
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Figure 5.2: The performance comparison between Regular, Capping, and FCRC

the last version).

As shown in Figure 5.2, the FCRC scheme can achieve about 33% of higher speed

factor than that of Capping on average when the same restore caching scheme is used.

Specifically, if we use FAA as the restore caching scheme, FCRC can achieve about 31%

of higher speed factor than that of Capping and 55% higher than that of Normal. If

we use ALACC as the restore caching scheme, the speed factor is improved about 10%

than that of FAA in average and FCRC can achieve about 47% of higher speed factor

than that of Normal. In general, by using a flexible referenced count based scheme, the

container reads are effectively reduced compared to the Capping scheme with a fixed

value of capping level when the same deduplication reduction ratio is achieved.

5.4 Sliding Look-Back Window

Although our proposed FCRC scheme can address the tradeoff between the number of

container reads and the deduplication ratio, using a fixed size segment partition causes

another problem. In this section, we will first discuss the problem and then a new

rewrite framework called Sliding Look-Back Window (LBW) is presented in detail.
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Figure 5.3: An example to show the fixed size segment partition issue in capping

5.4.1 Issues of Fixed Size Segment Partition

In either capping or FCRC designs, the byte stream is partitioned into fixed size seg-

ments and the rewrite decision is made based on the CNRC statistics of a segment. The

container and data chunk information based on a fixed size segment may not take into

consideration of the information in the past and future segments. On one hand, data

chunks at the front of a segment are evaluated with more information of near future

while the data chunk referencing situation and rewrite decisions made in the previous

segment cannot be used by the data chunks at the front. On the other hand, data

chunks at the end of the segment can be evaluated with the information from the near

past while there is less future information can be identified. The data chunks at the end

of the segment have higher probability to be rewritten if the majority data chunks of

their containers are in the subsequent few segments. As a result, the rewrite decisions

made with the statistics only from the current segment may not be accurate.

As shown in Figure 5.3, there are two consecutive segments S1 and S2. The majority

of duplicated data chunks belonging to container C1 appear at the front of S1 with blue

color and the majority data chunks of C2 are at the head of S2 with red color. Due

to the segment cut point, a few duplicated chunks of container C1 are at the head of

S2 and a few duplicated chunks of container C2 are at the end of S1. According to

the capping design, the number of data chunks of C1 in S1 and that of C2 in S2 are

ranked higher than the capping level. These chunks will not be rewritten. However,

the ranking of container C1 in S2 and container C2 in S1 are out of the capping level.

Since we do not know the past information about C1 in S1 when deduplicating S2 and
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the future information about C2 in S2 when deduplicating S1, these chunks (i.e., a few

data chunks from C2 in S1 and a few data chunks from C1 in S2) will be rewritten.

When restoring S1, C1 and C2 will be read in the cache. When restoring S2, C2 is

already in the cache and the container read will not be triggered. Therefore, rewriting

the data chunks of C2 appearing in S1 and data chunks of C1 in S2 is wasted.

To more precisely evaluate each data chunk in a segment, a “sliding” window design

can potentially solve this issue. Assuming a sliding window consists of N containers. In

the deduplication process, a new data chunk is identified and this data chunk will be a

part of the most recent container in the sliding window. Each duplicated data chunk

will be evaluated with the past information for rewrite when it is in the sliding window.

When the most recent container is filled up, the window will move forward to include

a new container (i.g., the window is moved with one container size data chunks). In

the meantime, the last (oldest) container will be removed from the window. Before a

container is moved out the window, the decision to rewrite the duplicated data chunks

in this container has to be made. In fact, a rewrite decision can be made earlier for

some data chunks to reduce the memory utilization. We will describe this process in

details below and present how a rewrite decision for a duplicated data chunk is made

in Section 5.

5.4.2 Sliding Look-Back Window Assisted Rewrite

Motivated by the discussion in Section 5.4.1, we designed and implemented the sliding

look-back window assisted rewrite scheme. The overall architecture is shown in Figure

5.4. A fixed size window of N container size is used to cover a range of a byte stream

that has been deduplicated. The window moves forward to process the newly identified

data chunks while these data chunks are evaluated backward through the window to

make the initial rewrite decision. This is why we call it a Look-Back Window (LBW).

The newly identified data chunk is located in the most recent container of the LBW.

Unique data chunks will be buffered first in the active container. Once the active

container is full, it will be written to storage. The LBW acts as a recipe cache which

maintains mostly the data chunk metadata entries in the recipe of N containers in

the order of the byte stream. Each metadata entry consists of the information of the

data chunk as in the recipe including chunk ID, chunk size, offset in the byte stream,
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Figure 5.4: The overview of the sliding look-back window assisted rewrite design

container ID/address, and the offset in the container. Besides, the LBW maintains the

information of referenced containers (i.e., containers holding duplicated data chunks)

covered by the LBW. This information will be used to decide which duplicated data

chunks are rewritten.

As shown in Figure 5.4, the window is 4 container size. The newly identified data

chunks are part of the most recent container in the window. If one data chunk is unique,

it will be put into the active container and its corresponding metadata entry is stored in

the recipe cache of the LBW. If it is a duplicated data chunk, its metadata information

of the original data chunk is also included in the current metadata entry in the recipe

cache. If a duplicated data chunk is decided not to be rewritten (unique chunk or

duplicated chunk satisfying the non-rewrite condition described later), it will be marked

as a non-rewrite chunk and not be added to the rewrite candidate cache. If the rewrite

decision cannot be given right after a duplicated data chunk is identified, this chunk

will be added to the rewrite candidate cache as one candidate chunk. When the most

recent container in the LBW fills up with data chunks (either unique or duplicated), the

oldest (least recent) container in the LBW is moved out and its corresponding metadata

entries are written to the recipe on storage. Before the oldest container is moved out,
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the rewrite decisions of all candidate chunks in that container have to be made. Then,

the LBW will move forward to cover a new container size of data chunks.

The effect of delaying rewrite decision using a look-back scheme is as follows. When

a data chunk is identified as a candidate chunk, we will have the information of all

data chunks in the several previous (N-1) containers including their rewrite decisions.

If we cannot make a decision for this candidate chunk immediately due to the limited

information, we can wait to make a decision when this chunk is moved out of the window.

Until then, we will know the data chunks subsequent to this data chunks in the rest of

N-1 containers. Therefore, we believe a more accurate decision can be made.

To implement such a look back mechanism, some data needs to be temporarily

cached in memory. In our design, we reserve three types of data in memory as shown

in Figure 5.4. First, as mentioned before, the LBW maintains a recipe cache. Second,

similar to the most container based deduplication engines, we maintain an active con-

tainer as chunk buffer in memory to store the unique or rewritten data chunks. The

buffer is one container size. Third, we maintain a rewrite candidate cache in memory

to temporally cache the candidate chunks. The same chunk might appear in different

positions in the window, but only one copy is cached in the rewrite candidate cache. As

the window moves, data chunks in the rewrite candidate cache will be gradually evicted

according to the rewrite selection policy and these chunks become non-rewrite chunks.

Finally, before the last container is moved out, the remaining candidate chunks in this

container are rewritten to the active container. The metadata entry of a candidate

chunk is mutable while the metadata entry of a non-rewrite chunk is immutable. The

details of the rewrite selection policy will be presented in Section 5.5.

Let us consider a simple example as shown in Figure 5.5. Suppose we use a fixed value

of reference count as the threshold and set the value as 4. That is, once an old container

has more than 4 duplicated data chunks in the window, the duplicated data chunks in

this container will not be rewritten. When the LBW is at Position 1, the number of data

chunks from Containers 1, 2, and 3 are 8, 2, and 2 respectively. The newly identified

data chunks from Containers 2 and 3 cannot satisfy the non-rewrite condition, we add

these data chunks to the rewrite candidate cache. When the LBW is moved to Position

2, the number of data chunks from Container 2 is already 5 which satisfy the non-rewrite

condition. The data chunks from Container 2 will not be rewritten. Therefore, the data
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Figure 5.5: An example of the sliding look-window assisted rewrite scheme

chunks of Container 2 in the rewrite candidate cache will be dropped. For the data

chunks from Container 3, we still need to delay the decision. When the LBW is moved

to Position 3 and the data chunks from Container 3 are already at the end of the LBW.

At this moment, the number of data chunks from Container 3 is still lower than the

threshold. Thus, the two data chunks will be rewritten to the active container. At the

same time, the corresponding metadata entries in the recipe cache are updated with the

active container information.

5.5 Rewrite Selection Policy for LBW

In this section, we present the details of the rewrite selection policy for LBW. We first

discuss the two criteria which are closely related to our proposed policy. Then, the

details of the policy are described.

5.5.1 Two Criteria

For data chunks in the LBW, we base on the following two criteria to design and adjust

the rewrite selection policy:

Cache-effective Range In most data deduplication systems, caching is used to

improve the restore performance. Different caching policies (e.g., chunk-based caching,

container-based caching, or FAA) have different eviction priorities. However, in a very

short period of time, the data chunks of the read-in container will not be evicted. In
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other words, if a container is just read into the memory, the data chunks of this container

will be cached for at least next S container size restore, we consider it as a cache-effective

range. After restoring S containers, these cached data chunks will be gradually evicted.

For FAA, S is the size of FAA in terms of the number of containers. For chunk-based

caching, S can be greater than the size of the caching space. However, for the container-

based caching, S can be much smaller than the cached size. Note that S will also be

affected by the workload. Although it may be hard to precisely know when a data chunk

will be evicted, we can still estimate a lower bound of the cache effective range of each

container which is used as S.

Importantly, the size of the LBW is related to the cache-effective range S. On one

hand, if the size of the LBW is much smaller than S, some data chunks identified to be

rewritten have a high probability to be in the cache, which can not be identified from a

small size LBW. It will cause unnecessary deduplication ratio reduction. On the other

hand, if LBW is much larger than S, the data chunk out of the cache-effective range

cannot be quickly decided. Maintaining a huge amount of metadata in memory will

increase the computing overhead of identifying the data chunks to be rewritten, which

will slow down the deduplication performance. Therefore, maintaining an LBW with

the size compatible with the cache-effective range is a good tradeoff.

Container Read Efficiency A container read efficiency can be evaluated by the

number of data chunks being used in a short duration after it is read-in and the con-

centration level of these chunks in a given restore range. Please note that at different

moments of the restore, the same old container may have a different read efficiency.

If one container read can restore more data chunks, this container read is more effi-

cient. With the same number of data chunks being restored from one old container,

if these data chunks are more concentrated in a small range of the byte stream, the

cache space can be more efficiently used such that container reads can be potentially

reduced. In this case, the container read has higher efficiency. Please note in the restore

process, the information of future data chunks to be accessed has already been recorded

in the recipe and a look-ahead window can be used to identify them [55, 59]. There-

fore, caching schemes in the restore process can be more accurate and efficient than the

typical application memory caching schemes.

To quantitatively define a container read efficiency, we use two measurements of the
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old container in an LBW: container referenced count and referenced chunk closeness.

The container referenced count (CNRC) has been used in FCRC to decide the rewrite

candidates in segments. Similarly, we define the container referenced count of an old

container as the number of times that data chunks in this container appear in the

LBW (duplications are counted) in a moment, which is CNRClbw. CNRClbw of an old

container can change in each movement of the LBW as data chunks are added in and

moved out. In fact, the nature of capping is to rank the CNRClbw of the old containers

appearing in a segment and to rewrite the data chunks that belong to the old containers

with low CNRC. The FCRC scheme rewrites the containers with CNRC lower than a

certain value (the CNRC threshold). However, both schemes are based on a fixed size

segment partition.

We define the referenced chunk closeness Lc as: the average distance (measured by

the number of data chunks) between the chunk that will potentially trigger a container

read and the rest of the data chunks of this container in the same LBW divided by the

size of LBW (the total number of chunks in the LBW), where Lc < 1. Note that if

one data chunk appears in multiple positions, only the first one is counted. Smaller Lc

means the data chunks are closer.

5.5.2 Rewrite Selection Policy for LBW

The rewrite selection policy is designed based on the information covered by the LBW.

Suppose the LBW size is SLBW which is indicated by the number of containers. When

the LBW moves forward for one container size, a container size of data chunks (added

container) will be added to the head of the LBW and one container size of data chunks

(evicted container) will be removed from the LBW. There will be five steps: 1) process

the added container, classify the data chunks into three categories: unique chunks, non-

rewrite chunks (duplicated data chunks that will not be rewritten), and candidate chunks

(duplicated data chunks that might be rewritten); 2) update the metadata entries of data

chunks in the added container and add the identified candidate chunks to the rewrite

candidate cache; 3) recalculate the CNRClbw of old containers that are referenced by

all the candidate chunks and reclassify them to the non-rewrite chunks according to the

updated CNRClbw; 4) rewrite the remaining candidate chunks in the evicted container

to the active container and update their metadata entries; 5) adjust the CNRC threshold
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Tdc which is used to decide the data chunks once the LBW moves SLBW containers.

The details of each steps are explained in the following.

In Step 1, by searching the indexing table, the unique data chunks and duplicated

data chunks are identified. Unique data chunks are written to the active container. Next,

each duplicated data chunk is searched backward in the LBW. If there are already some

data chunks from the same old container appearing ahead of it and these chunks are

non-rewrite chunks, this chunk is directly marked as a non-rewrite chunk. Otherwise,

the duplicated chunk becomes a candidate chunk. For a candidate chunk, if it is the

first chunk of its container appearing in the most current S containers, it means this

container has not been used at least S containers range. This chunk will potentially

trigger one container read and thus we call it the leading chunk of this container. It

is also possible that there will be few or even no other data chunks from the same

container appearing after the leading chunk in a large range. Rewrite data chunks from

this container will be a better choice.

In Step 2, the corresponding metadata entires of data chunks in the added container

are updated with the metadata information of their chunks and containers. Only one

copy of the candidate chunks is added to the rewrite candidate cache.

In Step 3, we follow the definition of CNRClbw described in Section 5.5.1 to cal-

culate the latest CNRClbw of each involved old containers referenced by the candidate

chunks. The candidate chunks from the old containers whose CNRClbw are higher than

the current Tdc are removed from the rewrite candidate cache. They become the non-

rewrite chunks and their metadata entries in the recipe cache still reference to the old

containers.

In Step 4, the remaining candidate chunks in the evicted container are rewritten to

the active container. Their metadata entires in the recipe cache are updated to reference

the active container. Also, if a leading chunk is rewritten, which means the CNRClbw of

its container is still lower than Tdc, other data chunks from the same container appearing

in the current LBW will be rewritten too. Note that the same data chunk can appear

in multiple old containers after being rewritten. One of the old containers should to be

referenced in the metadata entry. There are some studies that optimize the selection

of container, for example, an approximately optimal solution is proposed by [151, 152].

Here, we use the greedy algorithm which selects the container that has most chunks in
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the current LBW. Other algorithms can be applied to our proposed policy easily.

In Step 5, Tdc is adjusted during the deduplication process to make better tradeoffs

between deduplication ratio reduction and container reads. We use the similar algo-

rithm as FCRC to bound the container referenced chunk threshold Tdc. Every Slbw size

movement is tread as one LBW moving cycle and the Tdc is adjusted at the end of

each cycle. Similar to the FCRC in Section 5.3.2, at the end of each cycle, we use the

accumulated credit of the container reads and the number of rewritten data chunks to

get the two bounds of the CNRC in this LBW. If the adjustment range does not exist,

we use the bound generated by the deduplication ratio reduction limit as the new Tdc.

If the adjustment can be made, we will first generate an adjustment starting value of

Tdc. Then, the new Tdc is adjusted based on the starting value and the variation of the

referenced chunk closeness Lc. If the adjustment range exists and Tdc of the last cycle

is in the range, we use the previous threshold as the starting value. If the Tdc of the

last cycle is already out of the adjustment range, we use the middle of the range as the

starting value. Next, according to the variation of Lc in the previous cycle, we increase

or decrease the starting value value. If the average Lc of old containers in the previous

cycle increases (data chunks are more scattered), we increase the starting value by 1 as

the new Tdc. Otherwise, we decrease the starting value by 1 as the new Tdc.

5.6 Performance Evaluation

To comprehensively evaluate our design, we implemented four deduplicate engines in-

cluding normal deduplication with no rewrite (Normal), capping scheme (Capping),

flexible container referenced count based scheme (FCRC), and Sliding Look-back Win-

dow scheme (LBW). For the restore engine, we implemented two state-of-the-art caching

designs which are Forward Assembly Area (FAA) [55] and Adaptive Look-Ahead win-

dow Chunk based Caching (ALACC) [59]. Since any restore experiments will include

one deduplication engine and one restore engine, there are 8 combinations.

5.6.1 Experimental Setup and Data Sets

The prototype is deployed on a Dell PowerEdge R430 server with a Seagate ST1000NM0033-

9ZM173 SATA hard disk of 1TB capacity as the storage. The server has a 2.40GHz
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Table 5.1: Characteristics of datasets

Dataset MAC1 MAC2 MAC3 FSL1 FSL2 FSL3

TS(TB)1 2.04 1.97 1.97 2.78 2.93 0.63
US(GB)2 121.8 134.5 142.3 183.7 202 71
ASR(%)3 45.99 46.50 46.80 42.49 39.96 33.60
SV(%)4 99.28 96.60 95.48 97.87 98.64 93.00
IV5 5 20 60 5 20 60
1 TS stands for the total size of the trace.
2 US stands for the unique size of the trace.
3 ASR stands for the average self-referenced chunk ratio in each

version.
4 SV stands for the average similarity between each version.
5 IV stands for the interval(days-based) between each version.

Intel Xeon with 24 cores and 64GB of memory. In our experiments, the container size

is set as 4MB. To fairly compare the performance of these four deduplication engines,

we try to use the same amount memory in each engine. That is, for Capping and

FCRC, the size of each segment is fixed with 5 containers. For LBW, the total size of

the recipe cache and the rewrite candidate cache size are also 5 containers. For FAA,

the look-ahead window size is 8 containers and the forward assembly area size is also 8

containers. For ALACC, it has 4 container size FAA, 4 container size chunk cache, 8

container size look-ahead window.

In the experiments, we use six deduplication traces from FSL [145, 153, 154] as shown

in Table 5.1. MAC1, MAC2, and MAC3 are three different backup traces from MacOS.

FSL1, FSL2, and FSL3 are from FSL /home directory snapshots from the year 2014 to

2015. Each trace has 10 full backup snapshots and we choose the version with the 4KB

average chunk size. As shown in SV (average similarity between versions) of Table 5.1,

each trace has more than 93% of the data chunks appeared in the previous versions. It

indicates that most data chunks are duplicated chunks and they are fragmented. The

time interval (IV) between versions of each trace is also shown in Table 5.1. We select

different IV for each trace such that the fragmentation and version similarity are varied
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Table 5.2: The change of the deduplication ratio (DR) and the
speed factor (SF) with different LBW size and a fixed mean Tdc
(mean Tdc =120)

LBW size 16 14 12 10 8 6 4 2

DR 8.53 8.53 8.53 8.50 8.45 8.37 8.27 8.07
SF 2.80 2.84 2.87 2.92 3.01 3.14 3.16 3.18

in different traces. Before replaying a trace, all data in the cache is cleaned. For each

experiment, we run the traces 3 times and present the average value.

5.6.2 Influence of LBW Size and Mean Value of Tdc

In the LBW design, a different configuration of LBW size and a different mean value

of CNRC threshold Tdc will influence both of the deduplication ratio and the speed

factor. We use the MAC2 trace as an example and design a set of experiments to

investigate the relationships. In the restore process, we use FAA as the restore caching

scheme and set the FAA size as 8 containers. To investigate the influence of LBW

size, we fix the mean Tdc to 120 by setting the two bounds while the size of the LBW

changes from 16 to 2 containers. The results are shown in Table 5.2. As the LBW

size decreases, the deduplication ratio decreases slightly. It indicates that, when the

threshold configuration is the same, if we reduce the LBW size, less information is

maintained in the window and more data chunks are selected to be rewritten. The

deduplication ratio decreases even faster when the LBW size is smaller than the FAA

size, which is caused by a large number of unnecessary rewrites due to a small LBW

size. Differently, when the LBW size is close to or even smaller than the FAA size as

shown in Table 5.2, there is a relatively large increase of the speed factor. Therefore, to

achieve a good tradeoff between the deduplication ratio and the speed factor, the LBW

size should be compatible with the FAA size, which is the cache-effective range in this

case.

In another experiment, we fix the LBW size to 8 containers, FAA size to 8 containers,

and vary Tdc from 0 to 1000. With a higher Tdc, more old containers will be rewritten

since it is harder for each old container to have more than Tdc duplicated data chunks
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Figure 5.6: The change of the deduplication ratio and the speed factor with different
mean Tdc and a fixed LBW size (LBW=5)

in the LBW. Therefore, as shown in Figure 5.6(a), the deduplication ratio decreases as

the Tdc increases. Also, the speed factor increases since more data chunks are rewritten

as shown in Figure 5.6(b). When Tdc is zero, there is no rewrite and the deduplication

regresses to the Normal deduplication case. On the other hand, when Tdc= 1000 (one

container stores 1000 data chunks in average), almost every duplicated chunk is re-

written. Thus, no deduplication is performed (i.e., deduplication ratio is 1) and the

speed factor is 4. Note that, the decreasing of the deduplication ratio as well as the

increasing of the speed factor are at a faster pace when Tdc is less than 100. When Tdc

is larger than 100, the two curves vary linearly in a slower pace. It shows that we can

achieve a good tradeoff between deduplication ratio reduction and restore performance

improvement when Tdc is set smaller than 100 for this trace.

5.6.3 Deduplication Ratio & Speed Factor Comparison

In this subsection, we compare the performance of Capping with LBW in terms of

deduplication ratio and speed factor. In order to get the speed factor, we choose FAA

as the restore engine. In both cases, we set the FAA size to 8 containers. For Capping,

the segment size is set to 5 containers and we run the Capping with capping level varying

from 0 to 70. For LBW, the LBW size is fixed to 8 containers and we vary the Tdc from

0 to 1000 by adjusting the targeted deduplication ratio and the targeted number of

container reads. To fairly compare Capping and LBW, we need to compare the speed

factor of the two designs when they have the same deduplication ratio.
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The results are shown in Figure 5.7. We can clearly conclude that when the dedupli-

cation ratio is the same, the speed factor of LBW is always higher than that of Capping.

For examples, when the speed factor = 3.7, Capping has a deduplication ratio = 1.2

which indicates a very high rewrite number (close to no deduplication). With the same

speed factor, LBW has a deduplication ratio = 4. With the same deduplication ratio

=14, Capping has a speed factor = 1.27 and LBW has a speed factor = 1.75 which is

about 38% higher than that of Capping. If no rewrite is performed (Normal deduplica-

tion process), the deduplication ratio is 15 while the speed factor is close to 1. When

the deduplication ratio increases from 8 to 14 which indicates fewer data chunks are

rewritten and close to no rewrite case (Normal), compared with Capping, the speed

factor of LBW is about from 20% to 40% higher. In general, LBW can achieve a bet-

ter tradeoff between the deduplication ratio reduction and speed factor improvement

especially when the deduplication ratio is high.

5.6.4 Restore Performance Comparison

To obtain the performance of Normal, Capping, FCRC, and LBW as deduplication

engines, we pair them with two restore engines (FAA and ALACC). Since a small re-

duction of deduplication ratio (i.e., fewer data chunk rewrites) is preferred, we configure
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the parameters to target the reduction of deduplication ratio of Capping, FCRC, and

LBW in the following experiments to 7%.

Each trace has 10 versions of backup and the mean speed factors achieved by all

8 combination schemes are shown in Figure 5.8. If data chunk rewrite is not applied

(Normal design) in deduplication process, even with FAA or ALACC as the restore

caching schemes, the speed factor is always lower than 1.3. In three FSL traces, the

speed factor is even lower than 1. That means reading out a 4MB size container cannot

even restore 1MB size of data. It indicates that the data chunks are fragmented and the

two caching schemes still cannot reduce the large number of required container reads.

By rewriting duplicated data chunks, the speed factor has improved. For all 6 traces,

we can find that with the same deduplication ratio, LBW always achieves the highest

speed factor (best restore performance) when the same restore engine is used. The speed

factor of FCRC is lower than that of LBW, but higher than that of Capping. Due to a

lower averaged self-reference count ratio (ASR) shown in Table 5.1, the duplicated data

chunks of FSL traces are more fragmented than that of MAC traces. Thus, the overall

speed factor of FSL traces is lower than that of MAC traces. In general, when using the

same restore caching scheme, the speed factor of LBW is up to 97% higher than that of

Normal, 41% higher than that of Capping, and 7% higher than that of FCRC.

Replaying the trace MAC2, the speed factors of using FAA and ALACC as the re-

store caching scheme are shown in Figure 5.9(a) and Figure 5.9(b) respectively. Among
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the 10 versions, the duplicated data chunks are more fragmented after version 4. There-

fore, there is a clear speed factor drop at version 5. As shown in both figures, the speed

factor of LBW is always the highest in all 10 versions. By using the FCRC, the speed

factor is improved a lot comparing with the Normal and Capping schemes. LBW further

improves the speed factor when compared with FCRC by addressing the rewrite accu-

racy issues caused by a fixed segment partition. In general, with the save deduplication

ratio, LBW can effectively reduce the number of container reads such that its restore

performance is always the best.

5.7 Conclusion and Future Work

Rewriting duplicated data chunks during the deduplication process is an important and

effective way to reduce container reads, which cannot be achieved by caching schemes

during the restore. In this research, we discuss the limitations of capping design and

propose the FCRC scheme based on capping to improve the rewrite selection accuracy.

To further reduce the inaccurate rewrite decisions caused by the fixed segment partition

used by capping, we propose the sliding look-back window based rewrite approach.

By combining the look-back mechanism and the caching effects of the restore process,

our approach makes better tradeoffs between the reduction of deduplication ratio and

container reads. In our experiments, the speed factor of LBW is always better than that
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of Capping and FCRC when the deduplication ratio is the same. In our future work,

the adaptive LBW size and more intelligent rewrite policies will be investigated.



Chapter 6

IS-HBase: A In-Storage

Computing based HBase

Architecture in Big Data

Infrastructure

6.1 Introduction

During the past half a century, persistent storage devices have evolved for keeping/storing

the desired data. Among them, the magnetic recording based disk drives (i.e., HDDs)

were introduced over 60 years ago and have been widely used in persistent storage sys-

tems, especially for large scale and low cost storage systems [155]. An HDD provides

a set of simple and basic block based storage interfaces and more sophisticated man-

agement is achieved in the management of upper layers like a storage controller or a

software stack in storage servers. During the past 20 years, flash memory based storage

devices become one of the most important storage media [19]. Due to the high perfor-

mance of both sequential and random accesses of flash memory based storage devices

like solid state drives (SSDs), SSDs are widely used in the primary storage systems

[156, 18] to achieve higher performance.

Since flash pages in an SSD cannot be directly updated, an SSD typically has an

118
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indirect addressing and a complicated process to garbage collects (GC) dirty (invalid)

flash pages [19, 157]. To support the GC and other management services inside an SSD,

SSD is equipped with GB-level DRAM and multiple CPU cores [158, 159]. Therefore,

the computing and memory resources of a single SSD can potentially support a small

operating system and execute some simple applications. Although the performance of

an SSD is higher than that of an HDD, the performance and bandwidth gaps between

main memory and the storage still create a large performance penalty, especially for

I/O intensive applications when a large amount of data is read out from or written to

storage devices[160].

One of the possible solutions is to pre-process the stored data in storage devices and

thus reduce the amount of traffic between storage devices and application servers, i.e.,

using the concept of in-storage computing or computational storage. In recent years,

with the help of spare CPU and memory resources in a storage device like HDD or

SSD, the approaches that enable the storage device with simple computing functions

are introduced, for examples, in active disk drives [161, 162, 163], smart SSD [158, 164,

165, 166], data processing based SSD [167, 168, 169, 170], and the KVSSD proposed by

Samsung [171]. In KVSSD, I/O intensive jobs like searching and scanning the key-value

pairs (KV-pairs) are executed in SSD instead of at the server side, which effectively

reduces the amount of data being read out from SSD to memory. Similarly, the Kinetic

drives developed by Seagate runs a key-value store (LevelDB) in an HDD and provides

the KV interfaces through Ethernet connections [172, 173, 174].

The concept of in-storage computing has been extended to other scenarios to improve

the application performance, especially when the size of data that really requested by an

application is much smaller than the data being read out from storage. YouSQL [175]

offloads several I/O intensive functions of MySQL like range queries to SSD such that

when “Select” or other range queries are called, the overall query per second (QPS) can

be effectively improved. With the help of in-storage computing, not only the required

I/O is effectively reduced, but also it can achieve better parallelism from multiple storage

devices. If a computing process of an application is not bottlenecked by the required

I/O, it can continue the execution of computing such that the throughput and overall

performance can be greatly improved.
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In the current and most popular IT infrastructure, the compute cluster is disaggre-

gated from the storage cluster to achieve higher flexibility, availability, manageability,

and scalability. A compute node in the compute cluster has a relatively powerful CPU

and a large memory space which supports several applications like various stateless ser-

vices, caching, and compute services. The storage cluster consists of one or multiple

large storage pools with different storage devices and it provides several storage inter-

faces including block, file system, Key-Value, and Object for different services running

in the compute cluster. Compute and storage servers are connected via high speed

networks. Cloud service providers [176] (e.g., Amazon S3 [177], Microsoft Windows

Azure [178], and Huawei Cloud [179]) and many large Internet companies (e.g, Face-

book and Google) have deployed and implemented their IT infrastructures with this

type of compute-storage disaggregation.

However, the performance gap existing between memory and storage also appears in

the aforementioned compute-storage disaggregated IT infrastructures. All the desired

data are required to transfer through the network connections between the compute

cluster and the storage cluster. When the workloads are light or stable, there are fewer

performance issues caused by the heavy connection traffic. However, when the spiked

I/O workloads are generated by applications with intensive reads/writes, the available

connection bandwidth can be easily over-saturated. The performance of the applications

requiring high storage I/Os will be potentially impacted. To address these issues, the in-

storage computing concept can also be applied to reduce the amount of traffic between

compute and storage clusters. Since a storage server, which may connect to multiple

storage devices, has a relatively powerful CPU and a larger memory space than those

in a storage device, more complicated functions/services can be executed in the storage

servers to pre-process the stored data instead of only processing them in application

servers.

HBase [180, 44, 181, 182] (derived from BigTable [183]) is an important and widely

used column-oriented distributed key-value store and its performance can be severally

impacted when HBase is deployed in a compute-storage disaggregated IT infrastruc-

ture. We explore the potential of applying in-storage computing to improve the perfor-

mance of HBase by reducing the traffics between compute servers and storage servers.
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RegionServers of HBase are responsible to receive and respond to client queries. Typ-

ically, a RegionServer caches the KV-pairs from write queries (e.g., Put and Delete)

in Memtable and appends them to a write-ahead-log (WAL) to ensure data reliability.

When a Memtable is full, KV-pairs are sorted and written to storage as a single file

called HFile which consists of tens of data blocks. Read queries (e.g, Get and Scan)

usually trigger many block reads and cause a serious read amplification (i.e., the data

being sent to the client is much smaller than the data being read out from storage).

In the legacy deployment of HBase, for one RegionServer, its HFiles are usually

stored in the same host via HDFS interfaces [184, 185, 186] (i.e., the host acts as both

RegionServer and HDFS DataNode). However, in the compute-storage disaggregated

infrastructure, RegionServers are running in the compute nodes of the compute cluster.

HFiles are stored in the storage nodes of the storage cluster and all the I/Os will have

to go through the connecting network between compute and storage clusters. To inves-

tigate how serious the performance (especially read performance) of HBase is influenced

by the network condition, we evaluated the performance of HBase with different avail-

able network bandwidths. The major observations are: 1) For the key-value workload

generated by YCSB with either a Zipfian or Uniform distribution [57], Get queries can

cause an extremely high network traffic (e.g., the data being read out is about 40-67

times higher than that being sent to a client); 2) Scan queries with a shorter scan length

usually have a higher read amplification; 3) For the scan queries with filters, the more

data can be filtered out, the larger the read amplification is; 4) When the available

network bandwidth is low, the throughput of Get and Scan queries become very low

due to the long network transmission time of data blocks.

To address the performance issue caused by the insufficient network bandwidth, we

adopt the in-storage computing approach to redesign the read paths and compactions

of HBase (called IS-HBase). IS-HBase offloads part of the read logic and compaction

routine from HBase RegionServers to the storage nodes as a service module called In-

Storage ScanNer (ISSN). For Get and some Scan queries (depends on the Scan query

requirements and network conditions), data blocks are pre-processed by ISSNs in the

storage nodes and only the useful results (the requested KV-pairs) are sent through

the network and combined in the RegionServer. Since only the requested KV-pairs are
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transferred through the network, it effectively reduces the network bandwidth consump-

tion. Therefore, a higher performance can still be achieved when the available network

bandwidth is limited. Moreover, if the HFiles related to one query are scattered to

different storage nodes, IS-HBase can search the KV-pairs in parallel. This further

improves the performance. For a compaction, one ISSN is selected to execute the com-

paction of a set of HFiles such that it avoids the round trip transmission of KV-pairs

to RegionServers and back during a compaction.

In-storage computing usually brings in a challenging caching issue to applications.

In IS-HBase, since only the requested KV-pairs are sent to RegionServers for read

queries instead of sending all relevant data blocks, the original block cache design at a

RegionServer cannot be used directly. To address this caching issue, we propose a self-

adaptive caching scheme for IS-HBase. First, the cache space is dynamically allocated

between complete data blocks and partial blocks. The partial blocks cache the KV-

pairs from the same data blocks and transmitted by ISSNs in response to read queries.

Second, since the KV workloads may have strong key-space localities [61], IS-HBase

upgrades some of the partial blocks into complete blocks to reduce the cache misses.

Third, the cache space for complete blocks and partially blocks are dynamically changed

to better adapt to the workloads and network bandwidth variations.

According to our experiments, the IS-HBase can achieve up to 95% and 97% of

network traffic reduction for GET with Zipfian and Uniform distributions respectively,

and the QPS (Queries Per Second) is barely affected by network bandwidth variation.

Also, there is up to 94% data transmission reduction for Scan queries with column

filters. Moreover, the IS-HBase with self-adaptive block cache can further improve the

average QPS by 26.31% compared with the IS-HBase with KV-pair cache only.

This chapter is organized as follows. We briefly introduce the system background of

HBase and compute-storage disaggregated infrastructure in Section 2. Related work on

active storage devices is discussed in Section 3. We evaluate and discuss the performance

of HBase in a compute-storage disaggregated infrastructure in Section 4. The results

motivate us to offload the I/O intensive module from HBase to storage nodes. In

Section 5 we introduce IS-HBase which offloads the HFile scanner module originally in

RegionServers to storage nodes as the in-storage processing unit. The proposed system

architecture, the flow of data read logic, and the data consistency/correctness are also
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Figure 6.1: The legacy architecture of HBase

discussed in this section. A self-adaptive caching scheme is described in Section 6 and

we present the evaluation results in Section 7. Finally, we conclude the research and

discuss future work in Section 8.

6.2 Background

In this section, we first introduce the architecture, basic operations, and data manage-

ment of HBase. Then, we will introduce the compute-storage disaggregated infrastruc-

tures.

6.2.1 HBase Preliminary

HBase [180], a distributed column-oriented key-value (KV) database, is an open-source

implementation of Google BigTable [183]. The architecture of a typical HBase is shown

in Figure 6.1. It consists of three components: 1) HBase RegionServers receive and

respond to the queries from clients; 2) A HBase Master decides the key range assign-

ment, manages tables, and handles high level services; and 3) Zookeeper monitors and

maintains the states of the clusters. Since HBase is a KV based NoSQL database, it

provides simple interfaces to achieve data read/write queries including Get, Scan, Put,

and Delete. Get is a point-lookup query, which requests the KV-pair with a given key.

Scan returns a set of KV-pairs that satisfy the scan requirement (i.e., start from a cer-

tain key, scan a range of KV-pairs, and filter out some KV-pairs). Put inserts new

KV-pairs and Delete removes the existing KV-pairs from HBase.
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HBase applies an LSM-tree [187] indexing scheme to persistently store the KV-

pairs in a backend file system to achieve high write performance. KV-pairs are sorted

and stored in files called HFiles. Different from LevelDB or RocksDB which are also

LSM-tree based KV-stores, HBase does not have the “level” concept. All HFiles are

maintained at the same level. Therefore, the key range of one HFile may overlap with

the key ranges of other HFiles. In a RegionServer, new KV-pairs or the special KV-

pairs to indicate the deletions are first temporally cached in a memory buffer called

MemStore. At the same time, to ensure data persistency, these KV-pairs are appended

to a Write-Ahead-Log (WAL)in storage. One HRegion maintains one MemStore. When

a MemStore is full, the KV-pairs in the MemStore are sorted in a pre-defined order

and written to storage as a new HFile. When a client wants to read a KV-pair (e.g.,

Get query), the MemStore and all HFiles that may cover the key of this KV-pair are

searched. Since deleting and updating a certain KV-pair is achieved by inserting a new

KV-pair with the same key, there may be multiple KV-pairs with the same key being

stored in Memstore and HFiles. Therefore, to respond to a Get request, HBase needs

to find all these KV-pairs and a RegionServer combines the results before responding

to a client. Only the KV-pairs that satisfying the read requirement (e.g., the latest

KV-pairs) are returned to the client.

As more and more new KV-pairs are inserted, the deleted KV-pairs and invalid KV-

pairs (e.g., KV-pairs that have been updated) should be cleaned to save space. Also,

as the number of HFiles increases, more HFiles will be searched to respond to Get or

Scan queries such that the read performance is impacted. Therefore, a compaction is

introduced to combine some HFiles into a single larger HFile. When a compaction is

triggered in one RegionServer, some HFiles are selected to carry out the compaction

based on some pre-defined criteria. Then, the RegionServer sequentially reads the KV-

pairs from these HFiles, compares their keys, and removes the invalid KV-pairs. All the

valid KV-pairs are sorted and written back as a new HFile.

HFile is organized as a tree structure similar to a B+ tree. KV-pairs are stored in

data blocks (e.g., 64KB per data block) in a sorted order. Data blocks are appended

from the beginning of an HFile. Then, other metadata blocks including indexing blocks,

filter blocks, and other blocks containing the metadata information are stored after the

data blocks. An indexing block maintains the key-ranges, the sizes, and the offsets of the
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data blocks. If a single level indexing is not enough to index the data blocks, a second

or third level indexing blocks are created automatically. A RegionServer maintains a

manifest including the mapping of HFiles to their key-ranges.

To look up a key for Get query or find a start KV-pair of a Scan query, the query is

first sent to one of the RegionServers which maintains the key-range containing that key.

Then, based on the key-ranges of the HFiles, the HFiles whose key-ranges overlapped

with the key range are selected. The RegionServer starts a HFile scanner for each

selected HFile to search KV-pairs with the given key and each HFile scanner will return

the requested KV-pairs or Null if none exists.

An HFile scanner first searches an indexing block and locates the data blocks whose

key-ranges cover the key. Then, the HFile scanner reads out the data blocks to a block

cache, applies a binary search the KV-pairs of the data blocks to check the existence

of the requested KV-pair. Since there may be multiple KV-pairs that have the same

key and store in different HFiles, the RegionServer builds a heap to sort the KV-pairs

returned from all the HFile scanners and picks the top/latest one to return to the client.

For Scan queries, a client specifies the start position of the scan via providing a start-

key. The process of finding a start-key of each HFile is the same as that of Get. To

continuously get the consecutive KV-pairs after the start-key, a client can call Next()

once the real start-key (i.e., an existing key equals to or greater than the start-key)

identified. When Next() is called, the top KV-pair is popped out from the heap and

returned to the client. Then, the HFile scanner whose KV-pair is popped out moves to

get the next KV-pair if it exists and inserts the new KV-pair to the heap. A new top

KV-pair is then generated from the heap. One example is shown in Figure 6.2.

Each RegionServer maintains a read cache for the accessed blocks (called block cache)

including both data blocks and metadata blocks being read out from HFiles. Each

cached block is indexed by its block sequence number which is a unique ID for each block

being created in the HBase. For read queries and also compactions, metadata blocks are

first read to the block cache if there are cache misses and then searched by RegionServers.

Based on the outcomes of metadata block searches, the corresponding data blocks are

fetched to the cache. Blocks in block cache are evicted based on an LRU policy. Since

metadata blocks have much higher frequency to be accessed when responding to the

read queries, these metadata blocks are usually cached in the block cache for a long
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Figure 6.2: One example of the read logic in legacy HBase. When a client issues a Get
or Scan request with a given key, the RegionServer first determines which HFiles may be
related to the current query (e.g., HFiles 1, 3, 6, 7, 12, and 19). Then, the RegionServer
starts a HFile scanner for each HFile involved. An HFile scanner reads the data blocks
from HFiles to the block cache and applies a binary search to locate the first key that
satisfies the read requirement. Then, the relevant KV-pair is inserted to a read heap.
The read heap returns the top KV-pair to the client.

period of time. During a compaction, some existing HFiles are compacted to a new

HFile and these old HFiles are discarded and these deleted blocks in the block cache

are also removed.

HBase itself is not responsible for its data persistency. In the legacy HBase de-

ployment, HFiles are stored in HDFS. A RegionServer and an HDFS DataNode can be

deployed in the same host. If the HFiles that are managed by one RegionServer are also

stored in the DataNode at the same host, a RegionServer does not need to read data

from other hosts. However, if HFiles are not stored in the host where the RegionServer

is deployed, it will create some network traffic to read and write data blocks. Due to

the LSM-tree based design of HBase, it may have both serious read and write amplifi-

cations. One data block usually consists of hundreds of KV-pairs. When one KV-pair
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is requested, the whole data block needs to be sent to the RegionServer through the

network which creates a read amplification. Moreover, one key may exist in multiple

HFiles (e.g., a KV-pair has been updated multiple times and stored in different HFiles),

one Get query will trigger multiple data block reads which makes the read amplification

even worse. The size mismatch between the requested KV-pair and the data being read

out not only consumes the available network bandwidth but also causes a performance

degradation especially when the available network bandwidth is low.

6.2.2 Compute-Storage Disaggregated Infrastructure

During the past 10 years, the IT infrastructure has a trend to separate the compute

cluster from the storage cluster to improve its flexibility and scalability. Applications

and services are running in virtual machines (VMs) and containers in a distributed

environment to achieve better resources management. In such a setup, storage devices

can no longer be tightly coupled with one compute node. Also, applications have various

demands on different data I/O interfaces including block, file system, blob, object, and

key-value. Therefore, organizing the storage clusters into one or more shared storage

nodes/pools and providing different I/O interfaces further enhance the availability of

the storage services. Therefore, compute-storage disaggregation becomes an important

architecture for large scale IT infrastructures.

As shown in Figure 6.3, in a compute-storage disaggregated infrastructure, the com-

pute cluster focuses on computing intensive applications. At the same time, the storage

cluster provides data persistence capabilities to the applications and supports various

I/O interfaces. A high-performance network is used to connect the storage and compute

clusters. However, the disaggregation of storage and computation may lead to a per-

formance penalty for data-intensive applications. When many read/write requests are

issued intensively by some applications at the same time, the available network band-

width for other applications reduces tremendously. This will cause a serious performance

issue especially for the applications that have high I/O demands.

HBase is a typical application that has high I/O demands and it can easily encounter

the performance penalty in a compute-storage disaggregated infrastructure. Region-

Servers are deployed in the compute nodes and all HFiles are stored in the storage

nodes. For read requests, once the block cache misses happen, data blocks are accessed
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Figure 6.3: Compute-storage disaggregated infrastructure.

from storage nodes through the network to RegionServers. If client requests are spiked,

a huge number of data blocks have to read out from storage nodes during a short period

of time. If the available network bandwidth is insufficient, read performance will be

extremely low (i.e., high latency and low QPS). Second, a compaction also creates large

amounts of read and write traffics through the network. If a compaction is slowed down

due to the low network bandwidth, both read and write performance will be heavily

influenced. The details will be explored in the following sections.

6.3 Related Work

In this section, we first review the studies on active storage devices. Then, we will

introduce the related work on near-data processing.

6.3.1 Active Storage Devices

During the past 60 years, persistent storage devices are mainly used in a passive away.

That is, the host decides where and when to read and write data to a storage device.

Data is read out from a storage device to memory and being processed. When it is
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necessary (e.g., the data in memory is new or updated), data is written to the storage

to ensure persistency. In most cases, a block interface is used. However, due to the

lower I/O throughput of storage devices comparing with memory, storage I/O becomes

the performance bottleneck for I/O intensive applications.

The storage devices produced in recent years, including HDD and SSD, are equipped

with additional CPU cores and DRAM to support the management services in the de-

vice. It makes pre-processing data in storage devices feasible. The concept of the active

disk was early introduced in [161, 162, 163]. The design of the active disk demonstrated

the possibility and benefits of using the processing power of storage devices. Moving the

list intersection operation (i.e., the operation to find the common elements between two

lists) from memory to SSD is one example to avoid the heavy I/O between memory and

SSD [167]. No matter which intersection exists, the two lists must be read out from SSD

to memory originally to identify the intersections. If the list size is extremely large, it

will cause a large number of SSD reads and the performance will be low. By benefiting

from the relatively high search speed inside the SSD, processing the list intersection

inside an SSD can improve the throughput and reduce the energy consuming. Similarly,

more complicated searching functions can be implemented in an SSD to reduce the I/O

accesses[170].

Applications like Hadoop and data mining are also I/O intensive. The benefits and

tradeoffs of moving some Hadoop tasks to SSD are introduced in [164] and [168]. The

interfaces of defining a job to be executed in SSD are provided and it can also be used

in a large scale distributed environment. The in-storage processing based SSD is also

used to accelerate data mining jobs [165]. The global merging operations are executed

inside SSD which can reduce the required number of data reads and writes.

Database is a widely used I/O intensive application. Several research studies using

active devices to speed up the performance [171, 172, 175, 158]. KVSSD [171] and

Kinetic Drives[172] are two examples that implement a NoSQL database (key-value

store) inside a storage device. KVSSD integrates the key-value store function with

the SSD firmware and provides object-store like interfaces to applications. KVSSD

can provide a high I/O efficiency and cost-effectiveness. Similar to KVSSD, a Kinetic

drive runs a mini operating system and a key-value store in an HDD. Clients no longer

need to read and write data based on fixed-size blocks in a Kinetic drive. It supports
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the key-value interface including Get, Put, Delete, and Scan. Moreover, clients can

access the disk via Ethernet connections. This makes the usage of storage device more

flexible. Active devices are also used to speed up SQL databases. By executing the

Select query in SSD, the performance and energy consuming are both improved [158].

Moreover, YourSQL [175] offloads the execution of a Scan query to SSD. It can improve

the throughput from 3.6X to 15X by reducing the data being read out from SSD to

memory.

In general, active storage device is a way of making tradeoffs between reducing I/O

overhead and increasing processing time due to limited CPU and memory resources

inside the device. By carefully selecting an application and its functions to be offloaded

to the device, the overall performance and energy saving can be effectively improved.

6.3.2 Near-Data Processing

To bridge the performance gap between {memory and storage} and {CPU and memory},
the concept of near-data processing was proposed. Active storage device and Processing-

In Memory (PIM) are two typical approaches of near-data processing. Co-KV [188] and

DStore [189] proposed to execute compactions for LSM-tree based key-value store in the

storage device. In an LSM-tree based key-value store (e.g., LevelDB or RocksDB), the

files being flushed out from memory needs to be compacted such that the deleted and

updated key-value pairs can be removed. Compactions can benefit both space needed

and read performance. However, a large amount of data needs to be read out and write

back during a compaction. This brings a high overhead. Co-KV and DStore offload the

compaction operation from host to the storage device like SSD such that it can avoid

the required compaction traffic between the host and its storage devices. A compaction

can be executed inside the storage devices as a background job.

Near-data processing is also used to speed up the processing of big data workloads.

Biscuit [67] proposed a framework to apply near-data processing in SSD for big data

workloads such as doing wordcount, string searching, DB scanning and filtering, and

pointer chasing in graph processing. Biscuit provides a library for clients to program

and deploy their data processing modules in the host and also in SSDs such that some

of the I/O intensive jobs can be executed in SSDs. In this way, it can effectively reduce

the traffic between storage devices and the host to improve the overall throughput.
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Figure 6.4: The HBase deployment in a compute-storage disaggregated setup.

6.4 Performance Degradation of HBase in Compute-Storage

Disaggregated Infrastructures

To comprehensively investigate the performance issue of HBase when it is deployed in

an infrastructure that compute and storage clusters are disaggregated, we conduct a

series of experiments to explore the relationship between network condition and HBase

performance. We use the following measurement metrics: 1) network amplification

(NET-AM): the data being transmitted from storage nodes through the network when

responding to a client request divided by the amount of data being actually needed

by the client; and 2) Queries Per Second (QPS). To read/write the same number of

KV-pairs, a higher NET-AM indicates more data are required to transfer through the

network. Thus, the performance is more sensitive to the available network bandwidth.

QPS measures the overall performance of HBase. We use an Open Vswitch [190] to

control the available network bandwidth between compute servers (where RegionServers

are deployed) and storage servers (where HDFS DataNodes are deployed). We focus on

evaluating the NET-AM of Put, Get, and Scan queries and the performance correlation

to the available network bandwidth.
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6.4.1 Experimental Setup

Figure 6.4 depicts the deployment of HBase in our test environment. In a compute-

storage disaggregated setup, there are two servers deployed with HBase RegionServers

(i.e., compute servers) and two others deployed as the HDFS DataNodes (i.e., storage

servers). An HDFS NameNode is deployed in one of the storage servers. Compute

servers and storage servers are connected via an Open Vswitch [190], such that we can

dynamically adjust the available network bandwidth. The HDFS version is 2.7.3 and

the HBase version is 1.2.6. Figure 6.5 shows the legacy deployment of HBase. We adopt

the pseudo-distribution mode of HBase such that we can collect the network traffic more

precisely. We keep one replicate of HFiles and the size of HFile data block is configured

as 64KB.

We use YCSB [57] workloada to issue Get, Put, and Scan queries. We use two differ-

ent hotness distributions of workloads: 1) Zipfian; and 2) Uniform. Zipfian issues more

queries to some of the “hot” KV-pairs and the hotness follows a Zipfian distribution. It

has a better key-space locality. Under Zipfian workloads, the block cache has a higher

cache hit probability and it can effectively reduce the number of block reads for Get and

Scan queries. In the workloads of Uniform distribution, the keys of queries are randomly

generated. Therefore, there are no hot KV-pairs. We set the size of each KV-pair as

1KB and thus one data block has about 64 KV-pairs. Since YCSB does not support

the Scan query with filters, we developed a new benchmark tool that can generate Scan

queries with column filters. The network status including the available bandwidth and

traffic amount is collected by the Linux Iptables tool [191].

6.4.2 NET-AM Evaluation

In this subsection, we evaluate the NET-AM of Put, Get, Scan, and Scan with filter.

Put In this experiment, YCSB writes KV-pairs into HBase in the same table and

the same column family. We write different numbers of KV-pairs to HBase to find

their corresponding NET-AMs. During the write process, HFiles are compacted and

thus data blocks are read out from these HFiles. After compaction, valid KV-pairs are

written back to storage as a new HFile. These compactions make NET-AM higher. As

shown in Figure 6.6, the X-axis is the total number of records written to HBase, and
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the Y-axis is the measured NET-AM of writes (data being accessed by storage servers

divided by data being sent to the RegionServers). The NET-AM becomes higher due to

HBase compactions. For example, if we insert 10 million KV-pairs (about 10 GB data in

total), the total data accessed by the storage server is about 18X (about 180 GB in total)

after HBase is stabilized (i.e., compactions no longer happen). During the compaction,

the data has to be read from several HFiles on HDFS servers and transferred to the

RegionServer through the network. After the compaction, a new HFile has to be written

back to the HDFS server again. The same data will be read and written several times

which leads to a higher NET-AM for write.
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As the total number of KV-pair increases, the NET-AM only increases slightly. For

example, the NET-AM of inserting 10 million KV-pairs and 100 million KV-pairs are

18 and 18.7 respectively. As more KV-pairs inserted, more HFiles need to be combined

during a compaction. If deletion and updating queries are also called by clients, NET-

AM can be a bit lower because some KV-pairs are cleaned during compactions. In

general, due to the LSM-tree based design, it always has a write amplification issue and

creates a higher NET-AM.

Get To evaluate the NET-AM and the QPS of Get queries, we first insert 100

million KV-pairs to the HBase table as the basic dataset for read via YCSB LOAD

operations. Then, we use YCSB to generate Get queries with a uniform distribution

(Read-Uniform) or Zipfian distribution (Read-Zipfian). The former randomly access the

100 million KV-pairs while the later access more on some hot KV-pairs and follows a

Zipfian distribution. At the same time, we vary the ratio of KV-pairs being read from

HBase among the 100 million KV-pairs. As shown in Figure 6.7, the X-axis represents

the ratio of the requested data against the total dataset, and the Y-axis represents the

NET-AM of reads (the size of data being read from a storage server to the RegionServer

divided by the requested data size). When the ratio of the requested data is less than

0.1%, the NET-AM is about 90 in Read-Uniform, which is about 30% higher than those

when the requested data ratios is higher than 1%. Similarly, for Read-Zipfian, when the

ratio of the requested data is less than 0.1%, the NET-AM is about 80 and it is about

85% higher than those when the requested data ratios is higher than 1%.

The evaluation results verify that when the requested data set size is extremely

small (i.e., less than 0.1% KV-pairs are read), the read amplification is more serious.

The amount of metadata (e.g., HFile metadata and metadata blocks) being read out

is relatively constant because once those data is read to the RegionServer, they are

most likely to be cached. When the requested data size ratio is larger, the metadata

overhead is amortized and thus the NET-AM decreases. Note that, the NET-AM of

read intensive workloads with a Uniform distribution is always higher than that of a

Zipfian distribution. The difference is caused by the variations of data locality and

cache efficiency. If the requested data locality is very low (e.g., randomly gets KV-pairs

in the entire key range), theoretically, the read amplification can be higher than 64 if

the data block cache hit ratio is very low. That is, when a client reads out one KV-pair
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Figure 6.7: NET-AM of Get queries with Uniform and Zipfian KV-pair access hotness
distributions

which is 1KB, one data block of 64 KB size is sent to the RegionServer and the data

block is rarely used again before it is evicted. If the KV-pair size is smaller, the read

amplification can be even worse and it creates even a higher NET-AM.

A heavy network traffic caused by the high NET-AM makes the Get performance

sensitive to the available network bandwidth. As shown in Figure 6.8, when network

bandwidth between a RegionServer and a storage server decreases, the QPS of Get

decreases. We normalized the QPS based on the QPS when the network bandwidth is 2

Mbps. If the available network bandwidth is higher than 100 Mbps, the QPS of Read-

Zipfian is explicitly higher than that of Read-Random. With a better read locality,

Read-Zipfian has a higher cache hit ratio and thus its performance is better. However,

as the bandwidth decreases to lower than 64 Mbps, the QPS of the two workloads

are nearly the same and drops drastically. Under certain network conditions, the data

being read from the storage server can saturate the network bandwidth and the read

performance is decreased dramatically. Therefore, in a compute-storage disaggregated

infrastructure, the read performance of HBase can be easily impacted by the available

network bandwidth due to the extremely high demand on the I/Os.

Scan In this experiment, we first insert 100 million KV-pairs to an HBase table as

the basic dataset for read via YCSB LOAD operations. We use YCSB workloadb to

generate only Scan requests (the ratio of Get and Put are sets to 0). In each Scan query,
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it requires N consecutive records as the scan-length. N is configured as 10, 100 and

1000 in different tests. For example, scan-10 refers to the test that, YCSB randomly

selects a key as the start-key of a Scan iterator. Then, HBase calls 10 Next() to get

the next 10 consecutive KV-pairs. We vary the total number of KV-pairs being read by

Scan from 0.01% to 40% of the KV-pairs stored in the HBase.

As shown in Figure 6.9, the X-axis is the requested data ratio which varying from

0.01% to 40%, and the Y-axis is the NET-AM of Scan (the total data being read through

the network divided by the data being returned to clients). When the scan length is

smaller, the NET-AM is higher. The NET-AM of Scan-10 is about 4X and 30x higher

than that of Scan-100 and Scan-1000 respectively. With a shorter scan length, the more

KV-pairs in the data blocks being read out for Scan queries are not used. For example,

if the Scan length is 10 and all 10 KV-pairs are in the same data block, the rest of

54 KV-pairs are not used by the current Scan. It causes a high read amplification.

Therefore, the lower the ratio of requested data is, the higher the network traffic will

be. Similar to Get, as the requested data ratio increases from 0.01% to 40%, the NET-

AM of Scan decreases due to a higher cache hit ratio. In general, with a smaller scan

length and lower requested data ratio, the NET-AM is higher.

Scan with filter In some HBase use cases, a client may want to exclude some of

the KV-pairs while scanning. A client can set the filter parameter of Scan to specify
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the filtering condition. For a KV-pair, its key composes of a raw key, column family,

column, and time stamp. A client can use the Scan filter to effectively skip some of

the KV-pairs and get only the KV-pairs needed. For example, in an HBase table, it

has 100 different columns. A client wants to scan the KV-pairs from key A to key B.

HBase returns all the KV-pairs that consist a key in the key range [A, B]. If the client

only focuses on the KV-pairs from a certain column, for example, Column 2, the client

can set the column name as the filter condition. In this situation, only the KV-pairs

that consist a key in key range [A, B] and have Column 2 are returned. When using

the Scan with filter, the requested data ratio is even smaller. However, all the data

blocks that are in the key-range [A, B] need to be transferred from storage servers to

the RegionServer. The NET-AM can be more serious than that of a simple scan.

Since YCSB cannot directly generate Scan queries with filter, we developed a new

benchmark to issue the scan requests with simple filter conditions. First, 200,000 records

with 100 columns are written into HBase. Therefore, the total data size is 20 GB. The

column filter ratio varies from 0% to 95% for each test with the same 50 MB requested

data. For example, with 90% filter ratio, at least, there will be 500 MB data read out

from HDFS and only 50 MB data is requested (i.e., 90% of the KV-pairs are filtered out

before returning to the client). Figure 6.10(a) shows that the higher the filter ratio is,

the higher the network amplification will be. The reason is that all column data has to
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Figure 6.10: The NET-AM and QPS results of Scan with column filter

be read out together in the same data blocks to the RegionServer in spite of the filter

ratio. The filtering work is done on the RegionServer other than HDFS servers.

Figure 6.10(b) shows the normalized QPS of experiments with different column filter

ratios and with different available network bandwidths. When network condition is the

same (e.g., network bandwidth is 256 Mbps), Scan with higher filter ratio achieves higher

QPS since fewer data will be transmitted. When the network becomes congested (e.g.,

the network bandwidth drops from 512 Mbps to 8 Mbps), the QPS of Scan with low

filter ratios drops quickly.

Conclusion: The physical disaggregation of RegionServers and HDFS servers re-

sults in heavy network traffics between them. The read amplification makes it more

severe due to the size mismatch of KV-pairs and data blocks. Therefore, the through-

put especially the read performance is tremendously affected.

6.5 IS-HBase Design

As discussed in Section 6.4, the read performance of HBase is very sensitive to the

available network bandwidth due to its large number of block reads caused by the high

read amplification. In this section, we present a new HBase architecture that offloads

the function of HFile scanner, called in-storage scanner, from RegionServers to storage
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nodes. An in-storage scanner follows the concept of in-storage computing, processes the

data blocks of HFiles in storage nodes, and only returns the required KV-pairs to the

RegionServer. By filtering out the irrelevant data by the in-storage scanner, the new

HBase design effectively reduces the network traffic required especially for Get and Scan

with filter.

However, several challenges need to be addressed when we deploy the new in-storage

scanner based HBase (called IS-HBase): 1) How to design a new protocol to achieve

the communication between RegionServers and in-storage scanners in different storage

nodes? 2) How to handle Scan and Get with in-storage scanner? 3) How to achieve

compactions in the new architecture? and 4) How to ensure data consistency and

correctness?

In the following subsections, we will first describe the new architecture of IS-HBase.

Then, the communication between RegionServers and in-storage scanners is discussed.

Next, we will demonstrate the processes to respond to Get and Scan queries as well as

how compactions are done. We also address the issue of how to ensure data correctness

and consistency.

6.5.1 System Overview

To generalize the compute-storage disaggregated infrastructure for in-storage computing

based applications, we have the following assumptions:

• There are two clusters: 1) a compute cluster, and 2) a storage cluster. Each server

in the compute cluster has a big memory and powerful CPU. Its local storage is

fast (e.g., SSD based) but small in terms of capacity. These compute servers are

connected with a high speed network and the network bandwidth of each server is

the same. The storage cluster consists of a number of storage servers. Each storage

server has enough memory and CPU resources to handle I/O requests. Comparing

with the compute server, the memory space of a storage server is limited and the

storage servers’ CPU is less powerful. Each storage server maintains a number of

storage devices (e.g., HDDs or SSDs). The compute cluster and storage cluster

are also connected with a high speed network which has a fixed available network

bandwidth.
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• The storage cluster is deployed similarly to an object storage system which is

very popular in distributed file systems like XFS, Lustre, and HDFS. The servers

providing the capability of storing data objects are the storage nodes. Also, a small

number of servers provide metadata service. Metadata servers receive the read and

write requests from clients and respond to with the addresses of the storage nodes

that store the data (for read requests) or the storage node addresses to write the

data (for write requests). Then, the client can directly contact the storage nodes

to read and write the objects. When a read/write session is finished, the storage

node updates the status of the objects with the metadata servers.

• The compute cluster may run multiple services and HBase is only one of the

services. To better utilize the memory/CPU resources, RegionServers of HBase

are deployed as virtual machines on a number of physical servers. Therefore, each

RegionServer has being allocated its own memory space, network bandwidth, and

CPU resources.

• Storage nodes are also connected via networks and the available bandwidth is

fixed. Different from in-storage computing modules which are offloaded for differ-

ent services, in-storage scanners are running in storage nodes as backend demons.

Each in-storage scanner has its memory and CPU utilization limits such that the

performance of other primary storage I/O requests can be guaranteed.

The architecture of IS-HBase in a compute-storage disaggregated infrastructure is

shown in Figure 6.11. In IS-HBase, in order to reduce the network traffic, a RegionServer

does not actively read data blocks from storage nodes to its memory. Instead, in most

cases, only the requested KV-pairs are sent through the network. To achieve that, each

storage node that stores HFiles is deployed with a in-storage scanner (ISSN) as the local

processing module. Each ISSN maintains the information of the HFile key-range and

caches some of the metadata/data blocks which are read out to respond the requests

from RegionServers. If there is no read request from any RegionServer, an ISSN uses

little CPU resource.

When a RegionServer receives read requests based on the mapping from key-range

to HFiles, the RegionServer generates a list of the HFile names that are relevant to this

query. Then, the RegionServer queries the information of the storage nodes that store
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to achieve KV-pair reads and compaction.

these HFiles from the metadata service. Next, the RegionServer set up communications

with ISSNs whose storage nodes manage the relevant HFiles to search the HFiles in the

storage nodes via ISSNs. Afterward, the RegionServer receives the processed results

from ISSNs, combines these results, and then returns the final KV-pairs to the client.

For write queries (e.g., Put or Delete), new KV-pairs are accumulated in a Memtable

and logged to the WAL. The WAL is stored as objects in the storage nodes. When

a Memtable of one column family is full, the KV-pairs are sorted and written out

as an immutable HFile to the storage cluster. During this process, a RegionServer

generates the HFile name and queries the metadata server of the storage node that

stores the HFile. Metadata server selects a storage node to store this HFile based on

the load balancing algorithm (e.g., round-robin, or hashing). Then, the RegionServer

sends the new HFile to the selected storage node. Next, the storage node confirms the

success of HFile write with the metadata server and the metadata server responds to the

RegionServer for this successful HFile write. Finally, the RegionServer updates the HFile
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information including the HFile name, key-ranges, and other metadata information to

the ISSN in that storage node.

In the following subsections, we will introduce how the read (Get and Scan) queries

and compaction are handled in IS-HBase in detail. Then, we will discuss the mechanisms

to ensure data correctness and consistency.

6.5.2 Scan and Get

In HBase, Get is a special case of Scan which is to only scan the first KV-pair that

matches the key being searched. Therefore, we first introduce the process of Scan and

then the description of Get.

Scan:

When using Scan API, a client specifies the start-key and a scan filter (if it is needed).

HBase returns an Iterator handler to the client and the client calls Next() to scan

through the consecutive KV-pairs with keys equal to or larger than the start-key. The

scan length is determined by the client. For short scans (e.g., fewer than 10 Next() are

called before the client releases the Iterator handler), it is efficient for the RegionServer

to collect the KV-pairs from ISSNs and merge the results. Sending a data block (as-

suming a data block consists of more than 10 KV-pairs) to the RegionServer is wasting

in this scenario because a large portion of the KV-pairs in the data block are irrelevant

to the current Scan query.

However, when the scan length is long enough (e.g., scan through multiple data

blocks), it is more efficient to send data blocks to the RegionServer and construct a

two-level heap in the RegionServer. On one hand, a RegionServer can quickly read

out the next KV-pair in memory instead of waiting for the round trip network latency

(i.e., from the RegionServer to one ISSN and back). On the other hand, if the network

condition is good, the latency of sending a data block is close to sending a single KV-pair.

Also, the scan filter condition influences the scan performance. If most of the KV-

pairs being scanned are filtered out, it is more efficient to apply the filter in ISSN and

only returns the valid KV-pairs to the RegionServer. In this case, filtering is processed

in parallel in all relevant ISSNs and the overall performance will be better than filtering
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out the KV-pairs at the RegionServer. For example, a client requests the KV-pairs from

a specific column and there are hundreds of columns. When Scan is called, in the worst

case, more than 99% of the KV-pairs are filtered out. In this case, reading data blocks

to the RegionServer can cause a large amount of irrelevant data reads.

Therefore, it is necessary to maintain two different scan mechanisms: 1) legacy scan,

and 2) in-storage scan. IS-HBase uses different scan logics based on network condition,

scan length, and filter conditions. Supposedly, each data block has N KV-pairs in

average, the scan length is L, network available bandwidth is W (bits/s), and the data

block size is D bytes. The latency of sending a data block is about D(N − 1) ∗ 8/W .

We can base on these parameters and other conditions to design a policy which will

decide if it is efficient to send data blocks to the RegionServer for Scan queries or not

(discussed in Section 6.6 in detail).

For in-storage scan, we also maintain a two-level heap design which is similar to that

of the legacy HBase. Differently, the Level-2 heap is maintained in the RegionServer to

combine and sort the KV-pairs from different ISSNs. A RegionServer uses RPC calls

to communicate with the ISSNs in different storage nodes. Based on the start-key (the

key to begin the scan) and key-range information of HFiles in different storage nodes,

the RegionServer selects the storage nodes whose HFile skey-ranges may overlap with

the start-key. Then, the RegionServer starts the RPC calls and communicates with

the ISSNs in those storage nodes. The start-key, scan filter, and other scan related

information are sent to the relevant ISSNs.

At a storage node, when ISSN receives the Scan RPC call from one RegionServer, it

starts one HFile scanner for each HFile that satisfies one of the following conditions: 1)

The start-key is within the key-range of the HFile, or 2) The start-key is smaller than

the first key of the HFile. At the same time, an ISSN creates a Level-1 heap to combine

the scanning results from all HFile scanners. The function of an HFile scanner is the

same as the HFile scanner in legacy HBase. It reads out the metadata blocks from HFile

and searches the data blocks based on the start-key. If the KV-pair exists, it returns

the KV-pair to the Level-1 heap. At the same time, the HFile scanner constructs an

Iterator so the following KV-pairs can be returned by calling Next(). When the top

KV-pair in Level-1 heap is sent to the Level-2 heap at the RegionServer, an ISSN calls

Next() of an HFile scanner Iterator whose KV-pair is popped out and insert the new
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KV-pair returned by Next() to the Level-1 heap. If the HFile scanner is at the end of

the HFile, the scan process for this HFile stops.

Get:

Get is a special case of Scan: return the first KV-pair to the client if the key is the start-

key or return Null. Therefore, IS-HBase reuses the processing logic of Scan. Differently,

an ISSN checks the top KV-pair in its Level-1 heap. If the key is the same as the start-

key, the ISSN returns the top KV-pair to the RegionServer and then clean the HFile

scanner and Level-1 heap. Otherwise, ISSN returns Null to the RegionServer. After the

RegionServer receives all the results from relevant ISSNs, it compares the timestamp of

all valid KV-pairs and returns the latest KV-pair in the Level-2 heap to the client. If

all ISSNs return Null, the RegionServer sends Null to the client as the response of the

Get query.

Figure 6.12 is one example showing how Get and Scan work in IS-HBase. Assume

RergionServer 1 receives a Get query. Since the cache does not have the requested KV-

pair, RegionServer 1 issues the request to the ISSNs who manage the HFiles overlapping

with the key of this Get. Then, each relevant ISSN constructs a number of HFile

scanners in the storage node and searches the key. A KV-pair that matches the key is

sent back to the RegionServer 1 and combined in the Level-2 heap. Finally, the KV-

pair at the heap top is returned to the client. In the second case, RegionServer 1 finds

the KV-pair in the cache, so it directly returns the KV-pair to the client. There is no

communication happens between RegionServer 1 and any ISSNs. In the third case, a

client issues a Scan query to RegionServer K. RegionServer K locates the HFiles that

may contain the KV-pairs whose key equals to or larger than the start-key. Then, it

issues the requests to the relevant ISSNs that manage those HFiles. A relevant ISSN

constructs a local scanner for each HFile which maintains a Level-1 heap in the scanner.

At the same time, RegionServer K constructs a Level-2 heap at compute server and

sorts the KV-pairs from different ISSNs in the heap. By calling Next(), the ISSN can

continuously get the ordered sequential KV-pairs whose key is equal or larger than the

start key.
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Figure 6.12: One example that should how IS-HBase supports Get and Scan.

6.5.3 In-Storage Compaction

Compaction is the process of merging multiple HFiles into one. During a compaction,

deleted KV-pairs are cleaned. In legacy HBase, one RegionServer selects a set of HFiles

and combine them into one large HFile. The selected RegionServer relies on its Scan

module to read out the KV-pairs from HFiles in order, cleans the invalid (deleted) KV-

pairs, and finally sequentially writes the remaining valid KV-pairs to a new HFile. If

we do not offload the compaction process in IS-HBase, a compaction may create heavy

network traffic to read and write HFiles and cause performance degradation.

In IS-HBase, we design an in-storage compaction mechanism which avoids the heavy

traffic by performing the compaction in one of the storage nodes with the help from

relevant ISSNs. However, several challenges need to be addressed: 1) Since the HFiles of

one RegionServer can be stored in different storage nodes, we need a new communication

mechanism for RegionServers and ISSNs; 2) How to achieve compaction without reading

data to RegionServers? 3) For load balancing and managing purposes, the storage

system has its own policy to allocate the new HFiles. How to decide where the new

HFile to be written to?

We propose the following design for in-storage compaction to address the aforemen-

tioned challenges. First, if one RegionServer decides to compact several HFiles, based

on the compaction selection policy, the RegionServer selects a number of HFiles as the
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candidates (called candidate HFiles). Then, the RegionServer queries the storage sys-

tem metadata services to get the addresses of the storage nodes of the candidate HFiles.

Next, the RegionServer creates an empty HFile and writes it to the storage system. The

metadata server will return the address of the newly created empty HFile to the Re-

gionServer. At this moment, the RegionServer starts an RPC call to the ISSN (called

compaction-ISSN during the compaction process) of the storage node where the new

empty HFile is stored. The compaction-ISSN will receive the address information of

candidate HFiles and the permission to contact all relevant ISSNs in the storage nodes

which stores those candidate HFiles.

After the preparation is finished, the compaction-ISSN starts the RPC calls to all the

relevant ISSNs (scan-ISSNs) that manage the candidate HFiles. The compaction-ISSN

starts a Level-2 heap to aggregate the results from scan-ISSNs and all the scan-ISSNs

will construct a Level-1 heap for the candidate HFiles. The compaction-ISSN continues

to pick the KV-pairs from the Level-1 heaps in all relevant scan-ISSNs, filters out the

invalid KV-pairs, and appends the valid KV-pairs to the pre-stored new HFile. After

the compaction is finished. The compaction-ISSN updates the metadata information of

the new HFile in the metadata server, and then informs RegionServer the completion of

compaction. The RegionServer now can delete all the candidate HFiles from the storage

system. To ensure data correctness, during the compaction, if any of the connection

is lost or any of the read/write fails, the RegionServer terminates the compaction and

restarts the compaction later. One example of in-storage compaction is shown in Figure

6.13.

6.5.4 Data Correctness and Consistency

In legacy HBase, KV-pairs are sorted and stored in the read-only HFiles. For read

requests, it checks the KV-pairs in Memtable and cache first. Then, it reads out the

data blocks from HFiles to further search the KV-pairs if a cache miss happens in

Memtable and cache. If the requested KV-pair does not exist, the RegionServer cannot

locate the KV-pair with the key. If the KV-pair has been deleted, the RegionServer

will find the key with a special tombstone or the KV-pair is deleted together with the

tombstone during a compaction. The read process is executed by the RegionServer. By

creating version views (similar to a snapshot of the database when the query is called)
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for each read query, it ensures data consistency. By querying the heap in a RegionServer,

the RegionServer can always get the correct KV-pairs.

Differently, in IS-HBase, only Level-2 heap is maintained in the RegionServer. Level-

1 heaps are created by different ISSNs according to the locations of HFiles. Therefore,

several special mechanisms are needed to ensure data correctness and consistency. First,

to ensure the correctness of KV-pairs being read out, a RegionServer needs to make

sure the RPC connections to the relevant ISSNs are in correct status. Otherwise, the

RegionServer returns an exception to the client. Second, it is possible that an HFile is

corrupted or an HFile scanner cannot perform correctly. An ISSN will have to report the

exception to the RegionServer and the RegionServer needs to decide whether to ignoring

the exception, restarting the read, or terminating the read process. Third, it is possible

that due to a bad network connection, the RPC process between the RegionServer and

an ISSN may be time out. If the RegionServer fails to reconnect to a relevant ISSN for a

number of times due to a failed ISSN, the RegionServer needs to fall back to the legacy

mode. That is, directly reading out data blocks from the storage nodes and processing

the data blocks in the RegionServer without help from ISSNs. If the read queries also

fail in legacy mode, the RegionServer returns exceptions to the client.
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6.5.5 KV-Pair based Cache

In IS-HBase, since a RegionServer receives only KV-pairs from relevant ISSNs instead

of receiving data blocks containing KV-pairs for Get and some Scan queries, the Re-

gionServer can directly cache the KV-pairs in memory. However, this may cause two

challenges: 1) How to index and maintain the KV-pairs in cache such that it can sup-

port both future Get and Scan queries? and 2) How to identify invalid KV-pairs during

a compaction and evict these KV-pairs from cache? To address these two challenges,

we propose a new KV-pair based cache for RegionServers.

In legacy HBase, a RegionServer only caches blocks (both metadata blocks and

data blocks). During a KV-pair search, a RegionServer reads the correlated metadata

blocks (e.g., indexing blocks) to memory such that the RegionServer can identify the

sequence numbers of data blocks that are needed to response the query. By searching

the sequence numbers in the cache, the RegionServer can decide whether the data block

should be read out from the corresponding HFile. With the read-in data blocks, the

scan Iterator can find the start key in the data block and get the Next KV-pairs by

reading the consecutive KV-pairs.

However, in IS-Hbase, since a RegionServer only receives KV-pairs from relevant

ISSNs, the RegionServer does not have the information of data blocks and HFiles. For

Get queries, by comparing the KV-pairs in Memtable, KV-pair cache, and the KV-pairs

from ISSNs with the same key, the RegionServer can decide which KV-pair is valid.

However, for Scan queries, the RegionServer cannot decide if the KV-pair in the cache

is the next KV-pair to be read out without comparing the KV-pairs from all Level-

1 heaps in relevant ISSNs. Therefore, KV-pair cache is useless for Scan queries if a

RegionServer relies on ISSNs to read out KV-pairs directly.

Based on the design of Scan described in Section 6.5.2, a RegionServer reads data

blocks from storage nodes to find the KV-pairs for some of the Scan queries and others

are all processed by ISSNs via sending KV-pairs. To make the cache consistent, we

do not cache data blocks read out by Scan in IS-HBase. A RegionServer always needs

to read out the KV-pairs or data blocks from ISSNs during a Scan. The performance

of Scan will be lower for some hot key-ranges whose KV-pairs are requested by other

Scan queries. The performance of IS-Hbase can be further improved by designing a

self-adaptive cache which keeps both KV-pairs and data blocks in memory. We will
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discuss this self-adaptive cache in detail in Section 6.6.

The KV-pair cache is achieved as a hash table based LRU cache. The name of the

HFile that holding a KV-pair is kept in the value of that KV-pair. For Get queries, by

checking the cache, a RegionServer can skip the HFile whose KV-pair is already in the

cache. Therefore, the RegionServer only sends the requests to the ISSNs whose HFiles

have a cache miss for certain key. This reduces the number of reads at an ISSN side

and the required network traffic if these are cache hits. When processing a Scan, the

RegionServer bypasses the KV-pair cache and starts the requests to relevant ISSNs as

discussed in 6.5.2. During a compaction, a RegionServer evicts the KV-pairs whose

HFiles are selected to be compacted. It ensures that the cached KV-pairs are always

valid.

6.6 Self-Adaptive Block Cache

One big challenge of in-storage computing design is how to handle the caching issue.

The place and the logic of processing data are changed. A new caching scheme is needed

to handle different data types at the storage server as well as at the application server.

As we discussed in Section 6.5.5, since IS-HBase gets KV-pairs from ISSNs instead

of getting data blocks from storage nodes, maintaining a KV-pair based cache in a Re-

gionServer is a straight forward solution to reduce cache misses. This can reduce the

latency of Get queries if there is a cache hit. However, KV cache cannot be used for

Scan because a RegionServer cannot decide which KV-pair is the next one. Always

reading KV-pairs from storage nodes when responding Scan queries can cause a high

performance penalty. First, to fetch the next KV-pair from one storage node, a Region-

Server needs to send the request to the storage node instead of directly seeking the next

KV-pair in the block cached in memory. Second, if the scan length is long, the overhead

of reading data block can be smaller than reading a set of KV-pairs separately. Third, if

the workload has very good temporal and key-space locality (i.e., the nearby KV-pairs

are accessed in a short period of time later), caching data blocks will have fewer cache

misses. Therefore, further optimizing the cache for IS-HBase is essential.

To benefit both Get and Scan queries, we propose a self-adaptive block cache for

IS-HBase. It caches both KV-pairs and data blocks. To achieve a high cache space
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usage, the cache space boundary between KV-pairs and data blocks are dynamically

changing based on the workload variation. We will first introduce the architecture of

the proposed self-adaptive block cache. Then, the process of boundary adjusting is

discussed.

6.6.1 Architecture of Self-Adaptive Block Cache

In IS-HBase, if a RegionServer only maintains KV-pair cache and always gets KV-pairs

from ISSNs, it will have a high overhead when the workloads may have very good key-

space locality. For example, when two KV-pairs in the same data block are requested

in a short period, in legacy HBase, with the help of block cache, the data block only

needs to be read out once. After that, the second access to another KV-pair is a cache

hit. While in IS-HBase, two transmissions are needed because only requested KV-pairs

are sent to the RegionServer each time. The cache miss will happen for the KV-pairs

that are not cached.

Actually, caching has a trade-off between the exploration of key-space locality and

the effectiveness of using cache space. Pure block-based caching can maximize potential

key-space locality while it will have a high transmission overhead due to the much large

data block size and a high cache space usage. Caching only KV-pairs may not be able

to take advantage of key-space locality, but uses less caching space. Considering the

pros and cons of the two, a design selectively caching blocks or KV-pairs is preferred.

However, maintaining a fixed size space of KV cache and block cache cannot adapt to

the changing workloads. Therefore, the space partition between KV cache and block

cache needs to be dynamically adjusted. There are several challenges that should be

addressed in the new cache scheme. First, under which conditions, we need to read data

blocks from storage nodes to RegionServers? Second, with limited cache space, how to

allocate the cache space to data block caching or KV-pair caching? Third, what the

eviction policy is used in the cache?

To address the aforementioned issues, we propose a self-adaptive block cache used

in RegionServers to preserve the block key-space locality while trying to consume less

cache space and network bandwidth. The architecture of the self-adaptive block cache

is shown in Figure 6.14. Instead of caching KV-pairs and blocks independently, it keeps
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Figure 6.14: The Overview of Self-adaptive Block Cache

linking between cached KV-pairs and blocks with a variable-size block structure. In IS-

HBase, a RegionServer maintains a unitary cache space that will be shared by caching

both KV-pairs and blocks. Two different formats of blocks are cached, one is a typical

complete block and the other is a partial block. The complete block is the data blocks

read out from HFiles while the partial block is variable-sized block whose size depends

on the cached KV-pairs from the same block. A block sequence number which uniquely

identifies the block in IS-HBase is used to index both complete blocks and partial blocks.

Besides, we also maintain the following information for each block: 1) a flag to indicate

it is a partial block or a complete block, 2) a cache hit counter and a cache miss counter,

the sum of them is the total access number to the block, and 3) the size of a block.

Cache hit and miss counters are used to measure the locality of a block which will be

discussed later.

Although caching KV-pairs and blocks separately is easier to implement, adjusting

the cache space boundary between them is challenging. Specifically, if we cache KV-

pairs in an independent space without knowing the blocks of the KV-pairs, we are not

able to measure the key-space locality of these blocks. It is necessary to maintain the

statistics for the partial blocks although only some of its KV-pairs are in the cache.

For example, if a partial block has a high number of cache misses, we can allocate

more space and accommodate more KV-pairs from the same block to reduce the cache
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misses. However, if we cache KV-pairs directly without maintaining the statistics of

their corresponding blocks, it is difficult to know if there is such a block suffering from

cache misses.

6.6.2 Self-Adaptive Cache Adjustment

We propose a self-upgrade/downgrade adaptive scheme to allocate and reclaim the cache

space for partial blocks/complete blocks to achieve a higher caching hit ratio and cache

space efficiency. Upgrade is a process used to allocate more cache space for a partial

block when it is suffering from cache misses. A large number of cache misses to the same

block indicates that the block has a strong key-space locality and need more cache space

to accommodate more KV-pairs in the partial block. In certain cases, merely caching

individual KV-pairs one by one will may still suffer from compulsory misses (i.e., a miss

occurs at the first access). Thus, we make an upgrade by acquiring a complete block to

replace that partial block.

Downgrade is a process to evict a complete block and only cache the hot KV-pairs

in the block. That is, a complete block contains hundreds of KV-pairs and not all of

them need to be kept in cache. In this case, it is more efficient to only cache the hot

KV-pairs rather than caching the whole data block. However, identifying hot and cold

KV-pairs in a complete block is still an issue. We rely on a hotness sorting method

(described in the following subsections) to divide a complete block into two regions: hot

region and cold region. During the downgrade process, cold KV-pairs from cold region

are evicted, and hot KV-pairs are downgraded to a partial block. In some other cases,

if the whole data block is cold, it can be directly evicted from the cache. With this

self-upgrade/downgrade scheme, the partition between two kinds of data is dynamically

determined. A RegionServer will keep requesting KV-pairs at most times and only

acquires a complete block when there is an upgrade.

Self-Upgrade When the miss counter of a partial block reaches to a threshold,

this data block will be selected as a candidate to be read out from the storage node

and cached in the RegionServer as a complete block. The miss threshold is set to

proportional to the amount of network traffic. When the network traffic is heavy, it is

better to transmit KV-pairs rather than sending the whole block such that the network

traffic can be relieved. In this case, the threshold needs to be high enough to intercept
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most dispensable block transmissions. With an upgrade of a partial block, the future

cache misses of the data in this block can be effectively reduced. However, since a partial

block is smaller than a complete block, some of the other partial blocks or one complete

block may need to be evicted to reclaim the space for the new complete block.

We will first check if there is any complete block that is cold enough to be evicted.

A cold complete block is a block with a lower total access number (i.e., hit number +

miss number) and this number is also lower than the total access counts of some partial

blocks which are waiting for an upgrade. If there is no such a cold complete block, a

RegionServer will follow an LRU policy to choose some of the partial blocks to evict.

The new complete block will inherit the cache hit and miss counters of the original

partial block. To exclude the interference of old statistic information (i.e., miss and

hit numbers), the access counters of each evicted block will be reset to 0 to ensure the

statistic information only reflects a recent trend.

Self-Downgrade This process evicts the cold KV-pairs rom complete blocks and

only caches the hot KV-pairs as partial blocks. Downgrade will happen where only a

small portion of the KV-pairs in a block is hot and other KV-pairs are rarely accessed.

A partial block is created to cache those hot KV-pairs and thus the complete data block

is evicted. However, monitoring the hotness of individual KV-pairs has extremely high

memory overhead, which cannot be used in IS-HBase. According to [61], hot KV-pairs

are usually located closely in the key-space. Therefore, instead of monitoring the hotness

of individual KV-pairs, we divide the key-space of KV-pairs in a data block into several

regions. KV-pairs in cold regions are evicted from cache.

Monitoring the hotness of KV-pair regions is challenging. In this research, we use

a simple method to calculate the hotness of one region, which reflects both recency

and frequency. Every T time period, the hotness of one KV-pair region is recalculated.

Suppose the hotness of last monitoring period is H i−1, the total access count of this

region during the current monitor period is Ri, and the hotness of current monitoring

period is H i. We have H i = α × Ri + (1− α)×H i−1. α is the weight that can reflect

the importance of the access count in the current monitoring period. In our design, α is

0.5 and the monitoring period T is 10% of the average data block lifetime in the cache.

When one complete block is selected to be downgraded, we first sort its KV-pair

regions based on the hotness in descending order. Counting the hotness from hottest
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regions to the cold regions, we select the KV-pair regions that contribute the top 60%

of the block hotness to be cached. The rest of the KV-pairs are evicted.

As discussed, both self-upgrade/downgrade are processes used to make a balance be-

tween cached KV-pairs (partial blocks) and complete blocks. However, these approaches

are only used when there is any partial block or complete block that needs a change.

Therefore, a RegionServer still employs an LRU policy as the regular cache replacement

policy. Since acquiring a complete block only occurs in upgrade, all regular insertions

and evictions are on partial blocks. An insertion will create a new partial block if there

is no such a partial block while an eviction may delete a partial block if that block is

least recently used.

6.6.3 Get and Scan with Self-Adaptive Block Cache

The logic flows of Get and Scan are shown in Figure 6.15. For a Get, it first checks

with the metadata server to find the corresponding block number and then uses this

block number to check if there is such a block in the cache. Once there is such a block,

no matter a complete block or a partial block, they will use a binary search to find the

requested KV-pair. However, unlike a complete block, a partial block may not contain

that KV-pair. In this case, the miss counter of that partial block will be increased by

1, and the RegionServer will send a Get request to the relevant ISSN to access that

KV-pair as mentioned in Subsection 4.2.2. On the other hand, if there is no such a

block in the cache, the RegionServer will also send a Get request with the block number

and the requested Key to the relevant ISSN. Once the requested KV-pair has been

received, it will be inserted into the cache if there is such a partial block. Otherwise,

the RegionServer will first create a partial block with that block number and then insert

this KV-pair.

In terms of Scan, as discussed in Subsection 4.2, a Scan can be considered as a

sequence of Next() calls. Therefore, a Scan will first do the same operations as Get. If

there is no such a block containing the start Key in the cache, it will send a request

to the relevant ISSNs with the start Key. After receiving the corresponding KV-pairs,

the RegionServer will also insert those KV-pairs into a newly created partial block.

However, if that block exists in the cache as a partial block, the partial block cannot

serve the Next calls of Scan since a partial block only contains part of the KV-pairs and
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Figure 6.15: Procedure of Read Request

cannot guarantee the next KV-pair is in the partial block as occurs in a complete block.

Thus, if a partial block exists, we do not check that partial block and consider it as

a cache miss. If the block which contains the start-key is in the cache, we can scan from

the start key and keep requesting the next KV-pair one by one from this block. If this

block has been searched through, we need to check the metadata block to get the next

block number and do the same operations as the aforementioned.

6.7 Performance Evaluation

In this section, we present a comprehensive evaluation of IS-HBase. To quickly evaluate

the concept of IS-HBase, we implement two different systems. We conduct a basic

IS-HBbase evaluation in Section 6.7.1, in which we use one RegionServer instance at

the storage node as an ISSN to adopt its scanning capability. This can emulate the

process of reading KV-pairs and compaction of IS-HBase in a precise way. In these

evaluations, we focus on the validation of reducing NET-AM, improving QPS, and

reducing latency achieved in IS-HBase. In order to evaluate the design effectiveness of

communication protocols of IS-HBase, ISSN, and different cache designs, we develop a

simulator called HBase-sim and the evaluation results of HBase-sim are discussed in

Section 6.7.2. HBase-sim can generate key-value workloads with different features and

distributions. Due to the complexity of compaction, the in-storage compaction is not

simulated in HBase-sim.
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6.7.1 Basic IS-HBase Evaluation

In this evaluation, a lightweight instance of RegionServer is deployed at the storage

node and it plays like an ISSN performing scanning function, while another copy of

RegionServer running on another sever acts as a real RegionServer with its scanning

function disabled. The emulated ISSN is responsible for data pre-processing at the

storage node, while the latter combines the results and responds to client requests like

a RegionServer. We evaluate Get and Scan queries with column filter operations. The

size of a KV-pair is 1KB. Note that, the Legacy HBase evaluated with Uniform and

Zipfian KV-pair distribution workloads are called Legacy Uniform and Legacy Zipfian

respectively. The IS-HBase evaluated with Uniform and Zipfian KV-pair distribution

workloads are called IS-HBase Uniform and IS-HBase Zipfian respectively.

First, we evaluate and compare the Get performance of legacy HBase and the pro-

posed IS-HBase. The hotness of the KV-pairs follows either a Uniform or a Zipfian

distribution. Before the test, we insert 50 GB KV-pairs (50 million KV-pairs) to the

database. We collect the network traffic amplification (i.e., the generated network traffic

divided by the total 50 GB data size) of legacy HBase and IS-HBase after finishing the

experiments. As shown in Figure 6.16, the amplification of IS-HBase does not change

much when the number of KV-pairs being inserted varies from 10,000 to 50 million.

The network amplification is caused by flushing and WAL. However, in Legacy HBase,
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during insertions, HFiles are continuously read out to a RegionServer to be compacted

and written back as new HFiles. It causes a serious amplification. As more KV-pairs

are inserted, the amplification varies from 2 to 18. IS-HBase is able to execute the

compactions between ISSNs and avoids the additional network traffic.

After 50 million of KV-pairs are inserted to HBase, we use YCSB to issue the Get

queries with both Uniform and Zipfian distributions. The read amplification comparison

between Legacy HBase and IS-HBase is shown in Figure 6.17. By pre-processing the

data blocks locally, IS-HBase can obtain 95% and 97% of network traffic reduction with

Uniform and Zipfian distribution workloads respectively. The network traffic reductions

are irrelevant to the network condition.

We compare the QPS of Get queries when the network bandwidth varies in Figure

6.18(a). By setting the Open Vswitch, we vary the available network bandwidth between

the RegionServer and the Storage node from 1 Mbps to 800 Mbps. As shown in Figure

6.18(a), when the bandwidth becomes lower than 128 Mbps, the QPS of legacy HBase

drops quickly and is much lower than that of IS-HBase. We can speculate that, the

processing capability of a RegionServer for certain workloads is about 128 Mbps. When

network bandwidth is higher than 128 Mbps, the processing capability of RegionServer

constrains the performance of HBase. When the bandwidth is lower than 128 Mbps,

the network becomes a bottleneck. In this situation, since IS-HBase processes the data

blocks in the storage node and only the requested KV-pairs are sent through the network,
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Figure 6.18: The QPS and latency of Get variations when the network bandwidth varies

the QPS of IS-HBase does not have any explicit degradation. Only when the network

is extremely limited (e.g., the network bandwidth is lower than 4 Mbps), the QPS of

IS-HBase decreases.

The average latency of Get queries is shown in Figure 6.18(b). As the available

network bandwidth decreases from 800 Mbps to 1 Mbps, the average latency of IS-

HBase remains at around 24 ms without any significant increases. In legacy HBase

cases, however, the average latency starts increasing dramatically from 24 ms after the

available bandwidth dropping below 128 Mbps. When the available bandwidth drops

from 128 Mbps to 1 Mbps, the average latency of HBase increases to more than 50 times,

while the ones of IS-HBase only increase about 3 times. As we can see, processing data

blocks in storage nodes can significantly reduce the required network bandwidth and

avoid explicitly increased latency under limited network conditions. When the network

bandwidth is low, IS-HBase can still achieve a high performance. When the network

condition is good, the performance of HBase is close to that of IS-HBase. The results are

similar in both Uniform and Zipfian workloads. Differently, the performance of legacy

HBase and IS-HBase is usually lower in the Uniform workloads due to fewer cache hits.

To evaluate the performance of Scan queries with different filtering ratios, we first

insert a big table to HBase. The total data is 20 GB with 200,000 rows and 100 columns

(20 million KV-pairs in total). For one Scan query, it scans from the first KV-pair of a

row to its end (100 consecutive KV-pairs in total) and only returns the KV-pairs from
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some of the columns according to the filter requirement. We request 20 MB data (20,000

KV-pairs) in each test with the column filter ratio varying from 0% to 95%. If the filter

ratio is 95%, only 5% of the KV-pairs being scanned in a Scan query are returned to

client and 4,000 Scan queries are issued. If the filter ratio is 0%, all KV-pairs from one

row are returned (100 KV-pairs) for one Scan query and 200 Scan queries are issued.

We measure the NET-AM in this experiment

As shown in Figure 6.19, the X-axis shows different filter ratios and Y-axis is the

obtained NET-AM. Instead of sending all the data blocks to the RegionServer, the ISSN

at storage node processes the data blocks locally and only returns the requested KV-

pairs from a certain column to HBase. Therefore, the NET-AM of IS-HBase is much

lower than that of legacy HBase. Moreover, the network amplification factor is almost

stabilized around 1.7 when the column filter varies.

6.7.2 HBase-sim Evaluation

We implemented the HBase-sim that simulates the functionality of a storage node, Re-

gionServer, ISSN, and different cache designs. The simulator is deployed on a Dell

PowerEdge R430 server with a 2.40GHz Intel Xeon with 24-core CPU and 64 GB mem-

ory. We run each test 3 times and present the average results.

Real-world workloads can be significantly different from each other. To cover differ-

ent situations, we summarize several factors that lead to these differences, and generate
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workloads with different configurations of these factors. The IS-HBase design with self-

adaptive block cache consists of multiple components and its performance is influenced

by the factors such as network condition and KV access distributions. To test the effec-

tiveness of each component, we run a series of studies that compare the effectiveness of

different components. Finally, we compare our IS-HBase with self-adaptive block cache

(IS-HBase-SA) with the legacy HBase (HBase-B). Here the legacy HBase refers to the

HBase with only a block cache. It can only transmit blocks since it does not have ISSNs.

On the other hand, all IS-HBase variations is equipped with ISSNs. Thus, they are able

to transmit both KV-pairs and blocks. Now we have proved the NET-AM reduction

in the previous section. Thus, we further investigate the QPS improvement with the

self-adaptive cache design.

In our experiments, we focus on the interaction between a single RegionServer and a

single Storage Node. The reason we use a single RegionServer is that each RegionServer

is responsible for only a certain region (i.e. a specific range of keys). Therefore, the

processing of requests is independent among RegionServers. Thus, there is no need to

simulate all the RegionServers. The HFile stored in the Storage Node is 1 GB which

consists of 16,384 blocks. The block size is configured as 64 KB.

Workload Generation

We also generated several workloads as benchmarks in HBase-sim. For Get queries,

the key with different access probabilities are generated by the benchmark. For Scan

queries, the start key, Scan length, and filter condition follow different distributions. In

each test, the benchmark issues 1.5 million queries.

During the generation of a workload, the following factors are taken into account:

• KV-pair Size: As the KV-pair size affects the efficiency of sending data from a

storage node to the RegionServer, we tested both small and large KV-pair sizes.

• Network Condition: Different available network bandwidths lead to different la-

tencies when transmitting the same amount of data. We run the test with both

fixed and dynamic available network bandwidths.

• KV-pair Access Distribution: KV-pair access distribution affects both KV-pair
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hotness and block hotness. To fully evaluate the system performance under dif-

ferent data locality patterns, we test HBase-sim with different distributions of

KV-pair access probability. We apply both uniform and Zipfian distributions to

different workloads.

• Scan Length and Filter Ratio: Both the scan length and filter ratio have an explicit

impact on the effectiveness of deploying ISSNs (i.e., transmitting KV-pairs vs.

blocks). When the filter ratio is very high (e.g., higher than 99%), only a small

number of KV-pairs in the block are accessed when calling Next() by an Iterator.

In this case, it is more efficient to filter out the requested KV-pairs directly from

ISSNs instead of reading complete data blocks. Moreover, a high filter ratio can

lead to ”partial hotness” in a block, which means only a small portion of KV-pairs

are accessed more frequently.

• Get-Scan Ratio: User requests can be Get-intensive or Scan-intensive which can

affect KV-pairs/Blocks cache partition. In our simulation, different Get and Scan

query ratios are evaluated. Typically, the ratio between Get-Scan is 92:8 [41, 61].

In our simulation, we dynamically adjust the Get-Scan ratio while ensuring the

overall ratio remains 92:8.

Each of the five factors above has various configurations. We set a default configura-

tion for each factor. If not specified in the tests, the default configurations are adopted.

Specifically, the default KV size is 64 bytes which is considered to be a small one. The

default network available bandwidth follows a dynamic pattern. Since 512 Mbps is al-

ready high enough as shown in Figure 6.10(a), we generate the network bandwidth using

a Sine function whose minimum value is 0 bits/s, the maximum value is 512 Mbps, and

minimum positive period is 300 requests. The default KV-pair access distribution is

Zipfian, as it is much more often than a uniform distribution. The default Scan length

is dynamically changed and its average value is 30. The default scan filter ratio is 0%

(no filtering) and the default Get-Scan ratio is 92:8 [41, 61].

To comprehensively study the system performance under different scenarios, we

conducted several ablation and independent studies. In the ablation study, we analyze

the components in our IS-HBase design with self-adaptive block cache and test its

performance with other baselines. After that, we run a set of independent studies using
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both the legacy HBase and our IS-HBase with a self-adaptive block cache. In each

independent study, we fix four factors listed above to default values while test different

settings of the remaining factor.

Ablation Study

We use the legacy HBase as the baseline, in which only blocks are transmitted. We have

also included several IS-HBase variations. More specifically, we summarize our design

as an integration of the following components:

• ISSN Component : An ISSN can carry out the scanning function in a storage node.

It has the ability to scan HFiles and return the requested KV-pairs or blocks. If an

ISSN is the only component used, it will always transmit the requested KV-pairs.

If other components (as described below) are included, an ISSN may send either

KV-pairs or data blocks.

• Network-Bandwidth-Aware Component : The system switches between ”transmit-

ting KV-pairs” and ”transmitting blocks” according to the network condition if

this component is included. Intuitively, when the available network bandwidth is

low, it tends to transmit only KV-pairs.

• Inter-Block Hotness-Aware Component : The cache replacement policy of a Re-

gionServer for complete blocks is a priority-based and the priority is based on the

access frequencies of blocks.

• Intra-Block Hotness-Aware Component (a.k.a. complete block down gradation

component ): A complete block will be discarded and only its hot KV-pairs be

cached to a partial block if only a small portion of KV-pairs in the block is accessed

frequently.

• Partial-Block Upgrade Component : A partial block will be upgraded to a whole

block in the cache if the miss number of this partial block is high. Together with

the complete-block downgrade component above, we implemented the proposed

adaptive partial/complete block ratio based on the block access locality.
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Therefore, in our simulation, we compare the performance of the following 5 different

HBase setups based on the implementation of these components in the system.

1. HBase-B: This is the legacy HBase with only Block-based cache and a LRU

cache replacement policy in a RegionServer. For both Get and Scan requests, the

RegionServer always reads data blocks to its block cache. This is considered to

be the setup of legacy HBase.

2. IS-HBase-K: This is IS-HBase with only KV-pair cache and a LRU cache

replacement policy is used in a RegionServer. For both Get and Scan requests, a

RegionServer always reads KV-pairs to its cache. The KV-pair cache is only used

in Get queries. For Scan queries, it does not check the KV-pair cache, instead, it

requests KV-pairs from an ISSN directly. This is a basic version of IS-HBase to

evaluate the efficiency of an ISSN.

3. IS-HBase-KB: This is IS-HBase with a separated KV-pair cache and a Block

cache in each RegionServer. Both caches use the LRU cache replacement policy.

The KV-pair and block caches have the same amount of memory space (i.e., fixed

with half of the memory capacity). The transmitting decision is based on the query

type. For Get queries, the KV-pair cache is used, and it will always transmit KV-

pairs. However, for Scan queries, the block-based cache is used, and it will always

transmit blocks. This is a baseline version for comparing with the self-adaptive

cache design.

4. IS-HBase-KB-NET: The cache design of IS-HBase-KB-NET is the same as IS-

HBase-KB. The only difference is that IS-HBase-KB-NET takes available network

bandwidth into consideration. For Get queries, it will only transmit KV-pairs. But

for Scan queries, it will transmit KV-pairs when the available network bandwidth

is lower than θ and transmits blocks otherwise.

5. IS-HBase-SA: This is IS-HBase with Self Adaptive block cache in a Region-

Server. The partial block cache uses an LRU policy while the complete block cache

applies a priority-based cache replacement policy. The partition between partial

and complete block cache is determined by the partial-block upgrade component

and the complete-block downgrade component.
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Figure 6.20: The average QPS of different HBase designs

Evaluation Results

We use the aforementioned configurations to evaluate different HBase designs. As

Figure 6.20 shows, the average QPS in legacy HBase-B is 292.53 which is the lowest

among all the schemes. The reason is that it always transmits blocks instead of KV-

pairs. When only a small number of KV-pairs is requested, this can lead to a large

overhead, especially when the available network bandwidth is low. When the KV-pair

cache is enabled, the transmitting overhead typically decreases significantly. Our results

show that the average QPS in IS-HBase-K is 1053.03 which is 3.60 times as large as

that of the legacy HBase-B. In terms of IS-HBase-KB, although the self-adaptive cache

is adopted, it does not have a smart transmitting strategy. The average QPS in this

configuration is 1018.28. Sometimes when the available network bandwidth is low or

the scan length is very short, it is more beneficial to transmit only the requested KV-

paris rather than the complete blocks for Scan queries. The IS-HBase-KB-NET is a

smarter one and it uses both the self-adaptive cache and takes the available network

bandwidth into account. Its average QPS is 1280.49. Finally, in our proposed IS-HBase-

SA design, all these optimization methods are adopted. Besides, it is self-adaptive and

will automatically assign the cache portions of partial and complete blocks. The average

QPS is 1330.13 which is slightly better than that of IS-HBase-SA.

Independent Study

We run 5 groups of experiments to compare the impact of each design factor on HBase-B

and IS-HBase-SA including: 1) KV-pair size: the key size of a KV-pair is configured
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Figure 6.21: The average QPS in the independent study on KV-pair size

as 8 bytes while the value size is set to either 56 bytes or 1016 bytes (i.e., the total KV-

pair size is 32 bytes or 1024 bytes respectively); 2) network condition: the largest

available network bandwidth is set to be 512 Mbps. We test several different available

network bandwidths including 1 Mbps, 2 Mbps, 4 Mbps, 8 Mbps, 16 Mbps, 32 Mbps, 64

Mbps, 128 Mbps, 256 Mbps and 512 Mbps; 3) KV-pair access distribution: For Get

queries, the keys are generated using both uniform and Zipfian distributions. For Scan

queries, the start key is generated using the same way as Get queries, while the scan

length is set to 30; 4) Scan filter ratio: The filter ratio is set to one of the following:

0%, 10%, 20%, 30%, 40%, 50%, 60%, 70%, 80%, and 90%; 5) Get-Scan ratio: During

different periods of time, the ratio changes betwen 0:8 and 184:8. We keep the average

Get-Scan ratio as 92:8.

Evaluation Results

Figure 6.21 shows the average QPS of the legacy HBase-B and IS-HBase-SA designs

under different KV sizes. As we can see, both of them perform better when the KV-pair

size is smaller. This is because ISSNs transmits less amount of data when the number

of requested KV-pairs is the same. Suppose that the block size is 64KB, and in a

Scan query 10 KV-pairs in a block is needed. The system decides to transmit KV-pairs

instead of blocks. If the average KV-pair size is 1KB, 10KB data will be transmitted.

However, if the average KV-pair size if 64B, only 640B data will be transmitted.

Figure 6.22 shows the average QPS of the legacy HBase-B and IS-HBase-SA de-

signs under different available network bandwidths. Generally, the throughputs of both
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Figure 6.22: The average QPS in the independent study on network condition
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Figure 6.23: The average QPS in the independent study on Get-Scan ratio

designs increase when the available network bandwidth increases. The average QPS

of HBase-B is roughly linearly proportional to the available network bandwidth, as it

always transmits data blocks. On the other hand, in the IS-HBase-SA design, the sys-

tem read KV-pairs to memory as partial blocks first and upgrade some of the partial

blocks to complete ones as the available bandwidth increases. The QPS of IS-HBase-SA

is higher than HBase-B when the network bandwidth is under 256 Mbps as shown in

Figure 6.22. If the network condition is very good, the latency of transmitting a block

is not high, while sending multiple KV-pairs needs several RPCs. Therefore, it is likely

that transmitting a whole block is faster in this case. That is the reason the legacy

design performs well with very high available network bandwidth.

The average QPS of the legacy HBase-B and IS-HBase-SA under different Get-Scan

ratios are shown in Figure 6.23. Both designs keep a stable throughput performance no
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Figure 6.24: The average QPS in the independent study on Key Access Distribution

matter what the Get-Scan ratio is. The average QPS of IS-HBase-SA is much better

than that of HBase-B. Always reading complete blocks ensures a stable performance of

HBase-B. Whether a KV-pair or a whole block is needed, HBase-B keeps read blocks

to the RegionServer. For IS-HBase-SA, it adaptively adjusts the cache space partition

between the partial and complete blocks and is able to adapt to the Get-Scan ratio

variations.

Figure 6.24 shows the average QPS of the legacy HBase-B and IS-HBase-SA under

different KV-pair access patterns. As we can see, both designs have better performance

with Zipfian distributions since there is more data locality.

Figure 6.25 shows the average QPS of the legacy HBase-B and IS-HBase-SA designs

under different filter ratios. The legacy HBase-B does not consider the filter ratio and

always takes the whole blocks as a unit; thus the filter ratio has no impact on its

performance. On the other hand, a low filter ratio decreases the benefit of transmitting

only the required KV-pairs since more KV-pairs in a block are needed. Therefore, as

the filter ratio decreases, the performance of IS-HBase-SA slightly goes down.

The ablation study illustrates the effectiveness of components in IS-HBase-SA. More-

over, the independent studies show the impact of different design factors and the pro-

posed IS-HBase-SA performs well in most cases. Specifically: 1) Smaller KV-pair size

is better for the throughput when taking the advantage of ISSNs; 2) Higher available

network bandwidth makes it faster to transmit the same amount of data, and the IS-

HBase-SA performs well especially when the available network bandwidth is low; 3)
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Figure 6.25: The average QPS in the independent study on Filter Ratio

IS-HBase-SA is able to maintain a stable performance under different Get-Scan ratio;

4) The throughput of HBase, whether attached with ISSNs or not, increases with more

data locality; 5) The throughput improvement is more significant when the filter ratio

is high. It is because only a small portion of data is really needed in this case, and the

overhead of transmitting blocks instead of KV-pairs is much higher.

6.8 Conclusion and Future Work

In this research, we investigate the value, challenges, feasibility, and potential solutions

of using in-storage computing to improve the performance of HBase in a compute-storage

disaggregated infrastructure. The potential of using in-storage computing and the effec-

tiveness of using ISSNs in storage nodes for HBase is demonstrated. We first conduct a

set of experiments to investigate the performance of HBase in a compute-storage disag-

gregated infrastructure. We find that when the available network bandwidth is small,

the performance of HBase is very low which is mainly caused by a high NET-AM.

Based on these observations, we propose a new HBase architecture extended from the

in-storage computing concept called IS-HBase. IS-HBase runs an ISSN in each storage

node and an ISSN can process the queries of Get and Scan in the storage node. Only

useful KV-pairs are sent through the network to RegionServers. The read performance

of IS-HBase is further improved by conducting a self-adaptive block cache in Region-

Servers, which addresses the caching issue of in-storage computing. IS-HBase is a good

example that demonstrates the potential of adopting in-storage computing for other

data-intensive distributed applications. In our future work, we will further investigate
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the opportunities, challenges, and effectiveness of using in-storage computing for other

applications to improve performance such as machine learning services



Chapter 7

Characterizing, Modeling, and

Benchmarking RocksDB

Key-Value Workloads at

Facebook

7.1 Introduction

In current IT infrastructure, persistent key-value stores (KV-stores) are widely used

as storage engines to support various upper-layer applications. The high performance,

flexibility, and ease of use of KV-stores have attracted more users and developers. Many

existing systems and applications like file systems, object-based storage systems, SQL

databases, and even AI/ML systems use KV-stores as backend storage to achieve high

performance and high space efficiency [192, 193, 194, 46].

However, tuning and improving the performance of KV-stores is still challenging.

First, there are very limited studies of real-world workload characterization and analy-

sis for KV-stores, and the performance of KV-stores is highly related to the workloads

generated by applications. Second, the analytic methods for characterizing KV-store

workloads are different from the existing workload characterization studies for block

170
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storage or file systems. KV-stores have simple but very different interfaces and behav-

iors. A set of good workload collection, analysis, and characterization tools can benefit

both developers and users of KV-stores by optimizing performance and developing new

functions. Third, when evaluating underlying storage systems of KV-stores, it is un-

known whether the workloads generated by KV-store benchmarks are representative of

real-world KV-store workloads.

To address these issues, in this research, we characterize, model, and benchmark

workloads of RocksDB (a high-performance persistent KV-store) at Facebook. To our

knowledge, this is the first study that characterizes persistent KV-store workloads. First,

we introduce a set of tools that can be used in production to collect the KV-level

query traces, replay the traces, and analyze the traces. These tools are open-sourced

in RocksDB release [195] and are used within Facebook for debugging and performance

tuning KV-stores. Second, to achieve a better understanding of the KV workloads and

their correlations to the applications, we select three RocksDB use cases at Facebook to

study: 1) UDB, 2) ZippyDB, and 3) UP2X. These three use cases are typical examples

of how KV-stores are used: 1) as the storage engine of a SQL database, 2) as the

storage engine of a distributed KV-store, and 3) as the persistent storage for artificial-

intelligence/machine-learning (AI/ML) services.

UDB is the MySQL storage layer for social graph data at Facebook, and RocksDB is

used as its backend storage engine. Social graph data is maintained in the MySQL tables,

and table rows are stored as KV-pairs in RocksDB. The conversion from MySQL tables

to RocksDB KV-pairs is achieved by MyRocks [196, 193]. ZippyDB is a distributed KV-

store that uses RocksDB as the storage nodes to achieve data persistency and reliability.

ZippyDB usually stores data like photo metadata and the metadata of objects in storage.

In this research, the workloads of ZippyDB were collected from shards that store the

metadata of an object storage system at Facebook (called ObjStorage in this research).

The key usually contains the metadata of an ObjStorage file or a data block, and the

value stores the corresponding object address. UP2X is a special distributed KV-store

based on RocksDB. UP2X stores the profile data (e.g., counters and statistics) used for

the prediction and inferencing of several AI/ML services at Facebook. Therefore, the

KV-pairs in UP2X are frequently updated.

Based on a set of collected workloads, we further explore the specific characteristics
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of KV-stores. From our analyses, we find that 1) read dominates the queries in UDB and

ZippyDB, while read-modify-write (Merge) is the major query type in UP2X; 2) key sizes

are usually small and have a narrow distribution due to the key composition design from

upper-layer applications, and large value sizes only appear in some special cases; 3) most

KV-pairs are cold (less accessed), and only a small portion of KV-pairs are frequently

accessed; 4) Get, Put, and Iterator have strong key-space localities (e.g., frequently

accessed KV-pairs are within relatively close locations in the key-space), and some key-

ranges that are closely related to the request localities of upper-layer applications are

extremely hot (frequently accessed); and 5) the accesses in UDB explicitly exhibit a

diurnal pattern, unlike those in ZippyDB and UP2X, which do not show such a clear

pattern.

Benchmarks are widely used to evaluate KV-store performance and to test under-

lying storage systems. With real-world traces, we investigate whether the existing KV

benchmarks can synthetically generate real-world-like workloads with storage I/Os that

display similar characteristics. YCSB [197] is one of the most widely used KV bench-

marks and has become the gold standard of KV-store benchmarking. It provides dif-

ferent workload models, various query types, flexible configurations, and supports most

of the widely used KV-stores. YCSB can help users simulate real-world workloads in

a convenient way. However, we find that even though YCSB can generate workloads

that have similar key-value (KV) query statistics as shown in ZippyDB workloads, the

RocksDB storage I/Os can be quite different. This issue is mainly caused by the fact

that the YCSB-generated workloads ignore key-space localities. In YCSB, hot KV-pairs

are either randomly allocated across the whole key-space or clustered together. This

results in an I/O mismatch between accessed data blocks in storage and the data blocks

associated with KV queries. Without considering key-space localities, a benchmark

will generate workloads that cause RocksDB to have a bigger read amplification and a

smaller write amplification than those in real-world workloads.

To develop a benchmark that can more precisely emulate KV-store workloads, we

propose a workload modeling method based on the hotness of key-ranges. The whole

key-space is partitioned into small key-ranges, and we model the hotness of these small

key-ranges. In the new benchmark, queries are assigned to key-ranges based on the

distribution of key-range hotness, and hot keys are allocated closely in each key-range.
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In our evaluation, under the same configuration, YCSB causes at least 500% more read-

bytes and delivers only 17% of the cache hits in RocksDB compared with real-world

workloads. The workloads generated by our proposed new benchmark have only 43%

more read-bytes and achieve about 77% of the cache hits in RocksDB, and thus are

much closer to real-world workloads. Moreover, we use UDB as an example to show

that the synthetic workloads generated by the new benchmark have a good fit of the

distributions in key/value sizes, KV-pair accesses, and Iterator scan lengths.

This chapter is organized as follows. First, we introduce RocksDB and the system

background of three RocksDB use cases in Section 7.2. We describe our methodology

and tools in Section 7.3. The detailed workload characteristics of the three use cases

including the general query statistics, key and value sizes, and KV-pair access distri-

butions are presented in 7.4, 7.5, and 7.6 respectively. In Section 7.7, we present the

investigation results of the storage statistics of YCSB, and describe the proposed new

modeling and benchmarking methods. We also compare the results of YCSB with those

of the new benchmark. Related work is described in Section 7.8, and we conclude this

research in Section 7.9.

7.2 Background

In this section, we first briefly introduce KV-stores and RocksDB. Then, we provide

background on three RocksDB use cases at Facebook, UDB, ZippyDB, and UP2X, to

promote understanding of their workloads.

7.2.1 Key-Value Stores and RocksDB

KV-store is a type of data storage that stores and accesses data based on {key, value}
pairs. A key uniquely identifies the KV-pair, and the value holds the data. KV-stores

are widely used by companies as distributed hash tables (e.g., Amazon Dynamo [45]),

in-memory databases (e.g., Redis [198]), and persistent storage (e.g., BigTable [199]

from Google and RocksDB [200, 42] from Facebook).

RocksDB is a high-performance embedded persistent KV-store that was derived from

LevelDB [43] by Facebook [200, 42] and was optimized for fast storage devices such as

Solid State Drives. RocksDB is also used by many large websites, like Alibaba [201],
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Figure 7.1: The basic architecture of RocksDB.

Yahoo [202], and LinkedIn [203]. At Facebook, RocksDB is used as the storage engine

for several data storage services, such as MySQL [196, 193], Laser [204], Cassandra [46],

ZippyDB [205], and AI/ML platforms.

RocksDB supports KV interfaces like Get, Put, Delete, Iterator (scan), SingleDelete,

DeleteRange, and Merge. Get, Put, and Delete are used to read, write, and delete a KV-

pair with certain key respectively. Iterator is used to scan a set of consecutive KV-pairs

beginning with a start-key. The scan direction can be either forward (calling Nexts) or

backward (calling Prevs). SingleDelete can only be used to delete a KV-pair that has

not been overwritten [206]. DeleteRange is used to delete a range of keys between [start,

end) (the end-key is excluded from the deletion). RocksDB encapsulates the semantics

for read-modify-write into a simple abstract interface called Merge [207], which avoids

the performance overhead of a random Get before every Put. Merge stores the delta

of the write to RocksDB, and these deltas can be stacked or already combined. This

incurs a high read overhead because a Get to one key requires finding and combining

all the previously stored deltas with the same key inserted by a Merge. The combine

function is defined by users as a RocksDB plugin.

RocksDB adopts a Log-Structured Merge-Tree [208] to maintain the KV-pairs in

persistent storage (e.g., file systems). The basic architecture of RocksDB is shown in

Figure 7.1. One RocksDB maintains at least one logical partition called Column Family

(CF), which has its own in-memory write buffer (Memtable). When a Memtable is full,
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it is flushed to the file system and stored as a Sorted Sequence Table (SST) file. SST files

persistently store the KV-pairs in a sorted fashion and are organized in a sequence of

levels starting from Level-0. When one level reaches its limit, one SST file is selected to

be merged with the SST files in the next level that have overlapping key-ranges, which

is called compaction. Detailed information about RocksDB is described in [200, 42]

7.2.2 Background of Three RocksDB Use Cases

We discuss three important and large-scale production use cases of RocksDB at Face-

book: 1) UDB; 2) ZippyDB; and 3) UP2X. Sharding is used in all three use cases to

achieve load balancing. Therefore, the workloads are very similar among all shards, and

we randomly select three RocksDB instances from each use case to collect the traces.

UDB: Social graph data at Facebook is persistently stored in UDB, a sharded

MySQL database tier [209]. The cache read misses and all writes to social graph data

are processed by UDB servers. UDB relies on the MySQL instance to handle all queries,

and these queries are converted to RocksDB queries via MyRocks [196, 193]. Much of the

social graph data is presented as objects and associations, and is maintained in different

MySQL tables following the model introduced in [209]. RocksDB uses different Column

Families (CFs) to store object- and association-related data.

There are 6 major CFs in UDB: Object, Assoc, Assoc count, Object 2ry, Assoc 2ry,

and Non SG. Object stores social graph object data and Assoc stores social graph as-

sociation data, which defines connections between two objects. Assoc count stores the

number of associations of each object. Association counters are always updated with

new values and do not have any deletions. Object 2ry and Assoc 2ry are the CFs

that maintain the secondary indexes of objects and associations, respectively. They are

also used for the purpose of ETL (Extract, Transform, and Load data from databases).

Non SG stores data from other non-social graph related services.

Because the UDB workload is an example of KV queries converted from SQL queries,

some special patterns exist. We collected the traces for 14 days. Since the workload

characteristics of three UDB servers are very similar, we present only one of them. The

total trace file size in this server is about 1.1 TB. For some characteristics, daily data

is more important. Thus, we also analyzed the workload of the last day in the 14-day

period (24-hour trace) separately.
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ZippyDB: A high-performance distributed KV-store called ZippyDB was developed

based on RocksDB and relies on Paxos [210] to achieve data consistency and reliability.

KV-pairs are divided into shards, and each shard is supported by one RocksDB instance.

One of the replicas is selected as the primary shard, and the others are secondary. The

primary shard processes all the writes to a certain shard. If strong consistency is required

for reads, read requests (e.g., Get and Scan) are only processed by the primary shard.

One ZippyDB query is converted to a set of RocksDB queries (one or more).

Compared with the UDB use case, the upper-layer queries in ZippyDB are directly

mapped to the RocksDB queries, and so the workload characteristics of ZippyDB are

very different. We randomly selected three primary shards of ZippyDB and collected

the traces for 24 hours. Like UDB, we present only one of them. This shard stores the

metadata of ObjStorage, which is an object storage system at Facebook. In this shard,

a KV-pair usually contains the metadata information for an ObjStorage file or a data

block with its address information.

UP2X: Facebook uses various AI/ML services to support social networks, and a

huge number of dynamically changing data sets (e.g., the statistic counters of user

activities) are used for AI/ML prediction and inferencing. UP2X is a distributed KV-

store that was developed specifically to store this type of data as KV-pairs. As users

use Facebook services, the KV-pairs in UP2X are frequently updated, such as when

counters increase. If UP2X called Get before each Put to achieve a read-modify-write

operation, it would have a high overhead due to the relatively slow speed of random

Gets. UP2X leverages the RocksDB Merge interface to avoid Gets during the updates.

KV-pairs in UP2X are divided into shards supported by RocksDB instances. We

randomly selected three RocksDB instances from UP2X and then collected and ana-

lyzed the 24-hour traces. Note that the KV-pairs inserted by Merge are cleaned during

compaction via Compaction Filter, which uses custom logic to delete or modify KV-

pairs in the background during compaction. Therefore, a large number of KV-pairs are

removed from UP2X even though the delete operations (e.g., Delete, DeleteRange, and

SingleDelete) are not used.
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7.3 Methodology and Tool Set

To analyze and characterize RocksDB workloads from different use cases and to gener-

ate synthetic workloads, we propose and develop a set of KV-store tracing, replaying,

analyzing, modeling, and benchmarking tools. These tools are already open-sourced in

RocksDB release [195]. In this section, we present these tools and discuss how they are

used to characterize and generate KV-store workloads.

Tracing The tracing tool collects query information at RocksDB public KV inter-

faces and writes to a trace file as records. It stores the following five types of information

in each trace record: 1) query type, 2) CF ID, 3) key, 4) query specific data, and 5)

timestamp. For Put and Merge, we store the value information in the query-specific

data. For Iterator queries like Seek and SeekForPrev, the scan length (the number of

Next or Prev called after Seek or SeekForPrev) is stored in the query-specific data. The

timestamp is collected when RocksDB public interfaces are called with microsecond ac-

curacy. In order to log the trace record of each query in a trace file, a lock is used to

serialize all the queries, which will potentially incur some performance overhead. How-

ever, according to the performance monitoring statistics in production under the regular

production workloads, we did not observe major throughput degradation or increased

latency caused by the tracing tool.

Trace Replaying The collected trace files can be replayed through a Replayer tool

implemented in db bench (special plugins like MergeOperator or Comparator are re-

quired if they are used in the original RocksDB instance). The replay tool issues the

queries to RocksDB based on the trace record information, and the time intervals be-

tween the queries follow the timestamps in the trace. By setting different fast forward

and multithreading parameters, RocksDB can be benchmarked with workloads of dif-

ferent intensities. However, query order is not guaranteed with multithreading. The

workloads generated by Replayer can be considered as real-world workloads.

Trace Analyzing Using collected traces for replaying has its limitations. Due to the

potential performance overhead of workload tracing, it is difficult to track large-scale and

long-lasting workloads. Moreover, the content of trace files is sensitive and confidential

for their users/owners, so it is very hard for RocksDB users to share the traces with

other RocksDB developers or developers from third-party companies (e.g., upper-layer
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application developers or storage vendors) for benchmarking and performance tuning.

To address these limitations, we propose a way of analyzing RocksDB workloads that

profiles the workloads based on information in the traces.

The trace analyzing tool reads a trace file and provides the following characteristics:

1) a detailed statistical summary of the KV-pairs in each CF, query numbers, and query

types; 2) key size and value size statistics; 3) KV-pair popularity; 4) the key-space

locality, which combines the accessed keys with all existing keys from the database in a

sorted order; and 5) Queries Per Second (QPS) statistics.

Modeling and Benchmarking We first calculate the Pearson correlation coeffi-

cients between any two selected variables to ensure that these variables have very low

correlations. In this way, each variable can be modeled separately. Then, we fit the

collected workloads to different statistical models to find out which one has the lowest

fitting error, which is more accurate than always fitting different workloads to the same

model (like Zipfian). The proposed benchmark can then generate KV queries based on

these probability models. Details are discussed in Section 7.7.

7.4 General Statistics of Workloads

In this section, we introduce the general workload statistics of each use case including

query composition in each CF, KV-pair hotness distributions, and queries per second.

7.4.1 Query Composition

By analyzing query composition, we can figure out query intensity, the ratio of query

types in different use cases, and the popularity of queries. We find that: 1) Get is the

most frequently used query type in UDB and ZippyDB, while Merge domi-

nates the queries in UP2X, and 2) query composition can be very different

in different CFs.

UDB In this UDB server, over 10.2 billion queries were called during the 14-day

period, and there were about 455 million queries called during the last 24 hours. There

are six CFs being used in UDB as discussed in 7.2.2. Although those CFs are stored

in the same RocksDB database, the workloads are very different. It is difficult to

analyze and model such a mixed workload without the separation of different CFs.
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Figure 7.2: Distribution of different query types in 14 days.

The query composition in each CF is shown in Figure 7.2. Get, Put, and Iterator are

three major query types in UDB, especially in Object, Assoc, and Non SG. Get does not

show up in the secondary indexes of objects (Object 2ry) and associations (Assoc 2ry).

Object 2ry is built for the purpose of ETL, so Iterator is the major query type. Assoc

mostly checks the existence of an association between two objects via Get, while the

secondary index (Assoc 2ry) lists the objects that are associated with one target object.

Since KV-pairs in Assoc 2ry have no repeating updates, SingleDelete is used in this

CF to delete the invalid KV-pairs. In other CFs, regular Delete is called to remove

the invalid KV-pairs. Assoc count stores the number of associations of each object.

Therefore, Get and Put are the major query types used in this CF to read and update

the counters.

ZippyDB There is only one CF being used in ZippyDB. Get, Put, Delete, and

Iterator seek (forward Iterator) are the four query types that are used. Over the 24-

hour period, there were about 420 million queries called in this shard. The ratios of

each query type are: 78% Get, 13% Put, 6% Delete, and 3% Iterator, respectively. Get

is the major query type in ZippyDB, which aligns with the read-intensive workload of

ObjStorage.

UP2X Over the 24-hour period, the RocksDB instance received 111 million queries.

Among them, about 92.53% of the queries are Merge, 7.46% of them are Get, and fewer

than 0.01% of the queries are Put. The query composition is very different from the

UDB and ZippyDB use cases, which are read dominated. About 4.71 million KV-pairs

were accessed by Merge, 0.47 million by Get, and 282 by Put. Read-and-modify (Merge)

is the major workload pattern in UP2X.
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(a) The KV-pair access count CDF by Get (b) The KV-pair access count CDF by Put

Figure 7.3: The KV-pair access count distribution queried by Get and Put in each CF
during 24 hours.

7.4.2 KV-Pair Hotness Distribution

To understand the hotness of KV-pairs in each use case, we count how many times each

KV-pair was accessed during the 24-hour tracing period and show them in cumulative

distribution function (CDF) figures. The X-axis is the access count, and the Y-axis is

the cumulative ratio between 0 and 1. We find that in UDB and ZippyDB, most

KV-pairs are cold.

UDB We plot out the KV-pair access count CDFs for Get and Put. For Iterator,

we show the start-key access count distribution and the scan length distribution. The

CDFs of Get and Put are shown in Figure 7.3. Looking at Figure 7.3(a), more than 70%

of the KV-pairs in Assoc are Get requests that occurred at least 2 times. In contrast,

this ratio in other CFs is lower than 40%. It indicates that read misses of Assoc happen

more frequently than the others. As shown in 7.3(b), in all CFs, more than 75% of the

KV-pairs are Put only one time and fewer than 2% of the KV-pairs are Put more than

10 times. The majority of the KV-pairs are rarely updated.

We plot out the access count CDF of the start-keys of Iterators over the 24-hour

period, as shown in Figure 7.4(a). Most of the start-keys are used only once, which

shows a low access locality. Fewer than 1% of the start-keys are used multiple times by

Iterators. The scan length of more than 60% of the Iterators is only 1 across all CFs,

as shown in Figure 7.4(b). About 20% of the Iterators in Assoc scan more than 100

consecutive keys, while the ratios for Assoc 2ry and Non SG are about 10% and 5%,
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(a) The Iterator start-key access count CDF distri-

bution

(b) The Iterator scan length CDF distribution

Figure 7.4: The Iterator scan length and start-key access count CDF of four CFs during
24 hours.

Table 7.1: The ratios of KV-pairs among all existing KV-pairs being accessed during
different time periods in UDB

CF name Object Object 2ry Assoc Assoc 2ry Assoc count Non SG

24 hours 2.72% 0.62% 1.55% 1.75% 0.77% 1.38%
14 days 14.14% 6.10% 13.74% 10.37% 14.05% 11.29%

respectively. A very large scan length (higher than 10,000) is very rare, but we can still

find some examples of this type in Non SG and Assoc. The configured range query limit

in MySQL creates some special scan lengths. For example, there is a jump at 200 in

both Assoc and Non SG.

We also count the number of unique keys being accessed in different time periods. As

shown in Table 7.1, during the last 24 hours, fewer than 3% of the keys were accessed.

During the 14-day period, the ratio is still lower than 15% for all CFs. In general,

most of the keys in RocksDB are “cold” in this use case. On one hand, most read

requests are responded to by the upper cache tiers [211, 41]. Only the read misses will

trigger queries to RocksDB. On the other hand, social media data has a strong temporal

locality. People are likely accessing the most recently posted content on Facebook.

ZippyDB The average access counts per accessed KV-pair of the four query types

(Get, Put, Delete, and Iterator seek) are: 15.2, 1.7, 1, and 10.9, respectively. Read

queries (Get and Iterator seek) show very good locality, while the majority of the KV-

pairs are only Put and Deleted once in the last 24-hour period. The access count
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Figure 7.5: The KV-pair access count distribution of ZippyDB.

Figure 7.6: The access count distribution of UP2X.

distribution is shown in Figure 7.5. For about 80% of the KV-pairs, Get requests only

occur once, and their access counts show a long tail distribution. This indicates that

a very small portion of KV-pairs have very large read counts over the 24-hour period.

About 1% of the KV-pairs show more than 100 Get requests, and the Gets to these KV-

pairs are about 50% of the total Gets that show strong localities. In contrast, about

73% of the KV-pairs are Put only once, and fewer than 0.001% of the KV-pairs are Put

more than 10 times. Put does not have as clear a locality as Get does. The CDF of

Iterator seek start-key access counts has a special distribution that we can observe very

clearly through the 4 “steps” in the figure. About 55% of the KV-pairs are used as the

start-key of Iterator seek 1 time, 6% of the KV-pairs 11 times, 11% of the KV-pairs

12 times, 5% of the KV-pairs 13 times, 10% of the KV-pairs 23 times, and 10% of

the KV-pairs 46 times. The special access count distribution of start-keys is caused by

the metadata scanning requests in ObjStorage. For example, if one KV-pair stores the

metadata of the first block of a file, it will always be used as the start-key of Iterator seek

when the whole file is requested.

UP2X The CDF distribution of KV-pair access counts is shown in Figure 7.6. Merge

and Get have wide distributions of access counts. If we define a KV-pair accessed 10

times or more during the 24-hour period as a hot KV-pair, about 50% of the KV-pairs
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(a) Overall QPS for each query type at different dates and times in a 14-day

time span

(b) Overall QPS of each CF at different dates and times in a 14-day time

span

Figure 7.7: The QPS variation at different dates and times in a 14-day time span.

accessed by Get and 25% of the KV-pairs accessed by Merge are hot. On the other

hand, the ratio of very hot KV-pairs (accessed 100 times or more in the 24-hour period)

for Merge is 4%, which is much higher than that of Get (fewer than 1%). Both Merge

and Get have a very long tail distribution, as shown in the figure.

7.4.3 QPS (Queries Per Second)

The QPS metric shows the intensiveness of the workload variation over time. The QPS

of some CFs in UDB have strong diurnal patterns, while we can observe only

slight QPS variations during day and night time in ZippyDB and UP2X. The

daily QPS variations are related to social network behaviors.

UDB The QPS of UDB is shown in Figure 7.7. Some CFs (e.g., Assoc and Non SG)

and some query types (e.g., Get and Put) have strong diurnal patterns due to the

behaviors of Facebook users around the world. As shown in Figure 7.7(a), the QPS for

either Get or Put usually increases from about 8:00 PST and reaches a peak at about
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17:00 PST. Then, the QPS quickly drops and reaches its nadir at about 23:00 PST. The

QPS of Delete, SingleDelete, and Iterator shows variations, but it is hard to observe any

diurnal patterns. These queries are triggered by Facebook internal services, which have

low correlation with user behaviors. The QPS of six CFs are shown in Figure 7.7(b).

Assoc and Non SG have a strong diurnal variation, but the QPS of Non SG is spikier.

Since ETL requests are not triggered by Facebook users, the QPS of Object 2ry is

spiky and we cannot find any clear patterns.

ZippyDB The QPS of ZippyDB is different from that of UDB. The QPS of ZippyDB

varies over the 24-hour period, but we do not find a diurnal variation pattern, especially

for Put, Delete, and Iterator Seek. Since ObjStorage is an object stored at Facebook,

object read is related to social network behaviors. Therefore, the QPS of Get is relatively

lower at night and higher during the day (based on Pacific Standard Time). Because

range queries (Iterator Seek) are usually not triggered by Facebook users, the QPS for

this query type is stable and is between 100 and 120 most of the time.

UP2X The QPS of either Get or Put in UP2X does not have a strong diurnal

variation pattern. However, the usage of Merge is closely related to the behavior of

Facebook users, such as looking at posts, likes, and other actions. Therefore, the QPS

of Merge is relatively lower at night (about 1000) and higher during the day (about

1500).

7.5 Key and Value Sizes

Key size and value size are important factors in understanding the workloads of KV-

stores. They are closely related to performance and storage space efficiency. The average

(AVG) and standard deviation (SD) of key and value sizes are shown in Table 7.2, and

the CDFs of key and value sizes are shown in Figure 7.8. In general, key sizes are

usually small and have a narrow distribution, and value sizes are closely

related to the types of data. The standard deviation of key sizes is relatively

small, while the standard deviation of value size is large. The average value

size of UDB is larger than the other two.

UDB The average key size is between 16 and 30 bytes except for Assoc 2ry, which

has an average key size of 64 bytes. The keys in Assoc 2ry consist of the 4-byte MySQL
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Table 7.2: The average key size (AVG-K), the standard deviation of key size (SD-K),
the average value size (AVG-V), and the standard deviation of value size (SD-V) of
UDB, ZippyDB, and UP2X (in bytes)

AVG-K SD-K AVG-V SD-V

UDB 27.1 2.6 126.7 22.1
ZippyDB 47.9 3.7 42.9 26.1
UP2X 10.45 1.4 46.8 11.6

table index, two object IDs, the object type, and other information. Therefore, the key

size of Assoc 2ry is usually larger than 50 bytes and has a long tail distribution as

shown in Figure 7.8(a). For other CFs, the keys are composed of the 4-byte MySQL

table index as the prefix, and 10 to 30 bytes of primary or secondary keys like object

IDs. Thus, the keys show a narrow distribution. Note that the key sizes of a very small

number of KV-pairs are larger than 1 KB, which is not shown in the key size CDF due

to the X-axis scale limit.

The value size distribution is shown in Figure 7.8(b). Object and Assoc have a long

tail distribution. The value sizes of Object vary from 16 bytes to 10 KB, and more

than 20% of the value sizes are larger than 1 KB. The average value size of KV-pairs in

Object is about 1 KB and the median is about 235B, which is much larger than those in

other CFs. User data, like the metadata of photos, comments, and other posted data,

is stored in this CF, which leads to a large value size. In Assoc, the value sizes are

relatively small (the average is about 50 bytes) and vary from 10 bytes to 200 bytes.

A very special case is Assoc count, whose key size and value size are exactly 20

bytes. According to the design of this CF, the key is 20 bytes (bigint association ID)

and is composed of a 10-byte counter and 10 bytes of metadata. Since all the information

used in secondary index CFs (Assoc 2ry and Object 2ry) is stored in its key, the value

does not contain any meaningful data. Therefore, the average value size is less than 8

bytes and there are only three possible value sizes in the distribution (1 byte, 6 bytes,

or 16 bytes) as shown in Figure 7.8(b). For CFs with large value sizes like Object,

optimizations like separating key and value [212] can effectively improve performance.

ZippyDB Since a key in ZippyDB is composed of ObjStorage metadata, the key

sizes are relatively large. The CDF of the key sizes is shown in Figure 7.8(c). We can

find several “steps” in the CDF. Nearly all of the key sizes are in the two size
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(a) UDB key size CDF (b) UDB value size CDF

(c) ZippyDB key size CDF (d) ZippyDB value size CDF

(e) UP2X key size CDF (f) UP2X value size CDF

Figure 7.8: The key and value size distributions of UDB, ZippyDB, and UP2X.

ranges: [48, 53] and [90, 91]. The ratio of KV-pairs in these two key size ranges are

different for different query types. For example, about 60% of the key sizes of Get are

in the [48, 53] range, while the ratio for Put is about 31%.

The value sizes are collected from Put queries. As shown in Figure 7.8(d), the value

size distribution has a very long tail: about 1% of the value sizes are larger than 400
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bytes, and about 0.05% of the value sizes are over 1 KB. Some of the value sizes are

even larger than 100 KB. However, most of the KV-pairs have a small value. More than

90% of the value sizes are smaller than 34 bytes, which is even smaller than the key

sizes.

UP2X The key sizes do not have a wide distribution, as shown in Figure 7.8(e).

More than 99.99% of the KV-pairs accessed by Get have a key size of 9

bytes. About 6% of the KV-pairs inserted by Merge have a key size of 9 bytes, and

94% are 17 bytes. The 17-byte KV-pairs are all cleaned during compaction, and they

are never read by upper-layer applications through Get. Put is rarely used in UP2X.

Among the 282 KV-pairs inserted by Put, about 8.9% of the key sizes are smaller than

10 bytes, and 47% of them are 46 bytes.

The value size distribution is shown in Figure 7.8(f). The value sizes of some KV-

pairs inserted by Put are extremely large. The average is about 3.6 KB, and about 3%

of the KV-pairs are over 100 KB. The value sizes of KV-pairs inserted by Merge have

a special distribution. About 40% of the values are smaller than 10 bytes, and about

52% of the values are exactly 64 bytes. A large portion of the updates in UP2X are the

counters and other structured information. Thus, the value sizes of those KV-pairs are

fixed to 64 bytes.

7.6 Key-Space and Temporal Patterns

KV-pairs in RocksDB are sorted and stored in SST files. In order to understand and

visualize the key-space localities, we sort all the existing keys in the same order as they

are stored in RocksDB and plot out the access count of each KV-pair, which is called

the heat-map of the whole key-space. Each existing key is assigned a unique integer as

its key-ID, based on its sorting order and starting from 0. We refer to these key-IDs as

the key sequence.

The KV-pair accesses show some special temporal patterns. For example, some KV-

pairs are intensively accessed during a short period of time. In order to understand

the correlation between temporal patterns and key-space locality, we use a time series

sequence to visualize these patterns. We sort the keys in ascending order and assign

them with key-IDs as previously discussed, and this key sequence is used as the X-axis.
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(a) The heat-map of Get in Object during a 24-hour period

(b) The heat-map of Get in Assoc count during a 24-hour period

Figure 7.9: The heat-map of Get in Object and Assoc count during a 24-hour period.
The X-axis represents the key-ID of keys in the whole key-space, and the Y-axis repre-
sents the KV-pair access counts. The red vertical lines are the MySQL table boundaries.

The Y-axis shows the time when a query is called. To simplify the Y-axis value, we

shift the timestamp of each query to be relative to the tracing start time. Each dot

in the time series figure represents a request to a certain key at that time. In the

UDB use case, the first 4 bytes of a key are the MySQL table index number due to the

key composition of MyRocks. We separate the key-space into different key-ranges that

belong to different tables by red vertical lines.

The heat-maps of the three use cases show a strong key-space locality.

Hot KV-pairs are closely located in the key-space. The time series figures of

Delete and SingleDelete for UDB and Merge for UP2X show strong temporal

locality. For some query types, KV-pairs in some key-ranges are intensively

accessed during a short period of time.

UDB We use the heat-map of Get in Object and Assoc count over a 24-hour period

as an example to show the key-space localities as shown in Figure 7.9. Hot KV-pairs

(with high access counts) are usually located in a small key-range and are close to each
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other, which shows in both Figure 7.9(a) and Figure 7.9(b). That is, they show a strong

key-space locality (indicated by the dense green areas). Some MySQL tables (the

key-ranges between the red vertical lines) are extremely hot (e.g., the green

dense area in Object), while other tables have no KV-pair accesses. One

interesting characteristic is that the KV-pairs with high access counts in Assoc count

are skewed toward the end of the table as shown in Figure 7.9(b). In social graphs,

new objects are assigned with relatively larger IDs, and new associations are frequently

added to the new objects. Therefore, new KV-pairs in Assoc count are hot and are

usually at the end of the MySQL table. Moreover, the heat-maps of Get and Put are

similar. Usually, the keys with the most Get queries are the ones with the most Put

queries.

Most KV-pairs are deleted only once, and they are unlikely to be reinserted. There-

fore, there are no hot KV-pairs in Delete and SingleDelete queries. However, they show

some special patterns. For example, some nearby KV-pairs are deleted together in a

short period of time as shown in Figure 7.10.

In Figure 7.10(a), the deleted KV-pairs in the same table for Object are removed

together in a short period of time (indicated by green dots with close Y values). After

that, deletions will not happen for a long period of time. Similar patterns also appear in

the SingleDelete time series for Assoc 2ry, as shown in Figure 7.10(b). In some MySQL

tables, SingleDelete is intensively called in several short time intervals to remove KV-

pairs in the same table. Between any two sets of intensive deletions, SingleDelete is

never called, which causes the “green blocks” in the time series figures.

In general, KV-pairs are not randomly accessed in the whole key-space. The majority

of KV-pairs are not accessed or have low access counts. Only a small portion of KV-

pairs are extremely hot. These patterns appear in the whole key-space and also occur

in different key-ranges. KV-pairs belonging to the same MySQL table are physically

stored together. Some SST files at different levels or data blocks in the same SST

file are extremely hot. Thus, the compaction and cache mechanisms can be optimized

accordingly.

ZippyDB The heat-map of Get in ZippyDB shows a very good key-space locality.

For example, as shown in Figure 7.11, the KV-pairs accessed by Get have high

access counts and are concentrated in several key-ranges (e.g., between 1×106
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(a) The time series of Delete queries in Object

(b) The time series of SingleDelete queries in Assoc 2ry

Figure 7.10: The time series figure of a 24-hour trace.

and 5× 106). Hot KV-pairs are not randomly distributed: instead, these KV-pairs are

concentrated in several small key-ranges. The hotness of these key-ranges is closely

related to cache efficiency and generated storage I/Os. The better a key-space locality

is, the higher the RocksDB block cache hit ratio will be. Data blocks that are associated
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Figure 7.11: Heat-map of KV-pairs accessed by Get in ZippyDB.

Figure 7.12: Heat-map of KV-pairs accessed by Get in UP2X.

with hot key-ranges will most likely be cached in the RocksDB block cache. These data

blocks are actually cold from a storage point of view. With a good key-space locality,

the number of data block reads from SST files will be much lower than a random

distribution. A similar locality is also found in the Put and Iterator seek heat-maps.

Since all the KV-pairs are deleted once, we did not observe any key-space locality for

Delete. In general, the ZippyDB workload is read-intensive and has very good key-space

locality.

UP2X If we look at the heat-map of all KV-pairs accessed by Get as shown in Figure

7.12, we can find a clear boundary between hot and cold KV-pairs. Note that

the whole key-space was collected after the tracing was completed. In the heat-map,

the KV-pairs from 0 to about 550,000 are never accessed by Gets, but the KV-pairs

from 550,000 to 900,000 are frequently accessed. A similar locality is also shown in the

heat-map of Merge. While KV-pairs from 0 to about 550,000 are sometimes accessed

by Merge, their average access counts are much lower than those of the KV-pairs from

550,000 to 900,000. This special locality might be caused by a unique behavior of AI/ML

services and their data update patterns.
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Figure 7.13: The time series of Merge in UP2X.

The UP2X use case shows a very strong key-space locality and temporal locality in

Merge. However, about 90% of the KV-pairs inserted by Merge are actually cleaned

during compaction. Since the key-space heat-map does not show the existence of KV-

pairs cleaned by compactions, we plot out the time series sequence for Merge, which can

indicate Merge accesses of all KV-pairs. As shown in Figure 7.13, KV-pairs between

0 and 250,000 are frequently accessed during the 24-hour period. These are KV-pairs

between 0 and 900,000 in the whole key-space. The KV-pairs between 250,000 and

4,700,000 show very special key-space and temporal localities. The green blocks indicate

that a small range of KV-pairs are intensively called by Merge during half

an hour. After that, a new set of KV-pairs (with incrementally composed keys) are

intensively accessed by Merge during the next half an hour. These KV-pairs are cleaned

during compactions. Get and Put do not have similar temporal and key-space localities.

7.7 Modeling and Benchmarking

After understanding the characteristics of some real-world workloads, we further inves-

tigate whether we can use existing benchmarks to model and generate KV workloads

that are close to these realistic workloads. We do not consider deletions in our current

models.

7.7.1 How Good Are the Existing Benchmarks?

Several studies [213, 21, 214] use YCSB/db bench + LevelDB/RocksDB to benchmark

the storage performance of KV-stores. Researchers usually consider the workloads gen-

erated by YCSB to be close to real-world workloads. YCSB can generate queries that
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have similar statistics for a given query type ratio, KV-pair hotness distribution, and

value size distribution as those in realistic workloads. However, it is unclear whether

their generated workloads can match the I/Os for underlying storage systems in realistic

workloads.

To investigate this, we focus on storage I/O statistics such as block reads, block

cache hits, read-bytes, and write-bytes collected by perf stat and io stat in RocksDB. To

exclude other factors that may influence the storage I/Os, we replay the trace and collect

the statistics in a clean server. The benchmarks are also evaluated in the same server

to ensure the same setup. To ensure that the RocksDB storage I/Os generated during

the replay are the same as those in production, we replay the trace on a snapshot of the

same RocksDB in which we collected the traces. The snapshot was made at the time

when we started tracing. YCSB is a benchmark for NoSQL applications and ZippyDB

is a typical distributed KV-store. Therefore, the workloads generated by YCSB are

expected to be close to the workloads of ZippyDB, and we use ZippyDB as an example

to investigate. Due to special plugin requirements and the workload complexities of

UDB and UP2X, we did not analyze storage statistics for those two use cases.

Before we run YCSB, we set the YCSB parameters of workloada and workloadb to

fit ZippyDB workloads as much as possible. That is, we use the same cache size, ensure

that the request distribution and scan length follows Zipfian, set the fieldlength as the

average value size, and use the same Get/Put/Scan ratios as those shown in Section

7.4. Since we cannot configure the compression ratio in YCSB to make it the same as

ZippyDB, we use the default configuration in YCSB. We normalize the results of the

RocksDB storage statistics based on those from the trace replay.

The number of block reads from YCSB is at least 7.7x that of the replay results,

and the amount of read-bytes is about 6.2x. The results show an extremely high read

amplification. Although the collected amount of write-bytes from YCSB is about 0.74x

that of the replay, the actual amount of write-bytes is much lower if we assume YCSB

achieves the same compression ratio as ZippyDB (i.e., if the YCSB compression ratio is

4.5, the amount of write-bytes is about 0.41x that of the replay). Moreover, the number

of block cache hits is only about 0.17x that of the replay results. This evaluation shows

that, even though the overall query statistics (e.g., query number, average value size,

and KV-pair access distribution) generated by YCSB are close to those of ZippyDB
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workloads, the RocksDB storage I/O statistics are actually quite different. db bench

has a similar situation.

Therefore, using the benchmarking results of YCSB as guidance for production might

cause some misleading results. For example, the read performance of RocksDB under a

production workload will be higher than what we tested using YCSB. The workload of

YCSB can easily saturate the storage bandwidth limit due to its extremely high read

amplification. Also, the write amplification estimated from the YCSB benchmarking

results are lower than in real production. The write performance can be overestimated

and might also lead to incorrect SSD lifetime estimates.

With detailed analyses, we find that the main factor that causes this serious read

amplification and fewer storage writes is the ignorance of key-space locality. RocksDB

reads data blocks (e.g., 16 KB) instead of a KV-pair from storage to memory when it

encounters a cache miss. In YCSB, even though the overall KV-pair hotness follows the

real-world workload distribution, the hot KV-pairs are actually randomly distributed in

the whole key-space. The queries to these hot KV-pairs make a large number of data

blocks hot. Due to the cache space limit, a large number of hot data blocks that consist

of the requested KV-pairs will not be cached, which triggers an extremely large number

of block reads. In contrast, in ZippyDB, hot KV-pairs only appear in some key-ranges,

so the number of hot data blocks is much smaller. Similarly, a random distribution of

hot KV-pairs causes more updated KV-pairs to be garbage collected in the newer levels

during compactions. Therefore, old versions of cold KV-pairs that are being updated

are removed earlier in the newer levels, which leads to fewer writes when compacting

older levels. In contrast, if only some key-ranges are frequently updated, old versions

of cold KV-pairs are continuously compacted to the older levels until they are merged

with their updates during compactions. This causes more data to be written during

compactions.

7.7.2 Key-Range Based Modeling

Unlike workloads generated by YCSB, real-world workloads show strong key-space local-

ities according to the workload characteristics presented in Sections 7.6. Hot KV-pairs

are usually concentrated in several key-ranges. Therefore, to better emulate a real-world

workload, we propose a key-range based model. The whole key-space is partitioned into
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several smaller key-ranges. Instead of only modeling the KV-pair accesses based on the

whole key-space statistics, we focus on the hotness of those key-ranges.

How to determine the key-range size (the number of KV-pairs in the key-range) is

a major challenge of key-range based modeling. If the key-range is extremely large, the

hot KV-pairs are still scattered across a very big range. The accesses to these KV-pairs

may still trigger a large number of data block reads. If the key-range is very small (e.g.,

a small number of KV-pairs per range), hot KV-pairs are actually located in different

key-ranges, which regresses to the same limitations as a model that does not consider

key-ranges. Based on our investigation, when the key-range size is close to the average

number of KV-pairs in an SST file, it can preserve the locality in both the data block

level and SST level. Therefore, we use average number of KV-pairs per SST file as

key-range size.

We first fit the distributions of key sizes, value sizes, and QPS to different mathe-

matical models (e.g., Power, Exponential, Polynomial, Webull, Pareto, and Sine) and

select the model that has the minimal fit standard error (FSE). This is also called the

root mean squared error. For example, for a collected workload of ZippyDB, the key size

is fixed at either 48 or 90 bytes, the value sizes follow a Generalized Pareto Distribution

[215], and QPS can be better fit to Cosine or Sine in a 24-hour period with very small

amplitude.

Then, based on the KV-pair access counts and their sequence in the whole key-

space, the average accesses per KV-pair of each key-range is calculated and fit to the

distribution model (e.g., power distribution). This way, when one query is generated,

we can calculate the probability of each key-range responding to this query. Inside

each key range, we let the KV-pair access count distribution follow the distribution of

the whole key-space. This ensures that the distribution of the overall KV-pair access

counts satisfies that of a real-world workload. Also, we make sure that hot KV-pairs

are allocated closely together. Hot and cold key-ranges can be randomly assigned to the

whole key-space, since the locations of key-ranges have low influence on the workload

locality.

Based on these models, we further develop a new benchmark using db bench. When

running the benchmark, the QPS model controls the time intervals between two consec-

utive queries. When a query is issued, the query type is determined by the probability
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of each query type calculated from the collected workload. Then, the key size and value

size are determined by the probability function from the fitted models. Next, based on

the access probability of each key-range, we choose one key-range to respond to this

query. Finally, according to the distribution of KV-pair access counts, one KV-pair in

this key range is selected, and its key is used to compose the query. In this way, the KV

queries are generated by the benchmark and follow the expected statistical models. At

the same time, it better preserves key-space locality.

7.7.3 Comparison of Benchmarking Results

We fit the ZippyDB workload to the proposed model (Delete is excluded) and build a

new benchmark called Prefix dist [195]. To evaluate the effectiveness of key-range-based

modeling, we also implement three other benchmarks with different KV-pair allocations:

1) Prefix random models the key-range hotness, but randomly distributes the hot and

cold KV-pairs in each key-range; 2) similar to YCSB, All random follows the distribution

of KV-pair access counts, but randomly distributes the KV-pairs across the whole key-

space; and 3) All dist puts the hot keys together in the whole key-space instead of using

a random distribution. All four benchmarks achieve a similar compression ratio as that

of ZippyDB.

Similar to the process described in Section 7.7.1, we configure YCSB workloada and

workloadb to fit the ZippyDB workload as closely as possible. We run YCSB with

the following 4 different request distributions: 1) uniform (YCSB uniform), 2) Zipfian

(YCSB zipfian), 3) hotspot (YCSB hotspot), and 4) exponential (YCSB exp). We use

the same pre-loaded database (with 50 million randomly inserted KV-pairs that have the

same average key and value sizes as those of a real-world workload) for the 8 benchmarks.

The RocksDB cache size is configured with the same value as the production setup. We

run each test 3 times (the following discussion uses average value) and normalize the

results based on that of replay.

Figure 7.14 compares the I/O statistics of the 8 benchmarks. The total number of

block reads and the amount of read-bytes by YCSB zipfian workloads are at least 500%

higher than those of the original replay results. Even worse, the number of block reads

and the amount of read-bytes of the other three YCSB benchmarking results are even

higher, at 1000% or more compared with the replay results. In contrast, the amount
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Figure 7.14: The normalized block read, block cache hit, read-bytes, and write-bytes
of benchmarks based on that of the replay. We collected statistics from ZippyDB trace
replay results and normalized the statistics from 8 benchmarks. The red line indicates
the normalized replay results at 1. The closer the results are to the red line, the better.

of read-bytes of Prefix dist are only 40% higher, and are the closest to the original

replay results. If we compare the 4 benchmarks we implemented, we can conclude that

Prefix dist can better emulate the number of storage reads by considering key-space

localities. All dist and Prefix random reduce the number of extra reads by gathering

the hot KV-pairs in different granularities (whole key-space level vs. key-range level).

Note that if YCSB achieves a similar compression ratio, the RocksDB storage I/Os can

be about 35-40% lower. However, this is still much worse than the storage I/Os of

All dist, Prefix random, and Prefix dist.

If the same compression ratio is applied, the actual amount of write-bytes by YCSB

should be less than 50% of the original replay. Prefix dist achieves about 60% write-

bytes of the original replay. Actually, the mismatch between key/value sizes and KV-pair

hotness causes fewer write-bytes compared with the original replay results. In general,

YCSB can be further improved by: 1) adding a key-range based distribution model as

an option to generate the keys, 2) providing throughput control to simulate the QPS

variation, 3) providing key and value size distribution models, and 4) adding the ability

to simulate different compression ratios.
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Figure 7.15: The synthetic workload QPS, and the PDF comparisons between the col-
lected workload and the synthetic workload.

7.7.4 Verification of Benchmarking Statistics

We select the Assoc workload from UDB as another example to verify whether our

benchmark can achieve KV query statistics that are very similar to those of real-world

workloads. Since 90% of keys are 28 bytes and 10% of keys are 32 bytes in Assoc, we

can use these two fixed key sizes. We find that Generalized Pareto Distribution [215]

best fits the value sizes and Iterator scan length. The average KV-pair access count of

key-ranges can be better fit in a two-term power model [216, 217], and the distribution

of KV-pair access counts follows a power-law that can be fit to the simple power model

[216, 217]. As we discussed in Section 7.4.3, because the QPS variation has a strong

diurnal pattern, it can be better fit to the Sine model [218] with a 24-hour period.
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To compare the workload statistics obtained from benchmarking with those of real-

istic workloads, we run the new benchmark with a different workload scale: 1) 10 million

queries, 2) 30 million existing keys, 3) a 600-second period of QPS sine, and 4) a {Get,

Put, Iterator} ratio of {0.806, 0.159, 0.035}, respectively (the same as in UDB Assoc).

We collect the trace during benchmarking and analyze the trace. Figure 7.15 shows the

QPS variation (shown in Figure 7.15(d)) and the probability density function (PDF)

comparison of value sizes (shown in Figure 7.15(a)), KV-pair access counts (shown in

Figure 7.15(b)), and Iterator scan lengths (shown in Figure 7.15(c)) between the UDB

Assoc workload and the generated workload. Although the scale of the workload gen-

erated from our benchmark is different from that of UDB Assoc, the PDF figures show

that they have nearly the same distribution. This verifies that the generated synthetic

workload is very close to the UDB Assoc workload in terms of those statistics.

7.8 Related Work

During the past 20 years, the workloads of storage systems, file systems, and caching

systems have been collected and analyzed in many studies. Kavalanekar et al. collected

block traces from production Windows servers at Microsoft and provided workload

characterizations that have benefitted the design of storage systems and file systems

tremendously [219]. Riska et al. analyzed the disk-level workload generated by different

applications [220]. The file system workloads were studied by industrial and academic

researchers at different scales [122, 123, 114]. The workloads of the web server caches

were also traced and analyzed [221, 222, 223, 224]. While the web cache can be treated

as a KV-store, the query types and workloads are different from persistent KV-stores.

Although KV-stores have become popular in recent years, the studies of real-world

workload characterization of KV-stores are limited. Atikoglu et al. analyzed the KV

workloads of the large-scale Memcached KV-store at Facebook [41]. They found that

reads dominate the requests, and the cache hit rate is closely related to the cache pool

size. Some of their findings, such as the diurnal patterns, are consistent with what we

present in Section 7.4. Major workload characteristics of RocksDB are very different

from what Atikoglu et al. found in Memcached. Other KV-store studies, such as

SILT [225], Dynamo [45], FlashStore [226], and SkimpyStash [227], evaluate designs and
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implementations with some real-world workloads. However, only some simple statistics

of the workloads are mentioned. The detailed workload characteristics, modeling, and

synthetic workload generation are missing.

Modeling the workloads and designing benchmarks are also important for KV-store

designs and their performance improvements. Several benchmarks designed for big data

NoSQL systems, such as YCSB [197], LinkBench [209], and BigDataBench [228], are

also widely used to evaluate KV-store performance. Compared with these benchmarks,

we further provide the tracing, analyzing, and key-range based benchmarking tools for

RocksDB. The users and developers of RocksDB can easily develop their own specific

benchmarks based on the workloads they collect with better emulation in both the

KV-query level and storage level.

7.9 Conclusion and Future Work

In this research, we present the study of persistent KV-store workloads at Facebook. We

first introduce the tracing, replaying, analyzing, and benchmarking methodologies and

tools that can be easily used. The findings of key/value size distribution, access patterns,

key-range localities, and workload variations provide insights that can help optimize KV-

store performance. By comparing the storage I/Os of RocksDB benchmarked by YCSB

and those of trace replay, we find that many more reads and fewer writes are generated

by benchmarking with YCSB. To address this issue, we propose a key-range based

model to better preserve key-space localities. The new benchmark not only provides a

good emulation of workloads at the query level, but also achieves more precise RocksDB

storage I/Os than that of YCSB.

We have already open-sourced the tracing, replaying, analyzing, and the new bench-

mark in the latest RocksDB release (see the Wiki for more details [195]). The new

benchmark is part of the benchmarking tool of db bench [229]. We are not releasing the

trace at this time. In the future, we will further improve YCSB workload generation

with key-range distribution. Also, we will collect, analyze, and model the workloads in

other dimensions, such as correlations between queries, the correlation between KV-pair

hotness and KV-pair sizes, and the inclusion of additional statistics like query latency

and cache status.
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Conclusion

In this chapter, we first conclude the contributions of this thesis. Then, we provide the

visions of our future research on storage systems for big data applications.

8.1 Contributions

As more and more data is generated during everyday life all over the world, the big

data infrastructure is very important to support the virtual world constructed by dif-

ferent types of data. The storage systems in big data infrastructure are the essential

components to provide data persistency, reliability, scalability, flexibility, and high per-

formance. This thesis studies several challenging issues in designing and developing

storage systems for big data applications. Based on the data source and storing pur-

poses, the typical storage systems in big data infrastructure are primary storage systems,

warm/cold storage systems, and storage systems for big data processing. This thesis

focuses on some of the research issues in the three storage system categories.

First, in primary storage systems, we propose and develop TDDFS, a tier-aware file

system with data deduplication. This research addresses the tradeoffs between storage

system cost and performance. To support the big data services, a huge storage space

is needed in the primary storage system, which causes storage space wasting and high

costs. TDDFS stores most of the hot files in the fast tier to ensure high performance. At

the same time, most of the cold files are migrated to the slow tier. During the migration,

files are deduplicated to further improve the slow tier space efficiency. Moreover, files

201



202

being migrated back to the fast tier maintain deduplication structure to save the storage

space. This research investigates a way of making better tradeoffs between performance

and space efficiency. We demonstrated that the overall performance of TDDFS is close

to the pure fast tier based storage but its cost is close to the pure slow tier based storage.

Second, in cold storage systems, data deduplication is an important technique to

achieve high space efficiency especially for archive and backup data. However, data

deduplication causes high data fragmentation issues which lead to an extremely low

read and restore performance. Two research studies improve the restore performance

from different perspectives. We propose an adaptive hybrid cache to reduce the storage

reads during restore. This approach uses two different cache designs for data chunks

with different localities. The cache boundary of the two cache designs is dynamically

changed based on the workload variations. In our evaluation, our approach can achieve

a better restore throughput than using a single cache or using the hybrid cache with a

fixed space boundary between the two cache schemes.

In some situations, if the data chunks are highly fragmented, caching schemes cannot

further reduce the storage reads. We further propose the look-back window assisted

data chunk rewrite. We found that some of the data chunk fragmentations are caused

by referencing the duplicated chunks stored far away from each other. We used the

look-back window to measure the data fragmentation level and predict the potential

storage reads during restore. Then, some of the data chunks are rewritten based on the

restore prediction. According to our evaluation, our approach can achieve fewer storage

reads than the existing rewrite designs and rewrite fewer data chunks. By combining the

caching and rewrite designs, we can achieve better tradeoffs between restore performance

and storage space efficiency.

Third, this thesis also studied the performance issue of a distributed KV-store for

big data processing platforms. Due to the compute and storage clusters disaggrega-

tion in big data infrastructure, data is always transmitted through the network, which

causes the extremely heavy traffic. For some I/O intensive applications like HBase, its

performance can be heavily influenced when the network is congested. In this thesis, we

first investigate the reasons that cause the performance overhead. Then, we propose the

in-storage computing based HBase to solve the performance issue by reducing the un-

necessary network traffic. Some of the data intensive modules of HBase are offloaded to
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the storage server and only the final results are sent through the network to the HBase

main service running on the compute cluster. Our study demonstrates the potential of

solving the performance issue in big data infrastructure with in-storage computing con-

cepts, which might be used by other applications. Moreover, we addressed the caching

issue by using a hybrid adaptive cache in the compute clusters to improve the cache

hit ratio. Our approach uses much smaller network bandwidth which achieves higher

performance than the legacy HBase and the new HBase design is robust to the network

bandwidth variation.

Finally, the workloads in big data infrastructure are highly diversified. Understand-

ing the characteristics of the workloads in some typical storage systems in big data

infrastructure is very useful to further improve the system performance and designs.

In this thesis, the key-value workload characteristics of RocksDB in primary storage,

warm storage, and storage system for big data processing are explored. The findings of

key/value sizes distribution, access patterns, access localities, and workload variations

provide insights that can benefit KV-store performance optimization. Moreover, we

propose the key-range based workload modeling which can better emulate the storage

I/Os when RocksDB is evaluated with the new benchmarks developed based on the

key-range based workload models.

In general, this thesis addresses some of the storage system issues and challenges

in big data infrastructure. Specifically, this thesis mainly focuses on improving the

performance of primary storage systems, warm/cold storage systems, and the storage

systems for big data processing platforms. At the same time, we make better tradeoffs

between performance and cost-effectiveness.

8.2 Future Work

The storage systems for big data applications are usually large-scale, distributed, and

complicated. Different applications, different use cases, different data types cause dif-

ferent issues and challenges in storage systems. It creates a blue sky for us to explore

the new issues and come up with novel solutions. In the future, we will focus on the

following research areas of storage systems for big data applications.

First, data itself is a huge mine. Exploring the correlations and connections of data
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is very useful. Some services and applications are designed specifically for exploring the

value of data, for example, graph processing, social graph ML, and AI-based data graph

exploring. As the data scale becomes larger and larger, a fast storage is needed as an

extension of memory to support data processing. However, due to the huge performance

gap between the memory and the storage, how to ensure a very fast data processing is

a huge challenge to extend in-memory processing to storage. Our research will focus

on proposing and designing a high performance storage system for those kinds of data

processing services to reduce the memory cost.

Second, new types of storage devices based on the new storage media with much

bigger capacity and a very long lifetime are experimented and developed. For example,

glass and DNA might be the next generation of storage media with extremely large

capacity. However, due to the special data read and write attributes of glass and DNA,

the existing storage system designs cannot be directly used for them. Our future research

will focus on designing new storage systems for these new storage media. Specifically,

DNA-based storage tiering and high capacity glass-based storage are our future research

directions.

Finally, our research will focus on the hyper-converged infrastructure for big data,

especially the data storage issues will be explored. In big data, people do not care about

where the data is stored and applications do not care how to read and write the data.

Instead, users and applications care about how the data is created and used. Therefore,

data is no longer constrained to be stored in specific storage systems only. Data can be

stored in the 5G base stations, network switches, compute clusters, and storage systems.

Data flows within the whole infrastructure based on the data creations, data usages,

and long term destinations. How to decide the place to store the data, how to manage

the data flowing, and how to help different applications to explore the data they need

are the challenges to be addressed in designing a hyper-converged infrastructure for big

data. Our future research will explore these interesting but challenging areas in big data

infrastructure.
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