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Abstract

Financial and social elements of modern societies are closely connected to the cul-

tivation of corn. Due to its massive production, de�ciencies during the cultivation

process directly translate to major �nancial losses. Existing �eld monitoring solutions

utilize aerial and ground means towards identifying sectors of the farmland presenting

under-performing crops. Nevertheless, an inference element is still absent; that is the

automated diagnose of the cause and severity of the de�ciency. The early detection and

treatment of crops de�ciencies and the frequent evaluation of their growth status are

thus tasks of great signi�cance. Towards an automated health condition assessment,

this thesis introduces schemes for the computation of plant health indices.

First, we propose a methodology to detect nitrogen (N ) de�ciencies in corn �elds

and assess their severity at an early stage using low-cost RGB sensors. The introduced

methodology is twofold. First, a low complexity recommendation scheme identi�es

candidate plants exhibiting nitrogen de�ciency and second, a detection elimination step

completes the inference loop by deciding which of the candidate plants are actually

exhibiting that condition. Experimental results on a diverse real-world dataset achieve

a 90.6% accuracy for the detection of N -de�cient regions and support the extension of

this methodology to other crops and de�ciencies that show similar visual characteristics.

Second, based on the 3D reconstruction of small batches of corn plants at growth

stages between \V3" and \V6", an automated alternative to existing manual and cum-

bersome phenotype estimation methodologies is presented. The use of 3D models pro-

vides an elevated information content, when compared to planar methods, mainly due

to the alleviation of leaf occlusions. High-resolution images of corn stalks are collected

and used to obtain 3D models of plants of interest. Based on the extracted 3D point

clouds, the calculation of a plethora of phenotypic characteristics for each 3D recon-

struction are obtained such as the number of plants depicted with 88.1% accuracy, Leaf

Area Index (LAI) with 92.48% accuracy, the height with 89.2% accuracy, the leaf length

with 74.8% accuracy, and the location and the angles of leaves with respect to the stem.

The last two variables are connected by showing the trend of the angles to change with

respect to the leaf position on the stem as the crops grow. An experimental validation
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using both arti�cially made corn plants emulating real-world scenarios and real corn

plants in di�erent growth stages supports the e�cacy of the proposed methodology.

Although the proposed methodologies are agnostic to the platform that performs the

data collection, for the presented experiments a MikroKopter Okto XL equipped with

a Nikon D7200 RGB sensor and a DJI Matrice 100 with a Zenmuse X3 and a Zenmuze

Z3 RGB high-resolution cameras were used. The 
ight altitude ranged between 6 and

15 m and the resolution of the images varies within a range of 0.2 to 0.47 cm/pixel.

Thorough data collection and interpretation leads to a better understanding of the

needs not only of the farm as a whole but to each individual plant providing a much

higher granularity to potential treatment strategies. Through the thoughtful utiliza-

tion of modern computer vision techniques, it is possible to achieve positive �nancial

and environmental results for these tasks. The conclusions of this work, suggest a fully

automated scheme for information gathering in modern farms capable of replacing cur-

rent labor-intensive procedures, thus greatly impacting the timely detection of crop

de�ciencies.
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Chapter 1

Introduction

The cultivation of corn has a substantial �nancial impact in the global economy. Ac-

cording to the U.S. National Corn Growers Association (NCGA), 41.1 billion bushels

of corn were harvested worldwide for the year of 2017, with an estimated gross value of

$133.6 billion [1]. The �nancial impact of corn can be further understood if one studies

the particular production challenges in a localized manner with the example of the sate

of Minnesota where there are 3.4 million hectares of corn cropland. For a state of 5.5

million residents, these generate over $4.1 billion in revenue and employ nearly 1 in 5

of Minnesota's workers.

Modern corn production farms average over 1,100 acres according to statistics from

the U.S. Department of Agriculture (USDA) [2] making the surveillance and tracking

of crops growth at such a large scale a non-trivial task. Furthermore, the spatial and

temporal variability of the de�ciencies makes diagnosis and treatment di�cult and leads

to crop losses. As an example, nutrient de�ciencies such as nitrogen (N ) can limit the

productivity of corn crops up to 20% [3].

Currently, crop stresses are primarily identi�ed using crop scouting by trained pro-

fessionals. These professionals cannot e�ciently cover all crop acreage, as this process

is time consuming. As a result, fertilizer is applied at uniform rates on farms, without

regard to the spatial or temporal variability in crop nutrient de�ciencies. This ine�-

ciency leads to excess fertilizer application, which ends up contaminating ground and

underground water sources. As an example, Minnesota cropland loses on average 114

million kg of nitrate that pollutes the Mississippi River, contributing to hypoxia in the

1



2

Figure 1.1: Envisioned autonomous robotic inspection of crop �elds for the detection, mapping and
characterization of nutrient de�ciencies and the collection of biometrics. Any robotic platform would
employ low{cost sensors to acquire data in multiple spatial and temporal resolutions in order to pro-
vide comprehensive results, early detection, and automated fertilizer recommendation. Two types of
aerial and ground platforms are presented in the photo with results of the N de�ciency and plant 3D
reconstruction on the upper left and right corners respectively.

Gulf of Mexico.

An alternative to uniform applications of fertilizer is precision applications that

take into account the right location and time. Precision Agriculture (PA) is a scienti�c

domain that o�ers to improve crop productivity and farm pro�tability through improved

management of farm inputs, leading to better environmental quality. Unfortunately, PA

has not yet produced a comprehensive answer for the early identi�cation of large-scale

�eld de�ciencies. Current approaches rely on either laborious, manual data collection or

remote sensing methodologies that utilize very low resolution image data from satellites,

or airplanes. Satellite and aerial remote sensing is severely limited by cloud cover and

de�ciencies might not be diagnosed early enough to prevent crop losses.

Recently, in PA alternative approaches have introduced robotics through the use

of Unmanned Aerial Vehicles (UAVs) and these initiatives are expected to �nancially

impact the agriculture domain. In Minnesota alone, the Dept. of Employment and
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Economic Development O�ce estimates that UAVs alone in precision agriculture will

generate $150 million in new revenue and create a thousand new jobs in the next two

years.

This thesis brings together PA, Computer Vision (CV), and Machine Learning (ML)

for an automated plant pathology assessment tailored around corn production. The

aim is to develop an integrative framework which will provide a comprehensive pallet of

information to facilitate the maximization of corn yield and minimize the application of

fertilizers. The thesis addresses two complementary problems of major importance for

yield maximization;

� the N stress detection in corn which facilitates the fertilization process through

detailed information on the location and severity of the stress, and

� the estimation of several corn phenotypic characteristics through an original in-

terpretation of 3D models produced by collections of 2D images.

As shown in Figure 1.1, we envision that any robotic platform with the ability to

provide high resolution top-down imagery or video will be able to utilize the developed

algorithms and extract data that help in the early identi�cation of de�ciencies through

the developed image processing, 3D reconstruction and point cloud processing algo-

rithms. The proposed framework can revolutionize the �eld and bene�t agriculture in

the U.S. and the world.

Our experiments conclude that N de�ciency can be detected through high resolu-

tion aerial imaging when the corn plants show visible symptoms with 90.6% accuracy,

while there are signs that the same methodology can be transferred to other crops and

de�ciencies. Further, we show that phenotypic characteristics of individual plants can

be extracted automatically with high accuracy based on a 3D model. Our results in-

clude the individual plant segmentation and counting from a given 3D reconstructed

�eld scene with 88.1% accuracy, the Leaf Area Index estimation with 92.48% accuracy,

the individual plant height computation with 89.2% accuracy, the leaf length extraction

with 74.8% accuracy, the measurement of angles between leaves and stems, and the

distance between leaves of the same plant. We connect the last two variables showing

the trend of the angles to change with respect to the leaf position on the stem as the

crops grow.



Chapter 2

Literature Review

This chapter provides a brief introduction to the corn life cycle, as well as an overview

of research activities in �eld nutrient de�ciency detection, and crops 3D reconstruction

attempts.

2.1 Corn Plant Growth Stages

Corn follows systematic stages of growth that depend on the number of leaves appearing

on the stalk and the extent of grain �lling [4]. During the initial development and before

the tassels start becoming visible, the stages are characterized by the letter \V" followed

by an integer corresponding to the number of collars developed by the plant. The \V"

stages range from V1 to V12 with VT signifying the stage when the tassel emerges. V1

usually occurs in early June and V12 occurs in middle-late July. Once the tassels start

becoming visible and till the harvesting stage, the letter \R" represents the reproductive

stages when the kernel develops and matures. The reproductive stages range from R1

to R6 as shown in Fig. 2.1.

The N uptake of the corn plant is restricted to the �rst (\V") part of its development

which in turn necessitates the fertilization of the land by the V10 growth stage. Although

this behaviour poses temporal constraints in the deployment of our system, at the

same time it reduces the complexity of the scene to be analyzed by our algorithms

and traversed by our robots. Essentially, we are looking into plants that are generally

smaller than 4 feet height and have less than 12 leaves. This is a critical factor when

4
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Figure 2.1: The growth stages of corn plants are characterized by a letter followed by a number (e.g.
\V5"). The letter \V" symbolizes the vegetative stage of the corn, while the number shows how many
leaves have grown a visible collar around the stem [4]. In particular, the N de�ciencies start becoming
visible at V5 and the plant is susceptible to treatment up to V10. This is the range (V5-V10) we
are targeting to assess theN de�ciency severity. Stage VT comes when the last branch of the tassel is
completely visible, and the stages characterized by \R" indicate the reproductive stages when the kernel
develops and matures. The image presented here was obtained from University of Illinois Extension.

designing our methods and considering their feasibility in real world situations.

2.2 Detection of Nutrient De�ciencies in Corn Fields

In an e�ort to meet the nutritious needs of the increasing world population, technological

advances are incorporated into di�erent sections of agriculture worldwide ranging from

�nance [5] to engineering [6] and PA. PA, as a research domain, is concerned with the

yield maximization of farm �elds by applying the right farm inputs at the right place

and time. Advancements in the area of Remote Sensing (RS), which exploits sensors

to gather data from remote locations, have been successfully integrated with PA to
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assist agricultural applications. Examples of modern hand-held sensing technology for

the extraction of high precision plant pathology information were performed by Des

et al. [7] and Gealy et al. [8]. Mulla [9] presented an overview of the progress in PA

over the last twenty �ve years and showed that technological advances in RS allowing

non-contact �eld surveillance have greatly bene�ted it.

Regarding the visible spectrum, which is the focus of the proposed methodology, the

most substantial attempts to classify diseases in crops and provide an estimate on their

severity have been collected in two review papers by Barbedo [10, 11]. The author's

discoveries reveal that many methodologies assume the background of the leaf images to

be of a single color and the illumination conditions to be controlled. These observations

shade light in the shortcomings that need to be addressed in order to construct a generic,

automated, and reliable system for crop stress detection and classi�cation.

For the detection of leaf diseases in real world �elds under non-limiting image captur-

ing conditions, segmentation based on color and texture plays a signi�cant role. In their

work, Wang et al. [12] utilize edge detection, skeletonization, and histogram threshold-

ing to identify leaves of interest, but their method is limited since it is only applied on

images that have been manually selected to depict a whole leaf. This attempt reveals

that texture and gray-scale intensity alone are not suitable for a reliable and generic

solution.

On the other hand, Guo et al. [13] utilize only color information in six di�erent color

spaces to train a random forest classi�er for the separation of green from the ground.

Their methodology requires a feature selection step that picks the most prominent color

channels, and a training step that, according to the authors' claim, is performed only

once and is capable of accommodating di�erent illumination conditions. It is not clear

if this approach would work under di�erent soil types.

Similarly, Bai et al. [14] utilize only the CIE L*a*b*[15] colorspace to accomplish the

segmentation of green leaves of rice against a water background with heavy re
ections.

This approach slices the L*a*b* space in planes perpendicular to the L* axis, and

assumes that the color intensity invariance between consecutive planes is an indication

of persistent green pixels. As there will be seen later in this work, utilizing only the

L*a*b* colorspace performs poorly in cases with great variation in the green intensity.

This phenomenon is dominant in the case of corn as opposed to rice, due to its larger
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leaf area.

Several color segmentation methodologies with focus on the various colorspaces have

been proposed by precision agriculture groups over the recent years [16, 17, 18, 19,

14, 13, 20]. In reality, the simple fact that di�erent authors use di�erent color space

combinations to claim similar segmentation accuracy should be enough to raise questions

on the value behind the pursue for the absolute best color channel combination.

One should keep in mind the seminal work of Gevers and Smeulders [21] who claim

the signi�cant correlation between most of the numerous colorspace channels. Speci�-

cally, they consider only a few channels to beessentially di�erent ; intensity I , RGB ,

normalized color rgb, and for the applications that involve a human in the loop; hue

H and saturation S. From a machine learning point of view, the concatenation of

correlated and linearly dependent spaces does not introduce new information and only

hinders the algorithmic complexity by augmenting the solution space.

Another research branch that focuses on the leaf segmentation problem utilizes both

texture and color information through the application of superpixels. The dominant su-

perpixel algorithm for those approaches is the SLIC [22] which is essentially a K-means

clustering in a 5D space (L*,a*,b* three pixel color values plus x,y two pixel coordi-

nate values) with a modi�ed distance objective function that groups neighboring pixels

creating areas with homogeneous coloration. The resulting superpixels are assigned a

class based on their color and several authors use di�erent classi�ers to achieve this.

Examples are the works of Lu et al. [23] who employ a nearest neighbors classi�er, Ye

et al. [24] who consider neighboring superpixels and Markov random �elds to assign a

label, and Afridi et al. [25] who utilize unsupervised K-means on top of the superpixels

to segment areas of interest.

A second line of research focuses on the classi�cation of plant de�ciencies where

the training queries are handpicked [26], or generated by multiple sliding or randomly

placed windows [27, 28, 29] on the images of scanned leaves. The query images undergo

processing for the extraction of color, texture, and o�-the-shelf features in an attempt

to train the most accurate classi�er targeted to a speci�c disease of a plant type.

In particular, Camargo and Smith [26] created and compared an extensive list of

features regarding shape, color and texture hoping to create a generic disease classi�ca-

tion process. In contrast, Pires et al. [29] consider some readily available image features
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such as SIFT, SURF, and PHOW and discard low level color information. The same is

true for Romualdo et al. [27] where the authors employ Gabor Wavelets to capture the

texture of interest on N de�cient corn plants.

Based on the available literature, putting together a feature space that will perform

su�ciently under all de�ciencies and plant types seems impossible. Nevertheless, it

might be feasible to lay the foundation for easily adapting a robust pipeline to the

needs of each application.

2.3 3D Reconstruction and Modelling of Plants

Although the need for a detailed 3D model of the corn canopy was apparent even

in the early stages of PA [30, 31, 32], the 3D reconstruction applications in PA are

limited and target mainly the estimation of plant biometrics from a high altitude and

low granularity [33], whereas attempts for detailed 3D reconstruction and leaf area

estimation are usually performed on a single plant in laboratories and under controlled

conditions [34, 35, 36, 37, 38].

The �rst 3D reconstruction attempt in real world conditions targeting the leaf area

estimation using Structure from Motion (SfM) was by Ivanov et al. [39], who utilized a

stereo rig and manually segmented the leaves in the image pairs.

Since then, rarely researchers have tried to solve the problem of creating and utilizing

a 3D model of plants in a densely populated �eld. Most relative is the work of Sodhi et

al. [40] who are using a ground robotic platform to gather images of sorghum, perform

3D reconstruction with SfM, try to segment the stem from the leaves, and compute

some biometrics. The experiments were completed in a complex environment, but the

analysis was done on individual plants that seem to have been manually separated from

the cluttered background.

Two related projects that can handle very small and well separated plants are pre-

sented in the works of Jin et al. [41] and Jay et al. [42]. In both these cases, the platforms

that acquired the imagery were ground robots with cameras gathering data from a close

distance to the plants.

Other notable publications regarding 3D reconstruction and measurements per-

formed on plants in the �eld include Biskup et al. [43] that use stereo vision to get
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geometric characteristics of the canopy, and Dong et al.[44] and Carlone et al. [45] who

propose a model for the estimation of the plant's height over time. Recently, Qu et al.[46]

presented a real time 3D reconstruction sensor for various agricultural applications, and

Kjaer et al. [47] have been experimenting with 3D reconstruction from near-infrared 3D

scanners in order to assess the nutrient state of plants in controlled environments.

On the side of mathematically modelling corn plants, an impressive 3D modelling

for the purpose of studying plant re
ectance was introduced by Espa~na et al. [48], who

utilizes simple geometric primitives to capture the topology of the stem and leaves of

corn. The same author utilizes these models to look into the bidirectional re
ectance

distribution function (BRDF) of corn canopies [49], an important characteristic that

explains how much of the sun light is absorbed by the plant and is correlated with

the plant health. More recently, the team of Fournier and Pradal [50] show a highly


exible and adaptive parametrized model for corn leaves which is accompanied by an

algorithmic module that interacts with the open software platform OpenAlea [51].

Lastly, as summarized by Li et al. [52] and Kazmi et al. [53], several authors have

considered solving the problem of acquiring detailed 3D models of individual plants

using various sensors such as Light Detection And Ranging (LiDAR) [54, 55, 56] and


uorescent emitters [57]. These seems to be viable solutions with usual downsides being

the sensor cost and size, and the very speci�c conditions for reliable data gathering.



Chapter 3

Detection of Nitrogen

De�ciencies in Corn Fields

The surveillance and tracking of crops growth at a large scale is a non-trivial task.

Solutions that rely on the monitoring of crops by humans and satellite images are time

consuming, ine�cient, and expensive. In contrast, Unmanned Aerial Vehicle (UAVs)

solutions increase the e�ciency of such tasks via the deployment of both �xed-wing

and rotary platforms which can capture large collections of images in an automated

manner. A plethora of sensors including RGB and hyper-spectral cameras have been

integrated with UAVs to capture targeted information about the health condition of

the plants. The collected images are then enriched with statistics associated with the

state of the plants capitalizing on the re
ectivity they exhibit in selected Near InfraRed

(NIR) spectra [58]. Such monitoring schemes decrease the overall cost of the process

while increasing the frequency that these tasks can be completed and enjoy a very large

commercial success. The use of robotic automation that requires low cost platforms and

sensors can economically justify their deployment in rural areas, addressing some of the

valid concerns raised by Bechar et al. [59] regarding the role of agricultural robotics in

a modern farm.

Even though locating stressed areas can be accomplished, an inference element of

major importance to the farmers is lacking; that is the automated identi�cation of

the type and severity of the stress. This area of research has attracted signi�cant

10
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attention recently, with several precision agriculture groups attempting to detect and

classify de�ciencies of large volume cultivation plants. In his paper review, Barbedo [10]

concludes that the existing methods share three main drawbacks; (i) lack of generality

(methods are tuned for speci�c plant varieties and species), (ii) di�culty to apply in

real world conditions, (iii) lack of tool sophistication that limits their applicability. The

same author in [11] speci�es the following two challenges that directly connect to the

three main drawbacks and have not yet been satisfactorily addressed:

� The segmentation of regions of interest (ROI) in a busy image, and

� The processing of images with methods invariant to the capturing conditions.

The automation of this task has been neglected as it poses signi�cant technical

challenges and requires a combination of agriculture and algorithmic expertise. In this

work we:

� propose a methodology that addresses these issues and test it extensively on de-

tecting Nitrogen (N ) de�ciencies in corn plants, and

� show the feasibility of transferring this approach to other crops and de�ciencies.

The lack of N is one of the most common nutrient de�ciencies in corn is associated

with the loss of 20% of the yearly yield [3]. This statement explains why many stud-

ies [60, 61] concentrate inN de�ciency and treatment. Farmers, in an e�ort to reduce

their yield loss, apply excessive amounts of fertilizer most of which ends up polluting the

local water sources. Environmental studies on the repercussions of excess application

of N fertilizers in the USA farmlands, have shown that through the Mississippi river, a

great amount of N is carried to the Gulf of Mexico creating a hypoxic zone - an area of

low to no oxygen that can kill �sh and marine life, also known as the dead zone[62].

Our experiments have shown a clear correlation of the number ofN -de�cient leaves

with the fertilizer that has been applied before the seeding of the plants 3.2. This re-

sult reveals the need of an accurate method to estimate the number of de�cient leaves.

Our goal is the algorithmic instantiation of agronomists' expertise towards diagnos-

ing N de�ciencies in corn plants and assessing their severity in order to elevate the

information conveyed to the farmer. Utilizing the latest advances in computer vision
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Figure 3.1: The results of the classi�cation scheme (Sec. 3.3). All the bounding boxes result from
the recommendation scheme (Sec. 3.2). The yellow boxes are the ones that were classi�ed as false
suggestions while the bounded boxes in red dashed lines are those suggestions that have been classi�ed
as containing N -de�cient leaves.

and machine learning, we address this problem in a real world environment by taking

advantage of the unique signs thatN -de�cient plants exhibit. Nitrogen de�ciency in

corn appears as a \V"-shaped yellowing of leaf color, starting with tips of lower leaves

(Fig. 3.3). We have proposed a scheme that utilizes the 
ying capabilities of UAVs

to capture high resolution images of small groups of corn plants, while 
ying at low

altitude, and consequently pinpoint the leaves that exhibit N de�ciency.

The application of this methodology in real �eld data achieves an 90.6% accuracy in

determining that a suggested area indeed has a nitrogen de�ciency. In Fig. 3.1 the results

of our classi�cation scheme provide encouragement for the impact the advancement of

this technology can make.
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Figure 3.2: The correspondence between the number of veri�ed N de�cient leaves at V12 growth stage
and the amount of fertilizer applied at the beginning of the cultivation period seems to be linear. A
plot in this study is de�ned as a boxed area of 420 plants distributed over 6 rows 22 inches apart.

3.1 Methodology

The proposed solution, assumes that a high altitude 
ight has covered the entire �eld and

has revealed candidate areas where the plants potentially exhibit de�ciencies. Method-

ologies for the detection of generic stressed areas based on pixel coloration are quite

common in the area of RS with commercial solutions being readily available. The GPS

locations of those areas are transmitted to a small-scale UAV in the form of way-points

for a semi-automated low altitude 
ight. During the low 
ight, high resolution RGB

images of the stressed areas are collected with hardware/software solutions that are

commercially available and will be further discussed in the subsequent sections. The

collected image sequences are provided as input to our methodology to undergo further

processing.
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Figure 3.3: Healthy corn leaf (top) in comparison with a nitrogen de�cient corn leaf (bottom).

Although the problems of leaf segmentation based on color and de�ciency classi-

�cation have been studied separately, to our knowledge there has not been a study

that describes a pipeline looking at the plant pathology assessment problem holistically.

In this work, we attack both the detection and classi�cation problems and propose a

complete solution that elevates simple RGB data into meaningful information for the

farmer.

The proposed scheme consists of two parts, (i) the detection of Regions Of Interest

(ROI) from the provided images, and (ii) the assessment ofN de�ciency inside the ROI.

The pseudocode for the whole pipeline can be found in Algorithm 1. The input of this

pipeline (lines 2-5) is an image of the corn plants, and three SVM models pre-trained to

address the separation of green pixels, yellow pixels from soil, and the �nal assessment for

the presence ofN de�ciency, as will be discussed in the following sections. The provided

algorithm targets the accelerated execution run-time and without loss of generality, the

assumption is made that one image will be partitioned into non overlapping segments

(lines 6-7). Inside the main loop, lines 13-19 describe module (i) with;

� the enhancement of the colorspace for better separability through an image decor-

relation technique [63],

� the extraction of superpixels [22] that guarantee the smoothness of the clusters

and the speed-up of the clustering process,
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� the creation of the combined colorspace queriesp j ,

� the Kmeans clustering that groups superpixels with similar chromaticity,

� the SVM classi�er assigning the correct label to the green group of pixelsgg,

� the separation of the rest of the pixelsgr into the yellow pixel cluster gy and soil,

and �nally

� the thresholding operation that selects yellow clustersgsy above a provided pixel

size.

Consequently, lines 20-26 display the implementation of module (ii). For each one of

the gsy , a bounding box is added surrounding it and this candidate box is subject to the

classi�cation that will make the �nal assessment of whether a smooth yellow clustergsy

showsN de�ciency or not. If the candidate is found to exhibit the particular de�ciency,

the counter of the de�cient leaves will increase by one, otherwise the next candidate

will be examined until all recommended regions are exhausted. The �nal result is the

number and the location of N de�cient leaves in the provided image.

3.2 Recommendation Scheme

The recommendation scheme presented in this section is responsible for the preprocess-

ing of the input images and the extraction of ROI which visualize potential N -de�cient

candidates. The role of this scheme is vital for the overall process, since it greatly

limits the candidate regions of interest when compared to a random creation of ROI

over the analyzed images. In that way, the classi�cation step that follows has a less

computationally intense task to handle.

The concept behind a recommendation algorithm is the selection of meaningful sub-

sets of pixels from a given image and this work identi�es such subsets following the

exhibited homogeneity of their color spaces. The conceptual 
ow of this recommenda-

tion module is found in Fig. 3.4 and can be separated in the following three steps:

1. a combination of unsupervised and supervised pixel grouping that produces two

major clusters separating the green pixels from the rest,
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2. a semi-supervised classi�cation that extracts the yellow pixels, and

3. a low level morphological operation which eliminates noisy clusters assisting in

the re�nement of this module's output.

Pixels are clustered into three groups based on color information. The �rst group

consists of green pixels which are associated with the green parts of the depicted plants,

the second of yellow pixels, which correspond to potentialN -de�cient segments, and

third, pixels that correspond to the soil. A diverse experimentation with pixels' intensity

distributions in di�erent color spaces indicated that unsupervised clustering methods

are capable of separating the green parts of the plants from the rest of the image.

Initially, we aim to segment the green parts of the plants by employing an unsuper-

vised two-step clustering scheme and a semi-supervised classi�cation technique. These

three steps include (i) a grouping technique that creates superpixels, (ii) a clustering

step that breaks down the image into multiple groups of similarly colored pixels, and

(iii) a 2-group classi�cation that separates the green parts of the plants from the rest

of the image.

The generation of SLIC superpixels is an unsupervised preprocessing step that sig-

ni�cantly reduces the complexity of the subsequent clustering. At the core of SLIC is the

K-means algorithm acting on the �ve dimensional vectors created by the concatenation

of pixel coordinates and the L*a*b* colorspace;

si = [ x i y i L i ai b i ]: (3.1)

Due to the limited search space for each cluster center, as imposed by the SLIC algo-

rithm, its complexity is linear to the number of pixels in the image O(n). This property

combined with its innate characteristic to produce smooth pixel groupings makes it a

powerful preprocessing tool.

Undoubtedly, SLIC with the K-means at its core holds the advantage of an unsuper-

vised methodology that is data-driven and much more versatile than a purely supervised

classi�cation method which, apart from the cumbersome step of training the classi�er,

inherits the danger of over-�tting.

The next two steps are concluded in the feature space that results from the concate-

nation of the RGB and L*a*b* pixel intensities. This generates a feature vector p i 2 R6
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