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Abstract

Robotic manipulation is evolving to meet the demands of varied and unpredictable en-

vironments, moving beyond repetitive tasks performed in controlled industrial settings.

Traditional approaches, which rely on extensive manual programming, struggle with

scalability and adaptability in such unpredictable environments. As an alternative,

data-driven robotic solutions propose learning manipulation skills from sensor obser-

vations, including RGB and depth camera data. Recent advances in learning-based

solutions show promising results, with robots adapting their manipulation skills to new

tasks and environments using sensory inputs, signi�cantly enhancing their potential for

operational scalability. A crucial aspect of this learning process is representing the world

as observed through sensor measurements.

Sensory measurements are often inherently structured, containing spatial and tem-

poral information. For instance, an RGB camera collects a series of images that capture

the composition of an environment, depicting objects and their relationships over time.

A natural way to formalize this structured information is through graphs, where entities

are abstracted as nodes and their pairwise relationships as edges. A graph representation

can encode sensory information while preserving its inherent structure.

Obtaining e�ective graph representations from sensor data poses several challenges.

Explicitly de�ning node and edge attributes is impractical for real-world robotic appli-

cations. For instance, using o�-the-shelf models to detect object states in multi-object

scenes is not scalable as it requires extensive ground-truth data for �ne-tuning. Sim-

ilarly, de�ning explicit relationships (edges) between elements (nodes) faces the same

limitations. Therefore, it is essential to develop learning-based graph structures where

nodes and edges are learned from sensor observations without direct supervision. This

thesis explores learning graph-based representations of the world, derived from sensor

observations, to improve the learning of robotic manipulation tasks.

Initially, we focus on integrating sensor observations from multiple modalities|RGB,

depth, and tactile|of a single in-hand object into a uni�ed graph-based representation.

This representation encapsulates multimodal information about the current state of the

object, including the geometrical structure of its surface obtained from depth and tactile
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data. Consequently, this object-centric graph representation abstracts the state of the

object in real-time, including its position and orientation in 3D, which is essential for

in-hand robotic manipulation.

We then extend from single-object to multi-object environments, addressing the

challenge of representation learning for multiple objects based solely on RGB camera

data. Tasks like goal-oriented pushing require the robot to predict the outcomes of its

actions on the entire scene. By representing the environment in a graph structure where

nodes correspond to objects and edges represent their relationships, we enable the robot

to plan actions more e�ciently by accounting for multi-object dynamics.

Our general approach for multi-object environments involves discovering unsuper-

vised object-centric representations from visual data and subsequently learning the dy-

namics of multiple objects within these representations, structured as graphs. Learning

the dynamics of unsupervised object-centric representations avoids the need for direct

supervision on object states, which is often impractical to collect in real-world settings,

and instead leverages readily available visual observations.

Finally, we tackle the challenge of ensuring that learned object-centric represen-

tations and their dynamics are invariant to changes in RGB camera viewpoints. In

real-world settings, robots often need to operate under varying angles and perspectives.

By learning representations and dynamics consistent across di�erent viewpoints, we en-

hance the robot's ability to interact with objects from multiple perspectives, allowing it

to function beyond a �xed viewpoint and operate 
exibly from various camera angles.
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Chapter 1

Introduction

Understanding the structure of the world enables humans to interact e�ectively with

physical environments by reasoning about objects and their relationships. Physical

reasoning involves state representation and forward prediction: the ability to describe

the current state of a system and to estimate its future states based on the current

state abstraction and external e�ects. A natural abstraction of an interacting physical

system is a graph representation, where objects are represented as nodes and their

pairwise relationships as edges. In this context, we introduce the application of graph

neural networks (GNNs) in learning the state representation and forward models of

complex physical systems. Speci�cally, we review the capability of GNNs to reason

about intricate interacting systems, aiming to broaden the scope of challenges that

neural networks can address and enhance the e�ciency of complex modeling tasks.

Finally, we demonstrate that this approach is particularly relevant to robotics, where

accurately predicting the dynamics of interacting components can signi�cantly improve

the performance of robotic systems in diverse and dynamic environments.

1.1 Graph Structure as Representation of Interacting Sys-

tems

Interacting systems are all around us: from orbital trajectories of planets to molecular

interactions, as well as other systems in living organisms, social networks, economics,

and many more. These systems can be seen as groups of interacting elements that

1
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Figure 1.1: Graph-based Representations. Graph representation for a dynamical
system. Left: top-down visual observations of a game of pool. The player applies an
action using a stick to achieve the desired goal con�guration. Right: a graph repre-
sentation of this dynamical system where balls are denoted as nodes and the pairwise
interactions are denoted as edges in the graph.

together construct a complex dynamical system. Modeling complex interacting systems

is a challenging task. Even a simple n-body dynamical system often exhibits complex

nonlinear behavior that is di�cult to solve as a whole using classical equations of motion.

Machine Learning (ML), an approach that has gained popularity in recent years,

concurrently learns a representation of the raw data and a predictive model for a given

task. This dual approach o�ers two main advantages that enable ML to signi�cantly

improve predictive modeling. First, ML models can learn highly nonlinear functions

by stacking multiple sequences of nonlinear transformations, often referred to as Deep

Neural Networks (DNNs) [9]. Second, inductive bias [10, 11] in the model can impose

assumptions about the data-generating process or the solution space, allowing for the

learning of a proper representation to explain the data.

Consider the example of a game of pool shown in Figure 1.1. The objective is

to hit the cue ball with the stick to land the brown ball into the upper-left pocket.

Humans achieve this goal through multi-step physical reasoning that takes into account

the physics of individual balls as well as their pairwise collisions to plan an accurate

trajectory. The structure or state of this interacting system can be formalized as a graph,

with nodes and edges representing balls and their pairwise interactions. Our goal is to

use the Graph Neural Network (GNN) framework [12] to learn the state representation
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and forward model of this dynamical system through observations. The forward model

estimates the collective dynamics of objects in this system and then predicts their future

states.

In a graph-based framework, we develop learnable forward models for physical rea-

soning in dynamical systems. By representing these interacting systems as graphs, we

can e�ectively capture the relationships and interactions between elements. This graph

representation imposes structured assumptions about the system, enhancing the abil-

ity to explain complex dynamics. The GNN framework leverages the representational

power of graphs and the learning capabilities of deep neural networks to facilitate robust

physical reasoning. GNNs can accurately learn state representations and forward mod-

els in interacting systems, which can then be used to predict and simulate the behavior

of objects within complex dynamical environments.

In robotics, this approach is highly relevant because robots often manipulate environ-

ments consisting of multiple interacting components. Building robot learning systems

for such manipulation tasks can greatly bene�t from graph-based approaches. By lever-

aging the capabilities of GNNs to model and predict the dynamics of complex systems,

robots can learn more e�ectively and achieve robust manipulation. This graph-based

methodology allows robots to better understand and anticipate the interactions be-

tween di�erent elements in their environment, leading to improved performance and

adaptability in real-world applications.

1.2 Internal Representation and Human Learning

Humans demonstrate a remarkable ability to perform a wide repertoire of motor tasks,

such as object manipulation. The central nervous system utilizes internal represen-

tations, or internal models, to develop model-based strategies for motor behaviors

[13, 14, 15]. There are two conceptually distinct internal models: forward models and

inverse models.

Forward models are a causal representation of the motor system [16, 15]. A forward

model estimates the behavior of the motor system in response to a motor command.

For instance, a forward model of arm dynamics takes as input the current state of

the arm (e.g., joint angle and velocity) and a motor command to estimate the next
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Figure 1.2: Internal Models of the Human Motor System. (a) Forward models
estimate sensory consequences of motor commands. (b) Forward-inverse models use
state errors to train inverse models. Learnable models are in blue, and the neural
back-propagation pathway is shown with a dashed gray line.

state of the arm. The forward model can be described aŝX t+1 = f fwd (X t ; ut ), where

f fwd approximates the forward dynamics and estimates the next stateX̂ t+1 given the

current state X t and motor command ut (Figure 1.2a). In the actual physiological

system, the arm states are usually sensed through muscle spindles that measure muscle

length. Therefore, we can assume a forward sensory model exists that maps the states to

sensory feedback. The di�erence between the estimated and actual sensory consequence

of the motor command is used as a supervision signal to train forward models.

Inverse models invert the causal model of the motor system [15]. For instance, an

inverse model of arm dynamics estimates the motor command that produces a particular

movement. More formally, the inverse modelf inv takes as input two consecutive states,

X t and X t+1 , and estimates the motor commandut that generates such state transition:

ût = f inv (X t+1 ; X t ).

In the context of human motor control, the central nervous system de�nes the goal

and receives the outcome of a behavior in external coordinates. The supervision signals

to train internal models are based on extrinsic signals (e.g., state errors) rather than

intrinsic signals (e.g., motor command errors). This means the central nervous system

cannot directly learn inverse models. Forward-inverse models have been shown to bridge

this gap by translating the extrinsic signals captured by a forward model into intrinsic

signals required for learning an inverse model [15]. As shown in Figure 1.2b, state errors

backpropagate through the forward model into the inverse model, training both models

simultaneously.
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Figure 1.3: Graph Representation in Robotics. (a) Using graph structures to
represent points from a depth camera point cloud to capture the geometrical structure
of the object's surface. (b) Employing graphs in multi-object scenes representation to
facilitate relational reasoning and interaction prediction between robot and objects.

In robotics, researchers can draw inspiration from human motor learning and cogni-

tion to formulate learning-based manipulation strategies. For instance, by understand-

ing how humans use forward and inverse models to predict and correct motor actions,

we can develop more grounded models for robotic manipulation [17]. These models can

be trained to predict the outcomes of various actions and adjust accordingly, similar to

how the human motor system operates. Although direct connections between human

and robot learning models may not always be plausible, this approach provides a start-

ing point for viewing robot learning through the perspective of human motor control,

potentially leading to more e�ective and adaptive robotic systems.

1.3 Graph Representations for Robotic Manipulation

In robotic manipulation learning, sensory observation is pivotal. Learning-based models,

particularly those built using deep neural networks, utilize sensory data as input to

represent the state of the environment that a robot interacts with, enabling the robot to

perform complex manipulation tasks. These models aim to abstract raw sensory inputs

into meaningful representations that can guide decision-making and action execution.

Sensory observation data is inherently structured, and graphs o�er a natural frame-

work to represent this structured information. For example, depth camera readings of

an object can be converted into a point cloud representing the object's surface (see Fig-

ure 1.3-a). This point cloud inherently captures the geometry of the object's surface. By

constructing a graph where nodes correspond to points on the object surface and edges
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capture the spatial distances between these points, we create a graph representation

that preserves the geometric structure of the depth information. This object-centric

graph representation can be used to describe the current state of the object, including

its position and orientation which is essential in robotic manipulation tasks such as

object insertion [18, 19, 20].

On the other hand, robots frequently operate in environments with multiple ob-

jects, making it essential to represent and reason about the relationships and interac-

tions between these objects. Graph-based representations are particularly useful in such

scenarios as they can e�ectively capture the complex interactions within multi-object en-

vironments. In a multi-object environment's graph representation, nodes can represent

individual objects or components, while edges can denote the interactions or relation-

ships between them (see Figure 1.3-b). This allows for a comprehensive representation

of the environment, relational reasoning, and interaction prediction [21, 22, 8, 23].

GNNs leverage the structure of graphs to perform message-passing operations, where

information is propagated through the edges to update the node representations [5,

11]. This enables GNNs to capture both local and global properties of the graph,

making them well-suited for modeling the dynamics of interacting systems in robotic

manipulation tasks. For instance, when a robot is tasked with pushing multiple objects

to speci�c locations, a GNN can predict the outcomes of these interactions by simulating

the e�ects of the robot's actions on the entire environment [24, 22, 8, 23].

Overall, graph-based representations and GNNs o�er a promising approach for learn-

ing robotic manipulation by capturing the structured information from sensory obser-

vations and enabling relational reasoning in multi-object environments.

1.4 Thesis Statement

The contributions o�ered in this thesis are summarized in the following statement:

This thesis investigates the development of representations from sensor observations

for robotic manipulation by utilizing graph structure to capture the underlying

geometry of observations and enable relational reasoning in multi-object environ-

ments.
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1.5 Thesis Outline and Research Questions

This thesis begins by introducing graph neural networks (GNNs) as a framework for

learning object-centric representations from multimodal observational data, such as vi-

sion, depth, and touch, as discussed in Chapter 3. In this chapter, we focus on how

the geometric structures inherent in these modalities can be encapsulated in a graph

representation to achieve precise object state information. Moving forward, Chapters

4, 5, and 6 focus on learning the dynamics of multi-object environments conditioned on

the robot's actions using GNNs. This part of the thesis emphasizes the capability of

graphs to capture interactions between objects and develop an accurate world model. A

critical aspect of our approach is the assumption that explicit state information about

the environment is not provided. Instead, we construct unsupervised frameworks that

learn the structure of the environment from visual observations and subsequently model

the dynamics within the learned structure. This general approach aims to create robust

and adaptive robotic systems capable of e�ectively manipulating complex environments

without requiring extensive ground-truth information, which is often di�cult to obtain

in real-world robotic applications. The outline of this thesis is organized by the following

research questions:

Q1. How can visual, tactile, and proprioceptive information be integrated to improve

in-hand object pose estimation in robotics?

We address this question by proposing a framework that combines visual and tactile

sensor readings with proprioceptive information for in-hand object pose estimation. Our

approach involves learning a multimodal graph representation of an in-hand object on

two levels: a Vision Graph and a Touch Graph. The Vision Graph encodes RGB and

depth observations, while the Touch Graph encodes tactile readings and registers each

reading with its corresponding robot's �ngers, incorporating the proprioceptive signal.

We introduce a hierarchical message-passing operation that updates the multimodal

graph representation by allowing information to 
ow within and across the modality

graphs. This updated representation can then be used to decode an accurate 6D pose

of the object. Our key contributions are the hierarchical graph neural network archi-

tecture for combining vision and touch observations, the hierarchical message-passing
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operation for learning a graph-based object representation on multiple modality levels,

and the integration of proprioceptive information for precise in-hand 6D object pose es-

timation. These contributions are detailed in Chapter 3 of this thesis and the following

publications:

ˆ Rezazadeh, A. , Jamali, N., & Iba, S. (2024). Proprioceptive learning. US Patent

App. 17/972,854 [25].

ˆ Rezazadeh, A. , Jamali, N., & Iba, S. (2024). System and method for multimodal

object-centric representation learning. US Patent App. 17/891,185 [26].

ˆ Rezazadeh, A. , Dikhale, S., Iba, S., & Jamali, N. (2023). Hierarchical Graph

Neural Networks for Proprioceptive 6D Pose Estimation of In-hand Objects. IEEE

International Conference on Robotics and Automation (ICRA) [20].

Q2. How can keypoint extraction from visual observation be utilized to develop unsu-

pervised forward models for predicting object interactions in robotic manipulation?

We address this question by proposing Keypoint Interaction Network (KINet). KINet

operates by extracting keypoints from raw RGB visual observations to represent loca-

tions of moving objects in the scene. These keypoints are then used to construct a

scene graph where nodes represent the keypoint coordinates and edges represent the re-

lationships between them. By employing message-passing, KINet learns to predict the

future location of the keypoints based on the robot's actions to predict and reconstruct

the future scene appearance. This approach enables KINet to generalize its predictions

to complex and unseen scenarios. KINet's key novelty includes a method for unsuper-

vised learning of action-conditional forward models. These contributions are detailed in

Chapter 4 of this thesis and the following publication:

ˆ Rezazadeh, A. , & Choi, C. (2023). KINet: Unsupervised Forward Models for

Robotic Pushing Manipulation. IEEE Robotics and Automation Letters (RA-L)

[8].
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Q3. How can unsupervised representation learning be used to discover robust object-

centric representations and visual dynamics?

We address this question by proposing an approach that focuses on unsupervised learn-

ing of object representations and visual dynamics in multi-object scenarios. Unlike

existing methods that rely heavily on ground-truth information such as object pose and

segmentation masks, our work aims to discover these representations without supervi-

sion, making it more applicable to real-world settings where such detailed information is

often unavailable. Our contributions include introducing SlotTransport and SlotGNN.

SlotTransport discovers object-centric representations, also referred to as slots. Each

slot consistently represents a distinct visual entity in a multi-object scene. SlotGNN,

on the other hand, leverages these object-centric slots to learn the multi-object scene

dynamics conditioned on the robot's actions. By transforming the scene into a graph

where nodes represent slots and edges capture their interactions, SlotGNN performs re-

lational reasoning to predict the future state of the scene. Our approach demonstrates

robustness in challenging goal-directed tasks and real-world applications, transferring

from simulation to real robot scenarios with minimal real-world training data. These

contributions are detailed in Chapter 5 and the following publication:

ˆ Rezazadeh, A. , Badithela, A., Desingh, K., & Choi, C. (2023). SlotGNN: Unsu-

pervised Discovery of Multi-Object Representations and Visual Dynamics. IEEE

International Conference on Robotics and Automation (ICRA) [23].

Q4. How can we achieve unsupervised learning of object-centric representation and

dynamics from multiview observations in robotic manipulation?

We address this question by building on our previous work [23] detailed in Chapter

5, where we introduced SlotTransport and SlotGNN. SlotTransport captures the scene

composition by discovering slots that represent visual entities in a multi-object scene,

while SlotGNN uses these slots to predict scene dynamics through a graph-based model.

However, these models were limited to single-view observations. In this extended work,

we demonstrate that SlotTransport can be adapted to discover object slots from mul-

tiple arbitrary camera angles. The learned multi-view slots robustly bind to distinct

objects, maintaining consistent object representation across di�erent viewpoints. We
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further introduce InvSlotGNN, which addresses the challenge of learning multi-view slot

dynamics invariant to camera viewpoints. InvSlotGNN extends SlotGNN by learning a

graph-based dynamics invariant to the camera viewpoint, allowing for accurate predic-

tion of future states in multi-object scenes from uncalibrated cameras. This is crucial

for real-world applications where camera calibration is di�cult or viewpoints change

unpredictably. These contributions are detailed in Chapter 6.



Chapter 2

Background

In this chapter, we brie
y introduce essential background topics that will be used fre-

quently throughout the thesis. In what follows, we will introduce Graph Neural Net-

works (GNN) and Learning-based Forward Models in the context of GNNs. We will

provide additional detailed background information as relevant in subsequent chapters.

2.1 Graph Neural Networks

We now describe the Graph Neural Network (GNN) framework that speci�es a class

of models for estimating functions over graph structures. Note that we use the term

\neural" to narrow down the scope of graph networks to those with neural network

functions.

2.1.1 Graph De�nition

Figure 2.1: Graph De�nition. Illus-
tration of a graph representation with
feature embeddings.

Graph is an entity de�ned as the tuple G =

hV; Ei (see Fig. 2.1). TheV : f vi gi =1 ���N is a

set of N nodes, where each node is assigned

an attribute vector also referred to as node

embedding. The E : f (ers ; vr ; vs)g is a set of

edge embeddingsers that connect the sender

vs and receivervr nodes.

11
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In an example relevant to our application, a graph G can represent a mass-spring

system where each node corresponds to a mass and edges are spring connections. A

graph representation of this system can be built where node embeddings describe each

massvi = [position, weight, size]. And edges determine the presence of springs between

each pair of mass where edge embedding can simply be theeij = [spring constant].

2.1.2 Graph Networks

Figure 2.2: Graph Networks. Updating
the graph representation through message
passing in two steps (a) updating edge em-
beddings and (b) using the updated edges
to update node embeddings.

A Graph Network takes a graph repre-

sentation G as input and learns to ap-

ply an information propagation procedure

through the structure of the graph to com-

pute an updated graph representation as

G
0

 GNN(G). This information propa-

gation, referred to as the message-passing

operation [27, 11], consists of two steps:

Edge update:e0
ij  f e(eij ; vi ; vj ) (2.1)

Node update: v0
i  f v(vi ;

X

k2N (i )

e0
ik ) (2.2)

As shown in Fig. 2.2, �rst, an edge-speci�c function f e computes per-edge updates

e0
ij by taking as input the initial embeddings of each edgeeij and its connecting nodes

vi ; vj . Next, a node-speci�c function f v updates the embedding of each nodev0
i based

on its initial embedding vi and the aggregated neighboring information. A candidate

for information aggregation for a given nodevi is summing the edge embeddingse0
ik

to its neighboring nodes N (i ). Other aggregation examples are taking the average

or simply concatenating all the neighboring edge embeddings. A wide range of graph

network architectures have been proposed, each with its own approach to formulating the

message-passing operation. These include popular models such as Graph Convolutional

Networks (GCNs) [5], Graph Attention Networks (GATs) [28], and GraphSage [29].
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Figure 2.3: Graph Neural Networks Building Block.

2.1.3 Graph Neural Network Building Blocks

In a GNN, edge- and node-speci�c functionsf e; f v are neural networks [12, 11]. GNN

architectures are sometimes simpli�ed using GNN building blocks. A GNN block per-

forms the message-passing operation in Eqs. 2.1 and 2.2 as illustrated in Fig. 2.3. In the

following sections, we will see GNN blocks utilized sequentially in a \deep" con�guration

in various contexts.

2.2 Learning-based Forward Models

In this section, we review the GNN-based forward modeling approaches in two di�er-

ent categories: (A) Learning from explicit states: forward models learned from direct

observation of the explicit state space information. This category of forward model

assumes access to all required state information and deals with modeling the dynamics

to simulate the system's behavior forward in the time given an initial condition. For

example, simulating an n-body environment where the mass, position, and velocity of

all objects are observable at any point in time as well as the pairwise relation of objects

(spring connection, rigid link, etc.). (B) Learning from implicit states: Forward models

that do not assume access to explicit state information but rather learn the dynamics by

inferring the structure of the system and the implicit state information. For instance,

learning the dynamics of a deformable object, such as a piece of cloth, based on visual

observation includes learning implicit state information.
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Figure 2.4: Neural Network as Forward Models. The truck steering environment
[1] is an early example of using neural networks for forward modeling. (a) Six parameters
describe the truck's state. (b) A 2-layer NN predicts future states based on the current
state and steering angle.

2.2.1 Learning from Explicit States

Neural networks have long been used for building forward models to simulate physical

systems. An example of earlier approaches is Nguyenet al.[1] where the goal is to

design a self-learning controller to steer a truck from an arbitrary initial position to a

loading dock position (see Fig 2.4). The state of the truck is represented by 6 parameters

[� cab; xcab; ycab; � trailer ; x trailer ; ytrailer ] to capture the position and orientation of cab and

trailer of the truck. The input to the system is the steering angle � which is the angle of

the front wheels of the cab. A \Neural-Net Emulator" is trained to estimate the future

state of the truck ^statek+1 given its current state statek and steering angle� k . In this

setup, the forward model consists of a linear 45-dimensional hidden layer with a ReLU
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Figure 2.5: Planning Result from Nguyen et al. [1].

activation function and a linear output layer. Figure 2.5 demonstrates an example where

using the learned dynamics of the system, the truck is navigated to the goal state from

its initial con�guration.

In the simpli�ed truck problem, a two-layer NN model has been shown to estimate

the dynamics of a system where two objects are connected with a hinge joint. An im-

portant question is whether a similar recipe of stacking multi-layer perceptrons (MLPs)

can accurately estimate the dynamics of interacting systems with multiple objects.

An MLP has all-to-all connections (all units from a given layer are connected to all

units of the next layer) that map an input vector to an output vector. This means in

an MLP there is no reuse or isolation of the input information. In other words, all the

elements in the input vector interact to determine each element of the output vector

independently. Therefore, a signi�cant issue that emerges from the MLP operation is

their lack of invariance to input ordering.

Consider the example of a solar system withn planets. This system can be repre-

sented asf X 1; : : : X ng whereX i is the attributes of the planet i (e.g., mass, coordinates,

and velocity). Using an MLP to perform forward modeling for a particular input vector

(X 1; X 2; : : : X n ) would not necessarily transfer to make a prediction for the same system

expressed in a di�erent ordering (X 2; X 1; : : : X n ). For an MLP each of the n! permuta-

tions of the input vector is considered structurally di�erent. Although a naive solution

is perhaps to scale up the size of training data to encompass all the permutations, the

correct approach is to choose the right form of data representation for the system that

holds properties such as ordering invariance.
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Figure 2.6: Interaction Networks [2] . To perform physical reasoning relation- and
object-centric functions take the state of the objects, their relation, and the external
input to predict the future position of the objects

Graphs are a natural representation of a set. Therefore, computation over graphs

allows for capturing pairwise relational structure and retaining permutation invariance

that is suitable for modeling interacting systems. In the following subsections, we ex-

plore GNN applications in forward modeling by reviewing the examples of published

work that uses GNN-based architectures.

Interaction Networks

Interaction Network (IN) [2] is one of the �rst examples of using a graph representa-

tion to reason about the dynamics of objects in complex systems. IN explicitly builds

two separate models to reason about relations and objects. Fig. 2.6 demonstrates an

example where IN is applied to a simple system with three objects (O1;2;3), two spring

connections (K 1; K 2), and an external force (u). A relation-centric function f R takes as

input the coordinates of each pair of connected objects (i.e.,Ot
1, Ot

2) and their relation

attribute (here, spring constant K ) and outputs the interaction e�ect for each pairwise

relation (et
1, et

2). Next, for each object, the relation e�ects are aggregated with the

current state information and external e�ects. An object-centric function f O uses the
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Figure 2.7: Interaction Networks [2] Qualitative Performance. IN qualitative
results for future rollouts after the model is trained on single-step prediction.

aggregated feature vectorci for each object and performs forward prediction to esti-

mate the future location of each objectÔt+1
1;2;3. A similar logic can be expanded to more

complex systems.

To simplify the IN formulation, we use the graph network block notion introduced

in Section 2.1.3. The relation- and object-centric functions are essentially the edge- and

node-speci�c functions in the GNN block. Assuming a dynamic graph representation

of Gt : hfOt
i g; f K rs ; Ot

r ; Ot
sgi , the IN can be simpli�ed as a single GNN block applied to

this graph to directly predict the future state of each node, f Ôt+1
i g  � GNN(Gt ).

Interaction network has been shown to e�ectively perform forward modeling in com-

plex dynamic systems. An IN trained to perform single-step prediction can then be used

to predict the future states over arbitrary time horizons. Figure 2.7 shows qualitative

results [2] for future rollouts using IN. For each system, an IN has been trained on 2000

episodes with 1000 timesteps.

Follow-up work [3, 30, 11, 24] suggested that a \deep" sequential arrangement of GN

blocks has a considerable performance advantage over a single GN block of the original

IN's architecture. In a forward model proposed in [3] the input graph representation of

the system Gt is mapped to a latent graph G
0

t using a GN block with skip connection,

and provided as input to a second GN block to return the output graph Ĝt+1 (see Fig.
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Figure 2.8: Forward Modeling with Graph Network Blocks. (a) A forward model
with GN blocks and skip connection. (b) Qualitative evaluation of the forward model
for future rollouts [3].

2.8-a). Note that the two blocks are parameterized independently. Figure 2.8-b shows a

qualitative example of using this forward model on a system with 7 nodes (joints) and

6 edges (rigid links).

Particle-Based Graph Networks

Particle-based simulation is widely used to model various object types such as rigid

bodies, elastic objects, and 
uids. Li et al.[4] proposed Dynamic Particle Interaction

Networks (DP-IN) based on combining interaction networks with particle-based object

representation to simulate object dynamics. In DP-IN, given the particle positions at

each point in time, a graph is built by connecting the neighboring particles within a

prede�ned distance threshold. This process is referred to as dynamic graph construction

and is illustrated in Fig. 2.9-a in an elastic object. Following the dynamic graph

construction, IN is applied to the graph representation of the object to compute the

position of each particle in the next timestep. Intuitively, multiple rounds of message-

passing operation of IN propagate the particles' forces and determine each particle's

future state.
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Figure 2.9: Particle-Based Interaction Networks. (a) Interaction network applied
to a dynamic graph constructed at each timestep based on the proximity of the particles.
(b) Model predictive control to achieve a target particle con�guration [4].

Figure 2.10: Planning with Particle-based Graph Networks. MPC used for
planning sequential action to achieve a target shape. In these environments, the actions
are sliding the box containing 
uid and pinching the deformable object [4].

Li et al.[4] also explored implementing the learned DP-IN forward model in a model-

based control task to achieve a target con�guration of the particles. Speci�cally, model

predictive control (MPC) [31] was used to update the control input at each timestep to

achieve the target particle positions. Fig. 2.10 shows two environments with particle-

based objects and sampled actions using MPC to achieve a target con�guration of the

particles. Given a goal particle graph Gg, with the shooting trajectory optimization

method [32] a sequence of action ^u1:T is sampled over a �xed time horizon T. The

learned DP-IN estimates the future states given the action sequencêGt+1 = f (Gt ). The

optimal action sequence minimizes the outcome and the speci�ed goalL (Gg; ĜT ).

Further research has explored the incorporation of visual information into the par-

ticle representation of objects in the graph by utilizing convolutional encoders [33], de-

veloping 3D-aware representations through compositional Neural Radiance Fields [34],

and simulating dynamic systems using a mesh-based graph representation [35].
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Figure 2.11: Neural Relational Inference Model [5]. The NRI model initially
detects the interactions in a dynamic system, followed by predicting the upcoming
states by estimating the dynamics of the system.

2.2.2 Learning from Implicit States

The explicit ground-truth states of the entities in a physical system are not always

directly observable. For instance, in a real-world multi-body system the exact position

of the objects and their pairwise relations

Relational Inference for Interacting Systems

Kipf et al.[5] presented the neural relational inference (NRI) model. NRI is a latent

variable model that utilizes GNNs with multiple interaction functions. Each node pair

is given a discrete latent variable that determines the type of interaction between those

two nodes. This enables NRI to learn to identify hidden relations without explicit

ground-truth information. As shown in Fig 2.11, NRI �rst identi�es the interactions in

a dynamic system given the trajectory of objects and then predicts the future states of

the system.

More formally, the input consists of trajectories of N objects asx t
i where x is the

state (i.e., position and velocity) of the object i at time t. The system of N objects is

represented as a graph where each node corresponds to an object andz(I;j ) represents

the discrete edge type betweeni and j . The task is to simultaneously learn to infer the

edge type in an unsupervised fashion and learn the dynamics of the system to predict

future states.

NRI is formulated as a variational autoencoder (VAE) that maximizes the ELBO

objective. The overall architecture is demonstrated in Fig 2.12. The encoder,q� (zjx),
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Figure 2.12: NRI Architecture. NRI model is composed of an encoder and decoder
that are jointly trained.

infers a factorized distribution of the edge type zij that connects nodesi and j as the

latent variable. The edge type z is a categorical variable with K possible edge types in

the graph. The decoder,p� (xjz), models the dynamics of the system and returns the

change in the state representation � x given a history of trajectories and the inferred

edge type. The prior distribution, pz, of the latent variable in the ELBO objective can

be set to uniform. Alternatively, other prior distributions can also be designed to place

a higher probability on a speci�c edge type or create a sparser graph. Both encoder

(q� ) and decoder (p� (xjz)) functions are formulated as GNNs with multiple rounds of

node-to-edge (v ! e) and edge-to-node (e ! v) message passing operations.

Results of NRI evaluated on an interacting 2D system with �ve objects and two edge

types (not connected or connected with a rigid link) are shown in Fig 2.13. Trajectories

are simulated, where the initial states of objects are randomized, and for each simulated

episode, objects are randomly connected with a rigid link. The NRI encoder infers the

elements of the adjacency matrix (Fig 2.13 (b)) that describe the probability of each
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Figure 2.13: NRI Qualitative Results. (a) Trajectory predictions of the NRI. The
predicted trajectories are shown as dashed lines and the solid lines are training portions
of the trajectories. (b) The inferred adjacency matrix compared with the ground-truth.

node pair being connected. Using the inferred graph connectivity, the future trajectories

of the objects are estimated (Fig 2.13 (a), dashed lines).

2.3 Conclusion

In this chapter, we brie
y introduced graph neural networks and discussed several exist-

ing approaches to building learnable forward models for physical reasoning in dynamical

systems based on implicit and explicit states. Formulating the structure of interacting

dynamical systems using a graph representation can e�ectively impose inductive biases

on the relations and interactions of elements in a system. GNN framework combines the

power of graph representation and deep neural networks to accurately learn the forward

model of complex interacting systems. As a result, GNNs can be used to simulate the

behavior of objects in a complex dynamical system with high accuracy. Overall, GNNs

represent a promising framework in physical reasoning and dynamic system modeling.
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Physical reasoning and dynamic system modeling using GNNs for robotic applica-

tions holds great promise. One promising avenue is multi-object robotic manipulation,

an active area of research in robotics. To plan e�ective actions, it is necessary to learn

the dynamics of the scene, including the e�ects of external actions on the objects and

their interactions with each other. However, obtaining ground-truth state information,

such as object position and orientation, in the real world is challenging. Therefore,

inferring the implicit states of the objects in the scene using observations such as RGB

images is a crucial step towards goal-directed object manipulation in the real world.

GNNs can play an important role in this process by e�ectively learning the structure

and dynamics of complex interacting systems from noisy and incomplete data, paving

the way for more robust and reliable robotic manipulation in real-world settings.



Chapter 3

Hierarchical Graph Neural

Networks for Proprioceptive 6D

Pose Estimation of In-hand

Objects

Robotic manipulation, in particular in-hand object manipulation, often requires an

accurate estimate of the object's 6D pose. To improve the accuracy of the estimated

pose, state-of-the-art approaches in 6D object pose estimation use observational data

from one or more modalities, e.g., RGB images, depth, and tactile readings. However,

existing approaches make limited use of the underlying geometric structure of the object

captured by these modalities, thereby, increasing their reliance on visual features. This

results in poor performance when presented with objects that lack such visual features or

when visual features are simply occluded. Furthermore, current approaches do not take

advantage of the proprioceptive information embedded in the position of the �ngers. To

address these limitations, in this chapter: (1) we introduce a hierarchical graph neural

network architecture for combining multimodal (vision and touch) data that allows for

a geometrically informed 6D object pose estimation, (2) we introduce a hierarchical

message passing operation that 
ows the information within and across modalities to

learn a graph-based object representation, and (3) we introduce a method that accounts

24



25

Figure 3.1: HGNN Overview. Our model estimates the 6D pose of an in-hand object
by learning a multimodal graph representation from sensor observations. TheVision
Graph is constructed from the RGB and the depth point cloud shown in gray color,
similarly, the Touch Graph is constructed from contact points shown in distinct colors
for each tactile sensor. These two graphs are also interconnected (dotted lines) to allow
the information to 
ow within and across modalities.

for the proprioceptive information for in-hand object representation. We evaluate our

model on a diverse subset of objects from the YCB Object and Model Set, and show

that our method substantially outperforms existing state-of-the-art work in accuracy

and robustness to occlusion. We also deploy our proposed framework on a real robot

and qualitatively demonstrate successful transfer to real settings.

3.1 Introduction

When humans interact with an object, vision and touch provide information for es-

timating the object's attributes (e.g., shape, position, and orientation). The nervous

system frequently integrates sensory information from several sources, where the com-

bined estimate is more accurate than each source individually [36, 37, 38]. For instance,

when attempting to grab the handle of a co�ee cup, we see and touch the handle. We

also see and feel where our hands are based on the proprioception information signaled

through muscles and joints [39, 40]. The combination of visual, haptic, and propriocep-

tive feedback allows us to accurately localize the co�ee cup and the orientation of its
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handle.

State-of-the-art object pose estimation models often use RGB-D observational data

to compute an object's 6D pose [41, 42, 43]. In robotic applications, recent work on mul-

timodal manipulation has shown signi�cant improvements when incorporating tactile

data into object reasoning tasks such as object 3D reconstruction [44], shape completion

[45, 46], and pose estimation [47, 48]. However, these methods make limited use of the

underlying geometric structure and disregard proprioceptive information embedded in

the position of �ngers.

Depth information is typically included in 6D pose estimation models as an addi-

tional input to a convolutional architecture (CNN) [41, 42, 43]. However, CNN ar-

chitectures do not fully exploit the inherent 3D geometric structure in the depth data.

Recently, graph representations have shown promising results in capturing the geometric

structure of depth point clouds [18, 49, 50]. Despite the advantage of graph represen-

tation for shape completion [45, 46] and grasp stability prediction [51], most existing

works on multimodal pose estimation have focused only on CNN architectures [47, 48].

CNN-based pose estimator models depend predominantly on visual features and un-

derutilize geometric information, which results in signi�cant performance degradation

under occlusion.

Earlier work on deep visuomotor policy learning [52, 53] used robot con�guration as

a complementary input to their model. However, incorporating proprioceptive informa-

tion such as �nger position for in-hand objects has not been explored in the literature.

Providing proprioceptive information to the model potentially narrows down the object

pose solution space by implicitly �ltering out implausible poses that con
ict with the

hand con�guration.

In this chapter, we introduce a novel framework for in-hand object pose estimation

that combines visual and tactile sensor readings and accounts for proprioceptive infor-

mation. We propose learning a multimodal graph representation of an in-hand object

on two modality levels: a vision graph and a touch graph (see Fig. 3.1). The Vision

Graph encodes RGB-D observations while the Touch Graph encodes tactile readings and

registers each tactile reading with its corresponding location on the robot's �ngers|

encapsulating the proprioceptive signal. We introduce a hierarchical message passing

operation that updates the multimodal graph representation by 
owing the information
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within and across the modality graphs. The updated multimodal graph representation

can then be used to decode an accurate 6D pose of the object.

Our key contributions are: (1) the proposal of a hierarchical graph neural network

architecture for combining vision and touch observations, (2) the introduction of a

hierarchical message passing operation to learn a graph-based object representation on

multiple modality levels simultaneously through multiple rounds of inter- and intra-

modality message passing, and (3) the use of proprioceptive information for in-hand 6D

object pose estimation.

3.2 Related Work

Object Pose from Vision

Early learning-based pose estimation methods such as Xianget al.[54] explored using

RGB input to a convolutional model to directly predict the 6D object pose. Recent

work has shown promising improvements by using RGB-D observations [41, 42, 43].

Li et al.[55] included depth data as an additional channel to a convolutional pose es-

timator. Wang et al.[41] proposed fusing RGB and depth information at pixel-level to

estimate the 6D pose of objects [54]. Songet al.[43] use a hybrid representation based

on keypoints to improve pose estimation based on symmetries in the objects. Although

RGB-D pose estimation methods are well developed, their performance degrades signif-

icantly under occlusion.

Object Reasoning from Vision and Touch

In interactive robotic settings, such as in-hand object manipulation, multi-modal obser-

vational data such as vision and touch are available to reason about the characteristics

of the object [46, 44, 45, 48, 56]. Watkins-Vallset al.[46] and Tahoun et al.[44] used

tactile sensors along with visual RGB-D information to reconstruct 3D geometries of

objects under occlusion. Rustleret al.[45] also showed 3D shape completion signi�-

cantly enhances from active re-grasping of the object at the occluded areas. In a more

relevant application to our work, Dikhale et al.[47] proposed a CNN-based framework

for 6D pose estimation to combine RGB-D and tactile contact points and showed major

improvements in the pose estimation of occluded objects.
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Graph-Based Object Reasoning

Recently graph neural networks have been applied to depth point clouds to process

geometric information present in such data. A graph network [57, 11] is a mapping

from an input graph to an updated output graph with updated attributes. Graph

neural networks update the graph by learning to perform message passing operations

in the graph to propagate information between nodes through edges [27, 11]. Siet

al.[18] proposed the use of graph representation for object detection based on depth

data. Each node in the graph represents a point in the depth point cloud and nodes are

connected through edges based on spatial proximity. For 6D pose estimation, Zhouet

al.[19] employed graph convolution [58] on RGB-D data and showed improvements over

methods with no graph representation such as Wanget al.[41].

The literature suggests a signi�cant advantage of graph networks for object reasoning

based on RGB-D, however, incorporating tactile data with a graph-based model is an

underexplored topic. A recent work by Garcia-Garciaet al.[51] performed grasp stability

binary classi�cation by building a graph for pressure readings of tactile sensors. In

their method, each tactile sensor is modeled as a separate graph where nodes represent

taxels. In comparison, our method aims to estimate the 6D pose of an object by

learning a multimodal graph representation that jointly describes the vision and all

tactile readings. This allows for capturing the geometric information of each modality

as well as their relative geometrical information. We show that our proposed framework

reliably estimates an accurate 6D pose and is robust to occlusions.

3.3 Problem De�nition

For an object instance within a category (e.g., bottle, can, box, etc.), we refer to

category-level 6D pose estimation as the task of predicting the 6D posep 2 SE(3)

of the object in the scene with respect to the camera coordinate frame. The 6D pose

p = [ Rjt] consists of a rotation R 2 SO(3) and a translation t 2 R3. We assume access

to observational data in two modalities:

1. Vision : a single-view RGB-D image of the scene that contains RGB scene infor-

mation I 2 Rh� w� 3 and point cloud of the segmented objectX V 2 R3� N v from

the depth channel.
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2. Touch: a set of contact points X T from Ns individual tactile sensors in the form

of object surface point cloudsX T = f X Ti 2 R3� N t;i for i = 1 : : : Nsg. We also

assume access to the location of all tactile sensorsX S 2 R3� N s with respect to

the camera frame.

3.4 Model

We proposeHierarchical Graph Neural Network (HGNN), a graph neural network frame-

work with an encoder-processor-decoder architecture [11, 21, 35] to estimate the 6D pose

of in-hand objects by combining vision and touch modalities and accounting for propri-

oception (Fig. 3.2).

We introduce learning a hierarchical graph representation of objects on two modality

levels: a vision graph,GV = ( VV ; EV ) that encodes observations from vision, and a touch

graph, GT = ( VT ; ET ) that encodes touch observations and also encapsulates a proprio-

ceptive signal that registers each tactile reading with the location of its corresponding

sensor. These two graphs are interconnected to enable cross-modality information ex-

change.

3.4.1 Model Architecture

Our network architecture, as shown in Figure 3.2, can be divided into three parts: (1)

a graph encoder that constructs a hierarchical graph representation of the object, (2)

a graph processor that updates the graph representation through hierarchical message

passing, and (3) a pose decoder that estimates the 6D pose of the object based on a

readout obtained from the updated graph nodes.

The Graph Encoder

The graph encoder learns a mapping from the observations to a multimodal graph

representation of the object (see Fig. 3.2-a). First, vision and touch point clouds from

raw observation are �ltered using voxel downsampling: a 3D voxel grid overlays the

points and the centroid of each voxel is used to represent the points within that voxel.

This preprocessing ensures that our solution is independent of the point cloud density.

After computing the downsampled vision X V and touch X T points, the point features
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Figure 3.2: HGNN Architecture. Our framework estimates the 6D pose of an in-
hand object with an encoder-processor-decoder architecture. (a) The graph encoder
maps the observation from vision (RGB and depth point cloud) and touch (contact point
clouds) to a multimodal graph representation while accounting for the proprioceptive
information from the hand. (b) The graph processor (HGNN) performs multiple rounds
of hierarchical intra-modality, and inter-modality message passing to update the graph.
(c) The pose decoder extracts a readout from the updated graph and estimates the
object's 6D pose.

(FV , FT ) in each modality and the proprioceptive features (FS) are encoded into a graph

representation.

These features (FV , FT ; FS) contain positional and visual information extracted from

the observation. The positional information is based on the location of each point in

the 3D space. The visual information is an auxiliary feature to fuse additional relevant

information from the image. Visual features are obtained from a bounding box cropped

around the 2D projection of the 3D points on the RGB image. We refer to the visual

feature of the points as auxiliary since they only provide a visual context to the model

and are not always directly observable.

In the vision graph GV , each noden i
V 2 VV , represents a point in the vision point

cloud X V . Each vision node embedding is de�ned asn i
V = [ x i

V ; ' i
V ; ' O ] wherex i

V 2 X V

denotes the 3D coordinates of the point. A local visual feature vector' i
V is obtained

from a convolutional encoder applied to a �xed-size bounding box bbiV around the 2D

projection of x i
V on the observed RGB image. A global visual feature vector' O obtained

from a convolutional encoding of the object segment's image bbO is also provided in

each node embedding (Fig. 3.3).

The touch graph GT carries positional and visual features associated with the tactile


	Acknowledgements
	Abstract
	List of Tables
	List of Figures
	Introduction
	Graph Structure as Representation of Interacting Systems
	Internal Representation and Human Learning
	Graph Representations for Robotic Manipulation
	Thesis Statement
	Thesis Outline and Research Questions

	Background
	Graph Neural Networks
	Graph Definition
	Graph Networks
	Graph Neural Network Building Blocks

	Learning-based Forward Models
	Learning from Explicit States
	Learning from Implicit States

	Conclusion

	Hierarchical Graph Neural Networks for Proprioceptive 6D Pose Estimation of In-hand Objects
	Introduction
	Related Work
	Problem Definition
	Model
	Model Architecture
	Model Training

	Experiments
	Environments
	Baselines and Ablations
	Metrics
	Implementation Details

	Results
	Comparison with Baselines
	Ablations
	Real Robot

	Conclusion

	KINet: Unsupervised Forward Models for Robotic Pushing Manipulation
	Introduction
	Related Work
	Keypoint Interaction Networks (KINet)
	Unsupervised Keypoint Detection
	Graph Representation of Scene
	Probabilistic Graph-based Forward Model
	Forward Prediction
	Learning KINet
	GraphMPC Planning with KINet

	Experimental Setups
	Dataset
	Baselines
	Training and Evaluation Setting.

	Results
	Does the model accurately learn a forward model?
	Can we use the model in control tasks?
	Does the model generalize to unseen circumstances?
	Analysis and Ablation
	Real Robot Results

	Conclusion

	SlotGNN: Unsupervised Discovery of Multi-Object Representations and Visual Dynamics
	Introduction
	Related Work
	Methods
	SlotTransport: Unsupervised Multi-Object Discovery
	SlotGNN: Unsupervised Multi-Object Dynamics
	Training SlotTransport and SlotGNN
	Long-Horizon Multi-Object Dynamics Rollout
	Goal-Directed Planning

	Experiments
	Data
	Baselines

	Results
	Object Discovery Performance
	Dynamics Prediction Performance
	Planning with SlotGNN
	Real-World Experiments

	Conclusion

	InvSlotGNN: Unsupervised Discovery of Viewpoint Invariant Multi-Object Representations and Visual Dynamics
	Introduction
	Related Work
	Methods
	Viewpoint Invariance with Uncalibrated Camera
	Training SlotTransport, SlotGNN, and InvSlotGNN
	Long-Horizon Multi-Object Dynamics Rollout
	Goal-Directed Planning
	Implementation Details

	Experiments
	Data
	Baselines

	Results
	Object Discovery Performance
	Dynamics Prediction Performance
	Long-horizon Dynamics Rollouts
	Real-World Experiments

	Conclusion

	Conclusions
	Summary
	Future Work

	References

