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Abstract

This dissertation comprises three interconnected chapters, each co-authored with Braulio
Britos. The rst chapter provides an extensive literature review that sets the stage and
informs the analyses in the subsequent chapters. We synthesize existing research on the
economic implications of climate change, with a focus on adaptation strategies that in-
volve migration and trade. The following chapters share common features, including the
role of adaptation strategies, the frictions that hinder such adaptation, and how we utilize
short-run variations in weather to recover estimates of the severity of these frictions. We
then use these estimated frictions to estimate the e ects of new long-term productivity
distributions, both over time and across space, on variables of interest.

In Chapter 2, we investigate the in uence of climate change on patterns of international
migration, utilizing census data from Guatemala. We uncover novel empirical evidence in-
dicating that regions experiencing higher temperatures see a decrease in migration during
the subsequent year, with this e ect being particularly pronounced in rural areas. We
propose that elevated temperatures temporarily diminish rural productivity, consequently
reducing the capacity of credit-constrained workers to a ord migration costs. Thus, climate
change exerts dual pressures: while diminished rural productivity potentially enhances the
incentive to migrate, it simultaneously restricts individuals' nancial capacity to do so.
We develop and estimate a dynamic, incomplete-markets migration model featuring credit
constraints and explicit migration costs, where increased temperatures negatively impact
agricultural productivity. By calibrating our model to replicate the empirical temperature-
migration relationship, we project future rural productivity under various climate scenarios.
Our ndings indicate a gradual increase in migration rates across all scenarios as workers
preemptively save to a ord migration, re ecting a substantial degree of anticipation. Ad-
ditionally, we demonstrate that weather-contingent nancial transfers, though potentially
assisting in covering migration expenses, paradoxically reduce migration by providing in-
surance against temperature-induced income losses, thus making staying in a ected areas
relatively more attractive.

In Chapter 3, we analyze the impacts of climate change on food prices across regions
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and income groups, looking into Brazilian data. As climate change alters comparative
advantages in food production across goods and over space, existing trade frictions impede
e ective adaptation through sourcing adjustments, compelling reliance on local sourcing,
and thereby pushing up food prices. Low-income households are relatively more exposed to
food price uctuations, as they tend to have higher food expenditure shares. We construct
a spatial trade model that incorporates income heterogeneity and two distinct categories
of food goods, characterized by varying degrees of costs associated with transportation
and trade. This approach enables us to break down welfare losses attributable to climate
change into speci c contributions from food expenditure shares, trade shares, and pro-
ductivity shifts. Leveraging Brazilian data, we estimate intranational trade relationships

by observing responses to short-term weather variability, price uctuations, and driving
times between locations. Our empirical results indicate that trade costs for fresh foods
are twice as sensitive to driving time as those for commodity goods, which incur relatively
lower trade costs. Counterfactual analyses based on projected productivity changes reveal
notable welfare losses, as well as substantial heterogeneity. The most exposed households
would be willing to compromise approximately 3% of their income to prevent anticipated
productivity deterioration. Finally, we argue that investments aimed at enhancing road
infrastructure emerge as an e ective mitigation strategy, as they decrease trade costs, and
promote integration. Households in certain states would be willing to pay up to 0.8% of
their income to achieve a 10% improvement in average driving speeds nationwide.
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Chapter 1

Critical Review of the Literature

1.1 Introduction

This chapter reviews the literature that underpins the analyses in Chapters 2 and
3. Chapter 2 examines migration as an adaptation strategy to confront the challenges of
climate change, with a focus on data from Guatemala. Chapter 3 examines trade as a
channel of adaptation, utilizing data from Brazil to investigate how food prices respond
and how these responses vary across income distribution and di erent regions.

The discussion in the following chapters draws on several interconnected strands of
literature related to the economic impacts of climate change. Bilal and Stock (2025) present
a recent and valuable overview of the macroeconomic consequences of climate change. We
build on that by reviewing work related to migration and trade as adaptation strategies
alongside the theoretical frameworks that guide our analysis.

We structure the literature review around three main themes. The rst section exam-
ines how climate change a ects the productivity of production factors and the resulting
sectoral and distributional consequences. The second section focuses on models of migra-
tion, particularly those that address climate-induced migration and recent developments
in migration theory. The third section investigates trade costs and the pass-through of
shocks to prices and other economic outcomes.



1.2 Productivity Changes and Distributional E ects

Climate Change will transform agricultural productivity, crop by crop and location
by location (Guterrez et al., 2021). Using a version of the Global Agro-Ecological Zones
(GAEZ) dataset crafted by the Food and Agriculture Organization (FAO) of the United
Nations, Costinot et al. (2016) analyzes how living standards across the globe would change
due to these changes in agricultural productivity, developing a model in the family of Eaton
and Kortum (2002). A pivotal contribution is to demonstrate how to integrate the latent
variable of potential productivity across the spectrum of crops, from specialist estimates,
into economic models of specialization and trade. The key idea exploited by the authors is
that changes in productivity are heterogeneous both across crops and within a country, as
well as across countries. As a result, new comparative advantages emerge, and re-optimized
production and trade patterns serve as a device to undo potentially adverse consequences
of Climate Change.

Bilal and Kanzig (2024) constructs a long panel of temperature innovation at the coun-
try level and uses it to document substantial and persistent declines in global economic
activity following a temperature shock. The authors then use their estimates to motivate
and estimate a macroeconomic model with the main features of Nordhaus (1992) and lever-
age it to structurally estimate the damage functions to capital associated with temperature
increases.

Cruz and Rossi-Hansberg (2024) estimates productivity and amenity losses due to
rising temperatures, predicting welfare costs of up to 20% in parts of Africa and Latin
America, when considering the most extreme scenario provided in Guterrez et al. (2021).
Despite these signi cant losses, frictions in trade and migration open up opportunities for
substantial gains in some locations, with the welfare of some countries increasing by 5

Nath (2025) shows that rising temperatures tend to decrease labor productivity, with
the e ects being more pronounced in the agricultural sector relative to the nonagricultural
sector of an economy. Then, the author articulates that high trade costs, together with
non-homothetic preferences, limit the capacity for sectoral reallocation from agriculture to
non-agriculture in countries experiencing climate change and at the early stages of economic
development.



Similarly, Somanathan et al. (2021) documents productivity declines in Indian manu-
facturing due to high-temperature exposure. Castro-Vincenzi et al. (2024) illustrates rms'
adaptive strategies in response to climate-induced supply chain disruptions. The key mech-
anism is that rms diversify their suppliers when they face disruptions from ooding, a
common event in India. The authors show that rms decide to source from suppliers that
are more expensive and far apart. The extent to which this adaptation takes place is
limited by trade frictions across space.

Do rising temperatures a ect the total factor productivity (TFP) level or growth rate?
Casey et al. (2023) argues that rising temperatures a ect the level of TFP but not its
growth rate. As a result, the per capita GDP growth rate slows temporarily but not
permanently, leading to sizable costs associated with climate change, albeit smaller than
those reported in existing literature.

Adamopoulos and Restuccia (2022) draws on the GAEZ dataset (GAEZ, 2000) to
document how frictions lead to misallocation in terms of crop choice. Due to existing
frictions in trade and nancing, farmers often choose crops that are not necessarily the
ones with the highest attainable yields for their land. Depending on the pattern of changes
in productivity across crops and space, these frictions can be exacerbated, leading to further
misallocation.

Hsiang and Jina (2014) builds a panel of occurrences of cyclones across countries
between 1950 and 2008 to study how natural disasters a ect capital, investment, and
income. The authors document substantial and robust declines in income that persist even
after twenty years. Using U.S. county-level data for daily temperature, precipitation, and
windspeed, Bilal and Rossi-Hansberg (2023) documents that an increase of@ in global
temperature increased the probability of extreme events such as storms and heatwaves.
The authors then examine the responses of employment, investment, and income to such
extreme events, particularly in coastal regions.

Multiple theoretical contributions enabled researchers to overcome the computation
burden necessary to understand the distributional consequences of changes to economic
fundamentals, such as productivity. Fajgelbaum and Khandelwal (2016) builds a method-
ology to measure gains from trade across the income distribution within countries up to a
change in fundamentals. The key idea is that households' expenditure shares vary across



the income distribution, and these shares serve as a measure of \exposure" to changes in
the fundamentals of these sectors.

Similarly, Adao et al. (2017) develops a method that allows for the computation of
welfare analysis under counterfactual scenarios without imposing structure on production
or preferences for a class of models of international trade. Costinot et al. (2016) uses the
\ rst-order" approach to compute welfare changes associated with productivity changes
in agriculture. The authors build around the insight that land usage shares across crops
within a country serve as the measure of exposure to productivity changes across the
crop spectrum. These approaches draw parallels with \static hat algebra" (Costinot and
Rodrguez-Clare, 2014) and the dynamic version of it (Caliendo et al., 2019).

Related to climate change and adaptation, Barreca et al. (2016) suggests that adapta-
tion to air conditioning is a margin of adjustment to higher temperatures and preventing
heat-related death in the United States. Fried (2024) explores how shifts in the distribu-
tion of temperature induced by Climate Change induce heterogeneous welfare costs. The
author focuses on the use of capital and energy in cooling and heating, as well as the
costs associated with equipment acquisition and usage. The key ndings show substan-
tial heterogeneity across the income distribution and locations in the United States. Oni
(2024) analyzes energy price volatility, highlighting disproportionate economic impacts on
lower-income households in a setting.

1.3 Migration

Migration serves as a signi cant adaptive response to climate change, particularly in
developing regions where agricultural livelihoods are highly vulnerable to environmental
uctuations (Clement et al., 2021; Mbow et al., 2019).

Bazzi (2017) provides evidence for the case of Indonesia, documenting that positive in-
come shocks from agriculture notably increase international migration, particularly among
nancially constrained rural populations. In Chapter 2, we distill a similar e ect but look
into international migration. Using data from Guatemala, we demonstrate that adverse
productivity shocks result in declines in international migration out ows.

Cattaneo and Peri (2016) analyzes the rural migration to cities or internationally by
using data from 115 countries between 1960 and 2000. The authors document that the
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migration response to warming temperatures over time depends on the stage of development
of the a ected country. For middle-income countries, warming temperatures increase rural
migration, whereas they decrease in low-income countries. The authors argue that liquidity
constraints are relatively more signi cant for rural residents of low-income households.

Using a detailed panel of rural houses in Mexico, Jessoe et al. (2018) investigate the
e ects of high temperatures on local employment and wages. The authors document that
high temperatures lead to a reduction in local employment. On the migration side, they
argue that extreme heat increases domestic migration to urban areas and internationally
to the United States. Similarly, our study in Chapter 2 emphasizes the importance of
accounting for heat realization during the growing season of the main crops. A key depar-
ture in our paper is not to extrapolate the short-run ndings; instead, we will use weather
innovations as a device to estimate migration costs.

The theoretical model of migration we develop builds on Lagakos et al. (2023), which
articulates the view that migration is a costly, long-run, forward-looking decision by pre-
senting a structural framework explicitly linking credit market imperfections to restricted
migration opportunities. Bilal and Rossi-Hansberg (2023), who use spatial migration mod-
els to evaluate anticipated changes in regional amenities and capital depreciation rates in
the United States. The authors emphasize the anticipatory behavior of migrants: the ex-
pectation that more challenging local conditions will prevail induces households to migrate
and anticipate migration behavior. Caliendo et al. (2019) presents a model of migration
and trade in a dynamic setting without asset accumulation on the household side.

Conte (2024) studies the e ects of Climate Change on migration and welfare, focusing
on the countries in sub-Saharan Africa. The region is of particular interest since both
migration and trade costs are salient across the countries in the region, rendering the
welfare costs substantially higher than reduced-form estimates from the literature. The
author nds a trade-o between lowering migration barriers and promoting heterogenous
e ects within the region. The key to this trade-o is that households would leave poor,
low-productivity areas if migration costs were to decrease.

Focusing on Brazil, Pellegrina and Sotelo (2024) shows that reducing migration costs
through improved road infrastructure allows farmers to take advantage of previously un-
tapped comparative advantages. As connectivity between regions improves, farmers move



westward and specialize in crops that are globally tradable commodities by gaining access
to high-productivity land.

1.4 Trade Frictions and Price Pass-Through

Anderson and Van Wincoop (2004) o ers a comprehensive literature review on trade
costs. Trade frictions and costs limit the extent to which trade can serve as an adaptation
strategy in addressing climate-related productivity changes (Cruz and Rossi-Hansberg,
2024). A variety of models provide log-linear relationships between trade ows between
locations and trade costs, and predominantly the one developed in (Eaton and Kortum,
2002). The usual approach in the international trade literature is to project bilateral
trade ows on source and destination xed e ects, together with a set of variables that
are associated with barriers to trade, such as distance, common language, and shared
border. Baier et al. (2018) o ers an excellent treatment of this approach, from modeling
to estimation.

For studies of trade within a country (also known as intra-national trade), trade ows
are generally not readily available. Agnosteva et al. (2014) exploits the availability of such
trade ow from Canada to estimate the intra-national cost. Otherwise, Atkin and Don-
aldson (2015) o ers a summary of the challenges in measuring intra-national trade costs.
Researchers have developed various approaches to overcome this limitation. Advocating for
the importance of intra-national trade costs, Ramondo et al. (2016) argues that accounting
for domestic frictions to trade helps improve model t to the data relative to international
trade models that assume complete frictionless domestic integration.

A large portion of the literature infers these trade costs from observed price di er-
entials across locations with a country (Allen and Atkin, 2022; Donaldson and Hornbeck,
2016; Pellegrina, 2022), exploiting di erent margins of either their setting or their available
data. Donaldson (2018) looks into archival data from Colonial India and argues that price
di erences between locations for a commodity produced in a single area re ect the cost
of transporting that commodity from the origin to the destination where it is consumed.
With a similar approach, Asturias et al. (2019) utilizes price di erentials of intermediary
inputs produced under monopolistic conditions to estimate trade frictions, directly relating
these price dispersions to spatial distances and infrastructure quality.
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In the context of agricultural markets, Sotelo (2020) uses price dispersion in Peruvian
co ee markets along with road quality data to estimate trade costs. Similarly, Pellegrina
(2022) examines Brazilian agricultural markets, using deviations in farm gate prices to
derive trade elasticities and their relationship with transportation time. This literature
highlights substantial variability in trade friction sensitivities between perishable and non-
perishable goods.

Further, the literature on pass-through e ects examines how shocks in uence con-
sumer prices. Auer et al. (2022) investigates di erential impacts of exchange rate shocks,
while Fitzgerald (2008) analyzes how trade costs mediate the transmission of exchange rate
volatility to consumer prices. Faccia et al. (2021) explores the impact of extreme weather
events on price dynamics, documenting heterogeneous responses based on the level of devel-
opment of the country and the relative price of food goods. Fitzgerald (2012) uses bilateral
trade ow data to study the extent to which trade and asset frictions impede risk sharing
among countries. Fitzgerald (2008) studies how trade costs preclude the pass-through from
exchange rate movements to consumer prices.

1.5 Conclusion

The literature on the economic e ects of climate change has recently developed quickly.
The existence and availability of granular weather data allowed researchers to correlate
locally exogenous events from the weather and economic outcomes of interest. As expressed
above and pointed out in Bilal and Stock (2025), there is, however, substantial debate and
uncertainty regarding the extent to which these estimates are globally robust, whether they
are helpful as predictions for what can happen in the long run because of Climate Change.

The subsequent chapters share several common themes: exploring the role of adapta-
tion strategies, identifying frictions that impede these adaptations, and leveraging short-
term weather variations to estimate the severity of these frictions. We then use these
estimated frictions to project the e ects of long-term changes in productivity distribu-
tions|both over time and across di erent regions|on key economic outcomes: migration
ows and local food prices, for example.



Chapter 2

Climate Change and International
Migration

2.1 Introduction

Migration is one of the main adaptation mechanisms individuals have against climate
change. By 2050, climate change could lead to more than 216 million internal migrants
alone (Clement et al., 2021). E ects are likely to be stronger in developing rural countries,
where elevated temperatures can cause reductions in crop yields and suitable lands for
farming (Mbow et al., 2019). Using census and satellite weather data for Guatemala, we
document a negative link between high temperatures and migration rates to the U.S. We
postulate that the mechanism behind this relationship arises from high heat reducing rural
productivity and preventing credit-constrained workers from migrating. Under this setting,
the e ects of climate change are two-sided. The decline in rural productivity generated
by climate change impoverishes stayers, making migration more appealing. On the other
hand, it makes it harder for workers to pay the associated monetary migration costs.

We quantify the e ects of climate change on international migration ows from Guatemala
to the U.S. We build a dynamic incomplete-markets model with migration and estimate it
to match our high-heat migration link observed in the data. In our model, workers observe
the future decline in rural productivity due to climate change and react to it. At the same
time, they are subject to high-heat shocks that translate into lower rural productivity,



a ecting their income and the possibility of migration. The model predicts an increase

in migration once workers become aware of climate change. The increase is slowed by
the necessity for low-income workers to accumulate enough assets to cover the migration
cost. This increase is sustained as climate conditions deteriorate. Our ndings also reveal
signi cant but delayed anticipation e ects. Under a scenario where workers cannot antici-
pate the decline in rural productivity, initial migration ows are marginally lower than in

our baseline scenario with perfect foresight. Over time, however, the gap between these
scenarios widens considerably as migrants in the no-anticipation scenario are delayed in
initiating savings for migration.

Policies seeking to provide nancial support to countries disproportionately a ected by
climate change are focal points of discussions in international policy circlds We use the
model to analyze the e ects of these policies under the form of unconditional cash transfers
(UCTSs) for two eligibility schemes, where we allow an external agent to give transfers to
workers subject to eligibility criteria. In the rst scheme, the transfer is given to every
worker in the home economy. Under this policy, we nd that migration ows increase in
most cases, as the transfer helps low-income workers to accumulate assets and eventually
pay the migration cost. In the second scheme, the policy consists of a transfer to workers
in regions that su ered an extreme high-heat shock? a policy comparable to anticipatory
weather-contingent cash-transfers program& We nd that migration ows decrease as the
transfer helps risk-averse households to hedge against negative weather shocks, reducing
incentives to migrate. Counterintuitively, although these weather-contingent transfers can
facilitate covering migration costs, their insurance e ect makes staying in Guatemala more
attractive.

A crucial element in our analysis is to estimate the relationship between high heat and
migration. For this estimation, we obtain hourly data on temperature for Guatemala at a
high degree of spatial granularity. Using this dataset, we compute the number of hours, in

1At the 27th United Nations Climate Change Conference (COP27), climate reparation or \loss and

damages" policies were a key item in the agenda (UNFCCC, 2023).
2We de ne the extreme high-heat shock as a drop in productivity of 40%.
3Similar programs have been implemented by the United Nations O ce for the Coordination of Hu-

manitarian A airs (OCHA) in Somalia, Ethiopia, and Bangladesh, targeting regions pre-emptively before
severe weather impacts (Chaves-Gonzalez et al., 2022).



days, that temperature is above 30C (86 F) during the main crop season for every year.
This chosen temperature threshold is aligned with the documented negative e ects on crop
yields found in Schlenker and Roberts (2009). Finally, we aggregate our measure of high
heat at the municipality level to merge it with census data on migration to the U.S.

We perform a xed-e ect estimation, controlling for municipality heterogeneity and
aggregate yearly shocks. The regression results show that when a municipality experiences
temperatures above 30C during the crop season for 24 hours, the migration rate drops
by 0.88 migrants per 10,000 people. The coe cient is larger for rural areas compared to
urban. In highly urbanized areas, we nd no signi cant e ects.

Bazzi (2017) nds a positive relationship between positive agricultural income shocks
and international migration in Indonesia and highlights how credit constraints limit migra-
tion in poor rural areas. Our results align with his ndings. According to the International
Organization for Migration (IOM), Guatemalan migrants face high migration costs of ap-
proximately two times the annual average wagé. Additionally, Guatemala exhibits low
nancial inclusion metrics. Only 12.7% of individuals aged over fteen have borrowed from
a nancial institution or used a credit card; 12.1% have saved at a nancial institution; and
merely 10.3% have used a debit or credit card to make a purchase in the past y&arTo
gauge the e ects of climate change, we need a model that lines up with the salient features
of our data.

We build a dynamic migration model with uninsurable shocks as in Aiyagari (1994)
and a non-contingent asset that resembles Lagakos et al. (2023). Every period, households
choose between staying and working in the rural sector or paying the migration cost today
and moving to the U.S. next period. At home, they are subject to weather shocks that a ect
their e ective income. We assume that in the U.S., they receive a xed level of consumption.
Apart from the high migration costs, migration does not happen with certainty. We allow
a migration success rate lower than 100%, which re ects how many migrants get detained
at the border, and a deportation probability once in the U.S. We show that in our setting,

a high-heat shock decreases the probability of migration. We then estimate the model to
build a tight connection between the moment we document from the data and the change
in the migration probability the model delivers.

4The average cost of traveling with a smuggler is between $6000 and $7000 (IOM, 2016).
5Data obtained from The Global Findex Database 2021, World Bank, for the year 2017.
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Using crop yield data, we estimate the e ect of exposure to high heat on crop yields,
obtaining the link between high heat and rural productivity. Next, we estimate the model
to match the coe cient of our high heat migration link and also the stock of Guatemalan
migrants in the U.S. We show that a standard migration model with non-monetary utility
costs cannot match the negative link observed in the data. The parameters we estimate
are the monetary migration cost and the disutility of living in the U.S. The link we observe
is informative about the workers that only migrate in case a good rural shock happens,
closely related to the migration cost.

Next, we leverage temperature projections for di erent climate change scenarios from
Guterrez et al. (2021) and construct the distribution of high-heat shocks for Guatemala
and their e ect on rural productivity shocks for every year until 2100. We fed our model
with such projections. In this exercise, we assume that workers have perfect foresight of the
exact path of distributions of high-heat shocks and the scenario they are facing. We start
from a point where workers are unaware of climate change. In the rst period, households
learn about climate change, and they start reacting to it.

In our main exercise, we see a substantial increase in the migration ows under all
climate change scenarios. By 2040, relative to initial migration, ows increase by 106%
in the worst scenario and by 35% in the best scenario. Under climate change, workers
foresee a reduction in future income prospects, rendering migration more appealing. In
our setting, even with forward-looking workers, migration takes time, as workers need to
build up the savings necessary to a ord the migration cost.

In a second exercise, we estimate the anticipatory e ects of climate change by com-
paring our main results versus a counterfactual where workers are not forward-looking,
an exercise that is analogous to the one conducted by Bilal and Rossi-Hansberg (2023).
We nd strong but delayed anticipation e ects. In the short run, migration ows from
our main results are slightly higher than those in the no-anticipation case. While in the
medium and long run, migration ows substantially exceed the no-anticipation case. Be-
fore the year 2040, migration ows under our baseline scenario are 77% higher than the
no-anticipation case for the worst climate change scenario and 30% for the best scenario.
The exercise shows that when workers are able to foresee the rural productivity path, they
seek to migrate. However, the necessity to accumulate assets for migration costs delays
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this transition.

Finally, we estimate the impact of two foreign-aid-funded unconditional cash transfers
(UCTs) with di erent eligibility schemes. These transfers are allocated to the workers
throughout their lives while residing in Guatemala. The rst policy is a universal UCT of
10% of initial average income, given to all workers in the home economy independent of
types or shocks. The second policy is a transfer, targeted to workers who experienced an
extremely bad weather shock, de ned as a drop in productivity of at least 40%.

Our ndings reveal that a universal UCT increases migration for most climate change
scenarios. However, the magnitude is small. This transfer alters the pro le of migrant
types, shifting from high-productivity types to lower ones. The transfer increases the
appeal of staying for the high types while it eases the nancial burden of paying for the
migration cost for the low ones. In the case of the bad-weather UCT, migration ows
decrease across all scenarios, and the e ect is large. Under the best climate change scenario,
migration under the weather-contingent transfer is 30% lower than those of our baseline
results. Although the weather-contingent UCT alleviates the nancial burden of migration
following a severe heat shock, it simultaneously insures the workers against bad shocks,
increasing the incentive to stay.

Our paper ts in the macro-development literature of migration and occupational
choice with credit market frictions (Lagakos et al., 2023; Buera et al., 2020). We abstract
from urban workers and model the rural sector, focusing our attention on modeling intrinsic
aspects of migration to the U.S. that migrants must navigate. Additionally, our model
introduces uncertainty in migration success and incorporates a deportation risk, presenting
an additional layer of risk migrants bear.

The main contribution of our paper is the estimation of the climate change e ects
on international migration in a developing country. Research such as Bilal and Rossi-
Hansberg (2023) studies the e ects of climate change in a spatial migration model along
the lines of Caliendo et al. (2019) and Artwc et al. (2010). In their paper, climate change
a ects amenities and local depreciation rates of capital across the U.S. In our model, we
abstract from capital and non-monetary migration costs to take into account household
heterogeneity, credit constraints, asset holdings scarcity, and monetary migration costs, all
salient features of developing economies. Also, our reduced-form estimations contribute
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to the literature on weather events on migration (Bazzi, 2017; Cattaneo and Peri, 2016;
Jessoe et al., 2018).

2.2 High Heat and Migration

In this section, we show the link between weather and migration. We show the link is
stronger in rural areas and propose the mechanism behind this relationship. We will use the
resulting reduced-form coe cient from our main speci cation as an input to estimate the
structural model we build in the next section. We proceed as follows. First, we describe
the dataset that we use to estimate the impact of weather on migration ows. Second,
we provide details about the reduced-form formulation for the estimation and discuss the
results. Third, we show the estimation results for rural areas and discuss the mechanism
behind our ndings.

2.2.1 Data

We use two datasets. The rst is household-level microdata from Guatemala's most
recent national census, conducted by the National Statistical Institute (INE) in 2018.
In this dataset, we observe migration decisions from previous household members who
currently reside abroad and migrated during the 2002-18 period. The second dataset
corresponds to satellite weather data. We extract hourly land temperature observations at
a high-resolution raster from Copernicus Climate Change Service (2019) for the 1950-2022
period. Next, we provide more details on both datasets.

Migration data. Our primary dataset is from the \XII National Population and
VIl Housing Census 2018". This comprehensive dataset incorporates information about
international migrants who left their households between 2002 and 2018. The dataset
provides details about the geographical location of each household down to the municipality
level, as well as the destination country for each emigrant. This level of detail enables us
to determine migration ows from speci ¢ municipalities to international destinations.

We compute the municipal migration rate as the total of international migrants from
rural households in a specic year and then divide it by the total rural population, as
reported in 2018 in the census. We calculate it for every year and municipality. In our
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estimations, we consider only migration from individuals between 15 and 65 years of age,
as these migrants are mainly incentivized by economic reasons.

Satellite temperature data. We use hourly average land temperature data at the
raster level of 0.1 by 0.1 ® and calculate the number of days of exposure to temperatures
above 30C/86 F. For example, in case hourly temperatures exceed 3C for 6 hours, this
counts as 0.25 days of exposure. We then aggregate exposure over the main crop season
to obtain the total number of days of exposure for that raster’. To match our raster-level
exposure data with our municipal-level data, we compute the weighted municipal average
of exposure over the rasters that are partially and completely contained in the municipal
boundary. We weigh the rasters by area and the 2010 value of total crop production using
satellite data from International Food Policy Research Institute (2019)8.

We select 30C as our temperature threshold based on the negative e ects of exposure
to this temperature on crop yields documented in Schlenker and Roberts (2009). Their
paper nds non-linear temperature e ects for maize, cotton, and soybean yields. We are
interested in estimating the e ect of high heat through rural productivity on international
migration.

In Figure 2.1, we map the average rural migration rate and exposure to high tem-
peratures across municipalities. In both panels, white indicates low migration/exposure,
while red indicates high values. Figure 2.1a shows that the distribution of migrants is
concentrated in certain regions of the country, primarily in the Western Highlands (west
region of the map) and the Dry Corridor (east), regions marked by high agricultural activ-
ity, poverty levels, and susceptibility to climate change (INE, 2015; Bouroncle et al., 2015,
2017). Figure 2.1b shows the spatial distribution of high temperatures. Regions such as
Paci co-Bocacosta (south) and Peten-lzabal (north and northeast) are most exposed to
high temperatures, while the Western Highlands region, due to its elevation, is the least.
This regional heterogeneity requires controlling for such variations in our estimation of the
high-heat migration link.

SRoughly 11 by 11kms, or 6.5 by 6.5 miles.
"For Guatemala, the main crop season goes from April to September (World Food Program, 2015).
8The size of this weighting raster is 0.083 by 0.083 , smaller than our weather raster.
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Figure 2.1: Migration Rates and High Temperatures

(a) Rural Migration Rate (b) Exposure to High Temperatures

Note: Panel (a) shows the rural migration rate, de ned as the average number of international
rural migrants from 2002 to 2018, divided by the total rural population in 2018 for each municipal-
ity. Panel (b) shows the average number of days each municipality was exposed to temperatures
above 30 C during the 2002-18 period. In both panels, grey areas indicate missing data.
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2.2.2 Reduced-Form Estimates

The spatial granularity of our data allows us to estimate the e ect of weather on
migration, taking into account heterogeneity in municipalities and aggregate shocks. We
use a xed-e ects estimation that allows us to account for municipal di erences in weather
and migration ows. It also controls by time-invariant municipal factors such as the degree
of violence, political instability, economic conditions, infrastructure, environmental factors,
land quality, cultural aspects, and more. We also include a year xed-e ect term to account
for national aggregate shocks speci c to the year. Our baseline speci cation is the following

Ymt = eEXposuremt 1+ m+ ¢+ "mt, (2.1)

where y is the rural migration rate at the municipality-year level;, Exposureq; 1 is the
number of days during the main crop season a municipality has been exposed to temper-
atures above 30C/86 F for the previous year; ., and ; are the municipality and year
xed e ects, respectively; " is the error term.

We introduce the lag of our temperature variable rather than its contemporary value,
largely due to the timing of the main crop season in Guatemala, which goes from April to
September. Given we are interested in estimating the e ect of a bad crop on the migration
owWs, using contemporary values might be misleading. First, our migration data is annual,
and the harvest happens in September. Second, we suspect that the migration decision
precedes the actual move. That is, given the cost of migrating to the U.S., households
might need time to gather resources and make necessary arrangements before migrating.
On a second speci cation, we show that the e ect of the contemporary value is lower than
the lagged. Furthermore, we add a speci cation controlling for departmentaP aggregate
shocks speci ¢ to the year. These terms clean for unobservable and observable aggregate
year changes at the department level, such as uctuations in violence, income, and weather,
among other patterns.

Our main interest is in the coe cient .. This value captures the change of an increase
in the duration of exposure on the migration rate of the following year. Given an increase in
the number of days, a negative coe cient represents a reduction in the municipal migration

%In Guatemala, a department is an administrative region that is above the municipality. There are
twenty-two in the country.
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rate.

Table 2.1: Exposure on Rural Migration Rate

Variables

) %)
Rural Mig. Rate Rural Mig. Rate

3
Rural Mig. Rate

Lagged Exposure -0.880*** -0.762%** -0.426**
(0.152) (0.132) (0.182)
Contemporary Exposure -0.405%**
(0.090)
Constant 8.964*** 10.156*** 7.779%**
(0.753) (0.720) (0.925)
Observations 5,236 5,236 5,236
R? 0.263 0.264 0.545
Number of Municipalities 309 309 309
Time and Municipality FE YES YES YES
Department x Time FE NO NO YES

Note: The table shows the e ect of exposure on the rural migration rate across several

speci cations. FE stands for Fixed-E ect. Robust standard errors are in parentheses.
**p <0.01, * p<0.05, * p<0.1

Results are reported in Table 2.1. As we can see, the coe cients are negative and sig-

ni cant. Going to the rst column, an increase in lagged exposure decreases the municipal

rural migration rate by 0.88 migrants in 10,000 rural inhabitants. Put into practical terms,

a 10-day increase in exposure reduces the migration rate by 8.8 migrants per 10,000 indi-

viduals, which represents a 44% decrease in the average rural migration rate. In our second

speci cation, we nd the e ect of lagged exposure to be roughly the same as in the rst

speci cation. The e ect of the contemporary value of exposure is lower than its lag and

signi cant. Finally, our third speci cation shows the same relationship, but the magnitude

decreases. To summarize, we ultimately nd, across the three speci cations, a persistent
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negative link between high heat during the crop season and international migration ows.

Next, we run our baseline xed-e ects speci cation in (2.1) by categories of munici-
palities according to quintiles of their percentage of rural population. We summarize our
results in Figure 2.2. Further details about the regression results can be found in Table
A.2 of the Appendix. We plot our point-estimate value for ¢; the grey band represents the
95% con dence interval. From the graph, we see how the e ect of exposure on migration
is larger and more signi cant for municipalities in rural areas. For urbanized areas, the
e ect is not signi cant and close to zero. This outcome suggests that elevated temperatures
a ect migration decisions in rural households more than their urban counterpart.

Figure 2.2: E ect of Exposure on Migration Rate by Percentage of Rural Population

Note: The plot shows the coe cients of lagged exposure from speci cation (2.1), for di erent
samples of municipalities according to their share of rural population. In particular, we created
ve bins following the percentage of rural population each municipality has. We report the
point-estimate for each bin in green, and the 95% con dence interval in gray.
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Our ndings seem to align with Bazzi (2017). Our interpretation of the results is
that when a region experiences high heat, it leads to a decrease in rural productivity, and
with workers facing credit constraints and high migration costs, fewer will be able to pay
the migration cost, reducing the municipal migration rate. Also related is Amirapu et al.
(2022), who exploit extreme high-heat variation over time and space to study political
participation in India. Their main hypothesis is that high heat depletes crop productivity.
They nd stronger e ects in rural areas, consistent with our ndings for Guatemala.

We also do a similar exercise estimating the e ect of exposure on rural migration
for di erent temperature thresholds. Results are shown in Figure A.1 of the Appendix.
The e ect on migration rates is stronger for exposure at higher temperatures. This aligns
with the non-linear e ects of temperature exposure found for crop yields in Schlenker and
Roberts (2009).°.

2.3 A Model of Migration and High-Heat Shocks

In this section, we describe our model, building on the work of Lagakos et al. (2023).
As we will see, the model is able to match the negative short-run link between migration
and high-heat shocks. In our setting, workers are subject to income shocks due to extreme
weather conditions (i.e., high heat) that a ect rural productivity. Every period, workers
choose to stay and work in the rural sector or try to migrate to the U.S. Workers choosing
to stay are able to save to smooth uninsurable income uctuations, as in Aiyagari (1994).
Those choosing to migrate pay a monetary migration cost today and arrive in the U.S. the
next period, subject to being detained by immigration authorities. Once in the U.S., the
worker receives a xed level of consumption every period and is subject to deportation,
which occurs stochastically. Finally, we model climate change as changes in the distribution
of high heat along a transition, making rural yields decrease over time. Next, we proceed
to describe the setup in more detail.

10 Although the coe cients are signi cant with respect to zero, we cannot con rm that there are signi -
cant di erences in the coe cients.
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2.3.1 Model Setup

Preferences. The economy is populated by a continuum of in nitely-lived workers.
Workers maximize expected utility over their lifetime with a discount factor of 2 (0; 1).
There is a single consumption good, and they have constant relative risk aversion prefer-
ences:

1
G

1 )
where s the relative risk aversion coe cient. Workers that migrated and live in the U.S.

(2.2)

u(c) =

receive a constant level of consumptionc and get a taste parameter multiplicative to
utility, making u(c ) the period utility of being in the U.S. The value of ¢ captures the
consumption gap between Guatemalans in the U.S. and workers in Guatemala, while
represents the non-monetary costs of being away from family and adapting to new rules
and language, among others.

Worker's Productivity. Each worker at home is endowed with time-invariant rural
productivity , drawn, at the beginning of time, from a log-normal distribution, In( )
N( ; ). Inoursetting, isthe number of e ciency units provided by the worker's labor.
An increase in  implies a higher dispersion in rural productivity and, as we will see next,
worker's income. The worker's productivity at home does not a ect the consumption level
or earnings in the U.S!!

Production.  There is a continuum of competitive rms employing labor. Their
production function is Y; = L, whereL; is the number of e ciency units employed, and

is the returns to scale parameter. The rms pay the workersw; for every e ciency unit
of labor.

Income and High-Heat Shocks. Every period workers in Guatemala, providing
units of labor, and receive a transitory high-heat shockz; that is uninsurable and iid across
workers (Aiyagari, 1994). z is the e ect of high heat on rural productivity. E ective hours

1 0One interpretation is that the workers have access to labor income that is independent of their rural
productivity in the home economy, such as knowing techniques and inputs useful for production in the
home economy but not in the U.S. Additionally, in the literature Adamopoulos et al. (2022) calibrates the
correlation between agricultural and non-agricultural abilities to nd this correlation to be 0.289.
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are then given by
(szY) = zy (2.3)

With wages equal tow; per e ciency unit, we have that labor income is w; ( ;z+¢) = w; Z+.
We further assumez; has the following form

In(z)=In@ ) h (2.4)

where is the drop in rural yields by one complete day of exposure, andh; is the number
of hours of exposure above 3@, in equivalent days. Further details about the distribution
of exposure are provided in Section 2.4.2.

Savings. Workers in Guatemala are able to save in a risk-free asset 2 A, where A
is a nite grid 2. The asset's price is given byg > , which is exogenous in our model. We
assume workers cannot borrow, meaning asset holdings must satiséy 0 at all periods.

Migration.  Besides savings and consumption, workers have the option to migrate.
Every period, the worker in Guatemala decides either to stay and work, or pay a monetary
migration cost of m® and try to migrate to the U.S. In the case the worker chooses to
migrate, it is subject to an exogenous probability of successfully migrating of 2 (0;1].
With probability (1 ), the worker is unsuccessful and returns to the home economy.
The parameter represents the probability of a worker successfully arriving in the U.S.
and evading immigration controls at the border. We also assume the worker cannot bring
assets into the U.S.

We follow the recent quantitative literature on migration (Artwc et al., 2010; Kennan
and Walker, 2011; Caliendo et al., 2019; Lagakos et al., 2023; Bilal and Rossi-Hansberg,
2023) and introduce idiosyncratic taste shocks to the migration decision. That is, each
worker receives a pair of shocks regarding the decision of staying or migratind,"s;"€g
distributed according to an Extreme Value Type-1 (Gumbel) distribution with scale pa-
rameter , that enter additively to their value functions. These shocks make the migration
decision probabilistic from an ex-ante perspective.

Living in the U.S.  Once a worker arrives in the U.S., he/she receives the ow util-
ity mentioned above. Every period, the migrant is subject to an exogenous deportation

121n Section A.2.2 of the Appendix, we provide further detail about this approach.
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probability of 2 [0; 1), representing the risk of being caught by immigration authorities
in the U.S. In this case, the worker is sent back to the home economy.

Climate Change. We assume climate change increases the mean of the temperature
distribution over time. This a ects the distribution of high-heat shocks, potentially making
them worse and more frequent year after year. Workers at home can foresee this and make
decisions accordingly. We also assume climate change has no e ect on the consumption
levels of migrants in the U.S.

2.3.2 The Migration Problem

We now write the problems in their recursive formulation. A worker with permanent
productivity  has two state variables: the level of asseta and the idiosyncratic transitory
heat shockz. We start with the migration problem faced by workers in the home economy.

Value at the Home Economy. We denote the ex-ante value function as the expec-
tation over the taste shocks asVi(a;z; ). Workers at home solve

Vi(a;z; )= E-[maxfVi(a;z; )+ "5 V&(a;z; )+ "°q] , (2.5)

where a worker with productivity — chooses between migrating or staying, withV;(a; z; )
representing the value of staying, andV,(a;z; ) the value of migrating. Assuming the
taste shocks are iid across workers and options, we obtain the probability of migrating in
closed form under distributional assumptions for these shocks. In general, an increase
in the variance of these shocks tends to increase the importance of non-economic reasons
leading to migration.

Value of Staying. Conditional on staying, the worker solves the following problem

Vid(a; z )=m0%>A( uwz +a g+ E Vi (%z% ) (2.6)
a

The staying worker only chooses consumption and savings levels. Borrowing is not
allowed, meaninga® 0, or equivalently, O is the lowest point in A. Combined with the
budget constraint, savings decisions pin down the consumption level, now equal to the
wages received by the worker, plus the level of assets at the beginning of the period minus
the expenditure on assets for the next period. The second term inside the maximization

B3We show further details on Appendix A.2.2.
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problem corresponds to the discounted continuation value of being at the home economy.
The value depends on the future realization of the transitory high-heat shockz% and the
asset holdings carried forwarda® In the model, workers save either to smooth consumption
or to migrate eventually.

Value of Migrating. The value of migrating is the following

Ve(a;z; )= uwz +a m®)+ E Vi ()+@  )Ve(0;2% ) (2.7)

with V¢(a;z; )= 1 if wz +a<m¢® The migrant's problem is passive. First, since the
worker cannot take assets abroad, the budget constraint pins down the consumption level
today. The worker can only migrate if the budget constraint is satis ed and consumption is
non-negative, i.e., if it can pay the migration cost. Aside from the taste shock, a necessary
condition for the worker to migrate is that the future expected utility in the U.S. must
be higher than the one at home. In this problem, the discounted continuation value has
two components. With probability , the worker successfully migrates, and next period
obtains a value ofV ( ), which represents the value of living in the U.S. With probability
(1 ), the worker is detained while trying to migrate and is sent back to the home economy
without any assets, a%= 0 and will be subject to a high-heat shock z® next period.

Value of Living in the U.S. When the worker is living in the U.S. the value is the
following

Vi()=u(e) + E (@ WVur()+ Vi (0:2%) (2.8)

The worker in the U.S. receives a risk-free consumption level every period af , inde-
pendent of . However, the period- ow utility is discounted by , which is the disutility
of adapting to the U.S.* The discounted expected continuation value of being in the U.S.
will be a ected by the probability of being sent back home . With probability (1 ),
the worker stays one more period in the U.S. and obtaind/ ( ). With probability , the
worker is sent back to the home economy without assets and is subject to a high-heat shock
the next period. Given the possibility of returning to the home economy, the value of being
in the U.S. depends on the permanent productivity level . The value does not depend on
the current heat shockz, since these shocks are iid and do not a ect the period utility in
the U.S.

41n Appendix A.7, we provide a comprehensive discussion about this parameter
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Stationary Distribution. If the distribution of high-heat shocks is constant, the
model exhibits a stationary distribution of wealth. We then can drop the subscript t of the
value functions. We use this approach to estimate the model, as we discuss in Section 2.4.
Here, we provide a short description of the stationary distribution and refer to Appendix
A.2.2 for further technical details.

In the model, there is a unitary mass of workers. This mass is composed by workers
living in Guatemala, which we denote the mass as (a;z; ), and Guatemalan migrants
in the U.S., M. Workers in Guatemala are subject to shocksz and hold asset position
a. The migration and savings policy functions, together with the success and deportation
probabilities, in addition to the exogenous law of motion of shocks, imply the laws of
motion for the stock of workers in Guatemala, (a;z; ), andinthe U.S., M ( ). Workers in
Guatemala can either stay or migrate, and conditional on staying, they choose a particular
asset positional given their state (a;z; ), and will receive a shockz® next period. Some
workers will successfully migrate to the U.S., while others will be detained at the border or
deported back to Guatemala. The stationary distribution is a pair ( ;M ) such that these
OWS remain constants across the state spaced; z; ).

2.3.3 The Importance of Monetary Migration Costs

Before proceeding to the estimation, we discuss the role of the monetary migration costs
when estimating migration dynamics. We show how a non-monetary utility migration cost,
standard in dynamic migration models for developed countries (Artwc et al., 2010; Kennan
and Walker, 2011; Caliendo et al., 2019; Bilal and Rossi-Hansberg, 2023), cannot by itself
generate the high-heat migration link we document from the data.

The data shows a link between current temperature and subsequent migration across
space. In our model, good weather conditions translate into generous income and allow
workers to pay the migration cost. In general, with low-productivity workers, the consump-
tion level conditional on staying is higher than the one conditional on migrating, leading
to a higher valuation of extra income for the migrant than for the stayer. Thus, when the
weather conditions dry up and income falls, the value of emigrating falls more than the
value of staying. As a result, in general, the migration probability decreases under a low
realization of z, holding a and  xed.
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To show the importance of the monetary migration cost to match our high-heat mi-
gration link, we modify our model to incorporate a non-monetary migration cost, and we
shut down ingredients of our model that are not part of the standard migration model.
In this version, workers do not face a monetary migration cost. Additionally, they don't
have any asset holdings or saving technology available. Instead, workers face a disutility
of migration in terms of utility, 0, which is independent ofz. workers are still subject
to the same economic environment, facing high-heat shocka.

The disutility cost of migrating, , makes migrating more or less attractive relative to
staying, and hence, is useful to estimate the stock of migrants in the U.SM, as we do in
Section 2.4 for our model. A higher value of tends to decreaseVl monotonically. However,
it cannot produce the high-heat migration link from Table 2.1. In Section A.2.1 of the
Appendix, we show this in more detail. The economic intuition is as follows. The disutility
migration cost, , does not a ect the relative utility between staying and migrating under
di erent shock realizations, z. Meanwhile, a monetary migration cost makes it very costly
to migrate, in terms of period utility, when the worker su ers a bad high-heat shock. The
worker needs to sacri ce current consumption to pay for the migration cost.

Aside from being able to match the high-heat migration link, monetary migration costs
are important for two reasons. First, workers need to save to migrate, which slows down
migration ows in our model. This contrasts with a setting with migration disutility costs,
where workers are able to migrate immediately without the need for savings. Second,
as climate change lowers productivity and income, staying becomes less desirable. This
is true for both models. Yet, when accounting for monetary migration cost, the declining
trajectory sharply reduces the incentive to migrate as the cost becomes increasingly di cult
to pay. In this framework, the dominating e ect is not straightforward to determine. The
increasing di culty of paying the migration cost, a factor absent in the disutility cost
model, has a strong e ect on migration decisions.

2.4 Model Solution and Estimation

In this section, we describe our estimation strategy, the model's solution in a stationary
equilibrium and the negative link between high heat and migration produced by the model,
and climate change projections.
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First, we start by assigning values to specic parameters that are either directly ob-
served in the data, standard in the literature, or estimated externally. Second, we use
indirect inference to jointly estimate the monetary migration cost, m€, and the disutility
of living abroad, ; these parameters are key to our negative heat-migration link and the
stock of Guatemalan migrants in the US. For estimation purposes, we assume the economy
is initially at a stationary distribution and climate is not changing. Third, we discuss the
model's migration and savings decisions and how they produce the negative high-heat mi-
gration link. Finally, we obtain temperature projections for each climate change scenario in
the region of Guatemala; then, we derive the trajectories of high-heat shock distributions
and compute the paths for rural yields. In the next subsection, we proceed to describe the
externally calibrated parameters.

2.4.1 Externally Calibrated Parameters

We set parameters to values that can be directly observed in the data or obtained from
the existing quantitative macroeconomic literature. Table 2.2 summarizes the externally
calibrated parameters. We choose the time period to be a year. We set the coe cient of
relative risk aversion to be 2, and the discount factor to 0.95. These are standard
values in the macroeconomics literature for the annual frequency. Additionally, we set the
taste shock scale parameter, , to 0.478, as found in Bilal and Rossi-Hansberg (2023).

We determine the gross rate of return on savingsg 1, as the average di erence, for the
2011-18 period, between the interest rate of deposits in Guatemala and the in ation rate
(World Bank, 2023); the result is a 1.27% annual real interest rate. We obtain the success
probability of Guatemalan migrants arriving in the U.S., , from Carare et al. (2023); this
is equal to 0.50. We calculate the deportation probability, , as the ratio of average annual
removals for 2011-18 (US DHS, 2022), divided by the total undocumented population in
the U.S. for 2019 (MPI, 2023); thus, we set the probability to 0.0329. The consumption
level for Guatemalan migrants in the U.S.,c , is calculated as the average annual personal
income of Guatemalans in the U.S. for 2016 (Ruggles et al., 2023), divided by the average
annual personal income in Guatemala (INE, 2016), both values are in PPP for the year
2016 (IMF, 2023); the resulting ratio is 4.29. We then multiply it by the average realization
of the high-heat shock on rural productivity under the average .
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Table 2.2: Externally calibrated parameters

Parameter Value Explanation Reference

2.00 CRRA coe cient Standard

0.95 Discount factor Standard

0.478 Scale of taste shocks®, * Bilal and Rossi-Hansberg (2023)
q (1:0127) * Inverse of rate of return of asset Deposits - In ation rate

50% Success probability Carare et al. (2023)

3.29% Deportation probability Removals/Unauthorized Population
c 4:29 E[z] Consumption level in the U.S. U.S.-Guatemala wage ratio, PPP adjusted

0.00 Mean of log() Normalization

0.71 Standard deviation of log( ) SD[log( )jstay] =0:71

1.00 Production return to scale Constant Return to Scale

2.30% High-heat yield drop See Section 2.4.2

We normalize the mean of the distribution for the worker's time-invariant productivity,

, to 0. To determine the standard deviation of the distribution, , we use the latest
agricultural census data and estimate the standard deviation of observed yields among
farmers. This results in 0.71; thus, we set to that value. An in-depth explanation of
the methodology employed in constructing the farmers' yields is available in Section A.3.1
of the Appendix.

We set the parameter controlling the returns to scale in the production function,
to 1. A direct implication is that the wage rate remains una ected by variations in the
amount of e cient labor units in the home economy. Hence, the wage level,w, is equal
to 1 for every period. Finally, the yield drop induced by one complete day of exposure to
temperatures above 30C, , is set to 2.3%. The next subsection provides further details
on this.

2.4.2 Link between High-Heat Shocks and Rural Productivity

Since rural productivity data from Guatemala is not readily available, we compute the
productivity drop from one day of exposure using the dataset from Schlenker and Roberts

27



(2009), which uses U.S. data. We opt to use the estimate for corn, given its predominance
in Guatemala's agriculture, occupying 36.6% of croplands as indicated in (FAO, 2023; INE,
2020). We run a xed-e ect speci cation with log corn yields against exposure and several
other control variables. Further details about the speci cation and the results can be found
in Section A.1.2 of the Appendix. The estimated e ect of exposure on log yields is -0.023,
meaning an increase in one exposure day decreases corn production bh3%. Therefore,
we set our to be 0.023. Subsequently, we compute the distribution forz, combining our
estimated and the exposure distribution for Guatemala. Further details can be found in
Section A.2.2 of the Appendix.

2.4.3 Simulated Method of Moments

We have two remaining parameters: m® and . We estimate them using Simulated
Method of Moments (SMM). In this approach, we choose the parameter vector that mini-
mizes the distance between the moments in the data and the simulated ones in the model.
In Section A.4 of the Appendix, we highlight the more salient details on the computational
implementation of the SMM.

The parameters we estimate are the monetary migration costm€, and the disutility
of being abroad, . We then choose two data moments to match, for which our parameters
are informative. The rst targeted moment is the coe cient of the high-heat migration
link we report in Table 2.1. The second moment is the share of Guatemalans in the U.S.,
which is equal to 7.494°.

Computation of Model's Moments. The model generates two moments for com-
parison with their empirical counterparts. The rst, ¢, is the analog regression coe cient
to that found in Table 2.1 and is subject to sampling variation. The second, the stock of
migrants in the U.S., M, emerges from the model's stationary distribution. To evaluate
the distance between data and model, we start by choosing a tentative parameter vector.
We solve the policy functions and nd the stationary distribution; here, we compute the
model's simulated stock of migrants,M . We then randomly sample workers in the model
from the stationary distribution and estimate the model's . The sampling procedure is

151n Section A.8 of the Appendix, we show how the parameters identify the moments and other robustness

exercises.
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simulated a thousand times to calculate the model's average coe cient,'\e, across samples.
Finally, the distance between the moments is evaluated, and a new parameter vector is cho-
sen. This process is done iteratively until the distance between data and model moments
is close enough.

Estimation Results.  Below, we report and discuss the estimated parameters. Table
2.3 shows the actual data moments, the corresponding moments generated by the model,
and the values of the estimated parameters. The model does a good job of delivering the
targeted moments. The estimated model slightly overestimates the impact of the high-heat
shocks on migration and the share of migrants in the U.S.

Table 2.3: Targeted Moments and Parameter Results

Moments Data Model
Migration drop induced by exposure, ¢ -0.880 -0.882
Migrant share of Guatemalans in the U.S.,M 0.074 0.076
Parameter Value
Migration cost, m¢€ 2.47
Disutility of living in the U.S., 2.58

Note: This table shows the actual data moments, the moments generated by the
model, and the values of the estimated parameters. Please note that the disutility
of living in the U.S., , is positive, consistent with a CRRA utility function where
equals 2, implying negative utility function values. > 1 represents a lower utility of
living abroad, while 0 < < 1 does the opposite.

Both parameters, fm®; g, are tightly related to the stock of migrants. A higher
migration cost, m€, lowers the period utility of the potential migrant, making migration
less attractive. A higher disutility of living abroad, , decreases the utility in the U.S.,
decreasing migration incentives. Ultimately, this leads to a lower stock of migrants in the
u.s.
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However, the migration cost,m€, is more closely related to the sensitivity of the migra-
tion rates to the high-heat shocks, ¢, than the disutility of living abroad. This important
di erence arises from the impact of m® on the relative valuation of an extra amount of
income, which translates partially or fully into consumption under the path of staying or
migrating. This stark economic intuition lies in the deep core of our model.

Model Fit. Using data from the \Survey on International Migration of Guatemalan
Persons and Remittances 2016", we estimate the average migration cost of hiring a smuggler
in proportion to the average wage in Guatemala (INE, 2016), this results in 1.92 for the
year 2016. In the context of the model, it is approximated to be 192 EJ[z], under =1:0.
The estimated parameterm® is 247 and, hence, is slightly higher than the equivalent of
the data counterpart. This result should not be surprising, as a higherm® cost detains
migration | it is, in fact, capturing other forces that disincentive migration that we do
not model explicitly.

Additionally, we set  so that the standard deviation of log( ) conditional on staying
is approximately 0:71. We take this route because we can observe, in the data, only
individuals who stayed in Guatemala. This moment in the model is clearly endogenous: it
depends on the self-selection of heterogeneous workers who decide to stay. The result after
the estimation is 0:72.

2.4.4 Migration and Savings Decisions

In this section, we present the model's migration probabilities and savings decisions.
First, we show how the migration decision depends on the high-heat shock, the level of
assets, and the worker's productivity. Second, we discuss the savings policy functions for
the same workers under two high-heat shocks and how they relate to migration decisions.

Figure 2.3 depicts the migration probability across di erent asset levels and high-heat
shocks for two distinct worker types. The left panel represents a worker with productivity
below the median, while the right panel shows one above the median. The vertical axis
represents the magnitude of the high-heat shock, whereas the horizontal axis indicates the
worker's asset level. The color pallet in the vertical-right-axis represents the probability
of migrating. A darker color means a higher probability of migrating, while lighter hues
imply a lower probability.

30



For both types, a high-heat shock that decreases rural productivityz also decreases
the probability of migrating in regions of the heatmap where the asset level is close to the
migration cost. A worker with assets approximating the migration cost can pay the cost
under a positive shock. However, migration is either unfeasible or very costly in terms
of period utility under an unfavorable shock. This result aligns with the data moment
we match ¢: negative shocks decrease migration rates. The moment sheds light on the
uctuating migration probabilities for workers with credit constraints under di erent high-
heat shocks.

Figure 2.3: Probability of Migration for low and high productivity workers

(a) Migration Probability for low-productivity type (b) Migration Probability high-productivity type

Note: Panel (a) shows the migration probability for a worker with permanent productivity
equals to 0:8. The vertical axis is the realization of the high-heat shock, z, and the horizontal
axis shows the current asset holdingsa. Panel (b) shows the same migration policy function, but
for equals to 13.

For regions in the heatmap close to the migration cost, the probability of migration
is higher for the low-productivity worker compared to the high-productivity 6. This par-
tially comes from the fact that the worker with lower productivity has a lower expected

18 For even lower-productivity workers, the migration cost is equivalent to several years of income. Con-
sidering the chance of being detained at the border and losing all their assets, it is optimal for such workers
not to migrate, even if they can a ord to migrate.
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Figure 2.4: Savings Decisions for low and high productivity workers by high-heat shocks

(a) Savings decisions for low-productivity type (b) Savings decisions for high-productivity type

Note: Panel (a) shows the asset holdings chosen for the next period by a worker with permanent
productivity equals to 0:8. The vertical axis is the next-period asset holdings, a°, and the
horizontal axis shows the current asset holdings a. The blue curve represents the best shock
(z = 1, no heat), and the red shows the worst (z = 0:39). Panel (b) shows the same savings
policy function, but for  equals to 1:3.
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income ow at home compared to the high-productivity worker. Additionally, the high-
productivity worker does not bene t from such productivity upon migrating to the U.S.

Lastly, workers with more assets tend to have lower migration probabilities. This
is especially pronounced for workers with low productivity. In this case, workers prefer
consuming their assets before migrating, given their inability to transport them to the
u.sS.

Even though migration probabilities might suggest higher migration ows coming from
low-productivity workers, we need to analyze the savings' policy functions. In Figure 2.4,
we plot the savings policy functions for the same workers from Figure 2.3. Here, the blue
line indicates the policy function under a good productivity shock (absence of high heat),
while the red illustrates the function for the worst high-heat shock. The horizontal axis
represents the current worker's asset level, while the vertical axis represents the worker's
asset level for the next period,a’

Both workers accumulate assets during good times up to some asset thresholds. In
our model, there are two main reasons why workers save. The rst one is the standard
precautionary motives: upon receiving good shocks and by the concavity of the utility
function, the worker is better o by consuming some extra income today and saving some
of it for the next period, insuring against a bad shock. Note that when workers receive
an unfavorable high-heat shock, they consume part of their assets to smooth consumption,
e ectively dis-saving.

The second reason why workers save is to pay the migration cost in the future. For
example, looking at the low-productivity worker in Figure 2.4a, under a good shock, if her
assets holdings are between 1.5 anoh®, she would accumulate assets. The observed jump
at approximately a = 1:5 points towards workers starting to save to pay the migration cost
and migrate potentially upon receiving a sequence of favorable shocks However, in the
stationary state, the low-productivity worker does not migrate. Assuming the worker can
a ord the migration cost, eventually, it returns home with zero assets!®. Once back in the

Figure 2.3a shows at this asset level and under this shock, the probability of migration is zero: the

worker will have to save for migrating later, eventually, upon facing a sequence of good shocks.
18Every period, there is a share of migrants being detained at the border or deported. Recall that upon

trying to migrate, workers face a success probability equal to < 1. Additionally, every period upon being
in the U.S., there is a probability of facing deportation, > 0. Thus, upon trying to migrate, every worker
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home economy, the worker accumulates assets under positive shocks up to approximately
a = 0:5. Beyond this point, the worker ceases to accumulate. Considering that the proba-
bility of migration is zero at this asset level, this worker will not migrate in the stationary
state.

Analyzing the high-productivity worker, we see positive migration ows in the station-
ary state. Under a sequence of good shocks, the worker will accumulate assets, eventually
reaching an asset level that puts her in a region of the heatmap, Figure 2.3b, where she is
willing to pay the migration cost, increasing the migration probability.

The dynamics exposed in this section show that the link between high heat and mi-
gration does not depend on the worker's productivity type. For both low and high types,
the migration probability decreases when the worker su ers a high-heat shock. In the
stationary state, we do not see migration ows coming from the low type in our model,
but we do from the high type. Given that higher types generate more income, they are
less constrained to migrate; however, the reduction in current consumption associated with
paying the migration cost and a high-heat shock makes it very costly to migrate and delays
this decision.

2.4.5 Climate Change Projections

We obtain temperature projections for di erent climate change scenarios from the
Intergovernmental Panel on Climate Change (IPCC) (Guterrez et al., 2021). These pro-
jections are specic to the Central American region during the main crop season from
April to September. We consider three climate change scenarios: optimistic, moderate,
and pessimistic®.

In Figure A.6 of the Appendix, we plot the projected temperature increases across the
distinct scenarios relative to the 1995-2014 period and their quadratic £°. The optimistic
scenario indicates temperatures will peak around 2050 and gradually decline, reaching

eventually returns to Guatemala, either from being detained at the border or from deportation procedures.
¥The scenarios correspond to the scenarios de ned by the IPCC as RCP2.6 (optimistic), RCP4.5 (mod-

erate), and RCP8.5 (pessimistic). We collect the projection numbers in July 2023.
20 A quadratic t o ers a good balance between simplicity and goodness of t. In particular, for the

optimistic scenario, but also for the moderate one, temperatures rise up to a point and then decrease. A
linear t seems, therefore, inappropriate.
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a nal increase in temperature of 0.7 C by 2100. The moderate scenario anticipates a
temperature increase of 1.6C by 2100. The pessimistic scenario forecasts an increase of
3.3 C. In our analysis, we assume that temperatures stop changing by 2100.

Using these projections, we compute a distribution forZ for every projected year and
scenario. Details about the construction of theZ distribution for every year of the transi-
tion can be found in Section A.5 of the Appendi¥!. Figure 2.5, plots the projected average
productivity path relative to the initial average for the three scenarios. In the optimistic
scenario, the drop in average productivity is around 3% by 2070, slightly recovering at the
end of the period as temperatures start to cool down. In the moderate scenario, the drop
resembles a linear one, dropping by 10% in average productivity at the end of the period.
The drop is more accelerated and pronounced for the pessimistic scenario, with average
productivity plummeting by around 25% by 2100.

Figure 2.5: Average Productivity Relative to Baseline by Scenario

Having projected the entire distribution of productivity shocks for every scenario over
the years, we feed these sequences into the model. For our main results, we designate 2023

21 Additionally, in Figure A.7 of the Appendix, we plot the initial distribution of exposure and the nal
distribution for every scenario in the year 2100, the last year of the transition.
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as the year in which workers become aware of climate change and can foresee changes in
productivity. In our analysis, there is no uncertainty about the climate change scenario
workers will experience. Workers know the entire path for the distribution of productivity,

and they make decisions accordingly. Workers are still subject to idiosyncratic shocks
throughout the transition path, but the current and future distributions are perfectly
foreseeable to the individuals.

2.5 The E ects of Climate Change

In this section, we present a series of results and counterfactuals to analyze di erent
scenarios. First, we present the main results from our model. Second, we isolate the
e ects of anticipation, comparing our main results to a scenario where workers take the
current transitory productivity distribution as permanent sequentially. The key results
are intuitive: as soon as workers are aware of climate change, migration ows increase;
additionally, anticipation e ects are strong, workers with perfect foresight exhibit higher
migration ows in the short and medium run than workers who cannot anticipate climate
change. Next, we present our main results.

2.5.1 Main Results

We start with an economy in the stationary state with workers distributed according
to their ergodic distribution. In 2023, workers become aware of climate change and learn
the entire transitional path of productivity distribution.

Figure 2.6 displays the annual migration ows of Guatemalans migrating to the U.S.
in the model. The y-axis represents the percentage of the Guatemalan population that
has chosen to migraté?. Looking at the gure, we see that migration ows increase under
all scenarios. The increase is most pronounced in the pessimistic scenario and least in
the optimistic one. Relative to initial migration, by 2040, migration ows increase by
106%, 71%, and 35% in the pessimistic, moderate, and optimistic scenarios, respectively,

2 percentages are over the total Guatemalan population located in Guatemala and the U.S. Also, it
is important to distinguish between the decision to migrate and successfully arriving in the U.S. Workers
succeed in migrating at a rate of
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marking the peak for the moderate and optimistic scenarios. In the pessimistic case, by
2070, the increase in migration ows relative to the initial period is 179%, reaching its peak.
Migration ows reach a stationary level. By 2100, the stock of Guatemalan migrants in the
U.S. rises by 138%, 63%, and 17% for the pessimistic, moderate, and optimistic scenarios,

respectively?>,

Figure 2.6: E ect of Climate Change on Migration Flows

Note: The vertical axis represents the percentage of the Guatemalan population that decides to
migrate. It is important to distinguish between the decision to migrate and successfully arriving
in the U.S. Workers succeed in migrating at a rate of . Furthermore, the percentages are over
the total Guatemalan population located in Guatemala and the U.S.

Under climate change, workers anticipate a reduction in future income in Guatemala,
increasing migration's appeal. This happens for all workers under all scenarios. Figure
A.10 of the Appendix highlights this pattern, where we can see how the stock of migrants
in the nal stationary state increases for all productivity types compared to our initial

State.
Diving a bit more into the dynamics, the increase in migration ows is smooth and

ZThe evolution of the stock of migrants can be found in Figure A.8 of the Appendix.
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gradual. The smoothness is attributed to the large mass of low-productivity workers willing
to migrate but initially constrained by insu cient assets. These individuals must build up
savings over time until they reach a level of assets that allows them to pay the migration
cost. The lower the worker's productivity, the longer it takes to save enough to aord
the migration cost. Speci cally, in the pessimistic case, the fall in income is so strong
that, close to the year 2050, a new lower-productivity worker starts saving for migration,
explaining the acceleration in the migration ows for the subsequent periods.

Additionally, in the pessimistic scenario,?* the stock of migrants overshoots (Figure
A.8 of the Appendix). The overshooting is a byproduct of the combination of anticipation
and future conditions. Workers not only anticipate things will get worse trying to migrate
early but also know it will be harder to migrate later as income decreases. This leads
to some workers migrating during the transition but not in the nal stationary state, as
during the transition, when things are not as bad, it is easier for them to save up and pay
the migration cost. After peaking,?® the stock starts decreasing. Before the end of the
productivity transition, income is so low that migration becomes too costly.

Even though the high-heat migration link, ¢, might suggest that under climate change,
more people would be constrained and unable to migrate, our main results indicate the
opposite. How is this result consistent with the heat-migration link? We proceed to
answer this question by analyzing Figure 2.7. This graph plots the model's estimated
heat-migration link for every year and scenario. The vertical axis represents the regression
coe cient " for each point in time. The followed procedure to compute "% is the same we
used to compute the coe cient for the SMM estimation 26,

As we can see in Figure 2.7, the high-heat migration link is consistently negative for
all periods and scenarios, meaning our main results are consistent with the link. We see
major uctuations in magnitude across the transition, with the highest for the pessimistic
scenario and the least for the optimistic.

2| ooking at the optimistic scenario, there seems to be overshooting; however, a big part of this is

because, in this scenario, things get better after the year 2070. This is shown in Figure 2.5.
B A decrease in the stock of migrants implies a negative net migration. This happens as more people

are being deported than the ones that are migrating, as migration is getting increasingly costly.
% This is described in Section 2.4.3.
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Figure 2.7: E ect of Climate Change on the High-Heat Migration link ( ¢)

Note: The vertical axis represents the regression coe cient s from the speci cation in Equation
(2.1) over the transition for di erent climate change scenarios. The solid black line shows the
regression coe cient reported in Table 2.1. For each point in time, the plotted series follow the
same computational procedure of " described in Section 2.4.3. At each point in time, we collect
1,000 samples with a size of 10,000 individuals. We run a regression for each sample, record
the estimated . coe cient, and compute the average across samples, “s. The plot shows this
average at every point in the gure.
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2.5.2 The Role of Anticipation

To account for how much of the migration is attributable to workers anticipating the
e ects of climate change, we perform an exercise analogous to Bilal and Rossi-Hansberg
(2023). In this counterfactual, workers do not foresee future changes in weather. They
observe past today's realization of shocks. They update their expectations according to
that distribution. This allows us to isolate the migration due to workers anticipating
climate change.

Figure 2.8: E ect of Anticipation on Migration Flows by Scenario

Note: The vertical represents the di erence between the workers that migrated in our baseline
model and the no-anticipation case, normalized by the latter. Dierences are expressed in per-
centages.

Figure 2.8 shows the percentage dierential in migration ows relative to the no-
anticipation case. We see that when workers can anticipate the e ects of climate change,
migration ows are slightly higher than the no-anticipation case in the short run. Migration
becomes signi cantly higher in the medium and long run across all scenarios. As workers
anticipate the drop in productivity caused by climate change, they seek to migrate in the
earlier periods. However, they cannot a ord the migration cost in the early years, forcing
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them to accumulate assets in order to cover migration costs. The di erence between the
two cases widens, and before 2040, migration ows in our baseline exceeded those in the
no-anticipation case by 77%, 50%, and 30% for the pessimistic, moderate, and optimistic
scenarios, respectively. After those peaks, the dierential in ows starts decreasing, ulti-
mately turning negative. In the long run, the stock of workers migrating with or without
anticipation must be the same.

The gure indicates a strong but delayed anticipation e ect. This delay stems from
the necessity for workers to save a su cient level of assets to cover migration costs. In this
setting, the cost of migration slows the transition, posing additional challenges for workers
seeking to migrate. The impact on the stock of migrants is further illustrated in Figure A.9
of the Appendix. In the year 2075, the stock of Guatemalan migrants in the U.S. surpasses
that of the no-anticipation case by 49%, 15%, and 4% for the pessimistic, moderate, and
optimistic scenarios, respectively.

2.6 Unconditional Cash Transfers and Migration

We now analyze the e ects of unconditional cash transfers (UCTs) on migration under
climate change. For this exercise, we assume transfers are given to the workers over their
lifetime as long as they stay in Guatemala. Workers believe they will obtain the same
transfer for the next periods. Furthermore, we assume the transfer is funded with foreign
resources. We study two di erent eligibility schemes. The rst scheme is a universal cash
transfer given to all workers in the home economy independent from types or shocks. The
second scheme targets workers who su ered an extreme high-heat shock, de ned as a drop
in productivity of at least 40%. The transfer is not proportional to the innate productivity

and appears additively in the budget constraint in Equations (2.6) and (2.7).

2.6.1 Universal Cash Transfer

In the rst transfer scheme, all workers in Guatemala receive a transfer equivalent to
10% of the 2023 average income. We assume workers were not expecting the transfer. They
start receiving the transfer as they learn about climate change in the rst period.

Figure 2.9 shows the e ect of the universal transfer on migration ows over di erent
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Figure 2.9: E ect of a Universal UCT on Migration Flows

Note: On the vertical axis, we plot the di erence between the migration ows under the transfer
and our baseline in Section 2.5.1, dividing it by the baseline. The policy considered here is the
Universal UCT, in which every worker receives a cash transfer. The cash transfer is equivalent

to 10% of the initial average income.
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climate change scenarios. In the early periods of the transition, migration ows under the
universal UCT are approximately 10% lower than the baseline. This is explained by high-
productivity workers deciding to stay instead of migrating, as the cash transfers increase
their value of staying relative to their value of migrating. At some point, the negative
di erence shrinks, driven by an acceleration in the migration ows from low-productivity
workers helped by the transfer. From there, we see di erent e ects for di erent scenar-
ios. In the pessimistic scenario, the negative di erence quickly becomes positive as the
transfers keep easing the credit constraints for the low-productivity workers, accelerating
the migration process. Subsequently, the di erence reaches a maximum and starts ceasing
down. This is explained by the time it takes the low-productivity worker to save in order to
migrate, an aspect that the transfer accelerates. In the long run, under the new stationary
distribution of high-heat shocks, the ow and stock of migrants will be higher with the
universal UCT. This also holds for the moderate but not for the optimistic, where the ow

is consistently lower.

The transfer shifts the composition of migrating worker types. In all scenarios, transfers
shift migration from high-productivity workers to lower ones?’. The transfer increases
income ows every period, making staying more appealing. However, the value of migrating
increases as well, given the transfer helps to a ord the migration cost. For high-productivity
workers, the increase in transfers has a higher e ect on the valuation of staying. Before
the transfer, their income ow in Guatemala was already high, and in case they needed
to migrate, with relatively low savings, they could a ord the migration cost; this makes
the e ect of the transfer over the value of migrating relatively small. For low-productivity
workers, the transfers have a higher impact on the value of migrating. The transfer eases
the nancial constraint, making it easier to save towards paying the migration cost without
sacri cing large consumption levels every period.

27In Figure A.12 of the Appendix, we plot the Stock of migrants by type at the nal stationary state
under both transfers. The shift is observed on the plots located to the left. Although not plotted because
of the large amount of periods and types, the same shift is observed during the transition to the stationary
state.
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2.6.2 Cash Transfer Conditional on Bad Weather

In this transfer scheme, every worker who receives a bad realization of the high-heat
shock receives a transfer. To ease comparisons, the transfer amount is the same as in the
case of the Universal UCT, 10% of average income. Workers are eligible to receive the
transfer if they receive a high-heat shock that causes a drop in productivity of at least
40% for that period. The transfer has a relatively small e ect on the average income ow
workers receive, as the annual probability of receiving the transfer is 8.4% at the beginning
of the transition in 2023. The transfer mainly provides insurance, increasing income under
a bad realization of the shock reducing the risk. As before, we assume workers were not
expecting the transfer, and they received them the rst period as they learn about the
climate change scenario.

Figure 2.10: E ect of a Bad-Weather UCT on Migration Flows

Note: On the vertical axis, we plot the di erence between the migration ows under the transfer
and our baseline in Section 2.5.1, dividing it by the baseline. The policy considered here is the
High-Heat UCT, in which workers receive a cash transfer in case they su er a drop in productivity
of at least 40%. The cash transfer is equivalent to 10% of the initial average income.

Figure 2.10 shows the e ect of the bad-weather cash transfer on migration ows over
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di erent climate change scenarios. On the y-axis, we plot the dierence between the
migration ows under the weather-contingent transfer and our baseline in Section 2.5.1,
dividing it by the baseline. Years are plotted on the x-axis.

Examining the dynamics of migration ows, we observe these are consistently below
the baseline case for all climate change scenarios. The transfer does not have an immediate
e ect on the migration trajectories. At the beginning of the period, changes in migration,
with respect to the baseline results, are small. After the rst few years, transfers start
having a larger e ect. Migration ows sharply decrease under all scenarios. The e ect is
more pronounced for the optimistic scenario, where ows under the transfer are 30% lower
than those of the baseline results. Under the moderate scenario, migration ows drop
up to 20% in 2040, relative to our baseline. After subsequent uctuations, it eventually
converges at approximately 15%. In the pessimistic scenario, migration ows drop up to
22% in 2060, relative to the baseline. Ultimately, the di erence shrinks and settles at 5%
in the long run.

The decrease in migration ows is generated by the insurance e ect of the transfer,
especially on the low-productivity migrating workers. The high-heat cash transfer mitigates
risk against bad shocks, increasing the worker's value of staying. However, given that
the magnitude of the transfer is not dependent on the worker's productivity type, the
insurance e ect of the transfer is larger for the low-productivity worker compared to the
high-productivity.

2.6.3 Comparing the Transfer Schemes

In our last subsection, we compare two cash transfer schemes, evaluating them concern-
ing migrant stocks and associated costs. Our ndings indicate that the transfer conditional
on bad weather events not only incentivizes more people to stay in Guatemala but also its
cost is signi cantly lower than a universal cash transfer. We now proceed to compare the
stock of migrants under these two transfer schemes.

In Table 2.4, we show the stock of migrants in our baseline and under the two transfer
schemes. We present the stocks for every climate change scenario and di erent years. The
stocks are expressed in percentages of the total Guatemalan population living in Guatemala
and in the U.S.
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Table 2.4: Stock of Migrants in the U.S. under di erent Transfer Schemes and Scenarios

Case 2023 2040 2060 2080 2100 2120
Optimistic 7.6 8.2 9.2 9.3 8.9 8.8
Baseline Moderate 7.6 8.9 10.8 11.7 12.3 12.5
Pessimistic 7.6 9.5 13.4 17.1 18.0 16.8
Optimistic 7.6 8.0 8.8 8.9 8.6 8.4
Universal Moderate 7.6 8.6 10.5 11.8 12.6 12.9
Pessimistic 7.6 9.3 13.9 17.5 18.8 17.8
Optimistic 7.6 7.5 6.8 6.2 5.8 5.5
Bad-Weather Moderate 7.6 8.3 9.7 10.6 11.0 10.9
Pessimistic 7.6 9.0 11.8 15.0 17.1 16.4

Note: This table shows the stock of migrants in the U.S. for the Optimistic, Moderate,
and Pessimistic scenarios for our baseline, Universal UCT, and High-Heat UCT. Baseline
refers to our main results (no cash transfer). Universal refers to the case in which every
worker receives a cash transfer. Bad-Weather refers to the case in which the cash transfer
is received only by workers who su ered a drop in productivity of at least 40%. The cash
transfer used for these exercises is equivalent to 10% of the initial average income.

Upon examining Table 2.4, we can observe that the stock of migrants in the U.S. is
lower under the bad-weather cash transfer for all climate change scenarios. By 2040, in the
medium run, di erences with the baseline scenario are 0.7, 0.6, and 0.5 percentage points
(p.p.) for the optimistic, moderate, and pessimistic scenarios, respectively. In contrast,
the universal cash transfer diminishes migration ows by 0.2 (optimistic), 0.3 (moderate),
and 0.2 p.p. (pessimistic).

In subsequent decades, the disparity between the migrant stocks under the high-heat
cash transfer and the baseline becomes increasingly pronounced. By 2080, the di erence
reaches 3.1 (optimistic), 1.1 (moderate), and 2.1 p.p. (pessimistic). For the same year and
under the universal transfer, migrant stocks are similar to the baseline. Notice, for the
moderate and pessimistic scenarios, the stocks of migrants are higher than the baseline but
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lower in the optimistic.

The bad-weather cash transfer is more e ective in discouraging migration, as it mit-
igates risk, bolstering the appeal of staying for risk-averse individuals across all climate
change scenarios. Conversely, the universal transfer increases cash availability at all times
for workers, thereby reducing the nancial burden of migration costs and making migration
more attractive under most scenarios. We now proceed to a comparative analysis of the
costs of each transfer scheme.

In Table 2.5, we report the cost of unconditional cash transfers (UCTs) and the cost
ratio. The rst two rows show the annual cost of the universal and the bad-weather cash
transfers for each climate change scenario, quantied as a percentage of initial average
income?®. The last row shows the cost ratio of the two UCTs, also reported in percentages.
As the transfer amount is the same in both schemes, and the only modi cation is the
eligibility criteria, the bad-weather transfer is naturally less costly as it has fewer eligible
recipients. However, notice that the cost is changing; this is because of two factors. One
is the composition of migrants and stayers; the more people stay, the more people will
receive the transfer. The second factor only pertains to the bad-weather cash transfer;
with climate change, the probability of receiving a high-heat shock increases, increasing
the number of eligible workers for the transfer®.

The initial cost associated with a universal transfer equals 8.3% of the average annual
income for each worker in Guatemala. In contrast, the bad-weather transfer is 0.7%, making
the bad-weather transfer approximately twelve times cheaper than the universal. Notice
the cost trajectory of the universal transfer scheme is solely due to changes in the stock of
migrants. A decrease in the cost indicates a decline in the Guatemalan population living
at home, given the transfer amount is the same across time and workers. In the case of the
bad-weather transfer, we see a di erent cost evolution for each scenario. In the optimistic,
the cost remains fairly the same, as the drop in productivity generated by climate change
is not as severe as in other scenarios, and overall, there is an improvement in weather
conditions. In the case of the moderate and pessimistic scenarios, we see a steeper increase
in the cost, mainly associated with a higher probability of receiving the negative high-heat

2 |nitial average income is the average income in Guatemala for 2023.
2%|n Figure A.13 of the Appendix, we show how the probability of receiving such transfer evolves as the

productivity becomes less favorable along the transition for each scenario.
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Table 2.5: Annual Cost of the Unconditional Cash Transfers

Case 2023 2040 2060 2080 2100 2120
Optimistic 8.3 8.2 8.2 8.2 8.2 8.2
Universal Moderate 8.3 8.2 8.0 7.9 7.8 7.8
Pessimistic 8.3 8.1 7.7 7.4 7.3 7.4
Optimistic 0.7 0.8 1.0 1.0 0.8 0.8
Bad-Weather Moderate 0.7 1.0 1.4 1.7 1.8 1.8
Pessimistic 0.7 1.1 1.8 2.4 2.9 3.0
Optimistic 8.4 10.2 11.8 11.8 10.0 10.0
Bad-Weath
Srvesal (%) Moderate | 8.4 12.4 17.2 21.1 23.0 23.1
Pessimistic 8.4 13.8 23.0 32.1 40.5 40.4

Note: This table shows the cost of the UCTs for the Optimistic, Moderate, and Pessimistic
scenarios. In the rst two rows, the cost is annual and measured as a percentage of initial
average income. The last row indicates the ratio between the cost of the High-Heat and the
Universal cash transfer, expressed in percentages. The cash transfer used for these exercises
is equivalent to 10% of the initial average income.

shock. As the cost of the bad-weather transfer goes up, so does the ratio in the third row.
However, notice that the most expensive the bad-weather transfer reaches is 40.5% of the
universal transfer's cost.

These ndings show that not only does the high-heat transfer mitigate risk and make
staying more appealing, but it is also signi cantly less expensive than an alternative where
the transfer is given to everyone. However, both exercises come with caveats. Note we
assume that the transfer is given throughout the transition, and workers believe that as
well. In case workers believe the policy is temporary instead of permanent, results might
be di erent. Indeed, we could expect transfers to further fuel migration ows, as people are
not expecting the policy to last for long. In this case, the institution giving the transfers
must have credibility.
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2.7 Conclusion

This paper studies the e ects of climate change on international migration ows. Lever-
aging on census and granular land temperature data for Guatemala, we document a robust
negative link between exposure to high heat during the crop season and next year's migra-
tion rate to the U.S. We further establish the e ect to be stronger in rural areas.

Next, we build a quantitative dynamic migration model in which workers are subject
to unfavorable transitory heat shocks that a ect their rural yield. At the core of our
model, high heat decreases income, which ultimately limits workers' ability to migrate.
Upon receiving a high-heat shock, the migration cost becomes hard to a ord, as sacti cing
current consumption has a strong e ect on the period's utility. This lowers the worker's
migration probability. We show that the mechanism in our model lines up with the feature
of our data, something that the standard migration model cannot generate.

We then use the model to study how climate change shapes migration dynamics. There
are mainly two major forces a ecting migration incentives. On one hand, climate change
makes migration more appealing, as rural productivity decreases over time, impoverishing
individuals who stay. On the other hand, the worse weather conditions over time reduce
available income, making it harder to save and eventually migrate.

We show the e ects of two di erent unconditional cash transfers, funded by foreign
aid, on migration ows. In our results, providing a universal cash transfer proves to be
both expensive and ine cient. On one hand, providing cash to some workers makes mi-
gration economically viable and triggers migration. On the other, some workers would
never migrate regardless of the transfer, and resources are wasted. A scheme that favors
insurance against bad shocks decreases migration ows and costs only a fraction of the
universal scheme. While we do not provide an explicit objective to be ful lled with these
schemes, the results suggest that there is plenty of room for better targeting and richer
schemes.

Our paper abstracts from several mechanisms that can be potentially important for
migrating decisions. For example, we do not consider any feedback between workers that
stay and factor prices, such as wages or land prices. As more people leave, labor becomes
scarce and land abundant. The former tends to make it easier to a ord the migration
costs, while the latter tends to decrease migration incentives. These simple forces lead to
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a rich set of possibilities. Furthermore, we assume workers know the scenario they end
up experiencing, and they know exactly the entire productivity distribution path. Future
work tackling these two assumptions can inform about migrant selection and the role of
uncertainty in international migration ows.
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Chapter 3

Climate Change, Food Prices, and
Inequality

3.1 Introduction

Climate change is expected to reshape the spatial patterns of agricultural produc-
tivity. One adaptive strategy involves leveraging novel comparative advantages through
the re-optimization of food sourcing. Nevertheless, due to the high costs associated with
transporting goods over distances, trade barriers restrict the degree to which this process
can happen. For items that incur substantial transportation costs, the signi cance of local
productivity becomes paramount. With the rise in food prices, the welfare implications are
not uniformly distributed across various income levels, as lower-income households usually
spend a higher proportion of their budget on food.

What e ects will climate change have on food prices and how will it in uence indi-
viduals across various income levels? To address this question, we develop a spatial model
of food production and trade, building on Eaton and Kortum (2002) and Costinot et al.
(2016). Our model incorporates rich heterogeneity in four dimensions. First, to examine
the importance of trade ease, we distinguish between two types of food goods, each facing
di erent trade costs. Second, locations vary in productivity for each type of food. Third,
locations are distinct regarding their degree of connectedness to others. Fourth, income
levels within each location vary, with both relatively richer and poorer households.
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In our model, locations produce goods based on their productivity and engage in trade.
Food goods face varying trade costs, which distort the comparative advantages of locations
and in uence trade patterns. Goods with higher trade costs exhibit a greater spatial price
dispersion compared to those with lower trade costs. For high-trade-cost goods, local
productivity is especially critical, as lower productivity leads to higher prices.

We calculate the welfare e ects stemming from changes in food prices. In our setting,
shifts in utility caused by climate change are driven solely by changes in food prices, as
household income is constant. We decompose the equivalent variation from climate change
into three components, drawing on standard demand theory. The rst is the food expendi-
ture share: poorer households, with higher food expenditure shares, are more sensitive to
changes in food prices. The second is the trade shares between locations, which re ect how
regions are aected by productivity changes in other regions they trade with, including
themselves. The third component captures changes in potential food productivity across
di erent areas.

We apply the model to Brazil, treating each state as a separate location. Given Brazil's
vast latitude range and tropical climate, there are signi cant productivity di erences across
regions and crops. The country's extensive land coverage and reliance on road-based trans-
portation make the movement of goods challenging. Additionally, income inequality is
pronounced both within and across states.

Trade ows and frictions are central to our model, but not directly observed in the data.
This is a frequently encountered issue in domestic trade is the necessity for comprehensive
information on trade ows among sub-national units, hardly observed in the data. As in
many studies of intra-national trade, e.g, Ramondo et al. (2016), Pellegrina (2022), Sotelo
(2020), the trade ows are not directly observable in data between Brazilian states. To
overcome this data constraint, we incorporate the model structure with the inclusion of
short-term weather variances, allowing us to derive a correlation between price uctuations
and weather anomalies, both quanti able in the data. We then employ this observed
variation in prices and weather disturbances to extract estimates of these trade barriers
for di erent types of food goods.

1This feature is common across most countries. Canada is a noticeable exception, which releases
interprovincial trade ows. See, e.g., Agnosteva et al. (2014)
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In our model, heat shocks reduce food productivity, driving up prices. Neighboring
states are also a ected, as they import food from the impacted state. Thus, the observed
price change in any state re ects a weighted average of heat shocks between states, with
the weights determined by trade shares. These shares depend on average potential produc-
tivity, labor costs, and bilateral trade frictions. To capture this structure, we combine a
panel of Consumer Price Index (CPI) data with a panel of heat shocks. Drawing from crop
science literature, e.g. Schlenker and Roberts, 2009, we focus on a temperature threshold
of 30 C/86 F, known to harm crop yields. Using satellite weather data Copernicus Climate
Change Service (2019), we construct a panel tracking the number of hours (in days) that
temperatures exceeded this threshold in each city. We leverage these heat shocks to esti-
mate trade frictions from variations in prices and temperatures and validate the threshold
by showing evidence of yield declines when crops are exposed to such temperatures during
the growing season.

To the extent that most cargo transportation within Brazil rely on trucks via roads
(World Bank, 2022), we model trade frictions as a function of driving time between states.
We build on a classi cation of food goods' tradability developed by the Brazilian Central
Bank for tracking the CPI. Using this classi cation, we compute the price index for baskets
of food products, in a panel of locations. One index includes goods that are frequently
traded on the international market, such as commodities, while the other represents items
that are less commonly traded globally, typically more perishable, fresh goods. We sepa-
rately estimate the elasticity of trade costs with respect to the driving time for each basket.
Our ndings suggest that this elasticity is nearly double for goods with elevated trade costs,
such as fresh goods, compared to those with reduced trade costs, such as commaodities.

We examine how the spatial correlation of heat and price changes shape our results.
While heat shocks naturally show positive spatial correlation, we document that a similar
pattern for in ation dynamics across locations. Speci cally, as driving time between loca-
tions increases, making them less connected, the in ation correlation decreases, especially
for goods with higher trade costs. Our model capture this feature of the data: locations
farther apart experience di erent heat shocks, and substantial trade frictions make local

2World Bank (2022) shows data for 2021, with the estimated share of cargo transported by road is 66%.
Railroads correspond to 18% and waterways other 15%.
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prices more dependent on nearby conditions. Thus, in ation correlations decline more
sharply for high-trade-cost goods, with a more modest decline observed for low-trade-cost
goods.

With these estimates of trade frictions and trade shares, we proceed to do counter-
factual exercises. Actual production data often su ers from selection bias in Ricardian
models, as locations tend to produce goods where they have a comparative advantage.
Hence, the productivity across the spectrum of goods is latent: in the actual production
data, we observe only partially these productivities. To address this, we use theotential
productivity of crops across regions for each type of food good. Following our equivalent
variation decomposition, we incorporate proportional changes in average potential produc-
tivity into the model. These estimates are sourced from the GAEZ project by FAO and
IIASA (2022), based on various climate change scenarios.

The GAEZ project also provides data on the historical levels of thispotential produc-
tivity. We employ this historical data for two reasons. First, it serves as an input to recover
trade frictions. Second, it provides a benchmark to compare with alternative productivity
forecasts from the GAEZ project. In our equivalent variation decomposition, changes in
average potential productivity are central, making historical estimates a crucial basis for
comparison.

The GAEZ project provides detailed data on agricultural productivity under various
climate change scenarios, covering di erent time horizons and intensities of productivity
shifts linked to greenhouse gas concentrations. Given the higher uncertainty over longer
horizons, we focus our results using the optimistic scenario (RCP 2.6) for the period ending
in 2040°.

We show that even under the most optimistic climate change scenario, there is sig-
ni cant variation in potential productivity changes across states compared to historical
baselines. Furthermore, there is substantial heterogeneity in the e ect of climate change
on productivity between food types, with high-trade-cost foods experiencing more pro-
nounced declines in average potential productivity.

Using our equivalent variation analysis, we estimate how much households would be

3The GAEZ data employs four Representative Concentration Pathways (RCPs): 2.6, 4.5, 6.0, and 8.5
to construct scenarios. These values represent radiative forcing levels by 2100, re ecting greenhouse gas
concentrations, with lower values indicating cooler temperatures and stricter mitigation policies.
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willing to pay to avoid the productivity changes linked to climate change. While food prices
are an aggregate at the state level, within-state income heterogeneity leads to di erentiated
welfare e ects of price increases. Due to non-homothetic preferences, food expenditure
shares decline with income, consistent with observed data. Households in the lowest income
decile are more vulnerable to changes in food prices, as they allocate a larger share of their
income to food*. Under the optimistic scenario, households in the rst income decile in
some states would be willing to forgo up to 3% of their income to avoid these productivity
shifts.

Finally, we argue that an e ective adaptation strategy is to improve road quality. Since
trade frictions are modeled as a function of driving time between states, increasing average
road speed e ectively reduces trade barriers. We derive a formula for the equivalent vari-
ation under this scenario, involving three components similar to the productivity change
decomposition: food expenditure shares, trade shares between states, and the estimated
elasticity of trade frictions with respect to driving time. We nd that, given these elastici-
ties, the su cient statistic for the equivalent variation is the own trade share of each state,
linking to ndings from the international trade literature, (Arkolakis et al., 2012). For a
10% improvement in road quality, households in the lowest income decile would be willing
to pay up to 0.8% of their income under the optimistic scenario.

Outline.  The remainder of the paper is organized as follows. Section 2 presents the
trade component of the model. Section 3 derives a welfare change formula to highlight
key elements for the counterfactual exercises. Section 4 introduces a perturbation to re-
cover missing trade shares. Section 5 develops the demand side, specifying preferences
and parameter calibration. Section 6 presents results from the counterfactuals, includ-
ing the policy scenario on road infrastructure. Section 7 discuss limitations and potential
extensions. The nal section summarizes the ndings.

3.2 Model

We develop a spatial model of food production and trade, incorporating heterogeneity
along four dimensions: the tradability of di erent types of food, the productivity of each

“We show this pattern in gure 3.2.
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location for each food type, the degree of connectedness between locations, and income
heterogeneity within each location.

The model includes three productive sectors: one referred to as the outside good sector,
and two sectors producing di erent types of food, distinguished primarily by their degree
of tradability. We classify the food sectors into two groups: one facing low trade costs and
the other facing high trade costs. Each location is endowed with a distribution of potential
productivities for goods of each type of food, and the outside good. Within each location, a
population of households resides and supplies labor inelastically. These households do not
migrate, and di er in their e ective labor hours, generating income heterogeneity within
each location.

Our approach proceeds as follows. First, we present the model without considering
any shocks | either transitory shocks from weather or \permanent" shocks from climate
change. As we develop the theoretical framework, we identify key missing data necessary for
estimating the model, most notably detailed information on trade ows. We then introduce
a transitory weather shock into the model and derive the link between price movements
and the realization of these transitory shocks. This relationship is used to estimate trade
frictions and recover trade shares. Finally, we discuss the sources of exogenous variation
that underpin the counterfactual analysis.

3.2.1 The Trade Block

Our environment is static and there is no storage technology available. There aré
locations, indexed by ™ inthe setL f 1;2;:::;Lg. A mass of households - lives in
location *. Locations are endowed with productivity parameters, described momentarily.

Sectors, Goods, and Market Structure. There are three sectors: one producing an
outside good, indexed byo, and sectors producing two types of food goods. One type faces
low trade costs between regions, denoted bg, and another faces high trade costs, denoted
by g. One might x ideas by thinking of goods of type c as easily traded commaodities, such
as rice, soybean, corn, and wheat, and think of goods indexeglas harder to trade or more
perishables, such as tomatoes and lettuce. We denote2 X f c;qg to ease the notation
later. For each food type X, there is a unitary mass of goods, each indexed by 2 [0;1].
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We call a variety a pair of type and good (x;! ): In all that follows, we assume all markets
are perfectly competitive so that prices are pinned down by the marginal production costs,
on top of any transportation costs.

Transportation Costs. We model trade frictions as iceberg costs, and let the outside
good o be traded without friction. As a result, the price of the outside good is the same
across locations and, therefore, is well suited to serve as the numeraire.

For food products, all varieties of a given typex face a trade cost JX for the location
pairs (j; ) and the good type x 2 fc;qg. As usual, the interpretation of JX is that a
sourcing location * needs ship JX units of a variety (x;! ) so that the location j receives
one unit.

We normalize * =1 for all locations " and types x. Wheneverj 6 ", we require
that X 1. We further require that the triangle inequality be satis ed: for any triplet of

I3

locations (;k; "), the following X 6 i ., so that there is no arbitrage opportunities in

] ik
moving the goods around.

Variety Aggregation. Varieties are aggregated by typex with a CES function®. For
each type of food, there is a unitary mass of varieties, which we denote by:
YA 1 c g T% z 1 q ;1 71(%
¢t = () d! and c= ci(r) = d! (3.1)
0 0

where ¢*(! ) denotes the consumption of variety ;! ) in location *. The CES structure
delivers the ideal price indexes for each type of food as follows:

Z, . e Z, —t
Pe= p()t ”
0

d! and P9= pd()t “a (3.2)

0
Our trade structure can be solved independently from the preference block, provided that
this CES structure is imposed. Hence, we proceed with a general formulation and later
specialize on the outer utility function.

50One alternative interpretation is that in each location there is a mass of competitive grocery shops
that aggregate all varieties (x;! ) of each type x into a composite that the households buy by means of a
CES production function.

57



Production. There is a single production factor, labor. Production is linear in labor in
all sectors. The productivity on the outside good sector at location™ 2 L is given by Z°,
so its inverse denotes the input requirement to produce a unit of output:

Y0 = ZON© (3.3)

where N ° is the amount of labor allocated to such production. Letting w- denote the wage
rate prevailing at the location *. The cost of producing one unity of the outside good is

given
W‘

Z0

For the food goods, we model their production following Eaton and Kortum (2002) model.

(3.4)

We denote by Z*(! ) the e ciency of location " in producing the variety ! of food type
x 2 f ¢;qg. The production technology takes the form of

YX() = ZX()NX(1) (3.5)

so that the cost per unit for producing good variety (x;! ) at location " is given by

W\
— 3.6
Good sourcing.  Consider the problem of a family living in location j 2 L deciding
where to source from. The cost in locationj 6 ~ 2 L to acquire a variety (x;! ) from
location * takes into account the production cost in location™ and the transportation costs

from ° to location j, that is:

B0 gy F @7

Under the working assumption of perfect competition, locationj buys from location
" if © is able to supply at the lowest delivery cost, taking into account both production
and transportation costs. The price that location j pays for the variety (x;! ) is the lowest
among all potential sourcing locations:

pr(t) min ph(t):t2L (3.8)
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Food Production Technology. We assume that the productivity draws follows the
structure of Eaton and Kortum (2002). We denote by Z*(! ) the productivity of variety
(x;!) at location *, which we refer to as \EK term" below.

For each type of good-variety pair (x;! ), a location receives a productivity draw from a
location-speci ¢ Fechet probability distribution with the cumulative distribution function:

FX(z)= e T'% - (3.9)

The draws are independent across varietiesx{ ! ) within and across locations. The param-
eter TX, or \State of Technology," de nes the mean productivity and re ects the absolute
advantage of location™ for type x Eaton and Kortum (2002). The parameter *, uniform
across locations, governs the dispersion of productivity draws, with higher values implying
narrower comparative advantages. As in Simonovska and Waugh (2014),* represents the
trade elasticity.

Price Determination. Below, we state the main results of the model and refer to a
complete derivation in appendix B.2. As in Eaton and Kortum (2002), location j faces a
probability distribution of prices of a variety

Gl (p=1 e M) "I (3.10)
Because the productivity draws are i.i.d, this probability is the same for every variety
(x;! ). This term gives the probability of location j being supplied by location™ with the
price up to p for type x. Since locationj buys from the lowest cost supplier, we next show
the probability location j buy type-variety pair ( x;! ) of a price of at mostp. This requires
that there is at least one location that supplies at the price not higher than p, as follows

Y
Gi'(p) =1 [l Gf (P (3.11)
“2L

Plugging equation (3.10) into (3.11), we recover
Gp=1 e 1P (3.12)

h
where X

; Tw )
“2L

X

(3.13)
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The term JX shows how the State of Technology,T*, the input cost of production w-,

and the trading frictions X between each location® and j ultimately shape the price

i
distribution faced at the location j .

Price of Basket. As we shall see next, the state of these three forcexcross all locations

and their interaction describes the price level in each locatiorj 2 L . Equation (3.12) allows

us to recover the ideal price indexes for each good type, in equation (3.2) , as follows:

oo

pX = X TX(w X) o for (3.14)
i - ji .

where X is a time-invariant constant®.

Trade Shares. We need to nd out how trade ows are pinned down with given prices.
To achieve that goal, let us start by computing the probability location j buys a given
variety to location supplied by location | 2 L . Because the productivity draws are iid, and
since there is a continuum of goods for each type, this probability turns out to be the share
of goods that™ 2L supplytoj 2L.

We denote by JX the fraction of goods of typex that location j 2 L buys from location
" 2L, which is given by

T w X T w X
o= : X L (3.15)
| ,- T w )
“2L

In order to nd out the total cost of these expenditures, we need to calculate the price
of the goods that locationj bought from location *. Due to the Fechet distribution for
the productivity draws, the distribution of paid prices faced by location j 2 L of varieties
coming from *~ 2 L conditional on ~ being the cheapest supplier turns out to be equal to
the distribution of prices coming from * 2L toj 2L, thatis

Propi() pig:()  min pi (') = G(p) (3.16)

1
+#1 X 1

x = . . : R
5This constant is equal to < . (u) is the Gamma function, given by !

0
for u> 0. As we show later, once we apply logs and take di erences, this constant disappears entirely

xU le *dx,
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The result in (3.16) implies that the share of expenditures on typex in the location |
that is supplied by location " is also given by [ .

3.3 Equivalent Variation

In what follows, we borrow insights from the standard demand theory, in the spirit of
Fajgelbaum and Khandelwal (2016) to shed light on why the separation between the trade
and the demand blocks we propose is particularly useful. In particular, as we show next,
because of free mobility of labor across sectors, and because the changes in productivity
a ect only the agricultural sector, by assumption, income in terms of the outside good is
constant. Hence, changes in utility from the productivity in the food sector come from the
changes the relative price of food alone.

3.3.1 Climate change through the lens of the Model

The averagepotential productivity of the food-producing sectors is de ned to be *
E[Z*(!)]. Because the draws for eacH 2 [0;1] comes from a Frectet distribution, this
average productivity relates to T according to the formula

h i«

TX= X X (3.17)
where X is a time-invariant constant common to all locations’. In what follows, we will
assume that climate change a ectsTX, by looking at ¥, which we can read from the GAEZ
dataset.

Let Vi V(P ij;yi) be the indirect utility of an individual with income vy; in
a location j, where prices arerC and ij. Notice that because the outside good is the
numeraire, its prices do not appear in the indirect utility. Taking the log of V;; and its
total derivative with respect to log prices and log income, we have:

0, = X @og(Vi; ) px . @og(Vij)

@ogPX "' @ogy b (3.18)

x2X

R1
0

"This constant is equal to L . (u) is the Gamma function, given by

u> 0.

x" le Xdx, for
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where we use the conventiorz”™ dlog(z) representing the log change in a variablez. Let
EVi; be the equivalent variation associated with the prices changes as the proportional
change in income, at pre-shock prices, which would generate the same change in utility as
the total derivative above:
0y = 2y (3.19)

Here, EV;; is the variation in income that would be necessary to achieve the same variation
in utility that would have happened from the variation in prices and income above, that is
0, .

We recover the following formula for the Equivalent Variation using Roy's Identity,
while noticing that 4; = 0 since in our setting, due to the free mobility of labor across

sectors and the assumption thatZ® is not a ected by Climate Change, income is constang:
X
EVij = s P (3.20)
x2X
where si’§j is the expenditure share on good with income i at location j, at the pre-shock
prices. The interpretation of EVj; is the consumer's willingness to pay to avoid the price
changes.

The prices changeslbjx for each x happen due to changes in the productivity in each
crop, in each location. Through the lens of our model, we map climate change into a change
in the parameter ¥, implemented as a change the parametef¥, per equation (3.17). In
particular, we have

X @og(P})
px = 1 7 px 3.2
b, @og( ¥) 821
Using (3.14), (3.17), and (3.15) we have
@og(P*)
Gog( ) - (3.22)

So that the change in the price of basket of typex in location j relates to changes in the

average productivity in location ~ according to the trade share, JX . Using this result in

2
(3.20), we recover X X

EVij = 8 b (3.23)
x2X T2L

81t is straightforward to relax this assumption.
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Equation (3.23) shows that the equivalent variation depends on the components. First,
it depends on the expenditure share on typex under incomei and location j , si)jj . This
information is recoverable from the data, by means of exploit the latest consumer expen-
diture survey, provided a classi cation for what should be in each basketx. The second
component is the trade-share between location and all other suppliers locations”, given
the the type x, which is JX . This component is not observed directly in the intra-national
data, and one needs to estimate it. Finally, the last component is the proportional change
in the averagepotential productivity, b¥.

Next, we show how we perturb the model in order to recover the estimate for JX . The
key idea is to introduce a transitory weather shock that is observed in the data and can be
useful to backout these estimates, provided the structure of the model and the available

data.

3.4 Recovering the Trade Frictions

Our main goal in this section is to estimate the trade shares, which are not directly
observed in the data. In order to do so, we introduce a transitory component to agriculture
productivity that depends on the realization of a weather shock.

Weather Shocks. At each period, a weather shock realizes, which we denote bly
fh-g,, where a location” receivesh-. As we explain below, these weather shocks a ect
the productivity of food-producing sectors, a ecting their production costs. For simplicity,
we assume that these heat shocks do not a ect the productivity of the outside sector. In
what follows, we suppressh- from the notation to limit notation clutter.

In this perturbed environment, there are two terms that de ne the productivity of the
food-producing sectors. The rst is a permanent productivity that follows the structure of
Eaton and Kortum (2002), while the second term captures the transitory e ects of heat in
the productivity of crops.

We denote by Z*(! ) the permanent productivity of variety ( x;! ) at location *, which
we refer to as \EK term" above. The second term accounts for how the weather realizations
a ect productivity temporarily, and we denote it by G*(h-). We emphasize that the rst
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term is time-invariant and the second is stochastic. The \e ective e ciency" Z¥(!) is then

ZX0)= 2y E (3.24)

EK term Weather Shock

Di erent realizations of the weather variable h- map into di erent levels of \e ective pro-
ductivity". These e ects are invariant to the location | there is no subscript " in the
function G*( )| but we allow food types to have di erent sensitivities to heat. The uni-
tary cost of production variety ( x;! ) is given by

W‘
G*(h-)
From the expressions above for the prices and trade shares, Equations (3.14) and (3.15),

X

W (3.25)

the key change is the replacement ofv: by wX:

X
X I X T\X W?( X\
X X (X X X X X I
P = T2 (w" ) and T A
2L T (w J';‘)
“2L

(3.26)

X

The log linearity of the price of the basket and the trade shares allows us to derive
link between the incidence of heat and changes in prices. We exploit this link to recover
estimates of these trade frictions.

3.4.1 From Heat Shocks to Prices Changes

In this section, we show how we recover estimates of trade costs for each type of food
good. First, we develop the results that we need in order to run the structural regression.

For a type x of food, the model implies a close relationship between logarithmic changes
in price and the occurrence of heat inevery location. In the model, heat reduces the
productivity of each sector, e ectively increasing the unitary cost of production: more
labor is required to produce one unit of output. Then, because the locations trade among
themselves, the higher production cost inone location translates into higher bundle cost
in all other locations, with the relative importance given by the trade shares. Next, we

formalize this intuition.
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Consider a locationj of interest and a location ™ that receives a heat shock. The price
at the location j increases with an increase in the cost of production at the location

according to
@og(P) _
@og(w)  *

Equation (3.27) shows that the elasticity of the price index atj with respect to production

(3.27)

costs at location’ is given by the expenditure share of locatiorj from location . Intuitively,
location j is more exposed to shocks at with the higher importance of * as a supplier. This
production cost increases with the realization of heat. By our formulation, this implies

@og(W) _  @og(G*(h))
o oF (3.28)

This delivers a single semi-elasticity that is one output of our estimation procedure. Notice

that we assume, for simplicity, that * is homogeneous between locations. This is an
identi cation assumption. Putting all together, we recover

@OQ(PJ'X) @Og(PjX) @og (W)
@h @og(w) @h

= X X (3.29)

The logarithm increase in the cost of a basketx in a location j goes up with a shock
realized at location ™ with two components. The rst is how much location j is exposed to
shocks in” through trade, . multiplied by how much the production cost in " increases
upon the realization of heat, at the margin.

This gives the price change up to a rst-order approximation, with \one unit" of the
h-. In reality, shocks would a ect each region. To take all this into account, we take the
total derivative of the price with respect to heat shocks in each location and sum it across

all locations.

log( P}*) X o h (3.30)
=1
In our approach is then to use variation from observed price changes and heat shock
realizations to infer the trade shares JX . The key idea is to use the structure of these
trade shares in the model, together with observables in the data to recover the trade costs,
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allowing us to retrieve the missing shares. Toward this goal, we next describe the data we
use.

3.4.2 \Weather Data

Our weather satellite data is extracted from Copernicus Climate Change Service (2019)
for the 1950-2021 period. We use the hourly average land temperature at the raster level
of 0.1 by 0.1° We calculate the number of days of exposure to temperatures above
30 C/86 F at the quarterly level. We convert the raster-level exposure data to the munic-
ipal level by computing the municipal average exposure over the rasters contained in the
municipal boundary. Ultimately, we calculate the weighted state-level average of exposure,
weighting municipalities by the average annual value of municipal crop production from
1999 to 2021. The crop production data comes from the Systematic Survey of Agricultural
Production collected by IBGE, which we describe in more detail in the Appendix B.1.2.

We choose 30C as our temperature threshold, given the adverse e ects that tem-
peratures above this threshold have on crop yields, as well documented in Schlenker and
Roberts (2009). They nd non-linear e ects of exposure to high temperatures on maize,
cotton, and soybean yields. We validate this choice for the temperature threshold. As
documenting the link between heat exposure and crop yields is not entirely novel in the
literature, we include them in the Appendix B.1.2. Our analysis shows a contraction in
crop yields after exposure to temperatures above 3@ in the crop growing season. The
estimates are statistically signi cant and economically relevant. After controlling for state-
year factors, the semi-elasticity is around 0:4% for rice, 0:6% for soybeans, and %
for beans.

3.4.3 Consumer Price Index Data

We use data from the o cial Consumer Price Index (CPI) in Brazil, taken from
IBGE '°. The most detailed data are available at the \sub-item" level (e.g., banana, bus
fare, t-shirt) at the monthly frequency, which aggregates into baskets called \items" (e.g.,

®Equivalent to 11 by 11kms, or 6.5 by 6.5 miles. Owing to the curvature of the earth, the area covered

in the grids increases as we approach the equator line.
1n Portuguese, it is the IPCA |  Indice de Precos ao Consumidor Amplo.

66



fruits, public transportation, youths apparel), and further aggregates named \groups"(e.g.,
food and beverages, transportation, apparel). Nationwide, IBGE tracks a basket of sub-
item prices, mimicking the average consumption basket of a family with income ranging
from 1 to 40 minimum wages and living in urban areas®.

The raw microdata consists of a panel of locations and price changes at sub-item, item,
and group levels, together with the monthly weights. Our sample starts in August 1999, a
date that we chose given the history of hyperin ation before 1994 and the pegged exchange
rate from mid-1994 until early 1999. The last observation date is December 2023. The
panel is unbalanced, with 11 locations at the beginning of the sample and 16 at the end of
the sample. A location is either a metro area or a municipality (state capital), and there
is at most one location per state. More details in these locations, and their relevance are
relegated to Appendix B.1.3.

The price levels are not directly available, so we construct price indices. For each
location, we use the raw microdata to construct the price level for a variety of baskets. For
a given basket, we renormalize the weights of the sub-items that are part of the basket so
that they sum up to one hundred and compute the weighted average in ation. Then, we
recover the price index for each basket by compounding its in ation over time. We refer
to appendix B.1.3 for further details on the CPI data and the steps taken to recover the
price levels.

We borrow a tradability classi cation from the Brazilian Central Bank (BCB) in order
to construct low-trade-cost and high-trade-cost food baskets. The BCB calls goods \trad-
able" and \non-tradable", respectively. In the classi cation, \non-tradable" is not literal :
these are goods and services that are produced and consumed primarily domestically, with
a minor role played by international trade. Examples of \Tradable Food" are soybean, rice,
wheat, sugar, and their derivatives, while beans and fresh food such as tomatoes, lettuce,
and kale are examples of \Non-tradable Food". We refer to appendix B.1.4 for further
details on the BCB classi cation. In order to avoid any confusion, we call the \tradable"
basket as low-trade-cost \LTC" and the \non-tradable" as HTC.

1 This income range covers around 90% of the families in the latest Consumer Expenditure Survey, from
2017-2018. The national minimum wage in 2018 was Rb 954. The average commercial exchange rate against
the U.S. dollar fr 2018 was approximately R $ 3,65 per US$, so the minimum wage was approximately US$
260 in 2018.
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3.4.4 Structure for the Trade Shares

We use the functional form for the trade shares shares from Equation (3.15) in a
non-linear estimation approach. Speci cally, we estimate the parametersT*], wages ],
and a parameter *, while imposing a functional form on trade frictions [ ] based on
observables. We then maximize the t of the model by aligning it with this structure.

For the trade cost functional form JX , we adopt a straightforward approach, using
driving time between state capitals with a constant elasticity. A non-linear least squares
method allows us to estimate the elasticity * separately for each food type.

The following sections outline the data sources and processing methods used to con-

struct the trade shares

Technology Level TX

The State of Technology parameterTX relates to the averagepotential productivity
of a location * for type x, as Equation (3.17) highlights. It is important to note that
this Equation does not allow us to identify the parameter * separately. This is a common
feature in the trade models, where some parameters cannot be separately identi ed. Hence,
we take a value from the literature, in particular Astorga-Rojas (2024) and Albert et al.
(2024).

The GAEZ data come in raster form for 53 crops, for the historical crop yields for
the period of 1981-2010. The unit of measurement is kilograms per hectare. For each
of the these 53 crops, we calculate the potential yield at the state level. There are two
adjustments that we need to perform with these data so that we can arrive at an estimate
for TX.

First, since our model considers labor as the sole production factor, we must translate
land productivity into labor productivity. To accomplish this, we rely on data from Brazil's
most recent agricultural census, which took place in 2017. We utilize the national average
for input requirements per crop, which indicates the number of workers employed per
unit of land. Two fundamental assumptions underpin this approach. Firstly, a Leontief
production function is employed, implying a xed ratio between land and workers across
di erent locations. This ratio varies based on the crop: some crops require more land,
while others demand more labor. Secondly, it is assumed that land is relatively abundant,
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implying that production is contingent on labor allocation rather than the land's quantity.

The subsequent adjustment involves incorporating averaging. This step is crucial as
the units after the initial adjustment, and even before, do not align across di erent crops,
resulting in kilograms per worker. By converting land productivity into worker produc-
tivity measured in kilograms, we address the issue by multiplying labor productivity by
the historical average price per crop at the national level. Consequently, we map ¥ to
the revenue productivity within the dataset. The source of the crop price data is the
Systematic Survey of Agricultural Production (SSAP)'?. We used the ratio between the
total production value divided by the total production quantity at the national level per
year from 2002 to 20233. Then, we take the average over the years. The use of national
price is intended to mitigate the issue of the state price incorporating the trade frictions
themselves, as the local price in isolated places tends to be higher.

For the second adjustment, we aligned the FAOpotential crop yields with those moni-
tored by the SSAP. Altogether, there are 29 crops that were mapped between these datasets.
These 29 crops are categorized as either low-trade-cost or high-trade-cost based on their
names' correspondence with CPI food items. Speci cally, 17 crops fall under LTC, while
12 are designated as HTC. These matched crops represent on average, across time, 90 per-
cent of all crop production value and 95 percent of land utilization nationwide. Appendix
B.1.5 contains a complete list of these crops, along with further details on these adjustment
factors.

Finally, since the trade share in Equation (3.15) is homogeneous of degree 0 in the
vector of productivities, we choose the state of Sao Paulo as a reference and normalize the
other states T* as a ratio of the level of Sao Paulo. The resulting measure for* for each
food type is show in Appendix B.1.5.

Wage level w!

We borrow wages from the Continuous National Household Sample Survé$ conducted
by the IBGE. This is a household survey that started in 2012 and is ongoing. The data is

2|n Portuguese, \Levantamento Sisteratico da Prodiwcao Agrcola”.
1 The records for 2001 and before of the prices were measured as local currency per unit or bunch for

some crops, especially fruits.
4PNAD Contnua, in Portuguese
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released at the state level at a quarterly frequency.

We make two decisions. First, similarly to the parameters TX, the trade share is
Equation (3.15), it is homogeneous to zero degree in the wages vector. Hence, we work
again with Sao Paulo as a reference state: the wage cost normalized to 1 and fed into the
estimation procedure the relative wage of all states to the level in Sao Paulo.

Furthermore, given that the temporal coverage is less than half of that provided by the
CPI data, utilizing the time series of relative wages would result in a loss of approximately
half of our sample size. To address this limitation, we opt to use a singular representative
value for the wage in each state. Speci cally, we compute the varying ratios of relative
wages compared to Sao Paulo and subsequently determine the average of this time series.

Through the lens of our model, one might interpret this strategy as follows: we take a
rst-order approximation of this trade shares with respect to w¥* around a zero heat shock
position h = 0 and let xed e ects and the residuals soak the approximation error. If this
relative rate shows any particular seasonal pattern, the state-season xed e ects that we
include in the regression would capture such a pattern. The series we use is the average
usually received wage in all occupations. For our purposes, this serves as a proxy fae.

There are two main implications resulting from taking this approach. First, since the
wage is constant, it follows that the trade shares are constant - the state of technology,
trade frictions, and the parameter * are assumed to be invariant in this stage. In reality,
these trade shares probably uctuate, but these are all unobserved uctuations. Second,
the wage level that we input into the estimation procedure is the same regardless of the
type of food. The values for the wage we use for each state can be found here in Appendix
B.1.5.

Trade Elasticity X

There is great variability in the estimates of trade elasticity in the empirical appli-
cations of trade models. As discussed above, we borrow the trade elasticity parameter
X from Astorga-Rojas (2024). The author leverages the construction of Brasilia and the
project to connect the newly created national capital city to other state capitals as a nat-
ural experiment. Using archival data with state-to-state trade ows from 1942 to 1949
and 1968 to 1974; the author recovers an estimate for the trade elasticity from a gravity
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equation using the construction plan for roads connecting Brasilia to other state capitals
as an instrument. The value he nds is * = 3:39. The value is the same used in Albert
et al. (2024) and within the range proposed in the literature. Notice that we use the same
trade elasticity for both types of food.

Pellegrina (2022) relies on archival data from Brazil together with the price of agri-
cultural goods nds a trade elasticity * around 3.90 for perishable agricultural products
(vegetables and fruits), and * around 5.1 and 5.6 for cereals (rice, soybeans, corn, and
wheat) and other non-perishable agricultural products, respectively. The value we use,

X = 3:39, is within the range proposed in Simonovska and Waugh (2014) and similar to
the value of 4 commonly assumed when this parameter is not directly estimated. Ramondo
et al. (2016) uses a value of 4 when studying domestic frictions in the US.

Trade Frictions Speci cation

We need to discipline one matrix of trade costs per type of food, totaling values of
parameters 27 27 2. Given the assumed full integration within each state (j’;‘j =1), we
impose symmetry ([ = %) of the trade costs reduces the number of parameters. The
lack of trade data within subparts of a nation is common (Ramondo et al., 2016; Pellegrina,
2022; Sotelo, 2020). Approximately two thirds of the cargo in Brazil is conducted by trucks
via roads (World Bank, 2022), we impose that these trade costs are a function of the driving
time between state capitals.

Precisely, the functional form that we use is
8
<0 ifj ="
log( )= (3.31)
© Xlog(di) ifj 6"
The variable variable d;; 0 is a measure of distance between the capital of statgsand ".
As we explained in the model, we set;- =1 wheneverj = ". For all the other cases, the
distance is non-zero, and we assume that the trade frictionf} exhibits a constant elasticity
with respect to the measure of the distance. We allow this elasticity to be di erent for the
two types of food goods, low-trade-cost and high-trade-cost.
We measure the distanced;- by the driving time, in hours, from the capitals of j and
. We collect this information from Open Street Maps in July 2024. Similarly, Pellegrina
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(2022) uses Google Maps data for the driving time for some of his estimation. The infor-
mation contains the driving distance in kilometers and the driving time in hours - which
allows us to compute the average speed, measured in kilometers per hour. Since there is
substantial heterogeneity in the average speed between locations, we interpret this as a
sign of heterogeneous road quality across the nation.

Table 3.1: Descriptive statistics for alternative measures of Driving Distance

Measure Origin Capital N Mean SD Min p25 p50 p75 Max
All 702 2619 1443 112 1534 2430 3597 6702
. . Manaus 26 4050 1403 754 3420 4392 4988 6020
Driving Distance, km
Sao Paulo 26 2152 1220 408 956 2309 2935 4653
Porto Alegre 26 2975 1312 473 1884 3427 4000 5236
All 702 38 22 2 21 34 53 100
. ) Manaus 26 65 20 13 56 68 77 90
Driving Time, hours
Sao Paulo 26 30 19 6 13 30 39 73
Porto Alegre 26 41 19 6 26 45 53 81
All 702 70 6 52 66 71 75 82
Manaus 26 62 4 52 60 62 65 67
Average Speed, km/hour
Sao Paulo 26 73 5 63 69 74 77 81
Porto Alegre 26 74 4 65 70 75 77 78

Notes: The table displays the statistics for driving distance, driving time and average speed
between all pairs of state capitals in Brazil. There are 27 states, with 702 (27  26) unique

pairs of origin-destinations. Swapping the order of origin and destination within the pair might
lead to di erent estimates for the three variables shown in the table. The reason is that the
exact route might not be two-ways all along. The di erences are usually smaller than 1%,

considering absolute deviation from the mid-point. Manaus is the capital of Amazonas, in the
Norte Region in the Amazon. Sao Paulo is the capital of Sao Paulo and Porto Alegre is the
capital of Rio Grande do Sul, the state most to the South. Data is from Open Street Maps,

collected in July 2024. p25 stands for the percentile 25% in the distribution, while p75 stands

for the percentile 75%.

Table 3.1 shows some descriptive statistics for all unique origin-destination pairs of
state capitals (\All"), and some selected capitals. Brazil is a large country, so driving
distance measured in kilometers between state capitals go as high as 6700 km. The median
travel time is 34 hours, spamming from 2 to 100 hours. There is substantial dispersion
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in road quality, proxied by the average speed: the interquantile interval for the average
speed is 9 km, from 75km/h to 66km/h, while the range of this variable is from 52km/h
to 82km/h.

To further illustrate the dispersion in road quality and remoteness, we include three
state capitals in Table 3.1 for reference. We choose Manuas, the state capital of Amazonas,
to be a representative location of a reasonably dense location that is somewhat far from
other state capitals. Manaus is situated in the center of the Amazon rainforest, an area
that remains fairly secluded, with road travel speeds being quite modest. The median
driving time from Manaus to other capitals is 68 hours, with the median speed being 62
km. It is not only about how distant Manaus is, but how di cult or costly, in time, to get
there.

We added two other capitals for easing the comparison. Sao Paulo, the capital of the
homonymous state, is the richest capital and amounts to the most populated capital. The
median and average driving time is 30 hours, with a median speed of 74 km/hour. Porto
Alegre is the state capital of Rio Grande do Sul, the state that is most to the south. Almost
by construction, Porto Alegre is \far" from many states, specially the ones from the North
and Northeast. This pattern can be seen from the driving distances and driving times,
that are o set relatively to Sao Paulo, that is somewhat more central. It is somewhat
remarkable that the average speed departing from Sao Paulo or from Porto Alegre are very
much lined up.

Having gotten a sense of these di erences in the driving time, we next describe the
estimating regression that we run to recover the trade costs.

Estimating Equation and Results

We are now in place to implement our specication, as in (3.30). The estimating
regression is
X
|n(pft) |n(pj)§t D= ]X Heat; + t+ s+ ji (3.32)
1
The dependent variable is the log change in prices for a basket in a location j between
periodt andt 1. The baskets that we consider are the low-trade-cost and the high-trade-
cost food, from the CPI data. The independent variable is a weighted average of the heat
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across all states, with the weights given by the trade shares between the reference stgte
and all others, indexed by". The heat; variable is the number of hours, measured in days,
state © was exposed to the temperature of 30C during quarter t. We run the regression
at the quarterly frequency.

Because there is variation in the price data that are non-necessarily related to the
realizations of heat, we further include two types of xed e ects. First,  is the quarterly
date xed e ect. This term captures forces that push in ation up and down in all locations
regardless of the heat shocks, such as the business cycle or the nominal interest rate. In
addition, we also have a xed e ect interacting with location and season, namely 5. In
Brazil, the seasons are summer, fall, winter, and spring from quarter one to four of the
calendar year. These dummies are meant to capture seasonal patterns that are specic
to each location. Because Brazil is very vast across the latitudes and relatively to the
east coast, there is substantial heterogeneity in the seasonal patterns of heat | and hence
prices. For example, locations in the North and Northeast are closer to the Equator line
and then to be relatively warmer.

The multiplying coecient  * is an outcome of the procedure. This is the semi-
elasticity of the yields in a given location with respect to the heat that is realized at that
location, as in Equation (3.29). We rst discuss the results regarding *, later focusing on
the discussion for *.

Table 3.2 shows the results from the non-linear least square estimate of Equation (3.32).
For goods classi ed as low-trade-cost, the elasticity of the trade friction with respect to the
driving time is about 0:30, while this elasticity is around 0:56 for the high-trade-cost food
goods. We bootstrapped the con dence interval for this elasticity using 300 repetitions,
with 95% of the sample clustered at the state level. The coe cients are statistically di erent
from zero and each other.
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Table 3.2: Regression (3.32), estimated by Nonlinear Least Squares

LTC Food Goods HTC Food Goods

log(d;> ), * 0.303*** 0.561***
(0.053) (0.083)

Observations 1,211 1,211

R-squared 0.89 0.82

States 16 16

Fixed E ects :

Quarterly Date X X
State-Season X X

Note: Bootstrapped standard errors clustered at
State level. We performed 300 repetitions, with 95%
of the sample for each state. Signi cance levels: p <

*k%k l%

By construction, these elasticities get the dynamics of both price and heat shocks from
the data as close as possible to the ones that the model implies. We now o er some heuristic
explanations on why the ordering of these elasticity turns out to be consistent with the
ordering low-versus-high trade cost in the classi cation.

Heat shocks are naturally spatially correlated. Panel (a) of Figure 3.1 shows the
correlation of heat shocks between pairs of states plotted against the driving time between
their capitals. Nearby states, with shorter driving times, experience similar shocks, leading
to high correlations.

Panel (b) of Figure 3.1 reveals a less intuitive pattern: nearby locations also exhibit
closely related in ation dynamics, with correlations decreasing as driving time increases.
Unlike heat shocks, in ation correlations remain above 0.50 even for distant locations. This
persistence re ects other nationwide drivers of in ation, such as monetary policy and the
business cyclé’.

A notable feature in Panel (b) is that the decline in in ation correlation is sharper for
high-trade-cost (HTC) food goods!® Due to higher trade costs, states are more likely to

15 Although not depicted in the gure, components that are entirely immobile, such as \food away from

home," exhibit an average correlation of 0.30, which remains constant regardless of driving time.
18 This pattern is supported by regression analysis showing statistically di erent slopes for high- and
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Figure 3.1: Spatial Correlations of Heat and In ation

(a) Heat shocks (b) In ation of Food Goods

Note: For both panels, the horizontal axis is the driving time between the pair of state capitals,

in log scale. Panel (a) shows the spatial correlation of the heat shocks. The vertical axis is the
correlation across the time series of these heat shocks for each pair of states. Panel (b) shows
the correlation of food good in ation for each pair of states, by tradability classi cation. Here

Iij log(P*) log(P{ 1). In yellow, we have the low-trade-cost food goods, while in green we
have the high-trade-cost goods.
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source HTC goods from nearby states, making local in ation more sensitive to local con-

ditions. Since heat shock correlations drop o quickly with distance, in ation correlations

for HTC goods decline faster than for low-trade-cost goods. Thus, the higher elasticity
X for HTC goods aligns with the observed correlation patterns of both heat shocks and

in ation across the cross-section.

Table 3.3: Outcome for regression (3.32) under alternative regressors

Dependent variable: 100 (log(pf; ) log(pf 1))

LTC Food HTC Food LTC Food HTC Food

(1) (2) (3) (4)
Heaty; 0.049*** 0.104*
(0.017) (0.058)
P L X . X Kk *
‘1 j Heaty ; 0.113 0.120
(0.039) (0.066)
Observations 1,211 1,211 1,211 1,211
R-squared 0.89 0.82 0.89 0.82
States 16 16 16 16
Fixed E ects :
Quarterly Date X X X X
State-Season X X X X

Note: Robust Driscroll-Kraay standard errors. Signi cance levels:
p < ** 1%, ** 5%, * 10%. Columns (1) and (2) show the result of
the regression in (3.32) by imposing }; =1, that is including only
the own shock to state j. Columns (3) and (4) exhibit the results for
the weighted average of the heat shocks and with the estimation
conducted by NLS.

A notable feature in Table 3.3 is the change in estimated coe cients when comparing
regressions using only own-state shocks versus those including shocks from all states. Since
states trade with one another, heat shocks a ecting sourcing states in uence the price
dynamics of destination states. By considering only the own-state shock, relevant variables
are omitted, leading to biased coe cients in columns (1) and (2). Accounting for shocks

from all states, through the structure of the model for JX , € ectively incorporates these

low-trade-cost goods.
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variables under the assumption that * remains consistent across states.

The relationship between the coe cients under di erent speci cations also connects
to the elasticity estimate * for each food type. For high-trade-cost (HTC) goods, the
elasticity 9 is relatively high, resulting in low trade shares for states other than the own
state (" 6 j). Consequently, the coe cients in columns (2) and (4) are similar, re ecting
a near-autarky situation for HTC goods. In contrast, for low-trade-cost (LTC) goods, the
lower elasticity © leads to more interstate trade, with j‘fj deviating from unity. As a
result, including previously omitted variables causes a signi cant shift in the estimated
coe cients between columns (1) and (3). Interestingly, the resulting semi-elasticity of crop
yields to heat, *, remains consistent across both food types.

The heat elasticity *, detailed in Table 3.3, re ects short-term elasticity, measuring
the change in log yields from one additional day above 3QC in a quarter. It is not intended
to predict long-term productivity changes under climate change scenarios.

While * is not useful for counterfactual exercises, it validates the model by aligning
implied semi-elasticities of crop yields to heat shocks with estimates from crop production
data (Appendix B.1.2). Column (5) of Tables B.1, B.2, and B.3 report elasticities of
0.4%{0.6% for rice, soybeans, and beans, slightly higher than the 0.11% and 0.12% in
Table 3.3, columns (3) and (4). Dierences arise, for example, because crop production
data are annual, focusing on critical growth cycles, while regression (3.32) is quarterly and
averages sensitivity across crops and seasons.

3.5 Preferences and Model Fit

3.5.1 Utility Function

We employ a non-homothetic utility function, which aligns the income's share allocated
to food with observed data by depending on income. We use a Stone-Geary utility function
that involves a minimum level of food consumption ¢’ . Although the utility function
remains consistent across regions, disparities in the costs of these minimum levels create
state-speci c e ects. These are due to regional di erences in food prices, leading to uneven
minimum consumption costs. In addition, regional income variations in uence the relative
burden of these costs on households in di erent states.
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Ui )=@  Nlogc)+ "logc. ¢) (3.33)

where ¢?. is the consumption of the outside good,cif;\ is the food consumption andc’ is
the minimum consumption of good. The indices {; ) refer to incomei in location .

Food is a composite of low- and high-trade-cost food CES aggregators. We assume for
now that this composite is a Cobb-Douglas function, as follows:

d. = Clog(ct)+ 9log(cl) (3.34)
C is the consumption of the low-trade-cost food composite and:ﬁ\ is the high-trade-cost
food compaosite, with incomei in location *. This formulation allows us to write the price
of food in location ~ as a function of the price of each type-speci ¢ basket:

C

pe P\q
c q

q

pl = (3.35)

Notice that the income level does not appear in this price: regardless of income, the
price of food depends on the location where it is consumed. However, due to the non-
homotheticity of the utility function, households with di erentincomes in the same location
will face distinct burdens to pay for the oor consumption of food. Precisely, the food
expenditure share is given by

So= fe@ 0 P‘ff:f (3.36)
1423

The term -~ captures the subsistence share: the share of income required to pay the oor
consumption of food. Given the Cobb-Douglas aggregator for the food composite, the food
expenditure share for each type is given by

S = s x2fc, g (3.37)

x f
i;

Income. For the household in groupi living in location °, its income is simply their
e ective hours supply, e, times the wage prevailing at that location, w-. Because of free
mobility across sectors, the wage is pinned down by the productivity in the outside sector,
w- = Z°: The incomey;: = e-w- = g~ Z°.
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3.5.2 Calibrating the Parameters

In our setting, since markets are competitive, prices are given by the marginal cost
of production. Per equation (3.14), the prices of the basketsx are pinned down by State
of Technology, T, the wagesw* and the trade frictions between locations, j*. Because
labor is fully mobile across the sectors, as in Costinot et al. (2016), the productivity of the
outside sectorZ® determines the labor cost in each state. As in Eaton and Kortum (2002),
the income is hence exogenously given by the e ective labor hours and the productivity
Z°. The key implication is a separation between price determination and the demand side.

In contrast, the preference parameters and the income pin down the expenditure shares,
for each household in each location. Given that the wage rate is governed by the produc-
tivity of the outside sector, Z°, introducing income heterogeneity is straightforward. We
take the route of allowing households in each location to have heterogeneous endowments
of e ective labor hours. Facing the same hourly wage, the di erences in e ective labor
hours generate mechanically income heterogeneity. Given the income for each household
in each location, our goal is to calibrate the preference parameters to match the food ex-
penditure shares as closely as possible, taking as given the production structure and the
implied prices. In our setting, we need to assign values for 6 parameters, two that are
general ( f;c), and one pair for each type of food (*; *) for x 2 f ¢; qg. Next, we discuss
the role of each of these parameters.

First, ' approximates the food expenditure share as the subsistence ratio;- gets
close to 0. Hence, this parameter is disciplined mostly by the behavior of the food ex-
penditure share for the highest income decile. Conversely, when;- increases, so does
the food expenditure share. Hence, the food expenditure share of the lowest-income decile
disciplines the choice ofc, which drives .- .

For the parameters of each food type, we set © = 9 = 0:5, based on average food
expenditure shares. The CPI data includes both goods and services, such as \Food away
from home," which falls under food services. In the BCB basket, the \tradable" (low-
trade-cost) basket consists only of goods, while the \non-tradable" (high-trade-cost) basket
includes both goods and services. Historically, the tradable basket accounts for around 50%
of the food category in the CPI. Within the non-tradable basket, the representative family
tracked by the o cial CPI (IPCA) allocates approximately 40% to goods and 60% to
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services. Since our model does not explicitly include food services, we incorporate the
entire non-tradable basket into the high-trade-cost category:’

For the remaining parameters, we set © = 3 and 9 = 3. In our model, these pa-
rameters in uence the price level, as shown in equation (3.14) through *.18 A higher X,
provided the condition * < 1+ X is met, results in a lower price level. As long as this
constraint is satis ed, the specic values of ¢ and 9 are not critical, as they primarily
serve to rescale the productivity vectorsTX.

We want to estimate the parameters ( f;c’). Our goal is, given prices and income,
pick ( f;c") to describe the food expenditure shares as best as possible. Concretely, the

estimated parameters solve
) X X 2#
(\;c) 2 argmin o Sl ghmodel Ty
O
where we weighted the deviations by the population shares in income decilein state °,

i . As explained earlier, the income brackets are de ned at the national level, so the
within state population is not necessarily even across. In addition, the average income
for each bracketi is not even across the states. We use this heterogeneity to discipline the
e ective hours, e as follows: together with the level ofZ?, we calibrate e to match the
income level for each bracket at each state, according tgi; = e; Zp.

Our data for the expenditure shares come from the latest Consumer Expenditure
Survey'®, conducted between 2017 and 2018. The coverage for the survey is national, and
the unit of aggregation is the household level. In total, 57 920 households were interviewed,
aiming to be representative of 69 017 704 households nationwide. The average family size
is 3.00 persons per household.

From the microdata, we recover three estimates that are useful for our purposes: (i)
the population distribution, measured by the number of households in each state; (ii) the
income distribution at each state; (iii) the food expenditure shares at each state given an

income bracket. Leti denote an income decile and denote a state. We take the income

171t we only considered food goods, excluding services, the shares would be © =0:70 and 9 = 0:30.
18As in Eaton and Kortum (2002), these parameters must satisfy * < 1+ * to ensure that basket

prices are well-de ned.
1 pesquisa de Ocamentos Familiares, POF, in Portuguese. The two other more recent versions are from

2008-2009 and 2002-2003.
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distribution at the national level and de ne brackets based on their deciles. Then, we take
the microdata conditional for each state and recover the number of families within the
brackets, together with their average income within the bracket. This process retrieves a
matrix ;- with the share of families living in state = with income decilei, relative to the
number of families across the country, together with a matrix Y;- with the average income
under bracketi in state *. We sum all expenditures and income for a given pairi{") and
take their ratio to recover the expenditure shares on a particular good type.

Calibration and Fit. The outcome of our estimation is = 0:1694, ¢ = 0:0321.
The calibration approach mechanically gives more weight to the t for states that have

relatively more households, because;- for such states is higher. One alternative weighting
scheme for this loss function is to attribute the same weight for the states, by setting an
alternative weight that give the same weight for each bin ;") in the loss function. The

resulting parameters are qualitatively and quantitatively alike.
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Figure 3.2: Food Expenditure Share Across the Income Distribution

Notes: The gure shows the relationship between food expenditure shares and
income deciles, comparing the model's predictions (blue solid line) with the actual
data (red dashed line). The y-axis represents the percentage of total expenditure
allocated to food, while the x-axis corresponds to income deciles, from the lowest
(1st decile) to the highest (10th decile).

The model t, with the food expenditure share at the national level, is shown in Figure
3.2. Figure illustrates the relationship between food expenditure shares and income deciles,
comparing model predictions with actual data. The y-axis represents the percentage of total
expenditure allocated to food, while the x-axis displays income deciles, ranging from the
lowest (1st decile) to the highest (10th decile). As income increases, the food expenditure

share tends to decline, in the data and in the model. In the model, the decline is tied

to the decrease in ,f as increase increase. This variable captures the cost of the oor
consumption of food relative to total income. The severity of this cost depends on the
state, as the price of food is dispersed across space due to the trade frictions.

The model provides a close t to the actual data, particularly in the lower and middle-
income deciles, where the predicted and observed shares are closely aligned. However,

there is a slight divergence in the higher income deciles, where the model underestimates
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Table 3.4: Model parameters under the benchmark calibration

Parameter Value Source
Productivity
T*  State of Technology I Average potential productivity, section 3.4.4
Z° Outside Good Productivity [Vl Household labor survey, section 3.4.4
Trade
JX Trade Frictions [2Z] Speci cation in Equation 3.31
¢ Trade cost elasticity, LTC 0.30 Regression of price on heat shocks, section 3.4.4
9  Trade cost elasticity, HTC 0.56 Regression of price on heat shocks, section 3.4.4
X Trade elasticity for LTC and HTC 3.39 Literature, section 3.4.4
Preferences
f Food weight in utility function 0.16 Joint estimation for ( ;c’), section 3.5.2
¢ Minimum consumption of food 0.03  Joint estimation for ( f;c), section 3.5.2
¢ Elasticity of Substitution across LTC food 3.00 Normalization of Price level, section 3.5.2
a Elasticity of Substitution across HTC food 3.00 Normalization of Price level, section 3.5.2
¢ LTC expenditure share within food 0.50 Consumer Prince Index basket, section 3.5.2
4  HTC expenditure share within food 0.50 Consumer Prince Index basket, section 3.5.2

Distributions: Population and Income
i~ Population shares under income in location * (2] Consumer Expenditure Survey, section 3.5.2
Yi~ Income level for location kl Consumer Expenditure Survey, section 3.5.2

Notes: [y] refers to either a vector of values, while ] refers to a matrix of values.

the share of expenditure on food compared to the observed data. Table 3.4 summarizes all
the parameters for the calibration of the baseline, using the benchmark calibration.
3.6 Counterfactuals

With the baseline parameters established for the model, we proceed to outline the two
counterfactual analyses we conduct. The rst analysis explores how climate change impacts
di erent regions and varies across income levels, focusing on changes in food prices. To
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assess this, we employed GAEZ projections under di erent scenarios for potential produc-
tivity concerning each food type x. The second analysis examines how enhancing trans-
portation infrastructure in Brazil might reduce the negative impacts of climate change by
decreasing trade expenses.

3.6.1 Climate Change

In order to shed light on the main ingredients for our counterfactuals, we rewrite the
equivalent variation formula, as in equation (3.23):

X X
EVij = s i b
x2X “2L

In our model, we derive si’jj and JX , and use X directly from the data. Alternatively,

the expenditure sharess{§j can also be extracted directly from the Consumer Expenditure
Survey microdata, o ering more precise estimates by closely matching the actual dat&°
We determine the percentage change ¥ by using the same methodology for calculating
trade shares and determiningTX, as detailed in subsection 3.4.4.

Our initial parameters include values for ¥, which we convert into values for T*. To
determine the counterfactual value for these terms, we conduct the same procedures used
to estimate TX in the baseline scenario, as outlined in section 3.4.4. The main distinction
is that we now incorporate FAO projections for the potential yield of each crop under
di erent Climate Change scenarios, replacing historical potential levels.

The procedure we undertake comprises the following steps. Initially, for each crop
and location, we consider a set of counterfactual potential productivities. We perform two
adjustments similar to those used to derive the metric ¥ in the historical baseline scenario.
First, land productivity is transformed into labor productivity using the input requirements
from the most recent agricultural census. Following this, labor productivity is converted
into a standardized unit by multiplying it by average historical prices. Ultimately, this
provides a measurement of units of local currency per worker. For both adjustments,
national averages are employed as a benchmark to minimize any interaction between trade
frictions and revenue productivity, which could occur if location-speci ¢ input requirements
and historical prices were used.

2\We are currently recovering exact shares from the microdata directly.
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In an alternative scenario, *°is de ned as the average of this revenue productivity,
serving as our measure for ¥. From the construction in equation (3.17), a corresponding
State of Technologies vector, represented byTX)? is derived to allow for the complete
re-computation of the model. This lets us compare the results with those of the rst-order
method. For the results of the rst-order approach, the logarithmic variations in ¥ are
used, which are determined by

A og( X9 log( ¥) (3.38)

Importantly, similar to the approach in Costinot et al. (2016), in which the productivity
of the outside sector is maintained constant, we assume that climate change does not
in uence productivity in the outside sector. If it did, an additional component would
appear in the equivalent variation formula, as shown in equation (3.23), to account for
changes in income. Although broadening the analysis within the model is straightforward,
addressing the measurement concerns about changes in non-agricultural productivity is
itself challenging, as noted in some strands of the literature (Bilal and Kanzig, 2024; Bilal
and Rossi-Hansberg, 2023; Cruz and Rossi-Hansberg, 2024). We proceed with a discussion
of the data relevant to these hypothetical climate change scenarios.

3.6.2 Climate Change Scenarios

The GAEZ dataset 0 ers numerous alternative forecasts for global crop potential pro-
ductivity under various scenarios, presented as rasters. To determine potential productiv-
ities per state, we convert the raster data to align with state boundaries, yielding area-
weighted potential productivity for each crop under each scenario, exactly as we did for
the baseline model.

Apart from the assumptions regarding input intensity and irrigation practices, each
scenario is characterized by three critical dimensions: the forecast timeline, the intensity
of greenhouse gases responsible for warming, and the model that translates greenhouse
gases concentration and other socioeconomic assumptions into temperature increases. We
employed the high-input (maximum yield assumption with modern machinery) and rain-fed
settings from the GAEZ portal. Costinot et al. (2016) uses this same high-input, rain-fed
setup based on an earlier version (v3) of the GAEZ dataset.
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Time Horizon. The rst dimension concerns the time horizon. The GAEZ data set
shows the historical potential productivity from 1981 to 2010°1. The alternative scenarios
present data for three 30-year periods, each with a point estimate. For these intervals |
2010-2040, 2041-2070, and 2071-2100 {| the reported crop potential yields are the simple
average across the series, subject to all settings except time.

Greenhouse Gas Concentration. The second dimension considers future greenhouse
gas concentrations under each scenario. Various assumptions correspond to distinep-
resentative Concentration Pathways (RCPs), as de ned by the Intergovernmental Panel
on Climate Change (IPCC) (Guterrez et al., 2021). These pathways are characterized by
their radiative forcing levels, expressed in W/n?. Four main trajectories include RCP 2.6,
4.5, 6.0, and 8.5. Generally, a lower value indicates a cooler Earth (less greenhouse forcing)
and demands more stringent mitigation e orts to maintain that scenario.

Climate Models. The GAEZ o ers crop potential yields derived from ve distinct cli-
mate models, integrating RCPs as input?. For our analysis, we utilized the average yield
from these models for each time frame (2040, 2070, 2100) and RCP (2.6, 4.5, 6.0, 8.5).
These averages are applied at the crop level to determine the counterfactual average pro-
ductivity, XC

Summary. There are 60 triplet assortments, composed of three time horizons, four RCPs,
and ve climate models. Initially, we x a time horizon and an RCP and then average
potential crop yields over the climate models, reducing combinations to 12. Due to higher
uncertainty in longer horizon estimates, our analysis concentrates on the 2040 time horizon
and the optimistic scenario (RCP 2.6) concerning greenhouse gas concentrations. The
choice for this Optimistic scenario is illustrative. Even for the lowest greenhouse gases
contraction, there is already wide variability in the changes in productivity.

212010 marks the most recent year of available historical data. The project compiles several data sources
to make these historical evaluations and forecasts, including temperature, precipitation, wind, and soil

characteristics.
2The models include GFDL-ESM2m, HadGEM2-ES, IPSL-CM5A-LR, MIROC-ESM-CHEM, and

NorESM1-M.
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Details on the Productivity Changes

Signi cant variability exists in the percentage change of potential yield over short
timescales among di erent crops and regions. Figure 3.3 illustrates this heterogeneity by
depicting the change inpotential yield under the Optimistic scenario for wetland rice in
panel (a), cassava in panel (b), soybean in panel (c), and beans in panel (d) by 2040.

Rice yields drop by more than 20% in certain states. In contrast, cassava yields may
increase by up to 15% in some southern areas, while others might see reductions over 10%.
This divergence is rooted in the distinct needs for temperature, humidity, wind, soil, and
terrain among crops, indicating that productivity changes result from factors beyond just
a warming climate.

Figure 3.3 illustrates the diverse shifts in crop productivity across di erent regions.
Our model requires an estimate of the average potential productivity for each food type,
denoted as ¥. As outlined in section 3.4.4, and using the baseline productivity data,
we determine the counterfactual values for ¥. With equation (3.38), we calculate the
log change in this potential productivity and apply the equivalent variation formula from
Equation (3.23).

Prior to examining the e ects of productivity changes, we present the counterfac-
tual measures ¥ for various food types and regions. Figure 3.4 illustrates the smoothed
histogram of these variations, highlighting two notable observations. There is notable vari-
ability across states for a given food type. The range of variation is around 40 percentage
points: from -40% to 0% for HTC and -20% to 20% for LTC. Additionally, the distri-
bution for HTC items skews more leftward. On average, the decline in productivity is
more pronounced than that of LTC. Figure 3.5 illustrates the geographic spread of these
productivity shifts, in two maps.
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Figure 3.3: Percent Change in Yields, Optimistic Scenario, 2040

(a) Wetland Rice (b) Cassava

(c) Soybean (d) Beans

Notes: The maps illustrate the percentage shift in potential yield for Wetland Rice, Cassava,
Soybean, and Beans, represented in panels (a), (b), (c), and (d), respectively, by 2040 under
the Optimistic scenario (RCP 2.6). The counterfactual yield is based on the average from ve

climate models, as described in section 3.6.2.
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Figure 3.4: Log change in ¥ across the states, Optimistic Scenario, 2040.

Notes: The gure shows the kernel density estimate for the log
changes in the expected productivity of the food sectors, indexed
by x, across the states. The change is given as equation (3.38),
relative to the historical counterpart of the appropriate object.
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Figure 3.5: Percent Change in Average Potential Productivity, ~*, Optimistic Scenario,
2040

(a) LTC (b) HTC

X

Note: The maps present the percentage change in average potential yield, *, compared to

historical data for each state: panel (a) for LTC and panel (b) for HTC. This is projected for
2040 under the Optimistic scenario, RCP 2.6. The counterfactual yields represent the average
from ve climate models, detailed in section 3.6.2. Note that the heatmap color scales di er.

Equivalent Variation

Upon obtaining the variations in average potential productivities, we apply the equiv-
alent variation formula, as in equation (3.23). For households residing in a speci ¢ location
i, the trade shares between states,l?;(\ , and alterations in average potential productivities,
~X| remain constant. The heterogeneity of outcomes within the region, due to productivity
changes, is attributed to disparities in the food expenditure share,si’fj , with the lowest
income deciles being relatively more exposed.

Figure 3.6a presents the ndings for the lowest income decile across states, focusing on
this group due to its highest food expenditure share within each state. The central insight is

related to productivity changes illustrated in Figure 3.4. Since productivity shifts in HTC
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