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Abstract

Arti�cial intelligence (AI) has been integrated into modern clinical decision support

systems and demonstrated expert-level performance across various domains, assisting

with tasks of disease diagnosis/prognosis, drug discovery, and personalized treatment.

As such applications have quickly proliferated in past decades, the e�ectiveness of AI

tools, however, is contingent upon the quantity and quality of the training data fed

into the AI models. In contrast to general domains such as natural image recognition

and object detection, where large, well-curated datasets like ImageNet and COCO are

available, the healthcare domain is often plagued by various data challenges that of-

ten involve a mixture of multiple data issues including data scarcity, imbalance, lack

of diversity, and more. Blindly applying ML tools developed in general domains to

healthcare without accounting these limitations can lead to serious consequences, such

as misdiagnosis, delayed treatment, or even patient harm.

This thesis presents a set of contributions aimed at addressing these data challenges

that support more stable and safer AI deployment, with a focus on:Tackling Training

on Small Data : Given the limited availability of annotated medical data and the data-

intensive nature of AI models, we develop a transfer learning technique that mitigates

the domain discrepancy between natural and medical images, thereby enabling more

e�ective learning from small medical datasets. Enable Learning from Distributed

Private Data : Observing that healthcare data are naturally distributed, we investigate

federated learning in medical images and clinical texts and con�rm its e�ectiveness in

learning from distributed data holders without data sharing. Improving Learning

from Biased Data : Acknowledging that real-world medical data often exhibit various

forms of bias, we propose a novel, exact continuous reformulation for direct metric

optimization that o�ers more precise control over target metrics and facilitates learning

towards unbiased metrics.Safeguard AI Model Predictions : noticing that AI is not


awless, we permit prediction slackness by allowing prediction abstention (i.e., rejection)

based on designed con�dence score under real-world perturbations. Altogether, these

contributions seek to advance AI integration in healthcare by ensuring the development

of models that are both safe and reliable.
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Chapter 1

Introduction

1.1 The promise of AI in aiding healthcare

Arti�cial Intelligence (AI) is steadily transforming the landscape of healthcare by en-

abling smarter, more e�cient, and personalized medical services. From early disease

detection to treatment planning and administrative automation, AI technologies are

being integrated into almost every facet of the healthcare ecosystem. This evolution is

particularly signi�cant in the context of global demographic shifts (e.g., aging popula-

tions) which are placing increasing pressure on healthcare systems worldwide.

The �rst AI-enabled tools approved by the U.S. Food and Drug Administration

(FDA) can be traced back to 1995, when the agency cleared PAPNET [3], a neural

network{based diagnostic system for cervical cancer screening which marked the initial

involvement AI-enabled tools in real-world clinical system. Since then, AI adoption

has grow rapidly. As of October 2023, the FDA had cleared 692 AI/ML-enabled med-

ical devices, including 108 in that year alone|a 33% increase over the previous year.

This trend has continued into 2024, with a sum approaching 950 devices by mid-year.

These tools has been deployed across high-impact domains. For example, Optomed

Aurora enables autonomous [4] diabetic retinopathy screening, DermaSensor [5] as-

sists primary care providers in detecting skin cancer, Eko Low Ejection Fraction Tool

(ELEFT) [6] supports early identi�cation of heart failure, and Viz.ai [7] expedites stroke

triage through automated CT analysis. These developments signify a critical shift: AI

is moving beyond the research lab into regulated, real-world clinical environments to

1
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strengthen care quality and system capacity in the face of increasingly complex health-

care demands and demographic pressures.

1.2 The challenges in expanding AI in clinical deployment

Desipte the great promise we have seen so far, the real-world adoption of AI in healthcare

continues to lag signi�cantly behind its rapid technological advancement. This gap stems

from multiple challenges such as regulatory constraints and safety concerns.

From the the privacy perspective, medical data is highly sensitive and tightly reg-

ulated. Agencies such asHealth Insurance Portability and Accountability Act (HIPAA)

in the U.S. and General Data Protection Regulation (GDPR) in Europe impose strict

controls over how medical data can be used for research, making it di�cult to collect

and validate data for clinical AI applications. To tackle the challenging on training

model from limited data, the common practice nowadays it to adopt the "pretrain-and-

�netune" strategy which leverages knowledge learned from large-scale general-domain

datasets [8]. For instance, vision models are often pretrained on datasets like ImageNet

or COCO, while language models may use Books or Wikipedia. However, the intrinsic

domain di�erences can often lead to poor generalization|an issue known as domain

shift. The common assumptions built into many AI models, such as forcing the model

to learn object-centric structure and global semantic context, often do not hold for med-

ical data. For example, medical images, such as radiographs and CT scans, lack the

compositional structure seen in natural scenes. Instead, they rely on subtle, localized

patterns such as texture changes or intensity variations to indicate pathology. Clinical

text also diverges signi�cantly from general text with highly specialized patterns and

contains domain-speci�c terminologies and abbreviations. For example, medical records

and drug descriptions often include speci�c terms that may not be present in general

language corpora.

Even under ideal training conditions, AI models, especially those based on deep

learning, tend to be non-robust in real-world settings. Small perturbations, such as

noise, artifacts, or adversarial inputs, can lead to substantial drops in performance. A

classi�er trained on clean medical images, for example, may misclassify inputs with mi-

nor motion blur, additive noise, or image compression. Moreover, distribution shifts|when
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