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Abstract

Over the years, stochastic programming (SP) has become one of the key frameworks for
solving optimization problems under uncertainty in applications such as supply chain
network design and routing, expansion of renewable energy systems, and environmental
and disaster response planning, to name a few. However, despite signi cant progress
in developing SP formulations and improving the tractability of such models, certain
aspects have remained largely unexplored or overlooked, preventing the full potential
of SP from being realized, particularly with respect to scalability and explainability.
To that end, this thesis focuses on addressing the following: modeling endogeneity
(i.e. dependence on decisions) in uncertain parameters, speci cally the future cost
of a technology in an energy systems expansion problem, and e ciently solving the
resulting large-scale SP model; developing e ective solution strategies for a challenging
class of multistage SP problems with nonlinearity and discrete decisions; and improving
the explainability of SP solutions to encourage their adoption in industry. The main
contributions of this thesis are as follows:

1. We propose a multistage SP framework to model a long-term capacity planning
problem with endogenous uncertainty in technology learning (i.e. reduction in the
cost of a technology). We further develop a novel algorithm to evaluate the value
of multistage stochastic solution, implement a column generation decomposition
scheme to improve the tractability of the large-scale SP model, and discuss a case
study on a network of renewable and non-renewable power-generation technologies.

2. We develop a tailored column generation (CG) algorithm for a special class of
multistage stochastic mixed-integer nonlinear programs with discrete state vari-
ables, which are sparingly discussed in the literature despite their ability to model
various practical real-world problems. Speci cally, we integrate a column-sharing
procedure into the regular CG approach, which helps ensure nonanticipativity
and improves the algorithm’s convergence. We showcase the e ectiveness of the
proposed algorithm in producing optimal or near-optimal solutions through case
studies on a multistage blending problem and a mobile generator routing problem.

3. We present the rst study, to the best of our knowledge, aimed at improving the
explainability of solutions to large SP problems. Speci cally, we develop scenario
and recourse reduction techniques to derive simpli ed/reduced models whose so-
lutions are nearly identical to those of the original but are signi cantly easier to



explain. We demonstrate the applicability of our techniques in explaining solutions
to supply chain and electricity procurement scheduling case studies.

. We propose an optimization framework that redesigns conventional chemical sup-
ply chains by integrating traceability methods, also known as chain of custody
models, which are expected to become increasingly important as low-carbon prod-
ucts penetrate the market. The vastly di erent investment and operational de-
cisions resulting from the choice of chain of custody models are demonstrated
through an extensive case study of a low-carbon ammonia supply chain expansion
problem. Though the focus of this work has been on laying the foundations for
integrating chain of custody models into future sustainable supply chain planning,
going forward, additional bene ts can be attained from the application of SP to
model uncertainties.
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Chapter 1
Introduction

Mathematical optimization is the backbone of modeling complex decision-making prob-
lems, which, in most cases, involve multiple possible decisions, generally governed by
an objective and a number of constraints. The objectives and constraints are algebraic
expressions formed from data, also known as parameters, which are often not precisely
known at the time of decision making. This class of optimization problems, which involve
uncertain parameters, requires specialized modeling frameworks and solution strategies
to obtain optimal decisions. Stochastic programming (SP) (Birge and Louveaux, 2011)
has been one such well-studied framework. The foundation of SP was laid in 1955, in
the seminal paper \Linear Programming under Uncertainty" (Dantzig, 1955) by George

B. Dantzig, widely recognized as the father of linear programming. His theoretical work
in that paper was motivated by the idea of accommodating uncertain demands in a
problem on optimal allocation of a carrier eet to airline routes. While Dantzig (1955)
proposed the general theory, the application to the motivating problem was presented
in a separate paper published soon after (Ferguson and Dantzig, 1956). Since then,
SP has seen numerous theoretical advancements, including extensions to multistage
settings, accommodation of discrete decisions, and modeling of di erent types of pa-
rameter uncertainties. These theoretical advancements, along with various algorithmic
developments and vastly improved computing power, have made its application possible
in a wide range of areas, such as energy systems planning, supply chain management,
nance, healthcare planning, clinical trial planning, and disaster response.

Despite decades of research dedicated to advancing SP, gaps remain that hinder its
successful application to large-scale problems and broader adoption in industry. To that
end, this thesis aims to systematically address these gaps, with the main contributions,
their motivations, and relevant prior work discussed in the following sections.

1.1 Accounting for endogeneity in uncertain technology
learning in capacity expansion models
The rst gap this thesis addresses concerns the treatment of uncertainty in technology

cost reduction, also known as technology learning. Technology learning is usually a
result of several factors, such as the scale of production, the number of competitors,



government regulations, and demand. The phenomenon was rst observed in the air-
craft industry, where scaling up aircraft production was found to decrease aircraft cost
(Wright, 1936).

Among the aforementioned factors, the scale of production, or cumulative installed
capacity, plays a dominant role in the reduction of technology costs over time. This
correlation is usually expressed using learning curves (Lieberman, 1984), which are often
used to estimate the time for a technology to become cost-competitive. For example,
Rubin et al. (2007) makes use of learning curves to estimate future cost trends for
di erent kinds of power plants tted with carbon capture technology. Despite the
extensive use of learning curves in future cost projections, they have been seldom used in
making optimal capacity expansion decisions. Capacity expansion problems, especially
in the context of sustainable energy systems, are of paramount importance due to the
current climate crisis. Devising optimal expansion policies is not only a means to save
billions of dollars on investments and operations, but also to swiftly meet our net-zero
emissions goals. However, drafting optimal policies using expansion models requires
foresight into several parameters, including future technology costs. To date, the few
works (Heuberger et al., 2017; Chen et al., 2017; Aliabadi, 2020; Bakker et al., 2021)
that have considered learning curves in expansion planning problems have assumed
deterministic (i.e. without uncertainty) learning curves, e.g., through projections using
historical data. While such deterministic models can be used to obtain useful insights,
e.g., via sensitivity analysis on di erent learning rates (rate of cost reduction), they are
not ideal for obtaining implementable optimal expansion policies.

Historical trends in learning curves can help forecast future costs; however, unfore-
seen factors such as a technological breakthrough or a change in government regula-
tion can render future projections invalid in no time, leading to massive disruptions in
planned expansions and derailing emission goals. To that end, in our rst contribution,
we propose a multistage SP framework to model endogenous uncertainty in technology
learning within a general process (technology) network. We develop a novel algorithm
to calculate the value of multistage stochastic solution and utilize it to demonstrate
the benet of our framework over a deterministic approach. Furthermore, to improve
the tractability of the resulting large-scale SP model, we present a column genera-
tion decomposition scheme and, in the end, showcase the e ectiveness of our work
through an industrial case study involving a network of renewable and conventional
power-generation technologies.



1.2 Ecient solution strategy for a class of multistage
stochastic mixed-integer nonlinear programs

The second gap this thesis addresses is the limited attention that multistage stochastic
mixed-integer nonlinear programs (MINLPs) have received, despite their strong poten-
tial for modeling a wide range of complex yet practical real-world problems. Some
examples of such problems include supply chain optimization with product blending re-
guirements, dynamic tra ¢ ow optimization, and the planning and operation of power
transmission and distribution networks. The primary reason for this limited attention is
the signi cant di culty in solving the resulting optimization models, due to their scale,
discrete variables, and nonlinearity (which often leads to nonconvexity). Hence, in
this work, we develop an e cient solution algorithm for multistage stochastic MINLPs,
speci cally those with discrete state variables (i.e. integer variables connecting di erent
stages), making it possible to solve such models within a reasonable time.

With regard to handling binary state variables in multistage SP problems, Zou et al.
(2019) proposed an extension to stochastic dual dynamic programming (SDDP) (Pereira
and Pinto, 1991; Shapiro, 2011), called stochastic dual dynamic integer programming
(SDDiP), which was then extended by Lara et al. (2020) to handle mixed-integer state
variables. Additionally, progressive hedging has also been utilized for solving multi-
stage stochastic mixed-integer linear programs (MILPs) (Barnett et al., 2017; Atakan
and Sen, 2018). Column generation has also been used successfully in recent years to
solve multistage stochastic MILPs (Singh et al., 2009; Sen et al., 2006; Flores-Quiroz
and Strunz, 2021; Rathi and Zhang, 2022). With regard to handling nonlinearity, the
majority of the works have focused on two-stage SP problems (Li et al., 2011; Li and
Grossmann, 2018, 2019a,b). Zhang and Sun (2022) recently introduced an extension of
the SDDP method to handle multistage stochastic MINLPs. Note that a more detailed
and complete review of relevant works can be found in Chapter 3.

Given that handling nonlinearity and discrete decisions together in a multistage
stochastic setting has not yet gained signi cant traction, primarily due to the di culty
of solving such models as emphasized earlier, our work is among the rst few contribu-
tions to address this research gap directly. In particular, we develop a tailored column
generation solution algorithm to obtain optimal or near-optimal solutions within a rea-
sonable time for problems in this class. We demonstrate the e ectiveness of our algo-
rithm on a multistage blending problem and a mobile generator (e.g., ammonia-powered



gensets) routing problem in a power distribution network.

1.3 Enhancing explainability of stochastic programming
solutions

The next gap this thesis addresses concerns the lack of comprehensibility of SP so-
lutions, which has been a major barrier to their adoption in industry. Our work on
improving the explainability of SP solutions, particularly for non-expert users, is in-
spired by a related line of research known as explainable arti cial intelligence (XAl),
which focuses on developing methods for explaining the reasoning behind machine learn-
ing (ML) model predictions. Several ML models that are used in practice, especially
those deemedhighly accurate such as deep neural networks, are black-box in nature.
Due to their complex internal mathematical machinery, it is often dicult to deci-
pher the reasoning behind their individual predictions. This makes their application to
high-stakes areas, such as medical diagnosis and criminal justice systems, particularly
contentious; even though they have the potential to assist human decision-makers, they
still lack signi cantly in the transparency of the prediction-making process for us to
trust them. As a result, over the past decade, several explainability methods (such as
local interpretable model-agnostic explanations (LIME) (Ribeiro et al., 2016), Shapley
additive explanations (SHAP) (Lundberg and Lee, 2017), and counterfactual explana-
tions (Wachter et al., 2017)) have been developed in an e ort to increase con dence in
the use of complex ML models for high-stakes applications.

Optimization models involve constraints formulated based on physical laws or logical
expressions, making them slightly more interpretable compared to ML models. However,
from a non-expert user's point of view, they are still black boxes, and their solutions
require explanation to build trust. Tools such as sensitivity analysis, which determine
changes in the objective value resulting from changes in model parameters (Ward and
Wendell, 1990), do not capture the interplay of all elements of an optimization model
(i.e. variables, parameters, constraints, and objective) needed to explain the resulting
solution. Similarly, for SP, metrics such as the value of the stochastic solution (Birge and
Louveaux, 2011) help quantify the benet of using SP over a deterministic approach.
However, they o er no assistance in understanding the SP solution itself. To that end,
our work is a step toward reducing this gap in SP research, making it more accessible
to non-expert users who may not be familiar with the underlying mathematics, and



thereby increasing its adoption, particularly in industry applications.

The two main reasons that make SP solutions di cult to understand are the large
number of scenarios (to accurately model uncertainty) and the presence of recourse
variables (which provide exibility in decision-making). For this reason, we speci cally
target these two aspects by developing scenario and recourse reduction techniques to
derive reduced models with identical (or near-identical) solutions to the original large-
scale SP. These reduced models are signi cantly easier to visualize and reason about,
thus enhancing the explainability of the original model's solution. To showcase the prac-
ticality of our proposed explainability methods, we apply them to explain the solutions
to a supply chain planning problem and an electricity procurement scheduling problem.

1.4 Redesigning chemical supply chains to accommodate
chain of custody models

The nal gap that this thesis addresses is the inability of current supply chain optimiza-
tion frameworks to account for chain of custody models. Simply put, chain of custody
models are methods for tracking a product with di erent characteristics (e.g., ammonia
of di erent carbon intensities) as it moves through a supply chain. They are particularly
important in low-carbon product supply chains because consumer preferences between
conventional and sustainable products can dier, and the choice of chain of custody
model directly a ects the process of claiming a low-carbon product. Additionally, the
choice of chain of custody model can signi cantly impact future technology investment
and operational decisions, which in turn can a ect the pace at which we achieve our
decarbonization goals. Hence, it is important to consider chain of custody models in
future low-carbon supply chain optimization models.

The four commonly used chain of custody models are: identity preservation, seg-
regation, mass balance, and book-and-claim (Norton et al., 2014). The practicality of
these models di ers based on the type of industry, and not all models may be appli-
cable to all industries. Some industries where these models are gaining importance
include plastic recycling (Alexander et al., 2021; Caraceni et al., 2024; Schumacher and
Beers, 2024), agro-food products (Mol and Oosterveer, 2015), and aviation fuel (Pech-
stein et al., 2020; Kranich and Haas, 2024). One interesting concept, akin to chain
of custody models (speci cally, the book-and-claim model), is that of Renewable En-
ergy Certi cates (RECs) in the energy sector (U.S. Environmental Protection Agency,



2023). Since it is impossible to di erentiate electricity produced via renewable and non-
renewable sources once it enters the power grid, RECs allow electricity consumers, if
they are willing, to claim \green" electricity by purchasing RECs issued to producers
of renewable electricity.

In the context of chemical supply chains, mass balance and book-and-claim are the
two most relevant chain of custody models. To that end, we propose an optimization
framework that incorporates these models in low-carbon supply chain planning. We
then compare their e ects on expansion and operational decisions under di erent cases
of consumer preferences, for a low-carbon ammonia supply chain problem with a 25-
year planning period, spanning nine U.S. states. Furthermore, we simulate uncertainty
in demand forecasting using a rolling-horizon approach, and subsequently highlight the
di erences in key decisions under the two chain of custody models. Although demon-
strated on an ammonia supply chain problem, our proposed optimization framework is
generally applicable to any low-carbon supply chain, thus laying foundations for future
work on analyzing the impact of chain of custody models on other sustainable supply
chains.

1.5 Outline of the thesis

As discussed in previous sections, the focus of this thesis is to make SP more scalable
and explainable in order to enhance its practicality and overall adoption, especially
among industry professionals. The contributions made toward this goal are organized
into chapters as follows:

1. In Chapter 2, we present a multistage SP framework to model uncertainty in
endogenous technology learning in capacity planning models. Furthermore, we
develop a column generation decomposition scheme to e ciently solve the resulting
large-scale SP model, and we demonstrate the utility of our framework through an
industrial case study involving a network of renewable and non-renewable power-
generation technologies.

2. In Chapter 3, we develop a tailored column generation algorithm to e ciently
solve multistage stochastic MINLPs with discrete state variables. In particular,
we integrate a computationally inexpensive column sharing step in each column



generation iteration to signi cantly improve the algorithm's convergence. The ef-
fectiveness of the proposed solution algorithm is demonstrated through its applica-
tion to various instances of a multistage blending problem and a mobile generator
routing problem.

3. In Chapter 4, we shift our focus to enhancing the explainability of SP solutions.
Speci cally, we develop scenario and recourse reduction techniques to derive re-
duced models that can be used to explain the solutions of the original large-scale
complex SP models. We validate the e ectiveness of our proposed reduction tech-
niques by applying them to problems in supply chain planning and electricity
procurement scheduling.

4. In Chapter 5, we develop an optimization framework that incorporates chain of
custody models, speci cally mass balance and book-and-claim, into a low-carbon
supply chain planning problem. Through an extensive case study on the low-
carbon ammonia supply chain under varying consumer preferences for ammonia
with di erent carbon intensities, we demonstrate and compare the e ects of the
two chain of custody models on future technology investment and operational
decisions.

5. In Chapter 6, we conclude by revisiting our contributions and summarizing key
results from each chapter. Additionally, we discuss potential future directions
that could be explored to further advance the eld of SP and sustainable systems
engineering.

The content of Chapters 2 through 5 is based on published peer-reviewed journal
articles with the author of this thesis as the rst author. Speci cally, Chapter 2 is based
on Rathi and Zhang (2022), Chapter 3 is based on Rathi et al. (2025b), Chapter 4 is
based on Rathi et al. (2024), and Chapter 5 is based on Rathi et al. (2025a), with minor
modi cations and restructuring where necessary.



Chapter 2
Capacity planning with uncertain endogenous
technology learning

2.1 Overview

Optimal capacity expansion requires complex decision-making, often in uenced by tech-
nology learning, which represents the reduction in expansion cost due to factors such as
cumulative installed capacity. However, having perfect foresight over the technology cost
reduction is highly unlikely. In this work, we develop a multistage stochastic program-
ming framework to model capacity planning problems with endogenous uncertainty in
technology learning. To assess the bene t of the proposed framework over deterministic
optimization, we apply a shrinking-horizon approach to compute the value of stochastic
solution. Further, a decomposition scheme based on column generation is developed to
solve large instances. Results from our computational experiments indicate substantial
potential cost savings and the e ectiveness of the proposed decomposition algorithm in
solving instances with large numbers of scenarios. Lastly, a power capacity planning
case study is presented, highlighting the stochastic optimization's ability to anticipate
signi cantly di erent expansion and production decisions in low- and high-learning sce-
narios.

2.2 Introduction

Over the past few decades, the unfavorable shift in global climatic conditions has driven
us to focus on renewable technology development to lower carbon emissions. The in-
creasing energy demand has further aggravated the need to look for alternatives to
traditional fossil-fuel-based energy sources. However, in addition to developing new
technology, making them economical as fast as possible remains a challenging task. In
general, the cost of a technology is a function of several interrelated factors, including
pricing and the number of competitors, government regulations and policies, the scale of
production, and demand, to name a few. The reduction in the cost of a new technology
due to the above-mentioned factors is often termed technology learning.
Of all the stated, the scale of production constitutes a major driving force for cost

reduction in new technologies. One of the rst reported instances of learning e ect

1This chapter is reprinted with permission from Rathi and Zhang (2022), with minor modi cations.
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was in the aircraft industry (Wright, 1936), where the production cost of an aircraft
was found to decrease with the quantity produced. Additionally, improved e ciency of
workers with repetitive tasks has been extensively studied in di erent contexts, which in
almost all cases leads to a reduction in cost/execution time (Wright, 1936; La el et al.,
1992; Sturm, 1999). The type of learning where improved e ciency is observed solely
by performing the same task repeatedly or due to a scale-up in production falls under
the category of learning-by-doing.

The reduction in cost as a function of installed capacity is often expressed using
learning curves, a common way of expressing technology learning. Lieberman (1984)
discusses the concept of a learning curve and cost-a ecting factors in chemical process-
ing industries. Further, Daugaard et al. (2015) determine the correlation between the
size/cost of biore neries and installed capacity based on di erent learning curve mod-
els. Besides, learning curves have been used as a tool to estimate the time for a new
technology to become cost-competitive. Rubin et al. (2007) utilize learning curves for
cost projection of power plants with carbon capture. An assessment of solar power cost
based on the extrapolation of the learning curve is presented in Van der Zwaan and Rabl
(2003). Recently, a hybrid approach for estimating the cost of an N'-of-a-kind plant
(Rubin, 2019) was utilized for estimating future cost projections of CO, mineralization
plants that can potentially help decarbonize the cement industry (Strunge et al., 2022).
A detailed review of learning curve models and potential areas of application can be
found in Anzanello and Fogliatto (2011).

A less considered aspect is the utilization of learning curves to make optimal ca-
pacity expansion decisions. Heuberger et al. (2017) account for endogenous technology
learning in a power capacity expansion problem. Chen et al. (2017) present a dynamic
programming framework that integrates learning curves for making decisions to ad-
vance low-carbon fuels. Aliabadi (2020) incorporates endogenous technology learning
in a model that outputs optimal capacities and deployment times for coal-based power
plants equipped with carbon capture, utilization, and storage (CCUS) technology. Re-
cently, Bakker et al. (2021) investigate the e ect of incorporating endogenous learning
in determining decisions regarding the plugging and abandonment of oil and gas wells.

Most of the literature on optimization concerning learning curves assumes that they
can be constructed deterministically. Historical data is generally used to construct
learning curves, which, in general, could be a useful technique if the data is readily
available as well as reliable. However, the sheer unavailability of data, the dependence



of the learning on the decisions made in real-time, or the in uence of other external
factors can make predicting the learning curve a challenging task. For example, an
unexpected technological breakthrough (exogenous technological change) could a ect
how the learning curve will develop. Moreover, government safety regulations, especially
in the context of chemical plants, can hinder the decrease in plant expansion costs. A
discussion of factors a ecting learning rates can be found in Rout et al. (2009). The
unpredictability of such factors at the time of decision-making introduces uncertainty
in the learning curve.

It has been observed that the policy decisions made with models that consider
learning curves are often upward biased (anticipating higher learning rate) if the external
factors are neglected (Nordhaus, 2014). The upward bias could lead to sub-optimal or
infeasible solutions that could be detrimental, especially for long-term planning projects.
Moreover, uncertainty in learning rates has been accounted for, if at all, using methods
such as Monte Carlo simulation (Kim et al., 2012). Even though such methods can
provide valuable insights, their inability to ensure non-anticipativity demands a more
rigorous optimization framework. For this reason, we explore the feasibility of stochastic
programming (Birge and Louveaux, 2011) in incorporating uncertain learning curves for
multiperiod capacity expansion planning.

In stochastic programming, uncertainty is usually classi ed as exogenous or endoge-
nous. The uncertainty not a ected by decisions is termed exogenous, whereas the uncer-
tainty a ected by decisions is termed endogenous (Jonshaten et al., 1998). Endogenous
uncertainty is further classi ed as type-1 and type-2. Type-1 uncertainty arises when
decisions alter the probability distribution of the uncertain parameters (Ahmed, 2000;
Peeta et al., 2010; Hellemo et al., 2018), whereas type-2 uncertainty a ects the timing of
the realization of the uncertain parameters (Goel and Grossmann, 2006). For example,
the size of an oil reserve and the gas production rate are only revealed after drilling
the reserve (Goel and Grossmann, 2004; Gupta and Grossmann, 2014). Similarly, in a
pharmaceutical planning problem, the outcome of a clinical trial resolves only when the
potential drug is subjected to the trial (Colvin and Maravelias, 2008, 2010). Likewise,
in a capacity expansion problem with an uncertain learning curve, the expansion cost
realizes only when the capacity is actually increased; thus, the uncertainty in expansion
cost classi es as type-2 endogenous. Recently, Zhang and Feng (2020) further re ned
the type-2 classi cation by di erentiating between decision-dependent materialization
(type-2a) and observation (type-2b) of uncertain parameters. Apap and Grossmann
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(2017) provide a comprehensive review on the application of stochastic programming to
problems with exogenous and type-2 endogenous uncertainty.

The main contributions of this work, along with the organization of the paper, are
summarized as follows:

1. In Section 2.3, we consider endogenous technology learning and develop a mixed-
integer linear programming (MILP) capacity planning formulation for a general
process network comprising a set of processes/technologies and resources. In Sec-
tion 2.4, we propose a stochastic optimization framework to account for type-2
endogenous uncertainty in technology learning.

2. An algorithm to compute the value of stochastic solution for multistage prob-
lems with endogenous uncertainty is developed in Section 2.5. The algorithm is
crucial for quantifying the value of a stochastic optimization framework over a
deterministic approach.

3. In Section 2.6, we exploit the proposed capacity planning formulation structure to
devise an e cient decomposition scheme based on column generation. The pro-
posed scheme leads to better feasible solutions and improved computation times.

4. We conduct extensive computational experiments on randomly generated in-
stances of varying sizes (in terms of the number of scenarios and the length of
the planning horizon) in Section 2.7. The e ectiveness of the proposed frame-
work and the decomposition scheme is showcased through the resulting values of
stochastic solutions and improved computational statistics, respectively.

5. In Section 2.8, we demonstrate the practicability of the proposed framework
through a case study on power capacity planning. In particular, we highlight
the di erences in expansion and production decisions for low- and high-learning
scenarios, emphasizing the capability of the proposed framework to produce sound
decisions while ensuring non-anticipativity. Lastly, we conclude with some nal
remarks in Section 2.9.
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2.3 Deterministic model

To capture the interconnectivity of technologies, model their simultaneous availability

to satisfy product demand, and optimize their selection for capacity expansion and op-
erations, we consider a general process network comprising process and resource nodes
as illustrated in Figure 2.1. Processes and resources are denoted by square and circu-
lar nodes, respectively. The arcs in the network denote the directed ow of resources.
Process nodes can represent chemical and manufacturing processes or, generally, tech-
nologies. Resourcg 2 J produced by a processk 2 K can either serve as an input
resource (denoted by black arrows) to proces&®2 Knf kg or discharged from the pro-
cess network (denoted by red arrows). Moreover, a resource can also be purchased or
made available from an outside source (denoted by blue arrows).

k | Process nodek 2 K

1 1
@ Resource nodg 2 J

2 2 —— Resource production by a process
— Resource input to a process
—— Resource output from the network

K W) — Resource input to the network

Figure 2.1: A general process network comprising a set of process&s (square nodes) and a
set of resources] (circular nodes). Production and consumption of resources by processes are
denoted by green and black arrows, respectively. The ow of resources to and from the network
are denoted by blue and red arrows, respectively.

We assume that some processes may exhibit the phenomenon of technology learning.
Learning curves are a pictorial depiction of the concept of endogenous technology learn-
ing representing a reduction in capital costs due to various factors, including but not
limited to scale-up and R&D investments. In this paper, we focus on univariate learning
curves based on the concept of learning-by-doing, which, in a production setting, repre-
sents cost reduction due to capacity expansion. Anzanello and Fogliatto (2011) provide
a detailed comparison of various univariate models and discussion of multivariate mod-
els. Amongst the most studied univariate models for cost prediction is the log-linear
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model. Figure 2.2 shows a typical deterministic log-linear learning curve illustrating
the reduction in unit expansion cost with cumulative installed capacity. The learning
rate is usually signi cant during the initial development stages of a technology or a new
plant setup phase, usually with low capacities. As the technology matures (or the plant
is scaled-up), the learning rate decreases, eventually plateauing towards the end of its
lifetime.

Discretization
—_—

Unit cost,

~
v

Co

Cumulative capacityC Cumulative capacity, C

Figure 2.2: A log-linear learning curve and its discretization.

A mathematical representation of a log-linear model is as follows:

f(©)= = o~

_ |
orf(Ci)= i= o (discretized version)

o0 &l0

where Co and o denote the initial installed capacity and initial unit expansion cost,
respectively. The slope of the learning curve is controlled by the parametet 0. The
unit expansion cost after the cumulative installed capacity increases tcC is denoted by
. To maintain tractability, we allow capacity to take only a nite number of values

belonging to the setl ; thus, discretizing the learning curve as illustrated in Figure 2.2.
Here, it is important to note that the unit expansion cost ( ;) materializes only when
we actually expand the cumulative capacity to C;. Therefore, the technology learning
curve is endogenous.

The goal is to determine optimal capacity expansion decisions in a long-term plan-
ning problem as the resource demand grows with time. Additionally, the model considers
operational constraints within each time period t; thus, allowing determining optimal
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operational decisions based on factors including each process's available capacity, the de-
mand of resources, up-time/down-time of units, and so on. To accomplish this goal, we
start with proposing a deterministic mixed-integer linear programming (MILP) model

for capacity expansion with technology learning. In the deterministic model, we assume
that there is no uncertainty, i.e. the learning curve for each procesk 2 K is known
precisely. Also, we use the terms \process" and \technology" interchangeably from here
onwards.

2.3.1 Capacity expansion constraints

Based on the process network in Figure 2.1, we de ne binary variable;; that equals
1 if a processk undergoes capacity expansion to (at least) the permissible point 2 |
in time period t 2 T. We further de ne the variables C; and ; representing the
cumulative installed capacity and additional capacity installed of a processk in time
period t, respectively. Then, the following constraints control the timing and extent of
capacity expansion for each process in the network:

Cko = Cko 8k 2K (2.1a)
Ckt = 93‘“ 1t K 8k2K;t2T (2.1b)
kt = Xkit ki 8k2K;t2T (2.1¢c)
i21
kbt 8k2K;t2T (2.1d)
Xt
Xkit Xki 1 8k2K;i2lgnflg;t2T (2.1e)
=1
Xt
Xi 1 8k2K;i2l;t2T (2.1f)
=1
X 2 f0;1g 8k2K:i21t2T (2.1g)
Cut; w O 8k2K;t2T (2.1h)

where Cyo denotes the initial installed capacity of processk. The incremental capacity
for processk from point i 1 to i is denoted by ;. Constraints (2.1a)-(2.1c) together
represent the capacity balance. Constraints (2.1d) limit the capacity expansion of a
processk by the available budget b in time period t. Constraints (2.1€e) ensure that we
move in the positive direction on the learning curve in a sequential fashion, i.e. we can
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only install additional capacity corresponding to point i if we have already installed the
additional capacity corresponding to pointi 1. That being said, it does not restrict
installing additional capacities corresponding to both pointi 1 andi in the same time
period t, which can be alternatively interpreted as jumping directly to the point i from
a lower capacity point. Constraints (2.1f) imply that investment at any point i 2 |
cannot be made more than once in any time period.

2.3.2 Operational constraints

In addition to modeling the capacity expansion decisions, we further solve an operational
problem at the scheduling level. We select a representative scheduling horizad; (e.g.,
a representative day) for each time periodt to facilitate the modeling of time-varying
operation, which is particularly important in systems involving intermittent renewable
energy, and we assume that it is repeated, times in time period t. As illustrated in
Figure 2.3, eachH; is of length H; (e.g., H{ hours). Dierent time periods are not
restricted to having scheduling horizons of the same length.

1 2 t iTj Planning horizon

[1]2 h Ht]

Representative scheduling horizon

Figure 2.3: Multiscale time representation, which divides the planning horizon into a set of
time periods, T, with each time periodt 2 T having a representative scheduling horizorH; of
length H; .

We de ne variables Qjin and Py, to represent the inventory of resourcej and the
amount of the reference resource produced or consumed by procedssn interval h of
time period t, respectively. Further, we de ne a variable Vj;, that denotes the in ux of
resourcej in interval h of time period t. It can be used to mitigate the resource shortage,
purchase a resource at a lower price, make available renewable resources such as biomass,
or denote the unmet demand. Discrete decisions involving the number of operating units
(or units started/shut down) for a process k in interval h of time period t is represented
through variables yy, . The demand of resourcg in interval h of time periodt is denoted
by diw, , respectively. Parameter j; serves as a conversion factor to deduce the amount
of resourcej produced or consumed by procesk based on its reference resource. The
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fraction of cumulative capacity of processk available for utilization in interval h of time
periodt is denoted by . Itis particularly useful to model processes with time-varying
capacities, e.g., solar- and wind-based power generation. The operational decisions can
then be modeled using the following constraints:

Qjth = Qjth 1+ § kit Pieh + Vitn  din 8] 2J;t2T;h2H (2.28)
k2K
Qjth, Qjto 8 2J;t2T (2.2b)
Pith  kth Ckt 8k2K;t2T;h2H (2.2¢)
Okth (Ckt; Qjth s Pith s Ykths i) O 8k2K;j2J;t2T;h2H, (2.2d)
0 Vin Vin 8 2J;t2T;h2H; (2.2e)
Qi O 8 2J;t2T;h2H; (2.2f)
P O 8k2K;t2T;h2H, (2.29)
Ykth 2 Z 8k 2K;t2T;h2H, (2.2h)

where constraints (2.2a) and (2.2b) denote the inventory balance. Constraints (2.2c)
enforce time-varying availability of the installed capacity for each procesk. Constraints
(2.2d) represent the remaining relevant operational constraints. For example, we can
constrain inventory by limiting storage capacity, model mode-based operations for each
processk, and model startup and shut down of operations for each process, to name a
few. Constraints (2.2¢€)-(2.2h) de ne bounds on the operational variables.

2.3.3 Objective function

The capital expenditure (CAPEX) comprises the scaling-up cost for each proces&
incurred in each time periodt and is represented as follows:
X X x £y

t fr( kWA kXt (2.3)
t2T k2K 21 ki1

CCPX —

where  denotes the discount factor for time periodt. The learning curve for process
k is encoded in the model afy( k) and i = :0:1 ~ kio. Note that we make no
assumptions on the form of the learning curve since the integral term (expansion cost
on increasing capacity from pointi 1 to i) is a parameter that can be pre-calculated

in the pre-modeling phase irrespective of the form of the learning curve (Figure 2.4).
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Unit cost

Additional capacity ; g

Figure 2.4: The cost of expansion for procesk from point i 1 to i is given by the area under
the learning curve. Note that we consider learning as a function of additional capacity installed
over time instead of the cumulative capacity. We do so because the net capacity may decrease
if we allow the capacities to retire after a certain duration, whereas the additional capacity
installed can only increase.

The net operating cost (OPEX) can be represented as follows:

X X X X
N kith kit Pkth + Ukjth (Cke;s Qjtn s Pkth ; Ykth 5 :22) (2.4)
t2T h2H (2 k2K

COPX —

where i represents the unit production cost of resourcg by processk in interval h
of time period t. The rst term in equation (2.4) denotes the cost of production, whereas
the second term,u( ), captures the operating cost of speci ¢ modes of operation, utilizing
storage, purchasing and discharging resources, tax on emissions, etc.

The net present cost,CNET | is simply the sum of capital and operating expenditures:

CNET - CCPX + COPX (25)

where the objective is to minimize the net cost for the entire planning horizon.
The nal deterministic capacity expansion problem with technology learning can be
summarized as:

minimize CNET (FSpwm)

subjectto Egs. (2.1a) - (2.5)
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2.4 Stochastic programming model

As stated in Section 2.2, there can be uncertainty in the learning curve due to lack of
historical data, safety regulations and policies, technological breakthroughs, and other
external factors. Moreover, in a realistic setting, the assumption of a univariate learning
curve rarely holds. Therefore, we need to account for uncertainty in the learning curve,
i.e. we need to consider dierent scenarios regarding how the learning curve might
unfold. Figure 2.5 shows an example of how a learning curve may take di erent paths
as additional capacity is installed. Again, we consider only a nite number of expansion
points. Also, in this work, we focus on the uncertainty in the learning curve of expansion
cost and hence neglect other potential sources of uncertainty such as demand.

A

Unit expansion cost

i

~

k1 k2 k3

Additional capacity,

Figure 2.5: Example of an uncertain learning curve. Each discrete expansion point acts as
source of uncertainty. In this case, we have two, four, and eight possible unit expansion costs
at i =1;2;and 3, respectively. Note that this is not a scenario tree but simply an uncertainty
representation; however, it does help in creating scenarios for the overall problem.

Each possible expansion point acts as a source of uncertainty (dashed boxes in Figure
2.5: represented ag), and the uncertainty in cost at permissible point i resolves only
when we increase the capacity to pointi; therefore, it classi es as a type-2 endogenous
uncertainty. Furthermore, as the uncertainty resolves, our anticipation of the learning
curve from that point onwards changes too. In other words, any point of realization (red
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markers in Figure 2.5) can be thought of as a new starting point. Thus, a new learning
curve unfolds from that point onwards with a di erent underlying uncertainty. This
process continues until we reach the limit of capacity addition or the planning horizon.

We utilize the concept of stochastic programming to extend the deterministic model
of Section 2.3 to account for uncertainty in the technology learning curves. Since our
planning horizon spans multiple time periods, we speci cally formulate a multistage
stochastic programming model. Further, the presence of binary capacity expansion de-
cisions (and likely integer operational decisions) leads to an MILP model. The speci cs
of how the deterministic model is modi ed to account for uncertainty are discussed in
the subsequent subsections.

2.4.1 Scenario feasibility constraints

The core idea in stochastic programming is to account for uncertainties through scenar-

ios, which in our case are given in the form of possible learning curves (or a combination
of them in case of multiple uncertain technologies/processes). Based on this idea, the
stochastic model can be interpreted as a collection of deterministic models, one for each
possible scenarics 2 S. Therefore, we extend the capacity expansion and operational

constraints to each possible scenario as follows:

_ 9
Ckos = Cko 8k 2 K
Cits = C):z(;t st ks 8k2K;t2T
kts = Xkits ki 8k2K;t2T
i20
kts Dt 8k2K;t2T 8s2S (2.6a)
Xt
Xkits Xki 1:s 8k2K;i2lynflg;t2T
=1
xt
Xki's 1 BK2K:i2ly;t2T
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Qjths = Qjth 1s*+ X kit Pkths + Vitns  ditn 8] 2J ;12T ;h 2Hy .

k2K
QjtH s Qjtos 8 2J;:;t2T
Pkths kth Ckts 8k2K:t2T:h2H; %
Okths (Ckts s Qjtns 5 Pkths s Ykths i) 0 8k2K;j2J;t2T;h2H:=
0 Vins Vi 8 2J ;t2T ;h2H, «
Qjths O 8§ 2J;t2T;h2H;
Pkths  O)Ykths 2 Z 8k2K:;t2T :h2H;
Cuts; ks O 8k2K;t2T
Xkits 2 0; 19 B8k2K;i21;t2T '

(2.6b)

where all decision variables have the same meaning as in the deterministic model;
however, here, they are also indexed for each scenario2 S, ensuring the feasibility of
eventual decisions for all the considered scenarios.

2.4.2 Non-anticipativity constraints

Now, ensuring the feasibility of decisions for all scenarios is usually not su cient. A
less intuitive (more so in the case of endogenous uncertainty) but equally important
condition is to ensure equality of decisions for indistinguishable scenarios at all points
in time of the planning horizon. Two scenarioss and s®are considered indistinguishable
at time t if no uncertain source that distinguishes the two scenarios has been resolved.
To ensure s and s® have the exact same capacity expansion decisions implemented all
the way from t = 1 to the beginning of time period t+1, we need additional constraints.
These constraints are termed non-anticipativity constraints (NACs) and link the capac-
ity expansion decisions for the indistinguishable scenarios. The following representation
of conditional NACs using disjunctions and logic constraints is adapted from Goel and
Grossmann (2006).

Xkils = Xki1s0 8s;592S:56 sCk2K;i 21

(2.7a)
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n #

Zts;s0 h . oi
_ _ 1 Z58 8s;s°2S;s6 s%t2TnfTg
Xkit+1:s = Xkit+1:s0 8K 2K;i 21
(2.7b)
N " Nt #
755 (¢ Xsis ) 8s;5°2S;s6 s%t2TnfTg
(ri)2D (s;89 =1
(2.7¢)
N " Nt #
Zts;s0 0 ¢ Xri s 0) 8s;s°2S;56 s%t2TnfTg
(ri)2D (s;89 =1
(2.7d)
ZtS;SOthrue;false g 8s;°2S;s6 s%t2TnfTg
(2.7e)

Since no decision has been implemented at the start of the rst time period, all
scenarios are the indistinguishable at that point in time. This condition is enforced in
constraints (2.7a) by the equality of capacity expansion decisions at the very beginning
of the planning horizon. Disjunctions (2.7b) impose NACs for each scenario pairg;s9
provided that the Boolean variable Zf;so is true . Constraints (2.7¢) and (2.7d) relate
the Boolean variable Zf;so with the capacity expansion decisions for the technologies
with uncertain learning curves, denoted by setR. Specically, if (s is the uncertainty
realization of source ¢;i) in scenarios, and D(s;s) = f(r;i)jr 2R;i 21 ; vis 6 risoQ
is the set of sources of endogenous uncertainty that distinguish scenarmfrom s°, then
Zf;so is true if at the end of time period t, the uncertainty has not realized in any of the
uncertain parameters that belong to the setD(s; 9. It is important to note here that
constraints (2.7a)-(2.7e) are a mathematical representation of the conditional scenario
tree, which is a unique characteristic of stochastic optimization problems with (type-2)
endogenous uncertainty.

Now, clearly the setP = f(s;89js;s°2 S;s 6 s% can become huge as the number
of scenarios grows. Consequently, the number of NACs (2.7a)-(2.7e) can become ex-
ponentially large. However, usually, a large fraction of these NACs are redundant. To
identify the redundant scenario pairs, we utilize a polynomial-time exact algorithm dis-
cussed in Hooshmand and MirHassani (2016) designed for the case of pure endogenous
uncertainty with an arbitrary scenario set. Since model reduction is not the focus of
this paper, we do not delve into the details of the NAC reduction method. We refer the
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reader to Hooshmand and MirHassani (2016) for the details of the algorithm.
Let P%denote the reduced set of scenario pairs, then the reduced equivalent of NACs
(2.7a)-(2.7€e) is as follows:

Xki1s = Xkizs+1 8K 2K i21y;s2S;s<jSj (2.8a)
" . # .
z3% h 0
! _ _1z5S g5 2P%t2TnfTg (2.8b)
Xkit +1:s = Xkit+1;s0 8K 2 K;i 21 g
" #
o N Nt
VAN | G Xis) 8(s;92P%t2TnfTg (2.8c)
(ri)2D (s;89 =1
75 2 ftrue ;false g 8(s;s% 2P %t 2 TnfTg (2.8d)

The above modi cations preserve the optimal solution of the original formulation.
The reformulation of constraints (2.8b) and (2.8c) to linear constraints is given in Ap-
pendices A.1 and A.2, respectively.

2.4.3 Objective function

We de ne CAPEX for each scenario based on the corresponding capacity expansion
decisions as follows:

oo X X x £
G = t frs( KD Kk Xkits 8s2S (2.9)

t2T k2K i2l g ki 1

Similarly, the operational decisions in each scenario determine the OPEX as follows:

X X X X
tNt kith kit Pkths
t2T h2H (j23 k2K

OPX _
Cs™ =

Ukjth (Cits ; Qjths ; Pths ; Yiths 5 :32) 8s2S (2.10)

For each scenarios, the net cost equals the sum of the corresponding CAPEX and
OPEX:

CNET = CcSPX 4+ CcOPX 8s2S (2.11)
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For the capacity expansion problem with uncertain endogenous technology learning,
the objective is to minimize the expected net cost over the entire planning horizon; thus,
the overall stochastic optimization problem can be summarized as follows:

X
minimize psCNET (FSsp)
s2S

subjectto Egs. (2.6), (2.8a) - (2.8d), (2.9) - (2.11)

where ps denotes the probability of scenarios.

2.5 Value of stochastic solution for multistage problems
with endogenous uncertainty

The value of stochastic solution (VSS) provides a quantitative measure of the bene ts
yielded from accounting for uncertainty in parameters instead of modeling with their ex-
pected values, as illustrated by equation (2.12). It indicates whether it is worth investing
in formulating and solving a stochastic program (SP) instead of a deterministic expected
value problem (EVP). For the most part, VSS has been de ned and implemented for
two-stage stochastic optimization problems with exogenous uncertainty (Birge and Lou-
veaux, 2011). Lately, the concept has been extended to multistage stochastic optimiza-
tion problems with exogenous uncertainty (Escudero et al., 2007; Maggioni et al., 2014;
Zhang et al., 2018); however, it remains sparsely utilized. To the best of our knowl-
edge, the algorithm for calculating VSS has not been formally developed for stochastic
optimization problems with endogenous uncertainty.

VSS = E[zEVP] ZSP (2.12)

We present a shrinking-horizon approach for solving the EVP at each node of the
scenario tree for multistage problems. Unlike the classical exogenous case, the main
challenge in determining the VSS for the endogenous case lies in constructing the con-
ditional scenario tree based on the investment decisions that control which and when
an uncertain source resolves.

To develop the algorithm, we use a notation independent of the notation used in
the rest of the paper. Following are the sets and parameters utilized in this section:
Set of uncertainty sources is denoted byl . For the sake of brevity, we assume that
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each uncertainty source has only one uncertain parameter associated with it; however,
the algorithm works for sources with multiple uncertainties as well. Realizations of
the uncertain parameter associated with sourca form the set R;. Time periods are
represented by the sefl . The last time period is denoted by parameterT. The scenario
tree is characterized by “layers' that form the setL, where a layerl 2 L has a set of nodes
represented byN,. It is important to note that the cardinality of the set L is always
one more than the set of time periodsT, i.e. jLj = T +1. A node is represented by the
pair (I;n) indicating the layer | it resides in and its speci ¢ labeln. The set of children
nodes of a node I{ n) is denoted by G,, and the parent node of node [, n) resides in
layer | 1 and is denoted byny,. The uncertainty sources resolved at nodel{n) are
represented by the set 0, whereas the set, comprises all uncertainty sources resolved
prior to node (I;n). Lastly, the values of all the uncertain parameters realized prior to
node (;n) are contained in vector "|,. In contrast, the expected values of those yet to
be resolved comprises vector |,. Figure 2.6 illustrates the notation through a small
example.

- <— Investment decisionsxj; 8i 21
4— Uncertainty in source i resolves ifx;; =1

4— Operational decisionsy;
4— Investment decisionsxj> 8i 21
4— Uncertainty in source i resolves ifxj; =1

Operational decisionsy;

N]_:flg N3z =2 |82:; 132: AII;A'2_|
N2 = f1;2g G = f(2:1);(2:2)9 P32 = 11,29 1= (E[ 1L E[ 2])
N3 = f1,2,3g G = 1(3;3)g A21=(AA§) 21= 22= 33=(E[2])
Nz =1 171=flg 2= 33?\(?)
Nz =1 13, = f2g a=(":"%)
Figure 2.6: lllustrating notation using a problem with | = f1;29, R; = fA'l‘;AlH g Ry =
f’% ; “5' 0, T = f1;2g. Note that | denotes a layer in the scenario tree. The rst time period

(t=1)spansfroml =1to | =2, and so on. Uncertainty in sourcei = 1 realizes after investment
decisions in the rst time period. If 1 = "} then the investment decisions in the second time
period resolves the uncertainty in sourcel = 2; otherwise, sourcei = 2 remains unresolved.

The following formulation represents a general multistage stochastic program with
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endogenous uncertainty:

MSP : X X
z = min Ps  fi(Xes;Yiss s) (MSP)

X;
y s2S t2T

subjectto g(XpsiVys: s) O 8t2T;s2S

NACs
X 2f0;1g" 8t2T;s2S

where vectorxis comprises binary investment variables for each uncertainty source 2 |
in time period t of scenarios, i.e. Xis = ( Xuts; % Xjij ts)- UNcertainty in source i resolves
at the beginning of time periodt if Xjs equals 1. Vectory;s comprises operational vari-
ables for time periodt of scenarios. Vectors X[js = ( X1s; =% Xts) and Yps = (Yis; i Yis)
facilitate linking of decisions across time periods. Vector s contains realizations of all
uncertain parameters corresponding to scenaris, i.e. s =( 1s;: jjs). The proba-
bility of a scenario s is denoted by ps. Objective ZMSP is a probability weighted sum
of cost function f of each time periodt in each scenarios. The feasible region of the
problem is de ned by NACs and the constraints on function g; for each time periodt.

In a deterministic setting, an EVP is solved at each node of the conditional scenario
tree. Due to endogenous uncertainty, modeling and solving the EVP requires us to
dynamically construct the scenario tree based on the solution obtained at each node
(I;n). For this purpose, we de ne a series of sets and parameters that assist us in
constructing the scenario tree.

The structure of the scenario tree corresponding to layed + 1 is a function of the
decisions made at the nodes in layet. At node (I;n) with | T, we de ne a set
comprising the uncertainty sources that get resolved after solving nodel(n):

19, =fi:i2l;xy, =1;t=Ig (F-0)

As illustrated in Figure 2.6, no investment decisions are made at the leaf nodes since
they correspond only to the recourse decisions for the last time period; thus,  is not
denedfor | =T +1.
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Further, we calculate the number of children nodes of a non-leaf nodd;(n) as follows:

8
21 if 12 =;
n =5 Q jRij otherwise (F1)
i21 9

where R denotes the set of realizations of uncertain parameters associated with source
i.

Using |n, the set containing children nodes of a non-leaf nodeli(n) can be de ned
as follows:

8
2f(I+21;0);:50+1; n)g; ifn=1
Gn = i=n& n P 1 (F-2)
" >f0+1:n9: n02 | fjg;n%= im0, otherwise
j:nool-l m=1

Further, using the set G 1.5, we de ne the ordered setN, comprising nodes in layer
| of the scenario tree as follows:

8
2f1g; if1=1
Ny = S , F-
! >fn:(l;n) 2 G 1n0g; otherwise (F-3)
n®2N 1 1
Now, let nj, denote the parent node of nodel{n) in parent layer, | 1. Note that

when mapping parent to children nodes, we can simultaneously map the children to
their parent node. Next, we de ne the set of all the resolved uncertain sources prior to
solving a node (;n):

< if =1

Bin = i (F-4)

The probability of a node (I;n) is de ned as follows:

8
% 1; if 1=1
P = Pt t12Lnf g1 P pp, = (F-5)
LT ("My; ifl2Lnf gl ., 6
i2l

| Lin,
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where '\,f is the realized value of uncertain parameter, and ' (A{) is the probability of
realization of 7.

Returning to solving the EVP corresponding to the multistage problem (MSP), we
present the following deterministic problem to be solved at node [ n) of the conditional
scenario tree:

X _
Zjp” =min fe(xe: Y6 "ins n) (DP )
Yo et
subjectto g(Xp; Y " m) O 8t2T (2.13a)
Xit = Xjt) 1, S121;t2T5t | 1 (2.13b)
Yt = Yo 1np, 8t2T;t | 2 (2.13c)
x(2f0;1g" 8t2T (2.13d)

where vector |, comprises the expected value of uncertain parameters that are
yet to be resolved, i.e. | = (E[i,;E[i,];:) F)8fi1;i2;:::g 2 Inf,. The ex-
pected value of uncertain parameter i, E[{] = ., 5. 7' (V). Similarly, vec-
tor ", comprises the realized values of uncertain parameters already resolved, i.e.
"= (N0, 8figiziig 2 By, To be clear, the uncertain parameters xed at
node (;n) should have realized at the nodes in the layerd® < | and must lie on the
path connecting node (; n) and the root node. To summarize, the unresolved uncertain
parameters are xed to their expected values while the resolved uncertain parameters
are xed to their realized values. Since we utilize the expected value representation
instead of scenarios, we no longer need the index For the same reason, we drop the
NACs. Constraints (2.13b) and (2.13c) denote xing of variables from the preceding
time periods. The investment and operational decisions for a time period obtained
at node (I;n) are denoted by x;,,, andy,,, respectively. It is important to note that
at node (I;n), we x the investment decisions for time period t such thatt | 1;
however, we x the operational decisions only for time periodt such thatt | 2. For
example, in Figure 2.6, at node (31), we X Xj2 = Xj201; Xi1 = Xj101 81 and yq = yqo4.
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Algorithm 2.1 Algorithm for Computing the VMSS with Endogenous Uncertainty
1: Solve (MSP), getZMSP
2: | I;N;g f 1g
3 while | T+1 do

4 forall n2N, do

5: Get Fy, using (F-4)

6: Get pi, using (F-5)

7 i i 8i2Ink, . Assigning expected values
8 i ’\{ 8i 2 B, . Assigning realizations
o: Xi  Xjg 1, S1205t2T5t |1 . Fixing investment decisions
10: Yo o Yy oqn, 82Tt 12 . Fixing operational decisions
11: Solve (DP,), get ZPP, y,, and x;, 8i21;t2T

12: Xign ~ Xjp 8i21;t2T;t | . Storing investment decisions
13: Yoo Yy 8i21;t2T;t | 1 . Storing operational decisions
14: Get | 2 using (F-0)

15: Get | using (F-1)

16: Get Gp using (F-2)

17: end for
18: Get Nj+1 using (F-3)

19: | [+1
20: end while =
. >DP DP
21: Z Pr+1:nZT41n
N2NT 41

22: VMSS = Z°7  zMsP

The solution obtained from deterministic optimization is the probability-weighted
average of the leaf nodes' solutions. Leaf nodes belong to the layee= T + 1.
X
=DP
Z = pT+1§nZ'Pfl;n
N2N 141
Once we have the solutions to the stochastic problem and the deterministic problem,
we can substitute them in equation (2.12) to obtain the value of stochastic solution for
a multistage problem (VMSS) with endogenous uncertainty. For the detailed algorithm,
see Algorithm 2.1.

VMSS = Z°F  zMmsP
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2.6 Column generation strategy

The stochastic programming models for large-scale problems are, in general, intractable
due to a large number of scenarios and NACs. This demands the development of a
decomposition strategy that can split the stochastic programming model into several
smaller problems while at the same time preserving the optimal solution to the original
model.

If we ignore the NACs (2.8a)-(2.8d), (FSsp) decomposes intojSj independent sub-
problems. Notice that the constraint set (2.6) holds individually for each scenario
s 2 S. For a scengfios, let Xs := fxs : (2.6)g be the feasible space of binary vari-
ablesxs 2 f 0, ngTJ k2K ! kJ. The binary restriction on variables x ensures that the set
Xs has nite cardinality Ns := jXgj; hence, we can rewriteXs = fXg. : ¢ 2 Csg, where
G = f1;:::;Nsg. The selection of exactly one element (column) from seXs can then

be enforced as follows:

X
Xkits = scXkitse SK2K;1 21 ;t2T (2.14)
X C2Cs
sc=1 (2.15)
c2Cs
sc2f0;1g 8c2Cs (2.16)

Further, each feasible columnxg. is assumed to have an associated optimal cost g,
obtained from solving the following optimization problem:

X X X £

= min_ - ps t frs(C )d Kk Xkits
Yov T keKi2l, o ki1
X X X
Nt kith kit Pkths *
h2H (j23 k2K

Ukjth (Ckes: Qjths + Pkths 5 Ykths 5 +22)
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kts = i2|kxkitsiki 8k2K;t2T
ks b 8k2K;t2T

subjectto Cyos = Cko 8k 2K 3

ths:gk;t st ks B8k2K;t2T

Qjths = Qjth 15+ i kok kit Pkths + Vijths  jth
8j2J;t2T;h2Ht_

Qjtv s Qjtos 8 23 :;t2T

Pkths kthCktis 8k 2K;t2T;h2H;

Okths (Ckts s Qjths 5 Pkths s Ykths: i) 0 8k 2K;j 23 ;t2T ;h2H;

0 Vims V™ 823 :t2T h2H,

Qiths 0 8 2J;t2T;h2H;

Piths OjVkths 2Z 8k 2K;t2T;h2H;

Ckts; ks 0 8k2K;t2T ,

Now that we have the set of equations (2.14)-(2.16) that enables us to select exactly
one column from setXs as well as the cost . associated with it, (FSsp) can thus be
equivalently written as the following master problem (MP):

X X
vMP = min s sc (MP)
| & S c2Cs X
SUbJeCt to scXki1sc s+1 :c0Xj 1:s+1 :c0 =0
c2Cs c02Cs41
8k2K:i2l:s2S;:s<jSj @
X 2 K IS . [ Y]
scXkit +1 :sc S9C0X k-t +1 :50c0 1 z7)
c2Cs c%2C.o0
« Sk%(K;i2Ik;(s;sC)2P0,t2Tnng [ @]
scXkit +1 :sc s9OX kit +1 :50c0 (1 Zts;s )
c2Cs c%2Cq0
8k2K;i2l;(s;892P%t2TnfTg [ ©]
<0
nys + SCXri sC 1
c2Cs

8(s;) 2P%(ri)2D(s;89;8;t 2TnfTg, t [ ¥]
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X Xt X

25 + soXiise 1 8(5;92P%t2TnfTg [ @]
X (r;i)2D (s;89 =1 c2Cs

«=1 8s2S []
c2Cs

sc2f0;1g 82S;c2C
2521019 8(s;92P%t2TnfTg

where binary variable zts;SO corresponds to the Boolean variablezts;SO in (FSsp).

The above formulation is commonly known as a Dantzig-Wolfe reformulation, which
often serves as the basis of a column generation algorithm (Barnhart et al., 1998;
Lubbecke and Desrosiers, 2005). Now, the number of variables in (MP) can be ex-
tremely large due to the cardinality of Xg; therefore, instead of solving (MP), we solve a
restricted version of it, (RMP), with only a subset of columns present, i.e. Xs X s. The
columns to be included in (RMP) are determined by solving a set of pricing problems.
The pricing problem for scenarios is de ned as follows:

X X X £

s= mi_nC_P_ Ps t frs( WD Kk Xits + (PP )
You T kK2, o ki1 )
X X X
Nt kith kit Pkths + Ukjth (Cits; Qjths ; Piths ; Ykths ; ::2)
h2H  j2J k2K
X
(1) (1) Xii
kis kis 1 “kils
k2K ;
i2l
X X X
(2) (2) Xii
kitss © kits Os kit +1 ;s
k2K ; (s;s92P 0 (s%s)2P ©
i2l K>
t2Tnf Tg
X X X
3) (3) X
kitss © kits 0 “Kit+1is
k2K ; (s;892P 0 (s%s)2P ©
i2l «;
t2T£1<f Tg X X X
4 X (5) Xri
rit ss 0Xri's ts50 ri s s
12TnfTg; (s;592P & t2T nf Tg; (r;i)2D (s;89;
t (r;i)2D (s;89 (s;892P 0 2TnfTg;, t
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Xt
subjectto  Xits Xki 1:s 8K2K;i21ygnflgt2T
=1
Xt
Xkis 1 8k2K;i2lyt2T
=1
Xkis 2F0;1g 8k2K;i 21 ;t2T

(y; ;CP;Q;V)2

where the dual prices and correspond to the NACs and the convexity constraints
in (MP), respectively. Further, if the reduced cost s is negative for some vectorx,
then it becomes eligible to enter the column setXs de ning (RMP).

Once we have the master and subproblems de ned, the algorithm requires solving the
relaxation of (MP), which we denote (MP-LP). Each iteration of the column generation
algorithm involves solving a linear relaxation of (RMP), which we denote (RMP-LP),
with an updated column set Xs from the pricing problems solved in the preceding
iteration. The mutually independent pricing problems allow us to solve them in parallel,
reducing computation time. Since (RMP-LP) contains only a subset of all columns,
vRMP-LP i an upper bPound (UB) to (MP-LP). The lower bound ( LB) to (MP-LP) can
be shown to beUB+ 5 s (Allman and Zhang, 2021a).

The iterative column generation procedure continues until the optimality gap drops
below the desired tolerance (). If column generation yields an integer feasible solution,
then it is the optimal solution to (MP). However, in the case of fractional decisions,
instead of branching, we simply solve (RMP) with the accumulated columns to quickly
generate a feasible solution (UB) to (MP). Also, the lower bound to (MP-LP), LB, is
a lower bound to the (MP) as well, which allows us to compute a rigorous optimality
gap for (MP). Figure 2.7 summarizes the column generation algorithm through a ow
chart.

Remark 2.1. Column generation does not require us to solve the pricing problems to
optimality. A sub-optimal column with a negative reduced cost is acceptable. LetLBg
be the lower bound associated with pricing problems, then we get a valid lower bound
on the (MP-LP) as follows:

X __
RMP-LP LBS MP-LP RMP-LP

\ \Y \Y

s2S
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Initialization:
Formulate Dantzig-Wolfe Xs8s2S

fullspace (FSsp) reformulation (MP) UB +1;B 1

Elapsed time: t 0O

Solve RMP-LP
N
with Xs8s2 S

Yes
ible?
Infeasible? gop
No
Update UB :
UB  (RMPLP
Record UB:___
a. - UB LBj
9aPoa = jUBj
i ‘Solve PPl‘ ‘Solve PPZ‘ ‘SOWG PBs;j |
L L L L L L L L L LT T, . Record nalgap:
9aPoa = 9aPce
‘ Solve RMP with Xs8s2 S
Update LB: P
[B maxfLB;UB+ sg Yes
s2S

Update X5 8s2'S o @ = Yes s« 2f0;1g N
with new columns 93hce 852S;c2Cs? o

No

Yes tel < tmax No

Figure 2.7: Flowchart depicting the steps involved in the proposed column generation algo-
rithm. (gap o =overall feasible solution gap, gap.; =relaxed solution gap at the end of column
generation, tg=elapsed time, tmax =maximum time limit. Although not explicitly shown, t ¢ is
updated at the end of each iteration.)
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The above technique can speed up convergence, especially if the pricing problems are
computationally di cult, by quickly generating columns that are feasible to the (RMP-

LP). However, to prove convergence, we are eventually required to solve the pricing
problems to optimality. The decision of when to start solving pricing problems to opti-
mality is in uenced by factors such as current gap and optimality tolerance, convergence
rate, size of (RMP-LP), and iteration limit, to name a few.

2.7 Computational experiments

This section evaluates the VMSS on randomly generated instances to showcase the ben-
e ts of modeling uncertainty using a stochastic programming framework. Further, an
analysis of the performance di erence between solving the full-space model and column
generation is presented. All instances were modeled using JuMP v0.21.10 (Dunning
et al.,, 2017) in Julia v1.6.3 (Bezanson et al., 2017b). All instances were solved using
Gurobi v9.1.2 (Gurobi Optimization, LLC, 2021) on the Mangi cluster of the Min-
nesota Supercomputing Institute (MSI) equipped with dual-socket AMD EPYC 7702
64-core processors. The number of cores utilized to solve each instance was set such
that complete parallelization could be achieved. For all instances solved using the
full-space model and column generation, the optimality tolerance was set to 0.1%. Fur-
ther, a maximum time limit of 10,000 s was enforced for each instance. To counter
the frequently observed tailing-o e ect in column generation, we disabled presolve and
crossover functionality, and solved (RMP-LP) using the barrier algorithm. The capacity
planning model used in this section can be found in Appendix A.3.

We consider instances with varying numbers of scenarios (8, 16, 32, and 64) and time
periods (5, 7, and 9). The 8-, 16-, and 32-scenario instances were generated assuming
a single uncertain technology, whereas the instances with 64 scenarios were generated
assuming two uncertain technologies, each with 8 possible learning curves. For each
case, the total numbers of technologiesjKj, and products, jJj, considered were four
and one, respectively. The number of expansion points was assumed to be the same for
all technologies, i.e.jlj k = jlj ko 8k; k%2 K ;k 6 k® In particular, instances with 8, 16,
and 32 scenarios havglj « = 3, 4, and 5, respectively. For the 64-scenario case, for each
technology, jlj k equals 3. The frequency of representative day in each time periody;,
was assumed to be 365, whereas the number of operational scheduling intervajsi j,
was assumed to be 28t 2 T .
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Demand data was generated separately for the initial and nal time periods accord-
ing to the distribution in Table 2.1. For the intermediate time periods, representative
demand was distributed (and sorted in an increasing order) between the demand in
the rst and the last time period. Now, since each time periodt hasjHj operational
scheduling intervals, the demand in eachh 2 H; was generated fromU(0:8; 1.15)d:,
whered; is the representative demand in time periodt. To mimic the variable availabil-
ity of renewable energy sources, we consider an availability parameter,y, sampled
from U(0:8;1), denoting fraction of available installed capacity for technologyk in in-
terval h of time period t. The minimum up-time and down-time for each technologyk
was generated according to the discrete distributionUf1;2g. The capacity associated
with a single unit for each technologyk belongs to U(350; 450).

Parameter Distribution

Initial capacity, Cyo U(4;6)10°

Incremental capacity, i U(4;5)10°

Initial expansion cost, f(0) U(4; 6)10°

Production cost, i U(4;5)

Initial demand, d; U(0:8; 1:3)(p kax Cyo)
Final demand, dt UO:50:7)( ok Cuil j)
Demand,d; for2 t T 1 U(dy; dt)

Budget, by U(10; 20)E[ i]
Discount rate (%) U(2; 6)

Purchase/unmet demand cost, v U(20; 40)103

Table 2.1: Distributions used for generating random problem instances.

The learning curves for uncertain technologies were generated to represent both the
high- and low-learning scenarios. For example, a high-learning scenario may correspond
to a steep decline in cost initially (as much as 90-95%). Then with further increase in
capacity, the rate of decline gradually reduces (0-60%). A low-learning scenario may
correspond to virtually no reduction in capacity initially and then a slow decrease (0-
30%) with any subsequent expansion. For deterministic technologies, the learning curves
were generated such that they lie between the high and low learning scenarios of the
uncertain technology. If the deterministic learning curves lie completely above or below
the uncertain learning curves, that may entirely favor or disregard the expansion of
uncertain technologies compared to the deterministic technologies, making the decision-
making process trivial. This is a close representation of a real-world scenario, where
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a new technology (potentially uncertain) with a cost initially higher than a matured
technology (deterministic) may either undergo low-learning, in which case it fails to
become competitive, or high-learning, in which case it eventually replaces the current
technology.

2.7.1 Value of multistage stochastic solution

For each combination ofjSj and jT j, we solve 12 randomly generated instances. Table
2.2 summarizes the results for the case with one uncertain technology in terms of the
average objective value from the expected value deterministic model (EV), the average
objective value of the best solution we could nd using stochastic programming (SP),
and the mean, minimum, and maximum relative VMSS values.

Mean obj. ( 10°) VMSS (%)

iSi T EV SP Mean Min. Max.
8 5 73278 70,386 391 110 6.83
7 80603 77,0710 430 112 7.94
9 82277 78973 4.02 117 7.15
16 5 96,229 89,983 6.40 0.88 11.13
7 81147 77,032 501 122 7.21
9 92558 88,254 462 320 8.22
32 5 98425 92,382 6.25 256 9.18
7 107,890 103,344 430 1.38 9.05
9 104,050 99,996 4.06 047 7.24

Table 2.2: VMSS statistics for instances with one uncertain and three deterministic technolo-
gies. For each combination ofiSj and jT j, 12 random instances were solved.

Stochastic programming clearly outperforms the expected value deterministic ap-
proach in each case leading to a positive VMSS. We observe an average VMSS in the
range 3-7%, which is quite signi cant, especially when considering that the cost in long-
term capacity planning often amounts to millions or billions of dollars. For instances
with two uncertain technologies (Table 2.3), we again see a considerable improvement
in the solution indicated by the relative VMSS, further stressing the bene ts reaped
by modeling uncertainty using the stochastic programming approach. Moreover, on
average, the relative VMSS appears to be higher in case of two uncertain technologies
compared to only one, indicating a positive correlation between VMSS and the number
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of uncertain technologies. However, we should be cautious about generalizing this cor-
relation because VMSS is a ected by various factors including the scenario distribution
and actual realizations as well as other deterministic model parameters.

Mean obj. ( 10°) VMSS (%)
iTj EV SP Mean Min Max

5 79,590 73,406 7.57 4.41 10.28
7 77,941 73,8906 523 175 9.76
9 85,336 80,353 5.66 1.11 8.22

Table 2.3: VMSS statistics for instances with two uncertain and two deterministic technologies.
All instances correspond to 64 scenarios resulting from the combination of 8 scenarios from each
uncertain technology.

2.7.2 Performance analysis: full-space vs column generation

Considering the same set of random model instances, we now compare the computa-
tional performance between the full-space model and the proposed column generation
algorithm. All computational statistics are shown in Tables 2.4 and 2.5.

The rst key observation is that, for all cases, on average, the best feasible solution
obtained using column generation is at least as good as the one obtained from the full-
space model. The dierence is especially prominent for larger instances with 32 and
64 scenarios. The average improvement observed for the 32- and 64-scenario instances
range from 0.8-89% and 2.7-97%, respectively. The di erence in feasible solution gaps
between the full-space model §ap) and column generation §apy, ) indicates the supe-
riority of column generation in producing better feasible solutions. However, it should
be noted that a lower gap does not necessarily imply a better feasible solution. For ex-
ample, for the 8-scenario case, althouglyap < gapy,, column generation produces the
same or slightly better feasible solutions. It is due to this observation that we did not
see the need to further implement a branching scheme in the spirit of a branch-and-price
algorithm to further reduce the optimality gap.

Secondly, compared to the full-space model, column generation manages to solve
signi cantly more instances. In particular, for the 8-, 12-, and 32-scenario cases, on
average, the full-space model converged only for 2 out of the 12 instances, whereas
column generation converged for 9 instances. For the 64-scenario case, the full-space
model failed to solve any instances, whereas column generation converged for 7 out of 12
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Full-space Column generation
jSi jTj Obj. ( 10°) NS gap (%) time (s) Obj. ( 10°) NS gapcg (%) time (s) GaPoa (%) TaPoa (%)

8 5 70,386 7 1.92 752 70,386 O - 698 5.66 5.66
7 77,099 7 371 2,716 77,070 O - 2,233 4.54 4.54
9 79,017 11 446 1,154 78,973 0 - 3,522 5.23 5.23
16 5 90,015 12 6.13 - 89,983 0 - 3961 4.85 4.85
7 77,203 12 7.95 - 77,032 0 - 4,704 5.99 5.99
9 88,805 11 1422 7,247 88,254 7 11.59 5,326 12.49 7.26
32 5 93,129 12 13.49 - 92,382 3 7.86 5,648 6.79 5.10
7 117,678 12 26.33 - 103,344 9 13.78 6,230 16.20 9.02
9 965,473 12 59.84 - 99,996 11 17.39 8,006 20.75 9.15

Table 2.4: Summary statistics highlighting the di erence in computational performance be-
tween solving the full-space model and the column generation algorithm for one uncertain and
three deterministic technologies. Obj.= average objective value over the 12 random instances,
NS=number of instances not solved to 0.1% optimality gap in 10,000 s, time=average solution
time for instances solved to 0.1% gap gap=average optimality gap for instances not solved
to 0.1% gap in 10,000 s,gap.g =average optimality gap for column generation for instances
not solved to 0.1% gap in 10,000 sgapy, =average feasible solution gap for all 12 instances,
Japo, =average feasible solution gap for instances for which column generation converged.)

instances. Although convergence in the case of column generation does not necessarily
guarantee a feasible solution, it does substantially reduce the overall computation time
since the solution time for the nal RMP is fairly short.

Lastly, for the instances that converged, column generation always terminates with
a sub-10% gap, as indicated by the parametegapy,,, Which is a signi cant improve-
ment over the feasible solutions obtained using the full-space model, again more so for
the 32- and 64-scenario cases. Overall, column generation proves to be an e cient de-
composition method for solving large instances of the proposed multistage stochastic
programming model.

Full-space Column generation
jTj Obj. ( 10°) NS gap(%) time (s) Obj. ( 10°) NS gapeg (%) time (S) TaPoa (%) TaPoa (%)
5 75,450 12 13.06 - 73,406 0 - 3,882 6.86 6.86
7 1,015,983 12 59.40 - 73,896 5 7.90 5,731 11.60 9.35
9 3,124,639 12 86.93 - 80,353 9 12.19 5,204 15.92 9.56

Table 2.5: Summary statistics highlighting the di erence in computational performance be-
tween solving the full-space model and the column generation algorithm for two uncertain and
two deterministic technologies. All instances correspond to 64 scenarios resulting from the com-
bination of 8 scenarios from each uncertain technology.
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2.8 Industrial case study

The proposed stochastic programming framework is applied to a capacity expansion
case study for a network of power generation technologies. Speci cally, we consider
seven technologies and categorize them into three categories { conventional (no cost
reduction), deterministic (known learning curve), and uncertain technology (uncertain
learning curve). Nuclear, coal, combined cycle gas turbine (CCGT), and open cycle
gas turbine (OCGT) are considered conventional, onshore wind and solar are assumed
to be deterministic, and o shore wind is assumed to have an uncertain learning curve.
The planning problem was modeled using JuMP v0.21.10 in Julia v1.6.3 and was solved
using Gurobi v9.1.2. The model and data for this case study are partially adapted from
Heuberger et al. (2017). The model can be found in Appendix A.4.

Figure 2.8: The possible learning curves considered for o shore wind are illustrated on the
left. Scenario tree (right) obtained using the stochastic programming approach reveals expansion
decisions for o shore wind.

The planning horizon spans eight 5-year time periods from 2015 to 2055. The
capacity expansion decisions are made at the start of each of these time periods. Each
time period comprises a representative scheduling horizon of 24 hours. Decisions made
in each hour of the scheduling horizon include the amount of power generation, number
of units to be started or shut down based on the minimum up- and down-time of
each technology, inventory transfer based on the power generation and the demand
satis ed, and so on. Figure 2.8 illustrates the eight possible learning curves for o shore
wind technology and the eventual scenario tree based on the expansion decisions made.
The scenario tree indicates that the o shore wind capacity increases by 2.5 GW in
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the rst time period; however, as expected, we do not see any further expansion for
the low-learning (high-cost scenarios) case. In contrast, for the high-learning (low-cost
scenarios) case, the capacity further expands by 5.8 GW in the second time period,
resulting in four scenario tree nodes. Besides, we obtained an1.7% VMSS, which
amounts to £2.16 billion savings over the deterministic approach.

Figure 2.9: Capacity distribution of power generation technologies under low- and high-
learning scenarios for the deterministic and stochastic programming approaches. Stochastic
programming furnishes decisions adapted to the low- and high-learning scenarios, whereas de-
terministic approach fails to adapt and generates identical decisions for the two cases.

Next, Figure 2.9 illustrates the distribution of capacity for all technologies during
the planning horizon obtained using the deterministic and the stochastic programming
approaches. Unlike stochastic programming, the deterministic approach fails to adapt
its decisions to di erent learning rates and yields identical decisions under both the low-
and high-learning scenarios, where no further investment is made in o shore wind . For
the rest of this section, we will focus on discussing results obtained using the proposed
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stochastic programming framework. Now, compared to the high-learning scenario, the
low-learning scenario does not favor o shore wind expansion. For the low-learning case,
the mean installed o shore wind capacity during the planning period is 5 GW, which is
75% less than the high-learning case. This reduced capacity expansion in o shore wind
is compensated by expansions of conventional technologies such as nuclear, CCGT,
and OCGT. For example, in the low-learning case, nuclear power has a mean installed
capacity of 13.8 GW, which is 34% higher than the high-learning case. Similarly, in
the low-learning case, CCGT and OCGT exceed the mean installed capacity in the
high-learning case by 4% and 38%, respectively.

Further, since installed units of each technology have a nite lifetime, in the low-
learning case, the minimal expansion of o shore wind results in retiring all its capacity
by the end of 2040. Note that the expansion decisions are governed not only by the
expansion cost but also by the expansion budget, production costs, lifetime of each
technology, and the time-varying power generation capacity. The proposed stochastic
programming model e ectively integrates the above factors with the uncertain cost to
generate the optimal capacity distribution.

Figure 2.10: O shore wind energy distribution obtained using the stochastic programming
approach during a representative day in 2020 and 2040 under high-learning (HL) and low-
learning (LL) cases.

Now, the available capacity of a technology along with the production costs directly
a ect the amount of energy production that can be achieved in any particular hour
of the day. Figure 2.10 demonstrates the e ect of uncertainty in technology learning

41



on the power generation through o shore wind technology in two distant time periods.

In the case of low-learning, lower installed o shore wind capacity leads to lower power
generation. In particular, the mean energy production during the day in 2020 is 1,475
MWh. Since most o shore wind capacity retires by 2040, the mean production reduces
by 67% to 492 MWh. On the contrary, in the high-learning case, increased capacity
expansion enables higher power generation capability to meet the increased demand.
For example, the mean power generation in 2020 is 2,616 MWh, which further increases
by 79% to 4,681 MWh in 2040.

2.9 Conclusions

In this work, we proposed a rigorous optimization framework for a general process
network that can be utilized to model energy systems containing both renewable and
non-renewable technologies. We applied stochastic programming to account for the
long-neglected aspect of uncertainty in technology learning curves. Moreover, we devel-
oped an algorithm to compute the value of stochastic solution in multistage stochastic
programming with type-2 endogenous uncertainty. We further developed a decompo-
sition algorithm based on column generation to solve large instances. Improvement in
tractability, especially for instances with a large number of scenarios, and solution qual-
ity relative to the full-space model was shown by applying our decomposition algorithm
to a large set of randomly generated instances.

The practical applicability of the proposed framework was established through a
case study on power capacity expansion. The dierence in decisions was discussed
primarily through two sub-classes of scenarios, high- and low-learning, also indicating
that any solution obtained through a deterministic model, which essentially operates
on the expected value of unrealized uncertain parameters, would often be sub-optimal
for any perturbation in the assumed deterministic learning curves. Overall, the results
demonstrate the importance of accounting for endogenous uncertainty in technology
learning.
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Chapter 3

Column generation for multistage stochastic
mixed-integer nonlinear programs with discrete
state variables *

3.1 Overview

Stochastic programming provides a natural framework for modeling sequential optimiza-
tion problems under uncertainty; however, the e cient solution of large-scale multistage
stochastic programs remains a challenge, especially in the presence of discrete decisions
and nonlinearities. In this work, we consider multistage stochastic mixed-integer non-
linear programs (MINLPs) with discrete state variables, which exhibit a decomposable
structure that allows its solution using a column generation approach. Following a
Dantzig-Wolfe reformulation, we apply column generation such that each pricing sub-
problem is an MINLP of much smaller size, making it more amenable to global MINLP
solvers. We further propose a method for generating additional columns that satisfy the
nonanticipativity constraints, leading to signi cantly improved convergence and opti-
mal or near-optimal solutions for many large-scale instances in a reasonable computation
time. The e ectiveness of the tailored column generation algorithm is demonstrated via
computational case studies on a multistage blending problem and a problem involving
the routing of mobile generators in a power distribution network.

3.2 Introduction

Decision-making problems under uncertainty are often formulated using the stochastic
programming (Birge and Louveaux, 2011) framework, especially if the distribution of
the uncertain parameters is known a priori. Consider a general multistage stochastic
programming problem of the following form:

minimize f1(Xx1;y1; 1)+ E min fo(X2: Vo +E +
X1;¥12G1( 1) 1( L1 1) X2:¥22G2(X1; 1) 2( 2:¥2 [2])

E min Jroayr mie g T

XT3y71 26T (X7 15 (1]

1This chapter is reprinted with permission from Rathi et al. (2025b), with minor modi cations.
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where x and y are the state and stage variables, respectively. The state variables
link decisions in di erent stages, whereas the stage variables are local to a stage. All
uncertainties realized up to staget are represented by 1, i.e. = ( 1;:::; ). The
above formulation enables determining optimal decisions in a sequential decision-making
process that anticipates uncertainty in parameters that realizes over time.

Multistage stochastic programming is a well-studied framework that has seen signif-
icant theoretical advances in both modeling and solution methodologies. It is frequently
used to model problems in applications with high uncertainty, such as nancial plan-
ning, long-term expansion planning, power systems operations, inventory management,
and supply chain engineering. A sample average approximation approach (Kleywegt
et al., 2002) is commonly applied, resulting in stochastic programming models that
scale with the number of discrete scenarios considered, which can be particularly large
in the multistage setting. Various solution methods have been developed over the years
to improve the tractability of such stochastic programs. However, most existing meth-
ods are targeted at solving two-stage or multistage linear stochastic programs. For a
comprehensive review of decomposition technigues in stochastic optimization, we refer
to Escudero et al. (2017). In this work, our focus is on multistage stochastic programs
with discrete state variables and generally nonlinear problems. In the following, we
review works focused on multistage stochastic programs with discrete decisions and/or
those involving nonlinearities.

In the case of problems involving discrete variables, signi cant algorithmic advance-
ments have been made for two-stage stochastic mixed-integer programs. However, im-
proving the tractability of multistage stochastic programs with discrete decisions using
decomposition-based algorithms remains an active research area. Zou et al. (2019) ex-
tended the idea of stochastic dual dynamic programming (SDDP) (Pereira and Pinto,
1991; Shapiro, 2011) by proposing stochastic dual dynamic integer programming (SD-
DiP), which can handle binary state variables in multistage stochastic programs. Lara
et al. (2020) extended it further to problems with mixed-integer state variables, although
without guaranteed nite convergence due to potential duality gaps. Recently, Ahmed
et al. (2022) proposed stochastic Lipschitz dynamic programming for solving multistage
stochastic mixed-integer programs. Note that Zou et al. (2019), Lara et al. (2020),
and Ahmed et al. (2022) assume stagewise independence of uncertainty, whereas the
framework we propose in this paper does not require this assumption. The progressive
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hedging algorithm has also been proposed as a heuristic for solving stochastic mixed-
integer programming problems (Rockafellar and Wets, 1991, L kketangen and Woodru ,
1996). However, even for the two-stage case, convergence remains an issue (Watson and
Woodru , 2011). Barnett et al. (2017) and Atakan and Sen (2018) integrated progressive
hedging within the branch-and-bound algorithm. While these approaches led to reduced
optimality gaps, they also resulted in increased solution times. The column generation
algorithm has emerged as a promising technique for enhancing tractability (Singh et al.,
2009; Sen et al., 2006; Flores-Quiroz and Strunz, 2021; Rathi and Zhang, 2022) of mul-
tistage stochastic mixed-integer linear programming (MILP) problems. Flores-Quiroz
and Strunz (2021) showed its superiority over progressive hedging and nested Ben-
ders decomposition for power system planning under uncertainty, proposing additional
convergence enhancements through the concept of column sharing. Although the afore-
mentioned papers (Singh et al., 2009; Sen et al., 2006; Flores-Quiroz and Strunz, 2021;
Rathi and Zhang, 2022) demonstrate the use of column generation for solving stochas-
tic MILPs, its application and potential for solving stochastic mixed-integer nonlinear
programs (MINLPs) have been largely overlooked in the literature, which we address in
this paper.

The computational complexity further escalates when, in addition to discrete deci-
sions, nonlinearities are present in the model. From the perspective of dealing with
nonlinearity, most e orts have focused on two-stage stochastic problems. Li et al.
(2011) proposed a nonconvex generalized Benders decomposition algorithm for solving
two-stage stochastic MINLPs with binary rst-stage and continuous recourse variables.
Cao and Zavala (2019) proposed a reduced-space branch-and-bound scheme that solves
lower- and upper-bounding problems for two-stage stochastic nonlinear programs by
relaxing the nonanticipativity constraints and solving scenario problems (resulting from
xing rst-stage decisions), respectively. Li and Grossmann (2018) dealt with two-stage
convex mixed-binary variables in both stages via an improved L-shaped method with
Lagrangean and strengthened Benders cuts in the Benders master problem, followed
by developing a generalized Benders decomposition-based branch-and-bound algorithm
with nite convergence for the same class of problems (Li and Grossmann, 2019a).
They further proposed a generalized Benders decomposition-based branch-and-cut ap-
proach for small-sized nonconvex two-stage stochastic problems with mixed-binary vari-
ables in both stages (Li and Grossmann, 2019b). Allman and Zhang (2021b) proposed
a branch-and-price algorithm to solve a class of nonconvex MINLPs with integer linking
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variables. There have been very limited e orts in developing e cient solution meth-
ods for multistage stochastic MINLPs. Recently, Zhang and Sun (2022) proposed a
generalization of the SDDP approach to multistage stochastic MINLPs. Their method
incorporates a cut generation scheme and derives a surrogate representation of the orig-
inal model through a regularization approach. Fallner and Rebennack (2022) developed
a nonconvex nested Benders decomposition algorithm for multistage MINLP problems;
in theory, this method can solve multistage stochastic MINLPs but the paper has, how-
ever, only demonstrated its application to deterministic problems.

In summary, the majority of the research on algorithmic advances for multistage
stochastic programs has focused on MILPs, while mostly two-stage stochastic programs
have been considered in regard to MINLPs. Hence, given that multistage stochastic
MINLPs have received far less attention despite their ability to model various real-
world problems, in this work, we propose a decomposition strategy based on column
generation targeting multistage stochastic MINLPs featuring discrete state variables.
In the following, we summarize our main contributions.

1. We develop a Dantzig-Wolfe reformulation of the general multistage stochastic
MINLP via a discretization approach, which enables the decomposition of the
problem using column generation. This method con nes the nonlinearity to
smaller-sized subproblems, making them amenable to o -the-shelf MINLP solvers.

2. While each subproblem can be solved independently, enabling parallelization and
leading to reduced solution times, we additionally adopt the column sharing strat-
egy from Flores-Quiroz and Strunz (2021) that exploits the scenario tree structure
to facilitate information (column) sharing among subproblems (nodes in the sce-
nario tree). This improves convergence by providing more information to the
master problem of the column generation algorithm.

3. We showcase the e cacy of our decomposition scheme via two computational case
studies: one on multistage blending and the other on the routing of mobile gen-
erators in a power distribution network. In particular, we conduct a comparative
analysis of the proposed column generation approach, both with and without col-
umn sharing, against solutions obtained from directly solving the fullspace model.
We also provide insights into how incorporating column sharing into the column
generation algorithm can lead to improved performance.
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The remainder of this paper is organized as follows. In Section 3.3, we discuss
the Dantzig-Wolfe reformulation of the multistage stochastic MINLP formulation with
discrete state variables, followed by the column generation decomposition scheme in
Section 3.4. Section 3.5 describes the column sharing algorithm and how it may lead
to the generation of better columns in each iteration. Sections 3.6.1 and 3.6.2 focus on
the case studies on multistage blending and the routing of mobile generators in a power
distribution network, respectively. Finally, we provide concluding remarks in Section
3.7.

3.3 Reformulation via discretization

Consider the following extensive form of a general multistage stochastic programming
formulation with discrete state variables:

X
(SP) min)!gﬂze Pnfiny(Xni¥Yni mjm2a (n))
' n2N

subjectto  gin)(Xa(n): Xn:Yn; mjm2a)) O 8n2N
Xp 2 Z%m);y, 2 R%m  ZMm 8n 2N ;

where the set of nodes in the scenario tree (see Figure 3.1) is denoted by, and the
probability corresponding to a noden 2 N is p,. The parent node of a noden is
denoted by a(n), and the set of ancestor nodes of noda, i.e. the nodes on the path
connecting the root node to noden, is denoted by A(n). The cost function for stage
t, fi(n), applies to each noden in that particular stage and is a function of the state
variables x,,, stage variablesy,, and the uncertainty realized up to that point in time

mjm2A (n)- Similarly, gin) represents stage-speci ¢ constraints that may be functions of
the state variables from the previous stage, the current state and stage variables, and
the uncertainties realized up to that stage.

In this work, we consider the following speci ¢ form of (SP), which constitutes a

common class of multistage stochastic MINLPs:

X
(MSSP)  zmssp=min ¢ u+  pPnfyn)(Xn;¥n) (3.1)
v )QZN
subjectto Au + Dnxn b (3.2)
n2N
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Figure 3.1: Schematic of a typical scenario tree for a multistage stochastic programming
problem.

Ot(ny(Xn;yn) 0 8n2N (3.3)
XQm o Xn o X3y 8n2N (3.4)
u2R™ zm (3.5)
Xp 2 Z%m:y, 2 R%m  Zm 8n2N:  (3.6)

Here, for brevity, we omit jmoa (n), but it must be understood that the equations
de ning the constraints and objective terms at node n are functions of the uncertainty
realized up to that point in time. State variables, x,, are restricted to integer values
and are bounded according to constraints (3.4), whereas stage variableg,,, can take
integer as well as continuous values. Additionally, we may have variables that appear
in constraints with only state variables. Constraints (3.2) link the decisions across
di erent time periods via the state variables whereas constraints (3.3) are stage-speci c.
Functions f(ny(Xn; Yn) @and gn)(Xn;yn) can be generally nonlinear and nonconvex. It is
worth noting that, if not already the case, a stochastic program can often be transformed
into the above form using auxiliary variables. An example of such a reformulation
using auxiliary variables is presented later in our case study on the multistage blending
problem.

Now, any multistage stochastic programming model with this structure can be de-
composed intojNj subproblems, provided we remove the complicating constraints (3.2).
For each subproblem associated with noda 2 N , the feasible set for the state variables
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Xn can be de ned as follows:

Xni=1xy 2 z%m -9 Yn 2 R%m  ZMm
such that g(n)(Xn;¥n) O x{?in”) Xn  X{(m 9" (3.7)

Since x, are integer and bounded, X, is a nite set. Accordingly, we can rewrite

the nal solution, x, takes exactly one of these feasible values, which can be enforced
by the following constraints:

X
Xn = nkxnk (38)
X k2K n
nk =1 (3.9)
k2K n
w2f01g 8k2Kn; (3.10)

by solving the following optimization problem:

frox = min - Fpnfin) (Xnk: Yn) @ Gny(Xnk:Yn) - 0g: (3.11)
yn2Rt(n)  Z t(n)

Now that we know how to select exactly one column from each subproblem's nite
feasible space, as well as the associated cost, we use the discretization approach (Van-
derbeck, 2005; Singh et al., 2009) to reformulate (MSSP) (also known as Dantzig-Wolfe
reformulation) as follows:

X X

(M-MSSP)  zMsgp = min cu+ nk F i (3.12)
’ )QZN kZKS(
subjectto Au + Dn nkXpk D (3.13)
x NN k2K n
k=1 8n2N (3.14)
kZK n

u2R™ ZzZ™ 8n2N (3.15)
nk 2f0;1g 8n2N ;k2Knp: (3.16)

The two formulations, (MSSP) and (M-MSSP), are equivalent (Vanderbeck, 2005) in
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that their optimal objective values are the same, i.e. zussp = ZMssp, and there is a
direct mapping between the solutions from the two problems.

3.4 Column generation

The goal of column generation (Barnhart et al., 1998; Lubbecke and Desrosiers, 2005)
is to solve the linear programming (LP) relaxation of (M-MSSP), which we denote
by (M-MSSP). In general, solving M-MSSP) can be computationally di cult due to
K, being an exponentially large number. For that reason, to start with, we populate
(M-MSSP) with a few feasible columns in setK,,, where jK,,j K., and henceforth
generate additional columns iteratively that can potentially improve the objective value
using the following pricing problem:

X
(PP) = rr;(in Pnfiny(Xni¥n)  “DnXn n (3.17)
Y n2N
subjectto  gny(Xn;yn) O 8n2N (3.18)
XQm Xn o X{3Y 8n2N (3.19)
Xp 2 Z%m);y, 2 R%m  zMtm  8n2N; (3.20)

where and are the dual prices corresponding to constraints (3.13) and (3.14), re-
spectively. The idea behind solving (PP) is to nd the column with the most negative
reduced cost and add it to M-MSSP). In the case of a minimization problem, columns
with negative reduced costs are potential candidates for improving the incumbent ob-
jective value. In general, (PP) can be nonconvex and hence di cult to solve; however,
it can be further decomposed intojNj independent pricing problems, one for each node
n 2 N . Apart from the obvious advantage of reduced solution time via parallelization,
smaller-sized pricing problems are more computationally tractable when solved using
commercial global solvers such as Gurobi and BARON. The pricing problem for node
n is as follows:

(PPn) n = Xm'g Pnft(ny(Xn;yn) " DnXn n (3.21)
subjectto  gny(Xn;yn) O (3.22)

Xqm o Xn o X[y (3.23)

Xp 2 2%y, 2 R%m  ZMum: (3.24)
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The detailed steps of solving M-MSSP) via column generation are shown in Algo-
rithm 3.1. Since we start with a small subset of feasible columns, as indicated in line
3 in Algorithm 3.1, we essentially solve a restricted version of fI-MSSP), which we
denote (RM-MSSP). The resulting objective value, zRYs,, from solving (RM-MSSP)
provides an upper bound (UB'P) to (M-MSSP), i.e. zMeep  zBMsp. Post solving
(RM-MSSP) with the initial set of feasible columns K, from all n 2 N, as indicated
in lines 5-13 in Algorithm 3.1, in every iteration, we generate additional columns via
the pricing problems (PPy) for all n 2 N, which also provide a lower bound (LB‘W) to
(M-MSSP). More precligely, arguments from duality theory (Wolsey, 1998) can be used
to show that zR¥<p +  on n Zmssp- The algorithm converges when the relative
optimality gap drops below the desired tolerance . Given that there are a nite number
of possible solutions for the discrete state variables, which translate into a nite number
of columns that can be potentially priced out, the algorithm is guaranteed to converge
in a nite number of iterations (Desrosiers and Lubbecke, 2005).

Algorithm 3.1  Column generation for (M-MSSP)

1. LB 1 JuBMP +1 ky j Knj8n2N . Initialization
2: while U8 _LBYj o 4
jUBVP | o
3. Solve RM-MSSP), get zR¥,, u, , and dual prices and
4 UBMP RN
5: for n2N do \
6: Solve (PP,), get , and X,
7: if < 0then
8: Kn ko +1
o: X, Xn Independent pricing prob-
10: o, n+ DX+ n lems can be solved in parallel
11: Kn  Kn[f kng
12: end if
13: end for - = )
14:  LBMP maxfLBMP;ZZM .+ oy ng
15: end while
16: if non-integer solution then . see Remark 3.2
17:  Solve (RM-MSSP), get UBMP  u ,
18: end if

19: return u ;
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Remark 3.1. Although the pricing problems are generally nonconvex MINLPs, which
can be computationally di cult to solve, they do not have to be solved to optimality

in each iteration (Allman and Zhang, 2021b). A suboptimal column with a negative
reduced cost is an eligible candidate to be added toRM-MSSP); however, the LBMP
update needs slight modi cation if pricing I:|C)Jroblems are not solved to optimality. In

particular, zR¥p +  on B2 ZR¥p+ oy 0 ZMssps Where B denotes the
lower bound obtained from solving (PP,). Additionally, the column cost f . (line 10 in
Algorithm 3.1) then equals Y8 + “Dpx,+ n, where B denotes the upper bound
from solving (PP,). Although not solving pricing problems to optimality speeds up
column generation, we must solve pricing problems to optimality in the last iteration

to prove convergence if the nal optimality gap tolerance ! 0.

Remark 3.2. If a non-integer solution is obtained at the end of column generation, a
mixed-integer programming (MIP) version of (RM-MSSP), which we denote by (RM-
MSSP), can be solved to recover an integer-feasible solution (see line 17 in Algorithm
3.1). The only di erence between (RM-MSSP) and the (RM-MSSP) in the nal iteration

is that (RM-MSSP) also contains the integrality constraints on , and, if applicable, on
u. The resulting solution provides an upper bound (UBYP) for (M-MSSP) and may
already meet the desired optimality gap or be close to the optimal solution. If it does
not meet the desired optimality gap, branch-and-price may be used (Vanderbeck, 2000).

3.5 Column sharing

Column generation is known to su er from the heading-in and tailing-o e ects (Van-
derbeck, 2005), especially when applied to stochastic programs. One of the main reasons
is that the priced out columns may be infeasible for the master problem. Because each
node in the scenario tree is an independent pricing problem, the columns generated
from a set of sibling nodes (nodes with the same parent node) may not always satisfy
the nonanticipativity constraints, which require having identical decisions in scenarios
that are indistinguishable up to a certain point in time. Note that because in this paper
we utilize the node formulation, which implicitly enforces nonanticipativity via regular
model constraints, any subsequent mention ohonanticipativity constraints is referring

to the concept of nonanticipativity and not necessarily the explicit constraints that en-
force it. Now, since the columns generated by sibling nodes may not necessarily satisfy
nonanticipativity, this can lead to the accumulation of columns in the master problem
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Figure 3.2: lllustrating column sharing amongst the rst set of sibling nodes at the third stage
of a scenario tree with branching structureR = fRj1; R2;R3; R4g = f1;2;4; 29, where R; is the
number of children nodes of each node in stage 1. If we price out one distinct column from
each node in this scenario tree in iterationk, for a total of 27 distinct columns, we can obtain
up to 42 additional columns by sharing them among sibling nodes.

that are often not feasible for the original problem, slowing the algorithm's convergence.
To address this issue, we exploit the scenario tree structure to share columns among
sibling nodes, following the approach proposed by Flores-Quiroz and Strunz (2021), en-
suring that a larger number of columns that satisfy the nonanticipativity constraints are
generated in every iteration. The following optimization problem illustrates the sharing
of a column between two sibling nodest and n:

(CSPn1 n) il njn2s(m = ani;gn Paft(n)(Xn; Yn) (3.25)
subjectto  gyn)(Xn;yn) O (3.26)

Xn = X (3.27)

x{‘gg‘) Xn  X{e (3.28)

Xp 2 Z%m;y, 2 R%m  Z'ww:  (3.29)

where the notation n' ! njn 2 S(N) indicates that the column generated by pricing
problem (PPy), X4, is shared with its sibling noden (constraint (3.27)), and denotes
the cost of this column with respect to noden. Figure 3.2 illustrates the column sharing
between a set of sibling nodes at the&™ iteration of the column generation procedure.
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For a pricing problem (PPy), the column priced out can be shared withjS(n)j sibling
nodes. Thus, assuming one column is priced out from each node, then we can generate
upto oy JS(n)j additional columns per iteration. Note that the rst stage has only
one node and thus undergoes no column sharing.

Algorithm 3.2  Column sharing from noden

1: procedure Column sharing () . Assuming there exist a column to share
2: N . Nodes to which column gets shared
3 for n 2 S(n) do

4: if column from (PPy) already priced out by (PP ) with its optimal cost then
5: Skip sharing

6: else

7: Solve (CSRy1 1)

8: if feasiblethen

o: N NJf ng

10: Get m n . Cost of column x;; in node n
11: else

12: Discard column obtained from (PPy)

13: return . If the column is infeasible, exit immediately
14: end if

15: end if

16: end for

17: return m n 8n2 N
18: end procedure

Here we summarize the column sharing from nodér to one of its sibling noden.
First, the regular pricing problem for node n is solved, and the columnx, (with a
negative reduced cost) is extracted. Now, sharing this column from nod@& to n implies
xing the value of that column as shown in constraint (3.27) and solving (CSPy: n) to
calculate its cost in noden (lines 7-10 in Algorithm 3.2). For large problems, columns
can quickly add up, increasing the solution time of RM-MSSP). However, this could
be avoided by not sharing redundant columns and discarding the infeasible ones. First,
if node n has already priced out the same column with its optimal cost in the current
or previous iteration, we can skip sharing it (lines 4-6 in Algorithm 3.2). Second, if
Xy is infeasible forn, it can be completely discarded (lines 11-13 in Algorithm 3.2), as
it will also be infeasible for the original problem. If the sharing is successful, we have
created an extra column for noden in addition to its own regularly priced out column.
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This procedure is repeated for each pair of sibling nodes in the scenario tree. Note that
sharing columns between each pair of sibling nodes is an independent problem, so we
also parallelize the column sharing between all pairs of sibling nodes in each iteration.

The following are some key points to be aware of when applying column sharing:

1. To benet from column sharing, make sure that a shared column is required to
meet the nonanticipativity constraints. If the original problem formulation does
not already have a suitable structure, one can add an auxiliary variable for each
node, which will refer to a common decision made at its parent node. For exam-
ple, if a set of sibling nodesS(n) do not require x, to meet the nonanticipativity
constraints, we can de ne an auxiliary variable wy := X4y, wherea(n) represents
the parent node of noden. Instead of x, we can then discretizew, which must sat-
isfy nonanticipativity for all sets of sibling nodes, thereby making column sharing
useful.

2. A regularly priced out column is added to (RM-MSSP) only if it has a negative
reduced cost; however, a column shared from nod&to n 2 S(n), if feasible for all
sibling nodesS(n), is added to (RM-MSSP) irrespective of the sign of its reduced
cost for n. This is because the column has already indicated its potential to im-
prove the objective value by having a negative reduced cost in the pricing problem
for node n. Sharing it with nodes in S(n) is primarily to increase its likelihood
of becoming part of a feasible solution because it now satis es nonanticipativity.
Therefore, sharing should not be restricted even if that column has a non-negative
reduced cost for any node inS(n).

3. For clarity, we show sharing column from noden to n via constraint (3.27); how-
ever, in our implementations, we simply de ne x, as a parameter that equalsx,
meaning that only the stage variablesy, remain in (CSPy1 ). This reduces the
number of integer variables, making (CSP) signi cantly easier to solve than the
regular pricing problems (PP).

4. The goal of column sharing is to improve convergence by obtaining more feasible
columns. However, in some cases, regularly priced columns may already show
su ciently good convergence; in such cases, column sharing may be used only
when convergence stalls, which is typically at the beginning and end of the col-
umn generation algorithm. This may help reduce the solution time if (CSP) is
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computationally di cult, such as when there are a large number of integer stage
variables.

3.6 Case studies

In this section, we use two computational case studies, on multistage blending and power
distribution network operation, to compare the performance of solving the fullspace
multistage stochastic program, column generation (CG), and column generation with
column sharing (CGCS). All models were implemented in Julia v1.9.3 (Bezanson et al.,
2017a) using the JuMP v1.20.0 (Lubin et al., 2023) modeling package and solved with
Gurobi 10.0.1 (Gurobi Optimization, LLC, 2023). For each instance, we requested 65
cores (1 main process + 64 worker processes) to parallelize the subproblems in the CG
and CGCS algorithms. The relaxed restricted master problem RM-MSSP) in both
algorithms was solved using the barrier method and with presolve turned o. In most
cases, column generation produced integer-feasible solutions. In a few cases where the
solutions exhibited fractional values for the integer variables, we solved (RM-MSSP)
to recover integer-feasible solutions, which in most instances led to solutions with gaps
that either met or were very close to the optimality gap tolerance. Lastly, the number
of stages in both case studies was varied by changing the number of time periods and
letting uncertainty realize in each one. The number of scenarios was also varied by
modifying the branching structure of the scenario tree, i.e. the number of realizations
in each time period. The code for the case studies is available in our GitHub repository
at https://github.com/ddolab/CG-MSMINLP.

3.6.1 Multistage blending problem

Blending or pooling problems (Misener and Floudas, 2009) appear in a variety of in-
dustrial processes, including oil re ning, chemical manufacturing, food and beverage
production, and the supply chains of various commodities. In this case study, we as-
sume a general network (see Figure 3.3) with potential input tanks and a xed number
of output or blending tanks. The output tanks represent commodity markets and are
assumed to o er di erent prices depending on the speci cations of the supplied prod-
ucts. The input tanks are representative of suppliers and are installed as needed to meet
demand. The objective is driven by the need to maximize overall revenue over a given
planning horizon.
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Figure 3.3: A network of input (suppliers) and output (markets) tanks. The speci cation
of the product delivered to each market is determined by the blending of input streams from
di erent suppliers.

3.6.1.1 Model formulation

The deterministic model for the multiperiod blending problem is as follows:

o X hx X X X X X X [
maximize fit (Gt )Fijt Gt Xit rij Fijt bit Fijt
xed 2T 21 j23 i2l i21 j23 2 23
(3.30)
X
subject to iFjt = ctdy 8j2J3;t2T (3.31)
i@
Fijo =dig 8] 2J3:t2T (3.32)
i2l
X Xt
Fijt Ci Xi 8i21;t2T (3.33)
j23 =1
Xt
xi 1 8i21;t2T (3.34)
=1
0 ¢ 1 8j2J;t2T (3.35)
dih oo dP* 8j2J;t2T (3.36)
Fie O 8i21;j2J3;t2T (3.37)
xi 2f0;1g 8i21:t2T: (3.38)
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where setsl and J represent the input and output tanks, whereas setT represents the
time periods in the planning horizon. The binary variable x;; equals 1 if input tank i
is installed in time period t. The product ow between input tank i and output tank
j in time period t is denoted by Fj; . The product demand satis ed at output tank j
in time period t is represented byd;j; and is bounded bydj”t“in and di®. The quality
speci cation of the product that market j receives (post blending) in time periodt is
denoted by ¢t. The quality speci cation of the product manufactured at supplier i
is denoted by ;. The unit production cost at input tank i in time period t and the
unit transportation cost from input tank i to output tank j are denoted byhk; and
rij , respectively. The cost of installing input tank i of capacity C; in time period t is
denoted by ¢;. The unit price o ered by output tank | for a product of speci cation
Gt in time period t is captured by fj; (¢jt). For this case study, we assume thatf (c)
is linear, i.e. of the form mc + |, where | represents the unit cost for a product of
speci cation ¢ =0, and m represents the factor by which the o ered price increases (or
decreases) with the speci cation. Constraints (3.31) enforce the linear blending of the
product supplied to each output tank. Constraints (3.32) ensure demand satisfaction at
each output tank. Constraints (3.33) ensure that the net ow out of an input tank does
not exceed its capacity. Constraints (3.34) ensure that an input tank is installed only
once during the planning horizon. Constraints (3.35)-(3.38) indicate the bounds on the
decision variables. Lastly, according to (3.30), the objective is to maximize the overall
revenue generated during the planning horizon. Assuming (c) is a linear function, the
above model is a nonconvex MINLP due to the bilinear terms in the objective function
and the blending constraints (3.31). The input tank installation decisions x are the
state variables that link the time periods.

We consider stochasticity in the minimum and maximum demands at each output
tank, represented by the parametersdjrtnin and df®, respectively. To t the decompos-
able structure of (MSSP), the resulting stochastic programming formulation requires the
introduction of an auxiliary variable, which also enables the column sharing step to gen-
erate meaningful columns and is detailed in Appendix B.1. Appendix B.2 contains the
master problem and subproblem formulations for the column generation decomposition.

3.6.1.2 Results and discussion

We now generate instances of dierent sizes to assess and compare the performance
of the proposed decomposition approach over solving a fullspace model. Speci cally,
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the instances correspond to having (a) 5 input, 3 output, or (b) 12 input, 10 output
tanks. Further, within each case, the number of time periods [T j) was varied from 3
to 9 in increments of 2, i.e. 3, 5, 7, and 9, which correspond to 8, 32, 128, and 512
scenarios [Sj), respectively. The model size statistics are summarized in Table 3.1. All
instances were run on Minnesota Supercomputing Institute’'s AMD EPYC 7702 Linux
cluster Mangi. A termination criterion of 0.01% optimality gap with a 2-hour (7,200 s)
time limit was set for each instance.

(lj ;j91) iTj=jSj # of binary vars. # of continuous vars. # of constraints

3/8 35 294 597

(5.3) 5/32 155 1,302 2,661

' 7/128 635 5,334 10,917
9/512 2,555 21,462 43,941

3/8 84 1,960 2,844

5/32 372 8,680 12,636
(12,10 7/128 1,524 35,560 51,804
9/512 6,132 143,080 208,476

Table 3.1: Model size statistics for the multistage blending case study. Note that the number
of constraints includes variable bounds.

Five instances were solved for each combination of the number of time period$T{(j)
and the numbers of input (jlj ) / output ( jJj) tanks. The distributions from which
the model parameters were sampled are provided in Appendix B.5. The performance
statistics are shown in Table 3.2. On the smaller instances with 3 and 5 time periods,
the fullspace model performs well; on the larger instances with 7 and 9 time periods,
however, its performance signi cantly deteriorates. Speci cally, fullspace is unable to
solve 35% of larger instances with 7 and 9 time periods to optimality; in these cases, the
nal mean gap is between approximately 6% and 13%. CG outperforms the fullspace
model in terms of the eventual optimality gap of the instances that are not solved to
optimality. Even though the performance improvement may not seem substantial at
rst (6 problems were not solved to optimality here over 7 in the case of the fullspace
model), the mean nal gap is between 0.04% and 0.69%, which is considered optimal
for many real-world scenarios. Furthermore, recall that we utilized a limited number
of cores to parallelize the independent subproblems. As high-performance computing
systems become more accessible and allow for node sharing, it is becoming increasingly
possible to use a larger number of cores tperfectly parallelize the subproblems, with all

59



subproblems allocated to di erent cores that start solving at the same time (which may
not always be possible due to shared resources and their availability). This can signi -
cantly increase the computational e ciency of parallelizable algorithms. As a result, we
also provide an optimistic estimate of the solution time under perfectly parallelizable
conditions, which can lead to signi cant speed gains. For example, for instances with 12
input and 10 output tanks that were solved to optimality, the solution time is estimated
to improve by  23% and 77% in the 7 and 9 time period cases, respectively.

Fullspace CG CGCs
(J1j :j3j ) iTj=jSj NS gap (%) time (s) NS ~ gap (%) time (s) time # (s) NS ™ gap (%) time (s) time # (s)

3/8 0 - 1 0 - 42 3 0 - 61 3

(5.3) 5/32 0 6 0 - 37 18 0 - 41 18

' 71128 0 163 0 - 151 61 0 - 120 43
9/512 2 5.75 2,273 1 0.69 669 80 1 0.37 603 57

3/8 0 - 8 0 199 156 0 - 145 88

(12,10) 5/32 0 - 148 0 - 684 640 0 - 372 347
' 71128 3 12.87 83 1 0.04 2,733 2,104 1 0.04 1,258 995
9/512 2 8.88 1,239 4 0.19 5,428 1,241 0 - 5,368 933

Table 3.2: Summary statistics for the multistage blending case study, highlighting the di er-
ences in performance of the fullspace model, column generation (CG), and column generation
with column sharing (CGCS). For every combination of (1 ;J ) and T =S, 5 random instances
were solved, and the average statistics are reported. jlf : number of input tanks, jJj: num-
ber of output tanks, jTj: number of time periods, jSj: number of scenarios, NS: number of
instances not solved to 0.01% optimality gap in 7,200 s, NS number of instances not solved
to optimality in 7,200 s or column generation converged under 7,200 s but (RM-MSSP) did not
provide a solution under 0.01% optimality gap, gap: average optimality gap for instances not
solved to optimality, time: average solution time for instances solved to 0.01% optimality gap,
time” : average solution time for instances solved to 0.01% optimality gap assuming perfect
parallelization.)

Remark 3.3. In the perfectly parallelizable case, the solution time is estimated by
assuming that the time spent in the pricing step in each iteration equals the time spent
solving the slowest subproblem (+ the slowest CS problem in the CGCS case), simulating
the situation in which all subproblems are solved on di erent cores simultaneously. It
should be noted that this optimistic estimate of solution time only provides a rough
idea of the degree of improvement that can be achieved and is not necessarily a lower
bound, and it may vary considerably depending on the number of actual cores made
available, shared memory, machine speci cations, and method of parallelization (e.g.,
asynchronous solving of regular subproblems and the CS problems), among many other
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factors.

Next, we see additional bene ts from incorporating the column sharing procedure
into the column generation algorithm. In particular, more instances can be solved to
optimality, and the solution time reduces considerably, especially for larger instances,
as shown in Table 3.2. The rst key observation is that for the 9 time period case with
12 input and 10 output tanks, CGCS solves all problems to optimality, whereas CG
failed at closing the gap in 4 out of 5 instances. Second, CGCS leads to signi cantly
lower solution times, especially for the 5 and 7 time period cases in the 12 input and
10 output cases. For the 5 time period case, the average solution time drops by 46%
from 684 s to 372 s. Similarly, for the 7 time period case, the solution time improves
by 54% from 2,733 s to 1,258 s. Again, similar to the observation in the case of CG,
perfect parallelization can further enhance the performance of CGCS for both smaller
as well as larger instances. For instances that CGCS solved to optimality, the estimated
mean solution time improvement ranged from 56% to 95% and 7% to 83% in the
5 input/3 output and 12 input/10 output cases, respectively.

Figure 3.4. Percentage of additional columns generated in CGCS versus CG, and percentage
of time spent in the CS step compared to the total pricing time (solving regular subproblems +
CS), for the multistage blending case study.

Now we investigate why CGCS outperforms CG. We highlight two key correlated
aspects here: (i) As expected, CGCS generates signi cantly more columns per iteration
than CG. As shown in Figure 3.4, the additional columns generated in CGCS over
CG varied from 41% to 108%. Recall that these additional columns naturally satisfy
the nonanticipativity constraints, increasing the likelihood of generating more feasible
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Figure 3.5: (a) Convergence pro le for an instance from 12 input/10 output with 7 time period
case, and (b) average number of iterations for instances of di erent sizes.

solutions and preventing the algorithm from stalling. The convergence pro le in Figure
3.5a for one of the instances from the 12 input/10 output with 7 time period case
demonstrates this. In contrast to CG, CGCS eliminates the heading-in e ect, results
in faster convergence in intermediate iterations, and has a less pronounced tailing-o
e ect. This results in requiring fewer iterations to converge, as is highlighted in Figure
3.5b. (ii) Although CS is a step in addition to solving the regular subproblems, it does
not necessarily slow down the algorithm. As shown in Figure 3.4, in most cases, CS
accounts for less than 20% of the total pricing time (solving regular subproblems +
CS), and in many cases, it can be as low as 2-5%. Recall that in CS, a large number of
integer variables are xed (columns from sibling nodes), thus reducing its computational
complexity. In conclusion, slight overhead in the pricing step, if any, is compensated by
additional high-quality columns generated by CS in every iteration, e ectively reducing
the overall solution time.

3.6.2 Mobile generator routing problem

Optimal power ow formulations that incorporate the modeling of power ow physics
are frequently used to aid in the planning, scheduling, coordination, and control of the
power grid (Frank et al., 2012). One such application is to optimize the operation of
distribution networks in a way that ensures power can be delivered to all customers. This
task is made especially challenging by factors such as uncertainty in customer demand
(load) forecasts and intermittent changes in customer behavior and power usage (e.g.,

62



due to HVAC usage, weeks-long or months-long industrial or agricultural activities,
intermittent tourism, etc.). One option for addressing these challenges is the use of
mobile generators (gensets) as non-wires alternatives for power delivery (Riley et al.,
2023). These gensets are able to provide exible backup generation, which helps address
uncertainty in load forecasts, and can be relocated as power usage patterns change.
However, the routing of these devices and the operation of the distribution network
with these devices still yields a signi cant challenge, as discrete decisions (the location
of gensets) need to be made while considering nonlinear power ow physics and uncertain
operating conditions.

3.6.2.1 Model formulation

In this case study, we solve a multistage stochastic program that minimizes the expected
operating cost of a radial power distribution network by deciding where to locate gensets
over time to respond to uctuating loads at di erent buses in the network. In addi-
tion, we use a multiscale time representation (see Figure 3.6) to e ciently model hourly
operational decisions over a given planning horizon. Furthermore, the multiscale time
representation enables the e cient modeling of both hourly and longer-term, intermit-
tent variations in load. Figure 3.7 depicts the schematic of a modi ed 15-bus distribution
system (Papavasiliou, 2018) that is considered in this case study. The distribution sys-
tem includes two distributed stationary sources of generation located at Buses 7 and 11.
Additionally, one or two mobile gensets (depending on problem instance) are available
in the system.

Figure 3.6: Multiscale time representation, which divides the planning horizon into a set of
time periods, T, with each time periodt 2 T having a representative scheduling horizorH of
length H. In this case study, each time period is one week long, with a representative scheduling
horizon of 24 hours.
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Figure 3.7: 15-bus distribution system used in the case study.

The deterministic multiperiod mobile generator routing problem employs the conic
relaxation of the relaxed branch ow model (Farivar and Low, 2013) and is formulated

as follows:

minimize

subject to

X
Cl Zm+ (3.39)
t2T nf 1gm2M
X X X P 0 VoLL d X apna
t CinPin + G (1 ith)Pin + Ct Phith
X t2T  i2B h2H m2M
Ymt =1 8M2M ;t2T (3.40)
i2B
P . PRymi 8M2M;:i2B:t2T;h2H (3.43)
p?nith q?with Xpﬁmh 8m2M :i2B;t2T:h2H (3.44)
Pith P ith + Pmith =
X 922M
Pith (Pitn  rilin)+ givin 8i2B;t2T;h2H (3.45)
giZC(i)d 12>D<(i) )
Gih  Gith ith T Omith =
X M _
Qjth (Qith  Xilith )+ bvin 8i2B;t2T;h2H (3.46)
j2C(i) j2D (i)

Vih = Vagyeh  2(fiPin + XiQitn ) + (rZ + xd)litn
8i2L;t2T;h2H (3.47)
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lih Vaiyeh P + Qfn 8i2L;t2T;h2H (3.48)

PZ + Q3% A? 8i2L;t2T;h2H (3.49)
(Pin  rilin)®+(Qin  Xilm)?> AZ 8i2L;t2T;h2H (3.50)
0 pd p° 8i2B;t2T;h2H (3.51)
0 ¢ o 8i2B;t2T;h2H (3.52)
0 w 1 8i2B;t2T:h2H (3.53)
Vi Vin Vi 8i2B;t2T;h2H (3.54)
liw O 8i2L:t2T:h2H (3.55)
Phin O 8m2M;i2B;t2T;h2H (3.56)
ymit 2f0;1g 8m2M :i2B:t2T (3.57)
Zmt 2f0;1g 8m2M ;t2Tnflg (3.58)
where pd, = p®*° e, 8i2B;t2T;h2H (3.59)
o = P e, 8i2B;t2T;h2H; (3.60)

where M, B, L denote the sets of mobile generators, buses, and power lines in the
network, respectively. The binary variable yn,i; equals 1 if gensetm is located at bus

i in time period t, and the binary variable z,,; equals 1 if genseim is relocated at the
beginning of time periodt. Here, the decision variables pertaining to the power system
operation are as follows:pg,,, is the active power generated by gensein, o3, is the
reactive power generated by the same gensepf, and ¢, are the active and reactive
power supplied by stationary generating units at busi, i, is the fraction of power
demand supplied at busi, Py, and Qj, are the active and reactive power ows on
line i, li is the squared current magnitude on linei, and vy, is the squared voltage
magnitude at busi. Additionally, C(i) denotes the set of children nodes of bus in the
directed graph representation of the network, whileD (i) denotes the set of parent nodes
of busi. D(i) is a singleton containing d(i), the one parent node of busi, for all buses
but Bus 0, which has no parent node. Figure 3.8 depicts the graph representation of
the radial network and highlights essential notation.
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Figure 3.8: Directed graph representation of power distribution network, with bus i, its parent
and children buses, linei, and essential notation highlighted.

The cost associated with relocating gensem at time period t is C!,;. The variable
generation cost of stationary generation units at busi is denoted by CF, . Similarly,
C\°LL is the penalty cost associated with load shedding at bus, and C& is the variable
generation cost of mobile gensets. Constraints (3.40) ensure that a genset is located at
exactly one bus in each time periodt. Constraints (3.41) and (3.42) ensure thatzn
track the relocation of the gensets. Additionally, the initial location of gensets in each
scheduling horizon is not constrained. Constraints (3.43) and (3.44) ensure that gensets
can only inject active and reactive power at the buses they are located at. Constraints
(3.45)-(3.48) represent the power ows in the system using the aforementioned conic
relaxation of the relaxed branch ow model (Farivar and Low, 2013), which accurately
models single-phase AC power ows in radial networks (Gan et al., 2015). Constraints
(3.49) and (3.50) impose thermal limits on the apparent power ows over the lines. In
the constraints modeling the power ow, r; is the resistance of linei, g; is the shunt
conductance at busi, x; is the reactance of linei, by is the negative of the shunt
susceptance at busi, and A; is the apparent power ow limit of line i. Equations
(3.59) and (3.60) show that the active and reactive power demand parametergy, and

g, are calculated using products of several factors. Hergy"***® and ¢°**® represent

|
the peak daily active and reactive power demand for a typical or average day, i is
a factor that accounts for the variability in power demands at bus i during period t
due to intermittent e ects, and ey, is a factor accounting for the e ect of the time of
day on the power demand. The objective function (3.39) minimizes the operating costs
incurred during the planning horizon. The sum of operating costs over representative
scheduling horizonH is multiplied by the factor  to convert it to the total operating
costs incurred during time periodt. Note that the state variables are the binary variables

y that indicate the location of the gensets, and the nonlinearity in the model is due to
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the power ow constraints.
We model stochasticity in power demand at each bus using the load variation factor

it - The resulting stochastic programming formulation, as well as the auxiliary variable
introduced to enable meaningful column sharing, are detailed in Appendix B.3. Ap-
pendix B.4 contains the master problem and subproblem formulations for the column
generation decomposition. Note that the given MINLP is jointly convex in all, con-
tinuous and binary, variables; as such, there is a larger set of existing decomposition
methods that can be applied to solve the problem. For example, it is amenable to the
standard generalized Benders decomposition algorithm if its master problem is designed
to include all discrete variables; its computational performance typically depends on the
number of discrete variables, which increases with the number of scenarios and can be
particularly large if many of the stage variables are integer.

3.6.2.2 Results and discussion

To evaluate the performance of the fullspace model and the column generation algo-
rithm, we consider cases with one and two gensets. For each of these cases, we vary the
number of time periods (T j), and thus the number of stages and scenariosj$j), gen-
erating problems of various sizes (see Table 3.3). To initiate the CG/CGCS algorithm,
we generate initial columns by solving an expected value problem. We use Gurobi's
solution pool functionality, with PoolSearchModeset to 1, to collect up to 50 diverse
initial solutions. It should be noted that 50 di erent solutions do not necessarily imply
50 di erent columns for each noden 2 N . This is because two di erent solutions can
have the same columns for the majority of the nodes in the scenario tree, resulting in
signi cantly fewer initial feasible columns for each noden. Moreover, at each iteration
of CG and CGCS, we use Gurobi's solution pool functionality PoolSearchModeset to
2) to price out up to 5 columns with the lowest reduced costs, but only those with
a negative reduced cost are included. In the CGCS method, all priced out columns
with a negative reduced cost are subjected to column sharing. All models were solved
on Minnesota Supercomputing Institute's AMD EPYC 7763 Linux cluster, Agate. A
termination criterion of 0.1% optimality gap with a time limit of 3 hours (10,800 s) was
set for each instance.

To report average statistics, we generate ve random instances for each combination
of gensets [Mj ) and time periods (jTj). The static bus and line related parameters,
along with parameters sampled from di erent distributions, can be found in Appendix

67



jMj jTj =jSj # of binary vars. # of continuous vars. # of constraints

2/9 63 38,016 80,797
1 3/36 207 152,064 323,140
4/81 639 380,160 808,249
5/128 1,871 772,992 1,645,148
2/9 126 46,656 98,234
5 3/36 414 186,624 392,840
4/81 1,278 466,560 982,898
5/128 3,742 948,672 2,001,976

Table 3.3: Model size statistics for the mobile generator routing case study. Note that the
number of constraints includes variable bounds.

B.5. All performance statistics are summarized in Table 3.4. For the 1 genset case: (i)
With 2 time periods, fullspace and CG show similar performance. (ii) For the larger
cases with 3, 4, and 5 time periods, CG clearly outperforms fullspace by solving 87%
of the instances to optimality, whereas fullspace could only converge for 13% of the
instances. For the 2 gensets case: (i) With 2 time periods, although both fullspace
and CG could close the gap for all instances, CG converges in less than half the time
taken by the fullspace model. (iii) With 3 time periods, CG could solve all instances to
optimality, while fullspace failed to converge for any, resulting in a mean gap of 5.27%.
(iv) For the 4 and 5 time period cases, fullspace model fails to nd any feasible solution
in the 3-hour time limit, while CG could nd solutions with mean gap of 3% and 13%
for the two cases, respectively. Additionally, as was also the observation in the rst
case study, under conditions of perfect parallelization, we could further improve the CG
solution time. For example, in the 1 genset case with 4 and 5 time periods, the solution
time estimate suggests improvements of approximately 17% and 49%, respectively.
Next, we observe that one can achieve signi cant additional performance gains when
using CGCS over CG. As shown in Table 3.4, for the 1 genset case, CGCS solves all
instances to optimality with signi cantly shorter solution times. For example, for 1
genset with 3 time periods, CGCS reduces the mean solution time to 930 s, a reduction
of 59% compared to CG's 2,287 s. In the 2 gensets case with 2 and 3 time periods,
CGCS reduces the solution times by 40% and 51%, respectively, compared to regular
CG. In the 2 gensets case with 4 time periods, CGCS solves a larger number of instances
to optimality. Additionally, the instances that are not solved to optimality have a mean
gap of only 0.56%, which is acceptable for most practical purposes. Lastly, for the
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Fullspace CG CGCs
iMjiTj =iSj NS gap (%) time (s) NS gap (%) time (s) time # (s) NS gap (%) time (s) time # (s)

2/9 0 - 87 0 - 107 80 O - 82 58

1 3/36 3 0.25 6,632 0 - 2,287 2255 0 - 930 894
4/81 5 1.57 -1 0.19 4,902 4,093 0 - 3,157 2,829
5/128 5 2.16 -1 0.14 10,655 5476 O - 7,332 3,408
2/9 0 - 1,777 O - 722 686 O - 431 387

5 3/36 5 5.27 - 0 - 6,501 6,469 O - 3,193 3,163
4/81 5* - - 5 3.00 - - 3 0.56 9,612 7,569
5/128 5* - - 5 13.26 - - 5 2.27 - -

* No feasible solution found in the allotted time limit

Table 3.4: Summary statistics for the mobile generator routing case study, highlighting the
di erences in performance of the fullspace model, column generation (CG), and column gener-
ation with column sharing (CGCS). For every combination of M and T =S, 5 random instances
were solved, and the average statistics are reported.jNlj : number of gensets,T j: number of
time periods, jSj: number of scenarios, NS: number of instances not solved to 0.1% optimality
gap in 10,800 s,gap: average optimality gap for instances not solved to optimality in 10,800 s,
time: average solution time for instances solved to 0.1% optimality gap, timé : average solution
time for instances solved to 0.1% optimality gap assuming perfect parallelization.)

largest set of instances (2 gensets and 5 time periods), CGCS could solve all instances
to a reasonably acceptable gap of 2.27%, which is a signi cant improvement over CG's
mean gap of 13.26%.

Now, like in the multistage blending case study, we present some arguments that
highlight some of the reasons for CGCS' superior performance over CG. First, owing to
the column sharing step in CGCS, we are able to generate signi cantly more columns
per iteration as is shown in Figure 3.9. For the instances we consider, CGCS generates
between 28% to 143% additional columns per iteration. Since column sharing ensures
nonanticipativity constraints are satis ed, these columns are more likely to form feasi-
ble solutions, decreasing the likelihood of algorithm stalling at various points. This is
veri ed from the convergence plots shown in Figures 3.10a and 3.10b for a 1 genset/4
time periods case and a 2 gensets/3 time periods case, respectively. Clearly, CGCS
exhibits faster convergence compared to CG. Speci cally, in addition to largely mitigat-
ing the tailing-o e ect in both cases, CGCS also eliminates the signi cant heading-in
e ect observed in the convergence under CG for the instance with 2 gensets (see Fig-
ure 3.10b), ultimately requiring far fewer iterations to converge to an optimal solution.
Figure 3.10c compares the mean number of iterations each algorithm underwent before
converging or reaching the time limit. The only ambiguity is in the case of 2 gensets
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Figure 3.9: Percentage of additional columns generated in CGCS versus CG, and percentage
of time spent in the CS step compared to the total pricing time (solving regular subproblems +
CS), for the mobile generator routing case study.

with 4 and 5 time periods. Here, we see both CG and CGCS undergo almost the same
number of iterations; however, recall from Table 3.4 that CGCS converged to a much
smaller gap in these many iterations. In the absence of a time limit, CGCS would have
required fewer iterations than CG to reach the optimal solution. While a lower number
of iterations does not always imply faster convergence, it is the case here. Figure 3.9
shows that the time spent on column sharing is often less than 0.5% of the total pricing
time for larger instances. This insigni cant overhead in each iteration is o set by a
signi cant reduction in total iterations, e ectively reducing the overall solution time.

3.7 Conclusions

In this work, we developed a column generation algorithm for solving generally noncon-
vex multistage stochastic MINLPs with discrete state variables by leveraging the speci c
structure of this class of problems. In addition, we applied a column sharing strategy
to address known convergence issues in column generation. We demonstrated the ef-
fectiveness of the proposed method by solving various instances of multistage blending
and mobile generator routing problems. In both case studies, we observed that column
generation consistently solves large instances to substantially lower optimality gaps than
the fullspace model. Notably, for the large instances of the mobile generator routing
problem, column generation yielded solutions with reasonable gaps (often near-optimal),
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Figure 3.10: Convergence pro les for (a) an instance from the 1 genset/4 time periods case,
(b) an instance from the 2 gensets/3 time periods case. (c) The average number of iterations
for di erent-sized instances until convergence or reaching the time limit.

whereas the fullspace model often failed to produce any feasible solution within the allot-
ted time limit. Furthermore, integrating the column sharing procedure into the regular
column generation algorithm resulted in signi cant performance improvements, both in
terms of the number of optimally solved instances and convergence speed. Our detailed
analysis reveals that the main reasons for this improvement are that column sharing
enables the generation of additional columns in every iteration, all of which satisfy the
nonanticipativity constraints, and that the column sharing procedure itself is computa-
tionally inexpensive. These factors work together to mitigate the convergence issues in
column generation, resulting in more optimally solved instances and reduced solution
times.
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Chapter 4

Enhancing explainability of stochastic program-
ming solutions via scenario and recourse reduc-
tion *

4.1 Overview

Stochastic programming (SP) is a well-studied framework for modeling optimization
problems under uncertainty. However, despite the signi cant advancements in solving
large SP models, they are not widely used in industrial practice, often because SP solu-
tions are di cult to understand and hence not trusted by the user. Unlike deterministic
optimization models, SP models generally involve recourse variables that can take di er-
ent values for di erent scenarios (i.e. uncertainty realizations), which makes interpreting
their solutions a challenge when large numbers of scenarios and recourse variables are
considered. In this work, we propose scenario and recourse reduction methods that
can help enhance the explainability of SP solutions. Focusing on two-stage linear SP,
the goal is to build reduced models, with much smaller sets of scenarios and recourse
variables, that are easier to analyze yet still capture the key features of the original
problems. Speci cally, we explicitly search for reduced models that generate the same
or close to the same rst-stage decisions as the original SP models. The e cacy of the
proposed methods is demonstrated in computational case studies involving problems of
industrial relevance and size.

4.2 Introduction

Stochastic programming (SP) (Birge and Louveaux, 2011) is a powerful tool for modeling
optimization problems under uncertainty. The last few decades have seen tremendous
advancement in terms of improving the tractability of large-scale SP models as well as
identifying new applications that can be modeled using the SP paradigm. However,
despite the progress made, SP is scarcely used in industrial practice. One of the main
reasons for this is the inherent di culty in understanding SP solutions. In SP, the
uncertainty is commonly represented by a set of discrete scenarios, and it may require a
large number of scenarios to approximate the underlying probability distribution with

1This chapter is reprinted with permission from Rathi et al. (2024), with minor modi cations.
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a high level of accuracy. In addition, SP models may involve recourse decisions that
vary based on the chosen scenarios, which makes it challenging for the user to see the
relationships between the di erent decisions and their impact on the objective function.
With an ever-increasing emphasis on accounting for uncertainty in decision making, we
believe that a structured explainability paradigm is needed to complement the existing
SP methodology that can enhance its applicability to real-world problems.

The idea of improving the interpretability of SP solutions is inspired by a similar line
of research in the eld of machine learning (ML), popularly termed explainable arti cial
intelligence (XAl). Modern ML models, such as deep neural networks, can exhibit im-
mense predictive power but tend to be complex and opaque; hence, they are also often
referred to as black-box models. However, in many applications, the interpretability of
the suggested predictions is as important as the predictions themselves; thus, the need
to develop interpretable models or post hoc methodologies that can explain the outputs
of ML models has recently gained signi cant attention. Post hoc XAl methods can be
model-speci ¢ or model-agnostic. One example of a model-speci ¢ approach is the Tree
SHAP method (Lundberg and Lee, 2017; Lundberg et al., 2018) that is particularly
designed for tree-based models like random forests (Breiman, 2001). Model-agnostic
explainability methods include local interpretable model-agnostic explanations (LIME)
(Ribeiro et al., 2016) and counterfactual explanations (Wachter et al., 2017). Many
XAl approaches utilize surrogate or simpli ed, more interpretable models to explain
the output predictions. For a general overview of existing XAl techniques, we refer the
reader to some of the many recent perspectives and reviews on this topic (Rudin, 2019;
Arrieta et al., 2020; Belle and Papantonis, 2021).

Compared to most ML models, optimization models generally have a higher degree
of interpretability as they consist of constraints that are typically derived explicitly from
physical laws or logical expressions. However, although the model formulation may be
easily interpretable, the process (or algorithm) of obtaining the optimal solution often
is not. In fact, for all practical purposes, an optimization algorithm can be viewed as
a black box. Especially in large-scale optimization involving many interacting variables
and parameters, the complexity can be overwhelming and therefore limit the user's abil-
ity to understand why the provided solution is optimal. Existing sensitivity analysis
methods can help better understand the solution by quantifying the impact of model
parameters on the objective function (Ward and Wendell, 1990); however, this inher-
ently local analysis often fails to provide satisfactory explanations in complex problems.
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Recently, Bertsimas and Stellato (2021) proposed a method for interpreting the optimal
solution to an optimization problem via classi cation trees trained on di erent model
instances. But for the most part, the interpretability of optimization models is very
much an open research topic. With regard to SP, researchers have developed metrics
such as the value of stochastic solution (Birge and Louveaux, 2011) and the expected
value of perfect information to quantify the quality of an SP solution relative to a de-
terministic one. However, they do not o er any physical intuition or reasoning behind
the choice of solution. To the best of our knowledge, so far, no systematic approach has
been developed that speci cally aims to improve the explainability of SP solutions.

In this work, we present an initial attempt in developing structured methods that
aid the process of understanding SP solutions. We consider a general two-stage linear
stochastic program of the following form:

X
minimize ¢ x+  PsgYs (SP)
s2S

subjectto Ax b
Tsx+ Wgys hs 8s2S
x 0
ys 0 8s2S;

where x and y denote the rst- and second-stage variables, respectively. While the
rst-stage cost vector ¢ and constraint parameters A and b are assumed to be known,
the second-stage costg] and constraint parameters T, W, and h are generally consid-
ered to be uncertain. The uncertainty is represented by a set of discrete scenarids,
with each scenarios given by the corresponding possible realization of the uncertainty
(0s; Ts; Ws; hg) and the probability ps. While the rst-stage decisions are made before
the realization of the uncertainty, the second-stage decisions, also called recourse deci-
sions, can be made after the true values of the uncertain parameters are revealed. To
model this sequential decision-making process, the formulation incorporates a separate
ys for each scenarios such that the recourse decisions can vary across the scenarios.
The objective is to minimize the total expected cost.

The complexity of a two-stage SP and hence the di culty of interpreting its solution
increases with the numbers of scenarios and recourse variables, even when the corre-
sponding deterministic problem is relatively easy to comprehend. However, we often
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observe that large SP problems can be approximated using a much smaller set of sce-
narios. Also, in many instances, we may only need a small subset of recourse variables
to achieve the minimum expected cost. While we do not know those subsets of scenarios
and recourse variables a priori, we have the opportunity to identify them after obtaining
the optimal solution, which could allow us to create a signi cantly reduced, much more
interpretable model. Following this idea, we propose two explainability methods that
aim to reduce the complexity and hence enhance the explainability of an SP solution:
(i) Scenario clustering and reduction based on similarity in the optimal recourse de-
cisions, which reduces the number of scenarios and helps identify the features of the
uncertainty that are the most relevant for the optimal SP solution. (i) Recourse reduc-
tion, which identi es a set of principal recourse variables required to achieve the same
optimal rst-stage decisions while reaching the same or close to the same optimal value
as the original SP model.

The literature that is most closely related to our work is the one on scenario reduction
for SP (Dupacowa et al., 2003). Existing scenario reduction techniques apply moment
matching (H yland and Wallace, 2001; Zhang and He, 2022; Bounitsis et al., 2022),
transportation metrics such as Wasserstein and Sinkhorn distances (Li and Floudas,
2014; Kammammettu and Li, 2023), clustering (Latorre et al., 2007; Beraldi and Bruni,
2014; Feng and Ryan, 2013; Keutchayan et al., 2021; Medina-Gonzalez et al., 2020), or
optimization-based methods (Hewitt et al., 2022; Bertsimas and Mundru, 2023). Often,

a combination of these concepts is used to achieve a reduced scenario set of desired
cardinality and properties that closely resemble the distribution governing the original

set of scenarios. Here, the main goal is to reduce the computational complexity of the
SP problem; as such, it serves a di erent purpose than our proposed scenario reduc-
tion method aimed at enhancing explainability. For the same reason, the traditional
scenario reduction is performed prior to solving the SP problem, while our method is

a post hoc procedure. Similarly, limiting the choice of recourse variables is another
common strategy for reducing the computational complexity of an SP problem. For
example, multistage SP models are often approximated using two-stage formulations
(Balasubramanian and Grossmann, 2004; Patriksson et al., 2015), where all recourse
variables beyond the second stage are considered second-stage variables. In the extreme
case, one can also consider all recourse variables to be rst-stage (i.e. here-and-now) de-
cisions, which leads to a static SP problem. Same as the traditional scenario reduction,
this kind of recourse reduction is performed a priori and typically done in a heuristic
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fashion. In contrast, our proposed recourse reduction method is applied after obtaining
the SP solution and follows a more rigorous approach.

The remainder of this paper is organized as follows. In Section 4.3, we present the
proposed scenario clustering and reduction methods, followed by the development of
the proposed recourse reduction approach in Section 4.4. To demonstrate the e cacy of
the proposed methods, we conduct three computational case studies with applications
relevant for the industrial gas industry. The results from these case studies are presented
in Section 4.5. Finally, we close with some concluding remarks in Section 4.6.

4.3 Scenario clustering and reduction

The basic premise for the proposed methods is that we have already solved (SP) and
obtained an optimal solution (x ;y ) with the corresponding optimal objective function
value z . Naturally, one would now investigate this SP solution to check its validity
and better understand why this particular solution is optimal. To aid this process, we
develop scenario and recourse reduction methods to obtain a less complex SP model that
can be more easily analyzed as well as to gain insights into the relationships between
the uncertainty and the optimal decisions.

To reduce the number of scenarios, we follow the two-step procedure shown in Figure
4.1. Given the full set of scenarios, we rst applyk-means clustering to obtain clusters
where the scenarios from the same cluster exhibit similar recourse decisions. Then, given
these scenario clusters, we solve a scenario reduction problem to obtain a representative
scenario for each cluster. This leads to a reduced SP model that only considers the
chosen representative scenarios, and we construct it such that it has the same or close
to the same optimal rst-stage solution as the original SP model. The details of the
scenario clustering and reduction methods are provided in the following subsections.

4.3.1 Recourse-based scenario clustering

The proposed scenario clustering serves two main purposes: obtaining scenario clusters
to be used in the subsequent scenario reduction step and, equally important, revealing
relationships between features of the uncertain parameters and the optimal decisions.
Traditional scenario clustering methods (Beraldi and Bruni, 2014) assign scenarios with
similar uncertainty realizations (i.e. uncertain parameter values) to the same cluster;
we call this realization-based scenario clustering. The underlying assumption is that

76



Figure 4.1: Using k-means clustering, the full set of scenarios is rst partitioned into k clusters
based on the recourse decisions. Then, one representative scenario is selected from each cluster
by solving the proposed scenario reduction problem.

similar realizations lead to similar optimal decisions. However, closeness in uncertain
parameter values may not necessarily result in closeness in decisions; rather it could be
some other feature in the data that is a better predictor of the optimal decisions, but we
do not know that feature a priori. In our case, we have the advantage that we already
know the optimal recourse decisions/ ; hence, we can directly use that information to
cluster the scenarios. We call thisrecourse-basedscenario clustering, which can help
the useridentify the features in the uncertain parameters that best explain the optimal
recourse decisions.

To perform the proposed recourse-based scenario clustering, we apply a standard
k-means algorithm where given the full scenario se§ and a desired number of clusters
k, we aim to assign scenarios that exhibit the most similar recourse decisions to the

same cluster. We obtaink sets of disjoint scenariosS = fSg;:::;Skgwith §; S for
i=1;::kandS= [ K -1 Si by solving the following optimization problem:
X X
minimize Ky, ik (SCy)
S i=1 s25;
1 X
subjectto = — ys 8i=1;::5k;
ISij 25,

wherey, are the optimal recourse decisions for scenarie and ; denotes the mean for
scenario clusteri. Note that for the conventional realization-based scenario clustering,
we would replaceyg in (SCy) with ( Gs; Ts; Ws; hs).
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4.3.2 Scenario reduction

for each cluster such that the di erence between the optimal rst-stage solution to the
resulting reduced SP problem, denoted byx;-and the one to the original SP problem,
X , is minimized. ldeally, we havex-= x as we would like to use the reduced model to
explain the original solution, including elucidating why it is optimal.

The scenario reduction problem can be formulated as the following bilevel program:

minimize kx x k (SRk)
ViKY
XX
subjectto (%,y) 2 argmin  C X+ pi % Vs
i izl s25
subjectto Ax b
2 3 m
Vs =1 Vs = O#
QTox + Weys  heb _ S:o 8s2S
ys O Ve =
x 0
X
vs=1 8i=1;:::;k
s2S;
v 2f0;1g°;

where the incorporation of the lower-level problem ensures thatx~is optimal for the
reduced SP model. The binary variablevs equals 1 if scenarios is selected to be the
representative scenario for the cluster it belongs to. The disjunctions in the lower-level
problem indicate the selection of constraints and costs corresponding to the representa-
tive scenarios. The scenarios that are not selected, i.e. scenarios for whigh equals 0,
have their constraints relaxed and corresponding cost set to 0 (by settingys = 0). The
disjunctions can be reformulated into mixed-integer linear constraints using standard
reformulation techniques (Trespalacios and GProssmann, 2014). Lastlyp; denotes the
cumulative probability of cluster i, i.e. pp = g Ps. Given a feasiblev, the corre-
sponding reduced SP model is (SP) withS replaced by@ =fs2S :vg=1gand ps
replaced by gy = p; wheres 2 S;.

Remark 4.1. Note that even when the optimal rst-stage decisions of the original and
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reduced SP models are the same, their optimal values may not. Normally, this does not
hinder the interpretation of the solution to the reduced model. However, one should still
check the di erence in the optimal values since too large of a discrepancy may indicate
an inadequate number of scenarios or weighting of the di erent scenarios in the reduced
model.

4.4 Recourse reduction

The goal of recourse reduction is to obtain an SP formulation that has a signi cantly
smaller set of recourse variables but still leads to the same optimal rst-stage decisions
x and the same or almost the same optimal valueg as the original SP problem. The
reduced set of recourse variables, which we refer to as th@incipal recourse variables
are chosen from the original set of recourse variables; the remaining variables are treated
as rst-stage variables in the reduced SP model. The principal recourse variables rep-
resent the decisions that bene t the most from the exibility to change in the second
stage depending on the realization of the uncertainty; as such, identifying those deci-
sions immediately provides a valuable explanation of the SP solution. A smaller set of
recourse decisions simpli es the analysis of the solution in general, and it also eases the
implementation of the solution as the user has fewer decisions to make after observing
the realized uncertainty.

4.4.1 Bilevel formulation

To formulate the recourse reduction problem, we introduce the set of indices of original
recourse variablesR and the binary variable v, that equals 1 if y, is chosen to be a
recourse variable in the reduced SP problem. Given a selected set of recourse variables,
encoded in the vector of binariesv, we can formulate the resulting reduced SP model
as follows:

mlrg;l)[;r;lze z (RRSP(V))

subjectto (z;x;y) 2 F (v)
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with the feasible region
8

P
z=Cx+ PsCE Vs
s2S

Ax b

Tsx+ Wsys hs 8s2S
F(V)= _(z:xy): x 0 ;

ys 0 8s2S

I NUKAXRRXRKRRIAN/ O

Yrs Yrs+1 Mv, 8r 2R ;s 2 SnfjSjg
Yrs = Yrs+1 Mv, 8r 2R;s2SnfjSjg ’

where all constraints from the full problem (SP) are considered as well as the cost
function in the form of the rst equation. In addition, the last two sets of constraints
with the big-M parameter M represent non-anticipativity constraints that are enforced
for eachy; for which v, = 0. One can see that ifv, = 0, y;s has to take the same
value across all scenarios, which e ectively rendery, a rst-stage variable. If v, =1,
however, y, remains a recourse variable as the value of;s can vary across di erent
scenarios.

Given a desired number of recourse variablek, the recourse reduction problem can
then be formulated as the following bilevel program:

» = min Z (RRy)
ViZxXy
subjectto (z;xy) 2 argminfz:(z;x;y) 2 F (v)g 4.1)
Xy

X=X 4.2
S (4.2)
v = k (4.3)

r2rR
v2f01gR ; (4.4)

where we minimize the optimal value of the reduced SP problenz such that it is as close
as possible toz , the optimal value of (SP). The reduced SP model is embedded as a
lower-level problem in constraint (4.1) that ensures that (%, y) is the optimal solution
to (RRSP(v)). Equation (4.2) enforces that x equalsx , the optimal rst-stage decisions
from solving (SP). Equation (4.3) sets the number of selected recourse variables tk.
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Since (RRSP{)) is a restriction of (SP), z , the optimal value of (SP), is a lower bound
for 2. Clearly, as we increase the number of recourse variablds 2 will decrease such
that 2o 21 2r; = z . Hence, we can solve (RR) for dierent k's and choose
a solution for which 2y is su ciently close to z .

Remark 4.2. Equation (4.2) is an important constraint from an explainability stand-
point. It ensures that x , the rst-stage decisions that the user will implement, are
also optimal for the reduced problem even ifz¢ 6 z . This allows the user to use the
reduced SP solution to investigate the relationship between rst- and second-stage de-
cisions and better understand whyx is optimal. However, equation (4.2) is also what
makes (RRy) particularly di cult to solve, and (RR ) may be infeasible for smallk's
due to this constraint.

Remark 4.3. The user has the exibility to include additional constraints on the vari-
ablesv in (RRy). By doing so, one could, for example, enforce that only prespeci ed
groups of variables rather than individual variables can be selected to be recourse vari-
ables in the reduced SP model. This provides a way to incorporate knowledge about
the physics of the given problem to further enhance the interpretability of the reduced
model.

4.4.2 Lower-bounding problem

The bilevel recourse reduction problem (RR) can be di cult to solve, especially when
the original SP problem is large. In the following, we formulate a single-level lower-
bounding problem, which is signi cantly more computationally e cient, and simple
conditions under which it has the same optimal solution as (RR).

Proposition 1. Consider the following problem:

a= mn, —
subject to g%; X;¥) 2F (v)
vi = k
r2r
v2f0;1gR ;

which is a (single-level) mixed-integer linear program (MILP). Its optimal solution pro-
vides a lower bound to (RRy), i.e. z,  %.
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Proof. The following formulation is a relaxation of (RR k) simply obtained by removing
equation (4.2) from (RRy):

Zx = min 7
ViZX Y

subjectto (zxy) 2 argminfz: (z;x;y) 2 F (v)g
ZXy
X
vi = k
r2rR
v2f0;1gR

Since itis a relaxation of (RRy), we havez, 2. In this bilevel program, no constraints
are imposed in the upper level on variables in the lower level. In addition, the upper-
level objective function is the optimal value of the lower-level problem. Hence, it can
be further reformulated into:

Z = min %?Xl;gfz (z;xy) 2F (v)g
subject to vi = k
r2R
v2fo 1gR;

which, after merging the two minimizations, leads to (LBP\). Thus, we havez, = z
2. O

In our computational experiments, we have observed that often, for su ciently large
k's, (RRy) and (LBP ) have the same solutions with regard to the choice of recourse
variables. Sometimes this can be immediately veri ed, as stated in the following corol-
lary.

Corollary 1. Let (v;z;x;y) be the optimal solution to (LBP ). If v is also optimal
for (RRy) and the reduced SP problem (RRSPY¥)) with v = v has a unique optimal
solution, then x = x and z;, = .

Proof. If v is optimal for (RR ), then x is an optimal solution to (RRSP(v)) due to
constraints (4.1) and (4.2). If x is the unique optimal solution to (RRSP(V)), then
X = X and z, = 2 since (LBPy) reduces to (RRSP)) for v = v. O

The uniqueness condition from Corollary 1 does not always hold. However, in the
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general case, we can solve another problem to check ifvathat is optimal for (LBP ) is
also optimal for (RRy).

Proposition 2. Let (v;z,;X;Y) be the optimal solution to (LBP ). Solve the following
veri cation problem:

Zx = min z (VP)
z,xy

subjectto (z;x;y) 2 F (v)

X=X1:

If zx = z, then v is also optimal for (RRy) and 2 = z, = z. Otherwise, zx > z,.

Proof. The purpose of solving (VF) is to check whether the rst-stage decisionsx
are also optimal for (RRSP(v)). This is true if zx = z,. In that case, v is feasible in
(RRg) and the resulting objective function value of (RRy) is zx, which must also be the
optimal value of (RRy) sincez, 2 (from Proposition 1) and zx = z,. Hence, we have
? = z, = z«. Furthermore, since (VPy) is a restriction of (LBP ), we havez, z,,
and if x is not optimal for (RRSP(V)), zx > z,. O

Given Propositions 1 and 2, we could, instead of solving (RR), solve (LBP) for
di erent k's and check if each solution is also optimal for (RR) by solving (VP ), which
is an LP. We may start with k = 0 and keep increasingk until we obtain a reduced
set of recourse variables for whictg*= z, = zx and % is su ciently close to z . Note
that using this heuristic approach, we may terminate at ak that is larger than the one
we would obtain from solving (RRx). However, it can be very e ective in cases where
directly solving (RR ) is computationally intractable.

45 Case studies

In this section, we present three case studies that demonstrate how the proposed scenario
and recourse reduction techniques can aid in explaining SP solutions. First, we consider
an illustrative supply chain planning problem where, despite the simplicity of the supply
chain network, the solution to the original SP problem is di cult to analyze due to the
large number of scenarios; here, we demonstrate the use of scenario reduction and the
interpretation of the solution to the reduced model. The second case study addresses an
electricity procurement scheduling problem, where we show how scenario clustering and
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reduction can be applied to obtain insights into the features of the uncertain parameters
that a ect the decisions the most. Finally, in the third case study, we use a larger
instance of the supply chain planning problem to demonstrate the e ectiveness of the
proposed recourse reduction approach in reducing the complexity of the SP model.
All problems were modeled using JuMP v1.1.1 (Dunning et al., 2017) in Julia v1.6.1
(Bezanson et al., 2017b) and solved using Gurobi v9.5.2 (Gurobi Optimization, LLC,
2021). Bilevel problems speci cally were modeled using BilevelJuMP v0.5.1 in Julia.
K -means clustering was performed using Lloyd's algorithm (Lloyd, 1982) with multiple
random initializations, which does not guarantee global optimality but has proven to
be e ective in our case studies.

4.5.1 Supply chain planning with large number of demand scenarios

Consider a set of production plants that manufacture a certain product for which there
are multiple customers with uncertain demands. In this problem, we assume that the
production decisions at the plants need to be made before the demand uncertainty
realizes; hence, these are our rst-stage decisions. Once we know the demand, we can
decide how much to transport from each plant to each customer and how much product
we need to purchase externally to meet any shortfall in demand satisfaction; hence, these
are our recourse decisions. This setting is, for example, typical for the industrial gas
industry where production planning decisions are commonly made on a monthly basis
while distribution decisions are made on a daily or weekly basis once the order book is
nalized for that time period. This supply chain planning problem can be formulated
as the following two-stage linear SP problem:

N X X X h X i
m'Q.m'Ze Gixj + Ps GYs + Gj Yijs (4.5)
e i2l s2S  j2J i2l
subject to >§& cm™ 8i2l (4.6)
Yis *¥is js 8]2J;s28S 4.7
@
Yis Xi 8i21;s2S (4.8)
j2J
xi 0 8i2l (4.9)
yis 0 8i21;72J3;s2S (4.10)
Yis 0 8j2J;s2S; (4.11)
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wherel, J, and S are the sets of plants, customers, and scenarios, respectively. The
production quantity at plant i is denoted byx;. The amount of product supplied from
plant i to customer j in scenarios is captured by yjs . The amount of product that
must be procured externally to meet the demand de cit at customerj in scenarios is
denoted by yjs. The unit production cost at plant i, unit transportation cost between
plant i and customerj, and unit procurement cost at customerj are represented by
coe cients ¢, gj, and ¢, respectively. The demand for customelj in scenarios is js.
The probability of scenario s is denoted byps. Constraints (4.6) limit the production at
each planti by the quantity C™#*. Constraints (4.7) ensure that the demand is satis ed
at each customer, and constraints (4.8) ensure the product distribution from each plant
does not exceed the production. Constraints (4.9)-(4.11) enforce the non-negativity on
the decision variables. The objective function (4.5) represents the expected overall cost
of operating the supply chain network.

In this case study, we consider a network of two plants (A and B) and three customers
(1, 2, and 3), as shown in Figure 4.2. The unit production costs at Plants A and B
are $100 and$150, respectively, and maximum production amount at each plant,C"®,
is set to 38 units. The unit purchase cost at each customer is set t&500. The unit
transportation costs are as follows: $90 for A 1, $67.5 for A 2, $90 for A 3, $67.5
forB 1,$30 for B 2, and $67.5 for B 3. We consider 50 equally probable demand
scenarios where the demand for each customer is sampled frod(0; 35).

Figure 4.2: A network of two plants and three customers denoted by blue and orange nodes,
respectively. Edge lengths are proportional to the corresponding transportation costs.

With 50 scenarios, the solution to the SP model is di cult to interpret despite the
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rather simple network. Hence, we employ the proposed scenario reduction strategy to
identify a simpli ed model that is easier to analyze. Setting k = 5, the recourse-based
scenario clustering results in the ve scenario clusters shown in Figure 4.3. Here, we
depict each scenario in the space of the three recourse variablggi, Ya2, and ya3. For
comparison purposes, we also performed conventional realization-based clustering and
found that the resulting assignment has a within-cluster sum of squares in the recourse
space, i.e. :(:1 s2s (Vs i)2, that is about 51% greater than the one obtained from
recourse-based clustering. This clearly indicates that scenarios that are similar in their
uncertainty realizations may not lead to the same optimal recourse decisions.

Figure 4.3: lllustrating clusters obtained from recourse-based clustering fork = 5.

With the ve scenario clusters, we solve scenario reduction problem and obtain the
following ve representative scenarios: Scenarios 4, 9, 14, 33, and 47 with probabilities
0.32, 0.24, 0.24, 0.12, and 0.08, respectively. The optimal rst-stage decisions of the
resulting reduced SP model are the same as the ones obtained from the original model
with the full set of scenarios, namely 38 and 27 units of production from Plants A and
B, respectively. Additionally, the optimal value of the reduced model di ers from the
one of the original model by less than 2%.

We analyze the reduced model's solution as a means of understanding the original
model's solution. Figure 4.4 shows the optimal decisions for all ve scenarios of the
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Figure 4.4: lllustrating the rst- and second-stage decisions obtained from solving the reduced
model with ve representative scenarios { 4 (top left), 9 (top right), 14 (bottom left), 33 (bottom
center), and 47 (bottom right). The sizes of the plant and customer nodes correspond to the
production amounts and product demands, respectively. The edge thickness corresponds to the
amount transported between a plant and a customer. The quantity in red font (\+x") next to

a customer node corresponds to the product purchased externally.

reduced model. Here, the sizes of the plant and customer nodes represent the production
amounts and product demands, respectively. The thickness of the edge between a plant
and a customer indicates the amount of product transported. We can now make the
following observations and draw some useful insights that help explain the SP solution:

1. We see that Plant A is at its production capacity while Plant B is not. This
prompts us to compare the costs to serve each customer, which consist of both
production and transportation costs, from Plants A and B. Although, compared
to Plant B, Plant A is located farther away from all customers, we nd that the
cost to serve any of the given customers is lower for Plant A due to its considerably
lower production cost. This explains why the optimal solution suggests producing
at Plant A as much as possible and use Plant B only to meet the demand that
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Plant A cannot.

. In four out of the ve scenarios, the capacities at both plants are su cient to satisfy
the demands of all customers, implying no external purchase is required in those
scenarios. However, in Scenario 14, additional product is purchased externally,
indicating that Plant B's production amount is not simply set to meet the largest
demand among the ve scenarios. This begs the question why it is optimal to
produce this amount at Plant B.

. In Scenario 14, Customer 2's demand exceeds Plant B's production capacity; thus,
Plant A must pitch in to meet its demand despite being farther away. Also, the
overall demand in the network exceeds the combined capacities of Plants A and
B by 4 units, necessitating the external purchase of 4 units of the product at Cus-
tomer 1. This results in a signi cantly higher second-stage cost compared to other
scenarios, despite just slightly higher average demand per customer (see Figure
4.5). Why do we not increase Plant B's production amount by 4 units to satisfy
the demand of Customer 1 instead of purchasing the product externally, where
the latter is certainly more expensive? Recall that the production rates are rst-
stage decisions; hence, the corresponding production costs incur independent of
the realization of the demand uncertainty. Transportation and purchase decisions
are recourse decisions and di er across the ve scenarios, so do the corresponding
costs. In this case, since the 4 units of product purchase only occur in Scenario
14, which has a probability of 0.24, their contribution to the total expected cost

is $480. Increasing the capacity of Plant B by 4 units and transporting them to
Customer 1 in Scenario 14, on the other hand, would increase the total expected
cost by about $665. So it is less expensive to purchase those 4 units of product
externally.

. Why should we not further reduce Plant B's production amount? Here, it helps

to look at the total demands in all ve scenarios, which are 62, 65, 69, 64, and 65
units, respectively. This means that if we produce less than 27 units at Plant B (in
addition to the 38 units at Plant A), we will need to purchase additional product
externally in Scenarios 9, 14, and 47. These three scenarios have a combined
probability of 0.56; hence, purchasing one unit of product in these three scenarios
would contribute $280 to the total expected cost. This is in contrast to about
$179 for producing that one unit at Plant B and transporting it to Customers 1,
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2, and 3 in Scenarios 9, 14, and 47, respectively, which explains why the optimal
production amount at Plant B is 27 units.

Figure 4.5: lllustrating the chosen representative demand scenarios and the corresponding
second-stage costs. The size of the markers is proportional to the representative probabilities of
corresponding scenarios.

The above analysis precisely explains the optimal rst-stage decisions of the SP
problem, which was relatively easy given the reduced set of scenarios. It would have
been much more di cult if we tried to do so using the original full set of 50 scenarios.

4.5.2 Electricity procurement scheduling under price uncertainty

Electricity procurement is an important consideration in power-intensive industries. In
operating such industrial plants, one typically needs to decide whether to purchase
electricity from power contracts or from spot markets (Figure 4.6). Power contract
prices are relatively stable; however, the decision to purchase from them needs to be
made well ahead of time. On the other hand, spot electricity prices, in general, are highly
time-sensitive and uncertain (may be lower or higher than the power contract price) and
become known only shortly before the time of delivery. Hence, there is a trade-o to be
optimized in purchasing electricity from power contracts and spot markets, which can
be formulated as a two-stage SP problem. Here, we consider a simpli ed version of the
model proposed by Zhang et al. (2016):
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Figure 4.6: Electricity can be purchased through the spot market or a contract. Contract
prices are more stable but require ordering well ahead of time, whereas spot prices are more
volatile but allow for short-notice purchases. We consider 40 price scenarios for the spot market
over a 24-hour scheduling horizon.

X X X h i
minimize CiXt + Ps lsYis + arVis (4.12)
oy t2T s2S  t2T
. Xt
subjectto i™ i+ (v dio) i™* 8t2T;s2S (4.13)
X t0=1
(s d;) O 8s2S (4.14)
t2T
MVis X+ Vi 812T;s2S (4.15)
Xt 0 8t2T (4.16)
Vis;Vis 0; 8t2T;s2S; (4.17)

where T and S denote the sets of time periods and spot price scenarios, respectively.
The probability of occurrence of a scenarios is denoted by ps. Electricity purchased
from the power contract in time period t is denoted byx;, whereas electricity purchased
from the spot market and the production amount in time period t and scenarios are
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denoted by yis and vis, respectively. Note that x are the rst-stage decisions while
y and v constitute the recourse decisions. The unit cost of purchase from the power
contract, cost of purchase from the spot market, and cost of production are represented
by parametersc;, ris, and a;, respectively. The product demand in time periodt and the
initial inventory are denoted by d; and i°, respectively. Constraints (4.13) ensure that
the inventory lies within the minimum ( i™") and maximum (i™3) permitted values at
all times. Constraints (4.14) ensure the net production is at least as much as the overall
demand during the scheduling horizon. The (minimum) electricity consumption in time
period t and scenarios is assumed to be linearly dependent on the production amount
de ned by the coe cient m. The non-negativity bounds on the decision variables are
enforced via constraints (4.16) and (4.17). The objective function captures the goal of
minimizing the overall expected cost of purchasing electricity and production.

We consider a 24-hour scheduling horizon with hourly time discretization, minimum
and maximum product inventory levels of 75 and 100 units, respectively, and an initial
inventory of 50 units. The product demand in each time period is sampled randomly
from U(28;42). The contract and spot market electricity prices are shown in Figure 4.6,
while the unit production cost is set to $3. We consider 40 equally probable scenarios
for the spot prices, and the coe cient, m, de ning the linear relationship between
production and electricity consumption, is assumed to be 2.

4.5.2.1 Scenario clustering

We want to use this example to demonstrate that often, with just simple scenario
clustering, we can already gain valuable insights that help us explain the SP solution.
To show the advantage of the proposed recourse-based scenario clustering method in this
regard, we also compare the results with those obtained from conventional realization-
based clustering.

We start by setting the desired number of clusters, k, to 39. Since we have 40
scenarios, settingk = 39 returns 39 clusters where one of them consists of the two most
similar scenarios. We perform both realization- and recourse-based clustering for which
the two scenarios that are grouped into one cluster are shown in Figure 4.7a and Figure
4.7b, respectively. The gures show the corresponding spot price pro les along with the
recourse decisions of purchasing electricity from the spot market and production. We
see that the two scenarios found via realization-based clustering (Scenarios 21 and 34)
are very similar in their spot price pro les, yet the associated recourse decisions di er
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signi cantly in time periods 2-6. In contrast, recourse-based clustering returns two
scenarios (Scenarios 9 and 34) whose spot price pro les look quite di erent; however,
they exhibit the exact same recourse decisions.

(a) Realization-based clustering.

(b) Recourse-based clustering.

(c) Electricity purchase from contract.

Figure 4.7: lllustrating two scenarios that get grouped together for the k = 39 case.
Realization-based clustering reveals that scenarios that are very similar in magnitude do not
necessarily have to have the same recourse decisions. In contrast, if there is a non-zero purchase
from the spot market, then having a similar trend seems to play a more prominent role in having
the same decisions across two scenarios.

The above observation seems counter-intuitive at rst, but after further investiga-
tion, we arrive at an explanation with the following two key insights:

1. The spot price trend is a better predictor of the recourse decisions than the price
magnitude. The reason is that for a xed product demand, once the electricity
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purchase from the contract ( rst-stage decision) is nalized, we must purchase
the remaining required electricity from the spot market, regardless of its price,
to meet the product demand. Hence, the total amount of electricity purchased
from the spot market is the same in all scenarios, and it is merely the timing of
the electricity purchases that is optimized, which depends on how the spot price
changes over time. This explains why the recourse decisions in Scenarios 9 and 34
are the same in time periods 1-12 as their price trends are the same despite the
price values being quite di erent (see Figure 4.7b). In Scenarios 21 and 34, on the
other hand, the price pro les exhibit very similar magnitudes but often opposite
trends in time periods 2-6 (see Figure 4.7a); hence, the recourse decisions in those
time periods are very di erent.

2. The price trends in Scenarios 9 and 34 are not always the same in time periods
13-24, yet the recourse decisions in those time periods are the same. A quick look
at the rst-stage decisions, as shown in Figure 4.7c, reveals that the electricity
purchased from the power contract in time periods 13-24 is enough to meet all
electricity demand in that time frame so that no purchase from the spot market is
needed. As a result, the trend in spot price in those time periods does not a ect
the recourse decisions.

To quantify and strengthen our reasoning behind our conclusions, we calculate the
bivariate correlation coe cient, , for every additional group of scenarios fromk = 39
to k = 35, as shown in Table 4.1. Positive (similar trend) and negative (opposite
trend) correlations are indicated by > 0 and < 0, respectively. In periods 1-24,
for the most part, we see that the clustered scenarios are highly correlated, implying
they follow a similar trend. The only ambiguous case is the one ok = 36, where the
negative for Scenarios 7 and 20 indicate a negative correlation despite being grouped
together for having similar decisions. However, as we reasoned earlier that trends are
immaterial in periods 13-24, it is more appropriate to calculate only for periods 1-12
to avoid obtaining a misleading correlation. This correctly leads to > 0, reiterating
our observation of scenarios with similar trends leading to similar decisions. Finally, as
shown in Figure 4.8, this can also be observed in the grouped scenarios for cakes 38
and k = 37.

93



Clusters (k) Clustered scenarios Correlation coe cient ( )

1-24 hr 1-12 hr
39 (9,34) 0.13 0.82
38 (9,34), (26,35) 0.73 0.94
37 (9,34), (5,31,37) 0.86 0.82
36 (9,34), (5,31,37),(7,20) -0.42 0.36
35 (9,34), (5,31,37), (7,20),(23,30) 0.85 0.81

Table 4.1: Positive correlation between scenarios grouped together by recourse-based clustering
indicates that similar price trends lead to similar decisions. Because trends are irrelevant during
periods 13-24, for periods 1-12 provides a more accurate representation of the correlation
between scenarios. Mean, i.e. the average of between all possible pairs of scenarios, is
reported for clusters with three scenarios.

(a) k=38

(b) k=37

Figure 4.8: lllustrating scenarios grouped together via recourse-based clustering and the cor-
responding recourse decisions for cas&s= 38 and k = 37. Again, we see very similar decisions,
especially in time periods where the scenarios have similar trends, even if the scenarios di er
considerably in magnitude.
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45.2.2 Scenario reduction

To analyze the overall SP solution, we apply the proposed scenario reduction approach
to reduce the number of spot electricity price scenarios from 40 to 5. As depicted in
Figure 4.9, Scenarios 2, 6, 12, 28, and 30 are chosen as representative scenarios, with
respective probabilities of 0.175, 0.1, 0.225, 0.225, and 0.275. Figure 4.9 also shows that
the optimal purchase amounts from the power contract, i.e. the rst-stage decisions,
are the same for the original and reduced models. In addition, we show, as examples,
the second-stage solutions, i.e. the spot market purchase and production scheduling
decisions, for Scenarios 6 and 30 in Figure 4.10. Note that the sub gures on the right

in Figure 4.10 depict the production amounts as positive values while product demands
are shown as negative numbers.

Figure 4.9: Representative scenarios and rst-stage decisions fok = 5.

Now that we only have 5 scenarios to consider, we can more easily explain the rst-
stage decisions. Particularly, in time periods 13-24, the expected unit spot price lies
in the range [$23.3/kWh, $34.3/kWh], which clearly exceeds the unit contract price
of $19.6/kWh, resulting in only electricity purchases from the contract in the second
half of the day. In contrast, in time periods 7-12, the expected unit spot price lies in
[$25.8/kWh, $33.5/kWh], which is lower than the contract price of $33.6/kWh, making
the spot market the preferred option for purchasing electricity in that time frame, as
can be seen in Figure 4.10.
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(a) Scenario 6.

(b) Scenario 30.

Figure 4.10: Second-stage solutions for two of the ve representative scenarios.

The situation in time periods 1-6 is more complicated as we purchase electricity
from both the contract and the spot market. Especially for the analysis here, it helps
to be able to focus on a small number of scenarios. For example, from Figure 4.10b, we
can see that for Scenario 30, the spot electricity price is consistently higher than the
contract price in time periods 1-6, yet we still purchase from the spot market. This, of
course, can only be explained by realizing that the spot price in other scenarios, such as
Scenario 6 (see Figure 4.10a), is signi cantly lower. As a result, to minimize the overall
expected cost, we should also purchase electricity from the contract in that time frame
in order to balance hedging against the risk of high-price scenarios like Scenario 30 and
allowing exibility to take advantage of low-price scenarios like Scenario 6.

96



4.5.3 Supply chain planning with large number of recourse decisions

In this third case study, we consider a larger instance of the supply chain planning
problem presented in Section 4.5.1, with 10 plants (A to J) and 15 customers. As shown

in Figure 4.11, the resulting network has 165 recourse decisions (150 transportation
decisions plus 15 purchase decisions). The purchase cost at each customer node is set
to $125 per unit of product, and the maximum production limit at each plant is set to

12 units. Finally, we consider four demand scenarios with probabilities 0.05, 0.15, 0.30,
and 0.50, and the demand for each customer is sampled frotd(0; 12).

Figure 4.11: |lllustrating the original network consisting of 10 plants (A, B, ..., J) and 15
customers. The production cost at each plant and the procurement cost are shown on the right.

Solving the two-stage SP model corresponding to this large network results in de-
cisions that are dicult to reason because of the complex network structure, which
leads to a large number of recourse decisions. To alleviate this di culty, we employ
the recourse reduction method proposed in Section 4.4. Varying the desired number of
recourse decisionsk from O to 30, we solve both the lower-bounding problem (LBR)
and the veri cation problem (VP ). The results are plotted in Figure 4.12, which shows
the optimal values obtained from solving both problems as well as the optimal value of
the original SP problem as a reference. Looking at the optimal values for (LBR), one
can see that with only 18 recourse variables, we can already achieve the same optimal
value as the original SP model. However, the solution to (VR) has a higher optimal
value, which tells us that the selected 18 recourse variables do not yet result in the same
optimal rst-stage decisions. As we further increasek, we nd that at k =23, (LBP )
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and (VP ) have the same optimal value, indicating that this is also the optimal solution

to the bilevel program (RR). As such, we can now account for these 23 recourse vari-
ables, treat the remaining original recourse decisions as rst-stage variables, and still
ensure the same total expected cost and production decisions as with all 165 recourse
variables. In the network depicted in Figure 4.12, the 23 principal recourse decisions are
highlighted in green, i.e. green edges and customer nodes represent the transportation
and purchase decisions treated as recourse variables in the reduced model, respectively.

Figure 4.12: On the left, optimal values obtained from solving the lower-bounding problem
(LBP k) and the veri cation problem (VP ) for varying k's. On the right, a reduced network
with only 14% (23 of 165) of the original recourse variables; selected recourse decisions are shown
in green.

The solution to the reduced model with only the selected 23 recourse variables is
shown in Figure 4.13. The sizes of the plant and customer nodes (Figures 4.13b-4.13€)
indicate the production and demand at these nodes, respectively. The thickness of an
edge between a plant and a customer is proportional to the transportation amount. The
following are some key points regarding decisions made in the rst stage: (i) As shown
in Figure 4.13a, some transportation decisions (red edges) are now made before the
uncertainty in demand is realized. (ii) Plants A and F are chosen to not manufacture any
product. The high production costs, combined with their relatively isolated locations
(higher transportation costs), contribute to the decision to have no production at these
plants.
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(a) First-stage decisions.

(b) Scenario 1. (c) Scenario 2.

(d) Scenario 3. (e) Scenario 4.

Figure 4.13: lllustrating solution obtained by solving the reduced SP model with the 23
principal recourse decisions. Distribution or procurement decisions, which take the value zero,
are omitted for brevity. Additionally, the thickness of an edge corresponds to the amount

transferred from a plant to a customer.
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The user may now be interested in learning how product distribution varies with
demand at a speci ¢ customer node and why the participating plants were selected. Now
that we have a sparser network to analyze, it is much easier to answer such questions. We
try to explain decisions involving Customer 8 as an example. In Scenario 1, the demand
at Customer 8 is satis ed by Plant D. Plant C, despite being closer to Customer 8, is
not chosen to meet its demand because it has only three units of production (due to
the high production cost), all of which are used to meet the demand at Customer 3. In
Scenario 2, we decide to buy 1 unit of product externally for Customer 8, which may
be questionable due to the high purchase price. The reason for this is that Plants C
and H, two other potential candidates to satisfy Customer 8's demand, are using all
of their capacity to meet the demands of other nearby customers. Next, one might
wonder why not externally purchase 1 unit of product for Customer 12 and transfer
the 1 unit of product saved at Plant B to Customer 8. However, because the purchase
price is the same for all customers, a more distant customer will always be preferred
if a non-zero purchase decision must be made. Similarly, we can examine decisions
involving any customer or plant of interest in any scenario. In summary, the reduction
in recourse decisions signi cantly simpli es the analysis and hence the explainability of
the SP solution.

4.6 Conclusions

In this work, we addressed the challenge of low interpretability of decisions output by
large SP models, which has for long hindered their use in real-world applications. We
developed systematic approaches that enhance the explainability of a given SP solution
by reducing the complexity of the model to an extent where it becomes easier to vi-
sualize the decisions and infer the reasons for making these decisions. The proposed
techniques reduce the complexity of the problem along two dimensions { the number of
scenarios and the number of recourse variables. For scenario reduction, our approach
clusters scenarios based on the optimal recourse decisions and selects representative sce-
narios for the scenario clusters such that the optimal rst-stage decisions of the resulting
reduced SP model are close to the ones obtained from the original larger SP model. In
recourse reduction, we identify a small set of principal recourse variables required to
achieve the same optimal rst-stage decisions while reaching the same or close to the
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same optimal value as the original SP model. The e cacy of the proposed explainabil-
ity techniques was demonstrated in computational case studies involving problems of
industrial relevance, namely supply chain planning and electricity procurement schedul-
ing. We showed how the signi cant complexity reduction that could be obtained with

minimally dissimilar solutions ultimately made it much easier to explain the original SP
solutions.
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Chapter 5

Assessing the impact of chain of custody models
on the long-term planning of low-carbon ammonia
supply chains *!

5.1 Overview

With growing concerns about climate change, e orts to invest in low-carbon alternatives

to conventional fossil-fuel-based products are on the rise globally. As more low-carbon
products are developed, current systematic methods for optimizing supply chain expan-
sion and operations need to be redesigned due to di erences in consumer preferences
between sustainable and conventional products. In this work, we investigate how the
choice of traceability method (i.e. the chain of custody model), which governs a con-
sumer's claim to a sustainable product, impacts decision-making in the expansion of
low-carbon ammonia supply chains. We propose a mixed-integer nonlinear program-
ming formulation that applies the mass balance and book-and-claim models, the two
most relevant chain of custody models in the chemical industry, to an ammonia supply
chain. We then present a comprehensive case study spanning 25 years that includes
nine U.S. states and highlights di erences in solutions between the two models, such
as the extent of renewable technology expansions, ammonia distribution decisions, de-
mand met, and the breakdown of di erent costs under various ammonia price scenarios.
Moreover, we make key observations in the solutions provided by a rolling-horizon sim-
ulation to cases with uncertain ammonia demand. This work highlights the critical role

of chain of custody models in evolving low-carbon ammonia supply chains, laying the
groundwork for future research into their application and impact on other sustainable
supply chains.

5.2 Introduction

The Haber-Bosch process, which was developed more than a century ago, enabled
industrial-scale ammonia production. Since then, ammonia has become an indispensable
chemical, primarily revolutionizing the agriculture industry, where it is used for fertilizer
manufacturing, signi cantly increasing crop yield and supporting approximately 48% of

1This chapter is reprinted with permission from Rathi et al. (2025a), with minor modi cations.
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the world's population (Erisman et al., 2008). The fertilizer industry uses about 88%
of the overall ammonia produced, with the remainder going toward the production of
other chemicals and materials (Pattabathula, 2019). However, the ever-increasing de-
mand for ammonia is also a major concern due to the accompanying carbon emissions,
which currently amount to 1.3% of global energy-related CQ emissions (International
Energy Agency, 2021). There has been an increasing push to reduce the extent of
CO; emissions to mitigate climate change (United Nations Framework Convention on
Climate Change, 2015), encouraging alternative low-carbon solutions for many of the
currently fossil-fuel-based processes in the energy and manufacturing sectors. Adopting
renewable pathways (use of renewable electricity and renewable hydrogen) for ammonia
production can help to achieve the goal of a net-zero economy while also making it a
viable option as a renewable energy carrier or even for direct use as a fuel (Palys et al.,
2021).

Establishing a certi cation system that accurately tracks ammonia production and
sales will be critical as a growing number of low-carbon ammonia technologies enter the
ammonia supply chain. The necessity for a certi cation system stems primarily from
consumers' willingness to pay di erently for ammonia with varying carbon intensities. In
general, the motivation for paying a sustainability premium on a product may arise from
a combination of factors such as: 1) end-consumers having a more positive perception of
organizations that outwardly show their commitment to promoting a sustainable value
chain, in turn increasing their product sales, 2) end-consumers being themselves willing
to pay a premium on products with low-carbon footprint (PricewaterhouseCoopers,
2024), allowing producers to recover the cost of going \green," and 3) subsidies o ered
by the government that o set a premium price and hence incentivize consumers to
purchase low-carbon products. Although there has been some work on the design of
low-carbon ammonia supply chains (Allman et al., 2017; Wang et al., 2023), we are
not aware of any existing work that systematically examines the e ects of dierent
accountability and traceability methods (more popularly known as chain of custody
models) for an ammonia supply chain. The choice of the chain of custody model can
signi cantly impact the expansion of existing facilities, the construction of new facilities,
and the distribution of ammonia across the supply chain. In this paper, we present
an optimization framework that allows for the modeling of relevant chain of custody
models, the results of which are then analyzed for their impact on various investment
and operational decisions in a long-term ammonia supply chain expansion problem.
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According to ISO (2020), \chain of custody is a process by which inputs and out-
puts and associated information are transferred, monitored and controlled as they move
through each step in the relevant supply chain.” For a single-commodity supply chain
(such as the ammonia supply chain), this could entail categorizing the product at each
producer as certied (e.g., sustainable) or not certied based on the raw materials
used and then tracking the category of each product at all stages in the supply chain,
namely, production, storage, distribution, wholesale/industrial sales, and waste man-
agement/recycling. The amount of bookkeeping can vary signi cantly depending on
the type of commodity, government guidelines, the preferences of the involved sellers
and buyers, and existing infrastructure, among other factors. The four most commonly
used chain of custody models (Norton et al., 2014) are the following: l)dentity preser-
vation: the desired product characteristics are traced/maintained at all stages in the
supply chain, allowing for complete traceability back to its source. 2) Segregation
desired characteristics are traced at all stages; however, mixing or blending the same
characteristic product from di erent producers is allowed, so tracing back to the source
may not always be possible. 3Mass balance allows mixing of products with di erent
characteristics (e.g., sustainable and non-sustainable), making tracing back the source
almost impossible; however, the quantity of product with each characteristic is recon-
ciled at each stage, so an end-consumer pays for the characteristic of the product it is
physically sold, 4) Book-and-claim: also known as certi cate trading or credit trading,
allows for free ow and mixing of products with di erent characteristics in the supply
chain without bookkeeping at each stage. Instead, certi cates are issued to producers
who produce products with desired characteristics, and end users can make sustain-
ability claims by purchasing these certi cates, regardless of the characteristics or origin
of the product sold to them. Even though there is no physical link between the char-
acteristics of products sold to and purchased by consumers, for proper accountability,
certi cates generated and sold must exactly correspond to the certi ed material owing
through the supply chain.

Some of the major industries that have recently started focusing on product trans-
parency and traceability include plastic recycling (Alexander et al., 2021; Caraceni et al.,
2024; Schumacher and Beers, 2024), which primarily uses the mass balance system; agro-
food products (Mol and Oosterveer, 2015), which mainly utilizes segregation and mass
balance, with identity preservation in fewer cases; and aviation fuel (Pechstein et al.,
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2020; Kranich and Haas, 2024), which has adopted the book-and-claim model. An-
other industry where the certi cation system is more widely used is the energy sector,
where the notion of Renewable Energy Certi cates (REC) (U.S. Environmental Protec-
tion Agency, 2023) has been explored for decades (Jensen and Skytte, 2002; Menanteau
et al., 2003), with extensive research published in the recent decade (Chrysikopoulos
et al., 2024). Recent works have provided insights into how Renewable Electricity Stan-
dards (RES) and REC can a ect renewable energy investment and carbon emissions
(Zhu et al., 2022), as well as how certi cate prices may uctuate in response to supply
and demand uncertainty and other market expectations (Hustveit et al., 2017). Lastly,
because electricity is not a physical entity and is distributed via a centralized infras-
tructure (the power grid), regulatory bodies usually use the book-and-claim system for
renewable energy certi cation.

For chemical industries, mass balance and book-and-claim models are the only prac-
tically viable options because segregating renewable from non-renewable products is
di cult and would necessitate signi cant investment in infrastructure upgrades. For ex-
ample, an ammonia production unit can use hydrogen generated by both non-renewable
(steam methane reforming) and renewable (electrolysis) processes, but the hydrogen is
mixed before entering the production unit. Similarly, regardless of the carbon intensity
of ammonia produced at di erent sites, a shared pipeline distribution network prevents
segregation. For this reason, in this work, we focus on comparing the e ects of ap-
plying the mass balance and book-and-claim models when optimizing the expansion of
low-carbon ammonia supply chains.

The remainder of this paper is organized as follows. In Section 5.3, we introduce a
supply chain planning formulation that incorporates the mass balance and book-and-
claim chain of custody. In Section 5.4, we propose a rolling-horizon simulation approach
to solve the supply chain planning model while accounting for future uncertainties.
Section 5.5 presents a case study of an ammonia supply chain spanning multiple U.S.
states under various price scenarios, uncertain demand forecasts, and the two chain of
custody models. Finally, we conclude in Section 5.6.

5.3 Supply chain planning model

We consider an ammonia supply chain in which the carbon intensity of ammonia is
tracked using either the mass balance or the book-and-claim chain of custody model.
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For the rest of the paper, we will abbreviate mass balance and book-and-claim as MB
and B&C, respectively. At the network level, the supply chain consists of ammonia
consumers and various existing and potential ammonia production facilities. At the in-
dividual site level, we consider various processes involved in the production of ammonia.
Figure 5.1 illustrates the superstructure used to model the process network at the site
level. The superstructure is constructed as a state-task network, with tasks represent-
ing processes and states representing input and output resources. Each process uses
speci ¢ resources and produces others, which can then be used in subsequent processes
to generate more resources. Table 5.1 summarizes the list of processes and resources.
We consider only renewable electricity sources, speci cally wind (WP) and solar (PV)
power plants. The electricity generated by these sources is utilized in the hydrogen pro-
duction plants, which include steam methane reforming (SMR) and electrolysis (ELC)
units. Additionally, natural gas and water are injected into the network for use in these
processes. The hydrogen produced is then used in the Haber-Bosch (HB) process, along
with nitrogen separated in the air separation unit (ASU), to produce ammonia. The
ASU and HB processes are also assumed to be powered solely by WP and PV. The
carbon capture units (CCUSs) treat the ue gas from SMR to reduce the CO, emissions.
The goal is to model the expansion of an ammonia supply chain over a given planning
horizon to determine the investment, production, and network ow decisions, as well
as the carbon intensities of the ammonia produced, delivered, and certi ed under the
two chain of custody models. In the following subsections, we describe the constraints
and objective that model the low-carbon ammonia supply chain, beginning with the
resource balance constraints that model the site-level superstructure.

Name Task/Process Input Resources Output Resources

WP  Wind turbine Wind Power

PV Photovoltaics Solar radiation Power

SMR  Steam methane reforming Natural gas, power, water I, process gas (containing CQ)
CCU Carbon capture unit Flue/process gas (containing CG), power Captured CO,, treated gas

ELC  Electrolysis Water, power Hy, Oy

ASU  Air separation unit Air, power N2, O

HB Haber-Bosch process K, N2, power NH;3

Table 5.1: Overview of processes and their corresponding input/output resources.
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Figure 5.1: The superstructure network illustrates the processes and resources involved in
ammonia production. In the superstructure, nodes represent processes (rectangles) and resources
(circles), while the arcs indicate the direction of material/energy ow.

5.3.1 Resource balance constraints

Letl ;M ;R;and T denote the sets of production sites in the supply chain, all processes,
all resources in the superstructure, and time periods in the planning horizon, respec-
tively. For each processm at site i, a reference resource is chosen, whose production
or consumption in time period t is denoted by the variable P[¢f . The resource balance
constraints are then de ned as follows:

Pimrt :erpifme{ 8i21;r2R;t2T (5.1)

Qirt = Pimrt + Byt 8121 ;r2R;t2T (5.2)
m2M

0 P Ci 8i21;m2M;t2T (5.3)

0 Bix BM™ 8i21;r2R;t2T (5.4)

Qrn O 8i21;r2R;t2T (5.5)

Qra=0 8i2l1;r°%2R%t2T; (5.6)

where the available capacity of processn at site i in time period t is represented by the
variable Ciy; . The variable Pin¢ denotes the production or consumption of resource
through processm at site i during time period t. The total amount of resourcer at site
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i at the end of production in time period t is represented byQj , while Bj; represents
the amount of resourcer supplied externally to site i in time period t. Constraints
(5.1) model the production or consumption of resourcer through processm at site i

in time period t using the conversion factor n, which is de ned with respect to the
reference resource. Note that the sign of ,,; determines whether resource is produced
or consumed by processn. Constraints (5.2) enforce mass balance for each resource,
while constraints (5.3) ensure that capacity limits are met. Constraints (5.4) restrict
the quantity of resourcer that can be imported to site i in time period t. In our case, we
considerB{i?* as non-zero only for resources indicated by hatched nodes in Figure 5.1.
Constraints (5.5) and (5.6) ensure that a site can only have an overall non-zero inventory
of resources in selRNR ®. Set R contains resources that are completely consumed at
each site. For the superstructure we considerRnR 0= fNH3; CO,; Treated gag.

5.3.2 Capacity expansion constraints

For each processn, we assume that some nite capacity, denoted byCiy, o, may already
exist at production site i at the start of the planning horizon (t = 0). The capacities for
these processes can then be expanded at the beginning of each time period in response
to changes in demand and the potential retirement of existing capacities. The following
constraints govern the expansion and retirement of processes:

Cimo= Cimo 8i21:m2M (5.7)
. LT LT?
Cimt = Cimt 1+ imt 8i21;m2M;t2f1:::;—gnf—™+1g (5.8)
. LT2
Cmt = Cimt 1+ imt GCmo 8121 ;m2M ;t= +1 (5.9
Cimt = Ci;m;t 1t imt iim:t
. LT . LT
8i2l:m2M;t2f —+1;::::jTjg; = —= (5.10)
M X imt imt MaXyimt 8121 ;m2M ;t2T (5.11)
Xmt 2f0;1g 8i21;m2M ;t2T; (5.12)

where the binary variable Xjnt equals 1 if new units were installed for process at site
i and are available for production in time period t. The variable ,; represents the
newly expanded capacity of processn at site i in time period t. It is important to note

that the available capacity of a processm may decrease Cimt < Cimt 1) even if new
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units are installed ( im¢ > 0) due to the retirement of existing capacity. The lifetimes of
the initially installed capacity and the capacity installed during the planning horizon for
processm are denoted byLT 0 and LT, (> LT 2), respectively. Additionally, we assume
that lifetimes are multiples of , which represents the duration of each time period.
Constraints (5.7) enforce the initially installed capacity condition for each process at
each site. The capacity expansion, along with the retiring of installed capacities during
the planning horizon, is captured by constraints (5.8)-(5.10). Furthermore, constraints
(5.11) limit the minimum ( ™") and maximum ( M&) expansion for each process at
each site in each time period. Lastly, constraints (5.12) ensure the binary nature of
variables x.

5.3.3 Demand constraints

The demand satisfaction and network ow constraints are as follows:

X
Qi:NHgt = Fit 8i21;t2T (5.13)
23
X
Fijt =d¢ 8] 2J3;t2T (5.14)
i2l
Fit 0 8i21;]2J3;t2T (5.15)
0 di di*™ 8j2J;t2T; (5.16)

where setJ represents the ammonia consumers. The variabléj; represents the con-
sumer demand met during time periodt. The quantity of ammonia delivered from
location i to consumerj during time period t is represented byFj; . Equations (5.13)
and (5.14) represent the network ow and demand satisfaction constraints, respectively.
Constraints (5.15) ensure non-negative ows in the network. Constraints (5.16) ensure
that the demand satis ed at consumerj in time period t does not exceedjjr{‘ax. Param-
eter djTaX can be interpreted as the quantity of ammonia requested by consumey in
time period t; however, the model prioritizes consumers based on the prices o ered and
the transportation distance, among other factors, and thus may decide not to ful Il all
demand.
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5.3.4 Carbon intensity constraints

The carbon intensity of ammonia produced at sitei in time period t is represented by the
variable j, which can vary from 0 to 1. A value of O indicates ammonia produced with
essentially no carbon emissions, while a value of 1 implies ammonia produced entirely
from non-renewable sources. This is enforced by constraints (5.17), where the numera-
tor represents the actual CO, produced and the denominator represents the maximum
CO; that could have been produced for the same amount of ammonia production. Con-
straints (5.18) determine the maximum amount of CO;, that could have been produced
at site i in time period t, denoted by Q["&%, ., using the conversion factor £&%. Note
that in the superstructure we consider, producing hydrogen entirely from SMR without
carbon capture leads to ammonia production with maximum emissions. Constraints
(5.19) and (5.20) indicate the bounds on the aforementioned variables.

i = Q:mggiz 8i21;t2T (5.17)
Q&S+ = C8,QiNHat 8i21;t2T (5.18)
maX . 0 8i21;t2T (5.19)
0 « 1 8i21;t2T: (5.20)

To better explain the constraints related to the MB and B&C models, we intro-
duce them alongside a small example that illustrates the concepts of these two chain of
custody models in a low-carbon ammonia supply chain. Consider a network of four pro-
ducers and two consumers (see Figure 5.2). Producers 1 and 2 operate \gray" ammonia
plants (relying primarily on non-renewable hydrogen and electricity sources), whereas
Producers 3 and 4 operate \green" ammonia plants (based on renewable hydrogen and
electricity sources), with green ammonia being more expensive to produce. Further-
more, suppose Consumer A pays a high premium for low-carbon ammonia, whereas
Consumer B pays no premium for low-carbon ammonia, i.e. same price regardless of
the carbon intensity. Now, recall that while the MB model allows blending di erent
grades(carbon intensities) of ammonia, it still requires reconciliation at each stage, im-
plying a consumer pays the premium for the grade of ammonia it is delivered physically.
Therefore, as shown in Figure 5.2, in the MB model, high-premium-paying Consumer
A pays for \blue" (a blend of gray and green) ammonia, while Consumer B pays for
gray ammonia. Constraints (5.21) enforce this traceability and blending of ammonia
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for each consumer in each time period. The variable i, which can vary between 0
(entirely renewable) and 1 (completely non-renewable), as de ned by constraints (5.22),
represents the carbon intensity of ammonia that a consumej pays for in time period t.
Because the MB model ensures some level of physical traceability,; is also equivalent
to the carbon intensity of ammonia delivered to the consumer.

Figure 5.2:  An illustration of the ammonia supply chain under the MB and B&C models.
The triangular and circular nodes represent the producers and consumers, respectively. The
color of a producer node indicates the grade of ammonia it produces. The color of a consumer
node represents the grade of ammonia it pays for (in the MB model, it also indicates the grade
of ammonia delivered to it). The color of the edges indicates the grade of ammonia being
transported. If multiple producers supply ammonia to the same consumer, their ammonia is

blended prior to delivery.

X
itFijg = jtdie 8] 2J;t2T (5.21)

i2l
0 1 1 8j2J;t2T: (5.22)

The B&C model does not require physical traceability of ammonia of varying carbon
intensities. Consumers can make sustainability claims by purchasing the certi cates
issued to producers of low-carbon ammonia. For example, as shown in Figure 5.2, the
high-premium-paying Consumer A claims the receipt of green ammonia by purchasing
the certi cates issued to Producers 3 and 4, even though it is actually delivered gray
ammonia from Producers 1 and 2. Unlike the MB model, the B&C model requires no
physical link between the ammonia delivered to and purchased (claimed) by a consumer.

111



That being said, it is crucial to ensure that the sustainability certi cates issued and
purchased align with the actual amount of low-carbon ammonia traded in the supply
chain. This is accomplished through the modi ed blending constraints (5.23), which
are now written as a global balance rather than for each consumer (as in constraints
(5.21) for the MB model). It is important to note that in the B&C model, j; strictly
represents the carbon intensity of the ammonia that a consumej pays for in time period

t and not necessarily the carbon intensity of the ammonia delivered to that consumer.

X X
it Qi:NHzit = jpdie 8t2T: (5.23)
i2l j23
Note that now that we have established the equations for computing the carbon
intensities, it would be straightforward to extend the model to incorporate additional
constraints on them. We could, for example, use such constraints to model regulations
that are expected to impose limits on the carbon intensities at the plant, consumer, or
supply chain level. However, in this work, we only investigate what impact the implicit
cost of COp, as re ected in the premiums consumers are willing to pay for low-carbon
ammonia, has on the supply chain. This is where we expect to see the largest di erences
between the MB and B&C models; additional constraints on the carbon intensities will
limit exibility and hence likely lead to less signi cant di erences in the solutions. We
plan to examine the e ect of additional emission-related constraints in our future work.

5.3.5 Objective

The objective is to maximize the pro t over a given planning horizon. Prot is deter-
mined by balancing the revenue, which is generated from the sales of ammoni&P),
against the costs incurred from capacity expansionsEC), the use of external resources
(IR), operations (PC), and ammonia transportation to consumers (TC). The corre-
sponding terms for time periodt are de ned below:

X
SPy = Vit (jt)dit

23
X X

ECt = Umt imt
i3y maM

IR¢ = hirt Birt
i2l r2rR
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X X of
PC = Bimt Pimt
{2 gam

rij Fijt ;
21 j23

TC

where the cost parameters specic to time periodt are as follows: uy; is the unit
expansion cost for processn, hi is the unit cost of importing resourcer at site i, bm;
is the unit operating cost of processm at site i, and rjj is the unit transportation cost
from site i to consumerj. The price of ammonia o ered by consumerj in time period
t is a function of j;, represented byvjt ( jt ).

The net pro t over the entire planning horizon is given by:

X
TP = I(Spt |Rt PCI TCt) t 1ECt; (524)

t2T
where  is the discount factor for time period t. Since capacity expansion is a time-
intensive process, we assume that for new units to be available for production in time
period t, their installation and setup process occurs in the preceding time periodt 1.
Consequently, the associated expansion cost is discounted according to the discount
factor for the preceding time period, ; 1.

The nal optimization problem is summarized as follows:

maximize TP

subject to 8Eqs(5.1) (5.20); (5.22); (5.24)
< Egsi(5.21) if MB model;
- Egsi(5.23) if B&C model:

The above optimization model falls into the class of blending problems (Misener and
Floudas, 2009; Rathi et al., 2025b) and is a mixed-integer nonlinear program (MINLP)
due to the bilinear terms in constraints (5.17) (after minor rearrangement), (5.21) and
(5.23), as well as nonlinearity in the objective function arising from the product of
Vit ( jt) and djt .
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5.4 Rolling-horizon simulation approach

The model proposed in the previous section assumes that all parameters are precisely
known; however, in long-term planning problems, some parameters are inherently un-
certain, requiring forecasts or estimates of their future values. Furthermore, the further
into the future the projection, the greater the likelihood of error. The most challenging
parameters to predict ahead of time in the ammonia supply chain are ammonia demand
and the prices consumers are willing to pay for di erent grades of ammonia. As a result,
these parameters assume their predicted values in the deterministic model, which then
provides us with expansion policies and other relevant decisions. However, the signi -
cant margin of error in forecasts for parameters far into the future can often result in
poor investment decisions. As a result, it is only natural to update these projections
over time in order to make more informed investment decisions. To address this, we ap-
ply a rolling-horizon simulation approach that allows us to solve a deterministic model
in each time period while updating uncertainty realization and forecasts.

We now present an illustrative example to demonstrate the application of the rolling-
horizon simulation in a practical setting. Assume we are solving a four time period
ammonia supply chain planning problem with three consumers and uncertain future
demand. Before the planning period beginst(= 0), the demands for all four time pe-
riods are forecasted. Using the forecasted demand scenario, we solve the deterministic
optimization model to make investment (expansion) decisions for the rst time period
(see row corresponding to DR in Figure 5.3). The model's decisions for subsequent
time periods are discarded. Next, we observe actual demand realization among the
three consumers in the rst time period. We then update our future projections for
the remaining time periods and solve a deterministic optimization problem to make
operational decisions (production, transportation, etc.) for the rst time period and
investment decisions for the second time period (see row corresponding to QRN Fig-
ure 5.3). We then observe the actual demand in the second time period, update the
projections for time periods 3 and 4, and re-solve the deterministic optimization model
to obtain operational decisions for the current time period ¢ = 2) and investment de-
cisions for the next time period ( = 3). The procedure is repeated until the end of the
planning horizon, as shown in Figure 5.3. It should be noted that investment decisions
for a time period t are made in the previous time periodt 1 and must be xed when
calculating operational decisions for time periodt. We must continue to consider past
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Figure 5.3: A pictorial representation of the rolling-horizon simulation approach in a multi-
period problem with uncertain demand. To obtain decisions for each time period in the planning
horizon, a deterministic optimization problem is solved, accounting for decisions made in previ-
ous time periods and future demand forecasts.
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decisions because they can in uence future ones. For example, signi cant initial invest-
ment may limit future expansion capabilities, whereas low initial investment may result
in signi cant unmet demand in later time periods.

We now mathematically formalize the aforementioned solution approach. A general
formulation for a multiperiod problem is as follows:

X
(DP) maximize L fe(ye wes 1)

subject to g[(y[t],Wt, [t]) 0 8t2T
yi 2 Rk Zkew 2 RK O ZKD gt2 T

where variablesy; and w; represent the investment decisions made for and the opera-
tional decisions made in time periodt, respectively. The cost function and constraints
for time period t are represented byf{( ) and g;( ), respectively. All parameters up to

as follows:

X
(OPy)  ZPP = maximize f o(yro; Weo; 1)
’ 02T

subjectto  gro(ypo; Weo; o) O 8t°2T
Y=Yy 8t2T;t t
Wi = W 8t12T ;t<t
Vo2 Rko  zko.wo2 R0 zZKo 802 T;

2(10 o) if t=0;
where [t0]=§(1;222;t0) ift2T and1 t° ¢
(i g it o) ifE2T andt<t© jTj :

In (DPy), 0 and torepresent the realized and forecasted values of uncertain param-
eters in time period t% respectively. The investment and operational decisions made for
time period t are denoted byy; and w,, respectively. The pseudocode of the rolling-
horizon simulation approach is outlined in Algorithm 5.1. We start with t = 0 and
progress one time period per iteration until the end of the planning horizon. Before
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solving (DPy), as indicated in line 4, we forecast the future uncertain parameters. Ad-
ditionally, before solving (DP;), if applicable, we x the investment and operational
decisions made for all previous time periods up tad andt 1, respectively. Att =0, we
solve for the investments to be made for the very rst time period (line 8 in Algorithm
5.1). Next, fort 2 f1;:::;jTj 19, we solve for investment decisions for time period
t + 1 and operational decisions for time periodt (line 11 in Algorithm 5.1). Finally, in
the deterministic problem for the last time period, only the corresponding operational
decisions remain to be solved for (line 14 in Algorithm 5.1). In the end, we obtain
the investment and operational decisions for each time period using the best available
forecast of uncertain parameters at each step of the rolling-horizon approach.

Algorithm 5.1  Rolling-horizon simulation for a multiperiod problem

1. procedure Rolling horizon (DP)
22t 0Y ; ;W ; ;zPP

3 while t jTj do

4 Compute "q 8t°2T

5: Solve (DP;) and obtain zZPP
6: ZDP 7 DP [f ZtDPg

7: if t=0 then

8 Obtain y,

o: Y o Y [f Yi+1 9

10: else if 0<t< jTjthen

11: Obtain y,,; and w,

12: Y Y [fygoW W [fwg
13: else

14: Obtain w;

15: w W [fwg

16: end if

17: t t+1

18: end while
19: return 'Y ;W ;ZPP
20: end procedure
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5.5 Case study

We consider a geographical region that includes nine U.S. states: North Dakota (ND),
South Dakota (SD), Minnesota (MN), lowa (IA), Nebraska (NE), Kansas (KS), Mis-
souri (MO), Oklahoma (OK), and Texas (TX). Figure 5.4 shows the 15 existing ammonia
production sites (Nutrien Ltd., 2023) in these states, as well as three potential future
production sites (hollow triangle markers): one each in North Dakota, Minnesota, and
Texas. These potential future sites are selected based on the levelized cost of energy
(LCOE) (National Renewable Energy Laboratory, 2024) for wind (in North Dakota and
Minnesota) and solar (in Texas), with the assumption that regions with lower LCOE
are more likely candidates for new ammonia production facilities. Before the planning
horizon (<2025), we assume that hydrogen used at existing ammonia production sites
is produced entirely from SMR, which leads to ammonia of maximum carbon intensity.
However, during the planning horizon, each site (existing and future) is additionally
permitted to set up and expand CCU and ELC to produce hydrogen for low-carbon
ammonia production. Tables C.1 and C.3 in Appendix C.1 list the initial plant capac-
ities and the limits on the expansion of each process in the subsequent time periods,
respectively. Each state is assumed to have some ammonia demand (translated directly
from the commercial fertilizer purchased in the past) (U.S. Environmental Protection
Agency, 2024) and is treated as an individual consumer, with their geographical centers
serving as the delivery locations. The distance between each producer and consumer is
calculated as the haversine distance with a distance correction factor of 1.3 (Rabe et al.,
2017). Assuming pipeline transportation, the cost to deliver ammonia is set to$2/t
NH3/100 km (Salmon et al., 2021). It is important to note that transportation costs
can vary considerably depending on factors such as mode of transportation, volume
transported, regional terrain, and local policies, among others.

In the superstructure, ASU and HB are treated as one process since an HB plant will
always require an ASU with an equivalent capacity. Unlike the other processes shown
in the superstructure, we do not explicitly consider investment decisions with regard to
the renewable power-generation technologies. Instead, we assume that power generated
from PV and WP is available at a price equivalent to their LCOEs, which include both
capital and operating costs. The LCOEs vary both by location and time and can be
found in Tables C.4 and C.5 in Appendix C.1. The lifetime of existing capacities is
assumed to be 15 years. The lifetimes of new capacities installed during the planning
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Figure 5.4: Ammonia producers and consumers: producers are numbered 1 to 18, and con-
sumers are labeled A to I.

horizon are assumed to be 25 years for SMR, CCU, and ASU+HB units, and 20 years
for ELC units. Each process is assumed to have 8,040 operational hours yearly, with
30 days reserved for planned maintenance. We consider the GCcapture rate of
CCU to be 95% (International Energy Agency, 2020). The hydrogen production via
SMR results in 9 t CO»/t H » (International Energy Agency, 2020), and consequently
the maximum CO, emissions in ammonia production is calculated to be approximately
1.59 t CO»/t NH 3 (assuming only renewable electricity sources). The rate of natural
gas consumption in the SMR is set to 165 GJ/t H, (Mehmeti et al., 2018), while the
electricity consumption rate varies by technology and is presented in Table 5.2. The
price of natural gas varies with time and can be found in Table C.6 in Appendix C.1.

Technology Unit Consumption Reference

SMR MWh/t H , 1.11 Mehmeti et al. (2018)

CCuU MWh/t CO , 0.09 International Energy Agency (2023)

ELC MWh/t H , 54.60 Mehmeti et al. (2018)

ASU+HB MWh/t NH 3 1.61 Palys and Daoutidis (2020); Wu et al. (2020)

Table 5.2: Electricity consumption rate for each technology.
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We consider a planning horizon spanning 2025 to 2050, divided into ve ve-year
time periods. The capital (CAPEX) and operational (OPEX) expenditures for each
technology over the planning horizon are presented in Tables 5.3 and 5.4, respectively.
We consider the e ect of technology learning (Rathi and Zhang, 2022) on costs, which
can signi cantly impact capacity expansion decisions. In general, technology learning
reduces the cost of less mature technologies in their early stages of development, ex-
pansion, and deployment. In contrast, more mature technologies undergo little to no
cost reduction over time, regardless of the extent of their expansion. Assuming that the
considered technologies, particularly CCU and ELC, are expected to undergo notable
global adoption, we factor cost reductions into their interpolated CAPEX and OPEX
values over the planning horizon. Lastly, we assume an annual discount rate of 8%.

Technology Unit Year Reference

2025 2030 2035 2040 2045
SMR $I(t H Llyr) 3,772 3,772 3,772 3,772 3,772 International Energy Agency (2020)
CCcu $/(t CO ofyr) 283 261 238 216 194 International Energy Agency (2020)
ELC $I(t H Llyr) 5129 4,469 3,808 3,148 2,487 International Energy Agency (2020)

ASU+HB $(tNH s/yr) 563 563 563 563 563  Campion et al. (2023)

Table 5.3: CAPEX for all technologies over the planning horizon.

Technology Unit Year Reference

2025 2030 2035 2040 2045
SMR $tH, 177.30 177.30 177.30 177.30 177.30 International Energy Agency (2020)
CCuU $tCO, 1560 15.07 1455 14.02 13.50 International Energy Agency (2020)
ELC $tH > 110.37 93.77 77.18 60.59 44.00 International Energy Agency (2020)

ASU+HB $tNH 3 84.47 84.47 84.47 84.47 84.47 Campion et al. (2023)

Table 5.4: OPEX for all technologies, applied uniformly across each year in the corresponding
time periods.

In Sections 5.5.1-5.5.4 (corresponding to Cases 1-4), we examine the dierences
(and some similarities) between the MB and B&C models under scenarios of increasing
demand and varying premiums using the deterministic optimization model proposed
in Section 5.3. We do not consider uncertainty in this part of the case study for ease
of understanding and explaining the di erences in the two chain of custody models.
Later, in Sections 5.5.5 and 5.5.6, we demonstrate and discuss the decisions provided
by the rolling-horizon simulation under uncertain demand with di erent forecast cases.
All instances were modeled in Julia v1.10.3 (Bezanson et al., 2017a) using the JuMP
v1.22.2 (Lubin et al., 2023) modeling package and solved with Gurobi 11.0.2 (Gurobi
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Optimization, LLC, 2024).

5.5.1 Case 1. Selected consumers pay a high premium

Figure 5.5: Time-invariant consumer price pro les for Case 1.

In Cases 1-4, we assume that ammonia demand at all consumer sites increases by 15%
in each time period, starting with the base demand ¢ = 0) adapted from U.S. En-
vironmental Protection Agency (2024) (see Table C.2 in Appendix C.1). In Case 1,
selected consumers pay a higher premium for low-carbon ammonia than others. Figure
5.5 depicts the price that consumers are willing to pay for ammonia with varying carbon
intensities. In particular, Consumers C, F, and | o er signi cantly higher prices com-
pared to other consumers for low-carbon ammonia, especially when the carbon intensity
is less than 0.05. Additionally, the price pro les are assumed to be time-invariant, i.e.
they remain the same throughout the entire planning horizon. The resulting distribu-
tion of ammonia in the supply chain network is presented in Figure 5.6, with the MB
and B&C models on the top and bottom, respectively. The color coding is as follows:
gray for ammonia of carbon intensity 0.4 to 1.0, blue for ammonia of carbon intensity
0.05 to 0.4 (excluding), and green for ammonia of carbon intensity less than 0.05. For
example, a green producer node represents the production of ammonia with a carbon
intensity less than 0.05, whereas a green consumer indicates that it pays for ammonia
of carbon intensity less than 0.05 (and is also delivered as such in the MB model). The
same color coding is used for edges, with the color indicating the carbon intensity of
the ammonia being transported. Finally, the size of each node is roughly proportional
to the amount of ammonia produced or delivered, while the edge width is proportional
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to the amount of ammonia transported. Note that the same color coding applies to all
gures henceforth, unless stated otherwise.

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050

Figure 5.6: Ammonia distribution network in Case 1 under the MB (top) and B&C (bottom)
models. A missing node at any producer location indicates either no production units were set
up, or all previously installed capacity has been retired.

Some key observations from the distribution plots in Figure 5.6 are:

1. In the MB model, consumers receive the ammonia they have paid for, whereas
this is generally not the case in B&C. For example, in the rst time period, in
the case of MB, the high-premium-paying Consumer | pays for and receives blue
ammonia. In contrast, in the case of B&C, Consumer | pays for green ammonia
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to claim the receipt of low-carbon ammonia although it receives non-renewable
ammonia from Producers 13 and 15. In another example, in the fourth time
period and MB case, low-premium-paying Consumer H receives primarily gray
ammonia and pays accordingly, while in the case of B&C, it is only able to claim
receipt of gray ammonia even though it receives green ammonia from Producer
10. Similar observations can be made for many other consumer deliveries across
the network.

2. Since B&C allows a mismatch between received and claimed ammonia, it is gen-
erally able to avoid long-distance transportation, unlike in the case of MB. For
example, in the third time period, in the case of MB, low-carbon ammonia Pro-
ducer 7 is required to transport ammonia to Consumers C and F, who are willing
to pay more for low-carbon ammonia. In contrast, in the case of B&C, they receive
ammonia from nearby producers while still paying a high premium. This obser-
vation becomes more evident in later time periods (4 and 5), where we see more
transportation edges crossing each other in the MB case, indicating long-distance
deliveries, but none in the B&C case.

3. Finally, we see an increase in green ammonia trading over the last two time pe-
riods, owing primarily to the retirement of initially installed capacities and ELC
becoming considerably cheaper, making it a viable alternative for hydrogen pro-
duction, resulting in signi cantly lower-carbon ammonia.

The MB model produces ammonia with extreme carbon intensities (close to O or
1), whereas the B&C model produces ammonia with a more evenly distributed carbon
intensity (refer to Figure 5.7). The B&C model allows for greater exibility in deter-
mining carbon intensities at individual production sites, as it only requires maintaining
a global balance and does not require reconciling the carbon intensity of delivered and
claimed ammonia. Since the carbon intensity of ammonia directly depends on the source
of hydrogen used for its production, we next analyze the investments made in hydrogen
production technologies over time. Figure 5.8 shows six bars for each producer, with
the rst representing the initially installed capacity of SMR and the rest indicating the
installed capacity for each kind of technology in each time period from left to right.
Time periods with no bar indicate that either no facility is set up at the location or
that all capacity has been retired. In the last two time periods, when ELC becomes
cheaper, the MB model invests considerably more in it than the B&C model. The
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(&) MB.

(b) B&C.

Figure 5.7: Carbon intensities of ammonia produced at each production site over time in Case
1 under the MB and B&C models. The colors represent the region in which the carbon intensity
falls. Any production site that has no available capacity or has zero production during a given
time period has no corresponding marker.

MB model tends to invest more in ELC for the given price pro le because it can only
avail the high premium that corresponds to carbon intensity < 0.05 if it actually de-
livers ammonia of that carbon intensity. This is only possible if there is technology
to produce hydrogen that leads to such low-carbon ammonia. In contrast, B&C can
take advantage of these prices by delivering ammonia with higher carbon intensity to
consumers who want to claim green ammonia, while delivering blue ammonia in larger
guantities to other consumers who pay for gray ammonia. As a result, the B&C model
prioritizes more investment in SMR and CCU technologies. Table 5.5 summarizes and
compares the overall expansion of each technology between the two chain of custody
models. Speci cally, one can see that, compared to MB, B&C manufactures overall
about 5% more ammonia while investing 37.36% more in blue but 72.66% less in green
ammonia production.

124



(&) MB.

(b) B&C.

Figure 5.8: Available capacities for hydrogen production technologies at all sites over the
planning horizon in Case 1. The rst bar for each producer represents the initially installed SMR
capacity (if any), while the remaining bars show the available capacities of each technology from
time period 1 to 5 (left to right). A missing bar indicates that there is no available capacity,
either because none is set up or because previously installed units have been retired.

Table 5.6 summarizes and compares the percentage of demand satis ed in the MB
and B&C models. The dierence lies in the nal two time periods, where the invest-
ments made by the B&C model result in more demand satisfaction. After the initial
capacity is retired, the models must invest selectively in production sites that can meet
demand while remaining pro table. For the given setup of consumers and producers,
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Technology  Unit MB B&C % dierence

SMR kt Ho/yr 675 1,197 77.33
CCu kt CO./yr 3,683 5,059 37.36
ELC kt H o/yr 629 172 -72.66
ASU+HB kt NH s/yr 7,341 7,709 5.01

Table 5.5: Summary of total expansion for each technology over the planning horizon in Case
1 under the MB and B&C models.

Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 100 100 100 56.29 49.59
B&C 100 100 100 59.88 52.07

Table 5.6: Summary of the percentage demand met in each time period in Case 1 for the MB
and B&C models.

the B&C model o ers greater exibility in the investment decisions owing to its underly-
ing certi cation system. Figure 5.9 depicts the requested and satis ed demand for each
consumer over the planning horizon. Each consumer has ve bars, one for each time
period (increasing from left to right), and the level to which a bar is lled represents
the portion of demand met. Both MB and B&C models prioritize high-premium-paying
Consumers C, F, and | over other consumers, meeting 100% of their demand. Further-
more, Figure 5.9 shows that B&C makes it easier for these consumers (C, F, and I) to
claim receipt of green ammonia (all green bars in B&C and a mix of blue and green in
MB).

An interesting insight we discovered is the tendency of the MB model to overbuild
CCU in the initial time periods. For example, Producers 13 and 15, being close to
Consumer |, invest in CCU in the beginning (see Figure 5.8) to supply low-carbon
ammonia for the rst three time periods, as shown in Figures 5.6 and 5.9. During this
time, ELC remains an expensive technology and is therefore not preferred for low-carbon
ammonia production. Additionally, Producers 13 and 15 make no investments in SMR,
rendering their installed CCU capacity completely redundant due to the retirement
of the initial SMR units (see Figure 5.8) after the third time period. For the same
reason, the usable CCU capacities at Producers 5, 6, 7, and 12 also drop to 81.3%, 0%,
10%, and 40% of the total CCU capacities installed at these sites, respectively, in the
fourth and fth time periods. In short, more capacity is installed than can be utilized.
As a result, although CCUs operate at close to 100% capacity utilization during the
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(&) MB.

(b) B&C.

Figure 5.9: Demand satis ed for each consumer over the planning horizon in Case 1. For
each consumer, the bars represent the requested demand for each time period (increasing left
to right), with the Il level indicating the extent of demand met. Bar colors re ect the range in
which the carbon intensity of the claimed ammonia falls.

rst three time periods, utilization drops to just 23.4% in the fourth and fth time
periods. In contrast, in the case of B&C, any CCU investment made maintains 100%
capacity utilization throughout the planning horizon. Note that in the MB model,
overbuilding may theoretically be the best decision; however, practically, it can lead
to the wastage of resources, indicating ine ciencies in the supply chain. Finally, CCU
capacity utilization may drop below 100% due to other factors, such as another producer
providing low-carbon ammonia at a lower cost, leaving the original producer to serve
only low-premium-paying consumers, making it unpro table to operate CCUs. For
example, in the MB model, Producer 4 provides low-carbon ammonia to high-premium-
paying Consumer F during the rst two time periods (see Figure 5.6). However, in
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the third time period, Consumer F switches to Producer 7, leaving Producer 4 to serve
low-premium-paying Consumer D, whose price does not necessarily o set the cost of
operating CCU, resulting in less than 100% overall CCU capacity utilization.

() MB. (b) B&C.

Figure 5.10: Breakdown of various costs and resulting pro t for each time period in Case 1 in
the MB and B&C models.

The breakdown of costs and the resulting pro ts in the two chain of custody models
is summarized in Figure 5.10. One can observe that the B&C model yields higher pro ts
than the MB model due to its less stringent certi cation system. Moreover, the MB
model incurs signi cantly higher electricity costs than the B&C model, particularly in
later time periods, primarily as a result of higher investment in electrolyzers. In contrast,
the B&C model incurs higher natural gas costs than the MB model, particularly in the
last two time periods, which can be attributed to the preferred investment in SMR and
CCuU for low-carbon ammonia production. Compared to other costs, the transportation
cost is rather small; however, as shown in Table 5.7, B&C results in considerably lower
transportation costs per tonne of ammonia demand met during the planning horizon, as
already indicated by the transportation decisions depicted on the maps shown in Figure
5.6.

Lastly, the overall carbon intensity of ammonia produced in each time period in the
MB and B&C models is summarized in Table 5.8. Investments by both models lead
to the production of ammonia with similar carbon intensities, with marginally higher
values observed in B&C during the nal two time periods, likely because of its reliance
on the relatively less sustainable option of CCU compared to ELC.
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Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 57.8 51.8 47.5 44.5 41.9
B&C 54.5 46.8 43.2 33.3 35.1

Table 5.7: Summary of the transportation cost incurred per unit demand met ($/t NH 3) in
each time period in Case 1 for the MB and B&C models.

Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 0.74 0.74 0.74 0.45 0.45
B&C 0.73 0.73 0.73 0.48 0.48

Table 5.8: Summary of the overall carbon intensity of ammonia produced in each time period
in Case 1 for the MB and B&C models.

5.5.2 Case 2: Premium varies over time

(@ t=1-3 (b) t=4and5

Figure 5.11: Consumer price pro les for the rst three and the last two time periods for Case
2.

In this case, we assume that for the rst three time periods, Consumers C, F, and | are
willing to pay a high premium for low-carbon ammonia, but for the last two time periods,
they pay the same as the rest of the consumers (see Figure 5.11). The reasoning behind
the low premium later in the planning horizon is that consumers will eventually see less
value in paying a higher price for low-carbon ammonia as the underlying technologies
become more widely adopted. This is also a way to model government incentives,

129



such as the ones provided by the In ation Reduction Act in the U.S., that will cease
after a certain number of years. Reduced premiums and the retirement of initially
installed capacity have a direct impact on demand met, particularly over the last two
time periods. Compared to Case 1, the demand satis ed decreases for both the MB and
B&C models (see Table 5.9). However, the demand satis ed under the B&C model still
exceeds that of the MB model. The lower prices imply that establishing new production
facilities or expanding existing ones is no longer as appealing as it is in Case 1.

Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 100 100 100 44.97 39.10
B&C 100 100 100 49.16 42.75

Table 5.9: Summary of the percentage demand met in each time period in Case 2 for the MB
and B&C models.

As shown in Table 5.10, due to reduced premiums, the MB model makes signi cantly
less investment in ELC than in Case 1. In contrast, B&C does not invest in ELC, but
maintains the same level of investment in CCU as in Case 1. The MB model's lack of
investment in ELC and B&C's investment in CCU a ect the overall carbon intensity of
ammonia produced in each time period. For the last two time periods, the B&C model
results in a signi cantly lower e ective carbon intensity than the MB model (see Table
5.11); however, it is worth noting that it does increase relative to B&C in Case 1, which
is expected due to reduced premiums holding back the overall investments. Figures
that show the distribution of ammonia in the network, investment in hydrogen produc-
tion and carbon capture technologies, and carbon intensity of ammonia production at
individual sites can be found in Appendix C.2.

Technology  Unit MB B&C % di erence

SMR kt Holyr 909 (+34.7%) 1,124(-6.1%) 23.65
CCuU kt COo/yr 3,791 (+2.9%) 5,059 (+0%) 33.45
ELC kt Ho/yr 119 (-81.1%) 0 (-100%) -100
ASU+HB kt NH 3/yr 5,789 (-21.1%) 6,329(-17.9%) 9.335

Table 5.10: Summary of total expansion for each technology over the planning horizon in Case
2 under the MB and B&C models. Numbers in parentheses indicate the percentage change
relative to Case 1.
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Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 0.74 0.74 0.74 0.88 0.80
B&C 0.73 0.73 0.73 0.52 0.52

Table 5.11: Summary of the overall carbon intensity of ammonia produced in each time period
in Case 2 for the MB and B&C models.

(&) MB.

(b) B&C.

Figure 5.12: Demand satis ed for each consumer over the planning horizon in Case 2. For
each consumer, the bars represent the requested demand for each time period (increasing left
to right), with the |l level indicating the extent of demand met. Bar colors re ect the range in
which the carbon intensity of the claimed ammonia falls.

As previously stated, in comparison to Case 1, both MB and B&C models meet
signi cantly less demand owing to the lower prices o ered. Furthermore, as shown in
Figure 5.12, both models no longer prioritize serving Consumers C, |, and F in the last
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two time periods, implying that the low-carbon ammonia is claimed by other consumers
more frequently than previously, especially under the B&C model. In the B&C model,
all consumers (except G and H) were able to claim receipt of green ammonia in at least
one of the last two time periods. In contrast, in Case 1, only two consumers (E and
G) apart from C, F, and | claimed receipt of green ammonia in the B&C model (see
Figure 5.9). Note that, in this case, the consumers' ability to claim the receipt of green
ammonia in the nal two time periods|despite all of them o ering low premiumsi|is
made possible by the investment in CCU in the previous time periods, when Consumers
C, F, and | were o ering high premiums.

(a) MB. (b) B&C.

Figure 5.13: Breakdown of various costs and resulting pro t for each time period in Case 2 in
the MB and B&C models.

Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 56.2 48.3 45.1 25.4 37.6
B&C 54.5 46.3 42.6 25.3 24.9

Table 5.12: Summary of the transportation cost incurred per unit demand met ($/t NH 3) in
each time period in Case 2 for the MB and B&C models.

Finally, as expected, due to the lower prices, the net prot earned in the last two
time periods (see Figure 5.13) reduces signi cantly in comparison to Case 1 for both
chain of custody models. However, the pro ts in the B&C model remain higher than
the ones in the MB model. Similar to Case 1, relative to the MB model, we observe
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lower transportation costs per tonne of ammonia demand met with the B&C model, as
shown in Table 5.12. Next, we brie y discuss the two extreme cases where all consumers
either pay a high or a low premium in all time periods.

5.5.3 Case 3. All consumers pay high premium at all times

Assuming all consumers pay a high premium in all time periods (see Figure 5.14), there
is su cient incentive to set up and expand low-carbon technologies to meet all consumer
demands in all time periods in the planning horizon. Appendix C.3 includes gures on

corresponding ammonia distribution, investments made, demand met, and the carbon
intensity of ammonia produced at each production site.

Figure 5.14: Time-invariant consumer price pro les for Case 3.

Some important observations for this case are as follows: 1) Unlike in Cases 1 and
2, where we observed vastly di erent carbon intensities of ammonia produced under
the B&C model, here it nds it pro table to directly produce ammonia with a carbon
intensity of close to 0.05 or less due to the high prices o ered (see Figure C.7 in Appendix
C.3); 2) Table 5.13 shows that, compared to the MB model, the B&C model invests
signi cantly more in the expansion of SMR, which it can use in combination with CCU
to produce hydrogen for low-carbon ammonia. B&C invests less in ELC than the MB
model, which is consistent with our previous observations. However, in this case, both
chain of custody models result in a higher overall investment in CCU and ELC than in
the previous cases; 3) Finally, compared to previous cases, we observe signi cantly higher
pro ts earned during the last two time periods (see Figure 5.15) because all consumers
are now willing to pay a high premium for low-carbon ammonia. Furthermore, as has
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been the case until now, MB's reliance on ELC to produce hydrogen for low-carbon
ammonia results in higher electricity costs than the B&C model.

Technology Unit MB B&C % dierence

SMR kt Ho/yr 100 1,151 1,051
CCuU kt CO,/yr 13,307 17,890 34.44
ELC kt H o/yr 2,553 1,478 -42.11
ASU+HB kt NH s/yr 14,805 14,805 0.00

Table 5.13: Summary of total expansion for each technology over the planning horizon in Case
3 under the MB and B&C models.

(a) MB. (b) B&C.

Figure 5.15: Breakdown of various costs and resulting pro t for each time period in Case 3 in
the MB and B&C models.

5.5.4 Case 4: All consumers pay low premium at all times

Assuming all consumers pay a low premium in all time periods (see Figure 5.16), we see
identical investments in both the MB and B&C models, with almost none in low-carbon
technologies. Appendix C.4 contains gures on corresponding investments, ammonia
distribution, demand met, cost breakdown, and carbon intensity of ammonia at di erent
production sites. Since the goal is to maximize prot, no investment in low-carbon
alternatives is made in either chain of custody model because doing so reduces the
potential to earn prot in the absence of any other bene t that is not included in the
objective function.
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Figure 5.16: Time-invariant consumer price pro le for Case 4.

5.5.5 Uncertain demand case with underestimated forecasts

In this case, we assume that the ammonia demand is uncertain and must be forecasted
before solving the planning problem. In the initial forecast att = 0, demand is assumed
to grow by a random percentage between 5% and 10% for each time period. Assuming
the forecasts underestimate the actual demand, we revise them in all subsequent time
periods, increasing the previously forecasted demand for each time period by 7% to
12% until the actual demand for that time period is realized. Hence, the further away a
time period is, the more inaccurate its estimate was in the beginning, which is improved
with every revised forecast. To account for demand uncertainty, the planning problem
is solved using the rolling-horizon approach described in Section 5.4. The price pro le
used is the same as in Case 1 (see Figure 5.5).

The demand met for each consumer in each time period for both the MB and B&C
models is presented in Figure 5.17. The labels [R] and [F] in Figure 5.17 represent the
realized and forecasted demand, respectively. The rows of plots in the MB case span
time periods 1 to 5 and illustrate the evolution of demand forecasts over time. Recall
that for the rst three time periods in Case 1, 100% of the demand was satis ed by both
chain of custody models. However, in this case, we observe that not all demand is met,
due to the underestimation in forecasts, which leads to more conservative expansion
decisions. The MB and B&C models meet approximately 91% of ammonia demand
in the rst three time periods. In the fourth and fth time periods, the MB model
meets 47.3% and 40.7% of demand, while the B&C model meets 51.8% and 43.9%,
respectively. Similar to Case 1, we observe that in this case as well, the B&C model
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(&) MB.

(b) B&C.

Figure 5.17: Demand met for each consumer in each time period for the MB and B&C models
in the underestimated forecasts case. Labels [R] and [F] denote realized and forecasted demand,
respectively. Bar colors re ect the range in which the carbon intensity of the claimed ammonia
falls. The Il levels in the realized demand plots indicate the extent to which demand is satis ed.

makes it relatively easier for high-premium-paying consumers to claim the receipt of
green ammonia (all green bars for Consumers C, F, and | in Figure 5.17). As a result,
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B&C achieves an overall 11.86% higher prot than MB.

The expansion of each process under the MB and B&C models in the case of under-
estimated demand forecasts is shown in Table 5.14. Similar to Case 1, the B&C model
does not necessarily require the production of green hydrogen to sell green ammonia,
which explains the signi cantly lower investment in electrolyzers compared to the MB
model. However, the B&C model needs to balance the overall low-carbon ammonia
produced and claimed, which justi es a higher investment in SMR and CCU. Lastly,
as shown in Table 5.15, both MB and B&C models produce ammonia of comparable
carbon intensity in the rst three time periods, whereas the MB model produces am-
monia of relatively lower carbon intensity in the nal two time periods due to the larger
investment in electrolyzers.

Technology  Unit MB B&C % dierence

SMR kt H/yr 585 1,174 100.68
CCu kt CO,/yr 3,465 5,593 61.41
ELC kt H o/yr 627 132 -78.95
ASU+HB kt NH 3/yr 6,829 7,355 7.70

Table 5.14: Summary of total expansion for each technology over the planning horizon in the
underestimated demand forecasts case under the MB and B&C models.

Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 0.74 0.74 0.71 0.44 0.41
B&C 0.73 0.73 0.73 0.50 0.45

Table 5.15: Summary of the overall carbon intensity of ammonia produced in each time period
in the underestimated demand forecasts case for the MB and B&C models.

5.5.6 Uncertain demand case with overestimated forecasts

In this case, we assume that the forecasts overestimate actual ammonia demand. The
initial forecast at t = 0 assumes demand growth ranging from 18% to 28% for each time
period. However, because the forecasts overestimate demand, updated forecasts in every
subsequent time period reduce the forecast from the preceding time period by 7{10%
until actual realization. Again, the further out the time period, the more overestimated

the initial forecast is, necessitating multiple updates until actual realization. The price
pro le used is the same as in Case 1 (see Figure 5.5).
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(&) MB.

(b) B&C.

Figure 5.18: Demand met for each consumer in each time period for the MB and B&C models
in the overestimated forecasts case. Labels [R] and [F] denote realized and forecasted demand,
respectively. Bar colors re ect the range in which the carbon intensity of the claimed ammonia
falls. The Il levels in the realized demand plots indicate the extent to which demand is satis ed.

The forecasts, realizations, and extent of demand met are presented in Figure 5.18.
Since the forecasts are overestimated, it naturally leads to signi cant expansions under
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both the MB and B&C models, in turn, meeting 100% demand in the rst three time pe-
riods in contrast to 91% in the previous case of underestimated forecasts. In the fourth
and fth time periods, the demand met equals 62.7% and 55.5% for the MB model, and
68.8% and 60.9% for the B&C model, respectively. These percentages are expectedly
higher than those seen in Case 1 (deterministic demand) and the underestimated de-
mand forecast case. Unlike the previous case of underestimated demand forecasts, we
observe 100% demand satisfaction for Consumers C, |, and F across all time periods
under both chain of custody models. This is primarily due to larger expansions and
lower demand than projected. Here, B&C achieves an overall 12.54% higher pro t than
MB.

Technology Unit MB B&C % dierence

SMR kt Holyr 779 1,252 60.72
CCuU kt CO./yr 3,673 5,219 42.09
ELC kt H o/yr 568 198 -65.14
ASU+HB kt NH s/yr 7,448 8,171 9.71

Table 5.16: Summary of total expansion for each technology over the planning horizon in the
overestimated demand forecasts case under the MB and B&C models.

Model Time period

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050
MB 0.74 0.75 0.73 0.54 0.51
B&C 0.73 0.74 0.73 0.48 0.48

Table 5.17: Summary of the overall carbon intensity of ammonia produced in each time period
in the overestimated demand forecasts case for the MB and B&C models.

Despite the uncertainty, the MB model deploys more electrolyzers than the B&C
model, as shown in Table 5.16. However, interestingly, Table 5.17 shows that MB leads
to notably higher carbon intensities in the last two time periods than B&C, which is
somewhat counterintuitive given the considerably higher investment in ELC relative to
the B&C case. This can be explained by the di erent e ects that overbuilding CCU has
on the MB and B&C models. In the MB case, CCU is mainly built to meet the demand
of the high-premium-paying consumers in the earlier time periods when electrolyzers
are signi cantly more expensive. As explained in Case 1, this leads to a signi cant
amount of stranded CCU capacity once the initial SMR plants retire; this e ect is
further exacerbated when our forecast overestimates future demand. In this case, the
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MB solution only uses 17.1% and 27.1% of the available CCU capacity in the fourth
and fth time periods, respectively; this also means that here, CCU does not contribute
as much to the CO, emission reduction as its installed capacity value may indicate.
In contrast, for B&C, overbuilding CCU due to the overestimated demand may not be
the best economic decision, but all the CCU capacity will be used since B&C has more
exibility to capitalize on its CO ; reduction potential. As a result, B&C uses 100% of
the installed CCU capacity to reduce the produced ammonia’'s carbon intensity, in this
particular case to an extent where it becomes lower than the one achieved by MB.

Uncertainty in real-world scenarios can often extend beyond simple overestimation
or underestimation, a ecting multiple parameters at once, such as demand and price,
complicating decision-making and, as a result, preventing the realization of bene ts that
would otherwise be obtained by using a speci ¢ chain of custody model. One way to in-
crease the certainty of the bene ts that a particular chain of custody model may provide
is to improve forecasting. One could also apply more advanced methods for decision-
making under uncertainty, such as stochastic programming (Birge and Louveaux, 2011),
which we plan to explore in our future work.

5.6 Conclusions

In this paper, we discussed the concept of chain of custody models, which enable the
certi cation of low-carbon products, and investigated their potential impact on the long-
term expansion of sustainable ammonia supply chains. In particular, we focused on the
two most practically relevant chain of custody models for chemical products: mass bal-
ance (MB) and book-and-claim (B&C). We proposed a long-term supply chain planning
optimization framework (an MINLP formulation) that explicitly incorporates the MB

and B&C models. We analyzed a network of ammonia consumers and producers across
nine U.S. states to compare the impacts of the MB and B&C models on various supply
chain decisions under di erent price pro les. The results show that when su ciently
high premiums are o ered by consumers for low-carbon ammonia, both models encour-
age investment in low-carbon technologies. The B&C model prioritizes carbon capture
units, whereas the MB model prioritizes electrolyzers once they become an economi-
cally viable way of producing hydrogen for green ammonia. This is because MB can
only take advantage of the high premium o ered for green ammonia if the consumer
o ering the high premium actually receives green ammonia (which requires hydrogen
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from electrolyzers), whereas B&C can issue green ammonia certi cates regardless of the
carbon intensity of the delivered ammonia as long as it ensures that the overall carbon
intensity of ammonia produced and claimed in the supply chain is balanced. Addi-
tionally, compared to the MB model, a larger proportion of demand is satis ed under
the B&C model, particularly when ammonia production capacity is limited. Owing to
the exibility provided by the certi cation system, the B&C model generally leads to

a lower transportation cost per unit of demand met as well as an overall higher prot
compared to the MB model.

Although, in general, the MB model seems to incentivize investment in electrolyz-
ers more strongly compared to the B&C case, this does not guarantee lower carbon
emissions in the MB case. For example, the opposite was true in our Case 2, where
the premiums for low-carbon ammonia were much lower in later time periods. Also,
when simulating long-term planning decisions under demand uncertainty using a rolling-
horizon approach, we found that B&C could result in lower carbon intensities compared
to MB, particularly when the demand forecast overestimates the actual demand. The
overall carbon emissions in both models are eventually a complex interplay of several
factors, including the low-carbon premiums o ered by consumers, which can vary both
across consumers and over time, the degree of technology learning, the lifetimes of the
various technologies, and the degree of (in)accuracy in our prediction of future uncer-
tainties.

Finally, note that although this work demonstrates the di erences in chain of cus-
tody models in an ammonia supply chain, the proposed optimization framework can be
applied generally to other commodities with potential low-carbon production pathways,
such as hydrogen, methanol, and plastics. Furthermore, we want to caution against
solely focusing on the results of such a model when assessing the potential bene ts of
certain chain of custody models. Other aspects also need to be considered. For exam-
ple, although B&C provides more exibility than the MB model, it requires a transpar-
ent regulatory body to oversee certi cate issuance and trading in a large supply chain
network|which may include producers and consumers from di erent companies or or-
ganizations|to reduce vulnerability to issues like double counting and greenwashing
(pretending to be sustainable without actually investing in sustainable technologies).
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Chapter 6
Conclusions and future directions

In this thesis, we have focused on advancing the eld of stochastic programming (SP)
by tackling two main issues, scalability and explainability, which have long hindered its
application to several practically relevant problems and limited its adoption in industry.
Below, we summarize the key contributions and observations from each chapter, followed
by potential directions for future research.

In Chapter 2, we proposed a multistage SP framework that models endogenous un-
certainty in technology learning for the expansion problem of a general process network.
To highlight the bene ts of solving a multistage SP over a deterministic approach, we
further developed an algorithm to calculate the value of multistage stochastic solution
(VMSS). Using this algorithm on several synthetic instances, we showed that using our
framework results in an average of 3{7% VMSS, which could translate into signi cant
nancial gains/savings for a long-term expansion problem. We further developed a col-
umn generation decomposition scheme and showcased its e ectiveness in solving the SP
model over directly solving the fullspace model. Finally, we implemented our proposed
framework on an industrial case study on the long-term expansion of a network of seven
power-generation technologies. Speci cally, we considered endogenous uncertainty in
the technology learning for o shore wind power and highlighted the expansion decisions
over a 25-year planning period.

In Chapter 3, we developed a column generation (CG) algorithm for solving a special
class of multistage stochastic mixed-integer nonlinear programs with discrete state vari-
ables. The e ectiveness of our proposed algorithm in e ciently solving such large-scale
nonlinear (often nonconvex) models was demonstrated via case studies on a multistage
blending problem and a mobile generator routing problem. We further improved the
convergence (mitigating the heading-in and tailing-o e ects) of the regular CG by in-
tegrating a computationally inexpensive column sharing step in each iteration, which
generates additional columns that satisfy nonanticipativity. CG with column sharing
was shown to be highly e ective in producing optimal or near-optimal solutions to large
instances of the aforementioned case studies.

In Chapter 4, we developed systematic approaches to improve the explainability of
solutions to large SP problems. We targeted two primary factors that make these solu-
tions di cult to understand: the large number of scenarios and recourse decisions. To
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that end, we proposed methodologies to derive a reduced or simpli ed model by iden-
tifying principal recourse variables and eliminating redundant scenarios. It is ensured
that this reduced SP model has a solution that is the same as, or very close to, that
of the original large SP model. Through a case study on a large supply chain planning
problem, we demonstrated how a reduced model with only 14% of the original recourse
variables e ectively achieved the same objective value and rst-stage decisions as the
original model. This, in turn, made it signi cantly easier to visualize and explain the
decisions across di erent scenarios. Additionally, in a case study on electricity procure-
ment scheduling under price uncertainty, we showed that valuable insights, which were
otherwise di cult to observe, could be uncovered even from the intermediate step of
recourse-based scenario clustering during the scenario reduction process.

In Chapter 5, we proposed an optimization framework that allows modeling chain of
custody models in a supply chain network design and operational problem. Speci cally,
we focused on mass balance (MB) and book-and-claim (B&C), the two most relevant
chain of custody models for chemical industries. The redesigned supply chain model
was formulated as a mixed-integer nonlinear program. For the sake of exposition, we fo-
cused on application to long-term ammonia supply chains; however, the idea is generally
applicable to other low-carbon product supply chains. We considered di erent cases for
low-carbon ammonia preferences among consumers, dictated by the willingness to pay
premiums for low-carbon ammonia. Some of the key observations, especially in scenar-
ios where a few consumers were willing to pay a high premium while others were not, are
as follows. The certi cate-based system renders the B&C model more exible and thus
leads to higher overall prots. For the same reason, we also observed generally lower
transportation costs per unit of demand met in the B&C model. Additionally, it was
observed that, compared to B&C, which tends to favor investment in carbon capture
units, MB prefers investment in electrolyzers to take advantage of the high premiums
o ered for low-carbon ammonia. MB was also observed to have a tendency to overbuild
carbon capture units, which might lead to wastage of resources and supply chain inef-
ciencies due to underutilization. Finally, using a rolling-horizon simulation approach,
we modeled uncertainties in demand forecasts over time and highlighted di erences in
investment and demand satisfaction decisions for the two chain of custody models.

In terms of future directions, the work on the explainability of SP solutions (Chapter
4) and on supply chains with chain of custody models (Chapter 5) can be extended in
several meaningful ways. Some potential future directions are discussed in the following
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sections.

6.1 On future directions for work on the explainability of
SP solutions

The following directions outline possible next steps for enhancing the explainability of
SP solutions:

1. Explaining multistage SP solutions In our work, we focused on simple two-stage
linear programs for ease of exposition. A natural step forward would be to ap-
ply the ideas of identifying principal recourse variables and eliminating redundant
scenarios to a multistage setting. However, the challenge would be solving the re-
sulting bilevel optimization models, especially if there are integer variables present
in the model.

2. Explaining via surrogate models In our work, we developed methodologies that
yield reduced or simpli ed models to aid in explainability. Along similar lines,
interpretable surrogate models could be learned by training on several problem
instances or scenarios. For example, learning decision trees that guide certain
recourse decisions depending on the values of uncertain parameters. These sur-
rogate models can provide a much more intuitive and human-like interpretation
for a non-expert user by capturing the correlations between uncertain parameter
values and recourse decisions.

3. Counterfactual explanations Counterfactual implies contrary to fact, i.e. an al-
ternative outcome to what transpired in reality. Humans often reason about a
decision by inquiring about the counterfactual. For example, if a person applies
for a loan and gets rejected (reality), they would naturally want to know what
would have needed to be di erent in their application for the loan to be approved
(counterfactual). Counterfactual explanations has recently emerged as a major
explainability technique in the eld of machine learning research. Since they have
been used e ectively to explain ML-based predictions, extending them to explain
optimization-based decisions is a promising direction to explore. For example, in
the context of SP, they can answer questions such asvhat minimal changes in the
uncertainty distribution could have resulted in more desirable or intuitive recourse
decisions?
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4. Explaining via decision rules. Decision rules are a commonly used solution tech-
nigue for computationally di cult adaptive multistage optimization problems.
They often involve approximating recourse decisions as linear functions of uncer-
tain parameters, commonly referred to as linear decision rules. While decision
rules are traditionally used as a solution technique, a similar idea can also be ap-
plied as a post hoc method for explainability. The idea is to discover interpretable
(e.g., linear) functional relationships between optimal solutions and key model
elements. In the context of SP, this could involve deriving decision rules that ex-
press recourse decisions not only as functions of uncertain parameters, but also as
functions of past decisions and deterministic model parameters. The coe cients
in such interpretable decision rules would then indicate how strongly a recourse
decision depends on each element of interest.

5. Explanations through large language models (LLMs) The advent of LLMs in re-
cent years has made it possible for non-expert users to interact with vast data in
simple English. These LLMs can also be trained on optimization models and their
solutions in a structured way (using APIs) and through example explanations via
prompting techniques such as few-shot and chain-of-thought prompting. In the
context of SP, this can aid non-experts or end users who have to implement these
solutions in querying why a particular recourse decision was chosen for a specic
scenario, what the key recourse variables are, and so on. Such LLM-based in-
terfaces can be used as front-end tools; however, to be truly useful beyond basic
querying or interaction, they still require training on explanations, such as those
obtained using the methodologies proposed in our work.

6.2 On future directions for work on low-carbon supply
chains under di erent chain of custody models

The following directions outline possible next steps for work on low-carbon supply
chains:

1. Multi-product/multi-sector supply chains: Our work in Chapter 5 demonstrated
the e ects of chain of custody models through an example of an ammonia sup-
ply chain; however, it is generally applicable to any low-carbon product supply
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chain. It would be interesting to explore ideas around the allocation of low-
carbon certi cates/credits (and modeling this within an optimization framework)

in a multi-product or multi-sector supply chain. For example, if a production site
could produce at least some renewable electricity, renewable hydrogen, and thus
renewable ammonia, how are carbon credits allocated, especially if it can sell all
three commaodities and their consumers have varying preferences based on carbon
intensity? The biggest challenge in this case would be to ensure fair allocation,
to avoid issues such as double counting of credits and potential exploitation of
the allocation system to maximize prots. This kind of nested chain of custody
setting requires careful evaluation at the policy-making stage, and an extension
of our optimization model could provide useful insights in such a complex supply
chain context.

. Modeling uncertainty using SP: It is inevitable to encounter uncertainties in long-
term planning problems. From a supply chain point of view, future demand,
product prices, technology costs, consumer preferences, carbon o set pricing, and
government-funded investments or subsidies are some aspects or parameters that
are dicult to predict in advance. In our work, we considered uncertainty in
demand and simulated it using a rolling-horizon approach, which allowed us to
demonstrate how it can potentially a ect investment and demand satisfaction
decisions. However, future studies could go a step further and model simultaneous
uncertainties (which is a more realistic case) using the SP framework, which,
unlike the rolling-horizon approach, allows modeling through scenarios rather than
requiring re-solving with updated forecasts each time, and also allows for recourse.
We expect such models to be generally intractable due to the number of scenarios,
and almost impossible to solve as monolithic models using current commercial
solvers. This is where decomposition approaches, such as the concept of column
generation with column sharing, proposed by us in Chapter 3, could be utilized.

. Decentralized supply chain planning In the real world, low-carbon certi cates
(which we modeled directly as premiums o ered by consumers) would be issued
by a central regulatory body. A natural extension of our work, particularly for the
book-and-claim model, would be to adopt a game-theoretic approach, formulating
the problem as a bilevel optimization model. In the upper level, the regulatory
body determines the allocation of certi cates to low-carbon producers, while the
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lower-level problem captures investment and supply chain operational decisions,
including the purchasing of certi cates by consumers willing to claim the low-
carbon product.

. Global supply chains and blockchain technologyAlthough certi cate-based ac-
counting systems, such as the book-and-claim model, provide exibility in trading
low-carbon products, the idea is still in its early stages, especially for chemical
supply chains. For this reason, there are currently several inconsistencies in the
regulations concerning low-carbon certi cate issuance, pricing, and purchase, par-
ticularly in intercontinental supply chains (e.g., trading low-carbon ammonia as
a maritime fuel), where di erent national jurisdictions may have di erent rules.
These inconsistencies make it challenging to track and securely conduct transac-
tions between suppliers and consumers. Blockchain technology, which is primarily
used for recording cryptocurrency transactions, can also facilitate the trading of
low-carbon certi cates, while maintaining an open, immutable record that pro-
motes transparency and reduces the risk of fraud.
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Appendix A

Supplementary material for Chapter 2: \Capac-
ity planning with uncertain endogenous technol-
ogy learning"

A.1 Reformulation of disjunctive constraints (2.8b)

In this section, we reformulate the disjunctive constraints (2.8b) into linear constraints
using the big-M reformulation technique.

25 !

h i
_ 7255 8(s:92P%t2TnfTg  (2.8b)
Xkit+1:5 = Xkit+1:s0 SK2K; i 21 — !

First, let binary variable z*° correspond to Boolean variablez®*’ and binary vari-
able zts;So correspond to Boolean variable: Zts;so. Now, in any feasible solution, only one
of the two alternatives in the disjunction can be true; therefore, both binary variables
must sum to 1:

254 2521 8(s;9 2Pt 2TnfTg (A.1)

Next, rewriting the equality constraints inside the rst disjunct of disjunction (2.8b)
as inequalities:
Xkit+1;s = Xkig+1;50 8K 2 K121
) in;t +1;s in;t +1:s0 0 and in;t +1:s in;t +1:s0 0 8k2K ;i 21 k (A-Z)

Now, let M be a su ciently large constant, then the disjunctive constraints (2.8b)
can be written as the following linear constraints:

Xkit+1:s  Xkit+1:0 M (1 zts;so) 8k2K;i2l:(s;92P%t2TnfTg

. (A3)
Xkit+1:s  Xkit+1:0 M zts’so) 8k2K;i21:(s;92P%t2TnfTg

It is easy to verify that constraints (A.3) collapse to constraints (A.2) when zts;SO
equals 1. NowXyit+1:s Xkit+1:s0 2T 1;0;1g becausex are binary variables; therefore,
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we can setM to 1. Additionally, if Zf;so is false , then no constraints apply. There-
fore, we can ignore constraints (A.1) (the binary restriction on variablesz is su cient

to satisfy these constraints). Finally, the linear constraints equivalent to disjunctive
constraints (2.8b) are as follows:

Xkit+1:s  Xkit+1:s0 (1 zf;so) 8k2K;i2l:(s;92P%2TnfTg
Xkit+1:s  Xkit+1:s0 (1 zf;sc’) 8k 2K:i21:(s;8992P%t2TnfTg (A.4)
2521019 8(s;92P%t2TnfTg

A.2 Reformulation of propositional logic constraints

(2.8¢)
In this section, we reformulate logic constraints (2.8c) into linear constraints.
O A mn /\t #
G| (: Xiis) 8(s;92P%t2TnfTg (2.8c)

(ni)2D(s;s9) =1

. ) .0 . .0
Let binary variable z"® correspond to Boolean variableZ° .

Forward implication:

0 N ) Nt id
z>%) (: Xris) 8(s;)2P%t2TnfTg
(ri)2D (s;is9) =1,
0 N Nt #
y: 7S _ (: Xris ) 8(s;sH)2P%t2TnfTg
(rii)2D (s;s9) =1
N A\ o
) 2% Xis) 8(s;sH)2P%t2TnfTg
1
(ri)2D (s;89 =1
) 1 zts;so+1 Xis 1 8(s;sH2P%(r;i)2D(s;89:8:t 2TnfTg;, t
) 2 1 xns 8(s;s)2P%(ri)2D(s;sY;8:t 2TnfTg, ¢
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Backward implication:

" #
N A\ o
(xis) ) z° 8(s:s) 2P%t2TnfTg
(r;i )ZDés;sU) =L 43
N A\ o
): 4 (Xis) O_2z° 8(s;s92P%t 2 TnfTg
(r;i)2D (s”'so)t =1 4
) T (xes) _z5 8(s:s92P%t 2 TnfTg
)2D (s; =1
(ri)2D (sis9 , ) 4
) T (as) _Z° 8(s;s)2P%t2TnfTg
(ri)2D (s;89 =1
X X o .
) Xis +2z7 1 8(s;s9)2P%t2TnfTg
(ri)2D (s;89 =1
s;s0 X X Q
) 2% 1 Xii s 8(s;sh)2P%t 2TnfTg

(ri)2D (s;89) =1

Thus, logic constraints (2.8c) can be replaced by linear constraints (A.5a) and (A.5b).
Furthermore, zts;SO can be relaxed to interval [0,1] because it is forced to take binary
values due to the binary restriction on variable xjis as well as constraints (A.5a) and
(A.5b).

22 1 s 8(s:9 2P%(ri)2D(s;9:8:t 2TnfTg, t
(A.5a)

<0 X Xt
z° 1 Xii s 8(s;sH)2P%t2TnfTg

(ri)2D (s;89 =1
(A.5b)

A.3 Model for computational experiments

In this section, we present the stochastic programming model developed for use in
Section 2.7. Since we only considered a single product/resource, we ignore the index
j henceforth in our formulation. To model the operational part of the problem, we
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introduce the following additional parameters and variables. The capacity per unit
of technology k is represented by . The cost of unmet demand (or purchasing the
product) in scheduling interval h of time period t is denoted by y,. The minimum up-

and down-time of technologyk are denoted byU Ty and DTy, respectively. The number
of units of technology k operating, starting up, and shut down in scheduling interval
h of time period t and scenarioss are represented by variableSys , Wkihs , @and WEms,

respectively. The model is then written as follows:

X X X X £

minimize Ps t frs( k) Kk Xits +
s2S 12T k2K i2l ¢ ki1 )
X X X X X
tNt kth Pkths + Nt thVins  (A.6)
t2T h2H ¢ k2K t2T  h2H .
subjectto Cyps = Cko 8k 2K;s2S (A.7)
Cus = Gt 15+ wis BK2K;12T;s28 (A.8)
kts = intsiki 8k2K;t2T;s2S (A.9)
i20
ks b 8k2K;t2T;s2S (A.10)
Xt
Xkits Xki 1:s 8kK2K;i21gnflgt2T;s2S (A.11)
=1
Xt
Xkis 1 8k2K;i2lt2T;s2S (A.12)
=1 X
Qths = Qth 15+ Piths + Vihs din 8t2T;h2H¢;s2S (A.13)
k2K
QtH,s Qtos t12T;s2S (A.14)
kYkths Ckts 8k 2K;t2T;h2H;s2S (A.15)
Wkths = Ykths Ykth 15 8K2K;t2T;h2H;s2S (A.16)
ngths = Yith 1s Ykths SK2K;t2T;h2H;s2S (A.17)

Withs  YkthOs
8k2K:t2T: h;h°2H;h%2fh;h+1;::h+ UT¢ 1g;s2S
(A.18)

0 ths
Wiihs T Ykth %
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8k2K:t2T: h;h®2H;h°2fh;h+1;:;h+ DTy 1g;s2S

(A.19)
Pxths kth kYkths SK2K;t2T;h2H¢;s2S (A.20)
Qs OVs O 82T;h2Hy;s2S (A.21)
Pxinhs O;Wkths2R;WEthSZR;ykthSZZ 8k2K:t2T;h2H¢;s2S

(A.22)
Ckis; ks O 8k2K;t2T;s2S (A.23)
Xkis 2F0;1g 8k2K;i21;t2T;s2S (A.24)

NACs (2.8a) - (2.8d)

where the objective function (A.6) minimizes the expected net expenditure. Constraints
(A.7)-(A.9) and (A.10)-(A.12) represent the capacity balance and budget/expansion re-
strictions, respectively. The inventory balance is modeled in constraints (A.13) and
(A.14). Constraints (A.15)-(A.19) help model the number of units of technology k that
operate, start or shut down in each scheduling interval of time periodt and scenarios
utilizing the information including capacity per unit and up-time/down-time of tech-
nology k. The time-varying availability of the installed capacity is enforced through
constraints (A.20). Constraints (A.21)-(A.24) enforce the bounds on model variables.
Note that the above formulation is a mixed-integer linear programming (MILP) model
owing to the binary and integer restrictions on variablesx and y, respectively.

A.4 Model for industrial case study

In this section, we present the capacity planning model used in Section 2.8. Note
that the model presented here is an extension of the one used for the computational
experiments (see the previous section). The lifetime of the initial installed capacity
of technology k is represented ad T 0, whereasL T represents the lifetime of capacity
installed during the planning period. The length of each time period is denoted by .
The net capacity margin, maximum capacity provision in technology k, and the peak
load in time period t are denoted byM, |, and L™, respectively. Lastly, " and
L represent the minimum and maximum power output of technologyk, respectively.
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The power capacity planning model is then de ned as follows:

X X X X £

minimize Ps t frs( k)d Kk Xits +
s2S 2T k2K i2l ¢ ki 1
X X X X X
tNt kth Pkths + Ny th Vihs
t2T h2H ¢ k2K 2T  h2H,
(A.25)
subjectto Cyos = Cxo 8k2K:;s2S (A.26)
Cits = Ckit 15t ks
LT? LT LT
8k2K:t2ft§to2T A0 —k “k41<t0 “Kgs2s
t t t
(A.27)
— LTkO
t
Cuts = Ck;t st kis kit s
LT LT
8k2K:t2ft4t%2T ~ 1% —Kg = —K:525
t t
(A.29)
X _
kts = Xkits ki SK2K;t2T;s2S (A.30)
i20
Xt
Xits Xki 1:s 8K2K;i21¢nflgt2T;s2S (A.31)
=1
Xt
Xki s 1 8k2K;i2lt2T;s2S (A.32)
=1
ws Do o BK2K[12T;s25S (A.33)
Qths = Qth 15+ Piths + Vins din 8t 2T ;h2H;s2S (A.34)
k2K
()?(ths Quos t2T;s28S (A.35)
Cis k LML+ M) 8t2T:s2S (A.36)
k2K
Withs Ckis 8k 2K:t2T:h2Hs2S (A.37)
Withs = Ykths Ykth 1s S8K2K;t2T;h2Hy;s2S (A.38)
Wohs = Ykth 1s  Yiths S8K2K;t2T;h2Hy;s2S (A.39)
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Wkths  Ykth s
8k2K:t2T: h;h°2H;h%2fh;h+1;:h+ UTq 1g;s2S
(A.40)

0 ths
Wiihs

Ykth 0s

8k2K;:;t2T: h;h®2H;h°2fh;h+1;::;h+ DT 1g;s2S

(A.41)
Pkths kth k Rk Ykths S8K2K;t2T;h2H;s2S (A.42)
Pkths  kth k B "Ykths 8Kk 2K;t2T;h2Hy;s2S (A.43)
Qs OVys 0 82T;h2H¢;s2S (A.44)
Pkths O;Wkths2R;WEth32R;ykth522 8k2K;t2T;h2H¢;s2S

(A.45)
Cuis; ks O 8k2K;t2T;s2S (A.46)
Xits 2F0;1g 8k2K;i2l1t2T;s2S (A.47)

NACs (2.8a) - (2.8d)

where the objective is to minimize the expectation of net expenditure during the plan-
ning period. Constraints (A.26)-(A.30) represents capacity balance taking into account
the lifetime of each technology. Constraints (A.31)-(A.33) enforce expansion/budget
restrictions. The inventory balance is represented by constraints (A.34) and (A.35).
Constraints (A.36) ensure that su cient capacity is available at all times based on the
desired capacity margin. Equations (A.37)-(A.41) represent the up- and down-time
constraints. The bounds on power generation based on the maximum/minimum power
output and the time-varying availability of installed capacity is captured in constraints
(A.42) and (A.43). Constraints (A.44)-(A.47) enforce bounds on the variables involved
in the formulation.
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Appendix B

Relevant formulations and data for Chapter 3:
\Column generation for multistage stochastic
mixed-integer nonlinear programs with discrete
state variables"

B.1 Stochastic formulation for the multistage blending
case study

Here we present the stochastic programming formulation that models uncertainty in
the minimum (djr{“”) and maximum (d®*) demands at each output tank. The decision
sequence in a time period is as follows: input tank installation decisions are made at the
beginning of the time period, followed by the realization of uncertainty in the bounds
on demands at each output tank, and nally, the product ow decisions are made. The
deterministic formulation in Section 3.6.1 is extended to the stochastic programming
formulation as follows:

. X hx X X X
maximize Pn fi.t (n)(Gn ) Fijn Fij Fijn (B.1)
xed n2Nnf 1g i21 j23 L2123
X X I X X
h;t(n) Fiin Pn Gt (n)Xin
X i2l j23 n2NnN L 2l
subject to iFin = ¢ndn 8j 2J ;n2Nnf 1g (B.2)
i@l
Fijn = din 8] 2J ;n2Nnf 1g (B.3)
e X
Fin Ci Xino 8i21;n2Nnf1g (B.4)
j23 X no2pP
Xin + Xipo 1 8i21:n2Nnf1[N bg (B.5)
no2pP
0 ¢gn 1 8j2J:;n2Nnflg (B.6)
di"  djp  d7®™ 8j 2J ;n2Nnfig (B.7)
Fijn 0 8i21;j2J;n2Nnflg (B.8)
Xin 2f0;1g 8i21;n2NnN*‘; (B.9)
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whereN and N\ are the sets representing all nodes and leaf nodes in the scenario tree,
respectively. SetP,, denotes the path from the root node to the parent node of noden
in the scenario tree. The stage containing noden is denoted by t(n). The probability
of occurrence of noden is denoted by py,.

To be able to apply column generation, we introduce a set of auxiliary binary vari-
ables, win , de ned by constraints (B.10), which help transform the above formulation
to the same form as (MSSP). Further, constraints (B.4) and (B.5) are replaced by
constraints (B.11) and (B.12), respectively.

X
Win = Xino 8i 21 ;n2Nnf 1g (B.10)
X nOZPn

Fijn Ciwin 8i21;n2Nnf 19 (B.ll)
j2J
Win + Xin 1 8i21:n2Nnf1[N ‘g (B.12)
win 2f0;1g 8i 21 ;n2Nnf 1g: (B.13)

Note that although variable wi, corresponds to noden in the scenario tree, from con-

straints (B.10), it is easy to see that physically it points at whether an input tank i has

been installed in any of the previous stages (or equivalently up to the parent of node
n). The major benet of this is that when these variables are priced out as columns,
sharing them among sibling nodes will ensure nonanticipativity (because they point to
decisions in previous stages).

B.2 Column generation for the multistage blending case

study
The master problem for the column generation algorithm is as follows:
o X X X X
maximize nk  nk Pn G:t (n)Xin (B.14)
’ )r%Zan 1gk2K n n2NnN L 2l
subject to kWik + Xin 1 8i21;:n2Nnf1[N tg 1 (B.15)
e X _ "
nkWink = Xino 8i21;n2Nnf1g [ +'] (B.16)
k2K n%2p
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X

=1 8n2Nnflg [ .] (B.17)
szn
w2f0;1g 8n2Nnflgk2K, (B.18)
Xin 2f0;1g 8i21;:n2NnN"‘; (B.19)

where K, is the set of columns priced out by the subproblem for noden and binary
variable px equals 1 if columnk is selected fromK,. Convexity constraints (B.17) en-
sure that exactly one column is selected from the seK,,. The dual prices corresponding
to constraints (B.15), (B.16), and (B.17) are denoted by (M, @) and , respectively.
Lastly, . denotes the cost of columnk from pricing problem n and is de ned as
follows:

hx X X X X X i
nkjn>1 = Max Pn fiit () (Gin )Fijn rij Fijn Bty  Fin
a i21 j23 i21 j23 i2l j23
(B.20)
X
subject to iFijn = Cndin 8j 27 (B.21)
'%I
Fin = dn  8j 23 (B.22)
'%I
Fiin Ciwy, 8i 2l (B.23)
j2J
0 g 1 8j2J (B.24)
din dp  di 8j 2 (B.25)
Fin 0 8i21;j2J: (B.26)

Let , = fFq;cq;dn @ (B.21);(B.22);(B.24) (B.26)g. The pricing problem for
noden is de ned as follows:

o hx X X X
maximize  pp fi:t (1) (Gn )Fijn Fij Fiin (B.27)
i21 j2J 2l j2J
X X )e (1) 2
h;t(n) Fijn ( in T in )Win n
i2l j2J i2l
X
subject to Fijn Ciwin, 8i2l (B.28)
j23
Wip 2f0:1g 8i 21 (B.29)
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(FniCnidn) 2 gt (B.30)

Note that there is no pricing problem associated with the root node becaus&vi, is not
de ned at the root node.

B.3 Stochastic formulation for the mobile generator rout-
ing case study

The stochasticity in the load at each bus of the power distribution network is modeled
via the load variation factor, i.e . The decision sequence in a time period is as
follows: the decision to move gensets to new locations is made at the beginning of the
time period, followed by realization of uncertainty in power demand at each bus, and
nally, all operational and scheduling decisions are made. The deterministic formulation
in Section 3.6.2 is extended to the stochastic programming formulation as follows:

X X
minimize Pn Crot (nyZmn + (B.31)
n2Nnf 4N Lg  m2M
X X X 0 .
Pn t(n) Cit (n):nPinn *
n2Nnf 1g i2B h2H
VolLL d X a a
G (@ inn)Pinn t Ct(n)Pminh
X m2M
subject to Ymn =1 8m2M :n2NnN*‘ (B.32)
i2B
Ymin  Ymia( Zmn 8M2M ;i2B;n2Nnf 1[N ‘g (B.33)
Zon 2 Ymin Ymiam) 8M2M;i2B;n2Nnf1[N ‘g (B.34)
Pin PaYmiam 8M2M ;i 2B;n2Nnfigh 2 H (B.35)
Painh ik Xp?mnh 8m2M ;i2B;n2Nnflgh2H (B.36)
Pln  Pln inn * Pinh =
X m2M X
Pinh (Pinh ~ Tilinh ) + @i Vinn
j2c(i) i2D (i)
X 8i2B;n2Nnflggh2H (B.37)
i dan inn * Shinh =
k2K
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X X
Qjnh (Qinh  Xilinh ) + B Vinn

j2c(i) j2D (i)

8i2B:n2Nnflgh2H (B.38)
Vinh = Vaiynh 2T Pinh + XiQinn ) + (17 + X?)linn

8i2L:n2Nnflgh2H (B.39)
linh Vagiymn ~ Pin + Q2n  8i2L;n2Nnflgh2H (B.40)
P2 + Q2 A2 8i2L;n2Nnflgh2H (B.41)
(Pioh  Tilin)?+(Qinn  Xilinn)? A7

8i2L;n2Nnf1lg;h2H (B.42)

0 pl, p’ 8i2B;n2Nnfigh2H (B.43)
0 o), o 8i2B;n2Nnflgh2H (B.44)
0O i 1 8i2B;n2Nnflgh2H (B.45)
Vi Vin Vi 8i2B;n2Nnflgh2H (B.46)
litn O 8i2L;n2Nnflgh2H (B.47)
Piih O 8m2M ;i2B;n2Nnflgh2H (B.48)
Ymn 2f0;1g 8m2M ;i 2B;n2NnNt (B.49)
Zmn 2f0;1g 8m2M ;n2Nnf 1[N ‘g (B.50)
where pd, = p"**® ey 8i2B;n2Nnflgh2H (B.51)
@ = % eyn 8i2B;n2Nnflgh2H: (B.52)

The setsN and N - represent all and leaf nodes in the scenario tree, respectively. The
parent node of a noden is denoted bya(n). The stage containing noden is denoted by
t(n). The probability of occurrence of noden is denoted by pp.

Although the above formulation ts the structure de ned by (MSSP), for column
sharing to produce meaningful columns that satisfy the nonanticipativity constraints,
we introduce an auxiliary binary variable wnin , de ned by constraints (B.53). Although
Wnin Will be part of the subproblem corresponding to noden, it actually represents the
decision made on the parent node of noden. Therefore, sharing it with siblings of
node n will ensure nonanticipativity. Also, constraints (B.32)-(B.35) are replaced by
(B.54)-(B.57).

Wnin = Ymia(m 8M2M ;i 2B;n 2 Nnf 1g (B.53)
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X

Wnin =1 8m2M ;n2Nnf1g (B.54)
i2B
Ymin  Wmin  Zmn 8M2M ;i2B;n2Nnf1[N ‘g (B.55)
Zn 2 Ymn Wmin 8mMm2M ;i2B;n2Nnf 1[N '-g (B.56)
Pinh PmWmin  8m2M ;i2B;n2Nnf 1g;h2H (B.57)
Wmin 2T0;1g 8m2M ;i 2B;n 2 Nnf 1g: (B.58)

B.4 Column generation decomposition for the mobile gen-
erator routing case study

The master problem for the column generation algorithm is as follows:

X X X X
minimize — Pn Crt () Zmn (B.59)
’y’ )r&Zan 1g Kn n2Nnf 1N Lg m2Mm
subject to kWink = Ymia(m 8M2M;i2B;n2Nnflg [ 21 (B.60)
nkWiink ~ Ymin ¥ Zmn O
k2K n
8m2M ;i2B;n2Nnf1[N g [ @1 (B.61)
Zon + Ymin Tt nk Wmink 2
k2K p
« 8m2M ;i2B;n2Nnf1[N g [ @] (B.62)
nk =1 8n2Nnflg [ n] (B.63)
k2K n
nk 2T0;1g 8n2Nnflg;k 2Ky, (B.64)
Ymn 2f0;1g 8m2M ;i 2B;n2NnN ‘- (B.65)
Zmn 2f0;1g 8m2M ;n2Nnf 1[N ‘g; (B.66)

whereK, is the set of columns priced out by the subproblem for noden and binary vari-
able .k equals 1 if columnk is selected fromK,. Convexity constraints (B.63) ensure
that exactly one column gets selected from the seK,. The dual prices corresponding
to constraints (B.60), (B.61), (B.62), and (B.63) are denoted by @&, @ G and |,
respectively. Lastly, . denotes the cost of columnk from pricing problem n and is
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de ned as follows:

nkjn> 1 =min

subject to

X X 0 .
Pn t(n) Ciit (n):nPinn *
i2B h2H

X
CVO (L inn)Pion * C{inyPiinh
m2M

Phinh  PmWmink 8M2M ;i2B;h2H
Poinh  Ghninh Xpﬁwinh 8m2M ;i2B;h2H

pignh pidnh inh + Painh =
X m2M X
Pinh (Pinh ~ Tilinn ) + @i Vinh
j2c(i) j2D (i)
8i2B;h2H
Gt Gh inh + Ghinn =
X kK
Qjnh (Qinh  Xilinh ) + B Vinn
j2c(i) j2D (i)
8i2B:h2H
Vinh = Vegiynh  2(FiPinh + XiQinn ) + (17 + X?)linn
8i2L:h2H

linn Vagiymh  Pidn + Qfn  8i2L;h2H

P2, +Q3, A? 8i2L;h2H

(Pinn  Tilinn)®+(Qinn Xilinn)®> A7 8i2L;h2H
o pl, P 8i2B;h2H

0 q), o 8i2B;h2H

0 inn 1 8i2B;h2H

Vi Vin Vi 8i2B;h2H

linn O 8i2L;h2H

Pl O 8m2M ;i2B;h2H:
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(B.78)
(B.79)
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Let n:=fpa;a;p2;@;Pn;Qn; niVa;ln : (B.69) (B.81)g, then the pricing prob-
lem for noden is de ned as follows:
X X

minimize  pPn y(n) Ci?t(n);hpﬁ]’lh + CiVOLL 1 i )Pﬁlm + (B.82)
i2B h2H
X X X
1 2 3
£(n) Prminh r(m)n + Eni)n + r(m)n )Win n
X m2M m2M 2B
subject to Wnin =1 8m2M (B.83)
i2B
pﬁqinh b%Wmin 8m2M:;i2B;h2H (B.84)
Wmin 2f0:1g 8m2M ;i 2B (B.85)
(P; ;P & PniQni niViniln) 2 e (B.86)

Note that there is no subproblem for the root node becausevn, is not de ned at the
root node.

B.5 Parameter distributions for case studies

Parameter Distribution

Input tank capacity, C; U(0:5; 3)10°

Input tank quality spec., U(0;1)

Installation cost, G (jTj t+1)U(200,400)1GCi= ;, Ci
Production cost, Iy U(10; 20)

Transport cost, rj; U(0:1;0:2)

Minimum demand, d'™" U(0:1; 2)10°

Maximum demand, d* U(5; 10)1¢°

Price slope,m U(20; 50)

Price intercept, | U(5; 20)

Table B.1: Distributions used for generating parameters for instances in the multistage blend-
ing case study.
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Parameter Distribution

Power gen. capacity of gensek, pp U(0:1;0:8)
Variable generation cost of gensets in time period, C2 U(100; 120)

Cost of moving gensetm in time period t, Cl; U(25; 35)
Variable generation cost of stationary units at busi at time point h, Ch ~ CP"*° U(0:8;1:2)
Load variation factor for bus i in time period t, U(0:5; 1.5)

Time of day factor at hour h, ey, U(0:5; 1)

Upper bound on active power gen. at bug, ﬁig
Upper bound on reactive power gen. at bug, qig

*?;base U(0:8; 1:2)
o2 U(0:8; 1:2)

Table B.2:

Distributions used for generating parameters for instances in the power distribution

network case study. p2, p?, and @ are in units of MW. C& and Cf, are in units of ¥MWh.

C!, is in units of $.

Bus/line i ri Xi Ai id;base d;base b gi Cip;base CiVOLL p?;base qg;ha\se !i Vi
0 0 0 0 o0 50 3500 110° 1 10° 1 1
1 0.001 012 2 03872 0.0910 -0.0011 0 0 3500 0 0 081 121
2 0.0883 0.1262 0.256 0 0 -0.0028 0 0 3500 0 0 081 121
3 0.1384 0.1978 0.256 0.2402 0.0568 -0.0024 O 0 3500 0 0 081 121
4 0.0191 0.0273 0.256 0.2346 0.0486 -0.0004 O 0 3500 0 0 081 121
5 0.0175 0.0251 0.256 0.2582 0.0546 -0.0008 O 0 3500 0 0 081 121
6 0.0482 0.0689 0.256 0.2438 0.0510 -0.0006 O 0 3500 0 0 081 121
7 0.0523 0.0747 0.256 0 0.0438 -0.0006 0 0 3500 0.1969 0 081 121
8 0.0407 0.0582 0.256 0.247 0.0518 -0.0012 0 0 3500 0 0 081 121
9 0.01 0.0143 0.256 0.2458 0.0684 -0.0004 0 0 3500 0 0 081 121
10 0.0241 0.0345 0.256 0.2434 0.0530 -0.0004 O 0 3500 0 0 081 121
1 0.0103 0.0148 0.256 0.2264 0.0466 -0.0001 O 35 3500 0.4 04 081 1.21
12 0.001  0.12 1 04438 0.0982 -0.0001 O 0 3500 0 0 081 121
13 0.1559 0.1119 0.204 0.2028 0.0416 -0.0002 O 0 3500 0 0 081 121
14 0.0953 0.0684 0.204 0.2448 0.0566 -0.0001 O 0 3500 0 0 081 121

Table B.3: Bus and line related data for the optimal power ow case study. Quantities are

given with power in units of MW and energy in units of MWh. A per-unit system is used for
the distribution network with a base power of 1 MW, meaning that parameters such asr; and
x; are given in dimensionless per-unit quantities.CP"**® and C¥°' are in units of $/MWh.
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Appendix C
Supporting information for Chapter 5. \Assess-
ing the impact of chain of custody models on the

long-term planning of low-carbon ammonia sup-

ply chains"
C.1 Data
Index (i) Company Site 10% t NH 3/yr)
1 Dakota Gasi cation Co Beulah, ND 365
2 CF Industries Inc. Port Neal, 1A 1,150
3 lowa Fertilizer Co. (OCI N.V.) Wever, |IA 915
4 Green Valley Chemical Creston, 1A 32
5 Koch Industries Inc. Beatrice, NE 250
6 Nebraska Nitrogen Geneva, NE 90
7 Koch Industries Inc. Dodge City, KS 280
8 Co eyville Resources Co eyville, KS 425
9 CF Industries Inc. Verdigris, OK 1,100
10 Koch Industries Inc. Enid, OK 1,015
11 CF Industries Inc. Woodward, OK 435
12 LSB Industries Pryor, OK 225
13 Yara/BASF JV Freeport, TX 725
14 Nutrien Borger, TX 470
15 OCI Beaumont LLC Beaumont, TX 330
16 Andrews, TX -
17 Potential Emmons, ND -
18 Lincoln, MN -
Table C.1: Ammonia production sites and their initial capacities (Nutrien Ltd., 2023).
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Index ( j) State NH 3 demand (t/yr)

A ND 885,701
B MN 823,951
C SD 673,287
D IW 1,460,173
E NB 985,993
F MO 565,898
G KS 939,022
H OK 288,247
I TX 738,457

Table C.2: Base ammonia demand att = 0 in each state (U.S. Environmental Protection
Agency, 2024).

Technology Unit Min. expansion Max. expansion

SMR t Holyr 500 35,000
CCuU t COlyr 50,000 2,500,000
ELC t Holyr 147 147,000
ASU+HB t NH s/yr 33,500 335,000

Table C.3: Minimum and maximum expansion limits for each process, applicable only if
expansion occurs during a time period.
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Index (i) State County Year
2025 2030 2035 2040 2045

1 ND Mercer 55.5 53 51 49 47
2 1A Woodbury 46 44 42 40 38

3 1A Lee 50.5 48 46 44 42
4 1A Union 50.5 48 46 44 42

5 NE Gage 48 46 44 42 405
6 NE Fillmore 48 46 44 42 405
7 KS Ford 47 45 43 41 39
8 KS Montgomery 47 45 43 41 39
9 OK Rogers 43 41 39 37 355
10 OK Gar eld 45 43 415 40 385

11 OK Woodward 45 43 415 40 38.5
12 OK Mayes 43 41 39 37 355
13 X Brazoria 375 36 34 32 305
14 TX Hutchinson 39 37 355 34 325
15 TX Je erson 43 41 39 37 355
16 TX Andrews 37 35 335 32 305
17 ND Emmons 55.5 53 51 49 47
18 MN Lincoln 52 50 475 45 43

Table C.4: Levelized cost $/MWh) of solar power (PV) (National Renewable Energy Labo-
ratory, 2024), applied uniformly across each year in the corresponding time periods.
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Index (i) State County Year
2025 2030 2035 2040 2045

1 ND Mercer 34 32 30 28 26.5
2 IA Woodbury 335 31 29 27 255
3 1A Lee 36 34 32 30 28
4 1A Union 335 31 29 27 255
5 NE Gage 34 32 30 28 26.5
6 NE Fillmore 34 32 30 28 26.5
7 KS Ford 325 31 29 27 255
8 KS Montgomery  31.5 30 285 27 25
9 OK Rogers 33.5 32 30 28 26
10 OK Gar eld 315 30 28 26 245
11 OK Woodward 32 30 285 27 25
12 OK Mayes 335 32 30 28 26
13 X Brazoria 45 43 40 37 345
14 TX Hutchinson 335 32 30 28 26
15 X Je erson 49.5 47 44 41 38
16 TX Andrews 335 32 30 28 26
17 ND Emmons 33.5 31 29 27 255
18 MN Lincoln 325 30 285 27 25

Table C.5: Levelized cost MWh) of wind power (National Renewable Energy Laboratory,
2024), applied uniformly across each year in the corresponding time periods.

Year 2025 2030 2035 2040 2045
Price ( $/GJ) 395 403 411 419 4.27

Table C.6: Price of natural gas|estimated through interpolation using average price values
for 2019 and 2050 from International Energy Agency (2020). The prices are applied uniformly
for each year in the corresponding time periods.

178



C.2 Additional gures for Case 2

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050

Figure C.1: Ammonia distribution network in Case 2 under the MB (top) and B&C (bottom)
models. A missing node at any producer location indicates either no production units were set
up, or all previously installed capacity has been retired.
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(&) MB.

(b) B&C.

Figure C.2: Available capacities for hydrogen production technologies at all sites over the
planning horizon in Case 2. The rst bar for each producer represents the initially installed SMR
capacity (if any), while the remaining bars show the available capacities of each technology from
time period 1 to 5 (left to right). A missing bar indicates that there is no available capacity,
either because none is set up or because previously installed units have been retired.
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(&) MB.

(b) B&C.

Figure C.3: Carbon intensities of ammonia produced at each production site over time in Case
2 under the MB and B&C models. The colors represent the region in which the carbon intensity
falls. Any production site that has no available capacity or has zero production during a given
time period has no corresponding marker.
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C.3 Additional gures for Case 3

2025-2030 2030-2035 2035-2040 2040-2045 2045-2050

Figure C.4: Ammonia distribution network in Case 3 under the MB (top) and B&C (bottom)
models. A missing node at any producer location indicates either no production units were set
up, or all previously installed capacity has been retired.
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