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Abstract

Since the TCP/IP protocol is slow, the Virtual Interface Archtecure (VIA) was degined D
increase e speed ofhe connedbn betveen nachines n a cuser. VIA allows the appicaion
progam to communicate direcly with the Netvork Interface Grd (NIC). It bypasseshe TCP/IP
protocolstack,thereforedecreasingatencyand increasinglata througput. VIA was developed to
work in a System Area Network (SAN) consistingof a cluster of hig volume file servers. This
report describes the testirnthat was done on the Giget clAN, the test results, andome
comparisonsvith TCP/IP. Thetestingthat was done with VW over Giganet cLAN determined the
latencyfor small packet si&s and throulgput for larg packet sies. Thelowestlatencywas 14.2
microseconds with a packet siaf 288 byes. The highestthroughput was 87.7 MB/second.The
report also compares the lateraoyd throupput results with TCPA over Giginet cLAN andover
Gigabit Ethernetusingthe Intel PRO/1000Gigabit Server Adapter. An echo pn@gn was used to
find the latencyandthroughput of Giganet cLAN and Gigbit Ethernet on the same machines. The
avera@ testresultsof both mediums were close. The lowest latefmy TCP/P over Gignet
cLAN was 84 microseconds and the hegt througput was 37.6 MBec. The lowest latendgr
TCP/IP over Gigbit Ethernet was 68 microseconds and thédsgthroupput was 39.85 MBec.
For packetsizes over 350 Kbytes, the througput started to decrease for both &igt cLAN and
Gigabit Ethernetover TCP/P. Since the throudgut decreased with both mediums, the probable
cause is the TCHlimplementation in Windows NT Server 4.0. The average it takes tonake
a VI connection was measured at 1.152 microseconds. SdAimpfilications, the number of VI
connections made should be minimized.




1. Introduction

While the TCP/P protocol is commonlyused forcomputerinterconnectechnolog today, it
still has its disavantages. Oneof the problens with theprotol is tha it is too slow. 1 is slow
becausehiere are severgrocesseshat occur whie transporing a packetfrom one computer to
anothe. If the TCP/P protool stack can be bypassel, this will diminate making an extra copy of
the daa and it will avoid processes thda occur in the protoml stack, sud as chedk-sum
computation. Research is beidgne to tryto solve this and other problems é&xgatinga protocol
tha will alow the application softwae to bypass theprotool stack and @wpy from theuse-level
memoryinto kernel memoryIn order to avoid the bottlenegkoducedwhile usingthe standard
communicaton protocol, the Virtual Interface Archtecure (VIA) was devealped. t was devadped
to work in a System Area Network (SANs) or a cluster of higvolume file servers. The VI
Architecture dlows the gpplication progamme to DMA from the use-level memory onto the
network interface card (M) without usingthe TCRIP protocol stack. This means the TGP
protoml stack can be bypassal and thelatency will be decreased. Sinae the daa will not haveto be
copiedfrom the user-memorynto the TCP/IP protocol buffers and then to the kernel memang
datathrouchput geatly increases. Three major corporations worked on the specifications for VI
Architecture:Intel, CompagandMicrosoft. Now, there are over a hundred companies wortirtly
it. The hardware sgem that we used is from Gitgt Inc.

2. Hardwar e Description

The clusteris made up of four quad-processor Dell Servers runWingdows NT Server 4.0
and Red Hat inux 2.2.12-20smp. The hardwaressgm that is used in this evaluation of the VI
Architecure is caled a Giganet cLAN (cluster LAN). Each corputer in the Giganet cLAN has a
cLAN Host Adaptr installed in a RCl 64-bi slot. The clAN host adapér is a netvork interface
cad designed to work with theGiganet switch to transport theVI Architecture ThecLAN Cluste
Switch is an 8-port switch used to make the phkigal connection between two computers of a
Giganet cluster IAN. Copper cables connect each of theCNIto the clAN Cluster Switch.
Giganet clLAN drivers are installed under bothnux and Wndows NT Server.

3. Software Description

One of the largst inhibitors in producindpigh-speed communicatiobetweentwo network
nodesis the time it takes to send a mess#goud the operatingystems TCPR protocol stack.
When a packet is beingent from one machine &motherusingthe TCP/IP protocol,suchasin the
user appkaion ftp or &lnet, the following steps ke place.First, the userappication hasto make
a write systemcall to senddata. Then, the data moves alonige TCP/P protocol stack to the
ethernetdevicedriver. The ethernet device driver for the Mis responsible forefting the data
from the NIC of the sendingcomputerto the NIC of the receivingomputer. The device driver will
copy thedaa from the TCP/IP buffers into kernd memory. In orde to do this; it hasto lock down a
segment of dlocated kernd mamory, so it is not swaped out. Once thedata is in kernd memory;,
it has to betransferred directly to theNIC. Thedaa tha is on theNIC can be sent directly to the
NIC onthe receivingcomputer. Now, once the receivingmputer has the data written on it<CNI
the ehernetdevice drver for he recever has @ get the daa into its kernel memory. This means



that the device driver will haveto initiate a DMA operation to @py the daa from theNIC to the
kernd memory. From the kernd memory, thedaa is then copied to the TCP/IP buffers and then it

Is passedo the end-user application pragn. h this process, the data copies that are made are very
slow as is the TCH? protocol stack processingResearch is beindone totry to solve this and
othe problans bycreding a protool tha will allow the gpplication softwae to bypass theprotool
stackand copyfrom the user-levelmemoryinto kernel memory A protocol used in SANs is the
Virtual Interface (VI) Architecture. The VI Architecure s desgned so hat the appicaion progam
can conmunicate drecty with the NIC. The VI Architecure alows the appicaion progammer to
copydirectly from usermemoryto the NIC. This means the TCP/protocol stack can be avoided
and laency will be decreased. Also, sine thedaa will not have to becopied into theTCP/IP buffer
and then into the kernel memothe time that it takes to copgrge amounts of data wilecrease
and so the data throligut geatlyincreases.

4. Test Results

We did some low level testingf the VIA over the Gignet cLAN systemusingthe Windows
NT Server 4.0 operatingystem. An echo pragm was written t@et the timings for datatransfer.
The followingis the pseudo code:

Client Process:. Server Process:
Begin Begin
Vl initializaion VI initializaion
Prepare memory

' : Prepare Memory
Do N iterations Do N iterations
Begin _ Begin
Sart timer;
—_ — —
Send M bytes packe Receave M bytes packe
Ra:eye M bytes packe — — — Send M bytes packe
Sop timer
Er_]d End
Dismonred VI Disoonred VI
Write Data tofile End

End

First, the VI initialization is done on both the client and the server side. Then, mamory
allocatedandaligned on each machine. The timer is started on the client, and then it sends an M
byte packetto the server process. The server processvesdiat M byte packetandsendst back
to the client process. én the client process receives the ioafjM byte packet,the timer stops.

The round trip timings used so that onlyne machineoesthetiming, otherwisethe clientandthe
server machines would have taskironize clocks. Since we onlyant to look at the time takes
to get from one machine to another, the round trip times are calculated, but then divisieztby
get the latency times. Theminimum, maimum and average times ae written to afile. The sizeof



N was always fifty, but size of M varied fromeach of he gaphs pctured. The error bars ithe
graphs below represent the standard error. See appAnidix a detailedexplanation. A similar
client/sever gpplication was written to et the TCP/P results and is deaibed in setion 5.
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Figure 1. latencyof VIA over Giganet sendingmall packet ses with a sample seof 64

4.1 Latency

Latencyis the time it takes for a packet tetgrom a sender to a receiver. kig 1 shows the
results of the VIA over the Gigang switdh, stating at 16 bytes and inaeasing by 16 byes until a
total of 1024 btes of data were sent. The lines represent the minimum and avienag. Therror
bas show thestandad aror for theaverage results. t is intaestingto se tha theminimumlatency
of 14.2 microsecondss reachedwhenthe packetsize is 288 byes. The larg error bar when the
packet sie is 864 byes is probablyan indication of a contention for CP&hd otherresources.
Figure 2 shows the latenggsults of the TCPA protocol with the samedatasizes usedin figure 1.
Thelines represent average times, dongwith theerror bas, and theminimum times.



Giganet TCP/IP Latency Graph
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Figure 2. Latencyof TCP/P over Gignet sendingmall packet ses with a sample se&zof 64
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4.2 Throughput

Thethroughput is the amount of data that can be transferred from one machine to another and is
usually measured in kgs per second.ifure 3 shows theesults of the VIA over Giganet
throughput startingat 1 Kbyte, incrementingby 1 Kbyte until a total of 64 Kbes of data were
sent. The lines representhe averag and the maxnum rates measured in Migg/second. lem a
size of 1 Kbyte to a sie of 17 Kbytes, the througput rate increases from 25 Mbyg/second t80
Mbytes/second. iém a transfer se of 19 Kbyes to 64 Kbtes therate goes from 80
Mbytes/second to a mamum rate of 87.6 Mhgs/second.
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Figure 4. Througput of TCP/P over Giginet sendindarge packet sigs with a sample sezof 64

Figure 4 shows the throbgut of usingthe TCP/P protocol over the same Gget hardware.
The packet size stats a& 1 Kbyte, is inaemented by 1Kbyte until a packet size of 64 Kbytes. The
lines represent the miamum and averag rates measured in Migg/secondThe maxmum rates
fluctuate between 30 and 35 Mbyg/second with packet s& rangng from 20 Kbyes to 64
Kbytes. The saw-tooth affect of theagh is tpical for the TCPM protocol.



Giganet VIA Throughput Graph
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Figure 5. Througput of VIA over Giganet sendindarger packet sies with a sample s&zof 64
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Figure 6. Througput of TCP/P over Giginet sendindarger packet sies with a sample s&zof 64



Figure 5 is a gaph of the througput of the VA over Giganet continuingto use largr si2 data
packes. t starts with size 64 Kbytes, ncreases b2 Kbytesup to a size of 2 Mbytes.Thelineson

the gaph represent the maxum and averagrates in Mbies/second. Théhroudhputratesrange

between 85 Mhtgs/second and 87.86 Mieg/second with the laggpacket sigs. The rgzag affect
of the graphappeardo start in the begnning and ten per off as lhe packetsizes gt larger or as
time goes on. kgure 6 is a gaph that represents the thropgt of TCP/P over Gignet usingthe
sane daa points & in Hgure 5. Thepacket sizestats at 64 Kbytes, increases by 32Kbytes until a
size of 2 Mbytes is reached. The thrduymut rates range between31 Mbytes/secondand 38

Mbytes/second, as the packet sisesdarger, the rate of transfer decreasdss will be shownin

section5.1, the Gigabit Ethernetcard from htel also shows this decrease in thrigogt with largpr
packet sies. This indicates that the problem is in thenddws NT TCP implementation.

4.3 VIA Connection/Disconnection Times

Here is the algrithm used for gtting the connect and disconnect times:

VipOpemic;

Do N iteratins

Begin
Get &rt time;
VipQeateVi;
VipGonrectRequed;
Get ed time;
comect_tinme[i] = erd time -

start tine;
Get gart time;
VipDiomect;
VipDes$royVi;
Get ed time;
digonrect_tine[i] = erd

time - start ting;

End;

The time it takes to set up and take dowwil A connectionfrom onecomputerto anothernwas
measuredThe formulafor the standarderrorthatwas used can be found in AppendixOut of ten
thousand VA connections, the averagonnection time was 1.152002 milliseconds. Out of ten
thousand VA disconnection times, the avemgime was .148 .0001 milliseconds.



5. Comparing VIA with TCP/IP

To comparethe resultsof VIA over Giganet with other protocols,an echoprogam wasusedto
run with TCP/IP over the Gignet syptem and TCPA over a Gigbit Ethernet sstem usingthe
Intel PRO/1000 Gigpit Server Adapter. Here is the atghm of the echo pragm that was used:

Client Process: Server Process:
Begin Begin
Setup Setup
Prepare buffers Prepare Buffers
Do N iterations Do N iterations
Begin Begin
Start timer; NN
Send_ M bytes packe Recdve M bytes packe
Receive M bytes packe e Send M bytes packe
Soptimer
End End
Write Data tofile End

End

First, the setupis doneon boththeclient and the server side. Then, the buffers are initialized on
eachmachine. On the client process, the timer is started then it sends de phbket to the server
process.The serverprocessrecevesthat M byte packetand sendstiback b the client process.
When the client process receives the ioag M byte packet, the timer stop&gain, the roundtrip
timing is use so tha only one machine does thetiming, othewise the client and the saver
machineswould have to synchronize clocks. To dj the latencytime, the round trip time was
divided bytwo. Theminimum, maimum and average times ae written to afile. Thestandad error
is calculated accordingp AppendixA and written to a file. The st2f N was alwag fifty, but siz
of M varied fromeach ofhe gaphs pctured.

5.1 Comparing Latency of TCP/IP with VIA

The latency of VIA over Gigang cLAN (GnéVl) is bang compaed with the latency of
TCP/IP over Giginet clAN (GNetlP) and the latencgf TCP/P over Gigabit Ethernet(Intel). The
echo progam was run startingvith a packet s of 16 byes, increasindgy 16 byesandending
with a packet size of 1024 tag. The sample size is 64 and oty averag latencytimes arebeing
conmparedin the graphin Figure 7. The averaglatency for VIA over Gganet cLAN is beiween 20
and 40 microseconds while the averalgtencyfor TCP/P protocol is between 7@nd 140
microseconds. The avemdatencytimes for TCPM over Gignet arefairly closeto the latency
times of TCP/P ove the Gigabit Ethenet system. This would besxpected since the dday would be
due to the software protocol and not the hardware medium. Accai@gganet, they claim the
lowest latencyor VIA over the Gignet clAN is less than 8 microseconds.
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Figure 7. Latency graph of theaverage times for VIA and TCP/P ove Giganet cLAN and TCP/IP
ove Intel Gigabit Ethene

5.2 Comparing Throughput of TCP/IP with VIA

The throughput of \A over Giganet cLAN (GnetVI) is beingcompared with théhroughput
of TCP/IP over Giganet cLAN (GNetlP) and the througput of TCP/P over Gigbit Ethernef(Intel).
The echo progam was run startingith a packet seof 1 Kbyte, increasindy 1 Kbyte and ending
with a packet sig of 64 Kbytes. Fgure 8 shows the averagates measured Mbytes/secondThe
avera@ throudpput for VIA over Giganet cLAN when the packetize is abovel8 Kbytesis between
80 and 90 MBSec. while the averagthroudnput for TCP/P is between 2@nd 40 MB/Sec.The
avera@ throudnput times for TCPR over Gignet clAN is so closeto the throughput times of
TCP/IP ove the Gigabit Ethenet systam, it is difficult to see the difference in the 2 gaphs. This
would be epected since the delay the througput would be due to the software protocol antl
the hardwaremedium. According to Giganet, the higest througput for VIA over the Gignet
cLAN is 160 MBSec full duplex This corresponds well to the half duplesults obtained bthe
echo progam. kgure 9 also shows the avemthroudpnput rates measured in Miec. Thestarting
packet sie is 64 Kbyes it increases b$2 Kbytes until it reaches the si2ZMbytes. The averag
throuchputfor VIA over Gignet rangs between 84.9 and 87.7 K8Bc. The averagthroudpput for
TCP/IP over Giginet and Gigbit Ethernetrange from 35 — 37 MBkec for he packetsizes betveen
64 Kbytes and 350 Khgs. When the data s&reaches 35Kbytes, the throughput startsto



decrease. The throbgut decreases to 3032 MB/second.This is probablydue to Wndows NT

implementationof TCP/IP since the decrease happens over thear@igand over the Gatit
Ethernet mediums.
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6. Conclusions and Future Work

Virtual Interface Architecture is impressive over &igt Cluster IAN. Sincethetime to create
and destroy VI connection is veriarge, applicatiorprogammersshouldminimize the numberof
timesthis is done. Applicationsusedfor VIA are MP| Oracle databases and web servicagture

work will include runningthe echo pragm on thesameclusterof machinesunderLinux instead
of Windows NT Server.



Appendix A

A program sends a packet of sildl (in MBytes) to another computditimes. h each iteration the
timet fori = 1 toN is recorded. Theaverage timeta,y and he sandard error ofre averag o, are
cdculated usingthefollowing two equaions:

In other words the error ofy is plus or minus.

The equation for the ratR in MB per second iR = M

\/ &H

Example: ttakes 0.041374 0.001866 seconds to send 1 MBhis gves:

, and the derivative d® with respect tot

dR -M
dt

Lavg

R=1MB/0.041374 Sec. = 24.17 MBec.

The error in Rs

1 —
Ok = %70 001866 )g 1.044
0.041374

R=24.17+ 1.044 MBSec.
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