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Abstract

Machine learning (ML) has revolutionized various aspects of our lives, including decision-

making, entertainment, and social recommendations. The power of ML models lies in their

capability to automatically identify patterns in training data. Given their demonstrated

e�ectiveness in computer vision and natural language processing, there’s a growing interest

in leveraging ML for environmental science advancements. However, environmental science

datasets present unique challenges. They are often heterogeneous, encompassing a broad

spectrum of static and dynamic variables, and pose di�culties in handling temporal dynamics

due to their inherent complexities.

This thesis presents a comprehensive exploration of latent space modeling techniques de-

veloped to improve the accuracy and e�ciency of environmental and hydrological predictions.

The crux of this research lies in developing and applying machine learning models that can

e�ectively integrate and analyze various data types, ranging from static to time-series data,

and overcome the limitations of traditional models in predicting complex environmental

systems. The �rst part of the thesis introduces the Invertibility-Aware-Long Short-Term

Memory (IA-LSTM) model, which integrates aspects of Invertible Networks and LSTM.

This model is speci�cally designed to predict lake temperatures across various systems,

demonstrating signi�cant improvements in prediction accuracy, especially in scenarios with

missing static features. The e�ectiveness of IA-LSTM is validated through its application to

temperature pro�les of lakes in the Midwestern U.S., showcasing its ability to outperform

baseline models and capture data heterogeneity. The second part delves into the Koopman

Invertible Autoencoders (KIA), a model based on the Koopman operator theory. KIA is

adept at capturing both forward and backward dynamics in in�nite-dimensional Hilbert

space, leading to more precise long-term predictions. This model’s utility is shown through

its application to climate datasets, where it achieves a signi�cant improvement in long-term

prediction capability, demonstrating its robustness against noise. The �nal part of the

thesis introduces the Koopman Invertible Disentangling Autoencoder (KIDA), a model that

disentangles inherent characteristics from other dynamic factors in hydrological systems.

KIDA utilizes the Koopman operator to model complex hydrological systems, enabling the

iii



accurate recovery of multiple disentangled variation factors. Applied to a hydrometeoro-

logical dataset, KIDA outperforms competing methods in reconstructing characteristics

and exhibits superior robustness to distortion. The �ndings of this thesis demonstrate the

potential of advanced machine learning in environmental applications and also pave the

way for future research in this rapidly growing domain.
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Chapter 1

Introduction

1.1 Introduction

1.1.1 Overview

In the realm of machine learning, data [3] serves as the fundamental building block upon

which models are constructed. This transformative �eld, known as machine learning

(ML), has reshaped various aspects of our daily lives, a�ecting how we make decisions,

�nd entertainment, and engage with one another. The true strength of ML models

lies in their remarkable ability to automatically discern valuable patterns within data.

Recent advancements in deep learning [4] have further expanded our capacity to capture

intricate spatial and temporal relationships within increasingly complex datasets. These

ML techniques have demonstrated remarkable success in numerous commercial applications,

particularly in scenarios where vast amounts of data are available. Examples include

computer vision [5] and natural language processing [6], where ML has signi�cantly improved

our ability to process and interpret visual and textual information.

In recent times, there has been a signi�cant focus on modeling environmental systems [7]

due to the impacts of climate change. This shift has been driven by a growing urgency to

comprehend intricate ecological processes, forecast environmental shifts, and provide crucial

insights for policy and decision-making. Environmental systems, by their very nature, are

characterized by intricate dynamics in
uenced by a multitude of factors, ranging from

climatic conditions and geographical features to human activities.

1
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To e�ectively navigate this complexity, in this thesis we propose latent space modeling

as an approach to uncover underlying patterns within environmental data, reduce dimen-

sionality, and make predictions that can inform actions and decisions. Throughout this

thesis, we will introduce latent space modeling in the context of environmental systems,

highlighting its importance, showcasing its applications, and acknowledging the challenges

associated with its implementation.

The methods present in this thesis can contribute to a broad range of disciplines.

Furthermore, the approaches developed in this research are general and have the potential

to advance our understanding in other related �elds.

1.1.2 Challenges

Traditional ML models face multiple challenges for e�ective knowledge discovery in scienti�c

problems. First, it is challenging for traditional ML models to fully capture complex

patterns solely from observation data in scienti�c problems as these problems are often

under-constrained in nature. In particular, scienti�c problems usually involve a large number

of physical variables and it is di�cult to extract complex relationships among these physical

variables from available observations that are often scarce and noisy.

The second challenge arises due to the heterogeneity in the characteristics of the target

variables of interest in di�erent regions and at di�erent times, i.e., non-stationarity in space

and time. Traditional data-centric methods that learn a single ML model of the target

variable given training data from a speci�c region and time will fail to account for such

non-stationarity of the data, thus resulting in poor prediction performance across diverse

regions and times. Building a di�erent model for each distinct region and time or a single

global model will require adequate observation data for each region and time which is often

not available

Third, it is challenging for traditional ML models to directly learn from a multiple data

sources as these models are often designed to learn only from homogeneous data. In many

scienti�c problems, a combination of datasets captured by di�erent sensors can potentially

provide complete picture of the underlying phenomenon.

For example, in a model predicting river 
ow, static inputs like basin topography and

soil type help in de�ning how water moves through the landscape, while dynamic inputs like
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real-time rainfall and temperature data allow the model to respond to changing weather

conditions, providing accurate and timely 
ood forecasts.

Fourth, a number of scienti�c applications su�er from a limited labeled data, due to the

high cost of obtaining gold-standard labels. The limited available data can often fail to

represent the true nature of relationships in scienti�c problems. As a result, it is easy for

traditional ML models to learn false relationships that look good on training data but do

not generalize well outside the available labeled data.

1.1.3 Motivating Environmental applications

In our thesis we focus our aim to three popular applications i.e.

ˆ Studying Aquatic Ecosystems: Maintaining healthy aquatic ecosystems is critical

for the future sustainability of our planet. These ecosystems face constant degradation

from various pressures, including local demands and global food, water, and energy

networks. Timely monitoring of aquatic ecosystems is essential for preserving valuable

cold-water �sh species, which prioritize temperature over oxygen availability, and for

managing phosphorus and contaminant release from lake sediments. These releases

can lead to harmful algal blooms and water un�t for consumption. As such, our work

aims to monitor water temperature at the scale necessary for informed policy and

management decisions. Machine learning (ML) models have recently demonstrated

signi�cant potential for predicting lake temperature using meteorological drivers, such

as weather, temperature, and rainfall. Despite these promising results, predicting

lake temperature using data-driven or ML methods presents challenges due to the

unique characteristics of di�erent lakes. These characteristics induce data ambiguity

as the same input with di�erent characteristics corresponds to di�erent outputs. For

instance, identical levels of solar radiation can produce varying warming e�ects in lakes

with di�erent hypsography, clarity, and wind exposure. While an intuitive approach

might involve constructing individual models for each lake, this can be costly and

impractical due to the vast number of water bodies and the need for extensive training

samples to capture complex processes. Also, traditional ML models struggle to scale

to aquatic systems spread across broad geographic regions and di�erent time periods,

as they cannot fully capture the underlying physical processes driving aquatic system
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dynamics. To address these challenges, we propose a novel method to integrate these

static characteristics in our modeling and handle ambiguity that can better capture

the underlying complex processes controlling lake temperature dynamics. This enables

us to make more accurate and scalable predictions of lake temperature, ultimately

contributing to the preservation and restoration of aquatic ecosystems worldwide.

ˆ Monitoring Sea Surface Temperatures: Modeling sea surface temperatures

(SST) presents a complex challenge in oceanography and climate science. One of

the foremost challenges lies in the variability of factors that in
uence SST. These

factors include solar radiation, ocean currents, atmospheric circulation patterns

etc. Accurately capturing and quantifying these interactions requires advanced

computational models, as well as access to vast datasets. Additionally, SST modeling

must take into account spatial and temporal scales involved, ranging from small-scale

coastal features to global climate trends, and spanning periods from hours to decades.

Another signi�cant challenge is the inherent uncertainty in climate modeling, which

arises from imperfect data, parameterizations, and chaotic behavior in the Earth's

climate system. To solve the problem of modeling sea surface temperatures successfully

means achieving a few key outcomes. First and foremost, it entails developing models

that accurately reproduce historical SST patterns and trends. These models should

also be capable of making reliable predictions of future SST changes which can aid in

understanding the role of SST in the broader context of climate change, including its

in
uence on sea-level rise, extreme weather events, and ocean circulation. Furthermore,

successful SST modeling enables decision makers to make informed decisions related

to �sheries management, coastal infrastructure planning, disaster preparedness, and

climate policy.

ˆ Hydrologic Environment Monitoring: Modeling hydrological systems is a complex

process, as it involves understanding and simulating various components of the water

cycle, including precipitation, evaporation, in�ltration, runo�, and groundwater 
ow.

One of the major challenges is the heterogeneity and variability of natural systems,

as di�erent regions have distinct climate patterns, soil types, vegetation cover, and

topographical features. The spatial and temporal resolution of the available data also

poses a signi�cant challenge, as large labeled data is required to capture the intricate
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details of hydrological processes, but such data are often scarce or expensive to obtain.

Uncertainty is another issue in hydrological modeling, stemming from various sources

including measurement errors, model structure uncertainty etc.

1.1.4 Contributions and thesis organization

This thesis presents an exploration of di�erent approaches to Latent Space Modeling for

Environmental Systems. In Chapter 2, we delve into the realm of aquatic science, while

Chapter 3 centers on Sea Surface Temperature analysis. Chapter 4 is dedicated to Hydrologic

Environment Monitoring. In this section, we provide insight into the thesis structure and

o�ers a concise preview of our contributions, including novel architectural proposals and

the underlying theoretical framework.

ˆ Chapter 2 presents a general deep learning deep learning framework, Invertibility-

Aware Long-Short Term Memory (IA-LSTM), for modeling complex dynamical sys-

tems involving both static and time-varying data sources, with application to lake

temperature modeling. The core innovation presented is the integration of an invertible

neural network (INN) together with a long short-term memory network (LSTM) in a

uni�ed architecture that can perform both forward prediction and inverse inference.

Through experiments on data from 450 lakes, we demonstrate that IA-LSTM can

e�ectively model across-lake heterogeneity and improve predictive accuracy com-

pared to existing methods. A key result is that when static features are missing

and inferred through inverse modeling, IA-LSTM improves temperature prediction

accuracy by 12% over baseline. This work makes multiple notable contributions - (1)

introducing invertible neural networks to scienti�c domains involving inverse problems,

(2) demonstrating improved modeling of complex dynamical systems by integrating

heterogeneous data sources, and (3) enabling inference of missing static variables

through a bidirectional deep learning architecture. These contributions represent

useful advances in physics-guided deep learning for geoscience applications.

ˆ Chapter 3 proposes a novel deep learning architecture called Koopman Invertible

Autoencoder (KIA) for accurate long-term prediction of temporal sequences. KIA is

based on Koopman operator theory which provides a framework to linearize complex
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nonlinear dynamics. The key innovation is the use of invertible neural networks to

model both forward and backward dynamics in a uni�ed architecture. This allows

capturing the full dynamics while ensuring consistency between the forward and

inverse mappings. KIA is evaluated on forecasting sea surface temperature prediction.

Results show the model can e�ectively extract intricate system dynamics and achieve

over 300% reduction in long-term prediction error on the pendulum task. KIA also

outperforms baselines in long-term climate forecasting, demonstrating its ability to

generalize across diverse scenarios. The integration of Koopman theory, invertible

neural networks, and bidirectional modeling provides a principled approach for learning

predictive models that incorporate the essential dynamics of the underlying processes.

This helps improve long-term forecasting accuracy and robustness.

ˆ Chapter 4 proposes a new machine learning model called Koopman Invertible Dis-

entangling Autoencoder (KIDA) for disentangling time-invariant and time-varying

features from time series data. The model is based on Koopman operator theory,

which transforms nonlinear dynamical systems into a linear in�nite-dimensional space.

KIDA uses an invertible neural network to model the Koopman operator, allowing it

to learn both forward and backward dynamics. A key contribution is the ability to

disentangle factors of variation with the same time dependencies by separating the

Koopman operator's spectrum into static and dynamic eigenvectors. Experiments on

a hydrology dataset demonstrate KIDA's e�ectiveness in extracting disentangled basin

characteristics from meteorological and stream
ow time series data. The disentangled

representations improve stream
ow predictions, outperforming baselines by 12-50%

under di�erent conditions. The robustness and interpretability of the model are

notable strengths. Overall, KIDA o�ers a novel way to learn meaningful disentangled

representations from time series for complex dynamical systems.

ˆ Chapter 5 concludes our work and discusses future directions.



Chapter 2

Invertibility aware Integration of

Static and Time-series data: An

application to Lake Temperature

Modeling

2.1 Introduction

The seasonal water temperature value of thousands of water bodies regulates the water 
ow

and directly in
uences local water supply quality [8], food resources [9], and aquatic life [10].

In the context of global warming, accurate prediction of the water temperature in lakes can

provide crucial information to policy-makers and assist in their timely intervention.

Recently, machine learning (ML) models have shown a great promise for predicting

lake temperature using meteorological drivers (weather, temperature, rainfall) [11, 12].

However, lake temperature prediction using data-driven/ML methods is challenging because

the relationship between input (meteorological drivers) and target (water temperature

response) is governed by inherent characteristics of di�erent lakes. For example, the

same amount of solar radiation can have di�erent warming e�ects for lakes with di�erent

hypsography (e.g., depth and surface area) and other water properties (e.g., clarity and

wind exposure). See Figure 4.1 for a demonstration of the importance of static features in

7
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Figure 2.1: Demonstration of the importance of static features in learning a target lake
temperature (green points). Red line shows network output trained solely using time-series
data, and the Blue line shows network output trained using both static and time-series
data.

predicting lake temperature. Additional complexity arises given that some of these system

characteristics are unknown or di�cult to measure. One intuitive approach for handling the

data heterogeneity is to build individual models separately for each system [11]. However,

there are hundreds of thousands of water bodies, making it costly to collect a large number

of training samples for every system that will be needed to train high-quality individual

models for capturing complex processes.

Our approach in this paper is to build a global ML model for a large number of lakes. To

capture the data heterogeneity, the ML model needs to incorporate both lake characteristics

(which are often assumed to be static over time) and dynamic time-series of meteorological

drivers [13]. As static and time-series variables often make complementary contributions to

predicting water temperature, the ML model needs to e�ectively incorporate both types of

variables to maximize its prediction power. Recurrent neural networks (RNN) provide a

powerful approach to model time-series data by exploiting temporal information. In fact,

LSTMs are now extensively used for environmental modeling [14], where both static and

time-series variables are supplied as input (here static variables are repeated at each time

step). However, original RNN models were not designed to exploit static data. Recently,
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researchers have explored two approaches. First approach uses two separate neural networks

to learn representations of time-series data (e.g., LSTM) and static characteristics (e.g.,

CNN) and then concatenate them at the �nal layer [15, 16]. Second approach learns a

representation of the static characteristics using a feed forward neural network (FFN) and

then feeds this learned representation at each time-step along with time-series data into an

LSTM [17,18]. Since all these models employ a feed-forward neural network, they cannot be

used when static characteristics are not present, which is common for many lakes in the U.S.

This motivates us to ask the question: Can we develop a novel neural network architecture

that can accurately capture data heterogeneity through a forward modeling process, and

further recover static features when they are missing through an inverse modeling process ?

Inverse modeling [19] appears in many �elds of engineering when the goal is to recover

\hidden" characteristics of a system from \observed" data. In general, the forward problem,

i.e., generating observations/outputs from parameters, is well-de�ned; while the inverse

problem is generally ill-posed, i.e., one may not be able to uniquely recover the input �eld

given noisy and incomplete observations. In recent years, deep learning techniques have

shown remarkable success for solving inverse problems in various �elds such as medical

imaging [20], and many more. However, most methods train separate models to model

forward and inverse processes. Recently 
ow-based invertible neural network models [21,22]

have been used to solve inverse problems that are mathematically invertible by architectural

design, which allows them to model forward and inverse processes within a single network.

Consequently, models can be trained on a forward process and provide the inverse for free

by running them backward.

This paper aims to build a global predictive model with both forward and inverse

modeling processes. The forward modeling process aims to predict water temperature from

climate drivers while also capturing the data heterogeneity. The inverse modeling process

adapts the model to unmonitored lakes where static variables are missing. Speci�cally, we

integrate static and time-series data in deep recurrent models, which we call Invertibility-

Aware Long-Short Term Memory (IA-LSTM). To the best of our knowledge, this paper is

the �rst to present an integration method that can solve both forward and inverse problem.

The model consists of two components, namely an invertible network and an LSTM network,

and both components are trained together in an end-to-end fashion. In particular, the
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invertible network is constructed using the concepts of real NVP [21] that consists of several

a�ne coupling layers. We evaluated our proposed method on Midwestern U.S. lakes for

which data are available from the U.S. Geological Survey (USGS) [23] and show that (1)

our proposed method improves the prediction performance by 4% over the state of the

art model when both static and time-series data is present (forward model) and (2) it can

e�ectively infer static variables when they are missing, and the prediction using inferred

variables bring 12% improvement in predicting temperature pro�le.

2.2 Related Work

Integrating Static and Time-series Data : Recurrent Neural Network (RNN) and its

variations are among the most extensively researched deep neural networks for handling

sequential temporal data. While predicting future events, the majority of the RNN-based

models merely utilize dynamic data. Only a few studies use both static and dynamic

data for prediction by leveraging a separate algorithm, such as the feed-forward (FFN) or

convolutional network [16]. These models concatenate the learned representation of static

and time-series data either at the latter layers [15, 16] or feed them together into RNN

at each time step [17,18]. For example, [17] presents a deep-learning approach that takes

static information (i.e., demographics, family history, blood group) into a FFN and dynamic

information (patients' visits at di�erent times) into an RNN to predict future clinical

events. In a parallel study, but in musical research, authors [15] developed a neural network

architecture by combining FFN and LSTM to generate drum sequences. In this design,

dynamic data from three bands of the drum was fed into an LSTM layer and FFN was used

to model bass information (static data). The outputs of both layers were fused to predict

the �nal sequence. Likewise, [18] propose a multi-modal fusion technique that exploits the

correlation of static and dynamic time-series data through cross-modal imputation in an

integrated recurrent model for oncology early warning systems. Recently [24] combines

both static and dynamic data for human design decision prediction by integrating FFN and

RNN. All the above models address forward modeling. Still, because of their design, none

of them are meant to infer the static variables (i.e., inverse modeling) that could be used to

enhance prediction when static variables are missing.
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Inverse Problems and Invertible Neural Network: Inverse problems always exist

together with their forward problem. The goal of the inverse problem is to recover "hidden"

information (which we cannot observe directly or is very expensive to observe) from readily

available "observed" data. The inverse problem is generally ill-posed, i.e., multiple input

values exist for the same observations [25]. Commonly used methods for inverse modeling [26]

are computationally expensive and often produce inconsistent results. Recently, deep

learning techniques [19] have successfully solved inverse problems; however, most methods

train separate models for learning inverse processes. Training a separate inverse model

ignores the connection to its forward problem, losing the potential to exploit the shared

knowledge between them. Furthermore, direct optimization of those problems requires

two dedicated models to be trained separately, increasing the computational requirements.

To avoid training two separate models Jayaram et al [27] construct a forward model,

numerically invert, and optimize it to �nd the most likely input to generate that output.

Lately, a new class of neural networks, called Invertible Neural Networks (INNs), have

been introduced by [21, 22] based on the ideas of normalizing 
ow. INNs are bijective

functions which can be trained on a forward processF : Rd ! Rd and we get inverse

mapping F � 1 : Rd ! Rd for free by running them backwards. Their bijective architecture

allows direct log-likelihood training, which makes it a popular choice for solving many

inverse problems like superresolution [28]. INNs have three distinctive properties [29]: (i) it

models forward/inverse mapping within a single network (shared parameters), (ii) invertible

architecture allows free inverse mapping, and (iii) addressing the ill-posed problems via

addition of latent variables to have a one-to-one mapping between input and output. In this

work, we integrate components of INN in our LSTM model, which incorporates both static

and time-series features to address heterogeneity and infer the static variables (i.e., inverse

modeling) that can eventually enhance the prediction when static variables are missing/not

available.

2.3 Problem Formulation & Preliminaries

We illustrate our approach for the problem of modeling the temperature of water in a lake

at depth d and time t. Mathematically, we assume a dataset ofn samples (n is the number

of lakes in our case)f si ; X i ; Yi gn
i =1 . For each sample, daily climate drivers are represented
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by X i as a multivariate input time series for T timestamp i.e. X i = [ x 1
i ; x 2

i ; : : : ; x T
i ] where

x t
i 2 RD x indicates input vector at time t 2 T with Dx dimension. si 2 RD s denotes the

static characteristic vector of the lake with Ds dimensions. Yi = [ y 1
i ; y 2

i ; : : : ; y T
i ], where

y t
i 2 RD d denotes the daily temperature observations at multiple depths corresponding to

(X i ; si ).

Figure 2.2: In Static-repeat IA-LSTM, the output of INN is concatenated with the input
time series of LSTM at every time step, whereas in Static-last IA-LSTM the output of INN
is concatenated with the output layer of LSTM (best seen in color).

Forward Modeling Here the goal is to accurately model heterogeneity by integrating

the daily climate drivers (X i ) with the static characteristics ( si ) of a lake to learn a forward

operator G that predicts the temperature of water in a lake at depth d and time t i.e

G : X; s ! Y:

Inverse Modeling The inverse problem aims to recover the static characteristics/variables

(si ) for a lake given a few samples of temperature observations (Yi ) and input climate

drivers (X i ) of a lake. With a known forward operator G, the generic solution of the inverse

problem can be written as:

s? = min
s

L (G(X; s); Y ) + � R (s) (2.1)

where L (:) is a distance metric, R is the regularizer with � as the regularization parameter.

These static variables have utility to enhance the prediction ofYi when static variables are
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missing.

2.4 Method

2.4.1 The architecture of IA-LSTM

Our proposed IA-LSTM is built upon LSTM and Invertible Neural Networks (INNs). We

�rst describe these two components and then combine them to build the IA-LSTM model.

LSTM is a type of recurrent neural network designed to avoid exploding and vanishing

gradient problems. Therefore it is particularly suited for tasks where long range temporal

dependencies between events exist such as ours. Each LSTM cell has a cell statect , and

the following three gates: Forget gatef t , output gate ot and input gate i t which serves

as a memory and allows preserving information from the past. The value of each gate is

computed as follows, whereW[c;f;i;o ] are learnable weight matrices andb[c;f;i;o ] are learnable

bias vectors.

�ct = � (Wc:[h t � 1; x t ] + bv)

f t = � (Wf :[h t � 1; x t ] + bf )

i t = � (Wi :[h t � 1; x t ] + bi )

ot = � (Wo:[h t � 1; x t ] + bo)

(2.2)

The forget gate f t is used to �lter the information inherited from ct � 1 and the input gate

i t is used to �lter the candidate cell state �ct . Then we compute the new cell state and the

hidden information as follows:

ct = f t 
 ct � 1 + i t 
 �ct

h t = ot 
 tanh
�
ct �

(2.3)

where 
 denotes the element-wise product. According to the above equations, we can

observe that the computation of h t combines the information at current time step x t and

previous time step h t � 1 and ct � 1, and thus encodes the temporal patterns learned from

data.
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Invertible Neural Network (INNs) are bijective functions with a forward mapping

F : Rd ! Rd and an inverse mappingF � 1 : Rd ! Rd. This inverse mapping can be

computed in closed-form [21,22,30]. To create a fully invertible neural network, we follow

real non-volume preserving architecture proposed by [21]. The basic unit of this network is

a reversible bijective network consisting of two complementary a�ne coupling layers. In the

forward process, the input is split into two parts . Hereby (equation 4.1), the input vector

u is split into two halves u 1 and u 2, which are transformed by an a�ne function with

coe�cients exp(si ) and t i (i 2 1; 2), using element-wise multiplication (
 ) and addition.

si (�) and t i (�) are scale and translation functions, respectively, which are modeled by neural

networks trained in the forward pass.

v1 = u 1 
 exp(s2(u 2)) + t2(u 2)

v2 = u 2 
 exp(s1(v1)) + t1(v1)
(2.4)

Given the output v = [ v1; v2], the above expressions are easily invertible as follows:

u 2 = ( v2 � t1(v1)) 
 exp(� s1(v1))

u 1 = ( v1 � t2(u 2)) 
 exp(� s2(u 2))
(2.5)

Importantly, the mappings si and t i can be arbitrarily complicated functions and

need not themselves be invertible. In our implementation, we implement bijectivity by

a succession of several fully connected layers with leaky ReLU activations. A deep INN

is composed of a sequence of these reversible blocks. We also insert permutation layers

between reversible blocks, which shu�e the elements of the subsequent layers's input in

a randomized but �xed way. This causes the splits [u 1; u 2] to vary between layers and

enhances interaction among the individual variables. One advantage of INNs is that can we

get the inverseF � 1 for free once we train them on the well-understood forward process

F . This o�ers a unique opportunity for building a uni�ed model that integrates both the

forward and inverse modeling processes.

Invertibility-Aware-LSTM (IA-LSTM) is an integrated RNN-based model for mod-

eling the lake temperature (yt
i ) using static characteristics (si ) and historic climate drivers

(X [t � w:t ]
i ), where w is the value of the historic window used. We use INN for modeling
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static information and LSTM for modeling time series data.

In particular, we wish to use INN to extract the information from static variables s that

accounts for the data heterogeneity across multiple lakes and embed such information into a

hidden representationp. It is noteworthy that the representation p is intrinsically in a lower

dimension compared tos due to the irrelevant and redundant information in static variables.

This poses a challenge for training INN because it needs equivalent information between

input and output so as to learn both the forward and inverse processes. To counteract

the inherent information loss of the forward process [29], we introduce Gaussian latent

variables z to augment the hidden representation p, and use INN to learn a mapping

s ! q, where the representationq is comprised of two partsq = [ p; z]. The training of the

forward process optimizes the mappingF (s) = [ p; z] and implicitly determines the inverse

s = F � 1([p; z]).

To combine both models (INN and LSTM), we use two di�erent approaches. In our

�rst approach (Figure 2.2 { red line), the static information is �rst processed by INN and

then concatenated with input time series at every time step. We call this approach as

Static-repeat IA-LSTM. Our second approach (Figure 2.2 { blue line) also employs INN to

process static information and then concatenates the INN output with the output layer of

LSTM (i.e., the hidden representation) before using them for prediction. We denote the

second approach as Static-last IA-LSTM. A fully-connected (FC) layer is used to map these

features to lake temperature.

We train our method with two loss functions: one for predicting true outcome L y and

the other to encouragez to follow Gaussian distribution L z. Depending on the problem,

L y can be any supervised loss. In our case, we train our model with mean square loss.

We implement L z using Maximum Mean Discrepancy (MMD) loss [29] with the Inverse

Multiquadratic kernel k(x; �x) = 1
1+ jj (x� �x)=cjj 2

2
, where c > 0 and only requires samples from

the distributions to be compared. MMD enforces that p and z are independent upon

convergence (i.e.p(zjp) = p(z)) and does not encode the same information twice. Since the

magnitude of the MMD depends upon the kernel choice, the relative weight of the losses

L y and L z are adjusted as hyperparameteres such that their e�ect is approximately equal.

To increase model capacity [29], we also pad the input and output of the network with an

equal number of zeros. Speci�cally, given the dimension of the static variables is small and
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the learning task for transformation is complex, we �nd it bene�cial to pad zeros. This

does not change the intrinsic dimensions of static variables and their representation but

enables the IA-LSTM interior layers to embed the data into a larger representation space.

2.4.2 Inverse modeling with IA-LSTM

Once IA-LSTM is trained, it can be easily applied to forward modeling (i.e., given static

features and time-series climate drivers, it can predict lake temperatures). However, it is

di�cult to �nd accurate solutions for equation 2.1 because this is usually a non-convex

problem due to the non-convexity of G(X; s). Existing solutions of inverse problems are

often addressed using the Bayesian formulation:

p(sjY; X ) /
p(Y jX; s)p(sjX )

p(Y jX )
; (2.6)

There are two challenges associated with this approach. First, the likelihood is computa-

tionally expensive since the inference of the static variables requires multiple forward model

evaluations. Second, if the dimension of the quantity of interest is high, then obtaining

posterior samples is not a trivial task. In this present work, we aim to bypass Bayes' rule

and directly build an inverse surrogate model for the posterior distribution p(sjY; X ) using

a �nite set of forward evaluation of the time-series, static variables and corresponding

temperature from various lakes.

Algorithm 1 Algorithm for inferring s 2 RD s , given G = [ GLST M ; GINN ] and pairs of
(X,Y)

1: procedure INFER (s) . Infer s? 2 RD s

2: Initialize q
3: while NOT converged do
4: L  kG LST M (X; q) � Yk . Calculate error
5: q?  q? � � OqL � k zk . Gradient Descent
6: end while
7: s? = GIN N (q?) . Run INN backward
8: return s?

9: end procedure

We construct the inverse surrogate as follows: In the �rst step, an e�cient IA-LSTM
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model G is built for the forward process. We denote the LSTM part of the model asGLST M

and the INN part of the model as GINN . To obtain static characteristics, we need some

observation pairs of (X; Y ). In the second stage, we �x GLST M and we calculateq = [ p; z]

via gradient descent by taking the gradient of GLST M with respect to q. This is detailed

in Algorithm 1. As with any other inverse problem, the same pair of (X; Y ) can map to

severalq? representations, particularly if the model is trained on limited data points. To

reduce variance in the �nal result, we use prior knowledge ofz. Our Forward model GLST M

is trained to predict Y from [p; z], where the distribution of z is chosen as Gaussian. We

utilize this information to add regularization term to the cost function, penalizing samples

that have statistics that are not consistent with z � N (0; 1). Lastly, after recovering q?, we

use invertible property of INN and run GINN in reverse mode according to equation 4.2

and recover the estimated values of the static variabless. These static variables can then

be used to model heterogeneity along with climate driversX .

2.5 Experiments and Results

2.5.1 Dataset Description

In this study, we used data from 450 lakes located in the Midwestern U.S., where in-situ

temperature data was collected for each lake between 1980 and 2019. The dataset is available

through a data release on the U.S. Geological Survey's ScienceBase platform [12,23]. All

the lakes di�ered in depth, size, and location. The temperature measurements are highly

variable for di�erent depths in the lake. Lake temperature dynamics is complex, with

lakes in this region freezing in winter and thawing in the spring, with many - but not all -

lakes developing density-based strati�cation during the warmer seasons with warmer waters

overlying colder deeper waters. The seasonal variation in water temperature can range from

0 in the winter to nearly 35 degrees C in the summer. As such, temperature measurements

vary across depth and through time, making the prediction problem even harder.

Static features for lakes consist of water clarity (light attenuation coe�cient), shoreline

development factor (SDF), latitude, longitude, maximum depth, log transformed surface

area, mean temperature, and percent of the time a General Lake Model simulation strati�ed

for a given lake. In total we have 8 static features used in this study. Further explanation of
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these variables can be found in the corresponding data release [23]. The static features remain

constant over time and depth. A lake's dynamic time-series consists of air temperature,

shortwave radiation, longwave radiation, relative humidity, wind speed, rain, and snow.

All-time-series data are inferred from meteorological datasets and thus remain constant

across depth but changes across timet.

Out of 450 lake, 200 were used to build the model, and the rest are considered \arti�cially

unmonitored", where data is only used for �nal evaluation. For 200 lakes, we partitioned

the data into three contiguous time windows for training (70%), validation(10%), and

testing(20%). We used earlier years for training and later years for testing. In total, we

have 428,656 samples. We pool the training, validation, and test subsets of each lake to

create a comprehensive set. Finally, we choose the model maximizing the accuracy of the

broad validation set.

2.5.2 Learning Models

In this section, we provide a brief discussion of the models used in our evaluation. For

the models that combined static and dynamic features, we use them in two variants, i.e.

Static-repeat [SR]: static variables or their representations are concatenated with climate

drivers before they are fed into LSTM at every time step andStatic-last [SL]: static variables

or their representations are concatenated with hidden representation extracted by LSTM.

We trained and tested the following model con�gurations:

LSTM [31]: LSTM model was trained using only the dynamic time-series input features

and ignore the static variables. It has 64 memory units followed by a dense layer. The

LSTMs were run in sequence-to-sequence mode and use the same con�guration of LSTM in

all the below models. CT-LSTM [32]: LSTM model trained using both the dynamic time-

series input features and static variables. We refer to this model as concatenating LSTM.

The system characteristics do not undergo any transformation and simply concatenated

using static repeat and static last con�gurations. FFN-LSTM [16]: A feed-forward network

(FFN) is used to learn the representation of static variables, and a LSTM model is used

to model time-series input data. FFN has four dense layers with eight hidden units each.

Both models are combined using static repeat and static last arrangements and trained

together in an end-to-end manner. IA-LSTM : An Invertible Neural Network (INN) is
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In-Distribution Out-Distribution
Per Sample Mean Per Sample Mean

LSTM 3:64� 0:15 3:42� 0:18 4:03� 0:22 3:92� 0:23

SL. CT-LSTM 2:51� 0:16 2:30� 0:21 2:97� 0:21 2:73� 0:28
SL. FFN-LSTM 2:48� 0:19 2:24� 0:12 2:83� 0:22 2:66� 0:23
SL. IA-LSTM 2:45� 0:08 2:21� 0:19 2:81� 0:22 2:59� 0:21

SR. CT-LSTM 2:42� 0:12 2:25� 0:14 2:49� 0:20 2:34� 0:13
SR. FFN-LSTM 1:85� 0:09 1:65� 0:06 2:48� 0:18 2:32� 0:15
SR. IA-LSTM 1:78 � 0:09 1:59 � 0:04 2:42 � 0:12 2:28 � 0:11

Table 2.1: Test root mean square error (RMSE; in� C) when static features are provided
for the various methods compared here.Per sample is the average RMSE for individual
observation over multiple dates, multiple depths, and lakes.Mean is the mean of per-lake
RMSE values of multiple lakes. In-distribution samples come from training lakes (years of
test samples are di�erent) and out-distribution samples are from lakes not in the training
set.

used to learn the representation of static variables, and a LSTM model is used to model

time-series input data. In our INN implementation, we incorporated three coupling layers

with sixty-four hidden units each. Also, we pad eight zeros to eight static features, in

total sixteen input features to embed the data. Consequently, we were able to increase

model capacity without changing the intrinsic dimension of static features. Additionally,

to counteract the information loss in the bidirectional process, we incorporated a two

dimensional Gaussian latent variablez.

We trained all models using mean square error for a maximum of 300 epochs using Adam

optimizers. We terminated training if the validation loss did not reduce for 20 continuous

epochs. The train, validation, and test set are kept consistent for all models to remove bias

between di�erent model runs.

2.5.3 Results

Forward Modeling

Table 2.1 reports the root mean square error (RMSE) for each model when static variables
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are provided. We train all our models with 5 di�erent random seeds to account for

uncertainty in network initialization and report mean prediction along with variance. We

refer In-distribution to the test samples which comes from the 200 lakes used in training

(years of test samples are di�erent than used in training) and referout-distribution to the test

samples from the lakes that were not seen during training (the remaining 250 lakes). The

lake sizes vary, and subsequently, there are a di�erent number of observations for each lake.

Therefore, we report two metrics, the average RMSE for individual observation over multiple

dates, multiple depths, and lakes (referred to asPer sample) and the mean of per-lake

RMSE values of multiple lakes (referred to asMean). We highlight best-performing methods

for each column and make the following high level observations from our results: a) All

trained models that combined static and dynamic time-series data had superior performance

compared to LSTM, which was trained using only time-series data. This con�rms the

value of static features for handling heterogeneity and improving the prediction. b) All the

models performed much better for in-distribution samples compared to out-distribution

samples. This reinforces our earlier observation that data is highly heterogeneous, and

it can be challenging to build a geoscienti�c global model for all lakes [33]. c) Models

that concatenated the learned representation of static characteristics at the input layer

performed better than the models where concatenation is done at the LSTM output layer.

For example, IA-LSTM and FFN-LSTM performance improved by roughly 26% when

the static variable representation was concatenated with the climate drivers before they

are fed at every time step (i.e., SR vs SL, respectively). Our results di�er from existing

literature [16,18], where authors report better performance using the SL approach.

More importantly, we observe that for static repeat (SR) and in-distribution data, both

FFN-LSTM and IA-LSTM outperform CT-LSTM by a margin of 23% and 25%, respectively.

This implies that static features transformation produces meaningful combinations of static

features (e.g., the combination of lake surface area and lake depth indicating the volume of

water) that can better capture the heterogeneity of di�erent lakes. In particular, IA-LSTM

outperformed plain LSTM by roughly 100%. Figure 2.3a show a scatter plot between the

RMSE values of LSTM and IA-LSTM for individual lakes. We observe that most of the

value lies in the left region of the diagonal line, suggesting that IA-LSTM did excellent

on most of the lakes compared to LSTM. We also note that the di�erence of the RMSE
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(a) (b)

Figure 2.3: (a) Comparison of root mean square error (RMSE) on each test lake from Long
Short-Term Memory (LSTM; y-axis) and Invertibility-Aware-Long Short-Term Memory (IA-
LSTM; x axis) predictions, (b) Comparison of RMSE on each test lake from concatenating
LSTM (CT-LSTM; y-axis) and IA-LSTM (x axis) predictions.

is enormous in some of the lakes, for e.g. if we observe the top left region of the scatter

plot, LSTM RMSE is 10, while IA-LSTM RMSE is 2. Likewise, Figure 2.3b shows a scatter

plot between the RMSE values of SR CT LSTM and SR IA-LSTM. As with LSTM, we

observe that most of the values lie on the diagonal's left, although not as far as they were

for LSTM.

We also note that IA-LSTM outperformed FFN-LSTM with a smaller margin of 4%.

Furthermore, we note that ours is the �rst attempt to show that transformation of static

features can better capture heterogeneity of di�erent lakes.

Inverse Modeling

This section studies how to carry forward the gain made by incorporating predicted

static features for lakes where some or all of these features are missing.
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Methods Per Sample Mean
LSTM 3:89� 0:22 3:80� 0:22

SR. CT-LSTM 3:17� 0:38 3:03� 0:39
SR. FFN-LSTM 4:25� 0:63 4:16� 0:65
SR. IA-LSTM 2:80 � 0:40 2:76 � 0:41

Table 2.2: Test root mean square error (RMSE; in� C) when static features are missing
for the various methods compared here.Per sample is the average RMSE for individual
observation over multiple dates, multiple depths, and lakes.Mean is the mean of per-lake
RMSE values of multiple lakes.

We note that we need some observations (X; Y ) for inverse modeling to determine the

correct static features. To arti�cially create a case for "unmonitored" lakes, we hide static

features and partition the data into two contiguous time windows for inference (10%) and

testing (90%) (no temporal auto-correlation). We use observations from the inference period

to recover static features and subsequently evaluate the performance of these values in the

testing period. We �x the weights of the best-performing model from forward modeling and

use gradient descent to recover the static input values for each lake. For CT-LSTM and

FFN-LSTM, we recover the static variables directly. However, for IA-LSTM, we recover

the LSTM input space according to lines 3-6 in Algorithm 1. After recovery, we run INN

backward and get static variables instead of using gradient-based techniques. Figure 2.4

shows the scatter plot between the true values (x-axis) and reconstructed values (y-axis)

for two static features, namely the light attenuation coe�cient (a measure of water clarity)

and maximum lake depth. For both features, the points on the scatter plot lie reasonably

close to the diagonal, showing the closeness of the reconstructed values to the actual values.

For lake depth, this accuracy of these reconstructed features is similar to alternative models

where the primary objective was to predict maximum lake depth [34].

Next, we compare the performance of the models on test samples in the absence of

static features. We note that gradient descent procedure is highly dependent on the prior

(lines 2 in Algorithm 1). To account for stochasticity in the initialization, we ran the

experiment 10 times with di�erent seed values and selected the best run. We repeated the

overall process �ve times for a total of 50 runs. Due to limitations in GPU resources, this

experiment used 100 unmonitored lakes, and we reported mean RMSE in Table 2.2 for

each model when static features were not available. We note that the LSTM method in
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(a) (b)

Figure 2.4: Features reconstructed from the Invertibility-Aware-Long Short-Term Memory
inverse modeling approach (y-axis) vs true feature values (x-axis) for light attenuation
coe�cient (a, in m� 1) and maximum lake depth (b, in m) for the 100 unmonitored lakes.

Table 2.2 denote the performance without any static inference (just using (X ) and is put for

comparison purposes. We observe that when static characteristics are missing, IA-LSTM

achieved lower RMSEs compared to the other approaches. FFN-LSTM, whose performance

was second-best in forward modeling, fails badly, and CT-LSTM performs better than

FFN-LSTM. We attribute this breakdown to the presence of an additional neural network in

FFN-LSTM, i.e., linkage of two networks and the di�culty of gradient descent in optimizing

inputs for deep networks as studied by Jayaram et al. [27]. We connect the success of

IA-LSTM to an invertible neural network that learns accurate forward modeling of static

characteristics and enables it to recover static variables using invertible architectures that

provide the inverse mapping for free.

2.6 Concluding and Conclusion

In this study, we propose IA-LSTM, a uni�ed forward/inverse framework to predict water

temperature in lakes. This framework integrates static features of lake properties with
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the time series weather input for e�ectively capturing the heterogeneity across di�erent

lakes. Our method di�ers from prior work in combining static and time series data in

that IA-LSTM can be employed for both forward and backward processes. This enables

IA-LSTM to be used in many lake systems for which we do not have their measured static

variables. To the best of our knowledge, this is the �rst attempt to develop a uni�ed model

with the aim to recover static features in situations where they are missing. Although we

have shown improvements for lake temperature modeling, the method is general and can be

applied to many machine learning tasks. In a clinical setting, it has been shown [16,18]

that integrating static characteristics (like patient demographics) greatly helps in the early

detection of disease. Our approach can be used in these applications when static information

is not available and thus serve as an alternative to approaches discussed in [17,35], where

the authors have devised methods to bring static details from other sources.

In some scienti�c applications, static features may be partially missing and the available

static features could be di�erent for di�erent systems. Our method can be further extended

to leverage the available static features from each system to improve the inference of missing

features. Future work will also explore the development of invertible bijective functions for

time-series data to avoid expensive gradient steps.



Chapter 3

Koopman Invertible Autoencoder:

Leveraging Forward and Backward

Dynamics for Temporal Modeling

3.1 Introduction

Temporal data, prevalent in many applications such as climate, �nance, and biomedicine,

present a challenging problem for accurate long-term prediction and forecasting. Recurrent

Neural Networks (RNNs) have gained signi�cant attention for their ability to model

sequential data by maintaining an internal time-evolving state. However, a primary concern

in training and deploying RNNs is in their degraded performance over extended time

horizons, which stems from the problem of exploding and vanishing gradients [36]. This

gradient instability can result in slow convergence or even hinder learning completely,

making it less suitable for capturing long-term dependencies in the data. To address this

issue, researchers have proposed various methods, such as constraining the weight matrix to

belong to the orthogonal group [37], using unitary hidden-to-hidden matrices [38], temporal

convolutional networks [39], and other solutions [40]. Despite these e�orts, achieving

long-term memory is still an ongoing challenge and remains an active area of research.

Additionally, applying existing temporal models directly for scienti�c problems presents

multiple obstacles: Firstly, accurate depiction of spatial and temporal processes within

25
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physical systems necessitates a substantial amount of training data [41], which is often scarce

in real-world situations. Secondly, existing empirical models remain limited in generalizing

to scenarios that look di�erent from training data. This is because they only establish

statistical connections [42] between input and the targeted system variables but do not

consider the inherent characteristics of the processes involved in the target system. Lastly,

the relationships learned by these models are only valid for the speci�c distribution of

forcing variables present in the training data, limiting their ability to generalize to scenarios

not covered in the training set.

In recent times, Koopman-based models have gained attention as a promising alternative

approach for modeling temporal data [43]. These models are based on the Koopman operator

( [44], also see related work), transforming the original nonlinear system into an in�nite-

dimensional linear space. Koopman operator has three distinctive properties, which make

it an ideal choice for temporal modeling (i) Linearity [45]: The Koopman operator turns

the original nonlinear system into an in�nite-dimensional linear system, which simpli�es

the process of capturing the inherent patterns and trends in the data, which is crucial for

e�ective temporal modeling. (ii) Global analysis [46]: Unlike other linearization techniques

(e.g., linearization around �xed points or periodic orbits), the Koopman operator provides

a global perspective, capturing the overall behavior of the system rather than just local

dynamic that can enhance the generalization capabilities of the model. (iii)Invariant

properties [47]: The eigenfunctions and eigenvalues of the Koopman operator can reveal

intrinsic properties of the system that remain unchanged under the system dynamics, which

helps uncover hidden structures and patterns and makes it more robust to noise. These

three distinctive properties of the Koopman operator make it a powerful tool for modeling

temporal data.

However, using the Koopman operator for practical computations can be challenging

because it is an in�nite-dimensional operator [48]. Recently, researchers have developed

techniques to approximate the Koopman operator using �nite-dimensional representations

extracted by autoencoder-based models, e.g., the Koopman Autoencoder (KAE) [49]. These

models e�ectively reduce the complexity by creating a low-dimensional representation space

in which the Koopman operator can be suitably approximated with a linear layer that

accurately captures the underlying dynamics of the system. However, because of model
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architecture, the information gleaned from Koopman-based models often is primarily based

on forward dynamics, which overlooks the scope to acquire knowledge from backward

dynamics. The fundamental goal of the forward run is to move from the present state to

the subsequent state. Conversely, a backward run aims to go from the current state to the

one that preceded it. Modeling backward dynamics ensures linearity in the low-dimensional

space and also regularizes the forward run to be consistent.

One straightforward strategy is to have two separate linear layers [50], each dedicated

to independently modeling the forward and backward runs. However, such an approach

may have a limited capacity to accurately capture the intrinsic dynamics of the process due

to its need for knowledge sharing between the forward and backward states. This paper

present a method to build a long-term predictive model by leveraging the Koopman analysis

to capture both forward and backward dynamics in a uni�ed model. In particular, we

model the forward and backward dynamics in the low-dimensional space using an invertible

neural networks model [22], which can establish explicit invertible mappings between the

input and output spaces. As a result of this integrated approach, a single layer can be

trained to learn both forward and backward processes. This uni�ed model can leverage

common knowledge between the two directions and enhances the ability to capture the

process dynamics fully. To the best of our knowledge, this paper is the �rst to present an

invertibility approach for learning the Koopman operator. While analogous concepts have

been utilized in the �eld of inverse modeling, i.e., using observable data to infer hidden

characteristics, and vice versa [51], our research lays the foundation for predictive models

that incorporate the essential underlying dynamics and go beyond mere trend prediction,

which is of great signi�cance in temporal modeling.

Our main contributions are as follows.

ˆ In this work, we present Koopman Invertible Autoencoders (KIA), a novel approach

that harnesses both forward and backward dynamics for learning low-dimensional

representations of temporal data and illustrates its utility on the pendulum and

climate datasets.

ˆ We accurately extracted the pendulum system's dynamics, handling both clean and

noisy scenarios, and achieved a remarkable 300% improvement in long-term prediction

accuracy.
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ˆ We also demonstrated the capability of our model to better comprehend the intricate

dynamics of the climate system relative to existing Koopman-based approaches.

3.2 Related Work

RNNs [52] and their variants have proved indispensable in dealing with sequential data,

making strides in numerous applications such as language modeling [53], speech recognition

[54], and time-series prediction [55]. However, despite the versatility of RNNs, they

are plagued by issues such as vanishing and exploding gradients [56], hindering their

ability to model long-term dependencies. Variants of RNNs such as Long Short-Term

Memory (LSTM) [57], Gated Recurrent Unit (GRU) [58], and Quasi-Recurrent Neural

Networks (QRNN) [59] have been proposed to overcome this di�culty and have achieved

remarkable results. These networks address the limitations of RNN by utilizing various gating

mechanisms allowing them to control the information 
ow, retain long-term dependencies,

and mitigate vanishing/exploding gradient problems.

However, RNN-based models remain limited for long-term prediction as they rely on

complex non-linear temporal structures (e.g., LSTM unit) and can easily accumulate

errors over time. A recent trend in machine learning is to explore transferring physical

theories from existing physics-based models to enhance the capabilities and generalization

of RNNs [60] . It combines the best of both worlds: the structure and explanatory power of

physics-based models and the learning and predictive capabilities of RNNs. For instance, a

physics-guided recurrent neural network model (PGRNN) [11] integrated the heat transfer

process with the RNN model to e�ectively captured the long-term dependencies in the

data, a task at which traditional RNNs failed. Other works also leveraged physics to

enhance the long-period prediction of turbulent 
ows [61]. However, these methods rely on

thorough knowledge of the system's physics, which limits their applicability. Furthermore,

current model architectures, both generic and physics-based, predominantly rely on using

forward dynamics for training, neglecting the potential of backward dynamics. This lack of

integration due to network architecture presents an overlooked opportunity for enhancing

these systems. In contrast, our approach builds upon the dynamical systems theory to

assimilate both forward and backward dynamics through which it learns the true underlying

processes. This signi�cantly improves long-term prediction capabilities and o�ers an



29

alternative to prevailing methodologies.

The theory of Koopman operators [44], established in 1931, has recently emerged as

a groundbreaking framework for systematic linearization of complex dynamical system

within an in�nite-dimensional Hilbert space. Dynamic Mode Decomposition (DMD) [62]

and Extended Dynamic Mode Decomposition (EDMD) [63] are two popular approaches for

approximating this operator; however, they face issues of computational feasibility [43]. To

tackle these challenges, researchers have begun to utilize data-driven approaches through

deep learning to determine the Koopman operator from observed data [47,49]. Most data-

driven Koopman operator techniques rely on autoencoders [64] to transition from nonlinear

to linear Koopman subspaces in order to identify the Koopman operator. For instance, the

VAMP architecture [65] utilizes a time-lagged autoencoder and a custom variational score

to �nd Koopman coordinates on a protein folding example. Similarly, researchers [66] used

koopman operator for sequence disentanglement by assuming that the underlying complex

dynamics can be represented linearly in latent space. The focus of our work is on long-term

temporal modeling whereby we want to model both forward and backward dynamics, which

is signi�cantly more manageable in a linearized space as backward dynamics are the inverse

of forward space. A method most relevant to our approach is C-KAE [67], where the authors

developed two separate networks for learning forward and backward dynamics, which are

then trained together using consistency loss. Nevertheless, training two separate networks

overlooks the connection between forward and backward dynamics and consequently loses

the opportunity to exploit shared knowledge. Additionally, optimizing two neural network

to be inverse of each other is computationally di�cult and unstable due to their stochastic

nature. Recently, a new category of neural networks, called Invertible Neural Networks

(INNs), was introduced [22, 30], based on the principles of normalizing 
ow. INNs are

bijective functions that, by design, can simultaneously be trained on both forward and

backward dynamics and exploit shared knowledge, making them an ideal choice for long-term

temporal modeling. To the best of our knowledge, our work represents the �rst attempt to

employ INNs in the modeling of the Koopman operator. While there exists an orthogonal

line of research work ( [68{ 70]) that utilized INNs for modeling autoencoders, their focus

is on e�cient modeling of observable functions. In contrast, our primary objective is the

e�cient modeling of the Koopman operator and our approach could be used with any
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(a) KIA Architecture

(b) Illustration of Di�erent Loss Functions

Figure 3.1: The left �gure depicts our network architecture (KIA). The right �gure showcases
the various losses employed where observationsx t are inputted and transformed into a
latent representation zt through an encoder and propagated forward and backward using
INNs

autoencoders.
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3.3 Problem Formulation & Preliminaries

3.3.1 Problem Formulation

Temporal data, denoted asf x t gT
t=1 , can be interpreted as a series of observations from

a dynamical system. This could represent anything that varies over time, for example,

weather predictions. stock price etc. Consider the following discrete form of the system

dynamics

x t+1 = F (x t ) + r t ; x 2 M � Rm ; (3.1)

where x t+1 represents the state of the system at the next time step, given its current

state x t and r t 2 M represents deviation from the true dynamics due to e.g., measurement

errors or missing values. Here, the functionF (x t ) is an (possibly non-linear) update

rule which describes how the state of the system evolves from one time step to the next.

Additionally, M represents a �nite-dimensional manifold, embedded in a higher-dimensional

Euclidean space, denoted byRm . In this work, we focus on multi-step forecasting task of

predicting the future observations given the current observation. Formally, we seek to learn

function map F such that

x t+ l = x t � F l ; l = 1 ; 2; ::: ; (3.2)

where x t+ l signi�es the state of the system at a future time step and� denotes function

composition. F l indicates that we're applying the system dynamics repeatedly,l times in

total, to the current state x t . The above model assumes that future statesx t+ l depend

only on the current observation x t and not on the information from a sequence of previous

observations (betweent and t + l).

3.3.2 Linear Invertible Neural Network (INNs)

INNs are bijective functions with a forward mapping K : Rn ! Rn and an inverse mapping

K � 1 : Rn ! Rn . These mappings can be computed in closed-form manner , building

upon the foundational works by Dinh et al., [22, 30]. To construct a linearly invertible

neural network, we utilize the framework of the real non-volume preserving architecture
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proposed by [21]. The basic unit of this network comprises a reversible bijective network,

incorporating two interconnected linear coupling layers. During the forward processing

stage, as described by equation (4.1), the input vector, denoted asu , is partitioned into u 1

and u 2. These halves are then linearly transformed using translation functionst i (�), where

i 2 1; 2, and they are modeled by linear neural networks trained in the forward pass. The

output are the concatenation [v1; v2], which are computed as

v1 = u 1 + t2(u 2)

v2 = u 2 + t1(v1)
(3.3)

Given the output v = [ v1; v2], the above expressions are easily invertible as follows:

u 2 = v2 � t1(v1)

u 1 = v1 � t2(u 2)
(3.4)

Importantly, the mappings t i can be arbitrarily complex functions. In our implementa-

tion, we implement bijectivity by a fully connected linear layers with linear activations and

use deep INN which is composed of a sequence of these reversible blocks. One advantage

of INNs is that can we can train them on the well-understood forward processK and get

the inverse K � 1 for free by running them backward. This provides a unique opportunity

to develop a uni�ed model that integrates both forward and inverse dynamical processes

seamlessly.

3.3.3 Koopman Operator Theory

The Koopman theory proposes a framework that allows us to study complex systems

in a linear space. According to this theory, every nonlinear dynamical system can be

transformed into a form where the evolution of observations can be described by an

in�nite-dimensional Koopman operator. This operator operates on the space of all possible

measurement functions, which can be fully represented through a linear map. Formally,

we de�ne the Koopman operator asK1
F : G(M ) ! G (M ), where G(M ) is the space of

real-valued measurement functions, represented byg : M ! R. The Koopman operator

maps between function spaces and transforms the observations of the state to the next time
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step. Mathematically, the action of the Koopman operator on a measurement functiong at

time t is given by:

K1
F g(x t ) = g(K1

F (x t )) ; (3.5)

where F (x t ) represents the transformed state of the system to the next time step. Also,

the Koopman operator is a linear operator. This means that for any real numbers� and � ,

the following linearity property holds:

K1
F (�g 1 + �g 2) = � K1

F g1 + � K1
F g2

This property ensures that the Koopman operator preserves the linear structure of the

measurement functions' space.

3.4 Koopman Invertible Autoencoder (KIA)

For forecasting future observations, an intuitive route is to design a neural network that

e�ectively learns an approximation of the mapping denoted by F . However, a model

developed using this approach ignores the underlying dynamics and can be hard to analyze.

To address these challenges, we propose to develop the Koopman Invertible Autoencoder

(KIA), which is built upon the Koopman theory and INNs. In the following, we �rst provide

an overview of the Koopman Autoencoder and how it incorporates the concepts from the

Koopman theory. Subsequently, we will describe the integration of INNs, focusing on how

they facilitate bidirectional modeling and contribute to the robustness of our proposed

model.

3.4.1 Koopman Autoencoder (KAE)

Due to the in�nite-dimensional nature of K1
F in Eq. (4.3.3), the practical use of the

Koopman theory requires creating a �nite-dimensional approximation that is capable of

encapsulating the majority of the dynamics at play. We denote �nite-dimensional Koopman

operator by KF . The primary objective of the KAE model lies in the discovery of the

matrices KF and the nonlinear transformation of observation to the Koopman subspace
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Figure 3.2: Prediction errors over a time horizon of 2000 steps for clean and noisy pendulum
observations with initial conditions � = 0 :8 (top row) and � = 2 :4 (bottom row). The �rst
column shows the clean results, the second column shows results with small noise, and the
third column shows results with large noise. (Best seen in color)

that allows for an accurate recovery of the underlying dynamics. The Koopman autoencoder

consists of an encoder
 e, which maps observations to the Koopman subspace, and a

decoder 
 d, which maps the Koopman subspace back to the observation space. Both

encoder and decoder are represented by neural networks. The training of the networks is

conducted by minimizing the discrepancy between the input (x t ) and its corresponding

output ( ~x t = 
 d � 
 e(x t )) . This guarantees that the encoder and decoder are solely

responsible for encoding and decoding processes and do not learn any dynamics. This can

be formally represented as
 d � 
 e � I , where I stands for the identity function. The loss

function to train this network is given by:

L Recon =
1
n

nX

t=1

k
 d � 
 e(x t ) � x t k2
2 ; (3.6)

which measures the mean squared error between the reconstructed and original data points

over a dataset of sizen.
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Modeling Forward Dynamics In general, KF prescribes a rule to move forward in time

i.e. x̂ t+1 = 
 d � K F � 
 e(x t ). We can leverage this relationship for multi-step forecasting

as : 
 d � K l
F � 
 e(x t ) � x t � F l , i.e., we iteratively obtain forward estimates. In order to

accurately represent these forward dynamics, we apply a linear invertible neural network

to serve as the approximate Koopman operator, denoted asKF . Our encoding network,

denoted as
 e, processes observationsx t to acquire a latent representation zt , in which the

dynamics become linear through the encoder structure. During the forward evolution step

(Eq 4.1), the input vector, referred to as zt , is divided into two equal parts, zt 1 and zt 2,

which are then propagated forward as follow:

zt+1 ;1 = zt;1 + t2(zt;2)

zt+1 ;2 = zt;2 + t1(zt+1 ;1)
(3.7)

where the concatenation of output [zt+1 ;1; zt+1 ;2] from INNs represent the forward evolution

in Koopman subspace. In our tests, we noticed that our models predict as well as generalize

better in multi-step forecasting, compared with the traditional auto-regressive approach

that computes one step forward at a time. Given a choice ofk forward prediction steps, we

de�ne the following forward dynamical loss term:

L fwd =
1

k � n

kX

l=1

nX

t=1

k
 d � K l
F � 
 e(x t ) � x t+ l k2

2 ; (3.8)

3.4.2 Bidirectional Modeling

The majority of Koopman-based networks currently available [47,49] primarily focus on

modeling forward dynamics. A bene�t of preserving linearity in the latent space is that the

evolution matrix KF can also be exploited for backward prediction via its inverse:K � 1
F , i.e.,

�x t � 1 = 
 d � K � 1
F � 
 e(x t ). KAE architectures that employ the liner layer [47,49] to learn

forward dynamics cannot learn the backward dynamics due to the high computational cost

of matrix inversion, which is typically O(n3). Another approach to implementing backward

dynamics is through independent linear layers [67], but this may limit the capacity to

capture the intrinsic dynamics due to the lack of knowledge sharing between the forward

and backward states. Earlier methods have also examined the integration of backward
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dynamics into their non-linear model, such as in bi-directional RNN [71]. However, the

inherent nonlinearities of a typical neural network make it di�cult to constrain the forward

and backward models.

Our tests found that models trained for forward prediction typically produce poor,

backward predictions. In contrast, considering both forward and backward dynamics can

contribute to more e�ective training of KAE. Speci�cally, incorporating backward dynamics

ensures linearity in the low-dimensional space while regularizing the consistency with the

forward run. To address this limitation, we propose modeling the forward and backward

dynamics in the low-dimensional space using INNs which are invertible by design and very

e�cient. In contrast to existing methods that use separate structures and parameters

for backward modeling, our model allows for the direct back prediction through the INN

structure (Eq. 4.2). Speci�cally, the latent representation zt (
 e � x t ) is divided into two

parts, zt 1 and zt 2, which are then propagated backward as follow:

zt � 1;2 = zt;2 � t1(zt;1)

zt � 1;1 = zt;1 � t2(zt � 1;2)
(3.9)

where the concatenation of output [zt � 1;1; zt � 1;2] from INNs represent the backward evolution

in Koopman subspace. As with forward dynamics, we noticed that our models predict as

well as generalize better in multi-step backcasting. Given a choice ofk backward prediction

steps, we de�ne the following backward dynamical loss term:

L bwd =
1

k � n

kX

l=1

nX

t=1

k
 d � K � l
F � 
 e(x t ) � x t � l k2

2 ; (3.10)

We derive our KIA framework for analyzing temporal data by integrating all the above

components. Our model undergoes training by minimizing a loss function whose minimizers

guarantee that we achieve an optimized autoencoder and get accurate predictions over time

by e�ectively capturing both forward and backward dynamics. We de�ne the complete

training loss as

L = � ReconL Recon + � fwd L fwd + � bwd L bwd ; (3.11)
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where � Recon; � fwd ; � bwd , are parameters that balance between reconstruction, forward and

backward prediction. Figure 4.2a (left) depicts our network design with an encoder, decoder,

and an INN-based Koopman module for forward and backward dynamics computation.

Figure 4.2a (right) illustrates our loss landscape.

3.5 Experiments

To evaluate our proposed approach for long term temporal modeling, we perform a compre-

hensive study on two datasets, i.e., the pendulum dataset and the sea surface temperature

dataset, and compare with state of the art Koopman-based approaches as well as baseline

sequential models.

3.5.1 Nonlinear Pendulum

Dataset Description: We evaluate our models on a non-linear pendulum, whose behavior

is described by a second-order ordinary di�erential equation (ODE), where the angular

displacement from equilibrium, denoted by � , follows the equation d2 �
dt2 = � g

l sin(� ). We

use standard parameters for the length,l (1), and gravity's acceleration, g (9:8 m=s2).

The pendulum's behavior is di�erent based on the initial angle. A small initial angle

results in simple harmonic motion, while a larger initial angle introduces non-linearity

and complexity. With this in mind, we conducted experiments using two speci�c initial

angles for oscillations,� = 0 :8 and � = 2 :4, over a period ranging from 0 to 400. We also

employ a random orthogonal transformation in R64� 2 to convert our input data points into

a high-dimensional space. This transformation results in observations that reside inR64,

enhancing the representation of the original data. We collected 4,000 evenly spaced points

in R2 over the time interval t = [0 ; 400]. This dataset was divided into training (400 points),

validation (1,500 points), and testing (2,100 points) sets. The model was trained on the

training set, hyperparameter optimized using the validation set, and the �nal resulting

model was evaluated on the test set.

Baselines: Koopman Auto Encoder (KAE) [49]: This network model approximates

the Koopman operator by only looking at its forward dynamics.

Consistent Koopman Auto Encoder (C-KAE) [67]: This network model builds upon the
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Table 3.1: Pendulum Results: KIA model shows signi�cant error reduction, especially in the
last 100 predictions, demonstrating e�ective capture of long-range temporal dependencies.

Model � Prediction Error (Avg)

All Value First 100 Last 100

KAE 0.8 0.273 � 0.151 0.020� 0.005 0.514� 0.014
C-KAE 0.8 0.080 � 0.044 0.009� 0.001 0.154� 0.003
RNN 0.8 0.026� 0.013 0.008 � 0.001 0.050� 0.001
KIA 0.8 0.010 � 0.002 0.011� 0.001 0.011 � 0.001

KAE 2.4 0.416 � 0.236 0.024� 0.010 0.794� 0.015
C-KAE 2.4 0.270 � 0.153 0.022� 0.006 0.524� 0.010
RNN 2.4 0.043� 0.023 0.008 � 0.001 0.083� 0.001
KIA 2.4 0.014 � 0.004 0.009� 0.001 0.022 � 0.001

original KAE and incorporates both forward and backward dynamics by using two separate

Koopman operators. Further they enforce consistency between these operators by approxi-

mating one to be inverse of the other through consistency loss.

Long Short-Term Memory (LSTM) : We further conducted a comparison against an LSTM,

a variant of a recurrent neural network (RNN). This model is designed to learn a nonlinear

function x t ! x t+1 directly. During the inference phase, this function takesx t as input

to predict x t+1 , x t+2 ....x t+ k recursively. We use two LSTM layers, each with a hidden

dimension of 64.

All Koopman-based models, including our proposed method, utilize the same encoder-

decoder architecture. Speci�cally, we employ a three-layer feed-forward network (128, 64,

8) with non-linear activations. While specialized architectures like convolutional neural

networks with non-linear layers are another option, previous research has shown that these

architectures do not o�er any advantages for Koopman-based approaches [72]. All models

underwent training for 500 epochs, utilizing Adam optimizers with identical learning rates.

The training, validation, and test sets were consistent across all models. An early stopping

criterion was also applied, terminating training if the validation loss did not decrease for 20

consecutive epochs. Moreover, the models were trained using the same random seeds to

ensure consistency.

Experimental results. To evaluate prediction performance, we use scale invariant
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Table 3.2: Results for pendulum with Low noise.

Model � Prediction Error (Avg)

All Value First 100 Last 100

KAE 0.8 0.262 � 0.140 0.078� 0.001 0.508� 0.020
C-KAE 0.8 0.250 � 0.106 0.082� 0.003 0.421� 0.012
RNN 0.8 0.149� 0.058 0.076 � 0.001 0.253� 0.012
KIA 0.8 0.109 � 0.028 0.077� 0.001 0.162 � 0.010

KAE 2.4 0.500 � 0.274 0.029� 0.007 0.901� 0.014
C-KAE 2.4 0.367 � 0.195 0.032� 0.004 0.662� 0.010
RNN 2.4 0.113� 0.060 0.026 � 0.001 0.217� 0.004
KIA 2.4 0.042 � 0.012 0.026 � 0.001 0.065 � 0.001

Table 3.3: Results for pendulum with High noise.

Model � Prediction Error (Avg)

All Value First 100 Last 100

KAE 0.8 1.347 � 0.715 0.211� 0.007 2.337� 0.033
C-KAE 0.8 0.687 � 0.261 0.224� 0.010 1.042� 0.017
RNN 0.8 0.468� 0.188 0.214� 0.005 0.794� 0.019
KIA 0.8 0.298 � 0.075 0.210 � 0.005 0.440 � 0.023

KAE 2.4 0.757 � 0.362 0.063 � 0.008 1.173� 0.016
C-KAE 2.4 0.619 � 0.322 0.066� 0.005 1.102� 0.021
RNN 2.4 0.227� 0.111 0.077� 0.004 0.421� 0.009
KIA 2.4 0.126 � 0.039 0.076� 0.003 0.198 � 0.004

Table 3.4: Varying amount of training data for pendulum with � 0 = 2 :4.

Model Training Points Prediction Error (Avg)

RNN 200 0.129� 0.06
KIA 200 0.052 � 0.04

RNN 300 0.087� 0.06
KIA 300 0.035 � 0.03
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relative forecasting error at each timestep which iskx̂ t � x t k2
kx t k2

. In order to assess the long-term

forecasting capabilities of our models, we perform forecasts over a horizon of 2,000 steps,

using 30 di�erent initial observations. The mean and standard deviation of prediction errors

for these initial observations are presented in Table 3.1. Additionally, we provide insights

into prediction capabilities across di�erent time spans by reporting the average prediction

error over all timesteps, the �rst 100 timesteps, and the last 100 timesteps.

The average predictions for condition� 0 = 0 :8 are consistently lower than for � 0 = 2 :4,

indicating that � 0 = 2 :4 introduces more complexity and non-linearity. The RNN model

performs better in the �rst 100 timesteps, suggesting its strength in capturing short-term

temporal dynamics. Still, the KIA model shows a remarkable 300% improvement in long-

term prediction accuracy over RNN on average. We attribute this improvement to the

KIA model's ability to capture long term trends by learning inherent characteristics via

mapping forward and backward dynamics in a single network. C-KAE, which considers

both forward and backward, outperforms the KAE, which emphasizes the importance of

studying backward dynamics but lacks consistency as it uses separate layers.

Robustness comparison Temporal physical processes often have noisy measurements

due to sensor limitations and environmental conditions. We simulated the behavior by

applying additive white gaussian noise with zero mean and varying standard. Speci�cally,

to test model robustness, we evaluated KIA with perturbed inputs using small (0.1 std)

and large (0.2 std) noise levels, and the results are depicted in Table 3.2 and Table 3.3

respectively. The noise disrupts the regular oscillation of the pendulum, causing slight

deviations in its motion. Consequently, the system becomes more chaotic and di�cult to

accurately predict, resulting in increased errors as the noise levels rise. Interestingly, the

KAE and C-KAE models shows more performance deterioration compared to the RNN and

KIA models, especially over longer time horizons. Also, in table 3.3, we observe signs of

over�tting in the KAE and C-KAE models, as indicated by lower errors in the initial 100

predictions and higher errors in the last 100 predictions. Figure 3.2 illustrates the prediction

error of the pendulum over 2,000 steps for clean and noisy observations. Comparing the

RNN and KIA models, we �nd that KIA outperforms RNN, particularly over longer time

horizons, even in the presence of noise. This highlights the robustness of KIA in e�ectively

handling variations and disturbances in the input signals while capturing the true dynamics.
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Figure 3.3: Visualization of Prediction Trajectories on clean (top) and noisy input(bottom).
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Figure 3.4: Example SST regions of the Persian Gulf (left) and Southeast Asia (right).
The Persian Gulf, has a high temperature range of 23-35°C, displaying high variability,
while Southeast Asia, has a range of 26-31°C, represents a low variability region.

E�ect of the size of the Training Data Furthermore, to evaluate the in
uence of

the labeled data size, we conducted experiments by utilizing di�erent proportions of the

training data on the top-performing RNN and KIA models. The results are presented in

Table 3.4, where we compare the average prediction error obtained using subsamples of 200

and 300 instances from the training datasets. The KIA model consistently outperformed

the RNN model in test error accuracy, even with fewer labeled data points, indicating its

superior robustness and e�ciency in using available data for precise predictions.

Visualization of Prediction Trajectories To gain further insights, we visualize the

prediction trajectories of our models for an initial condition of � 0 = 2 :4. Figure 3.3 shows

the trajectories generated using clean and noisy inputs, with the true trajectory shown in

violet. Both KIA and RNN models are shown to excel in capturing the pendulum dynamics,

regardless of the presence of noise. The red and green lines align closely with the true

trajectory, indicating their e�ectiveness. However, the predicted trajectories of the KAE and

C-KAE models exhibit increasing deviations from the true trajectory, especially over longer

time periods. The introduction of noisy inputs further ampli�es these deviations, leading to

a more pronounced divergence from the actual trajectory. This highlights the advantage of

using KIA which utilize both forward and backward dynamics to learn underlying dynamics.
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