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Chapter 1

Introduction

There is a prevailing belief in the computer vision community that egocentric vision will,
one day, enable training of contextualized Al agents by learning skills from observed
human demonstrations. This belief stems from the fact that the visual observations
from egocentric vision, as opposed to third-person vision, are likely to match with one
being observed by an autonomous Al agent. One prominent example of such an Al
agent is that of a wearable AR glass. Only when mastering human demonstration
skills, this Al agent can provide contextualized assistance to its egocentric wearer. A
large amount of datasets have been collected, including EGTEA Gaze+ [1] (10 hrs),
EPIC-Kitchens [2] (100 hrs), and Ego4D [3] (+3000 hrs), with extensive annotations in
the form of activity narrations, action labels, object classes. They have been serving
well for computer vision themselves. For instance, they have their own benchmark
challenges that facilitate community competition for the best activity recognition tasks
every year. These datasets, however, have made minimal impact on training skilled Al
agents to date.

We argue that this impact gap is due to neither the size of data nor the quality of
annotations but because of the fundamental representation tailored to these 2D tasks.
For example, to learn a skill such as object manipulation, the vision system must be able
to parse an object-centric representation including 3D complete geometry and semantics
in the presence of occlusion. The existing robotics 3D datasets [4, 5, 6, 7, 8, 9, 10, 11]
are unsuitable to accomplish such tasks because of its limited generalizability as they

were collected in uncluttered, controlled, and fully observable environments observed
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from third-person perspectives. It is non-trivial to derive 3D object annotation from

existing large-scale unscripted egocentric datasets such as EPIC-Kitchen [12].

To bridge this gap, a new dataset calledlndoor 3D E gocentric Object dataset
(IDEO) was created. Part of this dataset consists of images with tted 3D object
models of objects being manipulated by hand. These annotations are in the form of 3D
shape and 9-DOF pose (translation, rotation, and scale). These images are collected
by 85 subjects who wore egocentric RGBD cameras while performing unscripted daily
activities such as cooking, eating, and cleaning. The action labels for each activity in
the video sequence is also annotated. Example annotations with action labels can be
seen in gure 1.1. We use deformable 3D template meshes from ShapeNet [13] with
six categories including bottles, bowls, cellphones, cups, knives, and spoons to t to
an RGB-D image. These annotations were done manually by crowdworkers. A novel
annotation tool was developed to make the task of annotating the 3D 9-DOF object
pose as simple as possible so that these untrained crowdworkers would be able to give

accurate annotations.

Figure 1.1: Hand primitive motions associated with each object category. We show one
representative image, the 3D object annotation in the camera view point (Egocentric

View), and its rotated view (Novel View).



Chapter 2

Related Work

In this section, we review common datasets used for objects pose estimation to highlight
the advantages of our IDEO dataset and discuss the baseline methods for the benchmark
challenges. See Table 2.1 for a summary of the datasets.

Object Centric Datasets T-LESS [4], Rutgers APC [20], ObjectNet3D [21], Pas-
cal3D+ [22], IKEAobject/IKEAroom [23], Pix3D [24], Occluded-/LineMOD [5, 6], and
YCB [7]/YCB-Video [25] are commonly used datasets for evaluating object pose esti-
mation methods. These datasets lack diversity as well as complexity since there are
only a few instances of objects in controlled environments. Recently, the large-scale
Objectron [15] and CO3D [16] datasets, comprising short object-centric video clips, are
proposed to study the objects' pose and shape in the category-level. Objectron provides
a metric scale sparse point cloud with 3D annotated bounding boxes for each object
in a video. While Objectron and CO3D support dense point cloud reconstruction of

common object categories and the diversity of objects that these datasets o er are great

IDEO | Instance-level | Category-level | Hand-object | Scene-object| Egocentric

(Ours) [8, 6, 7] [14, 15, 16] [8, 9, 11] [17, 18] [19, 2, 3]
Hand-manipulated | Yes No No Yes Yes Yes
Egocentric Yes No No Yes No Yes
Category-level Yes No Yes No Yes Yes
3D annotation Yes Yes Yes Yes Yes No

Table 2.1: Comparison between classes of datasets in terms of diversity and complexity.
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tools to study object pose estimation, they lack the complexities of egocentric data: (1)

diverse camera tilt, (2) motion blur, (3) occlusion (caused by other objects and hands).
Hand and Objects Datasets HO [8, 9], H20 [10], and DexYCB [11] are datasets
used for analyzing hand and object interaction. H20O is recorded with a head-mounted
camera that is suitable for egocentric activities. However, due to the high complexity
of their set-up (synchronized multiview RGB-D rig), these datasets are constructed in
a highly-controlled environment with only a few objects' instances. While our dataset
does not provide annotation for hand, it comprises unscripted activities with a large
collection of objects in the wild.

Scene and Objects Datasets Scan2CAD [17] and RIO [18] are RGB-D scan datasets
of static scenes that contain the 3D reconstructions of the scene and 3D annotations
for objects. Speci cally, objects' keypoints are annotated manually in 3D scans so as
to compute the 9 DOF that aligns the CAD models into the scan. In contrast, our
egocentric dataset is captured during natural daily activities with natural ego-motions
and object interactions.

Egocentric Datasets EPIC-KITCHENS [19, 2] and Ego4D [3] are large-scale egocen-
tric datasets, however, they do not have 3D object annotations. Due to the lack of 3D
(depth) sensor, it is not trivial to further extend these datasets with 3D annotations.
Category-level Object Pose  Previous work [14, 15, 26, 27] has been utilizing a single
view RGB-D image to estimate the 5-, 7-, or 9-DOF object pose at the category level.
The popular CAMERA dataset [14] that comprises a large set of synthetic data and
a small portion of real data has been utilized to study this task [14, 26]. Due to the
domain gap between real and synthetic data, the models trained on CAMERA dataset
show weak generalization on realistic egocentric dataset, especially when the object is

manipulated by hands.



Chapter 3

Data

3.1 Data Collection

| was not involved in the data collection step, but the data was collected using a microsoft

azure kinect camera attached to a helmet as can be seen in gure 3.1. The camera
collects RGBD image data as well as inertial measurement unit data. The subjects are
asked to perform diverse daily indoor activities, e.g., cleaning, cooking, shopping, dish

washing, and vacuuming, while excluding stationary activities such as watching TV.

Figure 3.1: Data collection setup showing the belt worn by the subject holding a portable

battery, Nvidia Jetson for processing, and android phone for control.



Figure 3.2: Renders of the mean shapes used in our dataset. a) bowl, b) bottle, ¢) cup,

d) cell phone, e) knife, f) spoon

3.2 Data Selection

The six objects that were selected to be annotated in the collected data were bowls,
bottles, cups, cell phones, knives, spoons, and forks. Due to their similarity, spoons
and forks were grouped into a singular object category. The mean shapes for these
objects, as seen in gure 3.2 were selected from ShapeNet [13] with the exception of
the spoon and fork which were sourced from turbosquid, a 3D model sharing website.
These objects occurred at a high enough frequency in the collected data to be worth
annotating.

The most challenging part of creating this dataset was the selection of frames to be
annotated. Firstly, for our dataset we are only interested in the objects when they are
interacting with hands. Secondly, the point rend mask output must be Itered to select
the correct mask of the object interacting with the hand. This is di cult because point
rend outputs masks of many di erent object categories and also multiple masks of the
same object category. Lastly, the data needs to be sub-sampled su ciently to sparsify

the data by preventing annotating multiple frames with near identical object poses. We
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rst used an automated mask selection method using hand detection and optical ow

to match ow of the object to the ow of the hand. For cases where the automatic

selection failed we then switched to a manual selection.

3.2.1 Optical Flow and Hand Detection

The ideal way to do the mask selection is by using optical ow along with hand detection
to nd the mask that follows the path of the hand through the video. | was not involved
in the creation of this processing pipeline but it used RAFT [28] for the optical ow
and Frankmocap [29] for the hand detection. This method worked well for following the
same object throughout the scene, but it often failed to select the correct object that is

being manipulated by the hand.

3.2.2 Manual Selection

A manual mask selection tool was built using tkinter to allow annotators to view all of
the masks detected by pointrend and manually select the mask of the object of interest.
The tool also has the functionality to modify the object class label of the mask if the
object was incorrectly detected which happens sometimes with pointrend. This data
selection tool produced high quality masks and labels but was very tedious to use and

not very scalable, requiring the human annotators to go through thousands of images.

3.3 Data Preparation

Once the image and mask are selected, this information is fed into a data processing
pipeline in which the color image, depth image, object bounding box, object label, and
object mask are uploaded to an amazon s3 bucket. A unique passcode is generated for
the image/model pair and added as a key to a DynamoDB database with values holding
metadata about the image model pair, like where in the s3 bucket the image data can
be found. This data is in a format that can be read by the data handling class for the

annotation tool.



Figure 3.3: The manual selection tool with the image with all point rend results shown
in the top left, an image showing selected masks in the top right, a list of toggle buttons
to select di erent masks in the bottom left, text elds to edit the label of a mask in the

bottom center, and reject/select buttons to move to the next image after rejecting the

image or accepting the selected mask and label.



3.3.1 Object Pose initialization

In an e ort to minimize the work required by the annotator, and thus speed up the
annotation process, the initial pose of the model was calculated to be gravity aligned,
such that a bottle would be sitting upright on a table for example. This was done
because it is expected that most objects will be close to gravity aligned. The model
is also translated such that its centroid matches the centroid of the detected mask of
the object and its depth is set to 1 meter. After some annotations were completed,
the average scale of each class of object was calculated and used as an initial scale for

further annotations.

3.3.2 Camera Pose initialization

The annotation tool requires annotating the object pose in 3D from di erent viewpoints.
To reduce the workload of the EC2 instances, these viewpoints are pre-calculated. To
calculate the viewpoints, the camera is rotated around the expected location of the
objectto nd a view that is su ciently far away from the original view while maintaining
a high visibility of the object in the point cloud. The expected location of the object is
determined by taking the object pose initialization and moving the depth to the median
depth of the point cloud behind the mask segmented by pointrend. The camera is
then incrementally rotated around the median depth point and an image is rendered
at di erent points in a quarter sphere shaped pattern. The camera positions were
calculated using the following equations to rotate the camera around expected location
of the object.

Tij = Ry(Rx(Tc;):]) (3.1)

Where the transformation of the original camera position wrt the expected object
location, T, is rotated around the x-axis by Ry between the original camera position
and the camera looking straight forward using step i where i = [0,1] and then rotated
around the y-axis by Ry between 60 degrees using step j where j = [-1,1].

Using the rendered image, the visibility percentage of the object can be calculated
by taking a rendering of the object in the point cloud from that speci c viewpoint and

counting how many of the pixels of the model can be seen in the render. This was done
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by making the model a very speci ¢ color unlikely to be found in the image.

After the data processing is complete and uploaded to the s3 bucket and database,
The batch of passcodes is ran through a unit test that checks to make sure the passcode
has all of the required information to allow the annotation tool to function correctly,
namely it tests that the passcode loads into the data handler class properly, the object
pose is initialized, and the camera pose is initialized. These passcodes that pass the
unit test are then grouped together into a csv le formatted to be readable by Amazon
Mechanical Turk and posted as a batch of HITs. Any failed passcodes are removed from

the list recorded in a le for reprocessing.
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Annotation Tool

4.1 Architecture

4.1.1 Amazon Web Services

The annotation tool was deployed on Amazon Web Services (AWS) using EC2 instances,
DynamoDB databases, and S3 Buckets. Due to the annotation tool using packages
with a CUDA dependency, EC2 instances with an Nvidia gpu were required to run the
tool. The g4dn.16xlarge instance type was used to host the annotation tool. The RGB
image, depth image, object mask, and object bounding box coordinates of each image
were stored in an S3 bucket. A DynamoDB Key-Value NoSQL database was setup
with key values of passcodes and held data in elds that would allow the annotation
tool to nd the corresponding image data in the S3 bucket. Another DynamoDB was
created to hold the nal annotations along with the ID of the worker associated with
the annotation. This infrastructure was deployed to successfully host our annotation

tool an AWS.

4.1.2 Amazon Mechanical Turk

The annotation was presented to annotators through Amazon Mechanical Turk. Ama-
zon Mechanical Turk is a crowdsourcing marketplace where organizations can post an-

notation tasks, or Human Intelligence Tasks (further referred to as HITs), for workers to

11
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complete. Amazon Mechanical Turk has many di erent templates for tasks such as key-

point selection, object segmentation, bounding box creation, and image classi cation.
Unfortunately, they did not have any templates suitable for our annotation tasks, so a
custom tool needed to be built and deployed. Amazon Mechanical Turk has a "custom
survey" template that is meant to link to external survey sites such as survey monkey
or qualtrics. The link to the external website can be modi ed to link to any website,
so it was trivial to set this custom survey template to link to our annotation web app.

This allowed us to deploy our annotation tool successfully on Amazon Mechanical Turk.

4.2 Annotation Process

A great deal of e ort was put into making sure the annotation process was as simple
as possible for the annotator. Full 3D annotation was deemed to be too di cult for
crowdworkers so the task of object pose annotation in 3D was split into two sub-tasks
where the annotation tool is locked to 2D. First the annotator manipulates a model of
the object to overlay on top of the object of interest in the image from an egocentric
perspective. This manipulation is done via click-drag actions using di erent mouse
buttons. The model is converted from a triangle mesh into a line set to allow for easier
alignment by not obstructing the view of the object in the image behind the model.
Left click and drag is used to rotate the line set, right click and drag to translate the
line set, and scroll wheel to adjust the scale. Once the annotator is done with the 2D
alignment, the model is projected into a point cloud of the scene at a depth based on
the median depth of the points masked by the object mask. The annotator then uses
the scroll wheel to adjust the placement of the object to t into where they think it
should be in the point cloud. During this adjustment, the object's depth and scale are
proportionally adjusted such that the models 2D overlay on the image always stays the
same.

On the Amazon Mechanical Turk website, the annotator will select our Human
Intelligence Task (HIT) to work on. Once they decide to work on our HIT, they are
brought to a webpage that provides both a link to our web app and a passcode as

can be seen in gure 4.1. The annotator inputs their worker ID and passcode into the
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ask webserver. Next the ask webserver links the worker to a speci ¢ port with an

open3D web visualizer which displays an image and an object model that is speci ed
by the passcode. In the annotation tool, the annotator does the 2D alignment, then the
restricted 3D alignment. Once completed, they are brought to a screen letting them

know that their annotation task is completed.

Figure 4.1: Step 1: The annotator copies the passcode from the Amazon Mechanical
Turk page and clicks on the link to be taken to the annotation tool. Step 2: The
annotator inputs their worker id provided by Amazon and the passcode. Step 3: The
annotator is taken to the annotation tool where they align the model with the object in
the image. Step 4. The annotator ne-tunes the depth of the object to align with the
hand.

4.2.1 2D Overlay

The 2D overlay step of the annotation tool is the most important step of the annotation
process. The rst iteration of the annotation tool was actually just the 2D overlay step
but was found to be insu cient for our data. In this step, the annotator is shown an
image with a 3D model of one of our object categories overlaid onto the image. The

annotators task is to rotate, translate, and scale the model to overlay the corresponding
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item in the image. This task is di cult and requires human intelligence because the

object in the image will have inconsistent occlusion caused by the subjects' hand or
other objects. The annotator will have to use their best judgement to determine the
position of the object and how far the object might extend behind occlusions. This step
of the annotation process fully constrains the three degrees of freedom in rotation, two
degrees of freedom in translation, and pseudo-constrains the three degrees of freedom
of scale since we know the scale of the object at the pre-set depth of 1 meter used in
the annotation tool. From this scale at 1 meter, we can proportionally scale up or down

the object depending on the annotator's judgement of nal depth.

4.2.2 3D scale/depth re nement

After the annotator passes the 2D overlay annotation step, their annotation is projected
out into the point cloud created using the image and its corresponding depth data. Using
the scroll wheel, the annotator moves the line model along the projected scale/depth
line to align the line model with point cloud as seen in gure 4.2. This completes the
9-DOF constraint by constraining the 1-DOF depth and 3-DOF scale. This step could
be automated using any number of tting methods if the point cloud data was reliable,
but because our data is collected from a single viewpoint with a limited depth sensor,

the depth data is often not valid for the object of interest, requiring manual adjustment.

4.3 Managing Workers

Managing crowd-sourced workers is a challenge. Attracting and keeping good workers
is a balancing act of making the task easy enough, interesting, and rewarding while
making sure the task can not be abused by annotators not completing the work. This
can be tricky because the crowd worker's goal is to do the HIT's as quickly as possible
to maximize their earning rate while our goal is to get high quality annotations. Crowd
workers will try their best to nd ways to cheat the system and get paid for not doing
the work, so some validation was put in place in the annotation tool. A 30% loU
threshold was imposed for the 2D overlay annotation. This number may seem low, and

it is, but it is di cult to have a high loU threshold because of variations in mask shape,
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Figure 4.2: Showing the principle thought behind the 3D scale/depth re nement where
the initial scale and depth of the object are coupled in their adjustment to the nal

position in the pointcloud.
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mask quality, and occlusions. Depending on the orientation and occlusion of a knife, for

example, its mask could just be a small sliver, making it di cult for the annotator to
align the model in a way to pass this check. The 3D scale/depth re nement is impossible
to validate, it is the reason we need to do the human-in-the-loop annotation in the rst
place. For this annotation step, the only validation for annotation completion we can
do is to check to see if the annotator adjusted the depth at all, since it is safe to assume
that the depth must be adjusted because the object being manipulated by the hand is
less than 1 meter away.

The annotation was rst released with open access to anyone on the Amazon Me-
chanical Turk platform. Amazon Mechanical Turk allows restriction of access based on
some annotator criteria, such as their record of HIT acceptance rates, or "quali cations"
which are short tests to con rm the annotators competency in a certain domain before
allowing them to complete your tasks. The rst version of the annotation tool, with just
the 2D overlay step, was released with a reward 0$0.20. This HIT was very popular
and at some points we were collecting over 1000 pose annotations per hour. The reward
was lowered t0$0.15 per HIT and the 3D depth re nement step was added. After this
adjustment, we still had a large number of workers completing our HITs.

Because workers are able to submit the HITs even without doing any annotations,
it was necessary to monitor the submissions and block any workers who do not do
the actual work. It was important to block these workers because by submitting a
HIT without doing the annotation, they are taking away work from other workers who
would actually do the work, leading the need for more direct management of workers
and more frequent re-posting of HITs. For each batch, a csv is generated from Amazon
Mechanical Turk which was used to automatically approve/reject the HITs. Since each
annotation that is saved has a worker ID associated with it, it is possible to check each
submitted HIT on the csv to verify that an annotation is saved for the worker on that
particular HIT. If no annotation is saved for the submitted HIT for that worker then
their HIT is rejected and they do not get paid.

A custom report was generated for each batch to make it easier to manage the

workers. This report gives statistics about the batch such as total approval rate, worker
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speci ¢ approval rates, average time taken to complete a HIT, and time taken to com-

plete the batch of HITs. This report also picks out annotators with poor approval rates
so that they can be blocked.

Part of managing the workers is trying to keep the annotators happy. Annotators
don't like rejections, it e ects their access to other tasks due to restrictions on total
annotation acceptance rate. If you reject their HIT or mess something up, they will
complain to you. | once received 25 email complaints overnight from annotators after
accidentally uploading a bad batch.

After a certain point, a small group of competent annotators were selected to con-
tinue the annotation process, and the HIT on Amazon Mechanical Turk was restricted
to only about 70 annotators that met some requirements, namely they must have com-
pleted over 500 of our HITs and they must have had above an 80% approval rate. This
restriction greatly reduced the number of rejections per batch, meaning less work needed
to be done to continually re-post rejected HITs.

1685 annotators in total participated in the annotation process on Amazon Mechan-

ical Turk.



Chapter 5

Post Processing

5.1 2D only ICP

Figure 5.1: Showing camera limitation for noisy/bad depth. The top row shows an
example of a transparent object not being detected by the depth sensor. The bottom

row shows an example of a re ective object not being detected by the depth sensor.

The rst trials of the annotation tool were launched with just the image overlay
alignment step and doing using an iterative closest point algorithm to t the model into
the point cloud, this worked well for opaque objects but for transparent and re ective

objects, the depth data was very noisy or non-existent as seen in gure 5.1. This led

18
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to the results of ICP of these objects to be invalid and was problematic because a large

number of items we use are transparent, re ective, or lack texture. Almost all bottles
are transparent plastic or glass, the same is true of bowls and some cups. A large
majority of knifes, spoons, and forks are made of re ective metal. This is what led to

the need for a second scale/depth re nement step to be added to the annotation tool.

5.2 Consensus

Even with our numerous checks to make sure our crowd workers were not cheating us, it
was necessary to get multiple annotations for each object to reach consensus. To form
a consensus we collected three annotations for each object. If no consensus is formed,
then the image/object pair was re-posted to AMT to gather another annotation. Figure

5.2 shows some successful and unsuccessful consensus formation.

Figure 5.2: In the annotation tool, the annotator is given a linemodel initialized in red
which they manipulate to align with the object in the image, this example intermediate
alignment is shown in blue. Then the annotation tool switches to a restricted 3D view
where the annotator uses the scroll wheel to adjust the coupled depth and scale to the
nal annotation shown in green. On the right side of the gure, examples of successful

and unsuccessful consensus are shown.

In order for the annotations to reach a consensus, two requirements were imposed.

The 3D loU of the annotations must be above a certain threshold and the di erence in
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angle between annotations must be bellow a threshold. The 3D loU threshold was set

to be 0.5 for thick objects like bottles, bowls, and cups but was lowered to 0.15 for thin
objects like knife, spoon, fork, and cell phone. Thinner objects had a lower threshold
because a di erence in translation for thin objects has a much larger e ect on the 3D
loU than it does for thicker object. Similarly, the di erence in angles between the thick
objects and thin objects was di erent with the di erence in angle for thick objects up

to 90 degrees and 30 degrees for thinner objects.

5.21 3D loU

The 3D loU was calculated using pytorch3D [30] box3doverlap function. To use this
function, an oriented bounding box is generated from each pose annotation. The eight
corner coordinates of the annotation bounding boxes are stacked into a nx8x3 ten-
sor where n is the number of annotations. These coordinates are then fed into the
box3d_overlap function from pytorch3D which calculates the overlapping volume and
loU between all bounding boxes, returning a nxn symmetric matrix with the loU values
of each bounding box comparison. The diagonal are all ones. The calculation is done

using the following equation
_jA\ Bj
JA[ Bj

where A is the volume of the bounding box of one object and B is the volume of bounding

loU (5.1)

box of the other object.

5.2.2 Dierence in Angle

The di erence in angle between annotations is done using the annotated rotation ma-

trices to calculate the distance between rotations. This is done using the equation

trRiR; 1

= arccos > (5.2)

Where the di erence in angle, , is calculated by taking the arccos of the trace of R and

R> which represent the rotation matrix of annotation 1 and annotation 2 respectfully.
Object symmetries were taken into account before the di erence in angle was cal-

culated. For objects that were radially symmetric, the rotation matrices were rst con-

verted to yxz euler angles, the axis of symmetry y-angle was set to zero, then converted
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back into a rotation matrix.

5.2.3 Final Selection

Once a pair of annotations passes the consensus check, the annotation with the largest

2D loU is selected as the nal annotation.



Chapter 6

Experiments

To evaluate the quality of the data collected quantitatively, ground truth object pose
needed to be established. To do this, A subset of the data was selected and annotated
manually by me, taking care to make sure that each annotation was accurate using my
best judgement, which meant restarting the annotation if | felt the 2D alignment step
gave a poor result in the point cloud. 100 instances of each category were randomly
selected to be annotated, these ground truth annotations were compared to the results of
crowdworker annotations to evaluate the accuracy, speed, and cost of the crowdworker

annotations.

6.1 Annotation Accuracy

The mean translation error (L2 norm error) of the crowdworkers annotations compared

to my annotations was 5.0 cm with an average rotation error of 35.6 degrees. From
gure 6.1, we can see that knifes and spoons have the highest error. | believe this is due
to a combination of two factors: The depth data for knives and spoons was consistently
terrible, and the thin shapes make them more di cult to position correctly in the 2D
overlay step. The cell phone is the category that has the lowest error. | believe this is
because the depth data for the cell phones is generally good as well as the cell phones all
being close to the same size meant that the depth initialization that happens after the
2D overlay step gave near perfect results. Angular errors can be seen in some categories

as high as 175 degrees. This can be explained by a few things. Firstly, for some images,

22
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it is hard to tell which way an object is facing. For example, if a spoon is perfectly

perpendicular to the camera it can sometimes be di cult to tell if the convex side of
the spoon is facing the camera or facing away. Similarly for the cups, since the shape of
the model is nearly cylindrical it may be hard for the annotator to be able to tell which
end is the top of the cup versus the bottom.

Example 2D overlays of each category can be seen in gure 6.3. Almost all of
the overlays look reasonable. Some cell phone overlays look a little sloppy with some
annotations being larger than the object in the image. Some of the knife overlays don't
look particularly good. Some of this can be attributed to the 2D loU check during the
2D overlay annotation step. Due to the masks of the knives being rather small, it is
di cult or impossible to line the knife up correctly to get it to pass the loU check so
some crowdworkers found a way around this by making the knife smaller to just t
inside the bounding box displayed in the image. A potential x to this would be to just
use the blade of the knife model to do the IoU check but this was not implemented in
our work.

Some qualitative results of the complete 3D pose annotations can be seen in gure
6.4 where the ground truth annotations are compared to the annotations from crowd-
workers. The results re ect what we see in the average translation and rotation errors
where the distance between the two annotations is reasonably close and the rotation is

a little bit o for some of the examples.

6.1.1 Consensus E ectiveness

To check the e ectiveness of the consensus, the annotation accuracy of the consensus
annotations are compared to the accuracy of the annotation if we just picked the rst
annotation received from the annotators, e ectively just taking one annotation for each
image/model pair. The translation error from these rst-picked crowdworker annota-
tions compared to my annotations was 5.7 cm and the mean rotation error was 39.3
degrees. That is an increase in error of 0.7 cm and 3.7 degrees when compared to the
results from forming a consensus. From gure 6.2 we can see how the consensus does
improve the accuracy and precision of annotation. The mean error of translation im-

proves due to the consensus for every category with the exception of the bottle category.
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The mean error of rotation also improves due to the consensus for every category. The

error bars are similar size or smaller for most categories meaning the errors are more

concentrated around the mean.

6.2 Annotation Speed

It took 7 hours and 40 minutes to annotate the randomly selected 600 annotations for
ground truth, 100 of each category. This averages out to 46 seconds per annotation.
The average speed of annotations from AMT was 108 seconds per annotation through
47,006 annotations. The annotation of the 600 selected annotations was done using
a slightly di erent setup than the AMT annotators. | didn't bother going through
copying and pasting the passcode into the web app. Just the annotation tool hosted on
a local computer was used. The 2D loU check during the 2D overlay annotation step
was removed, as well as the check after the depth/scale re nement. This was done to
ensure that my annotations could be as accurate as possible because of the limitations
of the pointrend mask have on the 2D overlay loU check. To compare speed of my
annotations with the speed of crowdworker annotations, the addition of 20 seconds of
time to load the annotation tool and 5 seconds of time to get back to the amt website
can be added to bring my annotation speed adjusted for similar annotating conditions
to the crowdworkers to 71 seconds per annotation.

It should be noted that the number of annotations per HIT could be increased to
increase the time e ciency of the AMT workers, so instead of having to go through the
AMT website once for each annotation they do, they could do three or more annotations
per cycle through the AMT website.

It can also be noted that having a large number of crowdworkers allows for the work
to be done 24/7. The crowdworkers were able to complete a batch of 16707 annotations
in approximately 67 hours meaning they averaged 249 annotations per hour over a 67
hour period which would require 10 trained annotators to match their speed if the

trained annotators are working 8 hours a day for 3 days.
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Figure 6.1: Scatter plots showing the error between the annotations from crowdworkers

and ground truth annotations done by highly skilled annotator. The plots are split up

by model category and show the results comparing 100 annotations from each category.

The mean results of each category and also the mean of every category combined are

shown in each plot.
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Figure 6.2: gure with errors bars comparing the annotation accuracy of the results
of the crowdworker annotations using consensus vs rst pick annotations. Translation

error can be seen on the left and rotation error can be seen on the right.

6.3 Annotation Cost

The main limitation of this annotation method using crowdworkers was the cost. With
the cost $0.15 for each HIT completed and multiple HITs needing to be done to reach
consensus being an issue. 8242 images were posted but only 6043 found consensus.
48,688 annotations were collected for a total cost of $7,303.20 or an average cost of
$1.21 per annotation after consensus. If just the rst completion of the HIT were to
be used, the expected cost would be just $1236.30 and all 8242 images would have an
annotation. If a highly skilled annotator can complete each annotation in 46 seconds,
then 78.3 annotations can be completed per hour. At a pay rate of $15 per hour, each
annotation would cost $0.19 if done by a skilled annotator. This brings up an interesting
value proposition for annotations. The annotations from the skilled workers cost $0.19
per annotation with minimal to zero error, the annotations from crowdworkers without
forming consensus cost $0.15 and have an average of translation error of 5.7 cm and

an average rotation error of 39.3 degrees, and the annotations from crowdworkers while
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