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ABSTRACT
In the safety-critical embedded system industry, one of the
key challenges is to demonstrate the robustness and depend-
ability of the product prior to market release, which is typ-
ically done using various verification and validation (V&V)
strategies. Directed verification testing is a common strat-
egy that performs black-box testing at the system level; how-
ever, it only samples a small set of specific system behaviors
and requires heavily manual effort. In this paper, we de-
scribe our experience and lessons learned of applying the
concept of constrained random testing on safety-critical em-
bedded systems as a complimentary testing methodology.
Constrained random testing enables us to cover many more
system behaviors through random input variations, random
fault injections, and automatic output comparisons. Addi-
tionally, it can reduce manual effort and increase confidence
on the dependability of both firmware and hardware.

Categories and Subject Descriptors
D.2.5 [Software Engineering]: Testing and Debugging

General Terms
Reliability

Keywords
Safety-critical embedded systems, constrained random test-
ing, practical experience

1. INTRODUCTION
Safety-critical embedded systems are embedded systems

whose failure or malfunction could result in death or serious
injury to people, property damage or loss, or damage to the
environment. Examples of well-known safety-critical embed-
ded systems are aircraft flight control systems, automotive
braking systems, and implantable medical devices. Correct
operation is of greatest concern to safety-critical embedded
systems because their consequences of failure can be serious.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
MoSEMInA ’14, May 31, 2014, Hyderabad, India
Copyright 14 ACM 978-1-4503-2851-7/14/05 ...$15.00.

One of the key challenges in the safety-critical embedded
systems industry is demonstrating the robustness and de-
pendability (e.g., reliability, safety, availability, etc.) of the
product prior to market release [1]. This is generally done
using a verification and validation (V&V) strategy that con-
sists of testing, reviews, analysis via formal methods, and
other techniques. Specifically, verification testing (VT) de-
notes the process that is performed to demonstrate that a
system or subsystem (e.g., hardware, firmware, etc.) meets
its requirements.

In order to perform VT on safety-critical embedded sys-
tems, a complete set of requirements and specifications should
be available, which are typically written in a natural lan-
guage (e.g., plain English) to describe the intended behavior
of the device. Test engineers then write VT tests that exer-
cise the device in a way that demonstrates whether a given
requirement is satisfied. Each VT test contains concrete
input values that trigger certain functionality and concrete
output values that the device is expected to produce. These
types of test inputs are commonly called directed test in-
puts, and these types of test oracles are commonly called
expected value test oracles [2]. After VT tests are created,
they are executed and will either return a pass or fail status.
If a test passes, confidence is gained in the dependability of
the system. If a test fails, the subsystem under test must be
manually inspected to diagnose the problem.

This directed test process is sufficient to demonstrate sys-
tem dependability; however, although it can be effective in
finding faults, it can still be improved due to the following
reasons:

• Only a small subset of the input space can be tested, and
there is no sound basis for extrapolating from tested to
untested cases.

• Heavily manual effort is still needed to not only write
concrete test input values for certain scenarios, but also
calculate the concrete expected output values to be as-
serted.

• Directed verification testing is usually performed in late
development stages and its cost is substantial with re-
spect to the overall development cost.

The concept of constrained random testing on safety-critical
embedded systems, including both firmware and hardware,
is a complimentary testing methodology that provides ad-
ditional benefit. For firmware, constrained random testing
enables equivalence testing of two different systems, or two
different versions of the same system, by providing each
with constrained random test inputs and checking whether
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they produce consistent results. One system (e.g., a verified
legacy system) serves as a source-of-truth or oracle and the
other system (e.g., a new system or an incremental version)
serves as the system under test. For hardware, random fault
injection on constrained hardware blocks enables the evalu-
ation of the architectural vulnerability factor (AVF), which
is a measure of the effect of single event upsets (SEUs) on
system behavior. Each SEU is simulated through a fault in-
jection at a random hardware location at a random time, and
is checked against an oracle that is provided by the original
system. By performing constrained random fault injection
testing, we can measure how SEUs impact the behavior of
the system.

In this paper, we describe our experience of developing
and applying this testing methodology. Specifically, we make
the following contributions to the safety-critical embedded
system community:

• We describe how constrained random testing can be per-
formed on both firmware and hardware in practice.

• We focus on lessons learned from applying this method-
ology as well as important design decisions we made in
order to balance cost-benefit.

• We describe the challenges encountered with implement-
ing such a test framework, provide design suggestions,
and highlight the obstacles that need further research
from the test community.

The rest of this paper is organized as follows. We intro-
duce background information on firmware and hardware ver-
ification testing in Section 2. We next describe our approach
towards realizing a constrained random test framework for
both firmware and hardware in Section 3. We discuss impor-
tant design decisions, challenges, and obstacles in Section 4.
We describe related work in Section 5, and present conclu-
sions and future work in Section 6.

2. BACKGROUND

2.1 Verification Testing
Verification testing is a black-box testing strategy at either

the system or subsystem level, and is performed to ensure
that the system under test meets its requirements.

Testing is an expensive and time-consuming set of activ-
ities. In fact, the cost of testing can be more than 50%
of overall development cost [3]. Because of the time and
manual effort involved in creating and running tests, typi-
cally only a few tests are created for exercising each required
behavior. To gain confidence in the validity of a test, the
concrete input values are determined by test engineers to
reflect likely use conditions. However, the vast majority of
the input space is left untested, and there is no sound basis
for extrapolating from tested to untested cases.

As illustrated in the top half of Figure 1, since we do not
know where the faults are in our system, we essentially make
educated guesses to choose the best input values and observe
the test results. If the test passes, we assume that the test
would pass for any combination of input values. However,
this assumption is generally invalid because there can be
hundreds of thousands of combinations of input values for
each use scenario or functionality, all of which can lead to a
large number of different system behaviors.

Figure 1: Coverage improvement through con-
strained random testing. The cloud represents an
embedded system, bugs represent faults, and dots
represent test cases

Despite the recent emergence of automated testing tech-
niques, heavily manual effort is still needed to not only write
concrete test input values for certain scenarios but also cal-
culate the concrete expected output values to be asserted.
Whenever there is a change in the requirements or design
of the device, or even a change in the testing environment,
test engineers have to re-write those concrete input values
as well as re-compute the corresponding concrete expected
output values.

Furthermore, directed verification testing is usually per-
formed in late development stages and it can be extremely
expensive. It has been recognized by both industry and
academia that the cost of fixing bugs can increase signifi-
cantly in later software development stages [4]. This fact
has driven researchers and engineers to develop techniques
to discover faults as early as possible by performing verifi-
cation activities at early development stages.

Constrained random testing could be used as a compli-
mentary test methodology to directed testing with the po-
tential to provide additional confidence in the test results.
Through random variations of input values, it would be pos-
sible to test a much larger part of the input space, as illus-
trated in the bottom half of Figure 1.

2.2 Hardware Fault Injection
Single event upsets (SEUs) are an important and well-

known phenomenon in electronics, caused by energetic at-
mospheric neutrons, thermal neutrons, and alpha particles.
There are numerous design techniques for safety-critical em-
bedded systems that enable continuous operation in the pres-
ence of SEUs, specifically memory error detection and cor-
rection methods [5].

When an embedded system is subject to an SEU, a variety
of consequences may result. At the simplest level, an SEU
may change the logic state of a gate (e.g., flip-flop, register,
etc.) and subsequently be over-written before the corrupted
data is ever accessed. Such an event causes no disruption
to the performance of a system and is never noted or ob-
served by any system monitor or seen by the user. On the
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other hand, if the corrupted data is subsequently accessed
and read, there is a possibility that the faulty data may
have zero impact to downstream logic due to logic masking.
For example, false masks all other operands in an and op-
erator and true masks all other operands in an or operator
(see Figure 2). Otherwise, the SEU may cause an error in
subsequent logic. The propagation of the error throughout
the embedded system may result in no observable impact to
the system performance, or it may trigger a more noticeable
effect that may be observed by end users.

Figure 2: Corrupted data masked by logic operators

Thus, not all observable changes translate into system fail-
ures, and in many embedded systems, the traceability of
SEU propagation to the visible output of the system is dif-
ficult to accurately determine based on simple analysis of
circuit cross-sections, gate counts, and estimates of suscep-
tibility. Simply assuming that all errors are bad errors may
drive extensive work or effort that is not necessary. It is ben-
eficial, therefore, to obtain a more accurate estimate of the
fraction of these random SEUs that actually cause a change
in the system behavior.

The effects of SEUs can be evaluated by means of the
architectural vulnerability factor (AVF), which is a measure
of how random SEUs impact the performance of the system.
Knowing the AVF enables us to determine if design changes
are necessary to meet customer dependability expectations.
If the AVF is small (i.e., when the fraction of SEUs that
cause significant errors is small), additional design effort may
not be required. However, if the AVF is large, it may drive
more extensive design mitigation techniques to obtain the
required level of acceptability.

3. APPROACH
In order to evaluate the constrained random testing method-

ology, we built a unified framework for both firmware and
hardware testing. This testing framework can automati-
cally: (1) generate and execute constrained random VT tests
in multiple test environments; (2) inject single event upsets
at random hardware locations and random times; and (3)
analyze test results and identify important cases for further
inspection. In this section, we present our design decisions
for building such a testing framework in detail.

3.1 Testing Framework at a High-level
The constrained random testing framework concept is il-

lustrated in Figure 3. Test inputs are automatically gener-
ated with random variations based on constraints. The con-
straints are helpful for narrowing the range of possible input
values and providing more meaningful test inputs to reach
hard-to-cover or interesting system behaviors. Test results
will identify risk areas and drive appropriate design changes.
This automated and continuous approach can maximize the

number of tested execution pathways. Hundreds of thou-
sands of random tests can be continuously run, and because
test coverage increases with time, this type of testing also
enables discovery of real reliability growth threshold [6].

Figure 3: Testing framework overview

The test framework contains three major components: (1)
a test generator that generates random test inputs based on
constraints (for both hardware and firmware); (2) a test en-
vironment for executing the tests; and (3) an output com-
parator that compares outputs from two systems and scores
the level of differences.

3.2 Constrained Random Test Generation
In order to create such a testing framework, we need a

test generator. The top part of Figure 4 shows the process
of generating constrained random test inputs.

Ideally, the test generator should take information from
implementation-independent sources such as formalized re-
quirements or test descriptions. However, such an ideal ar-
tifact is not always available and there is a gap between
requirements (written in plain English) and VT tests (writ-
ten in computer programming/scripting languages), all of
which prevent us from applying our testing methodology in
an ideal way. On the other hand, a large amount of existing
VT tests are usually available, and for quality reasons they
are typically well-formatted and well-documented.

We therefore have the following options for creating con-
strained random tests: (1) formalizing requirements; (2) cre-
ating implementation-independent test descriptions; and (3)
using existing tests to extract useful information. We com-
pared the cost-benefit of each of these options and concluded
that option (3) was optimal due to the following reasons:

• It can be relatively easy and inexpensive to automatically
extract information from existing VT tests using static
code parsing. Whether the existing VT tests were cre-
ated by test engineers or generated automatically, they
still follow certain rules and formats, which make them
machine readable.

• Although requirement formalization and an implementation-
independent test description language can be potentially
more efficient for generating new tests, these are not triv-
ial tools to construct, and would require a significant
amount of time and effort to implement and qualify.

Therefore, starting with existing VT tests, we wrote a
simple parser to extract all statements that set input pa-
rameter values and expected output values for the system.
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We then created a simple constraint description language
that supports constraint specification for input parameters.
Parameter ranges can be specified as continuous or discrete
values and they provide bounds for generating random val-
ues. Parameter dependencies can be specified through arith-
metic relations. Due to the real-time nature of safety-critical
embedded systems, the same parameter may need different
constraints at different test steps. In those cases, we made it
possible to assign unique tags to those parameter instances.
The constraints could then also be specified using those tags.
All constraints are specified in comments within the test
script using pre-defined formats and keywords. Specifying
constraints in comments has the benefit that the original VT
tests can still be used elsewhere without any side effects.

After extracting all applicable parameter information from
the original VT test, the test generator starts generating
random values for new tests. Uniformly distributed random
values1 are generated for each designated parameter based
on their ranges. A test may have multiple instances of a
parameter, each with different ranges and dependencies. If
there are any dependencies among parameters, they will be
checked: (1) if all dependencies are satisfied, we have a new
random test; (2) otherwise, we generate another set of ran-
dom values until we satisfy all constraints.

Figure 4: Test generator and output comparator

This “brute-force” approach is simple and effective, al-
though it may be inefficient in some cases. On average it
took less than 1 second to generate a new test, and several
seconds in the worst case. Using a constraint solver would
likely make the test generation more efficient, but it would
require additional time for us to study, for example, the dis-
tribution of random values a solver would produce or what
specific theory a given solver uses to generate random val-
ues. Instead of generating values in an unknown way, we
decided to use the current approach.

As discussed earlier, existing VT tests contain expected
outputs written as assertions. When they are being ex-
ecuted, actual outputs are checked against expected out-

1As randomness might be a concern in random testing lit-
erature, we generated seeded “pseudo-random” values by
standard deterministic methods rather than purely non-
deterministic random values, but we still use the term “ran-
dom” in order to be consistent with published work.

puts. If the actual outputs match expected outputs, the
test passes. Otherwise, the test fails. However, given ran-
domized test inputs in generated new tests, the expected
outputs in the original tests are no longer valid because
expected outputs are tightly coupled with their respective
inputs. Therefore, in the process of generating new tests,
all statements that check outputs were replaced with state-
ments that record the output values to a log file. Those
output variables and expressions were only recorded if they
were asserted in the original tests. This setting enables the
new tests to have the same strength as the original tests
from the oracle perspective, and will be further discussed in
Section 3.5.

3.3 Hardware Fault Injection
It is a common approach to estimate the AVF of an em-

bedded system by performing hardware fault injection stud-
ies [7].

Figure 5: Hardware fault injection

For these kinds of studies, the two comparison systems
include the original system and the system with a random
injected fault, as shown in Figure 5. To be more specific,
we can establish a baseline consisting of a variety of use sce-
narios (by executing a set of VT tests) with no introduced
faults, and store their output as the source of truth. In
small systems, a complete simulation of the state space can
be modeled, but typically the system will be large enough
to make it impractical to apply this approach. Thus, we
apply a sampling method that randomly injects faults (i.e.,
random bit flips) into the hardware model to reflect the ran-
dom nature of SEUs. We can execute the same tests and
compare the outputs of the system under test with the orig-
inal baseline source of truth. In the system under test, the
fault injector injects one random bit flip at a random time.
The random bit flip is selected from user-specified hardware
blocks, or all blocks by default. The random time when this
bit flip happens is a number between 0 and the total time
needed to finish the original test, which can be measured
when executing the baseline VT tests.

We can then obtain an important estimate of the AVF
of our system by repeating this process for a large number
of random faults and evaluating whether they lead to vis-
ible effects. The output comparator compares the output
produced by the baseline source of truth and the output
produced by the faulty system, and groups the results into
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different categories. For example, if 1000 random bit flips
are injected in 1000 separate executions and we observed
30 significant effects on output, then it would be concluded
that the AVF is 3% +/- statistical uncertainty. Knowing the
AVF provides quantified data for the analysis of potential
design solutions necessary to achieve system dependability
goals.

3.4 Test Environment
Because we are using existing VT tests, the test environ-

ment that executes them already exists. The constrained
random test framework executes the generated tests accord-
ing to the interface provided by the VT environment. There-
fore, the only thing we need to handle here is the generation
of automated scripts (e.g., shell scripts, batch scripts, etc.)
to enable automatic execution of a large number of gener-
ated random tests.

3.5 Output Comparison
The bottom part of Figure 4 shows the process of com-

paring outputs from two systems.
In the generated tests, we have replaced all expected value

test oracles (i.e., concrete expected output values that de-
termine whether a test passes or fails) with statements that
simply record actual output values into log files. This ap-
proach enables us to run tests without determining whether
they pass or fail, which is necessary because we cannot de-
termine whether a random test passes or fails without an
oracle. We therefore compare actual output values from two
different systems (or two different versions of the same sys-
tem) and determine whether they are consistent for a given
test execution. The output comparator maintains at least
the same oracle data [8] as the original tests and thus has the
same fault-finding capability from the oracle perspective.

To complicate matters, the system that is being used as
the source of truth may operate in a different test environ-
ment2 (including OS, IDE, HW breadboard, etc.) from the
system under test. For testing a system against a previous
version, or testing a system with injected faults against its
unaltered version, there is usually one single testing envi-
ronment. In these cases, our testing framework is able to
compare not only output values but also any intermediate
states that are recorded by the original tests. This enables
our testing framework to have stronger fault-finding capa-
bility because triggered faults might not propagate or be
observable in the output.

However, if we would like to test a new system against
a similar legacy system, each of which uses a different test-
ing environment, the output comparator can only compare
output values. This is because, although the same output
values can be recorded, different intermediate results will be
recorded in different ways. There are two difficulties here:
(1) we cannot add code to record intermediate results be-
cause it would change system behaviors such as timing; (2) it
is extremely difficult to align information from two different
testing environments. We will discuss these issues further in
Section 4.

Finally, the output comparator groups results into three
categories: (1) Functionally Equivalent, if two systems pro-
duce exactly the same results (including intermediate results

2By testing environment, we refer to the system itself and
all (simulated) environmental elements that make a test ex-
ecutable.

when used in the same testing environment); (2) Insignifi-
cant Difference, if two systems produce the same outputs
but different intermediate results (in case of different test-
ing environments, there is no such category); (3) Significant
Difference, if two systems produce different outputs (i.e., the
test fails from the traditional testing perspective).

By taking this approach, we do not need to calculate ex-
pected outputs by manual effort. We feed random test in-
puts to the “correct” system and check whether the “system
under test” produces the same output. This approach can
improve test productivity and reduce the amount of engineer
resources required for testing.

4. DISCUSSION

4.1 Randomness and Constraints
There are many studies in the literature on the merits of

random testing versus directed testing. Some works state
that random testing cannot be as effective as directed test-
ing because many interesting hard-to-cover system behaviors
have little chance of being tested [9]. Other works suggest
that random testing can indeed be as effective as directed
testing [10]. By constraining the random test input, we com-
bine the benefits of both types of testing, but it can be
challenging to maintain and control an appropriate level of
randomness.

On the one hand, if the randomness is too high, the gen-
erated tests may not represent meaningful system behav-
iors. When a system is provided invalid inputs, the system
may simply reject those inputs by entering a safe state in
order to avoid damage. For example, a typical microwave
oven does not do anything if the “Start” button is pressed
when the door is open. In these cases, “do-nothing” and
“reset-system-state” are correct system behaviors for invalid
inputs, but otherwise provide little valuable information on
the dependability of this system. On the other hand, if the
randomness is too low, the generated tests tend to be similar
to directed testing and thus suffer from the same problems
that directed testing has (e.g., only a small number of spe-
cific input values are tested heavily and most of the input
space is left untested).

Therefore, constraints are used to narrow the possible in-
put values and control the level of randomness. Constraints
will initially be specified by users rather than being automat-
ically generated. For example, parameter ranges are typi-
cally defined in requirements and design specification docu-
ments. Dependencies among parameters are usually defined
implicitly in requirements, which are written in plain English
and thus difficult to parse using software tools. Furthermore,
due to the real-time nature of safety-critical embedded sys-
tems, the same parameter may need different constraints at
different test steps, which makes it even more difficult to
automatically generate the constraints.

On the other hand, when users write tests manually, it is
a natural process to write input values according to the con-
straints in mind in order to cover certain system behaviors.
It is then a matter of writing the constraints down in a spe-
cific format, which does not require much additional effort.
Once constraints are specified, they can also be reused to
generate many new random tests.

Regarding randomness and constraints in this test method-
ology, we have the following lessons learned:
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It can be an effective and efficient approach to generate
a large number of constrained random tests that cover
more system behaviors. Although constraints have to be
manually specified by users, they are more precise and
reusable, and can be written within a reasonable amount
of time.

4.2 Oracles
The source of oracles is usually not a problem because,

when a testing approach is proposed and evaluated, it is
common to evaluate its fault-finding effectiveness by means
of a fault injection study, in which a system with injected
faults is compared with its original version. For example,
mutation testing is widely used in evaluating software test
generation techniques, and it has been shown that generated
mutants based on a set of mutation operators can be used
to predict the effectiveness of finding real faults [11]. In
these cases, the original system serves as the baseline source-
of-truth and the system with injected faults serves as the
system-under-test. Similarly with hardware fault injection,
we can use the original system to generate oracles, against
which the system with injected single event upsets is tested.

One of the major obstacles of applying automated testing
techniques in practice is that it is still difficult to automat-
ically generate oracles. Although, for example, in model-
based testing, test oracles can be generated from the formal
model of the system, it will not work in situations where
a formal specification is not available. The most common
approach then is to use manual effort to review whether the
actual output matches the expected output from each test
execution of the embedded system. This situation is less
than ideal when we apply constrained random testing be-
cause the exact test input values are unpredictable from the
perspective of the user, so users cannot calculate the ex-
pected output values until the random tests are generated.

The benefit of manual inspection is obvious. Test engi-
neers are able to provide more accurate and reliable compar-
isons, and once the comparison is done, it is usually easier
to trace back to the root cause in the case of a mismatch.
However, manual inspection is not efficient. The time it can
take a test engineer to write a complete VT test, including
concrete input and expected output values, can be measured
in days for some complex safety-critical embedded systems.
In the case of constrained random testing, this time would
essentially be multiplied by the number of randomized tests
to be run. Furthermore, diagnosing a mismatch may even-
tually turn out to be a minor issue such as a simple variation
due to non-determinism.

However, it is possible to generate oracles from a verified
legacy system or a previous version of the same system, pro-
vided that they exist and most of the functionality remains
the same. For example, if some functionality or component
is added to or removed from the original system, it should
not affect the intended behavior of other components (un-
less it is supposed to do so). There may also be new designs
or optimizations that make the system more efficient or op-
erate with fewer resources but should otherwise not change
the behaviors of the system.

The advantage of automated constrained random testing
is apparent when there exist completely tested and veri-
fied legacy systems or previous incremental versions avail-
able that can be used to generate oracles for random test
inputs. This is usually the case for safety-critical embed-

ded systems because they are often developed as a family of
products. Since it is our goal to apply this test methodology
as a supplementary process to improve test effectiveness, the
majority of the test results from the two systems can be com-
pared and analyzed automatically, and a significant amount
of manual effort is reduced. Only a small number of incon-
sistent test results are stored for further manual inspection.

Regarding test oracles in practice, we have the following
lessons learned:

The oracle is an important but overlooked aspect of test-
ing in practice. Manual inspection is typically used, but
is highly inefficient. We can generate oracles from veri-
fied systems or previous versions as a supplementary ap-
proach to manual inspection to reduce manual effort sig-
nificantly.

4.3 Non-determinism
The impact of non-determinism on testing cannot be over-

looked. For safety-critical embedded systems, specifically
real-time reactive systems, sources of non-determinism such
as timing can greatly alter the effectiveness of test oracles,
as well as complicate the alignment of intermediate results.

A good oracle can be characterized on two aspects, low
false positives and low false negatives. We would like our
test framework to have an equal or lower false negative rate
than our existing test methods, but it may have an equal
or higher false positive rate because two different outputs
can both be acceptable if their difference is within a specific
tolerance. For example, suppose a device is supposed to emit
a signal every second. When the device is running in reality,
it is impossible for it to release signals at exact one-second
intervals due to reasons such as hardware overhead and clock
inaccuracies. However, it could still be acceptable for the
system to release signals within a +/- 10 ms tolerance.

When engineers write tests, they include tolerances when
appropriate. We attempted to apply general rules (e.g., cer-
tain kinds of parameters may have a similar tolerance), to
filter false positives (i.e., a mismatch between two outputs
that turns out to be acceptable). However, we found that
it was not feasible to summarize a set of tolerances, and so
they are instead configured case-by-case. In the compari-
son results, we ranked possible faulty output values by their
magnitude difference in order to assist users in finding true
faults.

Regarding non-determinism, we have the following expe-
rience:

Timing is a challenge in testing real-time embedded sys-
tems and it can reduce the effectiveness of test oracles.
More advanced research and techniques are needed, but
it is fairly straight-forward to sort differences in order for
users to filter false positives.

4.4 Limited Output Information
One of our implicit goals when applying this test method-

ology was to test the system without changing its original
behavior. As mentioned in Section 3, we replaced expected
value test oracles with statements that record actual output
values in the generated random tests. This change should
not interfere with the system during testing (and thus not
affect its behavior) because the original VT test would ob-
tain the exactly same information from the system or testing
environment.

22



Additionally, we can use any intermediate information
that the system or the original test provides. Therefore, we
have the following two situations: (1) when the two systems
for comparison in our testing framework run in the same
test environment, we can compare both output and inter-
mediate information; and (2) when the two systems are in
different testing environments, we can still compare output
information, but we cannot compare intermediate informa-
tion because different testing environments may record dif-
ferent information in different ways and at different times.

In both cases, we can only compare the information that
is provided to us, which is specified by the system or in the
original test and carefully handled by engineers. For ex-
ample, the test should be designed to give enough time to
print a message between two events. Otherwise, printing
the message would delay the event following it. We may
not be allowed to record additional intermediate informa-
tion because it would change the original system behavior.
The embedded system is different from traditional systems
due to its limited resources. Thus, we can only compare
intermediate results if they are already available to us, and
this prevents us from using certain testing techniques and
instrumentation because it may change timing and hence
change system behavior. Therefore, we have limited options
of what data we can record as the output. For similar rea-
sons, we cannot substantially modify or control intermediate
information if we would like to compare systems on different
testing environments.

The second case is even more challenging because, (1)
it is difficult to make two test environments produce the
same kind of information without changing the system be-
havior (i.e., we have to calculate carefully if we want to
print another message between two events); and (2) it is
time-prohibitive for us to align information from two differ-
ent environments (i.e., map outputs from one environment
to outputs of another environment).

Given those difficulties, we still believe that our testing
framework has at least the same fault-finding capability as
the traditional tests from the oracle perspective because the
same output variables and expressions can always be com-
pared in any case.

It is also worth noting that, although intermediate results
can potentially provide valuable insights and more informa-
tion on test executions, they can be expensive to compare.
Therefore, this test framework would benefit from applying
new techniques for selecting an appropriate set of interme-
diate results to compare [12] or actively propagating inter-
mediate results to the output [13].

Regarding limited output information, we have the follow-
ing challenges:

Since resources are limited in safety-critical embedded
systems, it is difficult to control and obtain intermedi-
ate results. However, we can maintain at least the same
effectiveness as traditional testing and there are poten-
tial approaches currently under investigation that may
improve this situation.

5. RELATED WORK

5.1 Random Testing
Random testing has received a lot of attention recently

because it is simple to implement, can be effective in many

cases, and there is no bias in generated and selected tests.
Random testing has also been used as a baseline for evalu-
ating test generation and selection techniques with the im-
plication that a testing technique should achieve at least the
same effectiveness as random testing [14]. Random testing is
used for testing a wide range of applications, including Java
programs [15], Haskell programs [16], and for GUI systems
[17].

Some works have pointed out that random testing is weak
compared with systematic testing, because many interesting
hard-to-cover system behaviors have little chance of being
tested [9]. However, other works show random testing in a
more favorable light, and suggest that it can indeed be as
effective [10, 18].

Apart from a large body of work on random testing, there
is a set of work that combines random testing and systematic
testing, which is similar to our constrained random testing
methodology (as opposed to purely random testing). Specif-
ically, a test generation technique has been proposed that
starts with executing a random input on the program under
test, and then systematically modifies the input such that it
covers different paths [9]. Another approach, called DART,
integrates random input generation with symbolic execu-
tion [19]. A tool called RANDOOP has also been created,
which is primarily a random input generator, but applies
techniques to systematically search input to make it more
effective [15]. Furthermore, there are approaches based on
the Design-by-Contract development approach to generate
black-box random tests for Java methods [20, 21]. They gen-
erate test inputs by random testing and solving constraints
on the pre-conditions, and generate expected outputs by ex-
ecuting post-conditions.

The major (and most significant) difference between the
above techniques and our approach is that they are all tech-
niques that support unit testing rather than black-box sys-
tem testing. On the one hand, unit testing is effective in
finding faults in each isolated component and there are scal-
able approaches that make unit testing automatic. On the
other hand, unit testing is completely different from system
testing due to reasons including (1) unit testing does not ad-
dress communications and interactions among modules and
subsystems, which are sources of serious faults that are dif-
ficult to test and expensive to fix; (2) techniques for unit
testing may not be feasible or scalable for system testing;
and (3) black-box system testing is usually carried out by
system test engineers who are often not familiar with the
system design, although they know the domain very well.

Adaptive random testing (ART) is a testing approach that
improves on random testing [22]. In ART, random test in-
puts are generated or selected from an existing test pool in
a way that achieves diversity and covers failure patterns.
The underlining concept of ART is similar to our testing
methodology, which is that diversity plays a fundamental
role in tests and the implicit goal is to cover more system
behaviors.

5.2 Testing Real-time Embedded Systems
A modern approach to testing real-time embedded sys-

tems is to perform conformance testing between the system
and its specification [23]. The specification is usually a for-
mal model of the system and it can also be used to generate
tests. Although black-box conformance testing can be an
effective approach, it will not work in situations in which
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a formal specification is not available, and it typically does
not scale very well for large and complex systems.

The difficulties and uniqueness of black-box system testing
for real-time embedded systems are addressed in [24]. The
authors point out that black-box system testing relies on
the external environment rather than the internal design
of the system. They further compare the effectiveness of
random testing, adaptive random testing, and search-based
testing with their modeling of real-time embedded system
environment.

5.3 Oracles
There are two key artifacts necessary for software testing,

the test inputs and the test oracles. Substantial research
has been done to develop test input generation techniques.
The test oracle problem, as described in [25], is the problem
of constructing efficient and robust test oracles. Despite the
increased attention and research on test oracles, they are
still a major challenge not only for safety-critical embedded
system testing, but also for software testing in general.

As classified in [26], there are four categories of oracles:
specified oracles, derived oracles, implicit oracles, and hu-
man oracles. Following their definition, specified oracles can
be generated from, for example, a formal specification [27].
In the event a formal specification is not available, human
oracles, i.e., expected value test oracles, are usually used.

6. CONCLUSIONS AND FUTURE WORK
We have documented our experience of applying constrained

random testing, including hardware fault injection, on safety-
critical embedded systems and described the lessons learned
from designing such a testing framework.

The constrained random test methodology permits us to
(1) demonstrate the dependability of both firmware and
hardware prior to market release; (2) perform fault injec-
tion testing that provides insight into the potential impacts
of single event upsets on system performance; and (3) drive
proactive, robust, appropriate firmware and hardware design
that meets customer expectations.

We hope to explore how this test framework can be im-
proved moving forward by investigating the following:

• Formalize requirements, create system models, or use test
description languages to provide implementation-independent
source-of-truth in place of a verified legacy system or a
verified version.

• Apply advanced techniques such as solvers to generate
random parameter values based on constraints. This
would make our testing framework more efficient in gen-
erating random tests.

• Compare both output and intermediate results or apply
more advanced oracle techniques such as oracle selection
and oracle steering to improve the output comparison.
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