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Abstract

A Simultaneous Localization and Mapping (SLAM) system estimates a robot’s instan-
taneous location using onboard sensory measurements, e.g., LIDAR (Light Detection
and Ranging) sensors, cameras, and inertial measurement units (IMU). It is particu-
larly challenging where GPS reception is weak such as indoor, urban, and underwater
environments, but also is a rather essential capability. For robots operating outdoors,
the visual conditions can be quite poor, and such robots also have limited onboard com-
putational resources. Our research investigated e cient and robust methods for SLAM
algorithms on robots with limited computational and energy capabilities operating in
challenging scenarios.

This dissertation is mainly divided into three parts. The rst part focuses on devel-
oping a stereo visual SLAM system for mobile robots operating outdoors with limited
computational capacity. Compared to the state-of-the-art SLAM systems, the proposed
method is independent of feature detection and matching, and thus it is computation-
ally e cient and robust in adverse visual conditions, which is thoroughly validated on
public datasets. In the second part, we further extend the visual SLAM system to
a visual-inertial system by integrating IMU data for improved accuracy and robust-
ness. Unlike most existing visual-inertial systems which are discrete-time, our system is
continuous-time based on a spline representation, which provides the versatility for han-
dling SLAM-related challenges (e.g., rolling shutter distortion) and applications (e.g.,
smooth path planning). Extensive experiments validate its state-of-the-art accuracy and
real-time computational e ciency. In the third part, we turn our attention to rolling
shutter distortion with the goal of improving SLAM performance on such cameras. We
propose a deep neural network for accurate rolling shutter correction from a single-view
image and IMU data. This enables numerous vision algorithms (e.g., SLAM systems) to
run on rolling shutter cameras and produce highly accurate results. We demonstrate its
e cacy by evaluating the performance of a SLAM algorithm on rolling shutter imagery
corrected by the proposed approach.

In summary, this dissertation devotes itself to improving the e ciency and robust-
ness of SLAM systems in challenging scenarios such as the underwater environment.



By advancing the state-of-the-art, the proposed methodologies bring SLAM systems
one step closer to practical usage of mobile robots in challenging environments.
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Chapter 1

Introduction

Simultaneous Localization and Mapping (SLAM) has been an active research prob-
lem in robotics and computer vision over the past few decades [9, 10]. It deals with
estimating a robot's instantaneous location by using onboard sensory measurements,
e.g, LIDAR (Light Detection and Ranging) sensors, cameras, and inertial measurement
units (IMU). SLAM is particularly challenging where GPS reception is weak such as in-
door, urban, and underwater environments. Hence, it has been an essential component
in AR/VR [11], autonomous driving [12], and GPS-denied robotics applications [13].
Among existing systems, visual-inertial SLAM [14] is of signi cant interest because
camera and IMU are low-cost passive sensors and thus consume less energy compared
to active ones such as Sonar or LIiDAR sensors. Autonomous mobile robots operating
outdoors bene t greatly from low power consumption in long-term deployments.

For an accurate, e cient, and robust visual-inertial SLAM system, we propose sev-
eral novel approaches in this dissertation addressingxtending a monocular vision sys-
tem to a stereo system, place recognition and loop closure, camera-IMU sensor fusion,
and rolling shutter correction. Compared to the conventional SLAM approaches, the
superior computational e ciency of our SLAM system is important to mobile robots
with limited computational capacity for long-term deployment; the robustness of our
system against poorly-textured environments and visual appearance change benets
robots operating in challenging unstructured scenarios, for example, mining robots, un-
derwater robots, and agricultural robots (see Fig. 1.1). Additionally, our rolling shutter
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correction approach gives the potential for a SLAM system running on rolling shut-
ter cameras, which contributes to making vision-based computing more ubiquitous. In
summary, the main use case of the proposed SLAM system is for robots operating in
challenging scenarios with limited computational capacity. Underwater robots are one
of the most representative use cases. SLAM grants the robots the capability to localize
themselves underwater, which is fundamental for many tasks such as search and rescue,
marine litter detection, pipeline maintenance, shipwreck observation, and more.

(a) Mining robots* (b) Underwater robots (c) Agricultural robots 2

Figure 1.1: Our SLAM system is designed for robots operating in challenging scenarios
where the conventional SLAM algorithms tend to fail.

1.1 From Monocular Visual Odometry to a Stereo System

In a SLAM system, visual odometry (VO) builds a local map and estimates ego-motion

to assist in robot navigation. VO can be categorized into monocular systems and multi-
camera systems. Monocular systems [4, 15{17] cannot estimate the metrgcrale of the
environment which multi-camera systems are able to. Multi-camera systems usually
achieve higher accuracy and robustness; among these, stereo systems [18{20] are partic-
ularly popular for their simplicity and accessibility. Most existing stereo VO methods
are based on the standard stereo matching algorithm [21]. Stereo matching searches fea-
ture correspondences between stereo frames and triangulates 3D points for subsequent
pose estimation. However, stereo matching can be computationally expensive: for each
feature point, its correspondence is found by searching for the most similar patch along
the epipolar line exhaustively. Another challenge is that when the texture is repetitive

L https://www.robotshop.com/community/blog/show/how-mining-robots- are-replacing-humans-and-saving- lives
2 https://www.nytimes.com/2020/02/13/science/farm-agriculture-robots.html
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and of high frequency, there could be more than one similar patch that would give rise
to ambiguity in best-match determination. An example is given in Fig. 1.2. These
scenes are not uncommon outdoors and are often encountered by eld robots, such as
underwater or mine-exploration robots (see Fig. 1.1).

Figure 1.2: Stereo matching tends to fail in this grass scene, where there are more than
one similar patch along the epipolar line.

Our rst contribution in Chapter 2 addresses these challenges by proposing the scale
optimization method [22], which achieves state-of-the-art accuracy with much lower
computational cost and higher robustness in challenging visual conditions. Speci cally,
camera poses and 3D points are estimated by a monocular VO running on one camera;
the other camera is used to address the scale problem by projecting the 3D points from
the monocular VO onto it and minimizing the photometric error for the optimal scale.

1.2 Place Recognition

For the stereo VO system introduced above, signicant pose error can accumulate
throughout the process since pose estimation is based on accumulating consecutive
motions. Some form of aloop closureapproach (e.g., Bag-of-Words [23] [24]) is required
to recognize previously-visited places and bring non-local constraints into the system
to get a globally consistent map and trajectory for improved accuracy. Classical place
recognition methods for vision-based systems usually rely on 2D images, where the sim-
ilarity of the images is evaluated (see section 3.1) to determine the likelihood of two
locations being the same place. However, the 3D structure of the scene recovered by the
VO system can potentially provide important information for place recognition, which is



Figure 1.3: Snapshots of an imitated LIiDAR scan in KITTI dataset [2].

ignored by image-based approaches. On the other hand, a rich body of literature exists
on place recognition methods using 3D points from LiDAR sensors. LiDAR sensors scan
the 3D structure of the environment rather than its visual appearance, making LiDAR-
based place recognition more robust against environmental changes such as appearance
and brightness. Additionally, LIDAR methods could be highly computationally e cient

(see section 3.3).

Our second contribution in Chapter 3 brings LiDAR descriptors to stereo VO sys-
tems for accurate and e cient place recognition purposes, which is also robust against
drastic visual appearance changes. The proposed approach [25] imitates LiDAR scans
(an example is given in Fig. 1.3) from 3D points generated by stereo VO, which enables
us to adapt LiDAR descriptors to describe the place.

1.3 Stereo Visual SLAM

In Chapter 4, we further systematically combine scale optimization and the LiDAR
descriptor-based place recognition approach and introduce DSV-SLAM [26], demon-
strating the feasibility of a full SLAM system without feature detection or matching.
DSV-SLAM achieves state-of-the-art accuracy, superior computational e ciency, and
improved robustness in challenging scenarios. Speci cally, we extend the Direct Sparse
Odometry (DSO) [4] to an e cient and accurate stereo VO using scale optimization,
and we use the LiDAR descriptor-based place recognition approach to e ciently detect
loop closures. The relative poses of potential loop closures are estimated by direct align-
ment and optionally, further re ned by the Iterative Closest Point (ICP) method [27].
Finally, we compose and optimize a pose graph to further improve the SLAM accuracy



globally.

1.4 Visual Inertial Sensor Fusion

To further improve the accuracy and robustness of the SLAM system, we fuse IMU
measurements into our vision systems. Camera and IMU are complementary sensors
for SLAM: a (monocular) camera estimates robot motion up to an unknown scale while
an IMU estimates the metric scale; additionally, the IMU estimates inter-frame mo-
tion for the visual system to improve accuracy and robustness. While most existing
visual-inertial odometry (VIO) systems [1,28{33] use discrete-time formulation, several
continuous-time VIO approaches €.g. [34{36]) have been proposed. The continuous-
time pose representation can be helpful to address many VIO challenges, for example,
rolling shutter distortion.

In Chapter 5, we propose a novel continuous-time VIO approach [37], achieving
state-of-the-art accuracy and real-time performance while o ering continuous-time pose
representation. Speci cally, we use a cubic spline to represent the continuous-time poses,
whose temporal derivatives are used to synthesize IMU readings and generate the IMU
error terms for sensor fusion purposes. The core of this work is that we formulate VIO as
a constrained nonlinear optimization problem The constraints are the spline boundary
conditions that create the constraints between camera and IMU (see section 5.2.4).

1.5 Rolling Shutter Correction

For the previously introduced approaches, we assume that the cameras employ a global
shutter (GS) mechanism. However, most consumer-grade camera®.., smartphone
cameras) are rolling shutter (RS) systems. The GS cameras capture the entire image
at once, while the RS cameras capture the image row by row. As the camera can move
arbitrarily when capturing the image for RS cameras, the pixels in di erent rows can
be recorded at di erent camera poses, which leads to the RS distortions. Most vision
algorithms are incapable of accounting for RS distortions and consequently perform
poorly in their presence, which creates a challenge in making vision-based computing
more ubiquitous. With the emergence of deep learning, several research works have
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addressed the problem of single-view automatic RS correction and have reported inspir-
ing results [38,39]. However, their accuracy and robustness are limited by the ill-posed
nature of the problem.

(@) (b)

Figure 1.4: (a): the input image with rolling shutter distortion ( e.g., the whiteboard
is no longer a rectangle); (b): the output of our proposed rolling shutter correction
network, where the distortion is clearly removed.

In Chapter 7, we propose a novel deep neural network for correcting RS distor-
tions [40] which enables visual SLAM systems to run on RS cameras. In the proposed
network, we estimate the depth of each pixel in an RS image and also recover its row-wise
camera poses, which we subsequently use to reconstruct the corresponding GS image.
To improve the accuracy and robustness of single-view RS correction, we propose to
integrate IMU data for pose prediction. The IMU provides high-frequency motion cues
that can help RS correction, and consequently, o ers signi cantly more learning capac-
ity for deep RS correction in more realistic scenarios. An example of an RS image with
the corrected image by the proposed method is given in Fig. 1.4.

1.6 Dissertation Overview

An overview of the dissertation is given in Fig. 1.5. In summary, this dissertation
proposes a complete visual-inertial SLAM system independent of feature detection and
matching that is robust and computationally e cient with state-of-the-art accuracy,



Figure 1.5: An overview of the dissertation. We usescale optimization to extend monoc-
ular DSO to a stereo VO (SO-DSO); using the 3D points from the stereo VO, we imitate
LiDAR scans and apply LiDAR descriptors for 3D place recognitionto detect loop clo-
sures; we estimate the relative pose for potential loop closures using direct alignment
and ICP; we name the stereo visual SLAM system aDSV-SLAM. On the IMU side,
we use a cubic spline to model the poses and use the temporal derivatives to syn-
thesize IMU measurements for sensor fusion purpose$glineVIO). We systematically
combine DSV-SLAM and SplineVIO into a stereo visual-inertial SLAM system named
SOS-SLAM. Furthermore, we propose a learning-based approachnrolling ) to correct
rolling shutter distortion where we use IMU data to greatly improve the rolling shutter
learning capacity, and consequently, enable SLAM on rolling shutter cameras.

which is validated by extensive quantitative and quality experiments on various datasets.

Peer-reviewed Publications

" The Scale optimization work (Chapter 2) is published at the 2019 IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS).

" The 3D place recognition work (Chapter 3) is published at the 2020 IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS).

" The DSV-SLAM work (Chapter 4) is published at the 2022 IEEE Robotics and
Automation Letters (RA-L).

~ The Spline IMU work (Chapter 5) is accepted for publication at the 2022 IEEE
International Conference on Robotics and Automation (ICRA).

The Unrolling work (Chapter 7) is published at the 2021 Conference on Robot
Learning (CoRL).



Collaborated Work on Underwater Robotics

In addition to the work discussed in this dissertation, | also collaborated with my col-
leagues on underwater robotics research. To make underwater robots more accessible, we
design and build a general-purpose, single-person-deployable, vision-guided autonomous
underwater vehicle named LoCO [41]. We make the design and building instruction
available online® for the bene t of the underwater research community. My second col-
laborated research focuses on the problem of robot-to-robot relative pose estimation for
multi-robot collaboration. In feature-deprived environments such as underwater, tradi-
tional SLAM algorithms tend to fail due to the lack of trackable features. In [42], we
propose to use the human poses as landmarks for robot pose estimation. We conduct
terrestrial and underwater experiments to validate its performance.

3https://loco-auv.github.io/



Chapter 2

Extending Monocular Visual
Odometry to Stereo Camera
Systems by Scale Optimization

This work proposes a novel approach for extending monocular visual odometry to a
stereo camera system. The proposed method uses an additional camera to accurately
estimate and optimize the scale of the monocular visual odometry, rather than trian-
gulating 3D points from stereo matching. Speci cally, the 3D points generated by the
monocular visual odometry are projected onto the other camera of the stereo pair, and
the scale is recovered and optimized by directly minimizing the photometric error. It is
computationally e cient, adding minimal overhead to the stereo vision system compared
to straightforward stereo matching, and is robust to repetitive texture. Additionally,
direct scale optimization enables stereo visual odometry to be purely based on the direct
method. Extensive evaluation on public datasets €.g., KITTI), and outdoor environ-
ments (both terrestrial and underwater) demonstrates the accuracy and e ciency of a
stereo visual odometry approach extended by scale optimization, and its robustness in
environments with challenging textures. An open-source implementation of this work
is available onlinet,

https://github.com/jiawei-mo/scale_optimization
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Figure 2.1: A demonstration of a stereo VO using the proposed method running on
MHO1 of EuRoC dataset. Left image shows the trajectory and 3D points. Right image
compares the trajectory against ground truth.

2.1 Related Work

Stereo VO has been widely explored, with many approaches [18, 19, 43{45] relying on
stereo matching. S-PTAM [44] is one of the recent developments in stereo VO, which
extends PTAM [15] to a stereo system by using stereo matching to generate new 3D
points. Stereo ORB-SLAM [18] is another example of stereo VO that depends on
stereo matching. Engel et al. extended their monocular LSD-SLAM [16] to a stereo
VO [19]. Monocular LSD-SLAM is purely based on direct method (directly minimizing
photometric error, independent of feature matching), but as LSD-SLAM uses stereo
matching, it is no longer a fully direct method. VO algorithms with stereo matching
often su er from the problems discussed in chapter 1. They tend to fail if the scene
texture is repetitive, and are not computationally e cient.

The stereo matching methods mentioned above mainly focus on the patch appear-
ance (e.g., normalized cross-correlation or feature descriptor) to determine stereo corre-
spondence, referred to as “local' methods. To improve the robustness of stereo match-
ing, authors have looked at global stereo matching for VO which exploits non-local
constraints such as smoothness. One example is the stereo VO developed by Stereolab
for their ZED stereo camera?. While the localization accuracy of this approach could
be improved, real-time performance is achieved by performing stereo matching on a
GPU. This adds to energy consumption and increases system complexity, which is not
desirable for mobile robots.

Zhttps://www.stereolabs.com/zed/
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Figure 2.2: Method overview. The two components, namely the Monocular VO (left)
and the Scale Optimizer (right), run on two di erent cameras of the stereo pair. The
Monocular VO tracks camera pose and reconstructs 3D points, whose scale is esti-
mated/optimized by the Scale Optimizer.

Forster et al. extended their monocular SVO [46] for multi-camera systems [47],
though not particularly for a stereo camera. Instead of stereo matching, they couple all
cameras into one function to reduce photometric error. This error function is calculated
by projecting 3D points onto all visible image frames. The accuracy is further improved
and the scale problem is solved implicitly. However, computational cost signi cantly
increases because of this augmented error function. Stereo DSO [20] is a hybrid model,
which uses stereo matching to initialize depth for each keyframe; the stereo image is
also coupled into the error function. In spite of the computational cost, Stereo DSO is
a highly accurate approach to VO.

2.2 Methodology

Fig. 2.2 shows an overview of the proposed algorithm. For the current implementation,
we adopt DSO [4] to perform monocular VO and enhance it to a two-camera system
using the proposed scale optimization method. However, any monocular VO algorithm
can be used in this step. DSO was chosen for two reasons. First, as of the time of
writing, DSO demonstrates state-of-the-art accuracy among monocular VO methods.
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The accuracy of the extended stereo VO using scale optimization is strongly dependent
on the underlying monocular VO. Second, DSO is one of the few existing monocular
VOs which are purely based on direct method. Since scale optimization is also purely
based on direct method, the extended stereo VO is thus purely based on direct method.

Notation Being consistent with DSO, we use lower-case letterg] to represent scalars,
bold lower-case letters {) to represent vectors, bold upper-case lettersR) to represent
matrices, and upper-case letters () to represent functions.

2.2.1 Monocular VO

As shown in Fig. 2.2, we use DSO as our Monocular VO to track camera poses and
generate 3D points. Here we will briey introduce DSO and then only focus on the
components that are related to the scale. Readers are referred to [4] for other detalils.

DSO is based on direct method, camera poses are tracked by minimizing the photo-
metric error. Being independent of feature description and matching gives direct visual
odometry the potential of running at high frame rates and makes it robust to repetitive
texture. These advantages are inherited by the extended stereo VO with scale optimiza-
tion. DSO is a keyframe-based VO. Bundle adjustment of camera poses and 3D points
are conducted only for keyframes [48]. The other frames are tracked with respect to
keyframes, and they are used to re ne the 3D points (inverse depth in DSO). Therefore,
the proposed scale optimization is only called for keyframes. This further reduces the
overhead of extending DSO to a stereo system using scale optimization.

In DSO, the following error function ® is used at each keyframe to optimize all camera
poses and 3D points within the current sliding window:

X X X
Edso = Epj (2.1)
i2F p2P;j j2obyp)
X
Epj = Woiili[ o(R o*(pidp)+ )] lilplj (2.2)
P2ZNp

However, Eq. (2.2) is invariant to scale. If we re-scale the translationt and 3D

3The a ne brightness terms in Eq. (2.2) are ignored for simplicity.
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points Ol(p; dy) with a factor of s, the Eq. (2.2) is unchanged:

X
EQ = wpiilil o(R s oX(p;dp)+ st)  Iilplii
P2Np

= Woiili[ o(S(R o*(psdp) + )] lilplii = Ep;
P2Np
Thus, monocular DSO is unaware of scale. With more error coming into the system,
the scale tends to drift. An example can be seen in Fig. 2.3. Readers are referred to [19]
for notations and detailed treatments.
Stereo DSO [20] solved the scale problem by using stereo matching to initialize depth
and extending the error term (2.1) to:

0 X X X
Edso = ( Epj + E DS) (2.3)
i2F p2P; j2obgp)

where Eps is the photometric error when projecting onto the stereo frame. It is coupled
into the system by a weight of . The scale problem is implicitly solved by integrating
the stereo baseline into the error function. Stereo DSO exhibits high accuracy, but
its computational cost is much higher than that of monocular DSO. It adopts stereo
recti cation for stereo matching, but stereo recti cation itself is computationally slow.
Also, stereo matching makes Stereo DSO not fully based on direct method.

2.2.2 Scale Optimization

With the goal of solving the scale issue of monocular VO with minimal computational
cost, while still being robust in challenging, texture-depleted environments, we propose
our scale optimization method that extends a monocular VO to a stereo VO e ectively
and e ciently. As Fig. 2.2 shows, scale optimization is of modular design which makes
it trivial to integrate this into any existing monocular VO algorithm. The inputs to
the scale optimization are the 3D points from monocular VO, and the output is the
optimized scale of the current frame. The optimized scale is then integrated back into
the monocular VO for scale adjustment.

For each keyframe, DSO performs bundle adjustment to optimize the camera poses
and 3D points jointly. Subsequently, the optimized 3D points are handed over to the
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scale optimizer. They are projected onto the stereo framelthgl in Fig. 2.2) to nd an
optimal scale such that the photometric error is minimized:

X
Escale = Epscale (2.4)
p2P
Epscale = Wpjil1[ 1(Tstereo S ol(p; dp))]  Tolplij (2.5)

For each pixelp with its depth d,, itis rst back-projected to 3D space by Y(p: dp)),
then it is re-scaled by current scales. The re-scaled 3D point is transformed to the
stereo camera coordinate byT gereo, Which is projected onto the stereo image frame by
1. The photometric error is calculated as the Huber norm of pixel intensity di erence.

The error term in Eq. (2.5) is simpli ed compared to the error term in Eq. (2.2).
Eq. (2.5) only focuses on the exact pixel at the projection instead of a pattern around
the projection as in Eq. (2.2), in order to further reduce computational cost. The
projection 1 in Eq. (2.5) is parameterized by the relative pose between the stereo
cameras (I siereo) and current scale of the 3D points §) (i.e., Stereo con g. and New
Scalein Fig. 2.2). T swereo iS pre-calibrated and xed, so the scales is the only variable
in the system. Thus, focusing on a single pixel is feasible for scale optimization, which
is validated in section 2.3. The necessity of using the pattern in Eq. (2.2) is due to its
high degrees of freedom including all camera poses and depths.

We use Gauss-Newton optimization [49] to solve Eq. (2.4). We write the photometric
residual as:

pscale = l1[ 1(T stereo S ol(p;dp))] lolp]
= I3[ 1(s Rstereo[X;y;Z]T + tstereo)]  lolP]
= Iq] 1&5 [x%y5 2(1; +2[tx;ty;tz]-lg] lolp]

0 ¢ s x99+ ty

fx
=I1[§0 fy Cyé gs yo+ tyé] lolp]
0 0 1 s 20+ t,
S fy X+ fytx

= Il[ Sfyy0+f ty + ] IO[p]
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where fy;fy;cx; ¢, are intrinsic parameters of Imgl in Fig. 2.2; [x%y%2z9" is the 3D
point rotated by R stereo; and tsiereo = [tx;ty;tz]T. The Jacobian ofrpscaie With respect
to the scales is:

I = @ @1

¢= —= —1

@1 @s
% is the image gradient at the projection onimgl,

#
@1 1 fox, f.z%
@s (s 2%+ ;)% £y, f,2%

At each iteration, the Gauss-Newton algorithm will solve the above system and get
a scale increment. The new scale is updated a&ew = Soid + Sinc- After convergence,
the nal scale is fed back into the monocular VO. Consequently, the scale of the system
is accurate and consistent.

One note is that the inverse compositional method [50] is not feasible for scale
optimization, because changing the scale of 3D points does not change its projection
onto the original image (Img0).

We use image pyramids to optimize scale from coarse to ne. Coarse-to- ne strategy
is especially useful for the rst keyframe, where the scale is totally unknown. Alterna-
tively, stereo matching could be called at the rst frame to initialize the scale.

Stereo correspondences are implicitly found all at once by optimizing the scale.
Compared to explicit stereo matching, the proposed method is more robust to challeng-
ing scenes as the 3D points are already partially reconstructed by the monocular VO.
Integrating them in a single error function (Eq. (2.4)) for scale optimization is more
robust than individual stereo matching, especially when the scene has repetitive tex-
tures. Experimental evaluations described in the following section further underscore
this point.

2.3 Experimental Evaluation

We evaluate the accuracy and e ciency of scale optimized VO through a number of
experiments. These include tests on two publicly-available datasets: the KITTI Visual
Odometry dataset [2] and the EUROC MAV dataset [51]. We compare our extended
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DSO using scale optimization against Stereo DSO [20]. For naming convenience, we
refer to the extended DSO using scale optimization aSO-DSO . For Stereo DSO, only
third-party implementations are available, since the original authors are yet to publish
their code, leading us to choose the best-performifgamong these. This particular
implementation achieves reasonably high accuracy in our experiments. We choose Stereo
DSO to compare with so that both algorithms use the same camera tracking algorithm
(DSO0), which makes it possible to directly compare stereo matching/coupling with scale
optimization. We compare the accuracy of visual odometry, as well as the extra cost
as stereo systems over the monocular DSO. We adopt the evaluation method used in
KITTI VO benchmark, which evaluates the accuracy of the trajectories with di erent
lengths. When testing the run-time, we use the default (slowest) setting of DSO (2000
active points, 7 max keyframes, etc.), not enforcing real-time performance, in order to
maximize the accuracy. For clarity, we focus on the run-time of di erent components
between SO-DSO and Stereo DSO, which are the scale optimizer in SO-DSO, stereo
matching in Stereo DSO, and the dierent cost function in bundle adjustment. The
experiments are carried out on a single thread of an Intel i7-6700 CPU.

2.3.1 KITTI Dataset

KITTI VO Dataset has 22 driving sequences. The vehicle drives around local commu-
nities and highways capturing stereo image sequences. The ground truth is provided
by a Velodyne laser scanner and a GPS localization system. However, only the rst 11
sequences are publicly available with ground truth; the ground truth of Sequences 11
to 21 are reserved for test and ranking of di erent VO algorithms. We present results
from the rst 11 sequences for comparison since we do not have full access to the errors
on test sequences 11 to 21.

Table 2.1 shows the comparison between SO-DSO and Stereo DSO. It is worth noting
that the errors of the third party implementation are quite close to the errors reported
in the original Stereo DSO paper [20] (The error of Seq. 06 corresponds to the Figure. 4
in [20] with coupling factor 1). In most cases, Stereo DSO achieves higher translational
accuracy. This is expected because SO-DSO depends on monocular DSO for generating
3D points, but monocular DSO is not designed for quick camera movement or low

“https://github.com/JingeTu/StereoDSO
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Table 2.1: Error and run-time comparisons on the KITTI dataset. For each sequence,
the upper line is the result of SO-DSO, and the lower line is for Stereo DSO

trel is translational RMSE(%); rre is rotational RMSE (degree per 100m). Results
are averaged over 10 to 800m intervals. S.O. is the run-time of scale optimization;

S.M. is the run-time of stereo matching; BA is the bundle adjustment run-time; TPF is

the time per frame (not just keyframe); Pts is the number of 3D points in the bundle

adjustment.

Seq. | 00 01 02 03 04 05 06 07 08 09 10
trel 135|272 | 110| 3.17 | 1.73 | 1.69 | 1.66 | 250 | 1.72 | 1.88 | 1.02
(%) | 083|178 | 079 | 1.01 |1.01 | 0.82 | 9.19 | 1.03 | 1.04 | 0.98 | 0.61
rel 0.27] 013]| 022|015 | 0.21 | 0.20 | 0.19 | 0.32 | 0.26 | 0.22 | 0.21
(deg) | 0.27 | 0.11 | 0.21 | 0.16 | 0.19 | 0.18 | 0.17 | 0.33 | 0.27 | 0.19 | 0.19

g"la' 23 | 19 | 22 | 24 |21 |21 |21 |22 |21 |20 19
ey | 124|108 113 ] 113 | 112| 112 | 111 | 107 | 112 | 11.2| 106

BA 124 66 121 | 115 | 87 109 85 114 | 109 99 89
(ms) | 148 73 112 | 109 | 105 | 114 90 119 | 118 | 102 93
TPF | 142 76 164 98 122 | 120 | 110 | 114 | 127 | 131 | 103
(ms) | 190 | 123 | 172 | 109 | 161 | 146 | 125 | 135 | 156 | 151 | 118
Pts 2164 | 1437 | 2019 | 2242 | 1926 | 2029 | 1718 | 2154 | 1946 | 1900 | 1776
1659 | 1133 | 1427 | 1592 | 1599 | 1648 | 1271 | 1717 | 1498 | 1458 | 1358

camera frame-rate (10Hz). Even worse, there are lots of sharp turns in many sequences.
In Stereo DSO, integrating static stereo drastically increases accuracy and robustness
for these challenging cases. We suggest static stereo for those cases where monocular
VO does not work well. Nevertheless, the accuracy of SO-DSO is comparable to that
of Stereo DSO.

On the e ciency factor, however, scale optimization is approximately 5 times faster
than stereo matching. In the current implementation, we use 4 image pyramids for
robustness. After the scale is initialized, it is not necessary to use as many pyramids;
thus, run-time can be further reduced. On the other hand, Stereo DSO maintains a
lower number of 3D points. Stereo matching does not work well for repetitive textures,
neither can it triangulate points far away since there is no disparity. The KITTI dataset
has plants and far-away objects, which could be challenging for stereo matching. With
more points to optimize, the bundle adjustment in SO-DSO s still faster than the one
in Stereo DSO. One reason is that Stereo DSO projects points onto both stereo frames,
the number of error terms is drastically increased (while improving accuracy). As a
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Figure 2.3: E ect of scale optimization on KITTI Seq. 00. Trajectories of ground truth
(GT), Stereo DSO, SO-DSO, and monocular DSO are shown.

system, SO-DSO spends less time per frame (TPF), even with more points, than Stereo
DSO. One point to note is that the majority of TPF is taken by monocular DSO. In
theory, the overhead of SO-DSO over monocular DSO is the time taken for scale opti-
mization (plus the negligible time needed for accessing 3D points and scale adjustment).
Additionally, Stereo DSO requires data pre-processing of stereo recti cation, which is
also time-consuming.

Fig. 2.3 demonstrates the e ectiveness of scale optimization qualitatively. We initial-
ize the scale of monocular DSO at the beginning only with no further scale optimization,
which is labeled as Mono DSO. The trajectory is close to ground truth at the beginning,
but completely deviates as the scale drift becomes extremely large. However, with scale
optimization throughout, the trajectory (SO-DSO) is always close to the ground truth,
though not as close as Stereo DSO.

2.3.2 EuRoC Dataset

We also compare SO-DSO with Stereo DSO on the EuRoC dataset. The dataset was
recorded by a drone in two scenarios, Machine Hall and Vicon Room. The ground
truth for Machine Hall was measured by a Leica MS50 laser tracker, which contains 3D
position only. Thus, no rotational error is measured in Machine Hall tests. The ground
truth for the Vicon Room was measured by a Vicon motion capture system obtaining
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Table 2.2: Error and run-time comparison on EURoC. Same notation as in Table 2.1,
except that results are averaged over 1 to 80m intervals.

Seq. | MHL [ MHZ [ MH3 | MA4 [ MA5 [ VI [ ViZ2 [ VI3 | V21| V22 | V23
t, | 023 028 059 (076 | 063 | 1.70 [ 0.78 | x [ 057 [ 250 | «x
@) | 151 | 128 | 162 | x | 122 | 242 | 266 | x | 13.9| 963 | x
e | NA | NA [ NA | NA | NA |26 [7.06 | x | 714 | 676 | «x
deg) | N/A | A | NIA | NIA | NIA | 225 | 440 | x | 138 | 152 | «x
5'3' 35 | 34 | 33 | 34 | 32 | 35 | 31| x | 35 | 36
g | 107 | 107|106 | x | 104|107 | 103| x | e9 | 98
BA | 105 | 105 | 121 | 125 | 117 | 128 | 133 | x | 137 | 132 | x
(ms) | 158 | 155 | 179 | x | 172 | 187 | 208 | x | 158 | 185 | «x
TPE [ 367 | 35 | 58 | 51 | 46 | 52 | 92 | x | 47 | 8 | «x
ms) | 60 | 56 | 91 | x | 75 | 8a | 139 | x | 64 | 103 | «x
o | 2771| 2735 | 2706 | 2705 | 2674 | 2716 | 2720 | x | 2757 2781| x
2728 | 2692 | 2660 | x | 2592 | 2654 | 2709 | x | 2232 | 2487 | «x

both position and orientation.

The results are given in Table 2.2. For Machine Hall tests, both Stereo DSO and
SO-DSO work well, at least for “easy' and “'medium' tests. One example of SO-DSO
on Machine Hall tests is given in Fig. 2.1. Compared with KITTI tests, the error of
SO-DSO, in this case, is lower. One factor is the high frame rate (20Hz) of EuRoC
dataset. On the other hand, averaging results over smaller intervals could be the reason
that Stereo DSO has a higher error rate. For Vicon Room tests, neither work for “hard'
tests; SO-DSO works for “easy' and "'medium' tests with low error, while Stereo DSO
has a noticeable reduction in accuracy. The possible reasons are image blur due to fast
camera motion and poor illumination. Note that Stereo DSO has relatively more 3D
points in bundle adjustment for EuROC than that it has in KITTI. The scale of Machine
Hall/Vicon Room is smaller than the street scenes in KITTI, which means more points
are within the stereo camera range. From Table 2.2, we see that the accuracy of SO-DSO
is comparable to, if not better than, Stereo DSO (with the 3rd party implementation).

Also, the high computational e ciency of our approach is further validated on this
dataset. Scale optimization is faster than stereo matching, and bundle adjustment of
SO-DSO is faster than that of Stereo DSO.

The TPF drops signi cantly for both algorithms. The drone used in EuROC moved
slower (< 1m/s) than the cars in KITTI ( >4m/s), and the EUR0C dataset has a higher
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(@) (b) ()

Figure 2.4. ZED camera experiment, ground-truth is approximately a zero-elevation,
8m 8m square. (a): A view of the grass dataset. (b): Trajectories (top view, in
meters) estimated by the three algorithms. (c): Elevation changes in the trajectories
(in meters) estimated by the three algorithms.

frame rate. The distance of camera movement is one important factor for DSO to create
new keyframes. Since the camera movement is subtle, fewer keyframes are selected in
EuRoC dataset. Thus, both algorithms run faster on the EuRoC dataset, with SO-DSO
being the faster of the two.

After the comparison of Stereo DSO and SO-DSO on both KITTI and EuRoC
datasets, it is evident that extending monocular VO using scale optimization signi -
cantly reduces computational cost without a signi cant loss of accuracy.

2.3.3 Terrestrial Data

To validate the robustness of VO with scale optimization in outdoor settings, we use a
ZED camera to record a stereo dataset, a snapshot of which is shown in Fig. 2.4a. The
camera is carried by hand on an approximately & 8m square path without much
elevation change. The camera is pointed at the grass throughout the trajectory. Because
of the sun, the brightness changes drastically when moving into the shadows. This
dataset is used intentionally to challenge stereo matching, where the grass is repetitive
and of high frequency.

Fig. 2.4b shows the results. We rst run monocular DSO on this dataset, and
as the blue trajectory shows, its scale is incorrect and inconsistent. If we run scale
optimization on top of monocular DSO (i.e., SO-DSO), the trajectory is roughly a at
8m 8m square, and returns to the start position, without signi cant elevation change
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Figure 2.5: Evaluating VO in a pool environment on an AUV. The width of two swim-
ming lanes combined is about 3.6m. (a): A snapshot of the swimming pool dataset.
(b): Robot trajectories (in meters) estimated by the three algorithms in the pool. (c):
Reconstructed pool (top view) by SO-DSO, with robot trajectory overlaid. SO-DSO
converges throughout. (d): Reconstructed pool (top view) by Stereo DSO, with robot
trajectory overlaid. Stereo DSO diverges halfway through the trajectory.

(Figure 2.4c). On the other hand, the trajectory generated by Stereo DSO has a quite
accurate scale, but the camera does not return to the start position due to rotational
error. A possible reason is that the wrong stereo correspondences degrade the accuracy,
which is already mentioned in the Stereo DSO paper [20].

2.3.4 Underwater Data

We also evaluate SO-DSO and Stereo DSO on a dataset we collected using the Aqua
underwater robot [5] in a swimming pool, illustrated in Fig. 2.5a. This represents a
challenging environment for VO methods because of the re ections that occur on the
water and the lack of distinguishable visual features.

The results are shown in Fig. 2.5b. Monocular VO and SO-DSO generate two similar
trajectories but with di erent scales. With scale optimization, the distance between the
two red horizontal lines in Fig. 2.5b is around 3566 meters, which is close to the ground
truth (which was measured to be approximately 36m). Stereo DSO works quite well
at the early stage but fails to converge to the ground truth towards the end, and this
behavior was replicated across multiple evaluations on this underwater dataset. Fig. 2.5¢
and Fig. 2.5d show the top-view of the reconstructed swimming pool environment as
a qualitative comparison between the two methods. The datasets of section 2.3.3 and
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section 2.3.4 are available onling

2.4 Conclusions

In this chapter, we proposed a new algorithm for extending monocular visual odometry
to a stereo system. It combines the advantages of monocular visual odometry and stereo
visual odometry, namely computational e ciency and scale awareness. For demonstra-
tion, the monocular DSO is used to track the camera poses and generate 3D points;
while the other camera in the stereo setup is used to optimize the scale of DSO. In
experimental validations on public datasets and real-world recorded data, we show the
proposed scale optimization approach to be very fast and reasonably accurate, and also
robust in scenes of challenging texture.

For visual odometry, camera pose drifts inevitably because it is estimated by accu-
mulating consecutive camera motions. In the next chapter, we propose a novel place
recognition approach for visual odometry to detect loop closures and compensate for
accumulated pose error.

Shttps://drive.google.com/open?id=1r-vsnkythfqqqOLy0QZ34 W9Ay8clJPN



Chapter 3

A Fast and Robust Place
Recognition Approach for Stereo
Visual Odometry Using LIDAR
Descriptors

Place recognition is a core component of SLAM algorithms. Particularly in visual
SLAM systems, previously-visited places are recognized by measuring the appearance
similarity between images representing these locations. However, such approaches are
sensitive to visual appearance change and also can be computationally expensive. In this
work, we propose an alternative approach adapting LiDAR descriptors for 3D points
obtained from stereo-visual odometry for place recognition. 3D points are potentially
more reliable than 2D visual cues €.g., 2D features) against environmental changes
(e.g., variable illumination) and this may benet visual SLAM systems in long-term
deployment scenarios. Stereo-visual odometry generates 3D points with an absolute
scale, which enables us to use LIiDAR descriptors for place recognition with high com-
putational e ciency. Through extensive evaluations on standard benchmark datasets,
we demonstrate the accuracy, e ciency, and robustness of using 3D points for place
recognition over 2D methods. Our implementations are available onliné.

 https://github.com/IRVLab/so_dso_place_recognition
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3.1 Related Work

In the eld of vSLAM, ORB-SLAM2 [18] is a recent development that demonstrates
high accuracy and computational e ciency. In ORB-SLAM2, loop closure is detected
by Bag-of-Words (BoW) using ORB features [52]. A vocabulary tree is used in BoW to
speed up feature matching and subsequent place queries. However, if the features are
highly repetitive ( e.g., plants), Bow may fail; an example is given in Fig. 3.4. Similarly,
LSD-SLAM [16] adopts FAB-MAP [53] for place recognition. Other than BoW, Fisher
vectors [54] and VLAD [55] also focus on 2D features. On the other hand, global image
descriptors are also used to decide the similarity between images for place recognition.
GIST [56] is one example which encodes spatial layout properties (spatial frequencies)
of the scene. It exhibits high accuracy if the viewing angle does not signi cantly change.

Recently, researchers adopted deep learning to place recognition and achieved im-
pressive performance €.g., NetVLAD [57] and [58]). NetVLAD trained a convolutional
neural network to extract learned features and proposed a generalized VLAD layer to
describe the image automatically. Their accuracy is promising but their computational
cost is usually high so that they are not widely used in real-time vSLAM systems.

Neither Bow nor GIST is robust against visual appearance change, which is not
ideal for long term (e.g, from summer to winter) vSLAM applications, in addition to
being computationally expensive. In ORB-SLAMZ2, place recognition runs in a separate
execution thread to achieve real-time performance. Direct vSLAM systems €.g., [4],
[46]) have become popular in the past decade, which achieve higher performance in
certain scenarios. Adapting BoW into direct vSLAM systems is challenging because
features are not selected with the goal of being matched across frames. In LSD-SLAM
mentioned above, an additional set of features are detected and matched separately,
which are used speci cally for place recognition, at a higher computational cost. In
LDSO [59], the point selection strategy of its direct vSLAM system [4] is tuned to avor
features that can be matched across frames to enable BoW. Our proposed approach for
place recognition, however, is more elegant for direct vSLAM systems if stereo cameras
are available.

A number of 3D place recognition methods have been designed for RGB-D cameras
or LIDAR sensors. RGB-D Mapping [60] uses ICP [27] to detect loop closure and
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RANSAC [61] to get an initial pose for ICP. For LIDAR, place recognition methods
can be categorized into local descriptors and global descriptorsLocal descriptors use
a subset of the points and describe them in a local neighborhood. Examples are Spin
Image [62] and SHOT [63]. Spin Image describes a keypoint by a histogram of points
lying in each bin of a vertical cylinder centered at that keypoint. SHOT creates a sphere
around a keypoint and describes that keypoint by the histogram of normal angles in each
bin in the sphere. Global methodsdescribe theentire set of points. These methods can
be more computationally e cient. Recent development includes NDT [64], M2DP [65],
Scan Context [66], and DELIGHT [67]. NDT classi es keypoints into line, plane, and
sphere classes according to their neighborhoods. A histogram of these three classes is
created to represent the point cloud. M2DP projects points onto multiple planes, and
the histogram of point count in each bin on each projection plane is concatenated to
get a signature of the point cloud. Scan Context aligns the point cloud to the vertical
direction and represents it by the histogram of the maximal height of each bin on the
horizontal plane. DELIGHT focuses on LIiDAR intensity; the scan sphere is divided into
16 parts and the histogram of LiDAR intensity in each part is concatenated to represent
the point cloud.

Cieslewski et. al. [68] looked into the possibility of using the 3D points triangulated
from Structure-from-Motion or vSLAM for place recognition. They proposed the NBLD
descriptor [68] for the 3D points from a vision-based system. A keypoint is described by
its neighborhood points in a vertical cylinder. The point density of each bin in the cylin-
der is calculated and compared with neighborhoods to create a binary descriptor of that
keypoint. Ye et. al. [3] extended NBLD with a neural network. The vertical cylinder
of NBLD is created in the same way; however, a neural network is trained to describe
the cylinders, instead of calculating the point density. These are novel approaches in
adopting point cloud descriptors into vision-based systems for place recognition.

In this work, we adapt global LiDAR descriptors into stereo-visual odometry for
robust and e cient place recognition under visual appearance change. Direct vSLAM
systems can easily adopt the proposed approach for place recognition without modifying
their point selection strategy.
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Figure 3.1: A demonstration of the points generated by visual odometry, with di erent
colors representing di erent keyframes. 3D points are coming into the desired range as
the camera moves.

3.2 Methodology

Similar to the idea of [68], our method recognizes places based on the 3D points gener-
ated by visual odometry. The main di erence is that the visual odometry in this work is
running on stereo cameras. Speci cally, we use SO-DSO [22] as our stereo-visual odom-
etry for its high accuracy and computational e ciency. To the best of our knowledge,
SO-DSO is the only direct stereo-visual odometry that is robust to repetitive textures
(Fig. 3.4). We choose SO-DSO to demonstrate that the proposed method works for
direct vSLAM systems. However, any multi-camera visual odometry is applicable here.
Since the 3D points generated by stereo-visual odometry have an absolute scale, we can
describe them e ciently using global LIiDAR descriptors. The goal is high accuracy and
computational e ciency, and robustness to environmental change.

3.2.1 Point Cloud Preprocessing

Due to the narrow eld-of-view of the cameras, the 3D points generated by stereo-visual
odometry are located in a frustum determined by the camera pose. If we apply a global
descriptor directly inside the frustum, place recognition will be very sensitive to the
viewing angle.

To solve this issue, we propose simple but e ective method that transforms 3D
points from stereo-visual odometry in the frustum to an omnidirectional LiDAR-shaped
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Figure 3.2: An overview of the proposed approach. The basis lies in the \Point Cloud
Preprocessing” block, where 3D points obtained by stereo VO are used to imitate a
LiDAR scan, so that e cient place recognition can be performed.

(spherical) 3D point cloud. The proposed method is illustrated in Fig. 3.2. Stereo-
visual odometry generates keyframes with camera poses and associated 3D points. We
maintain what we refer to as alocal points list. For each incoming keyframe, we store all
its 3D points into the list. To imitate a LIDAR scan for the current keyframe, we iterate
through the local points list: if the distance of the point is within the desired LiDAR
range, we transform it to the current keyframe coordinate by current pose then put it
into the spherical points list. Here we assume the camera motion is predominantly in
the forward direction so that we continuously have points coming into the desired range
to compensate for points leaving the range, as illustrated in Fig. 3.1. Thespherical
points may contain duplicate points; for robustness and computational e ciency, we
Iter them to get the nal Itered points. An example of an imitated LIDAR scan is
given in Fig. 1.3.

Caching local points enables us to imitate LiDAR scans with denser omnidirectional
points. Since visual odometry generates locally accurate camera poses and 3D points,
concatenating 3D points transformed from multiple nearby keyframes to imitate a Li-
DAR scan is feasible.
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Figure 3.3: Demonstration of LIDAR descriptors used in this work: DELIGHT, M2DP,
and Scan Context.

3.2.2 Point Cloud Description

The next step in the proposed method is to describe theltered points and get aplace
signature for the keyframe, for which we rely on global LiDAR descriptors. This is
preferable for two reasons: the rst is for its computational e ciency when describing
and matching the point clouds; the second reason is due to the fact that the point
clouds we have are generated by visual odometry, they are not as consistent and dense
as the ones from a LiDAR. Many local descriptors, such as Spin Image, depend on the
surface normal, for which dense point clouds are required, which would be problematic
in this case. We choose DELIGHT [67], M2DP [65], and Scan Context [66] as our global
descriptors since they are state-of-the-art LIDAR descriptors for place recognition that
are robust to sparse and inconsistent point clouds. The high-level ideas of them are
illustrated in Fig. 3.3.

DELIGHT DELIGHT operates on LIiDAR intensities. The LiDAR scan sphere is
divided into 16 bins by radius, azimuth, and elevation. Each bin is described by the
histogram of LiDAR intensities inside, which are concatenated to form the signature
representing the entire LIDAR scan. To make the descriptor less sensitive to rotation and
translation, the raw LIDAR scan is aligned to a reference frame obtained by Principal
Components Analysis (PCA) [69]. As discussed in [67], there are four versions of the
signatures due to the ambiguity of PCA.
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Analogous to LIiDAR scan intensities, the 3D points from the visual odometry
have grayscale intensities from the images. We simply replace LiDAR intensities with
grayscale intensities and adapt the DELIGHT descriptor into our system. Each his-
togram is composed of 256 bins since the grayscale intensity ranges from 0 to 255.
Although DELIGHT does not use 3D structural information, we include it in this work
to contrast it against M2DP and Scan Context as both these methods use this informa-
tion. This is done to highlight the value of 3D structures for robust place recognition
against visual appearance change.

M2DP  M2DP is a global descriptor that demonstrates high accuracy and e ciency.
The point cloud is projected onto multiple planes, and each plane is separated into
individual bins by radius and azimuth. The distributions of the projection onto bins are
concatenated to form a signature for the point cloud. For computational and memory
e ciency, singular-value decomposition (SVD) is used to compress the signature. As in
DELIGHT, PCA is used to align the point cloud.

In this work, we augment the M2DP descriptor using grayscale intensity from the
visual odometry. Speci cally, when projecting the point cloud onto each plane, we not
only count the number of points projected onto each bin, but also calculate the average
grayscale intensity. Therefore, we have two types of signatures (namely the point count
signature and the intensity signature) for each place. To make the intensity signature
less sensitive to illumination, we binarize the intensity by comparing it to the global
average intensity. The intuition is to highlight the bright bins. To improve accuracy, we
adopt the four versions of signature from DELIGHT. We include M2DP in our method
as it utilizes 3D structure for place recognition and is not limited to urban scenarios
like Scan Context.

Scan Context  Scan Context is a straightforward yet e ective descriptor designed
for LIDAR scans obtained in urban areas. The LIDAR scan is aligned with respect
to the gravitational axis which is measured externally (e.g., with an IMU). Then the
horizontal circle plane is separated into multiple bins by radius and azimuth. In each
bin, the maximum height is found and concatenated to form a signature for the current
place.
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To t Scan Context into our system, we make the following modi cations. First,
since we want to avoid using additional sensors, we adopt the PCA method used in
DELIGHT and M2DP to align the point cloud. Second, due to the PCA ambiguity,
we replace maximum height with height range (maximum height - minimum height).
Lastly, we generate the intensity signature as in the modi ed M2DP. Scan Context is
the most e cient and accurate among the three descriptors, as shown in experimental
evaluations (Sec. 3.3).

3.2.3 Place Recognition

Based on the place signatures, we are able to determine the similarity between places.
We generate adierence matrix by calculating the signature distance from each
query place to every place in the reference database. For DELIGHT and M2DP, we
take the shortest distance from the query signature to all four possible signatures of
the reference place. For Scan Context, even though we can use the same approach as
for DELIGHT and M2DP, we compare against all possible yaw angles (as the original
Scan Context) for maximal accuracy. The distance of DELIGHT is based on the chi-
squared test as described in [67]. For M2DP and Scan Context, the distance is simply
the Euclidean distance between normalized (L2-norm=1) signatures. As we have two
types of signatures (structure signature and intensity signature), we get two individual
di erence matrices Dg and D;. We fuse them in Eg. 3.1 by normalizing (mean=0,
std=1) each row (representing each query) and adding them with a relative weightws:

Dfused = Ws Nrow(Ds)+ Nrow (D) (3.1)

With the di erence matrix, each query place (row) is matched to a reference place
with the smallest di erence value among all candidates (along the row).

3.3 Experimental Evaluation

To evaluate the proposed method, we compare the results internally among DELIGHT,
M2DP, and Scan Context, as well as externally to BoW, GIST, and [3], as real-time
performance at a low computational cost is a key aspect of our work.
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We use the fast (but less accurate) setting ( 800 active points, 6 frames in opti-
mization) of SO-DSO to estimate camera poses and generate 3D points. We found that
the fast setting is good enough for our purpose and introducing more points decreases
the computational e ciency. The outputs of SO-DSO (poses and points) are used by
the proposed methods for place recognition.

The authors of M2DP have published their Matlab code, which we re-implement
using C++. We similarly re-implement DELIGHT and Scan Context. When prepro-
cessing the point cloud as discussed in Sec. 3.2.1, we set the LIDAR range= 45:0m.
For DELIGHT and M2DP, spherical points are ltered in polar coordinate with 1-degree
angular resolution. We keep the closest point along each ray originating from the polar
center. For Scan Context, however, we lter points in the Cartesian coordinate with
1:5m 0:75m 1:5m resolution. We switch to the Cartesian coordinate and assign a
higher resolution along the vertical axis because Scan Context focuses on height. For
the KITTI dataset [2], there are 2706:2 (16106) points on average in eachltered points
using polar (Cartesian) ltering. For DELIGHT, the radius of the inner/outer sphere is
set to 10/45 meters, respectively. The parameters of M2DP and Scan Context are set
to default values. When fusing di erence matrices in Eq. 3.1, we set a higher weight
Ws = 2 to structure because structure is more reliable than grayscale intensity.

The implementation of BowW comes from ORB-SLAMZ2; the implementation of GIST
is available online?.

For place recognition accuracy, we focus on the area under the precision-recall curve
(AUC ) and the maximal recall at 100% precision (no false positivesi.e., no errors) as
two indices. Larger AUC means more places are recognized with fewer errors. To some
extent, AUC re ects the discrimination power of a place recognition algorithm. Larger
maximal recall at 100% precision indicates that more places are recognized before mak-
ing any mistakes, it is important because a single false positive might signi cantly a ect
the accuracy of the entire SLAM algorithm. In the ideal case, both AUC and maximal
recall should be 1. Other than accuracy, computational e ciency is also evaluated. We
take apart each algorithm and compare the components individually. The accuracy and
e ciency are evaluated on KITTI dataset [2] and Oxford RobotCar Dataset [70].

2http://lear.inrialpes.frisoftware
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Table 3.1: AUC (rst number) and maximal recall at 100% precision (second number)
on KITTI dataset.

Method | DELI. M2DP S.C. BoW GIST

Seq. 00| 0.754 0.616| 0.639 0.191| 0.733 0.599|| 0.893 0.788 | 0.841 0.774
Seq. 02| 0.463 0.253| 0.488 0.053| 0.555 0.440|| 0.011 0.012 | 0.613 0.597
Seq. 05| 0.622 0.483| 0.522 0.062| 0.653 0.566|| 0.867 0.809 | 0.756 0.659
Seq. 06| 0.916 0.531| 0.946 0.671| 0.897 0.679|| 0.968 0.963 | 0.925 0.729
Seq. 07| 0.000 0.000| 0.000 0.000| 0.000 0.000{| 0.713 0.627 | 0.350 0.149

Figure 3.4: Snapshot of KITTI seq. 02 at a revisited place.

3.3.1 KITTI Dataset

The KITTI dataset is one of the most in uential datasets for benchmarking autonomous
driving research. The odometry dataset comes with 22 stereo sequences. However, only
the rst 11 sequences have ground-truth publicly available. Among them, sequences
f00, 02, 05, 06, 0@ have loop closure segments, which are used in this section.

Accuracy When computing precision and recall, two places are considered to be
revisited places if their distance is smaller than 10 meters, which is relatively small as
the distance between trajectories can be smalld.g., sequence 06 in Fig. 3.5).

Table 3.1 reports the accuracy of each algorithm. BoW achieves the best accuracy in
all sequences other than sequence 02. Each sequence in the KITTI dataset is recorded
continuously in a short period of time, there is not much visual appearance change.
Hence, feature matching is robust and BoW works perfectly. For sequence 02, the
BoW approach fails to recognize places because the revisited places are occupied with

repetitive textures (i.e., plants in Fig. 3.4), for which feature matching is unreliable.
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Figure 3.5: Places recognized (marked as red) by BowW and by Scan Context on KITTI
dataset at 100% precision.

The accuracy of the adapted LIDAR approaches is not as good as BoW or GIST but
their AUCs are still fairly high on sequencesf 00, 02, 05, 0§. Scan Context achieves
the best overall accuracy among the adapted LiDAR approaches. Sequence 07 is special
because there is only a small segment of loop closure when the vehicle comes back to
the starting place. Thus, the accuracy of Bow and GIST is not very reliable. None

of the proposed 3D methods detects any loop because there is not enough overlapped
trajectory to accumulate 3D points.

Fig. 3.5 plots the loops detected by BoW and Scan Context. Scan Context fails
to recognize places in short segments. This is because the proposed method needs
enough overlapped trajectory to accumulate 3D points. This is a limitation of the
proposed method. However, it recognized places with repetitive textures in sequence
2. Nevertheless, we showed that our implementation of each algorithm works on the
KITTI dataset (at least for Bow and GIST; we will further validate the proposed 3D
approaches using the RobotCar dataset).

E ciency Table 3.2 reports the run-time required to query a place in the database.
The test platform is based on an Intel i7-6700 with 16GB of RAM. The run-time is



34
Table 3.2: Run time analysis in milliseconds.

Method DELI. [M2DP|S.C. ||BoW |GIST
Imitate LIDAR Scan (c++) [1.151 |1.204 |0.692 ||- -
Desc. extraction (c++) 0.082 |46.10 (0.123|37.41160.0
Query descriptor (Matlab) [103.2 |3.418 |7.334|/115.01.106
Total 104.4 |50.72 {8.149(|152.4161.1

Table 3.3: Test sequences on RobotCar dataset.

Tests Spr. | Spr. | Spr. | Spr. | Sum. | Sum. | Sum. | Fall Fall | Win.
Spr. | Sum. | Fall | Win. | Sum. | Fall | Win. Fall | Win. | Win.

Dates 05-19 | 05-19 | 05-19 | 05-19 | 08-13 | 08-13 | 08-13 | 10-30 | 10-30 | 02-10
05-22 | 08-13 | 10-30 | 02-10 | 07-14 | 10-30| 02-10| 11-28 | 02-10| 12-12

calculated in sequence 06.

Point Itering in Scan Context is slightly faster because of the simple Cartesian
coordinate ltering. For descriptor generation, DELIGHT is the fastest due to its
straightforward mechanism. Scan Context is the second-fastest because calculating
the height range is also e cient. M2DP is the slowest one among all the adapted
3D methods. The entire set of points is projected onto multiple planes, followed by
SVD compression, which is computationally expensive. For BoW and GIST, their high
accuracy on the KITTI dataset is achieved at a high computational cost. For place
query, GIST is the quickest since it simply calculates the Euclidean distance between two
descriptors. This is followed by M2DP, for which we have calculated all four descriptors
of each place, the distance between two places is simply the smallest Euclidean distance.
Scan Contest is slightly slower because the query descriptor is matched against all
possible yaws. DELIGHT and BoW are much slower. The chi-squared testin DELIGHT
is computationally expensive. For BoW, we extract 4000 features for each image and
use a vocabulary tree with about 1 million nodes. Hence, both descriptor extraction
and matching of BoW are computationally expensive.

Scan Context achieves the highest overall e ciency that can run in real-time in
most VSLAM systems. Although BoW and GIST achieve higher accuracy, they are
much slower than Scan Context.
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Figure 3.6: Images from the RobotCar dataset in di erent seasons. Note the signi cant
changes in appearance.

Figure 3.7: Places recognized (marked as red) by Scan Context at 100% precision.

3.3.2 RobotCar Dataset

The RobotCar dataset is challenging for place recognition since visual appearance and
brightness changes drastically. Snapshots of RobotCar are shown in Fig. 3.6. The
testing pairs are given in Table 3.3, covering all combinations of seasons.

Accuracy  Since the authors of [3] have not published their code, we evaluate our
algorithms using the same settings for fair comparisons. Speci cally, we use the same
segment as illustrated in Fig. 5(a) of [3] for testing. When computing precision and
recall, we also use 25 meters as the GPS distance threshold.

Table 3.4a shows the AUC of each algorithm running the tests in Table 3.3. Since we
cannot re-run the tests in [3], data of [3] and NBLD are taken directly from [3], which are
just for reference; whereas the rows markedDELI.", \ M2DR and \ S.C." represent our
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Table 3.4: Place recognition accuracy on RobotCar dataset.

(a) AUC.

Spr. | Spr. | Spr. | Spr. | Sum. | Sum. | Sum. | Fall Fall | Win.
Spr. | Sum. | Fall | Win. | Sum. | Fall | Win. | Fall | Win. | Win.
[3] 0.77 | 0.74 | 059 | 042 | 0.76 | 056 | 0.49 | 0.60 | 0.44 | 0.58
NBLD | 0.65 | 0.70 | 0.61 | 0.35 | 0.67 | 0.50 | 0.38 | 0.45 | 0.35 | 0.49
DELI. | 0.87 | 0.68 | 045 | 0.04 | 0.84 | 0.61 | 0.01 | 0.50 | 0.00 | 0.01
M2DP | 090 | 0.85 | 0.50 | 0.32 | 0.85 | 0.52 | 0.28 | 0.54 | 0.35 | 0.54
S.C. 0.96 | 094 | 0.78 | 0.73 | 0.93 | 0.78 | 0.618 | 0.64 | 0.49 | 0.81

Bow 056 | 0.34 | 0.21 | 0.30 | 0.31 | 0.42 | 0.37 | 0.00 | 0.29 | 0.00
GIST | 093 | 092 | 068 | 0.78 | 091 | 0.69 | 0.74 | 0.00 | 0.61 | 0.00

Tests

(b) Maximal recall at 100% precision.

Spr. | Spr. | Spr. | Spr. | Sum. | Sum. | Sum. | Fall Fall | Win.
Spr. | Sum. | Fall | Win. | Sum. | Fall | Win. | Fall | Win. | Win.
DELI. | 0.33 | 0.07 | 0.03 | 0.00 | 0.43 | 0.19 | 0.00 | 0.06 | 0.00 | 0.01
M2DP | 0.30 | 0.23 | 0.00 | 0.01 | 0.03 | 0.01 | 0.06 | 0.12 | 0.04 | 0.01
S.C. 0.76 | 0.56 | 041 | 0.32 | 069 | 0.42 | 0.33 | 0.35 | 0.25 | 0.52

Bow 0.03 | 0.02 | 0.02 | 0.03 | 0.01 | 0.03 | 0.10 | 0.00 | 0.04 | 0.00
GIST | 0.79 | 0.38 | 0.24 | 0.18 | 0.50 | 0.24 | 0.16 | 0.00 | 0.11 | 0.00

Tests

Figure 3.8: Robustness against seasonal visual appearance change, using spring as query
season. Values are normalized by Spring-Spring.
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approaches adapting these three global descriptors. Table 3.4b illustrates the maximal
recall with 100% precision. Scan Context (\S.C.") achieves both the highest AUC
and the highest recall in most tests. Scan Context depends on the height range for
place recognition. In the RobotCar dataset, the maximum/minimum height is usually
from buildings/ground. Therefore, the height range is not very sensitive to seasonal
change. GIST behaves best in the rest of the tests. It works well because the viewing
angle is mostly unchanged in the RobotCar dataset. M2DP is the next-best performing
approach, which has a relatively high accuracy when there is less visual appearance
change €.g. Test a: Spring-Spring). However, in di erent seasons, the trees along the
streets have vastly di erent appearances €.g., for losing leaves) as illustrated in Fig. 3.6.
M2DP projects all 3D points to get a signature, so its accuracy drops. DELIGHT su ers
more from visual appearance change between seasons because it purely depends on
grayscale intensity, which indicates the importance of 3D structure for place recognition.
BoW has the worst performance; a potential reason is that feature matching is sensitive
to changing scene factors such as trees and tra ¢ (vehicular and pedestrian).

Fig. 3.7 shows the places recognized by Scan Context at 100% precision. For the easy
case (Spring-Spring), Scan Context recognizes most of the places. For the challenging
case (Spring-Winter), with the reference of Fig. 3.6, most places along Holywell street
are correctly recognized since it is occupied mostly with buildings; but most places along
Parks road are not recognized because there are many trees (maximum height) on both
sides of the road.

Fig. 3.8 shows the decrease in accuracy of each algorithm against seasonal visual
appearance change. For AUC, Scan Context and GIST outperform the rest in terms of
robustness; for maximal recall, Bow has an abnormal curve because all of its maximal
recall values are very low (Table 3.4b). Other than that, Scan Context is the most robust
one. Therefore, we conclude that Scan Context is robust against visual appearance
change.

Fig. 3.9 shows the comparison of the precision-recall curve between the adapted
Scan Context and the methods in [3]. It validates that Scan Context adapted in this
work outperforms [3] in accuracy.
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Figure 3.9: Precision-recall curves of Scan Context compared with that of [3].

Intensity Contribution

Table 3.5 shows the AUC and maximal recall of Scan Con-

text using structure only, intensity only, and both structure and intensity. Scan Context

with intensity only performs poorly on the RobotCar dataset, since grayscale intensity
changes drastically throughout di erent seasons. However, augmenting the structure

descriptor with intensity information clearly improves the maximal recall, even though

it does not obviously improve the AUC.

We do not include the e ciency comparison on the RobotCar dataset since we use
the identical setup with the KITTI dataset and the results are similar.

Table 3.5: AUC (top sub-rows) and maximal recall (bottom sub-rows) at 100% precision
of Scan Context with structure and/or grayscale intensity.

Tests Spr. Spr. Spr. Spr. Sum. Sum. Sum. Fall Fall Win.
Spr. Sum. Fall Win. Sum. Fall Win. Fall Win. Win.
Structure 0.955 0.940 0.762 0.699 0.931 0.753 0.610 0.652 0.500 0.778
0.270 0.216 0.390 0.154 0.279 0.066 0.105 0.147 0.049 0.134
Intensity 0.834 0.645 0.344 0.112 0.831 0.390 0.086 0.290 0.096 0.478
0.230 0.050 0.039 0.021 0.151 0.057 0.027 0.056 0.027 0.032
Fused 0.956 0.944 0.782 0.729 0.928 0.779 0.681 0.644 0.491 0.814
0.758 0.558 0.408 0.322 0.685 0.415 0.325 0.346 0.247 0.519
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3.3.3 Use Case Analysis

After the experiments, we claim that the use case of the proposed method is for forward-
moving vehicles (for accumulating points) equipped with stereo cameras in visually
changing environments €.g., RobotCar dataset), where the proposed approach recog-
nizes place with high accuracy, e ciency, and robustness. It also works with repetitive
texture (e.g., Sequence 02 of KITTI dataset). Additionally, adopting the proposed
approach is easier than adopting BoW for direct vSLAM.

The conventional BoW works on individual images, and there is no forward-moving
constraint. It achieves higher accuracy, especially for small loop segment® (. Fig.
3.5) when there is not much visual appearance change.

3.4 Conclusions

In this chapter, we propose a novel place recognition approach for stereo visual odometry.
Instead of 2D image similarity, we depend on the 3D points generated by the visual
odometry to determine the correlation between places. The 3D points from stereo
systems with an absolute scale are used to imitate LIDAR scans which are fed into three
global LiDAR descriptors, which are DELIGHT, M2DP, and Scan Context. We augment
the descriptors with grayscale intensity information. Experiments on the KITTI dataset
and RobotCar dataset show the accuracy, e ciency, and robustness of the proposed
method.

In the next chapter, we integrate the scale optimization in Chapter 2 and the place
recognition approach discussed in this chapter into a full direct SLAM system.



Chapter 4

Fast Direct Stereo Visual SLAM

We propose a novel approach for fast and accurate stereo visual Simultaneous Localiza-
tion and Mapping (SLAM) independent of feature detection and matching. We extend
monocular Direct Sparse Odometry (DSO) to a stereo system by optimizing the scale of
the 3D points to minimize photometric error for the stereo con guration, which yields a
computationally e cient and robust method compared to conventional stereo matching.
We further extend it to a full SLAM system with loop closure to reduce accumulated
errors. With the assumption of forward camera motion, we imitate a LiIDAR scan using
the 3D points obtained from the visual odometry and adapt a LiDAR descriptor for place
recognition to facilitate more e cient detection of loop closures. Afterward, we estimate
the relative pose using direct alignment by minimizing the photometric error for poten-
tial loop closures. Optionally, further improvement over direct alignment is achieved
by using the lIterative Closest Point (ICP) algorithm. Lastly, we optimize a pose graph
to improve SLAM accuracy globally. By avoiding feature detection or matching in our
SLAM system, we ensure high computational e ciency and robustness. Thorough ex-
perimental validations on public datasets demonstrate its e ectiveness compared to the
state-of-the-art approaches. An open-source implementation of DSV-SLAM is available
onlinet.

4.1 Related Work

Lhttps://github.com/IRVLab/direct_stereo_slam
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Visual SLAM has been an active re-
search problem in the robotics and com-
puter vision literature over the last two
decades. The early approaches re-
lied on various Iter-based estimation
methods such as EKF-SLAM [71] and
MSCKEF [28]. Starting from PTAM [15],
many popular approaches incorporate
techniques borrowed from structure-from-
motion [21] (e.g, bundle adjustment)
into optimization-based visual SLAM sys-

tems. The optimization-based visual Figure 4.1: The estimated trajectory and
reconstructed environment by the proposed

SLAM systems can be categorized as ei-
method on KITTI sequence 00.

ther feature-based or direct methods de-
pend on whether feature matching is used.

ORB-SLAM [17,18,72] is one of the most in uential and established feature-based
methods. In its stereo version [18], 3D points are triangulated from stereo matching
and then tracked across frames. Subsequently, bundle adjustment is applied to jointly
optimize the points and camera poses within a local sliding window by minimizing the
reprojection error. In the back end, BoW is used for loop closure detection and relative
pose estimation. Subsequently, anessential graphis optimized to improve the global
accuracy. Global bundle adjustment is also executed to further improve the accuracy.
Despite the gain in accuracy, it is computationally expensive.

DSO [4,20,59] is the current state-of-the-art for direct visual odometry. Wang et
al. [20] extend DSO to a stereo system using stereo matching for depth initialization.
To incorporate BoW into the DSO system for loop closure, Gaoet al. [59] modify
DSO's point selection strategy to avor trackable featuresand compute descriptors for
these features. However, stereo matching and feature detection and description are
computationally expensive and lack robustness to poorly-textured environments.

Previously we proposed scale optimization [22] and LIiDAR descriptor-based place
recognition [25] as alternatives for stereo matching and BoW approach. They enable a
fast and fully direct visual SLAM system, which we attempt to address in this chapter.



42
4.2 Methodology

Fig. 4.2 illustrates an outline of the proposed system. There are four computational
components: the monocular VO, the scale optimization module, the loop detection
module, and the loop correction module.

Figure 4.2: An overview of DSV-SLAM: (1) starting from CamO, the Monocular VO
estimates camera poses and generates 3D points; (2) using the 3D pointScale Opti-
mization module estimates and maintains the scale of the VO, (3).oop Detection mod-
ule detects loop closures based on 3D points from VO; (4) for potential loop closures,
Loop Correction module estimates the relative poses of loop closures and optimizes the
poses globally.

Notations

We uselT =[8R;8t] 2 SE(3)to represent the T ransformation (R otation and t ranslation)
from coordinate a to coordinate b. We mark the stereo camera pair asCamg and Camj.
For Camy wherek 2 f 0; 1g, the corresponding image id x and the camera projection is
denoted as . A 3D point is represented by ,*(p;d,), where p and d, are the pixel

coordinates and (inverse) depth, respectively, which are back-projected into 3D space

by o
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4.2.1 Monocular VO

As mentioned, we choose a direct method over feature-based methods for its accuracy,
computational e ciency, and robustness in poorly-textured environments. The current
state-of-the-art direct VO method is DSO [4], which works by minimizing the photo-
metric error de ned over a sliding window F of keyframes and points as

X X X
E= Epj (4.1)
i2F p2P; j20bg(p)
X i} tj M iy
Epj = wpii(loPY B) I -(lolp] B)jj (4.2)
P2Np !
pO= 0(%T ol(p;dp)): (4.3)

That is, for each point p 2 P; in keyframe i 2 F, if it is observed by keyframej,
then Ep; denotes the associated photometric errorEp; de ned in Eq. 4.2 is essentially
the pixel intensity di erence between a point p in keyframe i and its projection p®in
keyframe|j as de ned in Eq. 4.3; the a ne brightness terms (a;; , b ), exposure times
ti=j , pixel pattern Ny, weight wp, and Huber norm jj jj are included for photometric
robustness. Please refer to [4] for more details. It is worth mentioning that any monoc-
ular VO (preferably direct VO) method can be used here instead of DSO due to our
modular system design.

4.2.2 Scale Optimization

As DSO is monocular VO, the scale is unobservable and tends to drift as time goes on.
Stereo VO systems solve this problem by bringing themetric distance between cameras
into the odometry system. As discussed, stereo matching is the conventional way to
extend monocular VO to stereo VO but it is computationally expensive and it does not
t well into direct VO. Hence, we adopt scale optimization [22] in the proposed system
to balance robustness and e ciency.

The main idea of scale optimization is to project the points from monocular VO on
Camg to Camy and nd the optimal scale that minimizes the photometric error de ned
as:
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X

E= wjjli[pd Tlolpljj ; (4.4)
p2P

p®= 1(GR s oM(p;dp)+ §t): (4.5)

For each 3D point Ol(p;dp), it is re-scaled in Camg frame by current scale s
and then projected into Cam; by [§R;3t] and 1, which are known from the stereo
calibration. The photometric error E in Eq. 4.4 is then de ned as the pixel intensity
di erence between the original point p in 1o and its projection p%in 1. An example
of such scale optimization is illustrated in Fig. 4.3. Eg. 4.4 is an analogous formulation
of Eqg. 4.2 with two simpli cations. First, there is no a ne brightness parameters or
exposure times. It is feasible as validated in the experiments of [22] because a stereo
camera is usually hardware synchronized and triggered. Secondly, the photometric error
is calculated using a single pixel instead of all pixels in a patternN, (as in Eq. 4.2)
since the points remain xed here. Consequently, the scals is the only free parameter
to optimize. These simpli cations facilitate a computationally e cient optimization
process.

Since we do not have prior knowledge of the scale when the system starts, we run
scale optimization with a series of initial guesses ranging from :Q to 50 (empirically
chosen) to initialize the scale. Following scale optimization, DSO is adjusted corre-
spondingly by re-scaling the Pose and 3D points. For the consistency of DSO, we only
re-scale the pose of the most recently created keyframe and reset its evaluation point;
we do not re-scale the other keyframes because of the First Estimate Jacobians [31,73],
but their scale will be optimized heuristically. As a result, the metric scale of DSO
is estimated and maintained by scale optimization alone. The resulting stereo VO is
computationally e cient and remains fully direct requiring no feature extraction or
matching.

4.2.3 Loop Detection

For VO, camera pose drift is inevitable because it is estimated by accumulating lo-
cal camera motions. To compensate for this error, loop closure brings non-local pose
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Figure 4.3: An example of scale optimization on sequence 06 of the KITTI dataset. The
top image is the projection with the optimal scale, where the projection well overlaps
with the image; the bottom image is the projection with an incorrect scale (Q1 optimal
scale), the green arrows indicate the locations of the correct projections.

constraints for global pose optimization. BoW [23, 24] is the conventional loop closure
approach, but it does not t well into direct methods for reasons discussed previously.
We propose an alternative approach in [25] that ts naturally into direct SLAM.
Instead of 2D features, we focus on the 3D structure for place recognition. We adapt
LiDAR descriptors on the 3D points from stereo VO to describe a place. However,
the 3D points from VO are distributed in a frustum due to the narrow eld-of-view
of cameras. The pose of the frustum changes with that of the camera, which is not
desired for place recognition. Our solution to this is illustrated in Fig. 4.2(3); with the
assumption that camera motion is predominantly in the forward direction, we propose
to locally accumulate 3D points from VO to get a set ofLocal Points, then generate a set
of Spherical Points around the current Pose to imitate a LiDAR scan. This is feasible
because VO is locally accurate. For e ciency, we usePoints Filter to remove redundant
points. The Filtered Points make up the nal imitated LIiDAR scan ( e.g., Fig. 4.4b).
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(a) Scan Context (b) ICP

Figure 4.4: (a): A simpli ed illustration of ring-key and Scan Context descriptor on the
imitated LIDAR scan near the place in Fig. 4.3. We assume the heights of buildings and
trees are 10 meters and 3 meters, respectively (for this illustration only). (b): When
direct alignment fails, ICP nds the optimal pose that aligns the imitated LiDAR scans
of the recognized place (red) and the current place (green).

To describe the imitated LIiDAR scan, we prefer global LIDAR descriptors over local
ones mainly for two reasons. First, generating and matching global LiDAR descriptors is
usually faster than local ones. Secondly, the imitated LIDAR scan is neither as consistent
nor dense as a real LiDAR scan, which is not ideal for local LIDAR descriptors. We are
able to use global LIDAR descriptors because the 3D points generated by the proposed
stereo VO (DSO with scale optimization) have a metric scale. In [25], we validated that
Scan Context [66] is accurate and e cient for datasets recorded in urban areas. Hence,
we use Scan Context as our LIiDAR descriptor and focus on urban driving scenarios.
The main idea of Scan Context is to use height distribution in urban areas é.g.,
buildings) to describe the point cloud generated by a LiDAR. The original Scan Context
aligns the point cloud with respect to the gravity axis measured by IMU. Since we do
not wish to bring additional sensors (.e., IMU) to our visual SLAM system, we align
the point cloud using PCA [69] instead. After alignment, the horizontal plane (the most
signi cant PCA plane in our case) is divided into multiple bins based on radius and
azimuth. The maximal height in each bin is concatenated to form a signature for the
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current place. The authors of Scan Context also propose to use ring-key [66] for fast
preliminary search before Scan Context, which encodes the occupancy ratio in each ring
determined by radius. An illustration is given in Fig. 4.4a.

In our system, for each keyframe from the stereo VO, we imitate a LIiDAR scan by
the proposed method and generate its place signature using our modi ed Scan Context
descriptor. Then we search for potential loop closure in theSignature Database We
rst search by ring-key, which is fast but less discriminative, so we select the top three
place candidates for Scan Context to make the nal decision.

424 Relative Pose Estimation

As Fig. 4.2(4) shows, for eachRecognized Placewe try to estimate a Loop Constraint
(i.e., the relative pose) between the current place and recognized place. This is achieved
by direct alignment as done in DSO tracking based on the following equations:

X e tee® |
E= wpii(I§lP] k) Cea (olPl B ; (4.6)
p2P r
= ofT o(p;dp)): 4.7)

Here,|§ and | | are the current and recognized frames, respectively. We are estimat-
ing ¢T, the relative pose from recognized frame to current frame, which is initialized
by the PCA alignment in Loop Detection. The other variables are same as the ones in
Egs. 4.2 and 4.3. We speci cally project points from the recognized frame to the current
frame for memory e ciency, because we only need to store the sparse points instead of
the entire image for the recognized frame.

Although Egs. 4.6 and 4.7 look similar to the error terms in DSO (.e., Egs. 4.1-4.3),
there are only two keyframes {.e., recognized frame and current frame) in this opti-
mization rather than a sliding window in DSO, and hence, fewer points and constraints;
additionally, the illumination, occlusion, and even the scene can vary drastically for
loop closures. Consequently, direct alignment alone is not robust enough for loop clo-
sure. For robustness, we execute ICP [27] to align the imitated LIDAR scans when
direct alignment is not con dent (Egs. 4.6-4.7 converge to a large photometric error).
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An example of ICP is shown in Fig. 4.4b. ICP is particularly robust when the visual
appearance changes drastically. Although it is computationally more expensive than
direct alignment, the initial relative pose from PCA in Loop Detection is reasonably
accurate and facilitates a fast convergence. Alternatively, the pose can be estimated by
direct alignment and ICP jointly [74] for improved accuracy and robustness.

Finally, the Pose Graph composed of the consecutive keyframes and loop closures
is optimized to improve the pose accuracy globally. Although not implemented yet,
global bundle adjustment can be done using the 3D points association from either direct
alignment or ICP algorithm for improved map consistency.

4.3 Experimental Evaluation

To evaluate the accuracy and computational e ciency of DSV-SLAM system, we include
several variants of DSO for internal comparison. In particular, we compare the scale
optimization in DSV-SLAM with the stereo matching approach adopted in the Stereo
DSO? [20]. We also compare the performance of our LIDAR descriptor-based place
recognition module to the conventional BoW approach used in LDSO [59]. Externally,
we include the performance evaluations of stereo ORB-SLAM2 [18] for accuracy and
e ciency comparison. Since the Scan Context used in this system is designed for the
urban driving scenario, we mainly focus on two publicly available datasets: the KITTI
visual odometry dataset [2] and the Malaga dataset [75]. Our experiments are conducted
on an Intel—i7-8750H platform having a 2.2GHz CPU with six cores and 16GB RAM.
We use the default setting of DSO with 2000 points located in 5-7 keyframes in the
sliding window for optimization (i.e., in Eq. 4.1-4.3). Moreover, when imitating a LIiDAR
scan for loop detection, we set the LIDAR range (.e., the radius of Spherical Points
in Fig. 4.2(3)) to 40 meters. In the current implementation, scale optimization runs
sequentially in the main DSO thread while the loop closure parts (detection, estimation,
and pose optimization) run in a separate thread. Due to the inherent randomness in
DSO and ORB-SLAM2, we run each algorithm ve times and compute the average
when calculating accuracy and e ciency.

2Since no o cial release of Stereo DSO is available, we use a third-party implementation in  https:
[/l github. com/ JingeTu/ StereoDSO
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