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Abstract

One of the fundamental goals of Artificial Intelligence (Al) is to develop visual systems that
can reason with the complexity of the world. Advances in machine learning have revolutionized
many fields in computer vision, achieving human-level performance among several benchmark
tasks and industrial applications. While the performance gap between machines and humans
seems to be closing, the recent debates on the discrepancies between machine and human in-
telligence have also received a considerable amount of attention. Studies argue that existing
vision models tend to use tactics different from human perception, and are vulnerable to even
a tiny shift in visual domains. Evidence also suggests they commonly exploit statistical priors,
instead of genuinely reasoning on the visual observations, and have yet to develop the capability
to overcome issues resulting from spurious data biases. These contradictory observations strike
the very heart of Al research, and bring attention to the question: How can Al systems under-
stand the comprehensive range of visual concepts and reason with them to accomplish various
real-life tasks, as we do on a daily basis?

Humans learn much from little. With just a few relevant experiences, we are able to adapt to
different situations. We also take advantage of inductive biases that can easily generalize, and
avoid distraction from all kinds of statistical biases. The innate generalizability is a result of not
only our profound understanding of the world but also the ways we perceive and reason with
visual information. For instance, unlike machines that develop holistic understanding by scan-
ning through the whole visual scene, humans prioritize their attention with a sequence of eye
fixations. Guided by visual stimuli and the structured reasoning process, we progressively lo-
cate the regions of interest, and understand their semantic relationships as well as connections to
the overall task. Despite the lack of comprehensive understanding of human vision, research on
humans’ visual behavior can provide abundant insights into the developments of vision models,
and have the potential of contributing to Al systems that are practical for real-world scenarios.

With an overarching goal of building visual systems with human-like reasoning capability,
we focus on understanding and enhancing the integration between visual perception and reason-
ing. We leverage visual attention as an interface for studying how humans and machines priori-
tize their focus when reasoning with diverse visual scenes. We tackle the challenges by making
progress from three distinct perspectives: From the visual perception perspective, we study the
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relationship between the accuracy of attention and the performance related to visual understand-
ing; From the reasoning perspective, we pay attention to the connections between reasoning and
visual perception, and study the roles of attention throughout the continuous decision-making
process; Humans not only capture and reason on important information with high accuracy, but
can also justify their rationales with supporting evidence. From the perspective of explainabil-
ity, we explore the use of multi-modal explanations for justifying the rationales behind models’
decisions. Our efforts provide an extensive collection of observations for demystifying the in-
tegration between perception and reasoning, and more importantly, they offer insights into the
development of trustworthy Al systems with the help of human vision.
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Chapter 1

Introduction

Recent advances in machine learning have brought the world’s attention to artificial intelli-
gence (Al). With the rapid developments of deep learning in the past decade, we have wit-
nessed remarkable successes in various fields in both academia and the industry. Convolutional
neural networks [5, 6, 7], benefiting from seven decades of research activities [8, 9, 10, 11],
have demonstrated dominant performance in computer vision and achieved human- or even
superhuman-level accuracy in various challenges, including image recognition [12], the game
of Go [13, 14], and protein folding [15]. Transformer [16], which was proposed just five years
ago, continuously shows its strengths in linguistic understanding and revolutionizes the research
in natural language processing [17, 18, 19]. Its great compatibility with pretraining also attracts
a considerable amount of attention from the vision community on developing big models em-
powered by billion-scale data [20, 21, 22, 23, 24]. Apart from academic successes, industrial
companies also consider the developments of Al as opportunities for pushing forward their
next-generation applications. ChatGPT [23] revolutionizes the application of chatbot, provid-
ing new paradigms for improving the accessibility of knowledge and enhancing the efficiency
of various design tools. Autonomous driving [25] has become a leading star in the industrial in-
corporation of Al, and hundreds or perhaps thousands of companies are testing their self-driving
vehicles in the US. Information technology (IT) giants have also empowered their services with
the assistance of Al techniques [26, 27], improving user experiences and flourishing new areas
of applications. The enormous amount of achievements seems to give the impression that, the
dream of artificial general intelligence, a body of Al that can solve any intelligent task like a
human being, may finally come true in the foreseeable future.
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Nevertheless, apart from the optimistic progresses, there is a body of research that points out
the drawbacks of existing methods [28, 29, 30], and argues that they are still far from general
intelligence. For instance, while machines can outperform their human opponents on the image
recognition task [12], they can be very vulnerable to tiny and perhaps imperceptible changes in
the visual scenes [31]. Another example could be the effects of the variability of data statistics.
Different from humans that handle all kinds of statistical priors, machines that learn on data with
certain statistics may not generalize to data with different statistics [32]. Despite the profound
language understanding learned from billions of data, machines still lack the capability to reason
with natural language and address novel problems [30].

The aforementioned observations, while somewhat contradictory, highlight the discrepan-
cies between the ways machines and humans understand the visual world. Machines are very
good at absorbing knowledge from a large collection of data, and solving certain tasks by mining
underlying correlations within the data. However, such knowledge is usually task-dependent or
dataset-specific, and does not generalize well to broader domains. On the other hand, the induc-
tive biases we humans use [33], while may not be as accurate as machines’ for every individual
task, typically encode the logic for accommodating a wide range of situations. We believe an
essential component for the next generation of Al is the capability to develop generalizable
and human-like inductive biases. In this thesis, we discuss our efforts in bridging human and
machine intelligence and studying the connections between visual perception and reasoning.

1.1 The Gap between Machine and Human Intelligence

While motivated by the biological structures of the human visual system, machine intelligence
of existing deep learning methods is strikingly different from the intelligence of humans in
terms of cognitive qualities and cognitive abilities [34]. Despite surpassing human performance
on certain tasks [12, 14, 15], there still exists a considerable gap between machine and human
intelligence in several key aspects:

Generalizability. A key distinction between machines and humans is the capability to
generalize. Humans have innate generalizability, which is rooted in both biological evolution
and life-long learning [29]. With a few demonstrations or experiences, we are able to tackle new
tasks or novel concepts. On the contrary, while training with millions of samples, computational
models significantly fall behind when it comes to generalization [28, 33, 35, 30]. The large gap
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in the efficiency of learning indicates the discrepancies between the ways machines and humans
reason with visual information. More importantly, it highlights that the successes made on in-
domain task performance can not be directly translated to the true capability of addressing
real-world challenges.

Interpretability. Humans not only perform well in addressing the diversity of scenes and
generalizing toward new environments, but are also good at justifying their rationales behind
decisions. Explaining decisions is an integral part of human communication, understanding,
and reasoning. On the other hand, existing models typically rely on black-boxed deep neural
networks, and fall short of illustrating their decision-making processes. The inability to interpret
prevents the understanding of the underlying mechanisms of machine intelligence, which limits
the applications to domains that take transparency as a high priority such as healthcare, finance,
and legislation.

Robustness. A primary challenge for real-world visual understanding is to accommodate
the diversity of visual scenes. EXisting computational models that achieve human-level per-
formance are surprisingly vulnerable to tiny shifts in the visual domains, even though they are
hardly perceivable and do not affect human performance [31]. They also have an over-reliance
on statistical priors and are commonly misguided by spurious biases [32], hampering the mu-
tual trust between machines and human users. Recent studies show that these critical defects
can be exploited with malicious intents [36], and cause significant societal impacts. These ob-
servations point out that, while demonstrating great potential capabilities, existing models still
lack the ability to accurately locate the support evidence for visual understanding and correlate
it with the decision-making process.

1.2 Our Approaches

With an overarching goal of developing visual systems with human-like reasoning capabil-
ity, we pay attention to the integration of visual perception and reasoning. In particular, we
leverage visual attention as an interface for studying the connections between perception and
decision-making. With its intrinsic interpretability and the ability to localize key sensory inputs,
attention can play an important role in revealing how machines and humans allocate their focus
during task accomplishment. To constitute an integral view of the contribution of attention in
decision-making, we make progress from the perspectives of visual perception, reasoning, and



explainability.

1.2.1 Visual Perception

In Chapter 2 and Chapter 3, we are interested in studying how humans and machines perceive
information from complex visual scenes, and whether more accurate attention leads to better
visual understanding. We augment computational models with a novel attention mechanism,
and develop a new attention prediction model for predicting human attention during visual
reasoning.

We first utilize image captioning as the testbed and explore the usefulness of human at-
tention for model inference (Chapter 2). Supported by our analysis of the agreement between
where people look and how they describe an image, we develop a new computational model that
takes advantage of human stimulus-based attention for more accurate localization of regions of
interest. Different from prior studies that enforce a hard alignment between human and machine
attention, our model emphasizes their complementary roles and simultaneously considers both
attention for inference. Our experiments and analyses suggest the advantages of our model, and
also provide insights into the coordination between human and machine attention.

Next, we concentrate on the visual question answering task [37], which is a generalization
of the visual Turing test [38] for estimating machines’ reasoning capability (Chapter 3). Our
goal of the study is to understand how humans deploy their attention when performing visual
reasoning in naturalistic environments, and develop a model to capture their fine-grained visual
behaviors. We present a new eye-tracking dataset for visual reasoning in immersive environ-
ments (i.e., 360 videos), and for the first time differentiate attention based on task performance
(i.e., correctness of answers). A new saliency prediction model is also presented, which pays
focused attention to the correlation between attention deployment and task performance.

1.2.2 Reasoning

Perception and reasoning are two intertwined mechanisms for humans to understand the visual
world. In Chapter 4, we aim to unveil the connections between attention allocation and the
decision-making process for both humans and machines. To achieve the goal, we take advan-
tage of symbolic reasoning to decompose the continuous reasoning process into a sequence of
atomic reasoning step, and collect a new eye-tracking dataset that supports analyses of attention
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and reasoning. We also facilitate the understanding of attention in the reasoning context with
a new evaluation paradigm that allows estimating the alignment between attention and the rea-
soning process. Through extensive experiments on human attention and a collection of machine
attention, we reveal the discrepancies between the visual behaviors in machines and humans
during visual reasoning. More importantly, our results highlight that humans’ visual behaviors
tend to follow the symbolic reasoning process, which is in terms of both spatial and tempo-
ral attention deployment. On the other hand, machines commonly exploit statistical priors and
only pay attention to regions related to the answers, regardless of the designs of the attention
mechanism. We also show that by encouraging models to progressively direct their attention
throughout the reasoning process, and with consideration of the correctness of attention, they
are able to enhance reasoning performance in various settings.

Generalizability is commonly considered a key differentiator between human and machine
intelligence. Humans intrinsically have the capability to answer various types of questions,
while existing computational models typically assume training samples that capture every pos-
sible object and reasoning problem, and heavily exploit statistical priors. In Chapter 5, we
further develop a novel reasoning model that integrates the elements of compositionality with
attention and reasoning, and answers questions with both known and novel concepts. The prin-
cipal idea behind our approach is to factorize different objects into common bases, and leverage
the bases for correlating objects with their similarity in semantics, regardless of their availability
during training.

1.2.3 Explainability

Explainability is a critical component of human communication, understanding, and reasoning.
We not only are good at finding relevant information and reasoning with it, but also have the
capability to justify the rationale behind our decisions. Despite the optimistic progresses in
research for visual reasoning, little attention is paid to the explainability of computational mod-
els and their underlying decision-making process. Our work discussed in Chapter 6 advances
existing studies with a new paradigm for estimating models’ explainability and a novel model
emphasizing the explicit correlation between visual-textual modalities. It centers around an-
swering one particular research question: Do machines that look accurately really know what
they are looking at?

To enable a comprehensive understanding of the problem, we first propose a new type of



6
multi-modal explanation that jointly considers accurate attention deployment and its correlation
with the reasoning process. It is derived from a symbolic program that progressively traverses
the decision-making process, and gathers keywords as well as regions of interest for predicting
the answers. By encoding the key visual-textual components and their contribution to visual
reasoning, our explanation provides a principled paradigm for evaluating models’ reasoning
capability. Our analysis shows that, despite being able to narrow down the regions of interest,
computational models commonly fail to understand how they involve in the reasoning process
and contribute to reasoning. To address the issues, we identify the tight correspondence between
visual-textual modalities as a key ingredient and present a method that explains the decision by
explicitly correlating the two modalities

1.3 Contributions

This thesis introduces our efforts on developing generalizable and interpretable Al systems for
understanding the connections between perception and reasoning. In summary, it makes the
following contributions:

* An eye-tracking dataset for visual reasoning with 360 immersive videos. It for the first
time differentiates visual attention based on the corresponding task performance.

» An eye-tracking dataset that takes into account symbolic reasoning, and allows studying
the relationship between perception and reasoning.

» A symbolic program for automatically constructing our reasoning-aware and visually
grounded explanation, together with a newly constructed dataset with over 1 million
multi-modal explanations.

* An image captioning model that takes advantage of both human and machine attention
and enables them to complement each other.

A correctness-aware saliency prediction model that is capable of capturing the influence
of task performance on attention allocation.

A progressive attention supervision method for encouraging models to deploy their atten-
tion throughout the continuous decision-making process.
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» A multi-modal explanation method that justifies models’ decisions by explicitly correlat-
ing evidence from both visual and textual modalities.

A visual reasoning framework that allows compositional understanding of both diverse
objects and the reasoning process.
1.3.1 Publications

The relevant publication list for this thesis is as follows:

* (Chapter 2) Boosted Attention: Leveraging Human Attention for Image Captioning [39].
In European Conference on Computer Vision (ECCV), 2018.

 (Chapter 3) Fantastic Answers and Where to Find Them: Immersive Question-directed
Visual Attention [40]. In Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2020.

» (Chapter 4) AiR: Attention with Reasoning Capability [41]. In European Conference on
Computer Vision (ECCV), 2020.

» (Chapter 4) Attention in Reasoning: Dataset, Analysis, and Modeling [42]. In IEEE
Transactions on Pattern Analysis and Machine Intelligence (TPAMI), 2021.

» (Chapter 5) Divide and Conquer: Answering Questions with Object Factorization and
Compositional Reasoning [43]. In Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition (CVPR), 2023.

 (Chapter 6) REX: Reasoning-aware and Grounded Explanation [44]. In Proceedings of
the IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2022.



Chapter 2

Does Human Attention Help

Machine’s Visual Reasoning?

How humans describe an image tends to agree with the way they allocate their attention. Visual
attention has shown usefulness in image captioning, with the goal of enabling a caption model
to selectively focus on regions of interest. However, existing computational models typically
rely on indirect optimization of attention with only top-down language information, and com-
monly fail to focus on correct regions of interest. In this chapter, we explore the effectiveness of
leveraging human attention to guide the learning of machine attention. Inspired by the human
visual system which is driven by not only the task-specific top-down signals but also the visual
stimuli, we propose to use both types of attention for image captioning, jointly incorporating
both human stimulus-based attention and top-down machine attention. Through extensive ex-
periments and analyses, we demonstrate the advantages of our approach across various settings,
and more importantly, highlight the complementary nature of human and machine attention.

2.1 Introduction

Image captioning aims at generating fluent language descriptions on a given image. Inspired
by the human visual system, in the past few years, visual attention has been incorporated in
various image captioning models [45, 46, 47, 48]. Attention mechanisms encourage models to
selectively focus on specific regions while generating captions instead of scanning through the
whole image, avoiding information overflow as well as highlighting visual regions related to the



(a) A bulldog resting on (b) a dog laying on top of a
and sleeping with a teddy bear. couch with a blanket.

(c) a dog laying on top of a (d)
couch with a blanket.

Figure 2.1: Top-down machine attention may fail to focus on objects of interest. (a): original
image with human-generated caption, (b-c) two top-down attention maps and their correspond-
ing model-generated captions, and (d) stimulus-based attention map for the image. Words re-
lated to the top-down attention maps are colored in red.

task.

Following the success made in [45], visual attention in most conventional image captioning
models is developed in a top-down fashion on a word basis. That is, visual attention is computed
for each generated word based on visual information from the image and the partially generated
natural language description. While such mechanism (i.e., top-down attention) aims at connect-
ing natural language and visual content, without prior knowledge on the visual content in terms
of salient regions (i.e., stimulus-based attention), the computed visual attention can fail to con-
centrate on objects of interest and attend to irrelevant regions. As shown in Figure 2.1, a model
with only top-down attention focuses on non-salient regions in the background (Figure 2.1(c))
and does not capture salient objects in the image, i.e., bulldog and teddy bear according to the
human-generated caption.
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Human attention is driven by both task-specific top-down signals and task-independent vi-
sual stimuli. For visual tasks such as image captioning, humans would naturally deploy their
gaze based on both top-down and stimulus-based information during the exploration. As a re-
sult, the objects being mentioned in the same image by different people are largely consistent
and correlated with the objects highlighted by the stimulus-based attention [49]. Therefore, we
propose that the visual stimuli highlighted in human attention can be a reasonable source for
locating salient regions in image captioning, which can also complement top-down machine
attention that relates to specific tasks. In Figure 2.1(d), we see that human stimulus-based at-
tention successfully attends to regions corresponding to objects of interest as mentioned in the
human-generated caption.

The primary goal of this chapter is to investigate the usefulness of incorporating human
attention with computational models. We study the problem from two distinct perspectives: (1)
We carry out an analysis on the correlation between human stimulus-based attention and the
one necessary for describing the image, which offers insights into the role of human attention
in the image captioning task; and (2) We develop a new Boosted Attention method that takes
advantage of both stimulus-based and top-down attention for inference. It encourages models to
focus on visual features based on task-specific top-down signals from natural language, while at
the same time pay attention to salient regions highlighted by task-independent stimulus. Quan-
titative results on the Microsoft COCO [50] (MSCOCO) and Flickr30K [51] datasets show that
incorporating stimulus-based attention is able to significantly improve the model performance
across various evaluation metrics. We also visualize the results to qualitatively illustrate the
complementary role of the two types of attention in image captioning.

2.2 Related Works

Image Captioning. Generating natural language description based on a still image has gained
increasing interest in the recent years. To generate captions, [52, 53, 54] first extract a set of
attributes related to elements within an image and then generate language description based on
the detected attributes. Several works [55, 56, 57] view image captioning as a ranking descrip-
tion problem and tackle the problem by conducting a query to retrieve descriptions lies close to
an image on embedding space. With the successes of Deep Neural Networks (DNNSs), a number
of works [58, 45, 59, 1, 60, 61, 62] have developed neural network based methods to generate
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image captions. Typically, these methods use Convolutional Neural Networks (CNNSs) as vi-
sual encoder to extract visual features and generate captions with Recurrent Neural Networks
(RNNs) such as Long Short Term Memory (LSTM) [63].

Top-down Attention in Captioning. Top-down visual attention has been widely used on vari-
ous image captioning models in order to allow models to selectively concentrate on objects of
interest. Xu et al. [45] combine the memory vector of LSTM with visual features from CNN
and feed the fused features to an attention network to compute the weights for features at differ-
ent spatial locations. Yang et al. [46] propose a reviewer module that applies the visual attention
mechanism for multiple times during generating the next word. In [48], an adaptive mechanism
is proposed that assigns weights not only to visual features but also to a feature vector obtained
based on the memory state of LSTM, since it is unnecessary to attend to the visual features
for generating specific words such as ‘the’ and ‘a’. Besides applying the attention mechanism
on the spatial domain, Chen et al. [60] introduce channel-wise attention which is operated on
different filters within a convolutional layer. Most of these models generate visual attention in a
top-down fashion using the original visual features and top-down language information from the
partially generated caption. Without direct supervision or prior knowledge with stimulus-based
attention from the images, however, the computed top-down attention can fail to concentrate on
the correct objects of interest and attend to irrelevant background.

Stimulus-based Attention in Captioning. To boost the performance of image captioning mod-
els, a few works attempt to use human stimulus-based attention. Sugano et al. [64] utilize
ground truth human gaze to split top-down attention for gazed and non-gazed regions. Cornia
et al. [65] integrate human attention in a captioning model similar as [64] but replace the human
gaze with predicted saliency maps. In [66], Tavakoli et al. analyze the effects on stimulus-based
attention in captioning by substituting the top-down attention with stimulus-based attention.
While these models suggest that human attention can have positive effects on image captioning,
they either incorporate only stimulus-based attention or use stimulus-based attention to separate
the top-down attention at different locations, resulting in relatively marginal improvement over
corresponding baselines.

In this work, we propose a Boosted Attention method that incorporates stimulus-based hu-
man attention with existing top-down visual attention. While also using human attention, our
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method differs from the aforementioned works in the following aspects: 1) Different from [66]
which solely relies on stimulus-based attention, we emphasize that it is necessary to integrate
stimulus-based attention with top-down attention. 2) Unlike [64, 65] which utilize stimulus-
based attention to split top-down attention and extract features from regions either attended
by both attention (gazed) or not attended by stimulus-based attention (non-gazed), our method
extracts features from regions attended by either attention so both contribute directly with an
equal role, naturally enabling the two types of attention to complement each other. Experimen-
tal results validate the complementary nature of them, which contributes to the significant boost
in captioning performance. 3) Instead of using the spatial map for encoding stimulus-based
attention like [66, 64, 65], we integrate the attention via attentional CNN features. Compared
to spatial map, our features encode more abundant information and introduce channel-wise at-
tention in addition to spatial attention.

2.3 Methodology

2.3.1 What Roles Can Human Attention Play in Image Captioning?

Though human-generated captions are relatively free-form, and with considerable inter-subject
variance in descriptions, there exists a large degree of agreement in what people describe (i.e.,
mentioned words in the captions) and what people look (i.e., fixated objects with stimulus-based
attention). In this Section, we explore the role of stimulus-based attention in image captioning.
Specifically, we show the correlations between stimulus-based attention and captioning atten-
tion by comparing them on the SALICON [67] dataset under different evaluation metrics. Note
that to provide insights on how stimulus-based attention could contribute to the captioning task,
the captioning attention we use here is derived from ground truth labels from MSCOCO and
seen as ground truth attention for generating the captions.

Similar to [66], we generate captioning attention using visual object category to sentence’s
noun (VOS) mapping (please refer to the supplementary materials for details). The evaluation
metrics used in the comparison include Coefficient Correlation (CC), Spearman’s Rank Corre-
lation (Spearman) and Similarity (SIM) [68]. Additionally, we also compute the probability of
objects being described given that they are fixated by stimulus-based attention, i.e., P (djf). To
compute this probability, we first set up a small threshold (i.e., 0:1) to filter out the false posi-
tive introduced during map re-scaling, then traverse all saliency fixations within the captioning
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A woman cutting a sheet cake with a knife .
A person is cutting a cake and serving it on plates .
A brown and orange cake being sliced on a table

Several police officers driving down the road with their lights on .
Several vehicles including police cars traveling under an overpass .
Three police cars with their lights on and a black car.

A adult and a child with remotes in a room .
A man kneeling on a floor next to a little boy .
A man plays Wii with a young boy in a living room .

Figure 2.2: Visualization for image captioning attention and stimulus-based attention. From left
to right: original images, ground truth image captioning attention maps, stimulus-based atten-
tion maps. Captions are shown at the bottom of the images with objects of interest mentioned
in multiple captions highlighted by red color.

attention map. For each fixation, if the attention value is above the predefined threshold, we
consider at that fixation the corresponding object is mentioned in the captions.

Quantitative evaluations show that the objects described in the captions are likely to be
fixated by stimulus-based attention with the probability P (djf) = 0:465. According to [66],
the probability of an object being mentioned given that it exists (i.e. P (dje)) is around 0.2,
thus stimulus-based attention increases the probability of selecting objects of interest by more
than 2, providing reasonably good prior knowledge of the objects of interest for image caption-
ing. However, note that since stimulus-based attention commonly attends to only parts of the
salient objects instead of covering all or sometimes even majority of the pixels in the objects,
the correlations between stimulus-based attention and captioning attention are not high, with
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CC = 0:222, SIM = 0:353 and Spearman = 0:324. Thus, even though stimulus-based
attention is capable of partially capturing objects of interest for image captioning, solely relying
on stimulus-based attention may not be sufficient for an image captioning model. Figure 2.2
shows examples of captioning attention and corresponding stimulus-based attention. We see
that stimulus-based attention, while correctly locating objects of interest (i.e., cake, police car,
man, remote and boy), it typically covers part of the salient regions displayed in the captioning
attention maps.

2.3.2 Boosted Attention Method

As mentioned in Section 2.3.1, on the one hand, objects of interest in stimulus-based attention
are reasonably consistent with objects of interest in image captioning, suggesting that stimulus-
based attention can be used to provide prior knowledge for image captioning. On the other hand,
however, with certain level of discrepancy, in both location and coverage, stimulus-based atten-
tion alone could lead to loss of visual information and thus decreasing the quality of generated
captions.

We therefore propose a Boosted Attention method for image captioning that incorporates
stimulus-based attention into the conventional top-down attention framework of a captioning
model. The stimulus-based attention is combined with top-down attention to construct a new
attention mechanism called Boosted Attention, which encourages the model to focus on cer-
tain visual features based on top-down language signals while at the same time attending to
the salient regions highlighted by the stimulus-based attention. In all of our experiments, the
stimulus-based attention is obtained from a pre-trained saliency prediction network..

Figure 2.3 illustrates the high-level architecture of our method. The model first takes a single
raw image as input and encodes it with a CNN Visual Encoder to obtain the visual features. The
encoded features are then passed through a Top-down Attention Module and our Stimulus-based
Attention Module in parallel, computing the top-down attention and integrating stimulus-based
attention. The proposed Stimulus-based Attention Module consists of three parts, a convolu-
tional layer Wgq pre-trained on saliency prediction for producing the stimulus-based attention
features, a convolutional layer W, that further encodes the visual features, and an integration
module  that combines stimulus-based attention and visual features. After processing with
both the Top-down Attention Module and Stimulus-based Attention Module, visual features
integrated with two attention are fed into the Language Generator to sequentially produce the
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Figure 2.3: An illustration of architecture design for proposed Boosted Attention method. Top-
down attention maps and their corresponding words are highlighted in purple, blue, green color,
while stimulus-based attention map is shown in the red frame.

caption.

Attentional CNN Features. Instead of using the final output of the saliency prediction net-
work (i.e., the saliency map), we propose to make use of features from intermediate layers of
the network which could encode richer information about stimulus-based attention. In this Sec-
tion, we formulate and provide intuitions behind using the attentional CNN features to encode
stimulus-based attention.

Considering a fully-convolutional saliency prediction network, we denote it as the equation
below (for simplicity we only take the last two layers into considerations):

S = softmax(Wm (Wsall)) (2.1)

where | is the output of previous layers with ReL U activation, Wgy and Wy, represent weight
parameters in the layer that is used to produce attentional CNN features and output saliency
map respectively, denotes the ReLU activation and S is the saliency map. The kernel size of
both convolutional layers is 1, which enables the model to better capture cross-filter correlations
as discussed in [69].

As shown in Equation 2.1, Wgq here constructs both channel-wise attention and spatial
attention. Specifically, with the use of ReLU activation ensures non-negativity, to highlight
salient regions in the saliency map Wsg; needs to construct the correlations between filters and
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stimulus-based attention (i.e. suppressing filters that have negative correlations and emphasiz-
ing those have positive correlations). These correlations (channel-wise attention) are determined
by the signs and magnitude of weights in Wy, €.9., negative weights lead to decrease of acti-
vation in S and thus indicate negative correlations, larger weights emphasize more significant
contributions. Furthermore, due to the use of spatial softmax activation, Wgg also considers the
correlations between features and stimulus-based attention on spatial domain, resulting in the
spatial attention.

Integrating Stimulus-based Attention. We integrate stimulus-based attention with visual
features using an asymmetric function as follows:

1" =Wyl log(Wsgl + ) (2.2)

where I and 1 are the visual features before and after integrating stimulus-based attention, Wy
represents weights in an additional convolutional layer that further encodes the visual features
and Wgg is the same as in Equation 2.1, denotes hadamard product, and is a hyper-parameter.
Note that in Figure 2.3 denotes the whole integration process of Equation 2.2.

The intuitions behind this integration method are three-fold: First, W, further encodes vi-
sual features, allowing them to adapt to the cross-filter correlations with stimulus-based atten-
tion that are stored in Wgg;. Second, by introducing logarithm, we aim at alleviating the effects
of co-adaptation between W,,, Wg4 and smoothing the contributions of stimulus-based atten-
tional features. Third, with the hyper-parameter we form a residual mechanism, preserving
the original information in visual features and thus preventing potential information loss caused
by applying stimulus-based attention. This mechanism is crucial in the proposed integration
method, because stimulus-based attention alone may fail to attend to all regions of interest and
it is reasonable to allow the model to extract features attended by either one of the attention
(stimulus-based or top-down). In our experiments, we define as a mathematical constant e to
preserve the identity of the original visual features.

After obtaining the visual features attended by the stimulus-based attention (i.e. I°), we
apply top-down attention on them via hadamard product, enabling two attention to complement
to each other. That is, when stimulus-based attention fails to attend to some regions of interest,
top-down attention can attend to those regions via assigning larger weights, and vice versa.

With the collaboration between the attentional features and the attention integration method,
our method constructs not only spatial attention widely used in various captioning models but



17
also channel-wise attention [60] that found beneficial for image captioning. More importantly,
it enables the human stimulus-based attention and machine top-down attention to complement
each other, which plays an important role in enhancing the model performance.

2.4 Experiments

24.1 Implementation

Dataset and Evaluation. We evaluate our method on two popular datasets: 1) Microsoft COCO
[50], where most images contain multiple objects in complex natural scenes with abundant con-
text information. The dataset includes 82783, 40504, 40775 images for training, validation and
online evaluation, each has 5 corresponding captions. We use the publicly available Karapthy’s
split [1] for both training and offline evaluation. 2) Flickr30K [51], where most images depict
human performing various activities. It has a total of 31000 images from Flickr, each has 5
corresponding captions. Due to the lack of official split, in order to compare with other works
we follow split from [1]. Four automatic metrics are used for evaluation, including BLEU [70],
ROUGEL [71], METEOR [72] and CIDEr [73].

Saliency Prediction Network. In order to integrate stimulus-based attention, we construct
a saliency prediction network with 2 convolutional layers (note that features from the last con-
volutional layer of a ResNet-101 are viewed as input). The first convolutional layer has 2048
filters while the second layer projects the CNN features to spatial saliency map using a single
filter. The kernel size for both layers is set as 1 and the whole saliency network can be repre-
sented as Equation 2.1. We optimize the model on SALICON dataset with cross-entropy loss
and SGD optimizer using learning rate 2:5 10 4. Batch size is set to 1. Weights from the first
layer of saliency prediction network is utilized to initialize the stimulus-based attention module
in the proposed method (i.e. Wsg in Equation 2.2).

Baseline Model. To demonstrate the effectiveness of our method and the advantages of
integrating stimulus-based attention, we apply the proposed method on our baseline model con-
structed based on Soft Attention [45] and several recent tips [60, 47] to enhance performance:
we replace the VGG [6] based visual encoder with a more powerful ResNet-101 [7] based one.
Instead of fine-tuning the encoder, we directly adopt visual features from the last convolutional
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layer of the visual encoder as input. When extracting the features, no cropping or re-scaling is
applied to the original images, instead, an adaptive spatial average pooling layer is utilized to
produce features with a fixed size of 2048 14  14. Unlike [45] which trains the model solely
on cross-entropy loss, we use the optimization method proposed in [47] which contains both
supervised learning and reinforcement learning. The LSTM hidden size, word and attention
dimensions are set as 512 in our baseline. The other settings remain the same as the original
Soft Attention model.

Training. We train our models following the same settings from [47]: we use ADAM [74]
optimizer for training all of the models and batch size is set as 50. Models are first trained on
cross-entropy loss under supervised learning framework, with initial learning learning rate 5
10 “ and Scheduled Sampling [75] feedback probability being 0. During supervised learning,
the learning rate is decayed by a factor of 0:8 every 3 epochs and feedback probability increased
by 0:05 every 5 epochs. After 25 epochs of supervised learning, we further optimize the models
under reinforcement learning framework on the CIDEr metric as [47]. The initial learning
rate for reinforcement learning is set as 5 10 ° and also decayed by 0:8 every 3 epochs.
In supervised learning we fix the weights for stimulus-based attention (Wsg in Equation 2.2)
to establish correlations between filters within parallel layers (Wsy and W, in Equation 2.2),
while later on in reinforcement learning we fine-tune stimulus-based attention since the filter
correlations have already been established.

2.4.2 Quantitative Results

In this section, we report quantitative results to demonstrate the effectiveness of the proposed
method. We perform inter-model comparisons of the proposed method and 8 state-of-the-art
models including Soft Attention [45], ATT [76], SCA-CNN [60], SCN-LSTM [62], RLE [59],
AdaATT [48], Att2all [47] and PG-BCMR [61]. We also conduct intra-model comparisons
on results with and without the proposed approach (i.e., integrating the stimulus-based atten-
tion) and whether using pre-trained stimulus-attention for integration. During evaluation, beam
search is utilized for generating the captions and the beam size is set as 3. Table 2.1 and Ta-
ble 2.2 show the result comparison on Flickr30K and MSCOCO (Karpathy’s test split [1] and
online testing platform).



Model Flickr30K MSCOCO

B@4 MT RG CD B@4 MT RG CD

Soft Attention [45] | 0.191 0.185 - - 0.243 0.239 - -

ATT [76] 0.230 0.189 - - 0.304 0.243 - -
SCA-CNN [60] 0.223 0.195 0.449 0447 | 0.311 0.250 0.531 0.952
SCN-LSTM [62] | 0.265 0.218 - - 0.330 0.257 - 1.012
RLE [59] - - - - 0.304 0.251 0.525 0.937
AdaATT [48] 0.251 0.204 0.467 0.531 | 0.332 0.266 0.549 1.085
Att2all [47] - - - - 0.342 0.267 0.557 1.140
ours-Baseline 0.267 0.197 0471 0.523 | 0.335 0.258 0.551 1.062
ours-BAM* 0.270 0.204 0.477 0.571 | 0.350 0.262 0.559 1.111
ours-BAM 0.274 0.208 0.482 0.586 | 0.354 0.265 0.562 1.122
Improvement (%) | 2.6% 5.6% 23% 120% | 5.7% 27% 20% 5.6%
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Table 2.1: Performance comparison with the state-of-the-art on Flickr30K and MSCOCO (test
splitin [1]). Baseline is our augmented baseline model without stimulus-based attention, BAM

indicates the proposed Boosted Attention model and BAM denotes the model without using

pre-trained stimulus-based attention but with the same architecture as BAM. Reported scores are
BLEU-4 (B@4), METEOR (MT), ROUGE-L (RG) and CIDEr (CD). The relative improvement
by using the proposed method over its baseline is shown in percentage.

BLEU-1 BLEU-2 BLEU-3 BLEU-4 ROUGEL METEOR CIDEr

ATTY [76] 0.731 0.565 0.424 0.316 0.535 0.250 0.953
SCA-CNN [60] 0.712 0.542 0.404 0.302 0.524 0.244 0.912
SCN-LSTMY [62]  0.740 0.575 0.436 0.331 0.543 0.257 1.003
PG-BCMR [61] 0.754 0.591 0.445 0.332 0.550 0.257 1.013
AdaATTY [48] 0.748 0.584 0.444 0.336 0.550 0.264 1.042
Att2allY [47] 0.781 0.619 0.470 0.352 0.563 0.270 1.147
ours-BAMY 0.794 0.622 0.470 0.349 0.560 0.264 1.083

Table 2.2: Online results (C5) on the MSCOCO evaluation platform, y indicates ensemble of

models. Our result is obtained from an ensemble of 4 models trained under different random

seeds.
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According to the comparative results, the proposed Boosted Attention method leads to sig-
nificant performance increase across all evaluation metrics compared to the original baselines
without stimulus-based attention. On Flickr30K, using our method results in 2.6%, 5.6%, 2.3%
and 12% of relative improvements on BLEU-4, ROUGE-L, METEOR and CIDEr, while on
MSCOCO the improvements are 5.7%, 2.0%, 2.7% and 5.6% for corresponding evaluation
metrics. Moreover, boosted by the stimulus-based attention, our models are capable of achiev-
ing state-of-the-art performance on both datasets.

To further study the contributions of stimulus-based attention, we conduct experiments us-
ing a model with the same architecture as the proposed model but not initialized on pre-trained
weights for stimulus-based attention . In this case, the stimulus-based attention Wgg is trained
end-to-end and not fixed during supervised learning. As shown in Table 2.1, models with pre-
trained stimulus-based attention (BAM) are able to consistently outperform models without
stimulus-based attention (BAM ), indicating that stimulus-based attention plays an essential
role on boosting the performance and the improvement of our method is not merely due to
advantages of modifications on architecture.

2.4.3 Attention Corporation in Image Captioning

To explore how the two types of attention, i.e., human stimulus-based attention and top-down
machine attention, corporate with each other during the caption generation process, we first
evaluate the correlations between the attention maps from the two types of attention. Since top-
down attention maps are generated for each corresponding word within a caption, we compute
the average correlations between stimulus-based attention map and top-down attention maps for
different words.

We compute the correlations on the 5000 images from Karpathy’s test split [1]. Two eval-
uation metrics commonly used for estimating correlations between spatial maps, i.e. Coef-
ficient Correlation (CC) and Spearman’s Rank Correlation (Spearman), are utilized for anal-
ysis. According to the experimental results, CC and Spearman scores are negative (CC =

0:256; Spearman = 0:369), indicating that stimulus-based attention tends to focus on re-
gions different from top-down attention thus the two can potentially complement each other.

Next, we show gqualitative results to demonstrate that two attention corporate in a comple-
mentary manner. Figure 2.4 compares top-down attention and its corresponding stimulus-based
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a horse standing in front a horse standing in front  a horse standing in front
of a church of a church of a church
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Figure 2.4: Qualitative results illustrating that the two types of attention complement each other
in various situations. From left to right: original images with generated captions, stimulus-based
attention maps, top-down machine attention maps for different words within the captions. The
word associated with a specific top-down attention map is highlighted in red color.
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attention, three typical scenarios for the corporation between attention are summarized as fol-
lows:

 Scenario I: Stimulus-based attention has successfully captured all of the objects of in-
terest corresponding to generated caption. In this case, top-down attention tends to play
a minor role on discriminating the salient regions related to the task. As shown in the
first two images, since stimulus-based attention has already concentrated on the objects
of interest mentioned in the captions (i.e., horse and church in the first image, man and
giraffe in the second image), when generating the words corresponding to the objects,
top-down attention either does not have a clear focused region (the 1st image) or attends
to similar regions as stimulus-based attention (the 2nd image).

* Scenario II: Stimulus-based attention concentrates on only part of an object but not cov-
ering the entire object (e.g., the 3rd image), or it covers some but not all objects of interest
(e.g., the 4th image). Under these situations, top-down attention will focus on the miss-
ing regions to enhance the objects of interest and complement stimulus-based attention.
In the 3rd image, stimulus-based attention highlights the cat but only the bottom part
of the stuffed animal, therefore in order to collect enough visual information when gen-
erating the word ‘animal’, top-down attention is placed on the upper part of the stuffed
animal. Furthermore, in the 4th image we can see that since stimulus-based attention
does not quite focus on the woman, during generating the word ‘woman’ top-attention
significantly emphasizes the face of the woman and reveals the lost visual information.

* Scenario III: Stimulus-based attention fails to distinguish salient objects with irrelevant
background. In this case, top-down attention will play a major role in extracting regions
corresponding to the objects of interest. As shown in the 5th image, due to the com-
plexity of the visual scenario, stimulus-based attention confuses the objects of interest
(i.e. woman and cat according to the caption) with background objects such as bed and
blanket. As a result, the model relies on top-down attention to filter out the irrelevant
information and concentrate on regions related to the word being generated.
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2.5 Conclusion

In this chapter, we study the effectiveness of leveraging human behavioral data for benefiting
image captioning models. We identify human stimulus-based attention as an important interface
that reflects how humans describe an image, and jointly incorporate it with top-down machine
attention for enhanced reasoning. Our experiments and analysis validate the usefulness of hu-
man attention for computational model, and reveal the complementary nature between human
stimulus-based and top-down machine attention.



Chapter 3

Where Do Humans Look when

Performing Visual Reasoning Tasks?

Attention serves as an important interface for understanding the decision-making process. While
most visual attention studies focus on bottom-up attention with restricted field-of-view, real-life
situations are filled with embodied vision tasks. The role of attention is more significant in the
latter due to the information overload, and attention to the most important regions is critical to
the success of tasks. The effects of visual attention on task performance in this context have
also been widely ignored. Our research addresses a number of challenges to bridge this research
gap, on both the data and model aspects.

Specifically, we introduce the first dataset of top-down attention in immersive scenes. The
Immersive Question-directed Visual Attention (IQVA) dataset features visual attention and cor-
responding task performance (i.e., answer correctness). It consists of 975 questions and answers
collected from people viewing 360° videos in a head-mounted display. Analyses of the data
demonstrate a significant correlation between people’s task performance and their eye move-
ments, suggesting the role of attention in task performance. With that, a neural network is de-
veloped to encode the differences of correct and incorrect attention and jointly predict the two.
The proposed attention model for the first time takes into account answer correctness, whose
outputs naturally distinguish important regions from distractions. Our study with new data and
features may enable new tasks that leverage attention and answer correctness, and inspire new
research that reveals the process behind decision making in performing various tasks.

24
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Figure 3.1: Visual attention is driven by tasks. The correct attention (row 1) provides essential
information for answering the question, while the incorrect attention (row 2) helps identify the
distracting features to be avoided when designing intelligent visual systems. Contours represent
different xation densities (0.25, 0.5, and 0.75), and brighter contours indicate higher xation
densities.

3.1 Introduction

Visual attention provides humans and machines with the ability to rapidly understand a scene
by selectively processing the incoming information. Understanding the roles of attention is of
signi cant importance for many applications. In the past decades, many eye-tracking datasets
and attention prediction models have been developed to study attention in regular images and
videos. Due to the limited eld of view (FOV) and the passive viewing (PV) paradigm, however,
these studies are dif cult to be transferred to solve real-world problems. Furthermore, despite
the popularity of aggregating all human attention patterns for attention modeling, the effects
of different patterns on task performances have been mostly unstudied (see Figure 4.1 for an
example). Such differences reveal important visual features to focus on or to avoid, providing
insights for the understanding and modeling of attention for tasks of interest. To push forward
the research frontier of visual attention, we aim at investigating two unstudied problems in com-
puter vision: task-driven attention in immersive scenes, and the relationship between attention
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and task performance.

In this work, we introduce Immersive Question-directed Visual Attention (IQVA), a new
dataset of eye-tracking data collected from humans answering questions in immersive scenes.
It consists of 975 questions on 360° video clips, each annotated with 14 answers (either correct
or incorrect) and the corresponding eye-tracking data. Different from previous eye-tracking
datasets, IQVA is built upon a more general and realistic paradigm where people actively ex-
plore the immersive scenes with time limits and answer questions. It highlights the importance
of attention to the task outcomes and enables a ne-grained comparison between the attention
patterns associated with different task performances. To the best of our knowledge, IQVA is the

rst attention dataset that explicitly veri es the correctness of ground-truth labels and differen-
tiates between correct and incorrect ones. It demonstrates the signi cant impacts of attention on
task performance, which can bene t the modeling of both human and machine vision systems.
Based on the new dataset and analyses, we further introduce a novel attention model to predict
the correct and incorrect attention maps with an emphasis on their differences. Considering the
incorrect attention as a hard negative sample, we show that jointly predicting correct and incor-
rect attention can increase the accuracy of both. In sum, the main contributions of this work are
three-fold:

First, we introduce and highlight a new research problem: Immersive Question-directed
Visual Attention. To study this problem, we propose the IQVA dataset with an emphasis on the
differences between attention patterns of correct and incorrect answers.

Second, with extensive data analyses, we demonstrate correlations between visual attention
and task performance. People who answer correctly exhibit consistent attention patterns, while
those who answer incorrectly are affected by diverse factors.

Finally, we propose a neural network model to jointly predict the correct and incorrect
attentions. A semantic working memory and a ne-grained difference loss are proposed to
model the top-down task guidance and to learn features that distinguish both attentions.

3.2 Related Works

Visual attention datasets. For decades, visual attention has been extensively studied in the
elds of computer vision [77, 78, 79, 80] and cognitive vision [81, 82, 83]. Datasets have been
built using eye-tracking [84, 85] or simulated alternatives [67] to facilitate the development of
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attention models [77, 78, 86, 83]. While much research has focused on the bottom-up attention
driven by stimulus [77, 78, 87, 83], top-down attention driven by tasks is less studied [3, 79, 88].
Moreover, the highly controlled settings and the rectangular limited FOV in conventional image
or video viewing prevent eye-tracking data from accurately representing human attention in ev-
eryday tasks. To collect attention data in a natural FOV, several works [89, 90, 91] use wearable
eye-trackers to record attention in daily activitiesg(,cooking), where people can move and
act freely in the environment. Another line of research utilizes omnidirectional cameras and
head-mounted displays (HMDs) to study how people explore virtual environments. Attention
data in this type of immersive scenes are captured by tracking people's head movements [92, 93]
or eye movements [94, 95]. While enabling the tracking of more natural gaze behaviors, exist-
ing datasets either have insuf cient variability in scenes, or ignore the impact from top-down
tasks. As a result, understanding and modeling task-driven attention remain an open challenge.
To address these issues, our dataset places an emphasis on the variety of attention for question
answering in immersive scenes, and the correctness of answers. The dataset enables the study
of how people's attention is driven by tasks and subsequently determines task performance.

Human and machine attention in top-down tasks. Many computer vision models use
model attention to prioritize information in vision tasks. Despite their widespread acceptance
and contributions to task performance, model attention does not always agree with humans in
where to look at given the same tasks [77, 96, 87]. For example, in visual question answering
(VQA) [37, 97], where attention plays an important role, analysis [98] has shown a low correla-
tion between model and human attention. Such misalignment may be caused by the dataset bias
that directs the model attention to certain priors [97, 99, 100], or the insuf cient correctness
veri cation of the ground-truth annotations [101, 102]. In this work, we study human atten-
tion under general top-down tasks, such as counting objects, identifying object characteristics,
or nding inter-object relationships. To reduce the data bias, we increase the task dif culty
by asking more challenging questions and providing broad-FOV visual inpeitdromersive
scenes). Thus, both humans and machines need to attend correctly in order to answer the ques-
tions. Furthermore, we explicitly verify the correctness of ground-truth answers, so the pro-
posed dataset and model can provide insights into how correct and incorrect attentions affect
the task performance.
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Dataset Modality | Scenes| Scanpaths| Task | TPA
Corbillonet al.[103] Head 5 0.3k PV 7
Wu et al.[104] Head 9 0.4k PV 7
Lo et al.[105] Head 10 0.5k PV 7
Nguyen&Yan [106] Head 24 1k PV 7
David et al.[107] Eye 19 1k PV 7
Sitzmanret al. [95] Head/Eye| 22 2k PV 7
Zhanget al.[108] Eye 104 2k PV 7
Raiet al.[109] Eye o8 4k PV 7
IQVA Eye 975 14k VQA | 3

Table 3.1: A comparison between IQVA and related immersive visual attention datasets. TPA:
with task performance annotation.image datasets. PV: passive viewing.

3.3 Data Collection

In this section, we introduce the procedure of data collection and post-processing. Featuring
task-driven attention in immersive viewing of 360° videos, our IQVA dataset contains a total of
975 video clips and eye-tracking data of 14 participants each. Table 3.1 compares IQVA with
other related datasets. Our dataset will be publicly available.

3.3.1 Stimuli and Annotations

Our stimuli are 360° YouTube videos. We manually select 392 videos with a wide variety of
360° scenes and rich contexts. Most videos depict human activities such as touring, gathering,
driving, and sports activities, while others present animals or natural landscapes. All of the
videos are in 4K equirectangular format (3840x1920 pixels) with various frame rates between
24 and 60 fps.

A total of 975 clips are cropped from these videos, where each clip is annotated with a
guestion. The questions are proposed by the authors and two trained graduate assistents. All
questions are reviewed by the rst author to make sure they have little to no ambiguity, and
be reasonably dif culte., an active observer can answer correctly given the time limit). The
level of dif culty is determined by the time limit, complexity of the scene, number and size
of related objectsetcWhile the questions represent a wide variety of general tasks, to better
structure the data collection and analyses, we group the questions into three categenes:
(e.g., What ... and "Who ...") ,count (e.g., How many ..."), andverify (e.g., Is ..." and
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Questions Answers

What is the woman playing with
How many lions are there drinking
Is the white car passing by after the green motorgycle
What shape are the red sunglasses worn by the hoy
Does the man in gray walk before the woman walks
What color is the leftmost bucket on the truck
Is there a plant in front of the black painting
Who puts the rst chair under a table

What animals are swimming

How many different people have kicked the ball

Table 3.2: Examples of questions and common words.

Figure 3.2: Distribution of data annotations regarding question type, video length (in seconds),
guestion length (in words), and dif culty level.

"Does ..." ). Many of the questions require exhaustive search, spatial and temporal reasoning,
or ne-grained recognition. Depending on their requirement of attention and reasoning skills,
the dif culty of each question is rated on a scale of 0 to 2. Table 3.2 presents examples of the
guestions, and common words used in questions and answers.

While the VQA datasets consider the most frequent answers from annotators to be correct,
this hypothesis does not always hold true [110, 101, 102]. To differentiate correct and incor-
rect attentions, we annotate each question with a correct answer by exhaustively examining all
videos with at least two authors. If the authors do not agree on the answers due to ambiguity,
the questions are revised or deleted.
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Figure 3.2 presents statistics of videos and questions, including the length of video clips (4-
15 seconds, 5.26+1.56), the length of questions (3-17 words, 7.94+2.98), and the dif culty level
(0-2, 0.70£0.72). The three general question types make up 40.78% (query), 35.76% (count)
and 23.46% (verify) of the data, respectively.

3.3.2 Eye Tracking

Apparatus. The 360° videos are displayed in an HMD (HTC VIVE Pro Eye, HTC, Valve
corporation). This HMD allows sampling of scenes by approximately 110° horizontal FOV
(2880x1600 pixels) at 90 frames per second. An integrated eye-tracker in the HMD samples
gaze data at 120 Hz with a precision of 0.5°-1.1°. The experiment is running on a computer with
an NVIDIA GTX 2070 GPU. A custom Unity3D (Unity Engine, CA, USA) scene is created to
display the equirectangular videos in 360° and record the pixel coordinates of the eye- xations.
Participants. A total of 18 males and 10 females, aged 19 to 38, participate in the eye-tracking
experiment under the approval of the Institutional Review Board (IRB). All participants receive
monetary compensation. The videos and questions are randomly grouped into 10 blocks for
an one-hour session each. On average, each participant observes around 500 video clips and
answers the corresponding questions. Each question is answered by 14 participants.
Procedure. The eye-tracker is 5-point calibrated before each session. The order of trials and
the starting longitudinal position of each video are randomly initialized. Each trial begins with

a question displayed on an empty background. Having completely understood the question, the
participants push a controller button to start playing the corresponding video. All videos are
played without sound. The participants actively explore the scenes and search for the correct
answer. When the video ends, the question is displayed again. The participants either respond
with their answer, or say “I don't know” to indicate a failure. The experimenter records the
responses in a spreadsheet. Finally, the participants press another controller button to proceed
to the next trial. To avoid HMD hazards.§.,dizziness, collision, falling), the participants or

the experimenter can interrupt or terminate the experiment at any time.

3.3.3 Post-Experiment Processing

Answer veri cation. The authors review the responses from the participants, and compare
them with the previously annotated answers. Since question ambiguity has been either reduced
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Figure 3.3: The average xation map of the dataset demonstrates a skewed equator bias.

or eliminated, all responses can be classi ed to be eitberector incorrect Cases where the
participants fail to provide an answer are also classi ed tilserrect

Fixation map computation. The experiments produce a set of visual scanpaths for each video
and question. A xation map is generated for each video frame from raw gaze positions of all
participants. The xation map for a frame at tinhés computed by accumulating gaze points

in a temporal sliding window of 400 ms centered irThe xation maps are further smoothed
using a spherical convolution with a Gaussian kernelQ() to obtain the nal xation maps

f Fig. For computational ef ciency, we compute the maps at the reduced resolution of 256x128
following [111].

3.4 Data Analysis

In this section, we conduct and report statistical analyses to gather insights from the eye-tracking
data and annotations. We present observations about human attention and VQA performances
in immersive scenes.

3.4.1 Human gaze is biased towards the equator

Similar to previous literature in eye tracking that report different types of spatial bias [112, 113,
114, 115] in perceptive images or 360° scenes, we observe a strong equator bias in our data
as shown in Figure 3.3. In terms of latitude, 95% of the gaze points are between -43° and
18.5°, and 80% are between -24° and 6.5°. This bias is jointly caused by the positioning of
cameraiie., always in an upright position with the camera facing forward), the participants'
motor bias {.e., turning around horizontally), as well as their viewing strategg. (expecting



