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ABSTRACT

Every organism must balance between two goals: exploiting rewarding options
when they are available and exploring more new information about potential better
alternatives. Adaptively transition between exploration and exploitation is essential when
navigating an uncertain world. Exploration is dysregulated in numerous neuropsychiatric
disorders, many of which are sex-biased in risk, presentation, and prognosis. This raises
the possibility that sex-linked mechanisms could modulate exploration differently and
contribute to sex-linked individual variability in the vulnerability or resilience to these
conditions. Understanding how individuals explore uncertain environments can give us in
sight into how brains implement divergent exploration strategy. In this dissertation, |
present three studies investigating 1. exploration strategy in a complex novel
environment, 2. exploration strategy in a changing environment, 3. neuromodulatory
systems underlying exploration strategy. In experiment 1 and 2, | observed a spectrum of
strategies that individuals adopted to navigate the environment and sex captured a major
source of variability in the strategies adopted. Both sexes did not differ in the ability to
learn the task but they differed in the preferred strategy employed to explore an uncertain
environment. Females preferred a more energy-conserving, systematic and exploitative
approach across both tasks, where as males predominantly used more variable and
exploratory approach. In experiment 3, | modulated tonic dopamine and norepinephrine
level and examined the modulatory effect on exploration. The results suggested novel
role of dopamine in mediating exploration and highlighted the sex-differentiated
modulatory effect of norepinephrine on exploration. This dissertation took advantage of
computational tools and revealed sex-correlated variability in strategies employed when
interacting with an uncertain environment, rather than any difference in ability. This
highlighted sex as source of individual variability and implicated potential sex-modulated
circuits and systems that could contribute to vulnerability or risk for neuropsychiatric

disorders.



TABLE OF CONTENTS
LISt OF Tables ..ot vi
LISt OF FIQUIES ..o vii
L INtrOdUCHION ...t e e 1
1.1 Exploration in a novel environment ................ooiiiiiiiiii i, 2
1.1.1 Computational models of reinforcement learning ................... 4

1.1.2 Neural evidence of the reinforcement learning framework ......... 7

1.2 Exploration in a changing environment ... 9
1.2.1 Directed vs. random exploration ......................cocoeiiil 10
1.2.2 Neural evidence of directed and random exploration .............. 11
1.3 Individual variability in explore-exploit strategy selection ..................... 13
1.4 Sex difference in eXploration..............c.oooiiii i 16
1.5 Sex-linked catecholamine neuromodulatory systems in exploration ........... 19

2. Experiment 1: sex differences in exploration selection in a complex novel

BNVITONIMENT ..o e et e e et et e e e 23
2.1 INtrOAUCTION. ...t 24
2.3 RESUIS ..t e 27
R B T 1T 0 s U 43
24 MEENOAS ...t 46
2.5 Figures and figure Captions ..........ccovviiiiiiiiii e 53
2.6 Supplementary materials ............oooiiiiii e 62

3. Experiment 2: sex differences in exploration strategy in a changing environment ...68

S L INIrOAUCTHION e e e 69



B2 RESUIS .o 71
3.3 DISCUSSION ..ttt et et et et e e eee et e et e e e e e e e e e eae e nneeenanens 90
SAAMELhOAS ..ot s 94
3.5 Figures and figure Captions .............oeiiiiiiiirii e, 109
3.6 Supplementary materialS. ..o 116

4. Experiment 3: The role of dopamine and norepinephrine in mediating exploration

R 121 =T )Yt 123
o I [ oo (1T o] T PP 124
A2 RESUILS ... 126
4.3 DISCUSSION ...ttt ittt ettt e e et eee e et e e e e et e 140
A AMELhOAS ..o 144
4.5 Figures and figure Captions ...........c.ooviriiriiiiiii e, 152
4.6 Supplementary materials .............ooooiiiiiii e 159
5. Grand summary and general diSCUSSION ............cooviriiiiiiiiiie e, 162
5.1 Summary of eXperiments ..........cooevriiiiiriii e 163
5.2 Connecting the experiments ............ooviiiiriiiii e 166
5.3 Pitfalls of the eXperiments ............cooiiiiiiiiiiii e 169
5.4 Significance and impact of the experiments.................cocooeviviiinnn 171

B. BIDlOGrapny ... 175



LIST OF TABLES

Table S2.1 Mediation analysis results from Experiment 1.............................
Table S3.1 Four-way repeated measures ANOVSA from Experiment 2............

Table S3.2 Tukey’s multiple comparison of model agreement from Experiment 2

Vi



Vii

LIST OF FIGURES

Figure 2.1 Results from the visual bandit task of Experiment 1............................ 53
Figure 2.2 Strategy procession results from Experiment 1 ...................ocoiiiin, 54
Figure 2.3 Strategy and response time results from Experiment 1......................... 56
Figure 2.4 Male strategy results from Experiment 1 ... 58
Figure 2.5 Neuronal activation results from Experiment 1 ...................cooeinne.. 60
Figure S2.1 Individual PCA plots from Experiment 1 .................oooiiiiiiiin. 62
Figure S2.2 Supplementary metrics from Experiment 1 ...t 63
Figure S2.3 Win-stay lose-shift results from Experiment 1......................ooiell. 64
Figure S2.4 Supplementary vector analysis from Experiment 1............................ 65
Figure S2.5 Individual MDS plot from Experiment 1., 66
Figure 3.1 Exploration results from Experiment 2.............ccoooiiiiiiiiiiiii . 109
Figure 3.2 HMM and RL simulation results from Experiment 2........................... 111
Figure 3.3 RL model results from Experiment 2.............c.oooiviiiiiiiiiiiiiieeeas 112
Figure 3.4 Primary behavioral analyses results from Experiment 2........................ 114
Figure S3.1 Asymptotic performance results from Experiment 2.......................... 116
Figure S3.2 Mixture of exponential model results from Experiment 2.................. 117
Figure S3.3 Example of RL model simulation for Experiment 2........................... 119
Figure S3.4 Supplementary state-based learning results from Experiment 2.............. 120
Figure 4.1 Dopamine modulation on reward results from Experiment3................. 152
Figure 4.2 Norepinephrine modulation on reward results from Experiment 3............ 154
Figure 4.3 Exploration results from Experiment 3.............cooiiiiiiiiiiiiiiiienn, 156

Figure 4.4 RL model results from Experiment 3., 158



viii

Figure S4.1 Response time and outcome sensitivity from Experiment 3.................. 159

Figure S4.2 Supplementary RL model results from Experiment 3.......................... 160



1. Introduction

Every organism must navigate an uncertain world at some point of their life,
whether it’s a baby bird flying to a new field for the first time or an ambitious young
person arriving on campus on the first day of college. Exploration is an essential and
ubiquitous process that helps us discover the best action to take in an uncertain
environment. Exploitation, which is the other essential part of successful navigation of
the world, is the process of sustaining the best and most rewarding action once it’s found.
The decision between exploring for new information and exploiting known rewarding
options is a long-standing behavioral dilemma, commonly known as the explore-exploit
dilemma, and has been a focus of study in the field of psychology (Navarro et al., 2016;
Wilson et al., 2014), neuroscience (Cohen et al., 2007; Tomov et al., 2020; Wilson et al.,
2021), computer science (Gershman, 2018; Kaelbling et al., 1996; Sutton and Barto,
1998), and economics (Laureiro-Martinez et al., 2010; Platt and Huettel, 2008).

Depending on the properties of the environment, individuals balance these two
competing processes (Gershman, 2019; Wilson et al., 2021, 2014). In a novel
environment, an agent needs to explore by sampling unknown options and learning from
their outcomes before exploiting the most rewarding option. However, in a changing
environment, an agent needs to occasionally stop exploiting a current rewarding option
and explore for information about potential better alternatives (Wilson et al., 2021).
While the field of Artificial Intelligence has been working for years to develop the
optimal strategy and algorithms to solve the explore-exploit dilemma, in real life
individuals rarely use that one “optimal” strategy but instead, they approach this problem

with divergent strategies. The individual differences in the exploration-exploitation
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tradeoff when navigating an uncertain environment and the mechanisms underlying that
interindividual variability have been fundamentally overlooked. This dissertation
attempts to understand how individuals explore a new environment and how individuals
explore a changing environment. | begin by breaking down the process of transition
between exploration and exploitation and provide computational and empirical evidence
to answer two basic questions: how do we get from exploration to exploitation? And how
do we get from exploitation to exploration? Then | will present two behavioral
experiments: the first experiment revealed sex differences in divergent exploration
strategies when learning about a new environment (from exploration to exploitation) and
the second experiment revealed sex differences in learning about a changing environment
(from exploitation to exploration). Finally, I will present a pharmacological experiment
that examines the role of catecholamine neuromodulators in modulating exploration

strategies in a changing environment.

1.1 Exploration in a novel environment

Imagine when you first move to a new neighborhood and are trying to figure out
the best restaurant to go to, you will probably start with mass exploring new restaurants
for the first week or so, then you begin to stick with your favorite restaurant and only
explore new ones occasionally. The uncertainty of the environment is the highest when
it’s novel but the environment could stay relatively stable. If you move to my college
town in Northfield, there are exactly 19 restaurants with maybe one new restaurant
opening every four years. Exploration quickly stops being a good strategy because there

is little information out there to learn. However, if you are moving to New York City



where there are new restaurants opening every day, exploration almost guarantees new
information and keeps you up to date on the best restaurants in town. This restaurant
example gets at two main questions that I will try to answer in the following two sections:
how do we explore a new environment and how do we explore a changing environment?

If we break down the transition between exploration and exploitation into
“explore to exploit” and “exploit to explore”, the first question, “how do we explore a
new environment”, is in essence the process of transitioning from exploration to
exploitation. The goal of exploration in a novel environment is to discover a rewarding
action to exploit. Therefore, to understand how we explore a new environment, the
question to answer first is how do we get from exploration to exploitation.

How we get from exploration to exploitation turns out to be the easier part of the
problem. Transitioning from exploring the environment to exploiting rewarding action is
essentially the process of reinforcement learning, which is the process of learning about
an uncertain environment and making choices that maximize reward (Kaelbling et al.,
1996; Niv, 2009; Sutton and Barto, 1998). Studied for years in the field of artificial
intelligence (Al) and neuroscience, reinforcement learning (RL) algorithms were
originally developed to permit value-based decision making in Al agents and were so
effective that they outperformed humans in numerous complex decision making tasks
such as Chess and Go (Schrittwieser et al., 2020; Silver et al., 2018, 2016). However,
more and more recent evidence has shown that similar reinforcement learning
computations also appear in the brain (Gershman, 2016; Niv, 2009; O’Doherty, 2012;

Schultz, 2016; Subramanian et al., 2022). The following subsections will provide an
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overview of the basic framework of RL models and some behavioral and neural evidence

in support of the RL framework.

1.1.1 Computational models of reinforcement learning

Reinforcement learning (RL) is a process by which an agent learns from their
interaction with the environment (Sutton and Barto, 1998). Reinforcement learning
problems involve making decisions in an uncertain environment and learning to make
choices that maximize the reward outcome. In reinforcement learning, RL agents are
goal-directed, interactive, and can operate under uncertain and novel environments
without an instructive supervising cue of the preferred action in the situation (Niv, 2009;
Sutton and Barto, 1998). The core ideas of RL derive inspiration from the kind of
learning that humans and animals do. Many major components of reinforcement learning
models such as value functions and reward prediction errors (RPES) have been validated
and matched to different neural networks and circuits in the brain (Doll et al., 2012; Niv,
2009; Parker et al., 2016; Schultz, 2016). Understanding the framework of RL models
and how RL algorithms learn in an uncertain environment will provide insight into how
our brains implement learning and exploration.

The basic framework of reinforcement learning models defines the dynamic
between an agent and environment (Sutton and Barto, 1998). There are three important
elements in a reinforcement learning model beyond the agent and the environment:
policy, reward signal and value function. A policy dictates how a decision-maker behaves
at a certain time or state. It resembles strategy in the real world decision making. For

example, a policy can be as simple as a win-stay lose-shift strategy, which means to stay
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with the same choice if rewarded and shift to a different choice if not rewarded. The
policy can also be outcome-independent (always choose the same option regardless of the
outcome) or involve more complex computations. A reward signal defines the outcome
of a choice and can influence the actions. The goal of reinforcement learning is to
maximize reward. A value function integrates the reward signal of each choice and
computes the overall value of a choice. In a stochastic environment, a good option may
provide a bad outcome occasionally and a bad option may provide reward occasionally.
Therefore, a value function allows the agent to base the decision on long-term reward
probability instead of immediate payoffs. By manipulating these three main elements,
one can design numerous RL models that capture competing hypotheses regarding how
an agent makes value-based decisions.

Another optional element of a reinforcement learning system is a model (Sutton
and Barto, 1998). A policy dictates how the agent behaves, while a model defines how
the environment behaves given a certain state. The model makes predictions of future
outcomes of choices that the decision makers based their decisions on. A model is not
always necessary for a reinforcement learning model because an agent can make
decisions solely based on what has been experienced without making predictions of
future outcomes.

One classic reinforcement learning problem is the multi-armed bandit (Sutton and
Barto, 1998). In this problem, the decision maker faces a fixed number of choices, each
of which is associated with a certain probability of reward. The goal is to maximize
reward. Since the reward contingencies are unknown, the decision maker can only learn

about the best choice to make through sampling and learning the choice-outcome
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association. The stochastic delivery of the reward only provides information for the
decision maker to evaluate how good a choice is but does not instruct what the correct
choice is, like in a deterministic task. The multi-armed bandit task and its variants are
commonly used in both humans and animal models to study reinforcement learning and
exploration in uncertain environments. One way the RL agent learns a bandit task is
through temporal difference (TD) learning, which is a type of model-free reinforcement
learning where the agent learns by constantly updating the discrepancies between
expected reward and received reward, also known as reward prediction error (Niv, 2009;
O’Doherty et al., 2003; Schultz et al., 1997; Seymour et al., 2004). The reward prediction
error is then used to update the expectation of the future reward. For example, a positive
reward prediction error is when the received reward is better than the expected reward
and will increase future reward expectation. When an action-outcome association is
learned, the received reward is exactly the same as expected and there will be no reward
prediction error. By updating the expectation of reward associated with choices using
reward prediction error, the RL agent is able to continuously update their expectation of
reward and gradually increase the predictive accuracy of future reward (Schultz, 1998;
Schultz et al., 1997). In recent years, RL models like the TD learning model have been
widely adopted to understand the computational functions of neuromodulators, in
particular dopamine (Niv et al., 2005; Pessiglione et al., 2006; Schultz, 1998), serotonin
(Bari et al., 2010; Cohen, 2015; Doya, 2002; Grossman et al., 2021), norepinephrine
(McClure et al., n.d.), acetylcholine (de Kloet et al., 2015; Doya, 2002; Groman, 2020),

and etc.


https://paperpile.com/c/2bb20c/Famhq+qYCup+01rUD+8qBMM
https://paperpile.com/c/2bb20c/Famhq+qYCup+01rUD+8qBMM
https://paperpile.com/c/2bb20c/Famhq+IeYRg
https://paperpile.com/c/2bb20c/Famhq+IeYRg
https://paperpile.com/c/2bb20c/IeYRg+hIHdn+L03Ep
https://paperpile.com/c/2bb20c/K6FZA+rFpEI+NVL1K+yTams
https://paperpile.com/c/2bb20c/OHioF
https://paperpile.com/c/2bb20c/K6FZA+9aDdV+vWagZ

1.1.2 Neural evidence of the reinforcement learning framework

The core algorithms of reinforcement learning models have drawn ideas from the
value-based decision processes that animals and humans employ when learning about
uncertain worlds (Sutton and Barto, 1998). And the fruitful development of
reinforcement learning algorithms in artificial intelligence and machine learning has also
given back to neuroscience by providing a normative framework to understand the
computations our brains implement to learn from the environment. Different from the
descriptive models used to describe behaviors, reinforcement learning models are
generative models that make predictions about latent variables that underlie learning,
such as reward prediction error, and can provide insights into some unobservable
decision making processes (Niv, 2009; Niv et al., 2002).

While the dopamine system has been heavily studied for years and is implicated
in reward learning, Wolfram Schultz, Peter Dayan, and Read Montague first made the
link between dopamine and RL models and suggested that dopamine does not simply
signal reward (Schultz et al., 1997). Schultz et al provided empirical evidence by training
monkeys to learn a Pavlovian task where the monkeys learned that an auditory or light
cue signaled the delivery of a reward (a squirt of orange juice), while recording from the
midbrain (Schultz et al., 1997). When the monkeys were learning the association
between the cue and reward, they recorded phasic dopamine activity at time of reward
delivery. However, after a dozen trials, the dopamine response was shifted forward to the
time of cue and disappeared at the time of reward delivery. This finding was puzzling at
the time because it was inconsistent with the mainstream hypothesis that dopamine

signals reward. However, it was explainable under the reinforcement learning framework
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that instead of signaling reward, dopamine activities reflect the reward prediction error.
When the monkeys were in the early stage of learning, the phasic dopamine burst
reflected a positive reward prediction error. Once the animals acquired the conditioning
response, dopamine responses to reward disappeared because there was no prediction
error anymore. Indeed, when the experimenters omitted the reward after the cue, they
observed decreased phasic dopamine response to reward omission, reflecting a negative
reward prediction error. The link between dopamine signaling and the RL framework
have provided a normative basis for understanding both the patterns and functions of
dopamine in mediating learning. To date, the relationship between phasic dopamine
response and reward prediction error has been demonstrated across brain regions and
across animal models (Hollerman and Schultz, 1998; Schultz, 1998; Schultz et al., 1997;
Takikawa et al., 2004).

To further examine the relationship between dopamine and reinforcement
learning, more studies began to move away from simple Pavlovian learning and test the
reward prediction error theory of dopamine in more complex decision making contexts,
such as the multi-armed bandit (Costa et al., 2016, 2014; Sul et al., 2010; Sutton and
Barto, 1998). Another major building block of the RL framework and has been validated
by neural evidence is value function. Studies have identified neural activity associated
with action value function across multiple brain regions including striatums (Kim et al.,
2009; Lau and Glimcher, 2008; Samejima et al., 2005), prefrontal cortex (Ebitz et al.,
2018; Kim et al., 2008; So and Stuphorn, 2010; Sul et al., 2010), orbital frontal cortex
(Sul et al., 2010; Wallis and Miller, 2003), and anterior cingulate cortex (Seo and Lee,

2007). Sul et al. (2010) discovered functional differentiation across different regions of
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the rodent prefrontal cortex in value function - orbital frontal cortex (OFC) neurons
changed their activity in response to updated chosen value and RPE, suggesting a role of
OFC in updating action values but medial PFC neuron activities also weakly correlated
with action values (Sul et al., 2010). Converging evidence from animal and human
studies using electrophysiological techniques and function MRI has linked the functions
of neural circuits and activities to components of the reinforcement learning framework

(Lee etal., 2012).

1.2 Exploration in a changing environment

Going back to the restaurant example, say you have explored the neighborhood
and have found your favorite restaurant through sampling and learning about the dishes
(reinforcement learning). However, there are new restaurants opening in the
neighborhood occasionally and the restaurants you have visited introduce new menus
sometimes. This gets us to the second question: how do we explore a changing
environment? How do we get from exploitation to exploration?

The goal of exploration is to gain information about the environment to inform us
about the best decision to make. Essentially, the uncertainty of the environment is what
drives exploration because if there’s no uncertainty, there would be no need for
exploration (Gershman, 2019; Soltani and Izquierdo, 2019; Tomov et al., 2020). Al and
computer scientists have developed a broad array of algorithms that use uncertainty to
guide Al agents to effectively explore the environment. There are two major exploration
algorithms that have achieved success in solving the explore-exploit dilemma: directed

exploration that is based on information seeking, and random exploration that is based on
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introducing variability and noise to choices. These two exploration strategies are not
mutually exclusive. Signatures of both have been observed in human choice behaviors
and were associated with distinct neural correlates. In the following two subsections, |
will provide an overview of the algorithmic structure of directed and random exploration,

and some neural evidence of these two exploration strategies.

1.2.1. Directed vs. random exploration

Recent work has suggested that humans and animals use two distinct exploration
strategies: directed exploration (information seeking) and random exploration (decision
noise). Both exploration strategies are guided by uncertainty. Directed exploration is the
type of exploration with an explicit bias for information, where choices are directed
toward uncertain options. Random exploration deals with total uncertainty by introducing
randomness in decision-making, where choices are deviated from value with some
probability.

Directed and random exploration is closely associated with two distinct classes of
exploration algorithms. In directed exploration algorithms, the uncertainty is added onto
the expected value of a choice as a “bonus” - that is exploration is directed toward the
more uncertain choice that has more information to gain about. For example, one of the
most notable directed exploration approaches in machine learning is the Upper
Confidence Bound (UCB) algorithm (Auer et al., 2002), where an information bonus is
added to each choice in proportion to the level of uncertainty about the value of each
choice. Random exploration strategies encourage exploration by adding randomness

(“noise”) to choice behaviors. The decision noise causes deviation from the most
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favorable choice and motivates random sampling of other choices. There are several
ways to introduce randomness. One easy way is to have a policy that the decision maker
is greedy and exploit the most favorable choice most of the time and only occasionally
explore randomly with some probability (Epsilon-greedy algorithm). Or instead of
sampling randomly during exploration, the probability of sampling each choice could be
drawn from a Boltzmann distribution (softmax) over values. This is also known as the
Boltzmann exploration algorithm. When the value difference between choices is small,
the probability of random exploration is high; when the value difference between choices
is large (one choice is way more valuable than the other), the probability of random
exploration is low. Thompson sampling is another prominent and more sophisticated
uncertainty-guided random exploration approach, which draws random values from the
posterior value distribution of each choice and then chooses greedily with respect to
drawn values. Unlike Boltzmann exploration where choice stochasticity is captured by
the softmax curve, choice stochasticity is determined by the level of uncertainty of the
choice in Thompson sampling, i.e.: decision maker will explore more when the total

uncertainty is low.

1.2.2 Neural evidence of directed and random exploration

Recent evidence has suggested that humans employ a combination of direct and
random exploration and that these two exploration strategies rely on distinct neural
systems. In a recent study (Gershman, 2019) examined directed and random exploration
in humans by manipulating the total and relative uncertainty in a two-armed bandit task.

They found that participants were using both directed and random exploration that was
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guided by different uncertainty: relative uncertainty guided directed exploration and total
uncertainty drove random exploration. Another study manipulated the value of
exploration by changing the horizon of exploration and found that humans use both
directed and random strategies to solve the explore-exploit dilemma and that they adapted
these two strategies based on the horizon to explore (Wilson et al., 2014). The distinct
behavioral signatures of the directed and random exploration led to the possibility of
dissociable neural implementation of these strategies in the brain. There have been a few
lines of evidence supporting that different exploration strategies may be associated with
distinct neural mechanisms. One fMRI study showed that relative uncertainty is
represented in the right rostrolateral prefrontal cortex and drives directed exploration,
whereas total uncertainty is presented in the right dorsolateral prefrontal cortex and drives
random exploration (Tomov et al., 2020). Rostrolateral prefrontal cortex (rlPFC) has
been shown to track trial-by-trial changes in relative uncertainty, allowing the
experimenters to distinguish individuals relying on directed exploration strategy (Badre et
al., 2012). Transcranial magnetic stimulation of this area selective inhibited directed
exploration but not random exploration (Zajkowski et al., 2017).

On the other hand, the neural substrates for random exploration are more diffused
across brain regions (Wilson et al., 2021). Some studies examined random exploration
defined as decision noise in reinforcement learning and identified lateral frontopolar
cortex (FPC) activation during exploratory choices (Daw et al., 2006). Other studies have
examined random exploration through the mechanisms of increasing neural variability.
For example, increase in prefrontal cortex neural variability has been associated with the

onset of random exploration in monkeys (Ebitz et al., 2018). Secondary motor cortex
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(M2) neuronal activity encoded stochastic variability in action timing in rodents
(Murakami et al., 2017). There are some studies that linked random exploration with
catecholamine neuromodulation, in particular norepinephrine and dopamine.
Norepinephrine is thought to be associated with decision noise in choice behavior (Jepma
and Nieuwenhuis, 2011; McClure et al., n.d.) and tonic dopamine associated with

behavioral variability (Cinotti et al., 2019).

1.3 Individual variability in explore-exploit strategy selection

To quickly summarize what we have talked about so far, the transition from
exploration to exploitation is driven by reward via reinforcement learning and the
transition to exploration is driven by uncertainty via information seeking and decision
noise. We balance these two goals to navigate an uncertain environment to learn and to
adapt to changes. So far, | have presented some neural evidence of how the transition
between exploration and exploitation may happen in the brain but we still don’t know
how our brains balance between these two goals.

Significant research efforts have focused on finding the optimal explore-exploit
strategy to navigate any uncertain environments. Such research can be traced all the way
back to the effort of behavioral ecologists in the 1960s studying how animals forage
(Tinbergen, 1960), to the blossoming of artificial intelligence research nowadays. While
the success of the Al algorithms has drawn our attention to building artificial agents that
employ the optimal strategy, we still know surprisingly little about how human brains
implement divergent explore-exploit strategies. By focusing only on the optimal strategy,

we risk overlooking the interindividual variability in strategy - that is in exploration in
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real life, individuals almost always adopt different strategies. There exist a wide range of
equivalently good solutions to the explore-exploit dilemma. Even in a task as simple as
finding your favorite restaurant, individuals can do it in vastly different ways - one
strategy is to try a different restaurant every day, another strategy is to repeat the
restaurant if you like the dish and only switch to a new one if you get a terrible dish.
There could be dozens of explore-exploit strategies that may recruit distinct neural
mechanisms and may or may not be dependent on reward. Instead of asking what is the
optimal strategy, it is equally, if not more, important to examine how individuals vary in
their exploration strategy under the same uncertain environment and what drives such
variability.

Reward-independent goals can contribute to the variability of exploration
strategy. For example, the computational cost associated with finding the best strategy
(Filipowicz et al., 2019; Kacelnik and Houston, 1984), or the metabolic cost of
implementing a strategy (Mangel and Clark, 1986), or the pure biological constraint in
energy or memory capacity (Zador, 2019), could all influence how individuals learn and
explore, which in turn, motivates divergent strategies. Though we can add parameters to
the computational models to account for some of these processes, Al agents naturally
lack some of the above energy concerns and constraints. Enough simulations almost
always guarantee convergence to an optimized strategy. One major assumption of Al
algorithms solving the explore-exploit dilemma is that the ultimate goal is to maximize
reward outcome (Dayan and Niv, 2008), whether through information seeking or through
reward exploitation. However, a real-life decision-maker may choose to pursue other

goals in a decision making context beyond immediate reward maximization, and this
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tendency can be exhibited as larger-scale decision-making strategies that emerge and
change over time. For example, a decision maker may choose to allocate some of their
opportunities in the environment to explore non-reward-maximizing options (Averbeck
and Costa, 2017; Daw et al., 2006), or adopt more sophisticated strategies that allow that
to simplify or streamline the decision-making process (Chen et al., 2020; Ebitz et al.,
2020, 2019).

One example of a common but usually suboptimal strategy (suboptimal in terms
of reward maximization) is the use of fast and frugal heuristics when making complex
decisions (Bossaerts and Murawski, 2017; Tversky and Kahneman, 1974). Most
decision-making theories assume that decision-makers always optimize their decisions
but fail to take into account the computational cost that is linked with finding that optimal
strategy (Bossaerts and Murawski, 2017). Deliberation is an effortful decision-making
process that requires integration of all past information and comparison, often
characterized as computationally expensive (Christie and Schrater, 2015; Kool et al.,
2010). Studies consistently show that reaction time increased with tasks that imposed
higher computational demands on cognitive processes (Kool and Botvinick, 2014). Many
recent human decision-making papers propose that when making complex decisions in an
uncertain environment, humans tend to avoid cognitive demands and use heuristics to
make a choice (Bossaerts and Murawski, 2017; Gigerenzer and Goldstein, 1996; Tversky
and Kahneman, 1974). Heuristics are decision-guiding mental shortcuts that bypass the
computationally expensive and slow information integration processes (Gigerenzer and
Goldstein, 1996). Imagine picking a restaurant for dinner, one has to take into account

many factors, including past experience, type of cuisine, proximity, price range, quality
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of food, Yelp reviews, and etc. An optimal decision-maker would suggest that all these
factors need to be considered through complex computation and comparison so as to find
the best restaurant. However, this is not practical because such computation is extremely
time consuming. Often, people rely on heuristics to downsize the feature dimensions to
learn about, for example, pick one restaurant in the neighborhood. Traditional
reinforcement learning models could not capture such interindividual variability in the
selection of strategy. Many recent theories like bounded optimality (Filipowicz et al.,
2019) have begun to take into account the computational complexity of strategy during
decision-making and show that more complex strategies tend to slow down decision
making (Filipowicz et al., 2019; Kurdi et al., 2019).

To develop powerful Al algorithms that can effectively learn and adapt, it is
important to find algorithms that enable the most optimal and effective exploration.
However, to begin to understand how our brains implement exploration in an uncertain
world, it is essential to examine interindividual variability in exploration strategy.
Understanding the core cognitive processes that can produce individual differences in
exploration and exploitation strategies is necessary to shed light on the origin of altered
choice behavior and maladaptive exploration/exploitation in neuropsychiatric disorders,

such as autism spectrum disorders, schizophrenia, addictions, and etc.

1.4 sex differences in exploration
There is a spectrum of variability in how individuals can approach an explore-
exploit dilemma. Too little exploration makes behavior inflexible and perseverative. Too

much makes it impossible to sustain rewarding behaviors. The extreme ends of the
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spectrum, characterized by maladaptive choice behaviors and dysfunction in decision-
making, are often implicated in neuropsychiatric disorders, such as autism spectrum
disorders, schizophrenia, addictions, and etc (Grissom and Reyes, 2018). For example,
patients with ADHD exhibit more impulsivity in choice behaviors. Since the majority of
neuropsychiatric conditions are sex and gender biased in presentation, etiology, and
prognosis (Grissom and Reyes, 2018; Orsini and Setlow, 2017; Shansky, 2019), it is
conceivable that one of the first and major axis of interindividual variability in decision-
making to examine is sex/gender. Even though the majority of the work to date in
reinforcement learning and exploration has used male subjects, there is well established
evidence that value-based decision-making is influenced by sex and gender across
species (Grissom and Reyes, 2018; Orsini and Setlow, 2017). Recent research has begun
to include both sexes in experiments to probe whether males and females differ in the
reinforcement learning and explore-exploit strategy and whether such differences set the
stage for sex-biased vulnerability to particular neuropsychiatric diagnoses.

Behavioral paradigms such as the lowa Gambling Task (IGT) or multi-armed
bandit task are commonly used in the laboratory setting to demonstrate sex differences in
value-based decision making and exploring uncertain options (Orsini et al., 2016; Orsini
and Setlow, 2017; van den Bos et al., 2013). These paradigms involve choosing between
options that differ in their reward probabilities and/or probabilities of receiving negative
outcomes. In the lowa Gambling task, subjects are presented with four decks of cards
differing in the probability and magnitude of reward and penalty. A number of studies
using this task have shown that men tend to do better at the IGT than women because

they continuously choose the advantageous deck in spite of occasional penalties. In
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contrast, women tended to be more sensitive to losses and more likely to switch away
from the advantageous deck. However, many studies using different variants of the same
task failed to report any gender differences in risky decision making (Grissom and Reyes,
2018; Orsini and Setlow, 2017).

Similar task structure has been adopted and modified to examine decision-making
strategy in animal models. Van den Bos et al. (2012) used a rodent version of the lowa
Gambling task, in which rats chose between an advantageous choice that provides
frequent small reward and infrequent punishment and a disadvantageous choice that
provides infrequent large reward and frequent punishment. While both males and females
learned to choose the advantageous choice over time, males settled on the advantageous
choice faster than females. Females tended to switch between choices more frequently.
These results suggest that while both males and females have the ability to learn to
choose the better option, they have distinct preferential strategies to execute a decision.
Another study by Peak et al. (2015) employed a modified version of the rodent lowa
Gambling task, in which there were four options that differ in both reward probability
and reward magnitude (Peak et al., 2015). However, this study found that females
developed the optimal decision-making strategy faster than males.

Overall, evidence for robust sex differences in exploration strategy in decision-
making is mixed and even lacking from both humans and animal models, with small
variations in task design can lead to an advantage for either sex. This lack of difference in
ability, however, does not eliminate the possibility that there are sex-based variations in
strategies employed when exploring and interacting with an unfamiliar environment. If

strategic differences do underlie sex differences in value-based decision-making, it is
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possible that the historical failure to take sex differences into account in the field has led
to an underappreciation of the role of diverse exploration strategies in decision making

outcomes.

1.5 Sex-linked catecholamine neuromodulatory systems in exploration

One neuromodulatory system that is often implicated in reinforcement learning
and exploration is the catecholamine system, particularly norepinephrine and dopamine
(Ebitz et al., 2019; Mohebi et al., 2019; Parker et al., 2016). Recent research has
attempted to identify norepinephrine and dopamine functions in mediating the transition
between exploration and exploitation. However, most studies have used male animals
exclusively. The section will focus on how sex and sex-linked mechanisms impact
catecholamine function in ways that are likely to contribute to sex differences in value-
based decision making and highlight the importance of inclusion of both sexes in
decision-making research.

Dopamine is a key contributor to value-based decision making and reinforcement
learning (Doll et al., 2016; Engelhard et al., 2019; Mohebi et al., 2019; Parker et al.,
2016). In the earlier sections, | have discussed evidence that linked the activity of
dopamine (DA) neurons in the midbrain ventral tegmental area (VTA) to the reward
prediction errors in reinforcement learning models (Doll et al., 2016; Schultz, 1998;
Schultz et al., 1997). Besides learning, midbrain dopaminergic neurons also project to
different functional networks within the prefrontal cortex and the nucleus accumbens,
facilitating dissociable components of decision making, including value updating and

action selection (Ebitz et al., 2018; Pearson et al., 2011, 2009). Studies have shown that
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value-based decision making is modulated by dopaminergic activities in the prefrontal
cortex with D1 receptors promoting habitual behaviors and D2 receptors promoting
flexible behavior patterns (Jenni et al., 2017).

Dopamine tone in the medial prefrontal cortex (mPFC) regulates transition
between exploration and exploitation (Cinotti et al., 2019; Ebitz et al., 2019). Recent
evidence also implicated increased striatal levels of tonic DA with increased level of
exploration (Ebitz et al., 2019). Dopaminergic genes have been shown to differentially
affect random and directed exploration (Gershman and Tzovaras, 2018). A polymorphism
in gene encoding catechol-O-methyltransferase (COMT), which is linked to higher
prefrontal dopamine transmission, predicted greater level of directed exploration. A
polymorphism in the DARPP-32 gene, which is linked to striatal dopamine transmission,
was associated with changes in both directed and random exploration.

However, due to the exclusive use of one sex in the experiment, the fact that
dopamine function on learning and exploration is strongly modulated by sex and sex-
linked mechanisms is often overlooked. For example, gonadal hormones, testosterone
and estrogen, differentially regulate the midbrain expression of tyrosine hydroxylase
(TH), a rate limiting enzyme involved in dopamine synthesis (Becker and Chartoff, 2019;
Goldstein et al., 1992). Estradiol has been demonstrated to exert both acute and chronic
modulatory effects on dopamine release, reuptake, and receptor binding (Yoest et al.,
2014), allowing enhanced DA release and faster DA clearance in females (Becker, 1999).
Striatal estradiol receptors inhibit GABA activity and enhance dopamine release (Kokane
and Perrotti, 2020). Furthermore, there is a strong sex difference in the ratio of DA to

non-DA projection to prefrontal cortex with 30% dopaminergic meso-prefrontal
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projection in males and 50% in females (Becker and Chartoff, 2019; Kritzer and Creutz,
2008). Sex-linked mechanisms in the nucleus accumbens and prefrontal cortex could
impact dopamine functions in reinforcement learning and exploration.

Another catecholamine system that has been implicated in the transition between
exploration and exploitation, is the locus coeruleus-norepinephrine (LC-NE) system.
Studies have shown that norepinephrine regulates the balance between exploration and
exploitation via level of arousal. Phasic norepinephrine release increases the level of
exploitation by promoting task engagement and attention, whereas tonic norepinephrine
release facilitates exploration (Aston-Jones and Cohen, 2005). The LC-NE system is
proposed to govern random exploration via regulation of response variability (decision
noise) (Aston-Jones and Cohen, 2005; McClure et al., n.d.). Warren et al. (2017) showed
that atomoxetine, a norepinephrine transporter blocker, reduced random exploration but
not directed exploration in humans (Warren et al., 2017). Individual differences in
baseline pupil sizes, which is a common NE level index used in human studies, were
shown to predict exploratory choices and correlated with the decision noise (softmax
inverse temperature) parameter in reinforcement learning models (Jepma and
Nieuwenhuis, 2011). Animal studies also yielded some evidence linking the LC-NE
system to exploration-exploitation tradeoff (Kane et al., 2017; Tervo et al., 2014).
Changes in locus coeruleus noradrenergic input were shown to alter anterior cingulate
cortex (ACC) output and enabled behavioral variability (Tervo et al., 2014).

Sex is not only a profound modulator of the LC-NE system but also underlies
structural differences in the locus coeruleus (Bangasser et al., 2016). It is reported that the

locus coeruleus of female rats is larger in size and has more NE neurons (Bangasser et al.,
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2016) as well as longer LC dendrites, likely due to prolonged LC neurogenesis during
puberty in females (Pinos et al., 2001). In addition to structural differences, gonadal
hormone estrogen increases NE functions in females by enhancing NE synthesis and
reducing NE clearance (Bangasser et al., 2016). More research is needed to understand
how sex differences in the LC-NE system could contribute interindividual variability in
exploration strategies.

Taken together, these studies suggest that the neuromodulatory systems involved
in reinforcement learning exploration are strongly influenced by sex and sex-linked
mechanisms. It is possible that the sex-specific exploration strategies employed during
the same decision making task engage different neural circuit/mechanisms. Future
research should focus on identifying neural patterns that predict sex-correlated individual
differences in decision-making and understanding how sex-correlated individual

differences drive differential susceptibility to numerous neuropsychiatric disorders.
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2. Experiment 1: Sex difference in exploration strategy in a complex novel
environment.

This study was published in Current Biology (2021). Full citation: 1. C. S. Chen,
R. B. Ebitz, S. R. Bindas, A. D. Redish, B. Y. Hayden, N. M. Grissom, Divergent
Strategies for Learning in Males and Females. Curr. Biol. 31, 39-50.e4 (2021).

https://doi.org/10.1016/j.cub.2020.09.075. The article is reproduced here.
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Abstract

A frequent assumption in value-based decision-making tasks is that agents make
decisions based on the feature dimension that reward probabilities vary on. However, in
complex, multidimensional environments, stimuli can vary on multiple dimensions at

once, meaning that the feature deserving the most credit for outcomes is not always
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obvious. As a result, individuals may vary in the strategies used to sample stimuli across
dimensions, and these strategies may have an unrecognized influence on decision-
making. Sex is a proxy for multiple genetic and endocrine influences on decision-making
strategies, including how environments are sampled. In this study, we examined the
strategies adopted by female and male mice as they learned the value of stimuli that
varied in both image and location in a visually-cued two-armed bandit, allowing two
possible dimensions to learn about. Female mice acquired the correct image-value
associations more quickly than male mice, and they used a fundamentally different
strategy to do so. Female mice were more likely to adopt a strategy of constraining their
decision-space early in learning by preferentially sampling one location over which
images varied. Conversely, male mice tended to be inconsistent - changing their choice
frequently and responding to the immediate experience of stochastic rewards. Individual
strategies were related to sex-biased changes in neuronal activation in early learning.
Together, we find that in mice, sex is linked with divergent strategies for sampling and
learning about the world, revealing substantial unrecognized variability in the approaches

implemented during value-based decision-making.

2.1 Introduction

Value-based decision-making tasks are used by researchers across species to
determine the cognitive and neural mechanisms for reinforcement learning and choice
behavior (Averbeck and Costa, 2017; Ebitz et al., 2018; Pearson et al., 2009). One
frequent assumption in value-based decision-making tasks, such as bandit tasks, is that

the agents make their decisions based on the feature dimension that the experimenter has
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designed the reward probabilities to vary on, because the other feature dimensions are
uninformative and counterbalanced. However, in complex, multidimensional
environments, the feature contributing most to reward outcomes is not always obvious to
the individual agent making the choices, and stimuli can simultaneously vary on multiple
feature dimensions, such as identity and location, at once (Bartolo et al., 2019). As a
result of this complexity, differences in learning and decision making within and between
individuals over time could result as much from differences in the strategies employed to
sample across the different feature dimensions of stimuli, as they could from more
straightforward reinforcement learning processes. Because value-based decision tasks are
increasingly used to assess and interpret cognition not only in typical situations, but in
conditions relevant to neuropsychiatric disease (Grissom et al., 2018; Kim et al., 2007;
Solomon et al., 2011), recognizing the diverse strategies that can be employed during
value-based decision making in typical individuals, and the factors that influence strategy
selection, is essential.

Rodents, particularly mice, are increasingly employed to elucidate the
fundamental neural mechanisms of value-based decision-making (Bari et al., 2019;
Cohen, 2015), and can be tested simultaneously and repeatedly, allowing the analysis of
individual differences between animals in decision strategies. One potential source of
phenotypic variance in value-based decision-making that mice are well-suited to studying
is the influence of sex differences. Sex is a proxy for multiple genetic, developmental,
and endocrine influences that vary across individual mammals (Becker and Chartoff,
2019; McCarthy and Arnold, 2011; Shansky, 2019) and which may be expected to

influence how complex, multidimensional environments are sampled and experienced
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(Gruene et al., 2015; Shansky, 2018). Indeed, sex differences (and gender differences in
humans) have been shown in a variety of simple value-based decision-making tasks, but
these differences are not always consistent, suggesting the presence of latent variables
other than straightforward reinforcement learning properties that may influence how
individuals strategically sample their environment and thus make choices (Grissom and
Reyes, 2018; Orsini and Setlow, 2017; van den Bos et al., 2013). However, much of the
work identifying differences in performance across males and females has used tasks
with low trial counts, choices that vary on only one dimension, and/or confounded
rewarding and punishing outcomes that are not well-suited to computationally elucidating
the strategies employed during choices. As a result, whether sex differences in value-
guided decision making reflect sources of diversity in the strategies employed in
sampling multidimensional environments is unknown.

To identify potential sex differences in the strategies employed during value-
based decision making, we examined male and female mice as they performed a two-
dimensional decision-making task: a two-armed visual bandit (Averbeck and Costa,
2017). While all animals eventually reached the same performance level, female mice
learned more rapidly than males on average, and acquired more rewards over the course
of learning. Because choice could vary in multiple dimensions in this task (Costa et al.,
2016; Rothenhoefer et al., 2017), we were able to consider the possibility that individual
animals were adopting different strategies. We found that sex explained a substantial
fraction of the individual variability in strategy. Female mice were more likely to employ
a systematic strategy of preferentially choosing options in one spatial location,

constraining the decision-space and accelerating their learning about image values, even
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though rewards were counterbalanced across spatial locations. Conversely, males
appeared more likely to simultaneously consider information from both image and spatial
dimensions simultaneously, were highly sensitive to the stochastic experience of reward,
and changed their own choice strategies frequently. During early learning, gene
expression for the neuronal activation marker c-fos in the nucleus accumbens and
prefrontal cortex significantly correlated with the extent to which female animals (but not
males) used a systematic strategy. These results show that individuals can adopt widely
divergent strategies for interacting with the same uncertain world, and that sex is a

substantial factor in guiding these strategies.

2.2 Results

Age-matched male and female wildtype mice (n=32, 16 per sex, strain
B6129SF1/J) were trained to perform a visually-cued two-armed bandit task in
touchscreen operant chambers (Figure 2.1AA). Animals were presented with a repeating
set of two different image cues which were associated with different probabilistic reward
outcomes (Figure 2.1B).The reward schedule (80%/20%) was held constant throughout
the session. In this task, the reward contingencies were yoked to image identity, which
was randomized with respect to location in the chamber on each trial. This means that the
sides (left/right) where image cues appeared were not informative of the reward
contingencies. We repeated the task with six different sets of image pairs. Two out of the
six tested image pairs were excluded from the study due to extremely high initial

preference (>70%) for one image over another. We included four image pairs with equal
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initial preference for each image and quantified behavioral data in bins of 150 trials for

each animal.

2.2.1 Females showed accelerated reinforcement learning, but males and females
reached equivalent final performance

To examine learning performance, we calculated in bins of 150 trials the average
percentage of choosing the high-value image (23 bins in total). Regardless of sex, mice
were capable of eventually learning which image was associated with the higher reward
probability (Figure 2.1C, GLM, main effect of sex, p=0.51, B1 = - 0.05; main effect of
number of trials, p <0.0001, B2 =0.10, see equation 1 in Methods). However, we
repeatedly observed that females learned the image pair discrimination significantly
faster than did males (GLM, interaction term, p < 0.05, 3 = -0.02). We compared these
results to a deterministic version of the task in the same animals, in which one image was
always rewarded (100%) and the other was never rewarded (0%). We did not find any
significant sex difference in rate of learning across trials in the deterministic task (Figure
2.1D, GLM, interaction term, p = 0.38, B1=-0.004, see equation 1 in Methods),
suggesting the difference was revealed by the stochastic experience of reward.

Since rodents are generally highly spatial, we hypothesized that mice might have
a bias towards using spatial information earlier in the task, before switching to use image
information, as demonstrated by the high rates of reward late in training. Consistent with
our hypothesis, we observed a short period of high side bias in females early in learning
(Figure 2.1E), which could include a preference for either the left or right side and

seemed to precede the acquisition of the reward contingency. Following the decrease of
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side bias, female mice improved their percentage of choosing high-value image (GLM,
main effect of sex, p <0.001, 1= -0.129; main effect of number of trials, p <0.001, B2 =
-0.017, see equation 1 in methods). Strength of side bias independent of left or right side
was calculated using methods described in previous behavioral lateralization literature

(Castellano et al., 1987).

2.2.2 Females systematically reduced the task dimensions by strongly preferring one
side

A side bias is only one of several local strategies that mice could have been using
as they learned the reward contingencies in the task. For example, another local strategy
is a spatial win-stay strategy, where the side of the last choice is repeated if and only if it
was rewarded. Alternatively, an image win-stay strategy would repeat the last image, if
and only if it was rewarded, or an image bias strategy would simply select the previous
image, regardless of reward. To understand how different animals employed these
different local strategies and processed through them over time, we constructed a
generalized linear model (GLM) to predict each choice, based on a weighted combination
of these local strategies. The model had a term to account for two classes of basic
strategies: outcome-independent strategies and outcome-dependent strategies (Figure
2.2A, see Equation 4 in methods). Outcome-independent strategies (image repeat and
spatial repeat) captured the tendency of repeating either the side or the image of the
previous trial, regardless of the outcome. Conversely, outcome-dependent strategies
followed a win-stay lose-shift policy for either a side or an image, which captured the

tendency to only repeat the side or the image of the previous trial when it was rewarded.


https://paperpile.com/c/2bb20c/l2Yo2
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Fitting the GLM allowed us to estimate how much each of these four strategies was
employed within each animal on each bin of 150 trials. We will call this set of beta
weights--the precise pattern of local strategies employed over time--the “global strategy”
employed by each individual animal.

Across all animals, we found a global strategy where a specific procession
through local strategies was used when learning image pairs (Figure 2.2B). First, animals
showed an early tendency towards outcome-independent spatial repeat, giving way to a
later interaction between reward outcome and image choice, with outcome-insensitive
image repeat (the optimal strategy) increasing in the later stages of testing. To examine
whether sex influenced the strength of this strategy procession, we compared the global
strategy used by male and female animals. We observed a consistent and pronounced
pattern of strategy procession only in females (Figure 2.2C). In contrast, in males, the
weight of both image-based strategies simply increased slowly over time (Figure 2.2D),
with little change in spatial strategies. Thus, there was a pronounced female bias for a
procession of multiple strategies driven by a prominent side-bias strategy in the early
learning stage.

The average sex difference in this strategy selection was intriguing, but it could
have been driven by only a few females. Therefore, we next used principal component
analysis to identify the major ways that individuals differed from each other in the
strategies they used. Note that this method finds the differences between individuals
without regard to their sex. Here, we represented each animal’s behavior for each image
pair as the set of beta weights for these four local strategies (image repeat, image win-

stay lose-shift, spatial repeat, spatial win-stay lose-shift) in each block. The principal
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components of the set of individual strategy vectors then reflect the axes that explain the
most inter-individual variability in strategy, meaning that combinations of local strategies
over time that differ the most between individuals, without regard to sex. Principal
components (PC) 1 and 2 captured the majority of the interindividual variance: 59% of
the variability between animals (Figure 2.2E). PC1 reflected a global preference for a
side or an image and did not significantly differ between sexes (p > 0.9, AUC = 0.43).
The mean principal component scores of PC1 for females and males were 0.03 and -0.03,
respectively. The mean PC score difference between females and males (mean-m)) was
0.07 (95% CI =[-1.70, 1.80], t(30) = 0.08). Critically, PC2 mirrored the same procession
of strategies observed in female, but not male mice (Figure 2.2C-D). This suggests that
the extent to which individuals used this procession of strategies explained a large
fraction (22%) of the interindividual variability in our animals. The mean PC score of
PC2 for females was 0.98 and for males was -0.98. The mean PC score difference
between females and males (meang-m)) was 1.96 (95% CI =[0.87, 3.05], t(30) = 3.67).
Females and males had highly discriminable PC2 scores (reciever operating characteristic
analysis, AUC = 0.86, significant discrimination: p < 0.001) and most males were
negative for PC2, but the sexes were not categorically distinct along this axis. No other
PCs differed between sexes (p > 0.4, AUC < 0.6). Furthermore, we compared the
difference of PC2 scores across four image pairs and found that there was no significant
differences in PC2 score of each image pair within each animal (main effect of image
pair: F(3,90)= 0, p>0.99; subject matching (F(30,90) = 5.724, p <0.0001). The PC2 score
of each animal was stable across all four image pairs, which means that PC2 score

reflects a property of an individual animal but not of the immediate task or a specific
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image pair. Together, these results demonstrated substantial inter-individual variability in
strategy selection when approach a same multidimensional decision-making task and

showed that one major axes of such strategy variability is sex.

2.2.3 Female biased early side preference was computationally expensive and slowed
down reaction time.

PC2 revealed a pronounced strategy procession predominantly employed by
females as they learned the task. However, it remained unclear why they used this
strategy. One possibility is that this early side preference strategy was a fast and frugal
heuristic that simplifies and streamlines decision-making. We know that humans tend to
avoid cognitive demands and use heuristics to guide decisions (Bossaerts and Murawski,
2017; Gigerenzer and Goldstein, 1996; Tversky and Kahneman, 1974). Since heuristics
are mental shortcuts that bypass the computationally expensive and slow information
integration processes (Gigerenzer and Goldstein, 1996), the use of heuristics should
increase decision speed. Therefore, we examined choice reaction time. Prior work has
shown that choice response time is proportional to the computational complexity of the
strategy used to make choices (Filipowicz et al., 2019; Kurdi et al., 2019), where more
complex computations result in increased reaction times (Kool and Botvinick, 2014).
Thus, we reasoned that if the female-biased early side preference captured by PC2 was a
frugal heuristic that decreased the computational complexity of decision-making, it
would speed decision-making. Specifically, we would expect to see (1) females respond
faster across all trials; and (2) females are fastest at making their choices during early

learning when the side preference was the strongest. To test this hypothesis, we computed
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average RTs across 23 bins of 150 trials for males and females. In the contrary to our
hypothesis, females responded slower during early learning (bin 1-15) (GLM, interaction
term, B3 = 0.03, p = 0.0007) and significantly slower than males across all trials (GLM,
main effect of sex, p1 =-0.62, p < 0.0001). The mean RT across all trials for males was
1.89 seconds with standard deviation of 0.13, and the group average for females was 2.04
seconds with standard deviation of 0.21. The reaction time decreased as the animals ran
more trials in both males and females (Figure 2.3A, GLM, main effect of number of
trials, p2 = -0.04, p<0.0001). The results suggest that early side preference, observed
mostly in females, did not speed their decision-making, suggesting that this was not a
fast-frugal heuristic. If anything, the fact that it took longer to execute suggests that it was
a more computationally demanding strategy.

Slow response times in females could reflect increased conflict between side
preference and choice, compared to males. If this is true, then females should only be
slower than males when conflict is present: when they choose a non-preferred side. When
choosing the preferred side, they may even be faster than males. Alternatively, if females
are using a slower, perhaps more computationally demanding strategy than males, we
would expect them to be slower during both preferred and non-preferred side choices. We
found that the response time of females was significantly longer than that of males when
choosing a non-preferred side (Figure 2.3B, GLM, main effect of sex, p1 =-0.58, p <
0.0001) and when choosing a preferred side (GLM, main effect of sex, p1 =-0.42, p <
0.0001). This effect was strongest in the earliest stages of training (GLM, preferred side:
main effect of number of trials, p2 = -0.04, p < 0.0001, interaction term, 3 =0.02, p =

0.001; nonpreferred side: main effect of number of trials, p2 = -0.03, p < 0.0001,
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interaction term, 3 = 0.02, p = 0.007). Therefore, slow response times in females were
not driven by an increase in conflict in this sex, but instead were more consistent with a
globally slower strategy.

The idea that response time slowing is due to a global strategy makes another
prediction: that individual variability in the use of this strategy should predict individual
variability in response time. Females were generally slower than males and had higher
PC2 scores, reflecting a heavier use of this strategy procession. If this procession is
computationally expensive, then the more your behavior aligns with PC2, the slower you
should be. Therefore, we next determined whether there was a direct correlation between
PC2 score and reaction time across individuals, regardless of sex. PC2 scores were
positively correlated with reaction time (Figure 2.3C, Spearman’s correlation, rs= 0.452,
p = 0.009; Pearson’s correlation, r = 0.347, p = 0.051), suggesting that the animals who
used the early side bias strategy tended to make slower decisions. The fact that the
nonparametric Spearman correlation was strongly significant and the Pearson correlation
was only at p = 0.051 implies that, if there is a direct relationship between these
variables, it’s probably nonlinear. However, this analysis cannot rule out the possibility
that this relationship between PC2 and RT is mediated by some nonlinear effect of sex on
both PC2 and RT. Thus, although we may think of a side-biased strategy as a fast and
frugal heuristic, here, greater use of this strategy was associated with slowed response
time, consistent with the idea that this female-biased global strategy was computationally

intensive.

2.2.4 Male strategies were not more random
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Although our analyses captured the procession of strategies employed across
essentially all female mice that learned the task, they provided little insight into what the
males were doing. One possible explanation for this is that the males were inconsistent
and/or random in their decision-making than females early on. Substantial prior research
has found high impulsive and exploratory behavior in males (Gagnon et al., 2018, 2016;
Grissom and Reyes, 2018; Lynn and Brown, 2009), which might suggest higher levels of
outcome-insensitive action selection in males. Instead, across several analyses, we found
that males’ choices depended more on both past outcomes and past choice history than
females’.

One classic measure of outcome sensitivity is response time speeding. If the
decision speed of an animal was not affected by the outcome of the past trial, then we
would expect to see no difference between reaction time for last rewarded and last
unrewarded trial (RTreward — RTno reward = 0). Males responded significantly faster when
they had just received a reward from the previous trial (Figure 2.3D and 2.3E, one-
sample t-test, mean RT effect = -0.14, 95% CI = [-0.23, -0.05], t(15) = -3.38, p = 0.004).
Conversely, the reaction times of females were not systematically affected by the
outcome of the last trial (one-sample t-test, mean RT effect = -0.03, 95% CI = [-0.13,
0.06], t(15) = -0.75, p = 0.47). These results suggested that reaction time of females was
not affected on a trial-by-trial basis by the outcome of each trial because they followed a
global strategy while decision time of males was heavily affected by recent rewards. The
reaction time result suggested that males’ decision speed was more affected by recent

rewards than females.
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We next examined whether males’ choice behavior was also more outcome
sensitive. One straightforward hypothesis is that males were more likely to follow an
outcome-dependent win-stay lose-shift policy. However, a win-stay lose-shift analysis
makes a key assumption about how the animals should behave following rewards (i.e.
that they should stay) and only concerns the image dimension, it may not capture all
reward-dependent behavior in this two-dimensional task. Animals may respond to reward
in heterogeneous ways: they may respond to reward within either the image or spatial
domains (or both), and they may follow outcome-based alternation rules. To account for
the breadth of ways that animals could be responding to reward, across both image and
spatial dimensions, we calculated the distribution of all possible choices (image x side)
following a reward and no reward separately, and expressed in a probability vector per
150 trials. Then we compared the response vectors following rewards with the response
vectors following no-reward, allowing us to estimate how much animals adapted their
choices in responses to rewards in a model-free way. Males were much more outcome
sensitive. Male choice behavior after a reward diverged more from their behavior after
non-reward compared to the choices females made after rewards or non-rewards (Figure
2.4A, GLM, main effect of sex, p1 =4.55, p <0.0001). Note that optimal strategy of this
task is to consistently choose the high reward image regardless of outcome, and
consistent with this, both males and females learned to become less reward sensitive over
time (Figure 2.4A, main effect of number of trials, f2 = -0.99, p < 0.0001). Thus, males
were more outcome sensitive than females when measured either by response time or by
choice - but this outcome sensitivity was not reflected in a straightforward repetition of

the last rewarded image.
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If males were more reward sensitive than females, but their choices were not a
straightforward repetition of the rewarded option, how did their decisions depend on
reward and past choices? To identify the strategic approach more likely to be employed
by males that would explain their differences from females, we asked how choice
behavior was influenced by information of past choice history, given the immediate
outcome. Therefore, within each block of trials in each animal, we calculated conditional
mutual information (Leao et al., 2004; Wyner, 1978), which quantifies the dependence of
current choices (side, image) on the choice of previous trial, given the choice and the
outcome of the previous trial. If the current choice an animal made was random, it would
be independent of the choice and outcome of the previous trial, and we would expect to
see low mutual information, shown as uniform “bands” on the probability heatmap
(Figure 2.4B). Conversely, if the current choice was heavily influenced by the content of
the previous trial, we would expect to see high mutual information, shown in a more
checkered or selective pattern on the probability heatmap. We calculated conditional
mutual information for each trial bin across sexes. We found that mutual information
decreased over time in both sexes, reflecting the gradual acquisition of the strategy of
choosing high reward probability cue regardless of the outcome of the previous trial
(Figure 2.4B, GLM, main effect of number of trials, 2 = -0.001, p =0.0002, see equation
1&5 in Methods). The mutual information of male mice was higher than that of females
(main effect of sex, p1 =0.043, p < 0.0001), particularly early in learning (interaction
term, B3 =- 0.002, p < 0.0001). This suggests that male strategies were not only

outcome-sensitive but also dependent on past choice.
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2.2.5 Males changed their strategies more over time

Thus, although males as a group did not exhibit a pronounced pattern of local
strategies, they were also, as a group, more outcome and choice sensitive than female
mice. This is inconsistent with the idea that males explored more randomly than females
in early learning. Instead, it suggests that males were more outcome-dependent than
females, but less consistent in their choice of strategy. This kind of inconsistency could
be due to two things: 1) that males were more variable compared to each other (and thus
responses would differ across individuals, but still be predictable within an individual), or
2) that males were more variable within themselves (and thus a given male was
predictable in the sense that he was not random, but he was still more likely to change his
strategic approach from one testing epoch to the next). We found support for the latter
hypothesis: males were more variable within themselves over time, but not compared to
other males

To test these hypotheses, we developed a technique for comparing how similar
one set of choices was to other set of choices in a model-free way (similar to our
approach in Figure 4A). We expressed the choices in each bin as a probability vector,
with each element of the vector reflecting the probability of that unique combination of
behaviors {last choice, last outcome, this choice}. The average angle between any two of
probability vectors across animals, trial bins, or image pairs is then a measure of the
variability in choices between those two conditions. Males were not more idiosyncratic
than females on a population level; that is, the choices of any male were not more
variable from other males than any female’s choices were from other females (Figure

2.4C, GLM, main effect of sex, p1 =-1.47, p = 0.11). However, the males were more
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variable within themselves, both across blocks within one image pair (Figure 2.4D,
GLM, main effect of sex, Bl =4.24, p <0.0001) and across multiple image pairs (Figure
2.4E, GLM, main effect of sex, Bl =4.54, p=0.047). Overall, the variability in choices
decreased across time, as the divergent strategies used by individual animals started to
converge to the optimal strategy in this task, which is to choose the high-value image
consistently (GLM, main effect of number of trials, within sex between-subject: 2 = -
0.78, p < 0.0001; within subject between bins: 2 = -0.359, p < 0.0001). Together, these
results suggest that individual males displayed divergent choice patterns and were
changing between complex strategies over time and the repetition of the same task, while
females largely adopted a shared, systematic approach to learning.

To visualize animals’ patterns of choices expressed in the probability vectors, we
used multidimensional scaling (MDS) (Buja et al., 2008; Jaworska and Chupetlovska-
Anastasova, 2009; Nadel, 2006) to reduce the dimensionality of strategy space, allowing
us to project the high-dimensional “strategy path” throughout learning onto a 2
dimensional space. This allows us to easily visualize the similarity between patterns of
choice across animals over time and across repetitions. Each color path represents a
strategy path used in a different repetition of the task (4 repetitions in total). Figure 2.4F
shows examples of strategy paths of males and females. The optimal strategy in this
bandit task, which is to choose the high value image consistently regardless of the
outcome, is represented by a star in the low dimensional space. Both males and females
“strategy path” showed gradual approximation to the optimal strategy over time.

Consistent with the quantification described above, the strategy path of males are visibly
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more variable and different across repetitions of the task, whereas the strategy path of

females were more unified and consistent across repetitions.

2.2.6 Sex mediated the ability of neuronal activity to explain strategy selection

The ability to learn and perform bandit tasks is highly sensitive to alterations in
corticolimbic structures. However, it remains unclear how alterations in these structures
predict choice strategy, much less sex differences in choice strategy. To address this
question, we examined neuronal activity in several corticolimbic brain regions by
examining the expression of c-fos, an immediate early gene often used as a marker of
neuronal activation. The animals from the previous figures were sacrificed after the
second day of a new, final image-reward pairing (each animal having completed 400-500
total trials), corresponding to when the female side bias was greatest. We compared
MRNA expression level for c-fos in homogenized pieces of tissue from five brain regions,
including nucleus accumbens (NAc), dorsal medial striatum (DMS), amygdala (AMY),
hippocampus (HPC), and prefrontal cortex (PFC), using quantitative real-time PCR
(Figure 2.5A). In each of the five brain regions, females had a higher c-fos expression
level than did males (unpaired t-test, NAc: t(30) = 2.41, p = 0.02; DMS: t(30) = 2.31,p =
0.03; AMY: t(30) = 4.05, p < 0.001; HPC: t(30) = 2.74, p = 0.01; PFC: t(29) = 3.163, p =
0.003).

To understand whether activation of any of these brain regions correlated with the
side bias strategy, we constructed a GLM to predict PC2 from c-fos expression level in
each brain region and sex. The results suggested that only two regions, the NAc and PFC

predicted strategy use, as indexed by PC2 score (Figure 2.5B, GLM, NAc: 1 =0.72, p
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=0.02; DMS: B2 = 0.48, p = 0.14; AMY: B3 = 0.52, p= 0.10; HPC: p4 = 0.55, p = 0.08;
PFC: B5=0.75, p=0.02; sex was included as a variable in the model and was also
significant: f6 = 0.99, p = 0.0009, see equation 2 in Methods). Because each region was
also correlated with sex to differing extents (and sex independently predicted PC2), we
next asked whether NAc and PFC were the best predictors of PC2 because these regions
were the most strongly correlated with sex (Figure 2.5C). However, the predictive effect
of NAc and PFC c-fos expression was not because NAc and PFC were the most highly
with sex. Instead, sex was most strongly correlated with AMY, which was not a
significant predictor of PC2. To confirm that these correlations between regional
activation and early side bias strategy were meaningful, we fit the same GLM to predict
PC1, and none of the predictor variables were significant. We confirmed these results
with a Pearson product-moment correlation coefficient, which again suggested a
significant positive correlation between c-fos expression in NAc/PFC and PC2 scores
(Figure 2.5D, NAc: r=0.40,n =32, p<0.03; PFC: r=0.41, n = 32, p < 0.02). It was not
clear whether this correlation was present within each sex individually. Unfortunately,
with 16 subjects per sex, we lacked the power to detect a correlation of this magnitude (r
=0.4), so we instead performed a median split analysis. We calculated averages across a
median split of PC2 within each sex and conducted a 2 (sex: male versus female) x 2 (c-
fos expression quartile in NAc/PFC: bottom versus top) between-subjects ANOVA.The
main effect of sex was significant for both NAc and PFC (Figure 2.5E, NAc: F (1,28) =
12.87, p = 0.001; PFC: F (1,28) = 13.47, p = 0.001).

Next, we asked whether an animals’ sex altered the relationship between NAc and

PFC c-fos activity and PC2 scores. To do this, we used a structural equation modeling
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(SEM) approach (Sobel, 1986) to analyze the structural relationship between sex, gene
expression, and PC2 and latent constructs (Figure 2.5F). First, we used a direct model
and regressed c-fos expression of either NAc or PFC on strategy selection, both NAc and
PFC were significant direct predictors of PC2 scores (NAc: = 0.72, p=0.022; PFC: B =
0.75, p = 0.019, see equation 6 in Methods). Then we fit a mediation model that allows us
to understand how sex influences neural activation in NAc and PFC, which in turn
influences strategy selection. Regressing the mediator variable sex on c-fos expression in
NACc/PFC confirmed that neural activation is a significant predicor of the mediator sex
(NAc: a=10.20, p=0.024; PFC: a.= 0.26, p < 0.004, see equation 7 in Methods). When
we regressed strategy selection on both the mediator variable (sex) and independent
variable (neural activation in NAc/PFC), the result showed that the mediator sex was a
significant predictor of strategy selection (NAc: B1 = 1.66, p=0.008; PFC: 1 = 1.64, p =
0.012), and the strength of the direct model is now greatly reduced and became non-
significant when accounted for the mediating effect of sex (NAc: > =0.38, p = 0.20;
PFC: B’ =0.33, p=0.31). The Sobel (1982) first-order test was used to assess the
presence of mediation [46]. The indirect effect was calculated as the product of
coefficients and was significant for both NAc and PFC (NAc: af’ = 0.34,z=1.836,p <
0.039; PFC: of’ = 0.42, z=2.035, p < 0.026). Together, these results suggest that the
relationship between PFC and NAc c-fos and PC2 differed, depending on the animals’
sex. This suggests that sex-linked mechanisms gate the relationship between these
circuits and strategic decision-making and highlight these regions as promising targets for
future studies looking at the effects of sex on the neural circuits responsible for

implementing strategic learning.
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2.3 Discussion

By training male and female mice on a stochastic two-dimensional decision-
making task, we were able to evoke a range of problem-solving strategies across
individuals. In this task, each cue has two dimensions - the identity of the image and the
location of the image. Animals had to explore the reward value associated with both cue
dimensions to determine which were most predictive of reward. Although both male and
female mice eventually learned the right strategy, to choose the high-value image, female
mice learned faster. The richness of this task allowed us to uncover sex differences in
how the animals achieved the associations across time. We discovered that female mice
were more likely to adopt a consistent and systematic approach where they processed
through different strategies over time. Animals applying this approach constrained their
search space early in learning about image values by only sampling the outcomes of
images on one side (left or right). This approach, which occurred when animals were
most uncertain about the best choice, reduced the number of dimensions they were
learning about and permitted more rapid acquisition of the image-value association. In
contrast, males were less likely to employ the systematic side-bias approach, and instead
made decisions that seemed to combine both image and spatial location in complex ways,
changed their rule frequently, and were strongly influenced by the immediate prior
experience of reinforcement. While both sexes eventually reached equivalent levels of
performance, our data reveal that the strategic paths individual animals take to get there
can vary dramatically, implicating the potential for wide divergence in neural circuit

mechanisms in normative decision making.
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Sequential decision-making and learning in rodents is often studied with spatial
bandit tasks, in which reward probabilities are linked to left and right levers or sides that
are visually identical (Bari et al., 2019; Daw et al., 2006; Ebitz et al., 2018; Johnson et
al., 2016; Pearson et al., 2009). In these spatial bandit tasks, side bias in choice has
sometimes been equated with inflexible, automatized habitual behaviors and animals
displaying such bias were often excluded from experiments (Prusky et al., 2000; Trevifio
et al., 2012; Vallortigara and Rogers, 2005). However, the slower choice response time in
females suggests that the early side preference was, in fact, cognitive-demanding and
computationally expensive. In the current task, both the side and the identity of the image
cues could have been informative of the reward probabilities (although they were not). In
principle, animals could simultaneously sample both dimensions to learn side values and
image values at the same time. However, in practice, it appears that the early side bias
preferentially used by female mice “jump-started” learning by controlling for space while
exploring choice-outcome values of the images, which in this task happened to be the
more informative dimension of reward. Intriguingly, this suggests that animals using this
approach were covertly learning about the correct cue dimension while behaviorally
selecting the wrong item, and were able to convert this to successful learning due to the
stability of the task structure.

Our data implicate the prefrontal cortex (PFC) and nucleus accumbens (NAc),
part of the ventral striatum, in the differences in strategy between males and females.
These regions have been widely implicated in reward-guided decision making, but so
have the other regions we tested for which we didn’t find a significant relationship to

behavior (Averbeck and Costa, 2017; Costa et al., 2016; Soltani and Izquierdo, 2019).
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One possibility is that the PFC and accumbens are particularly engaged in strategic
decision-making. This resonates with previous studies that have implicated the PFC in
implementing strategies and rule-guided behaviors (Barraclough et al., 2004; Buckley et
al., 2009; Bussey et al., 2001; Genovesio et al., 2005; Johnson et al., 2016; Miller and
Cohen, 2001; Wallis et al., 2001) and the NAc in selecting and implementing learning
strategies (Costa et al., 2016; Rothenhoefer et al., 2017). Implementing different
strategies produces changes in how different choice dimensions are represented in the
PFC and NAc (R. B. Ebitz, J. C. Tu, B. Y. Hayden, n.d.), and lesions in the NAc can
drive animals towards a low-dimensional action-based strategy or prevent animals from
switching between strategies (Averbeck and Costa, 2017; Rothenhoefer et al., 2017). The
PFC is also sensitive to gonadal hormones during risky decision making (Uban et al.,
2012), and dopaminergic function in the accumbens regulates risky decision making in a
sex-specific manner (Georgiou et al., 2018), perhaps due to sex differences in dopamine
neurons (Calipari et al., 2017). Here, the relationship between both PFC and NAc and
strategy use was mediated by sex, suggesting that whatever the relationship between
these regions and strategic decision-making, it is likely to be sex-biased.

One fundamental unanswered question is why females as a group tended to
employ a highly similar and consistent strategy. Zador (2019) recently proposed that
much of animal behavior is not dictated by supervised or unsupervised learning
algorithms, but are largely shaped by biological constraints (Zador, 2019). Energy-
conserving and “habitual” or repetitive choice behaviors are prevalent in female animals,
including during foraging (Grissom and Reyes, 2018; Kie, 1999; Orsini and Setlow,

2017). The biological constraints and organization imposed by the multiple mechanisms
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of sexual differentiation are known to influence the tuning of circuits important for
reward-guided decisions (Arnold and Chen, 2009; Calipari et al., 2017). For example,
while testosterone promotes effort expenditure and impulsive behavior (Barraclough et
al., 2004; Buckley et al., 2009), estradiol reduces high-effort choices (Becker and
Chartoff, 2019; Song et al., 2018; Uban et al., 2012). In addition, sex chromosomes exert
independent influences on reward-guided behaviors (McCarthy and Arnold, 2011) with
elevated habitual behavior in XX carriers and increased effort in XY carriers, regardless
of gonadal hormone status (Quinn et al., 2007; Seu et al., 2014). Of course, the
mechanisms and impacts of sexual differentiation are largely graded in their influence,
rather than strictly dichotomous across the sexes, and interact with non-sex biological
mechanisms that may also influence these behavioral constructs. Indeed, here we found
that a small number of males showed some tendency to use the predominantly female
strategy, implicating graded engagement of both sex difference and non-sex difference
mechanisms in the degree of adoption of sex-biased exploratory strategies we observed
here. An intriguing possibility is that the unified, consistent, and systematic strategy we
observed preferentially in female mice, as well as the volatile and diverse strategy we
observed more frequently in male mice in the same task, may emerge from sex-biased

tuning of foraging strategies that were critical to survival for the species as a whole.

2.4 Methods
Animals. Thirty-two BL6129SF1/J mice (16 males and 16 females) were obtained from
Jackson Laboratories (stock #101043). Mice arrived at the lab at 7 weeks of age, and

were housed in groups of four with ad libitum access to water while being mildly food
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restricted (85-95% of free feeding weight) for the experiment. Animals engaging in
operant testing were housed in a 0900-2100 hours reversed light cycle to permit testing
during the dark period. All animals were cared for according to the guidelines of the
National Institution of Health and the University of Minnesota.

Apparatus. Sixteen identical triangular touchscreen operant chambers (Lafayette
Instrument Co., Lafayette, IN) were used for training and testing. Two walls black were
acrylic plastic. The third wall housed the touchscreen and was positioned directly
opposite the magazine. The magazine provided liquid reinforcer (Ensure) delivered by a
peristaltic pump, typically 7ul (280 ms pump duration). ABET-11 software (Lafayette
Instrument Co., Lafayette, IN) was used to program operant schedules and to analyze all
data from training and testing.

Behavioral task. Two-armed bandit task. Animals were trained to perform a two-arm

visual bandit task in the touchscreen operant chamber. Each trial, animals were presented
with a repeating set of two different images on the left and right side of the screen,
counterbalancing left and right across the session. Nose poke to one of the displayed
images on the touchscreen was required to register a response. Nose poke on one image
triggered a reward 80% of the time (high payoff image), whereas the other image was
only reinforced 20% of the time (low payoff image). Within each day, animals completed
either 250 trials or spent a maximum of two hours in the operant chamber. Animals were
given 14 days to learn about the probabilistic reward schedule of one image pair, before
moving onto the next image pair. All data was collected by the ABET I1 system and

analyzed using python.
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RNA quantification. At the end of training, animals were sacrificed after the second day

of learning a new image pair (around 400-500 trials of experience per mouse), when we
expected to see the biggest difference in learning performance and strength of
lateralization. Animal brains were extracted and targeted brain regions were dissected.
We extracted RNA from targeted brain areas and assessed gene expression for the fos
genes in the nucleus accumbens (NAc), dorsal medial striatum (DMS), amygdala (AMY),
and hippocampus (HPC), using quantitative Real Time PCR system (BioRad, USA). Fos
expression normalized to the housekeeper gene glyceraldehyde 3-phosphate
dehydrogenase (gapdh) was calculated using the comparative delta Ct method.

Data analysis

Generalized Linear Models (GLMSs). In order to determine whether sex and number of

trials (bins) predicts the accuracy of the task, strength of lateralization, reaction time,
mutual information (MI), or angle between probability vectors, we fit a series of
generalized linear models of the following form:
Y = Bo + Bi(sex) + Ba(trials) + Bs(sex)(trials) [1]

Where Y is the dependent variable (accuracy, laterality, reaction time, MI, or angle). In
this model, B1 described the main effect of sex and 2 described the main effect of
number of trials (bins). B3 captures any interaction effect between sex and number of
trials (bins).

To determine whether c-fos expression in NAc, DMS, AMY, HPC, PFC, and sex
predicted the weights of Principal Component (PC) 2, we fit the following generalized

linear model.

PC2 = fiy + (N Ae) + Aa(DMS) + B5(AMY )+
B4(HPC) + B5(PFC) + Bg(sex) [2]
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In this model, B1- B5 captures the predictive effect of gene expression in five

regions on the use of PC2 strategy. 6 described the effect of sex on the weights of PC2.

Degree of lateralization. As a measure of the strength of side bias, we used the absolute

percentage of laterality [39], calculated for each mouse according to the following

formula:

right — e fi
right + le fi [3]

Degree of laterality

Generalized Logistic Regression Model. Mice could base their decisions on reward

history in the spatial or image domains or on choice history in the spatial or image
domains. To determine how these four aspects of previous experience affected choice and
how these effects changed over time, we estimated the effect of the last trials’ reward
outcome (O), image choice (), and chosen side (S) using logistic regression. If image
(image 1) was on the left side of the screen, we could predict the probability of choosing

that image as a linear combination of the following four terms:

pldy)

E”Hl::h{a‘-.a..'}] =fo+ Br*(Nip1 — 21 )+
Faw Oy y =l 41 = Toe1 )+
Ba*(SLe-1 — Sre-1)+
Ba*#Opq* (Spe-1— Spe-1) [4]

Where each term (O, I, and S) is a logical, indicating whether or not that event
occurred on the last trial. As a result, the term (1_{1, t-1} - 1_{2, t-1}) is 1 if image 1 was
chosen on the last trial, but -1 otherwise. The term B1 thus captures the tendency to either
repeat the previous image (when positive) or choose the other image (when negative).
The term B2 O_{t-1} accounts for any additional effect of the previous image on choice,

when that previous choice was rewarded. If image 1 was on the left side, (S_{L, t-1}
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denotes the probability of repeating the left side where image 1 appeared. However,
because image 1 could be either on the left or the right side of the screen (which allowed
us to dissociably estimate the probability of choosing it based on side bias or image bias),
we expanded the (S_{L, t-1} - S_{R, t-1}) term to account for the current position of
image 1 as follows:

wl(li g =LE)Sps—1 —Spa—1)+ (1= R)Sri—1— Sri-1))...

Meaning that the current position of image 1 determined the sign of the side bias
term. This model was fit individually to each bin of 150 trials, within each animal and
image pair, via cross-entropy minimization with a regularization term (L2/ridge
regression).

Principal component analysis. In order to determine how decision-making strategies

differed across animals and bins, we looked for the major axes of inter-individual
variability in decision-making strategies. To do this, we took advantage of the fact that
the coefficients of the generalized linear model provided a simplified description of how
decision-making depended on image, side, and outcome for each subject within each
image pair. Because the generalized logistic regression model estimated 4 terms per
image pair and there were 23 independent bins per image pair, this meant that each
animals’ behavior for a given image pair could be described as a 4*23 by 1 dimensional
vector. We then used principal component analysis to identify the linear combinations of
model parameters that explained the most variance across these strategy vectors. The first
two principal components, which explained the majority of the variance (59%), are

illustrated in Figure 2e.
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Conditional mutual information and model-free analyses. To account for idiosyncratic

strategies, which could vary across animals or image pairs, we used a model-free
approach to quantify the extent to which behavior was structured without making strong
assumptions about what form this structure might take. We quantified the extent to which
choice history was informative about current choices as the conditional mutual
information between the current choice (C) and the last choice (C_t-1), conditioned on

the reward outcome of the last trial (R):

2‘ 2‘ 2" Pr(r)Pe, o, mlce, Ceaa,7)

I O i) = B s o Sl 1+

(b1l . e RIC Ce-1, 7 ”'r:f’:- e, PIPe . ples_q,v)

rER o5 5 EC & EC v J P [5]

Where the set of choice options (C) represented the unique combinations of each of the 2
images and 2 sides (4 combinations). To account for observed differences in overall
probability of reward for male and female animals, the mutual information was calculated
independently for trials following reward delivery and omission, and then summed across
these two conditions.

We used a similar approach to provide a model-free description of the animals'
choice patterns. Briefly, instead of finding the set of beta weights that best described
reliance on various history-dependent strategies over time, we directly calculated the joint
probability of each possibility combination of last choice (image and side), last outcome
(reward and unrewarded), and current choice (image and side). This means that we
represented the animals’ history-dependent choice pattern for each image pair as an 32-
dimensional vector (4 (last choice) x 2 (last outcome) x 4 (current choice) = 32) of joint
probabilities. Via a geometric interpretation of a multinomial distribution, we considered
the animal’s pattern of behavior within any bin of trials as a point on the 32-1

dimensional simplex formed by length-1 vectors. This geometric approach allowed us to
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map strategies over time or across bins as a diffusion process across this simplex, where
the angle between two vectors (between animals/between bins/between repetitions) is
proportional to step between them on a strategy simplex. The bigger the step between two
vectors, the more variable the behavior pattern is.

Mediation Analysis. First we used a direct model and regressed c-fos expression of either

NAc or PFC on weights of PC2. When assessing a mediation effect, three regression
models are examined:
Model 1 (direct):

PC2 = v, + B(N Ac) + ¢l 6]
Model 2 (mediation):

Sex = y2 + a(NAc) + €2 [7]
Model 3 (indirect)

FPC2 = vy + #'[NAc) + F1(sex) + €3 [8]

In these models, y1, y2, and y3 represent the intercepts for each model, while €1, €2, and
€3 represent the error term. B denotes the relationship between dependent variable (PC2
weights) and independent variable (NAc c-fos expression) in the first model, and
’denotes the same relationship in the third model. a represents the relationship between
independent variable (NAc c-fos expression) and mediator (sex) in the second model.
The mediation effect is calculated using the product of coefficients (ap1). The Sobel test

is used to determine whether the mediation effect is statistically significant (Sobel, 1986).


https://paperpile.com/c/2bb20c/vCOR
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2.5 Figures and figure captions
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Figure 2.1. Females showed accelerated acquisition of the high reward
probability image in a stochastic two-armed visual bandit task. A)
Schematic of the mouse touch-screen operant chamber used in our task. B)
Schematic of two-armed Visual Bandit task. Images varied between the two
locations across trials. The reward probabilities for two images are 80% and
20%, respectively. C) Average learning performance (percent correct) across
four repetitions of the task with four pairs of images. While both males and
females reached the same final performance, females displayed an accelerated
learning curve. D) No sex difference in learning performance was observed in
deterministic reward schedule (100%/0%). E) Females displayed stronger side
bias for item selection on the touchscreen, regardless of the direction of
lateralization, early on in learning. This behavior lateralization disappeared as
female mice learned the task. Data shown as bins of 150 trials. * Indicates p <
0.05. Graphs depict mean £ SEM.
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Figure 2.2 Female mice use a procession of strategies, initially using a
spatial bias followed by a switch to responding based on image domain. A)
Schematic of four basic local strategies based on choice and reward history of
image and spatial dimensions of the task. B) A generalized logistic regression
model revealed a global strategy - a clear procession of four local strategies -
that mice started repeating one side before switching to choosing the reinforced
image. C) female mice displayed a more pronounced global strategy procession
from spatial-based strategy to image outcome-based strategy. D) male mice
displayed increased image win-stay lose-shift over time but no prominent global
strategy in the early learning stage was observed. E) A principal component
analysis (PCA) was conducted on the estimates of global strategy strength over
time across all animals regardless of sex. Principal component (PC) 1 and 2
accounted for about 60% of the variance. PC 1 described a general preference
for responding based on image value and did not differ between sexes. PC 2
captured the same global strategy procession reflected in the generalized logistic
model - a strong contribution of the “side repeat” behavior early in training,
followed by a rapid transition to “image outcome”, indicative of a sudden shift
away from “where” and towards “what” in solving the task. Projecting each animal
onto this PC 2 showed a clear separation between the sexes (blue male, pink
female), AUC = 0.86, p < 0.001. This suggests that the strategy procession from
spatial repeat to image outcome is a female-specific strategy. Note that a few
males are positive for Principal Component 2, and their individual behavior
supports that these males also employed this strategy to a weaker extent. In
contrast, the few females that are negative for this Principal Component did not
show evidence of having learned the task. Data shown as bins of 150 trials.
Graphs depict mean £ SEM.
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Figure 2.3
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Figure 2.3 The side-to-image strategy procession captured by Principal
Component (PC) 2 is a computationally expensive strategy but not a time-
saving strategy. A) Predominantly using the early side preference, females
responded slower during early learning (GLM, interaction term, 3 = 0.03, p =
0.0007). Note that, the slow reaction time during early learning in females
matches with the time period (bin 1-10) during which females relied on side-bias
“heuristics” for decision-making. B) Average reaction time of both sexes when
choosing a preferred side and a nonpreferred side across bins of 150 trials.
Females responded slower than male when choosing a preferred side and a
nonpreferred side. C) Correlation analyses revealed a significant positive
correlation between PC2 scores and reaction time. The decision-making time
was longer within animals primarily used PC2 strategy. Data shown as bins of
150 trials. * indicates p < 0.05. Graphs depict mean = SEM. D) One-sample t-test

was conducted across bins to compare the difference in reaction time (RT)
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between rewarded and unrewarded trials to O (when there is no effect of past
outcome on the reaction time). Male mice have significant RT effects on the last
reward. There was no difference in reaction time between rewarded and
unrewarded trials in female mice. The bins marked by asterisks have p < 0.05 for
the one-sample t-test. E) Average RT difference following a rewarded vs. an
unrewarded trial across all trials. Overall, male responded faster when the last
trial was rewarded than unrewarded. Reaction times of females did not differ

between rewarded and unrewarded trials.
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Figure 2.4
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Figure 2.4 Male mice were more likely to differ from themselves over time,

with choice patterns dependent on past outcomes. We expressed each

animal’s outcome-dependent and history-dependent choice pattern as a 32-

dimensional vector of joint probabilities and measured the angle between

vectors, which is proportional to the step between them on a strategy simplex. A)

lllustration of the distribution of all possible choices (image x side) following a

reward and no reward separately and illustration of response vector following

reward and response vector following no reward in a low dimensional space. The

choice behaviors of males were more different from their behaviors after no

reward compared to females (GLM, main effect of sex, 1 = 16.7, p < 0.00001).
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B) lllustration of choice patterns of low mutual information and high mutual
information. If choice on trial t is independent of choice on the previous trial (t-1),
probability heatmap should show band-like pattern (choosing the same choice
regardless of the previous choice). Conversely, high mutual information has more
checkered choice patterns. Conditioned mutual information is higher in males,
indicating that responses are more uniquely affected by the previous trial
variables than they are in females. C). Males and females were equally variable
between animals within sex. An individual male is no more different from other
males in behavior than a female is from other females. D) Choice patterns of a
given male compared to himself over bins of 150 trials were more variable than in
a given female compared to herself. E) Choice patterns of a given male to
himself were more variable and divergent across repetitions of the same task
than in females compared to themselves across repetitions. F) Multidimensional
scaling (MDS) was used to visualize animal’s strategy path across trials and
repetitions by reducing the dimensionality of the strategy space. Each of the four
colors within one sex represents one repetition of the task. The star represents
the point of optimal strategy for this task, which is to choose the high reward
probability image. In both males and females, the strategy paths showed a
gradual approach to the optimal strategy point, indicating that both sexes were
able to learn the optimal strategy. The strategy paths of females are consistent
and similar across repetitions, suggesting that female mice used a similar
strategy every time to solve the problem. On the other hand, in male mice, the
steps between each bins of 150 trials in the strategy space were larger,
suggesting higher variability in choice patterns. Thus, male mice used divergent
strategies throughout learning and used different approaches each time to learn
the same task. Data shown as bins of 150 trials. * indicates p < 0.05. Graphs

depict mean + SEM.
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Figure 2.4
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Figure 2.5 Both sex and neuronal activity can account for strategy
selection, but sex mediated the ability of neural activity to explain strategy
selection.

A) cFos gene expression (QRT-PCR) in five brain regions: nucleus accumbens
(NAc), dorsal medial striatum (DMS), amygdala (AMY), hippocampus (HPC), and
prefrontal cortex (PFC). Female mice showed elevated c-fos expression across
all five brain regions. Asterisks marked significant difference between sexes (*: p
<0.05 **:p<0.01 *** p<0.001). Extracted brain sections for each brain region
are shown in the altas. B) Heatmap of correlation matrix of c-fos expression level
among five brain regions. C) c-fos expression in NAc and PFC, and sex, predict
the use of PC2 strategy (GLM, NAc: 1 =0.72, p =0.02; PFC: B5=0.75,p =
0.02; sex: 6 = 0.99, p = 0.0009). Asterisks marked significant beta weights (p <

0.05). D) cFos gene expression in NAc and PFC is significantly correlated with
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the weight of PC2. E) The use of PC2 strategies procession was analyzed with a
2 (sex: male versus female) x 2 (c-fos expression quartile in NAc/PFC: bottom
versus top) between-subjects ANOVA. The main effect of sex was significant for
both NAc and PFC (NAc: F (1,28) =12.87, p = 0.001; PFC: F (1,28) =13.47,p =
0.001). F) Causal modeling of the relationship between gene expression level in
NAc and PFC and the weight of PC2. The models on top are direct models,
indicating that c-fos expression levels in both NAc and PFC are significant
predictors of the weights of PC2. The bottom models are the mediation models,
in which sex mediated the relationship between neural activity (c-fos expressions
in NAc and PFC) and strategy selection (weights of PC2). The arrows are
regressions. Paths are labeled with estimated coefficients and significant
coefficients are marked by asterisks. The strength of the direct model is greatly
reduced and became non-significant when accounted for the mediating effect of
sex. This suggests that sex mediated neural measures in explaining strategy

selection. Graphs depict mean + SEM.
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Figure S2.1. Individual PC2 plots. Related to Figure 2.2E. PC scores for
individual male and female animals for PC2. Data shown as bins of 150 trials.
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Figure S2.2
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Figure S2.2. No sex difference in reaction time across sexes in a
deterministic schedule (100-0) and average percent free feeding weight
during all behavioral tasks. Related to Figure 2.3A. A) There was no
significant difference in reaction time between sexes (GLM, main effect of sex, 31
=-1.79, p =0.07; interaction term, 33 = 1.239, p = 0.22). Reaction time of both
sexes decreased over time (main effect of number of trials, 2 = -3.84, p <
0.0002). Data shown as bins of 50 trials. Graphs depict mean + SEM. B) The
average percent free feeding weight during behavioral tasks is 113% for males
and 116% for females and was not significantly different across sex (t (30) =

0.899, p = 0.38). It is unlikely that the higher acquisition rate in females was due

to different motivations or hunger levels.
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Figure S2.3
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Figure S2.3. Win-stay lose-shift in image and spatial dimension separately
in both sexes. Related to Figure 2.4A. A) Percent win-stay in the image
dimension across sexes over time. There was no significant sex difference in
percent image win stay and both sexes image win stayed more across trial bins
(GLM, main effect of number of trials, B2 = 0.02, p < 0.0001). B) Percent lose-
shift in the image dimension across sexes over time. There was a main effect of
number of trials and an interaction effect (GLM, main effect of number of trials,
B2 =-0.01, p < 0.0001; interaction effect, 3 = - 0.003, p < 0.029). C) Percent
win-stay in the spatial dimension across sexes over time. Females stayed more
on the same side when rewarded (GLM, main effect of sex, 1 =0.104, p <
0.0001; main effect of number of trials, 2 = 0.008, p < 0.0001; interaction effect,
B3 =-0.004, p < 0.002). D) Percent lose-shift in the spatial dimension across
sexes over time. Females shifted more to the other side when not rewarded
(GLM, main effect of sex, f1 = - 0.09, p < 0.0001; main effect of number of trials,
B2 =-0.01, p < 0.0001; interaction effect, 3 = - 0.003, p < 0.029). Data shown as
bins of 150 trials. * indicates p < 0.05. Graphs depict mean + SEM.
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Figure S2.4
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Figure S2.4. Inverse angle between choice patterns across blocks as a
function of the time between blocks. Related to Figure 2.4D. Nearby blocks
are more similar to each other in both males and females, but the block-by-block
strategies become more distinct as blocks are further apart in both males and
females.
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Figure S5. Individual MDS plots. Related to Figure 2.4F. Each graph depicts a
different animal, with the colors representing repetitions of the task. The star

represents the optimal strategy for each projection. Data shown as bins of 150
trials.



Table S2.1

Table S2.1. Mediation coefficients and p values of mediation analysis.

Related to Figure 2.5F.

Direct effect Bl p value

NAc = PC2 0.72 0.022

PFC = PC2 0.75 0.019

Mediator (sex) effect o p value

NAc = sex 0.20 0.024

PFC = sex 0.26 <0.004

Indirect effect Jin p value

NAc = PC2 0.38 0.20

PEC = PC2 0.33 0.31

Mediation effect af’ z score p value
NAc = PC2 0.38 1.836 <0.039
PFC - PC2 0.33 2035 <0.026
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3. Experiment 2: Sex difference in exploration strategy in a changing environment
This study was published in Elife (2021). Full citation: 1. C. S. Chen, E. Knep, A.
Han, R. B. Ebitz, N. Grissom, Sex differences in learning from exploration. Elife. 10

(2021), doi:10.7554/eLife.69748. The article is reproduced here.

Sex differences in learning from exploration

Cathy S. Chen?, Evan Knep?, Autumn Han!, R. Becket Ebitz*?, Nicola M. Grissom**

1 Department of Psychology, University of Minnesota, Minneapolis MN 55455

2 Department of Neurosciences, University of Montreal, Quebec, Canada

Abstract

Sex-based modulation of cognitive processes could set the stage for individual
differences in vulnerability to neuropsychiatric disorders. While value-based decision
making processes in particular have been proposed to be influenced by sex differences,
the overall correct performance in decision making tasks often show variable or minimal
differences across sexes. Computational tools allow us to uncover latent variables that
define different decision making approaches, even in animals with similar correct
performance. Here, we quantify sex differences in mice in the latent variables underlying
behavior in a classic value-based decision making task: a restless 2-armed bandit. While
male and female mice had similar accuracy, they achieved this performance via different

patterns of exploration. Male mice tended to make more exploratory choices overall,
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largely because they appeared to get “stuck” in exploration once they had started. Female
mice tended to explore less but learned more quickly during exploration. Together, these
results suggest that sex exerts stronger influences on decision making during periods of
learning and exploration than during stable choices. Exploration during decision making
is altered in people diagnosed with addictions, depression, and neurodevelopmental
disabilities, pinpointing the neural mechanisms of exploration as a highly translational

avenue for conferring sex-modulated vulnerability to neuropsychiatric diagnoses.

3.1 Introduction

Almost every neuropsychiatric condition shows sex and/or gender biases in risk,
presentation, etiology, and prognosis(Green et al., 2019; Grissom and Reyes, 2018;
Shansky, 2019). This raises the possibility that sex-modulated biological mechanisms
could modulate cognitive processes that confer vulnerability and/or resilience to mental
health challenges. However, sex differences in cognitive task performance can be
difficult to detect and even more variable than would be expected given the non-
dichotomous, overlapping impacts of sex mechanisms on cognition(Maney, 2016). An
underrecognized source of variability in cognitive tasks is that there can be multiple ways
to achieve the same level of performance on the primary dependent variables used to
assess these tasks, such as “number of correct responses”. This means that equivalent
levels of performance could mask individual differences in how males and females are
solving the same problem. Indeed, we have recently shown that examining the latent
strategies underlying task performance --rather than differences in final performance--can

reveal that individual males and females can take very different strategic paths to the
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learning of action-outcome associations(Chen et al., 2020). Here, we applied
computational tools to characterize sex differences in the latent variables underlying
behavior to understand sex differences in a key cognitive process regulating reward-
guided behaviors: balancing exploration and exploitation.

In an uncertain world, we must balance two goals: exploiting rewarding options
when they are available, but also exploring alternatives that could be more rewarding or
provide new information about the world. Too little exploration makes behavior
inflexible and perseverative. Too much makes it impossible to sustain rewarding
behaviors. Exploration is dysregulated in numerous neuropsychiatric disorders(Addicott
etal., 2017; Wilson et al., 2021), many of which are also sex-biased(Green et al., 2019;
Grissom and Reyes, 2018; Shansky, 2019). This suggests that sex differences in
exploration and exploitation could contribute to sex-linked vulnerability to these
conditions, though we do not yet understand how exploration and exploitation differ with
sex. Because exploration is a major source of errors in task performance more
broadly(Ebitz et al., 2019; Pisupati et al., 2019), sex-differences in exploration could
contribute to performance differences and variability seen across tasks and
species(Grissom and Reyes, 2018; van den Bos et al., 2013).

To examine whether there are sex differences in exploration, we trained male and
female mice on a classic explore/exploit task, a spatial restless two-armed bandit(Ebitz et
al., 2018). Males showed higher levels of exploration than females throughout the task.
This was because males were more likely to get “stuck” in extended periods of
exploration before committing to a favored choice. On the other hand, females showed

elevated reward learning specifically during bouts of exploration, making exploratory
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trials more informative, which allowed them to start exploiting a favored choice earlier
than males. Together, these results demonstrate that while the overall performance was
similar, males and females exhibited different patterns of exploration while interacting

with the same uncertain environment.

3.2 Results

Age-matched male and female wildtype mice (n = 32, 16 per sex, strain
B6129SF1/J, powered to detect differences in decision making (Chen et., 2020)) were
trained to perform a restless two-armed spatial bandit task in touch-screen operant
chambers (Figure 3.1A). Animals were presented with two physically identical targets
(squares) on the left and right of the screen each trial and indicated their choices by nose
poking at one of two target locations. Each location offered some probability of reward,
which changed slowly and randomly across trials, and independently across targets. The
dynamic reward contingencies encouraged the animals to constantly balance exploration
and exploitation. The animals had to exploit a good option when it was found, but also
occasionally explore the other option, whose drifting values meant that it could become
better at any time. Mice performed 2 repetitions of 4 consecutive sessions of the restless

bandit task, measuring 8 sessions in total. Each session consisted of 300 trials.

It is worth noting that unlike other versions of bandit tasks such as the reversal
learning task, in the restless bandit task, animals were encouraged to learn about the most
rewarding choice(s). There is no asymptotic performance during the task because the

reward probability of each choice constantly changes. The performance is best measured
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by the amount of obtained reward. Prior to data collection, both male and female mice
had learned to perform this task in the touchscreen operant chamber. To examine whether
mice had learned the task, we first calculated the average probability of reward
acquisition across sessions in males and females (Figure S3.1A). There was no
significant change in the reward acquisition performance across sessions in both sexes,
demonstrating that both males and females have learned to perform the task and had
reached an asymptotic level of performance (two-way repeated measure ANOVA, main
effect of session, p = 0.71). Then we examine two other primary behavioral metrics
across sessions that are associated with learning: response time and reward retrieval time
(Figure S3.1A, C). Response time was calculated as the time elapsed between the display
onset and the time when the nose poke response was completed. Reward retrieval time
was measured as the time elapsed between nose-poke response and magazine entry for
reward collection. There was no significant change in response time (two-way repeated
measure ANOVA, main effect of session, p = 0.39) and reward retrieval time (main
effect of session, p = 0.71) across sessions in both sexes, which again demonstrated that
both sexes have learned how to perform the task. Since both sexes have learned to
perform the task prior to data collection, variabilities in task performance are results of
how animals learned and adapted their choices in response to the changing reward

contingencies.

To examine task performance, we first calculated the average probability of
reward obtained in males and females. Because reward schedules were stochastic,
sessions could differ slightly in the amount of reward that was available. We therefore

compared performance against the average probability of reward if chosen randomly
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within each session. Regardless of sex, mice were able to earn reward more frequently
than chance (Figure 1B, two-way ANOVA, F(1, 60) =228.9, p < 0.0001). There was no
significant sex difference in the probability of rewards acquired above chance (Figure
1C, main effect of sex, F(1, 30) = 0.05, p = 0.83). While the mean of percent reward
obtained did not differ across sexes, we consider the possibility that the distribution of
reward acquisition in males and females might be different. We conducted the
Kolmogorov-Smirnov (KS) test, which takes into account not only the means of the
distributions but also the shapes of the distributions. The KS test suggested that males
and females are not just not significantly different in their reward acquisition
performance (Kolmogorov-Smirnov D = 0.1875, p = 0.94), but that males and females
have the same distributions for reward acquisition. This result demonstrates equivalently

strong understanding and identical performance of the task in males and females.

Similar levels of accuracy do not require or imply a similar approach to the task.
Our previous study suggested that males and females could achieve similar learning
performance via divergent decision making strategies(Chen et al., 2020). However,
different strategies might take different amounts of time to execute(Chen et al., 2020;
Filipowicz et al., 2019; Kool et al., 2010; Kurdi et al., 2019). Therefore, we examined the
response time, which was calculated as time elapsed between choice display onset and
nose poke response as recorded by the touchscreen chamber, in both males and females.
If males and females had adopted different strategies here, then we might expect response
time to systematically differ between males and females, despite the similarities in
learning performance. Indeed, females responded significantly faster than did males

(Figure 1C, main effect of sex, t (30) = 3.52, p = 0.0014), suggesting that decision
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making computations may differ across sexes and, if so, that the strategies that tended to

be used by females resulted in faster choice response time than those used by males.

3.2.1 A Hidden Markov model (HMM) identifies distinct features of exploratory and

exploitative choices in mice.

Despite similar performance, response time differences suggested that males and
females employed different strategies in this task. One possible difference was sex
differences in the level of exploration. Prior research has shown that exploratory choices
take longer than exploitative choices(Ebitz et al., 2019, 2018). Therefore, perhaps males
took longer to make a choice because a greater proportion of their choices were
exploratory. To test this hypothesis, we first need a method to label each choice as an
exploratory choice or an exploitative choice. In some previous studies, reinforcement
learning (RL) models were used to quantify exploration(Cinotti et al., 2019; Daw et al.,
2006; Ishii et al., 2002; Pearson et al., 2009) via labeling choices that deviate from model
values as exploratory. This approach is based on the rationale that exploration is a non-
reward maximizing goal. However, a non-reward maximizing goal would produce
choices that are orthogonal to reward value, not errors of reward maximization (Averbeck
et al., 2017; Ebitz et al., 2018). Therefore, recent studies have turned to an approach,
which models exploration as a latent state underlying behavior via a Hidden Markov
model (HMM), rather than inferring it from assumptions about values and learning(Ebitz

etal., 2019, 2018; Muller et al., 2019).
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The HMM method has not previously been used to quantify exploration in mice,
so we first asked whether it was appropriate here. The method works because sequences
of exploratory decisions look very different from exploitative ones, at least in
reinforcement learning agents and primates (Ebitz et al., 2018). When agents exploit, they
repeatedly sample the same option, switching only very rarely. However, because
exploration requires investigatory samples, runs of exploratory choices tend not to repeat
the same option. They tend to switch far more frequently, closer to what we would expect
from random samples from the environment (Ebitz et al., 2018). Therefore, if mice were
alternating between exploration and exploitation in this task, we would expect to see
evidence of two distinct patterns of switching in their behavior. Indeed, choice run
durations (i.e. the distribution of inter-switch intervals) were parsimoniously described as
a mixture of two different patterns: one regime where choices switched quickly (mean
switching time = 1.7 trials, compared to random choices at 2 trials; 80% of choice runs)
and one regime where they changed slowly (mean switching time = 6.8 trials; Figure
S3.2A). Thus, mice had evidence of fast-switching (putatively explore) and slow-
switching (putatively exploit) regimes in their behavior. Note that explore-labeled
choices are more likely to also be switch choices, but not all explore-labeled choices are

switches, and not all exploit-labeled choices are stay decisions.

To determine whether the novel HMM method produced more accurate labels
than the previous RL method, we conducted a side-by-side comparison to examine how
well each set of labels accounted for behavior. We first examined the correlation between
explore-exploit states inferred by the HMM model and the RL model. We calculated the

tetrachoric correlation between HMM-inferred and RL-inferred states (Figure S3.2B).
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The tetrachoric correlation (rt) is specifically used to measure rater agreement for binary
data and reveals how strong the association is between labels by two methods. The mean

correlation was 0.42 with a standard deviation of 0.14, which is medium level agreement.

Next, to examine whether the states inferred by these models also produced
differences in behavioral metrics other than choices, we computed average response time
for explore trials and exploit trials labeled by the RL model and HMM model. The result
suggested that response time was significantly longer during HMM-inferred exploration
than exploitation (paired t-test, t(31) = 3.66, p = 0.0009), which is consistent with
previous findings that exploration slows down decision making (Ebitz et al., 2018). Like
HMM-inferred states, RL inferred explore-exploit states showed similar effects on
response time - response time was significantly longer during exploration than
exploitation (paired t-test, t(31) = 2.08, p = 0.046). However, the effect size of HMM
labels on response time was over twice as big as that of RL labels (HMM: R? = 0.30; RL:

R2=0.12).

Finally, we calculated the standardized regression coefficients to measure how
much of the response time is explained by states labeled by HMM model and RL model
(Figure S3.2C). The result suggested that the HMM-inferred states explained
significantly more variance in response time than the RL-inferred states in explaining
response time. The HMM allows us to make statistical inferences about the probability
that each choice was due to exploration or exploitation via modeling these as the latent
goal states underlying choice (see Methods). Because this approach to infer exploration is
agnostic to the generative computations and depends only on the temporal statistics of

choices (Ebitz et al., 2020, 2019, 2018; Wilson et al., 2021), it is particularly ideal for
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circumstances like this one, where we suspect that the generative computations may

differ across groups.

Since various factors could influence state of the next trial, we considered a
simple 2 parameter HMM that models only two states (exploration and exploitation), a 4-
parameter input-output HMM (ioHMM) that allows reward outcome to influence the
probability of transitioning between states, and a 4-parameter unrestricted HMM with no
promoter tying (ntHMM) that allows biased exploitation (see methods). The model
comparisons have shown that the 2 parameter HMM was the simplest, most interpretable,
and best fit model (AIC: 2 parameter HMM, AIC = 2976.1; ioHMM, AIC = 3117,
ntHMM, AIC = 3101.5, see more statistics reported in Methods). Therefore, we selected
the simple 2-parameter HMM to infer the likelihood that each choice was part of the
exploratory regime, or the exploitative one (see Methods). To evaluate the face validity
of the HMM labels, we asked whether HMM-labeled exploratory choices matched the
normative definition of the term. First, by definition, exploration is a pattern of non-
reward-maximizing choices whose purpose is learning about rewards. This means
exploratory choices should be (1) orthogonal to reward value, and (2) exhibit enhanced

reward learning.

Explore-labeled choices were non-reward-maximizing: they were orthogonal to
reward value (Figure S3.1D; the average value of choices chosen during exploration was
not different from chance; one sample t-test, t(10) = 0.16, p = 0.87). Reward learning was
also elevated during exploration. During HMM-labeled exploratory states, the outcome of

choices had more influence on the subsequent decision - animals were more likely to stay
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with the same choice if rewarded and switch if not rewarded (Figure S3.1F, two-way

RM ANOVA, interaction term, F(1,31) = 51.2, p < 0.001).

Differences in response time across HMM-inferred states suggested that these
labels produced meaningful differences in primary behavioral metrics. To eliminate the
possibility that exploration was merely disengagement from the task, we examined
average reward retrieval time during exploratory and exploitative states. There was no
significant difference in reward retrieval time between two states (Figure 3.1G, t-test,
t(31) = 0.05, p = 0.95), suggesting that animals were not more disengaged from the task
during exploration than exploitation. They were only slower in making a decision.
Together, these results demonstrated that HMM-labeled exploration was meaningful,
non-reward-maximizing, and accompanied by enhanced reward learning, matching the

normative definition of exploration.

3.2.2 Males made more exploratory choices than females because they explored for

longer periods of time once they started.

With more confidence in the validity of HMM-inferred states, we found that
males, on average, were more likely to be in the exploratory regime than the exploitative
one, with 72.9% + 11.5% STD of trials labeled as exploratory (Figure 3.1E). Females
explored much less with only 55.4% + 20.4% STD of trials being exploratory (Figure
3.1F, t-test, t(30) = 2.98, p = 0.0056; 95% CI for the difference between the sexes =
[5.5%, 29.3%]). As groups, males and females were reasonably, but not perfectly

discriminable in terms of the proportion of exploratory choices (Figure 3.1G, receiver
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operating characteristic analysis, AUC = 0.76 + 0.09, 95% CI for the difference = [0.59,
0.93], p = 0.013). These differences were largely driven by the greater male tendency to
keep exploring once they started. Males repeated exploration 92.1% (+ 3.4% STD) of the
time, while females stopped exploring and committed to a choice more quickly, repeating
exploration only 83.1% (£ 16.8% STD) of the time (t-test, t(30) = 2.09, p = 0.045, 95%
ClI for the difference = [0.2%, 17.8%]). There were no significant differences in the other
parameter of the HMM (probability of repeating exploitation: males = 83.5 * 3.7%j;
females = 79.7 + 22.1%; t(30) =0.69 , p = 0.5). Since males had more exploratory trials,
which took longer, we tested the possibility that the sex difference in response time was
due to prolonged exploration in male by calculating a two-way ANOVA between
explore-exploit state and sex in predicting response time. There was a significant main
effect of state (main effect of state: F (1,30) = 13.07, p = 0.0011), but males were slower
during females during both exploitation and exploration (main effect of sex, F(1,30) =
14.15, p = 0.0007) and there was no significant interaction (F (1,30) = 0.279, P = 0.60).
We also examine whether the probability of exploration changed over trials or across
sessions by calculating the probability of exploration early, mid, and late within one
session and across sessions. However, we failed to see changes in the amount of

exploration within sessions and across sessions in both males and females.

Although sex differences in model parameters were modest, analyzing the full
dynamics of the fitted HMMs again supported a robust sex difference in the tendency to
explore (see Methods). In models fit to males, exploration was a deeper, more “sticky”
behavioral state (Figure 3.1H, stationary probability of exploration = 68.0 + 8.5% STD),

compared to models fit to females, where exploration and exploitation were more closely
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matched (54.4 £ 18.4% STD; different from males: t(30) = 2.68, p = 0.012, 95% CI for
the difference = [3.2%, 23.9%]). This suggests that males were more likely to get “stuck”
in an extended exploratory period, requiring more energy to escape from exploring and

start exploiting a good choice.

3.2.3 Multiple variables in reinforcement learning models may be the cause of

increased exploration.

The results from the HMM analyses suggest that males were, on average, more
exploratory than females, and not because they were more likely to initiate exploration,
but because they were more likely to become “stuck” in exploration. This suggests that
there were sex differences in the animals’ approach to this task. However, a crucial
question remained unanswered: what computational differences made the males more
exploratory? To address this question, we turned to reinforcement learning (RL)
modeling to look for individual variability in latent cognitive parameters that could
influence exploration and exploitation (Daw et al., 2006; Ishii et al., 2002; Jepma and

Nieuwenhuis, 2011; Pearson et al., 2009).

RL models include multiple parameters that could influence exploration. Consider
a simple, 2-parameter RL model, with one learning rate parameter (o) and one parameter
for decision noise (inverse temperature ). Traditionally, only the latter parameter is
thought to be related to exploration, and many previous studies of exploration have
focused exclusively on this inverse temperature parameter(Beeler et al., 2010; Cinotti et

al., 2019). However, exploration in an RL model should be a function of both the
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difference in subjective values and the decision-noise in the model. This is because both
parameters increase the likelihood that agents will make non-reward-maximizing
decisions (Figure 3.2A). In the case of decision-noise, this happens because more
choices deviate from reward-maximizing policies as noise increases. In the case of
learning rate, this happens because the learning rate controls how quickly agents can
move away from the regime in which decision-noise is highest. To test our intuition, we
simulated data from a simple 2-parameter RL model, then used the HMM to infer when
and why exploration occurred. As expected, changing the decision-noise parameter ()
robustly changed the probability of exploration (Figure 3.2B; GLM, main effect of
inverse temperature, f1 =-0.11, p < 0.0001): the larger the inverse temperature, the lower
the decision noise and the lower probability of exploration. Critically, learning rate (a)
also influenced the probability of exploration (Figure 3.2B; GLM, main effect of
learning rate, 2 = -0.10, p < 0.0001). In fact, there were some values for learning rate (a)
at which changing decision noise had no effect on exploration whatsoever: a and f
interacted to influence exploration (Figure 3.2C; GLM, interaction term, 3 =-0.38, p <
0.0001). This occurred because when the learning rate was very low, agents failed to
move away from the high-decision-noise regime at all, meaning that there was little effect
of any additional noise. Thus, even in this simple 2-parameter RL model, multiple latent,
cognitive variables can influence exploration. Because of this ambiguity, it was not clear
whether males explored more frequently because they had more decision-noise, because
they learned less from rewards, or because there were changes in other decision-making
or learning computations, like the tendency to simply repeat past choices. Fortunately, we

can distinguish these possibilities via fitting RL models to the data.



82

3.2.4 Sex differences in exploration was due to changes in the learning rate - females

had higher learning rates than males.

The HMM suggested that males and females had different levels of exploration,
but it did not provide insight into the latent, cognitive processes behind these differences.
Fortunately, RL models allow us to identify differences in a variety of latent cognitive
variables that could influence exploration, either alone or in combination. However, our
ability to make inferences about changes in model parameters is highly sensitive to the
correct specification of the model, so we first had to identify the best-fitting RL model for

these animals.

There are many ways to parameterize RL models (Katahira 2018), the majority of
which can be put in three categories: value-dependent learning terms, value-independent
bias terms, and decision noise/randomness terms. Previous studies have shown the effect
of various RL parameters on decision making, including learning terms such as
asymmetrical learning rate(Frank et al., 2007; Gershman, 2016), bias terms such as
choice bias(Katahira, 2018; Wilson and Collins, 2019), noise terms such as inverse
temperature and lapse rate(Economides et al., 2015; Wilson and Collins, 2019). Here, we
compared seven reinforcement learning models that made different assumptions about the
latent processes mice might be employing via different combinations of learning, bias,
and noise terms. These models included: (1) a “random” model with some overall bias
for one choice over the other, (2) a “noisy win stay lose shift” model that assumes a win

stay lose shift policy with some level of randomness, (3) a two-parameter “RL” model
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with a consistent learning rate and some inverse temperature that captures decision noise,
(4) a three-parameter “RLe” model with a consistent learning rate, and inverse
temperature that captures value-based decision noise, and a value-independent noise, (5)
a four-parameter “RLCK” model that captures both value-based and value-independent
decision with separate parameters for learning rate, decision noise, choice bias, and
choice stickiness, (6) a five-parameter “RLCKY” model that incorporates differential
learning rate for rewarded and unrewarded outcomes on top of the “RLCK” model, (7) a
five-parameter “RLCKn” model that adds a parameter that tunes the weight between
value-based and choice-based decision to the “RLCK” model (see methods, Figure

3.3A).

Although model fitting was slightly different across sexes, in both males and
females, the “RLCK” model, four-parameter model with value and choice kernel
updating policies, best characterized animals’ choice behaviors in this task among all
seven models (Figure 3.3B). The fact that the “RLCK” model was the best-fit model in
both males and females does not mean both sexes had the same strategy or that RL
modeling cannot capture those strategies. Instead, this may suggest that strategic
differences between sexes may be more a matter of degree (i.e.: differences in the
specific values of model parameters), rather than a matter of categorically distinct
computation. This interpretation also makes the most sense in light of the biology of sex
differences, which produce few (if any) truly categorically distinct changes in neural

function, but rather serve to bias neural systems across sexes in multiple complex ways.

To quantify how well each RL model was at predicting animals’ choices, we

measured the model agreement for each model, which was calculated as the probability
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of choice correctly predicted by the optimized model parameters for each model (Figure
3.3C). Then we conducted a multiple comparison across model agreement of RL models
(test statistics reported in Table S3.2). The results suggested that the RL models with
parameter(s) that account for choice bias (RLCK, RLCKy, RLCKn) were significantly
better at predicting animals’ actual choices than the models that do not account for choice
bias and non-RL models (random, noisy WSLS, RL, RLg). There was no significant
difference in model agreement between RLCK, RLCKYy, and RLCK. Based on the result
of model comparison (AIC) and model agreement, we decided that the four-parameter
RLCK model is the simplest, best-fit model that best predicted animal’ actual choices.
Finally, to visualize how well the RLCK model was at predicting choices of animals with
different learning performance, we plotted the simulated choices and actual choices
against the matching law(Poling et al., 2011), which dictates that the probability of choice
is proportional to the probability of reward. The figure showed that this four-parameter
model was able to characterize animals’ choice behaviors regardless of the value-based

learning performance (Figure S3.3).

The RLCK model had 4 parameters, which we then compared across sexes. We
found that females had significantly higher learning rate (o) than males (Figure 3.3D,
t(30) = 2.40, p = 0.02) but there was no significant difference across sexes in other
parameters (B: t(30) = 1.44, p=0.16; ac: t(30)=1.40, p=0.17; Bc: t(30) = 1.73, p =
0.09). To examine whether the higher learning rate in females was driven by a few
individuals with extremely high learning rates, we plotted the distribution and calculated
the separability of learning rates of two sexes. As groups, males and females were

reasonably discriminable in terms of the learning rate (Figure 3.3E, receiver operating
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characteristic analysis, AUC = 0.72 £ 0.09, 95% CI for the difference = [0.54, 0.90], p =
0.035). These results suggested that the difference in the level of exploration between
males and females was not due to differences in decision noise, but instead due to

differences in learning rate.

While females had significantly higher learning rate (o) than males, they did not
obtain more rewards than males. This is because the learning rate parameter in an RL
model does not equate to the learning performance, which is better measured by the
number of rewards obtained. The learning rate parameter reflects the rate of value
updating from past outcomes. Performing well in this task requires both the ability to
learn new information and the ability to hang onto the previously learned information.
That occurs when the learning rate is moderate but not maximal. When the learning rate
is maximal (a. = 1), only the outcome of the immediate past trial is taken into account for
the current choice. This essentially reduces the strategy to a win-stay lose-shift strategy,
where choice is fully dependent on the previous outcome. A higher learning rate in a RL
model does not translate to better reward acquisition performance. To illustrate that
different combinations of learning rate and decision noise can result in the same reward
acquisition performance. We conducted computer simulations of 10,000 RL agents
defined by different combinations of learning rate (a) and decision noise (B) and plotted
their reward acquisition performance for the restless bandit task (Figure 3.3F,
temperature instead of inverse temperature was plotted for the ease of presentation). This
figure demonstrates that 1) different learning rate and decision noise combinations can
result in similar performance, 2) the optimal reward acquisition is achieved when

learning rate is moderate. This result suggested that not only did males and females had
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identical performance, their optimized RL parameters put them both within the same

predicted performance gradient in this plot.

One interesting finding is that, when compared learning rate across sessions
within sex, females, but not males, showed increased learning rate over experience with
task (Figure 3.3G, repeated measures ANOVA, female: main effect of time, F
(2.26,33.97) = 5.27, p = 0.008; male: main effect of time, F(2.5,37.52) = 0.23, p = 0.84).
This points to potential sex differences in meta-learning that could contribute to the

differential strategies across sexes.

3.2.5 Females learned more during exploratory choices than males.

The results of HMM model and RL models revealed significant sex differences in
exploration, paralleled by sex differences in rate of learning. What remains unclear is
how sex, explore-exploit states, and reward outcomes all interact together to influence the
animals’ choices. Therefore, we conducted a 4-way repeated measures ANOVA to
examine how (1) positive and negative outcomes, (2) explore-exploit states, (3) sex, and
(4) subject identity (nested in sex) all came together to influence choice: whether animals
would repeat their last choice (stay) or try a different option (switch; Table S3.1). This 4-
way repeated measure ANOVA allowed us to understand the main effect of sex, state,
and outcome, as well as all pair and triplet-wise interaction effects, on how animals
learned from previous rewards. Note that in previous analyses, we used subject averaged
data but since subject average (16 subjects each sex) is underpowered to detect a 3-way
interaction effect, we used session averaged data to increase the power to detect any

effects across sex, state, and outcome.
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The results revealed an expected significant main effect of outcome on stay-
switch decisions (main effect of outcome, p < 0.00001). This effect was driven by the
tendency of animals to repeat the previous choice (i.e.: not switching) after obtaining a
reward (post hoc t-test compared to chance at 0.50, mean = 0.75, 95% CI = [0.74, 0.77],
t(255)=34.33, p<0.0001) and a much smaller tendency to switch more often than chance
after reward omission (mean = 0.52, 95%CI = [0.50, 0.55], post hoc t-test, t(255) = 2.05,
p=0.04). The tendency to switch or stay also differed by sex, with females more likely to
repeat a previous choice and males more likely to switch (main effect of sex, p <
0.00001; post-hoc t-test on p(switch): t(254) = 4.12, p < 0.0001). There was also a
significant interaction effect between sex and outcome (sex X reward interaction, p <
0.00001). To understand how reward and reward omission differentially affect choice
across sexes, we conducted post-hoc win-stay lose-shift analyses. We found that female
mice displayed more win-stay behaviors, indicating that they were more likely than the
males to repeat behaviors that produced reward on the previous trial (Figure 3.4A, sex X
reward interaction, p < 0.000001, Table S3.1; post hoc t-test: t(254) = 5.53, p < 0.0001).
As groups, males and females were reasonably, but not perfectly discriminable in terms
of the proportion of win stay choices (Figure 3.4B, receiver operating characteristic
analysis, AUC = 0.74 £ 0.09, 95% CI for the difference = [0.56, 0.92], p = 0.0195). In

contrast, male mice tended to shift even when the previous choice was rewarded.

There was no significant sex difference in learning from losses (Figure 3.4C,
t(254) = 1.40, p = 0.16), but this did not mean that sex differences in learning were solely
due to sex differences in learning from wins. There were at least two ways that we could

observe an equivalent tendency to lose-shift across sexes in this task. One possibility is
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that females only learn more from positive outcomes, but not negative ones. However,
the other possibility is that this lack of a difference in lose-shift behaviors between males
and females was an artifact of the tendency of males to explore more frequently. Since
males spend more time exploring (Figure 3.1E) and learning from both wins and losses
is enhanced during exploration (Figure S3.2F), males could lose-shift less frequently
than females during both exploration and exploitation, yet still lose-shift exactly as much

as females because a greater proportion of their choices were exploratory.

To dissociate these possibilities, we next examined the effects of exploration and
exploitation. The ANOVA revealed a significant main effect of state, resonating with the
result of HMM model validation that animals were more likely to switch during
exploratory state than during exploitative state (Table S3.1, main effect of state, p <
0.00001; sex X state interaction, p = 0.0667; Figure 3.2F). Critically, there was also a
significant 3-way interaction between sex, explore/exploit state, and reward (Figure
3.4F, Figure 3.4, Table S3.1, sex X reward X state interaction, p = 0.0438). This could
imply sex-linked differences in reward learning across exploration and exploitation. To
determine if this was true, we separated out the probability of lose-shift according to
whether it happened during exploration or exploitation, as inferred from the Hidden
Markov model. Males switched less after losses than females within exploratory states
(Figure 3.4D; post hoc t-test on session averages: sex difference within exploration: p <
0.001, t(251) = 3.39), though there was no significant sex difference within exploitation
(p = 0.06, t(243) = 1.87; note that differing degrees of freedom are due to the fact that
exploitation was not observed in some sessions for some animals). This supported the

second hypothesis that males lose-shift less than females both when exploring and when
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exploiting, but that there was no difference in lose-shift overall because males spent more
time in a state in which both win-stay and lose-shift choices occur more frequently
(Figure 3.2F). We also found that the increased tendency to win-stay that we observed in
females was driven by the explore choices (Figure 3.4E; post-hoc t-test: p = 0.015,
t(251) = 2.55). There was no significant difference in win-stay between males and
females during exploit choices (post-hoc t-test: p = 0.09, t(244) = 1.68). Together these
results suggest that females were better explorers (i.e.: they had increased reward learning
during exploration), whereas males learned slower during exploration but compensated

for this learning disadvantage by exploring more frequently.

These effects were not driven by idiosyncratic strategic differences between the sexes
(e.g., shifting only after two losses). We used a model-free approach to quantify the
extent to which behavior was structured without making strong assumptions about what
form this structure might take. We calculated conditioned mutual information for all
sessions across sexes (Leao et al., 2004; Wyner, 1978), to examine how choice behavior
was influenced by information of past choice history, given the immediate outcome. The
result suggested that mutual information was higher in females than males, suggesting
that females were using more information from the past choice and outcome to make
their current decision. (Figure 3.4G, t(30) = 2.65, p = 0.013). As groups, males and
females were reasonably discriminable in terms of mutual information (Figure 3.4H,
receiver operating characteristic analysis, AUC = 0.74 £ 0.09, 95% CI for the difference
=[0.57, 0.92], p = 0.0195). Together, these results reinforced our conclusion that females
were learning more: utilizing more information from the past trial to make current

choices.
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3.3 Discussion

Sex mechanisms biasing the preferred approaches taken during cognitive tasks are
potentially significant contributors to task performance. We used a combination of
computational modeling approaches to characterize sex differences in a canonical
explore/exploit task. While males and females had similar performance, they used
different latent explore-exploit strategies to learn about the dynamic environment. Males
explored more than females and were more likely to “get stuck” in an extended period of
exploration before committing to a favored choice. In contrast, females were more likely
to show elevated learning during the exploratory period, making exploration more
efficient and allowing them to start exploiting a favored choice earlier. Furthermore, the
learning rate increased over days in females but stayed stable in males. Such meta-
learning in females permitted learning about the current task (which option provides the
best reward outcome), as well as the structure of the task (the reward probability of
choices changes over time). This allowed them to shift more quickly to exploit a
rewarding option when they found one and only explored when the current option failed
to provide valuable rewards. Together, these results demonstrate that while the overall
performance was similar, males and females tended to adopt different strategies for
interacting with the same uncertain environment. The difference in explore-exploit
strategies across sexes may provide us insight into potential sex-modulated mechanisms

that are implicated in learning under uncertainty.

Our major finding that males learned less during exploration and explored for
longer is consistent with two explanations. First, males learned more slowly during

exploration and as a result, they had to explore for longer to learn which option was
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worth exploiting. Another possibility is that males got “stuck” in extended periods of
exploration that prohibited them from applying the knowledge they have learned and
committing to a rewarding option. In this view, it takes some energy to stop exploring
and transition to exploit. As we have shown in our result, males had “deeper” exploratory
states and they were more likely to keep exploring once started. These two explanations
are not mutually exclusive because changes in learning could contribute to changes in the
stickiness of exploration and vice versa. This essentially presents a chicken and egg
problem. It is difficult to distinguish from behavior alone whether slower learning drives
longer exploration, or vice versa, if being stuck in exploration results in slower learning.
Neural measures during explore and exploit choices across sexes may help us
differentiate learning signals from signals that drive exploration, and whether these

signals are sex-different.

Answering these neural questions will require a way to reliably identify latent
exploration and exploitation states. The Hidden Markov model (HMM) has been used to
infer trial-by-trial exploration and exploitation in non-human primates(Ebitz et al., 2018).
The HMM inferred latent goal states explained more variance in neural activity than
other decision-variables(Ebitz et al., 2018). In our data, we have shown for the first time
that the HMM model was able to label a meaningful exploratory state that matches
normative definitions of exploration in the mouse model. In the future, this computational
tool can complement neurobiological recording techniques to examine for neural
correlates of exploration on a trial-by-trial basis, and permit the visualization of dynamic
landscapes of choice behavior across individuals (as in Figure 3.1H) or with

pharmacological or other challenges(Ebitz et al., 2019).
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Reinforcement learning (RL) models have also been used in the past to identify
levels of exploration across individuals(Daw et al., 2006; Pearson et al., 2009). However,
our findings indicate that multiple latent parameters can influence how much these
models explore. Here, we found that differences in exploration between the sexes were
due to differences in learning rates, not due to differences in the decision noise parameter,
which is more commonly associated with exploration. While RL models are helpful for
understanding cognitive or computational mechanisms, they are limited in their ability to
identify when exploration is happening. The HMM model, conversely, provides no
insight into mechanisms, but can tell us precisely when exploration is occurring, both in
animal behaviors and RL models(Ebitz et al., 2018). By combining the HMM and RL
approaches, we capitalized on the advantages of both frameworks: linking changes in
exploration across sexes to underlying mechanisms of exploration. Since the broader
reinforcement learning model framework is highly adaptive and amenable, in the future,
the HMM and kinds of model-free analyses we completed here could also inform the

design of RL models to capture explore-exploit decisions more precisely.

Future work is needed to understand the neurobiological bases of these
observations. One neuromodulator that is implicated in reinforcement learning, including
the transition between exploration and exploitation, and is strongly sex-modulated is
dopamine(Beeler et al., 2010; Jenni et al., 2017). Studies have shown that dopamine
signals regulate exploration via mechanisms of action selection and learning(Beeler et al.,
2010; Frank et al., 2009; Humphries et al., 2012). However, due to the exclusive use of
males in many foundational experiments(Beeler et al., 2010; Cinotti et al., 2019), the fact

that dopamine function on decision making is strongly modulated by sex and sex-linked
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mechanisms is often overlooked. For example, estradiol has been demonstrated to exert
both acute and chronic modulatory effects on dopamine release, reuptake, and receptor
binding(Yoest et al., 2014), allowing enhanced DA release and faster DA clearance in
females(Becker, 1999). This mechanism could contribute to increased reward learning
observed in females during exploration. The prefrontal cortex (PFC), which receives
dopamine projections, is a target brain region to understand exploration and exploitation
(Ebitz et al., 2018; Jenni et al., 2017). Our previous study implicated PFC in the
differences in learning strategy between males and females(Chen et al., 2020). It is
possible that prefrontal cortical dopamine is particularly engaged in implementing

explore-exploit strategies via sex-biased mechanisms of learning.

Rodent operant testing is frequently used to assess cognitive functions. This is
critical for translational work in animals needed to link pharmacology, genetics, and other
potential biological contributors to behavior (Grissom and Reyes, 2018; Heath et al.,
2016). However, many classic rodent cognitive tasks are species-specific: they were not
designed to assess the same cognitive processes across species, and this limits their
translational ability. Currently, there is an emerging exciting trend among rodent
researchers with adopting tasks with translational potentials in rodents, such as reversal
learning and various versions of bandit task (Izquierdo et al. 2019; Groman et al. 2016;
Bari et al. 2019; Grossman et al. 2020), where we can assess the same cognitive
processes across species and across animal models of diseases. Here, we establish that
explore-exploit decisions are shared cognitive processes across species, making this
restless bandit task an ideal tool for translational research. Parallel approaches in humans

have been used to examine the explore-exploit strategic phenotype of neuropsychiatric
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disorders, including ADHD, addiction, and depression(Addicott et al., 2020, 2012; Beeler
et al., 2012; Blanco et al., 2013). The computational modeling used here permits fine
grained quantification of individual variability in latent parameters that capture adaptive
changes in exploration in changing environments. The computational approaches we
develop here could help identify behavioral endophenotypes across species underlying a
variety of neuropsychiatric disorders and open up new avenues for understanding as well

as rescuing dysfunction in value-based decision making.

3.4 Methods

Animals. Thirty-two BL6129SF1/J mice (16 males and 16 females) were obtained from
Jackson Laboratories (stock #101043). Mice arrived at the lab at 7 weeks of age, and they
were housed in groups of four with ad libitum access to water while being mildly food
restricted (85-95% of free feeding weight) for the experiment. Animals engaging in
operant testing were housed in a 0900-2100 hours reversed light cycle to permit testing
during the dark period. Before operant chamber training, animals were food restricted to
85%-90% of free feeding body weight. Operant testing occurred five days per week
(Monday-Friday). All animals were cared for according to the guidelines of the National

Institution of Health and the University of Minnesota.

Apparatus. Sixteen identical triangular touchscreen operant chambers (Lafayette
Instrument Co., Lafayette, IN) were used for training and testing. Two walls were black
acrylic plastic. The third wall housed the touchscreen and was positioned directly
opposite the magazine. The magazine provided liquid reinforcer (Ensure) delivered by a

peristaltic pump, typically 7ul (280 ms pump duration). ABET-11 software (Lafayette
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Instrument Co., Lafayette, IN) was used to program operant schedules and to analyze all

data from training and testing.

Behavioral task. Two-armed spatial restless bandit task. Animals were trained to perform

a two-armed spatial restless bandit task in the touchscreen operant chamber. Each trial,
animals were presented with two identical squares on the left and right side of the screen.
Nose poke to one of the target locations on the touchscreen was required to register a
response. Each location is associated with some probability of reward, which changes
independently over time. For every trial, there is a 10% chance that the reward
probability of a given arm will increase or decrease by 10%. All the walks were
generated randomly with a few criteria: 1) the overall reward probabilities of two arms
are within 2% of each other, preventing one arm being overly better than the other, 2) the
reward probability cannot go down to 0% or go up to 100%, 3) there are no 30
consecutive trials where the reward probabilities of both arms are lower than 20% to
ensure motivation. Animals ran a simple deterministic schedule on Monday to re-adapt to
operant chamber after weekends off and ran a different restless bandit task each day from
Tuesday to Friday. Animals ran for 2 rounds of 4 consecutive days and within each day,
animals completed either 300 trials or spent a maximum of two hours in the operant
chamber. On average across all sessions, animals performed 276.5 trials with a standard
deviation of 8.6 trials (male average: 253.7 trials, sd = 15.4; female average 299.3 trials,
sd = 0.74. Data was recorded by the ABET Il system and was exported for further
analysis. All computational modeling was conducted using python. All behavioral data

have been deposited in generic database (Dyrad) with accession link
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https://doi.org/10.5061/dryad.z612jm6c0. Codes used can be found in

https://github.com/CathySChen/restlessBandit2021.qgit.

Data analysis

General analysis techniques. Data was analyzed with custom PYTHON, MATLAB, and

Prism 8 scripts. Generalized linear models, ANOVA, and t-test were used to determine
sex differences over time, unless otherwise specified. P values were compared against the
standard a = 0.05 threshold. The sample size is n = 16 for both males and females for all
statistical tests. No animal was excluded from the experiment. One outlier was removed
in one analysis using ROUT method (with Q set to 1%). This outlier was from the animal
that ran the lowest number of total trials. Statistics for both no outlier removal and outlier
removal were reported in the result. All statistical tests used and statistical details were

reported in the results. All figures depict mean £ SEM.

Mixture model. We first asked whether there were different behavioral dynamics that

might correspond to exploration and exploitation. Exploration and exploitation take place
on different time scales. In RL agents, for example, exploration is typically implemented
via adding noise or indeterminacy to a decision-rule. The identity of choices that are
caused by this noise—the exploratory choices—will thus switch more frequently than the
identity of choices that depend on option value. We should see short runs of exploratory
choices and long runs of exploitative ones(Ebitz et al., 2018). To the extent that choice
runs end probabilistically (an assumption of the HMM framework), choice run durations
(inter-switch intervals) will be exponentially distributed(Berg, 1993). Since there exist

multiple causal regimes (such as exploration and exploitation), inter-switch intervals will
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be distributed as a mixture of multiple exponential distributions (Figure 3.2A). Because
trials are discrete, rather than continuous, we fit mixtures of the discrete equivalent to the
exponential distribution, the geometric distribution. We examined the distribution of
24,836 interswitch intervals. Adding a second mixing distribution significantly improved
model fit (1-component, 1-parameter mixture log-likelihood: -44555, 2-component, 3-
parameter: -41656; likelihood ratio test, p < 10%2). Adding additional mixing
distributions continued to improve model fit, a common observation in mixture modeling.
However, the continued improvement was substantially less than the leap from 1 to 2
components (Figure 3.2A; 3-component: -41431, 4-component: -41412) and additional
mixtures beyond 2 had weights below 3%. This suggests that a mixture of one fast-
switching regime and one slow-switching regime was the most parsimonious explanation

for the data(McLachlan and Peel, 2004).

Hidden Markov model (HMM). In order to identify when animals were exploring

or exploiting, we fit an HMM. In an HMM framework, choices (y) are “emissions” that
are generated by an unobserved decision process that is in some latent, hidden state (z).
Latent states are defined by both the probability of making each choice (k, out of Nk
possible options), and by the probability of transitioning from each state to every other
state. Our model consisted of two types of states, the explore state and the exploit state.
The emissions model for the explore state was uniform across the options. The emissions
model for the explore state was uniform across the options:

1
p(y: = klz, = explore) = —
Nk
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This is simply the maximum entropy distribution for a categorical variable - the
distribution that makes the fewest number of assumptions about the true distribution and
thus does not bias the model towards or away from any particular type of high-entropy
choice period. This doesn’t require, imply, impose, or exclude that decision-making
happening under exploration is random. Ebitz et al. 2019 have shown that exploration
was highly structured and information-maximizing, despite being modeled as a uniform
distribution over choices (Ebitz et al., 2020, 2019). Because exploitation involves
repeated sampling of each option, exploit states only permitted choice emissions that

matched one option. That is:

{p(yt = k|z; = exploit;, k € exploit;) =1
p(y; = klz; = exploit;, k & exploit;) =0

The latent states in this model are Markovian, meaning that they are time-

independent. They depend only on the most recent state (z:):

p(zelze—1,Ye-1) s 21, Y1) = D(Z¢|Ze-1)

This means that we can describe the entire pattern of dynamics in terms of a
single transition matrix. This matrix is a system of stochastic equations describing the 1-

time-step probability of transitioning between every combination of past and future states
(i, J).
p(ze =ilzg1 =]
Here, there were 3 possible states (2 exploit states and 1 explore state) but

parameters were tied across exploit states such that each exploit state had the same

probability of beginning (from exploring) and of sustaining itself. Transitions out of the


https://paperpile.com/c/FvPxNF/f28N2+R52VW
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exploration, into exploitative states, were similarly tied. The model also assumed that the
mice had to pass through exploration in order to start exploiting a new option, even if
only for a single trial. This is because the utility of exploration is to maximize
information about the environment, as defined in both animal foraging literature and
reinforcement learning models (Mehlhorn et al., 2015). If an animal switches from a bout
of exploiting one option to another option, that very first trial after switching should be
exploratory because the outcome or reward contingency of that new option is unknown
and that behavior of switching aims to gain information. Through fixing the emissions
model, constraining the structure of the transmission matrix, and tying the parameters, the
final HMM had only two free parameters: one corresponding to the probability of
exploring, given exploration on the last trial, and one corresponding to the probability of

exploiting, given exploitation on the last trial.

The model was fit via expectation-maximization using the Baum Welch algorithm
(Bilmes, 1998). This algorithm finds a (possibly local) maxima of the complete-data
likelihood. A complete set of parameters 6 includes the emission and transition models,
discussed already, but also initial distribution over states, typically denoted as PlI.
Because the mice had no knowledge of the environment at the first trial of the session, we
assumed they began by exploring, rather than adding another parameter to the model
here. The algorithm was reinitialized with random seeds 20 times, and the model that
maximized the observed (incomplete) data log likelihood across all the sessions for each
animal was ultimately taken as the best. To decode latent states from choices, we used the

Viterbi algorithm to discover the most probable a posteriori sequence of latent states.


https://paperpile.com/c/FvPxNF/oN2tf
https://paperpile.com/c/FvPxNF/Z9yii
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To account for the effect of reward on choice dynamics, we extended the 2-
parameter HMM model to an input-output HMM model (4-parameter ioHMM), whose
framework allows inputs, such as reward outcomes, to influence the probability of
transitioning between states (Bengio and Frasconi ; Ebitz et al. 2019). The ioHMM model
improved model fit (2-parameter original HMM: log-likelihood = -1424.0; 4-parameter
iIoOHMM: log-likelihood = -1430.5). Typically, improved model fit is expected with the
addition of parameters. To determine whether it’s a meaningful improvement of model fit
that justifies doubling the number of parameters, we calculated AIC and BIC for model
comparison. The result of model comparison using both AIC suggested that the original
2-parameter model was the better model (AIC: 2-parameter original HMM: AIC =
2976.1; 4-parameter ioHMM: AIC = 3117; relative likelihood (AIC weight) of the 4-
parameter ioHMM < 107-30). BIC test has a even larger penalty for more parameters and
therefore selected against the 4-parameter ioHMM (BIC: 2-parameter original HMM:
BIC = 3562.8; 4-parameter ioHMM: BIC = 4290.4; relative likelihood (BIC weight) of
the 4-parameter ioHMM < 10”-150). While reward outcomes could affect the probability
of state transitions, the model comparison suggested that the extra input layer did not
explain more variance in choice dynamics, and therefore, we would favor the original,

simpler 2-parameter HMM model.

To account for the effect of biased exploitation on the probability of transitioning
between states, we also considered an unrestricted HMM model with no parameter tying
(4 parameter ntHMM), where we treat exploiting the left side and exploiting the right
side as two separate exploit states and allow differential transition probability to each

exploit state. However, the ntHMM did not improve model fit with almost identical log-
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likelihood (2-parameter original HMM: log-likelihood = -1424.0; 4-parameter ntHMM:
log-likelihood = -1423.8). Then we compared two models by calculating the AIC/BIC
values for both models, which penalized extra parameters in the no parameter-tying
HMM. The AIC test favored the original 2-parameter model (AIC: 2-parameter original
HMM: AIC = 2976.1; 4-parameter ntHMM: AIC = 3103.5; relative likelihood (AIC
weight) of the 4-parameter ntHMM < 10”-28). The BIC test also favored the simpler 2-
parameter model (BIC: 2-parameter original HMM: BIC = 3562.8; 4-parameter ntHMM:
BIC = 4276.9; relative likelihood (BIC weight) of the 4-parameter ioHMM < 107-155).
In the light of the model comparison results, we decided to fit the simpler 2-parameter

HMM model.

Analyzing model dynamics. In order to understand how exploration and

exploitation changed across males and females, we analyzed the HMMs. The term
“dynamics” means the rules or laws that govern how a system evolves over time. Here,
the system of interest was decision making behavior, specifically at the level of the
hidden explore and exploit goals. In fitting our HMMs, we were fitting a set of equations
that describe the dynamics of these goals: the probability of transitions between
exploration and exploitation and vice versa. Of course, having a set of fitted equations is
a far cry from understanding them. To develop an intuition for how sex altered the
dynamics of exploration, we therefore turned to analytical tools that allowed us to

directly characterize the energetic landscape of behavior (Figure 1H).

In statistical mechanics, processes within a system (like a decision-maker at some
moment in time) occupy states (like exploration or exploitation). States have energy

associated with them, related to the long-time scale probability of observing a process in
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those states. A low energy state is one that is very stable and deep, much like a valley
between two high peaks. Low energy states will be over-represented in the system. A
high energy state, like a ledge on the side of a mountain, is considerably less stable. High
energy states will be under-represented in the long-term behavior of the system. The
probability of observing a process in a given state i will is related to the energy of that

state (E;) via the Boltzman distribution:

1 ZEi
. = — pkpT
pl Ze

Where Z is the partition function of the system, kg is the Boltzman constant, and T
is the temperature of the system. If we focus on the ratio between two state probabilities,
the partition functions cancel out and the relative occupancy of the two states is now a

simple function of the difference in energy between them:

—(Ei—Ej)
—=c kpt

Rearranging, we can now express the difference in energy between two states as a

function of the difference in the long-term probability of those states being occupied:

Meaning that the difference in the energetic depth of the states is proportional to
the natural log of the probability of each state, up to some multiplicative factor keT. To
calculate the probability of exploration and exploitation (pi and pj), we calculated the
stationary distribution of the fitted HMMs. The stationary distribution is the equilibrium
probability distribution over states. This means that this distribution is the relative
frequency of each state that we would observe if the model’s dynamics were run for an

infinite period of time. Each entry of the model’s transition matrix reflects the probability
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that the mice would move from one state (e.g. exploring) to another (e.g. exploiting one
of the options) at each moment in time. Because the parameters for all the exploitation
states were tied, each transition matrix effectively had two states—an explore state and a
generic exploit that described the dynamics of all exploit states. Each of the k animals
had its own transition matrix (Ax), which describes how the entire system—an entire
probability distribution over states—would evolve from time point to time point. We
observe how the dynamics evolve any probability distribution over states () by applying
the dynamics to this distribution:
Tpyq1 = WAy

Over many time steps, ergodic systems will reach a point where the state
distributions are unchanged by continued application of the transition matrix as the
distribution of states reaches its equilibrium. That is, in stationary systems, there exists a
stationary distribution, ", such that:

nt = w4

If it exists, this distribution is a (normalized) left eigenvector of the transition
matrix Ax with an eigenvalue of 1, so we solved for this eigenvector to determine the
stationary distribution of each Ax. We then took an average of these stationary

distributions within each sex, plugged them back into the Boltzman equations to calculate

the relative energy (depth) of exploration and exploitation as illustrated in Figure 1H.

In order to understand the dynamics of our coarse-grained system, we need to not
only understand the depth of the two states, but also the height of the energetic barrier
between them: the activation energy required to transition from exploration to

exploitation and back again. Here, we build on an approach from chemical kinetics that
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relates the rate of transition between different conformational states to the energy
required to affect these transitions. The Arrhenius equation relates the rate of transitions

away from a state (K) to the activation energy required to escape that state (Ea):

Eq
k = AeksT

Where A is a constant pre-exponential factor related to the readiness of reactants
to undergo the transformation. We will set this to 1 for convenience. Again, ksT is the
product of temperature and the Boltzman constant. Note the similarities between this
equation and the Boltzman distribution illustrated earlier. Rearranging this equation to

solve for activation energy yields:
k
Ea = _ln (Z)kBT

Thus, much like the relative depth of each state, activation energy is also
proportional to some measurable function of behavior, up to some multiplicative factor
ksT. Note that our approach has only identified the energy of three discrete states (an
explore state, an exploit state, and the peak of the barrier between them). These are
illustrated by tracing a continuous potential through these three points only to provide a

physical intuition for these effects.

Reinforcement learning models. We fitted seven reinforcement learning (RL) models that

could potentially characterize animals’ choice behaviors, with details of each RL model
as below. To identify the model that best captured the computations used by the animals,
we compared model fits across six reinforcement learning models with different

combinations of latent parameters. AIC weights were calculated from AIC values of each
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model for each sex and compared across models to determine the best model with the

highest relative likelihood.

The first model assumes that animals choose between two arms randomly with some

overall bias for one side over the other. This choice bias for choosing left side over right

side is captured with a parameter b. The probability of choosing left side on trial t is:
pl=b [1] “random”

The second model is a noisy win-stay lose-shift (WSLS) model that adapts
choices with regards to outcomes. This model assumes a win-stay lose-shift policy that is
to repeat a rewarded choice and to switch to the other choice if not rewarded.
Furthermore, this model includes a parameter € that captures the level of randomness,
allowing a stochastic application of the win-stay lose-shift policy. The probability of

choosing arm k on trial t is:

1-— g,lf (Ct—l = k and Te—q1 = 1 OR Ci—1 * k and i1 = O)

. [2] “noisy
E,lf (Ct—l * k and 1= 10R Ct—1 = k and Tte—1 = 0)

pf =

WSLS™
ct indicates the choice on trial t and r¢ is a binary variable that indicates whether or

not trial t was rewarded.

The third model is a basic delta-rule reinforcement learning (RL) model. This
two-parameter model assumes that animals learn by consistently updating Q values,
which are values defined for options (left and right side). These Q values, in turn, dictate
what choice to make next. For example, in a multi-armed bandit task, Qi is the value
estimation of how good arm k at trial t, and is updated based on the reward outcome of

each trial:



106

Q1 = Qf +a(r — Q) [3] "RL”

In each trial, r— Q¢ captures the reward prediction error (RPE), which is the
diffe-rence between expected outcome and the actual outcome. The parameter a is the
learning rate, which determines the rate of updating RPE. With Q values defined for each
arm, choice selection on each trial was performed based on a Softmax probability
distribution:

B

a1 =k) = .
p(apsq ) ZjeBQg

, where inverse temperature 3 determines the level of random decision noise.
The fourth model incorporates a lapse rate parameter (€), which reduces the

influence of value-independent choices on the estimation of the remaining parameters,

capturing any noises outside the softmax value function.

oBOF

p(aer = k) = € + (1 — 2¢) [4] “RLe”

Jj
xjerrt

The fifth model incorporates a choice updating rules in addition to the value
updating rule in model 3. The model assumes that choice kernel, which captures the
outcome-independent tendency to repeat a previous choice, also influences decision
making. The choice kernel updating rule is similar to the value-updating rule:

CKE , = CKF + a.(aF — CK}) [5] “RLCK”

, where a is a binary variable that indicates whether or not arm k was chosen on

trial t and a is choice kernel updating rate, characterizing choice persistence. The value
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and choice kernel term were combined to compute the probability of choosing arm k on

trial t:

o (BOE+BcCKE)

Pt —
Y o (BQI+BcCK])
, where [¢ is the inverse temperature associated with the choice kernel, capturing
the stickiness of choice.
The sixth model is the same as the fourth model, except that this model includes
another parameter y that modulates learning rate when the choice is not rewarded. This

model assumes asymmetrical learning that the learning rate is different for rewarded and

unrewarded trials.

k + _— k , — 1
Qfie ={ Qi +alr = QE)m [6] “RLCKy”

Qf +y xa(r—Qf),r.=0
The seventh model is also similar to model 4, except that this model includes
another parameter 1) that tunes the balance between the value updating rule and the choice
kernel updating rule. This model assumes that animals could be using two policies (value
and choice kernel) to different extent, that is some animals could depend their choices
more heavily on values and some animals could be more dependent on choice preference.
In this model, the probability of choosing arm k on trial t:

o IBQE+(1-mBcCKE)

pE = [7] “RLCKn”

5 o (1BQL+(1-m)BCKD)

Conditional mutual information. We quantified the extent to which choice history

was informative about current choices as the conditional mutual information between the
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current choice (Ct) and the last choice (Ct.1), conditioned on the reward outcome of the

last trial (R):

Pr(MPc,c,_,rR(Ct Ct—1,T)
[(Ce; Ce—aIR) =z Z z Peoceor (€0 Ceo1,T)l0g — nCey, R0 07T

¢, T Ciq, T
o e Rt Pct,R( tr )pCt_l,R( t-1,T)

, Where the set of choice options (C) represented the 2 options (left/right).
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Figure 3.1. Male and female mice showed different exploratory strategies in

arestless bandit task - males explored more than females, and they
explored for longer periods of time once started. A) Schematic of the mouse

touchscreen chamber with the restless two-armed bandit task and trial structure.

B) Average probability of obtaining reward compared to the chance probability of
reward across individuals (dots). C) Average probability of obtaining reward

compared to the chance probability of reward across sexes. D) Average
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response time across sexes. Females responded significantly faster than did
males. E) (left) A hidden Markov model that labeled exploration and exploitation
as latent goal states underlying observed choices. This model includes an
exploitation state for each arm and an exploration state where the subject
chooses one of the arms randomly. (right) Reward probabilities (lines) and
choices (dots) for 300 example trials for a given mouse. Shaded areas highlight
explore-labeled choices. F, G) Average (F) and distribution (G) of the percentage
of Hidden Markov Model (HMM)-labeled exploratory trials in females and males.
H) Dynamic landscape of the fited HMMs for males and females. The model fit
to males had deeper exploratory states, with higher activation energy between

the states. * indicates p < 0.05. Graphs depict mean £ SEM across animals.
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Figure 3.2
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Figure 3.2. Multiple reinforcement learning parameters can influence the
probability of exploration. A) Exploration occurs most often when option values
are close together, illustrated by the gray shaded boxes in the value-choice
functions. Both decreasing inverse temperature () and decreasing learning rate
increases exploration because each manipulation changes the amount of time
spent in the high exploration zone, although the mechanisms are different.
Decreasing inverse temperature (3) widens the zone by flattening the value-
choice function and increasing decision noise. Decreasing learning rates (a)
keeps learners in the zone for longer. B) Probability of exploration from 10,000
different reinforcement learning agents performing this task, initialized at different
random combinations of inverse temperatures () and learning rates (a).
Marginal relationships between decision noise (top) and learning rate (bottom)
are shown here. C) Heatmap of all pairwise combinations of learning rate and

inverse tem perature.



112

Figure 3.3
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Figure 3.3. Sex differences in learning rate, but not decision noise, drove
differences in explore-exploit

decisions.

A) A diagram of latent parameters that capture learning (a), bias (ac), inverse
temperature (B) in reinforcement learning models. The models tested used a
combination of these parameters (see Methods). B) Model comparison across 7
reinforcement learning models with various parameter combinations for males
and females. The four-parameter reinforcement learning-choice kernel (RLCK)
model has the highest relative likelihood in both sexes. C) Model agreement

across 7 reinforcement learning models, which measures how well a model
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predicts the actual choices of animals. D) All four parameters in the best fit
RLCK model across sexes. Learning rate (a) was significantly higher in females
than males. Inverse values of decision noise and choice bias noise was plotted
for the ease of presentation. E) Distribution of learning rate across sexes. F) (left)
Simulation of reward acquisition of RL agent with different combinations of
learning rate (a) and decision noise (). Different combinations of learning rate
and decision noise can result in the same level of reward performance. Average
learning rate and decision noise is overlaid on the heatmap for males and
females. (right) relationship between reward acquisition and learning rate or
decision noise separately. High learning rate is not equivalent to better learning
performance. G) Learning rate in females increased across days, suggestive of

meta learning. * indicates p < 0.05. Graphs depict mean = SEM across animals.
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Figure 3.4
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Figure 3.4. Females used more information about past outcomes and past
choices to make decisions, and learned more during exploration. A, B)
Percent win stay behavior (A: average; B: distribution) reveals that females were
more likely to stay with the same choice after a reward. C) Average percentage
of lose shift behavior across sexes. D) Probability of shifting after a loss during
explore or exploit trials. E) Probability of staying after a win during explore or

exploit trials. F) The probability of males and females switching targets on the
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next trial, given the current trial's outcome and latent state. Females learned
more only during exploratory trials. G, H) Average (G) and distribution (H) of
percentage of mutual information across all trials in females and males reveals
that females use more information about past trials (choice and outcome) in
making future decisions. * indicates p < 0.05. Graphs depict mean £+ SEM across

animals.
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3.6 Supplementary materials

Figure S3.1
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Figure S3.1 Male and female mice had reached asymptotic performance.
There is no change in reward acquisition, response time, and reward
retrieval time across days. A) Average probability of obtaining reward
compared to the chance probability of reward across days in male and female
mice. B) Average response time across days in male and female mice. C)

Average reward retrieval time across days in male and female mice.
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Figure S3.2
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Figure S3.2 Two time constants combined best describe the rate of
switching choices in animals’ choice behavior and Hidden Markov model
validation. Related to Figure 3.1D. A) The tetrachoric correlation (r) between
RL model-inferred explore-exploit states and HMM-inferred states. B) The
standardized regression coefficient (beta coefficients) of RL model-inferred states
and HMM-inferred states in predicting response time. C) The distribution of times
between switch decisions (inter-switch intervals). A single probability of switching
would produce exponentially distributed inter-switch intervals. Orange line, the
maximum likelihood fit for a single discrete exponential distribution. Solid blue

line, a mixture of two exponential distributions, with each component distribution
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in dotted blue. The two components reflect one fast-switching time constant
(average interval, 1.7 trials) and one persistent time constant (6.8 trials). The
right plot is the same as the left, but with a log scale. Inset is the log likelihood of
mixtures of different numbers of exponential distributions. D) Probability of choice
as a function of value differences between choices for exploratory and
exploitative states. E) Difference in choice response time between explore and
exploit choices. F) The probability of animals switching targets on the next trial,
given the current trial’s outcome and latent state. G) Difference in choice
response time between explore and exploit choices. There is no significant
difference in retrieval time between two latent states, suggesting that exploration
was not merely disengagement from the task. * indicates p < 0.05. Graphs depict

mean + SEM across animals.
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Figure S3.3
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Figure S3.3 The best fit model, the four-parameter reinforcement learning-
choice kernel (RLCK) model, captured both value-dependent and value-
independent choice behaviors. Actual choices (gray) and simulated choices
(green) from the best fit model (RLCK) of two example animals. Predictions from

the matching law are illustrated as a contrast to the best-fitting RL model.
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Figure S3.4
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Figure S3.4 Reward learning in explore vs. exploit state across sexes. The
probability of males and females switching targets on the next trial, given the
current trial’s outcome and latent state. Females showed increased reward
learning only during exploratory state (Table S3.1, sex X reward X state
interaction, p = 0.0438).
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4.5 Figures and figure captions

Figure 4.1

Figure 4.1. Modulation of dopamine receptor activities affected reward-
directed behaviors. Up-regulating dopamine activities increased stickiness
in choice behaviors regardless of outcomes. A) Schematic of the mouse
touchscreen chamber and the trial structure of the two-armed spatial restless
bandit task. B) An example of the dynamic reward contingency showing the

changing reward probabilities associated with each option. C) The dopaminergic
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drug administration schedule and drug dosage used to modulate dopamine
receptor activities. A non-selective dopamine receptor agonist apomorphine
(0.1mg/kg) and a non-selective dopamine receptor antagonist flupenthixol
(0.03mg/kg) were systemically administered to respectively up- and down-
regulate dopamine receptor activities. 0.9% saline was used as the vehicle
control. Control and drug sessions were interleaved and repeated for six
sessions each. D) (left) Average probability of obtaining reward compared to the
chance level probability of reward for each animal under apomorphine (APO) and
vehicle (dot). Error bars depict mean + SEM across sessions for each animal.
(right) probability of obtaining reward over chance level across APO (dark green)
and vehicle (gray). E) (left) Average probability of obtaining reward compared to
the chance level probability of reward for each animal under flupenthixol (FLU)
and vehicle (dot). Error bars depict mean £ SEM across sessions for each
animal. (right) probability of obtaining reward over chance level across FLU (light
green) and vehicle (gray). F) Average probability of win-stay (left) and lose-shift
(right) on vehicle control or APO. G) Average probability of win-stay (left) and
lose-shift (right) on vehicle control or FLU. * indicates p < 0.05. Graphs depict

mean = SEM across animals unless specified otherwise.
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Figure 4.2
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Figure 4. 2. The modulatory effect of beta-noradrenergic receptor activities
on reward-directed behavior was also influenced by sex.

A) The noradrenergic drug administration schedule and drug dosage used to
modulate noradrenergic receptor activities. A beta-noradrenergic receptor
agonist isoproterenol (0.3mg/kg) and a beta-noradrenergic receptor antagonist
propranolol (5mg/kg) were systemically administered to respectively up- and
down-regulate norepinephrine activities. 0.9% saline was used as the vehicle
control. Control and drug sessions were interleaved and repeated for six
sessions each. B) (left) Average probability of obtaining reward compared to the
chance level probability of reward for each animal under isoproterenol (ISP) and
vehicle (dot). Error bars depict mean £ SEM across sessions for each animal.
(right) probability of obtaining reward over chance level across ISP (dark brown)
and vehicle (gray). C) Average response time under ISP and vehicle. ISP
significantly increased response time. D) (left) Average probability of obtaining
reward compared to the chance level probability of reward for each animal under

propranolol (PRO) and vehicle (dot). Error bars depict mean + SEM across
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sessions for each animal. (right) probability of obtaining reward over chance level
across PRO (light brown) and vehicle (gray). E) Average response time under
PRO and vehicle. PRO significantly decreased response time. F) Average
probability of win-stay under ISP and vehicle. G) Average probability of lose-shift
under ISP and vehicle. (inset) probability of lose-shift across treatments across
sexes. Decrease in lose-shift under ISP was primarily driven by changes in
females (interaction term). H) Average probability of win-stay under PRO and
vehicle. (inset) probability of win-stay across treatments across sexes. Increase
in win-stay under PRO was primarily driven by changes in males (interaction
term). 1) Average probability of lose-shift under PRO and vehicle. (inset)
probability of lose-shift across treatments across sexes. Decrease in lose-shift
under PRO was primarily driven by changes in males (interaction term). *
indicates p < 0.05. Graphs depict mean + SEM across animals unless specified

otherwise.
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Figure 4.3. Up- and down-regulation of dopamine activities had

bidirectional effects on the level of exploration. Downregulating

norepinephrine activities also influence exploration but the effect was

modulated by sex.

A) (left) Structure of a Hidden Markov model (HMM) that modeled exploration
and exploitation as latent goal states undering observed choices. This model



157

incorporates two exploit states for two choices and one explore state where
choices were uniformly distributed across options. (right) Reward probabilities,
choices, and HMM labels for an example session of 300 trials for a given mouse.
Shaded areas demonstrated HMM-labeled exploratory choices. B) Distribution of
the percentage of HMM-labeled exploratory choices under flupenthixol (FLU)/
vehicle (top) and apomorphine (APO)/vehicle (bottom). C) probability of
exploration for dopamine antagonist (FLU) and agonist (APO), normalized by
their vehicle control. Decreasing dopamine activities increased exploration and
increasing dopamine activities decreased exploration. D) probability of
exploration by session with vehicle and drug session interleaved (flupenthixol:
top; apomorphine: bottom). Drug administration sessions are in colored shades.
E) Distribution of the percentage of HMM-labeled exploratory choices under
propranolol (PRO)/ vehicle (top) and isoproterenol (ISP)/vehicle (bottom). F)
probability of exploration for beta-noradrenergic antagonist (PRO) and agonist
(ISP), normalized by their vehicle control. Propranolol decreased the level of
exploration. G) probability of exploration by session with vehicle and PRO
session interleaved. Drug administration sessions are in colored shades. H)
probability of exploration across ISP and vehicle across sexes. ISP significantly
decreased the level of exploration in males I) probability of exploration across
PRO and vehicle across sexes. The effect of PRO on exploration was primarily
driven by a significant decrease in exploration under PRO in females. * indicates
p < 0.05. Graphs depict mean £+ SEM across animals.
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Figure 4.4. Modulation of dopamine and noradrenergic receptor activities
led to changes in different reinforcement learning (RL) model parameters.
A) A diagram of reinforcement learning (RL) parameters that capture learning
rate (a), asymmetric learning (y),choice bias (ac), inverse temperature/decision
noise (B). The RL models tested included one or more of the above parameters.
B) Model comparison for six RL models using AIC. AIC was calculated across all
treatment conditions and across all animals. The four -parameter asymmetrical
learning + bias model (RLCKYy) has the highest relative likelihood. C) Average
choice kernel updating rate (ac) across apomorphine and vehicle. D) Average
learning rate (a) across isoproterenol and vehicle. E) Average asymmetric
learning scalar (y) across propranolol and vehicle. Increased asymmetric learning

suggested elevated outcome sensitivity with propranolol.
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4.6 Supplementary materials

Figure S4.1
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Figure S4.1 Effect of dopamine and norepinephrine modulation on
response time and outcome sensitivity. Related to Figure 1. A) Average
response time across apomorphine (APO) and vehicle. B) Average response
time across flupenxithol (FLU) and vehicle. C) Average outcome sensitivity
across apomorphine (APO) and vehicle. D) Average outcome sensitivity across
flupenxithol (FLU) and vehicle. E) Average outcome sensitivity across
propranolol (PRO) and vehicle. F) Average outcome sensitivity across
isoproterenol (ISP) and vehicle. * indicates p < 0.05. Graphs depict mean + SEM
across animals.
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Figure S4.2 Effect of dopamine and norepinephrine modulation on

reinforcement learning (RL) model parameters. Related to Figure 4. 4.
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A-C) Average learning rate (a), inverse temperature/decision noise (), and
asymmetric learning scalar (y) from RL model across apomorphine (APO) and
vehicle. D-G) Average learning rate (a), inverse temperature/decision noise (B),
choice kernel updating rate (ac), and asymmetric learning scalar (y) from RL
model across flupenthixol (FLU) and vehicle. H-J) Average inverse
temperature/decision noise (), choice kernel updating rate (ac), and asymmetric
learning scalar (y) from RL model across isoproterenol (ISP) and vehicle. K-M)
Average learning rate (a), inverse temperature/decision noise (), and choice
kernel updating rate (ac) from RL model across propranolol (PRO) and vehicle. *
indicates p < 0.05, otherwise the effect was not significant. Graphs depict mean +
SEM across animals.
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5. Grand summary and general discussion

Chapter 2 through chapter 4 presented three experiments attempting to provide
some insight into parts of our original question: how do our brains implement divergent
explore strategies when interacting with an uncertain environment. To understand the
interindividual variability in the exploration strategies, | used sex as a proxy for multiple
biological and neurobiological mechanisms of sexual differentiation and a major source
of individual variability in producing divergent exploration strategy. The first experiment
focused on understanding how male and female mice developed divergent learning
strategies to learn about a complex novel environment where more than one feature could
be associated with reward. This experiment highlighted the sex-different strategic paths
developed during initial learning of the environment. The second experiment examined
how male and female mice navigate a changing environment. In addition to the learning
component that was required in the first experiment, to succeed in this task, animals not
only needed to learn which option currently provides the best payoff but also explored
occasionally for potential better alternatives. This allowed me to examine the self-timed
continuously renewable process of exploration after initial learning. Both experiments
aim to fill in some gaps of knowledge that’s lacking in the current exploration-
exploitation tradeoff literatures where 1. The task tended to be one-dimensional (only one
feature signals reward), 2. The task environment changes predictably (e.g. when reward
reversal happens, the good option becomes bad and the bad option inevitably becomes
good). Finally, the third experiment took the sex differences in exploration revealed in
experiment 1 and 2, and examined how the sex-modulated catecholamine

neuromodulatory system (dopamine and norepinephrine) influence exploration strategy in
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a changing environment. Although both dopamine and norepinephrine have been studied
and implicated in mediating exploration, they were often studied in isolation using very
different tasks and were assigned sometimes distinct but sometimes overlapping roles.
This experiment aimed to directly compare how these two neuromodulators influence
exploration strategies in the same task and how sex difference would impact the
modulatory effect. In the following paragraphs, I will first provide a summary of each
experiment, and then attempt to make high-level connections between these experiments

and discuss some impacts as well as pitfalls of my research and where to go from here.

5.1 Summary of experiments

In the first experiment, | trained male and female mice on a two-armed visual
bandit task, where animals were presented with two distinct visual stimuli appearing at
the left or right side of the screen randomly. The reward contingency was associated with
the visual cue: one image was rewarded 80% of the time and the other 20% of the time.
There were two dimensions where the reward could be varied on: spatial dimension (left
or right) and image dimension (image 1 and image 2). The animals needed to explore
both features and learn that the spatial features were irrelevant and that one of the two
images provided the best reward. This task is more advantageous compared to traditional
sequential decision making tasks where the environment is one-dimensional. The multi-
dimensional feature of the task more closely resembles a real life decision making
scenario where we have to explore more than one feature and allows divergent
exploration strategies to emerge. We found that sex explains a sustantial fraction of the

individual variability in exploration straregy. Female mice, as a group, were more likely
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to employ a systematic approach where they constrained the decision-space by only
choosing one side early on and learning about the image values. This allowed females to
learn about the most valuable image faster than males. Conversely, males explored both
spatial and image dimensions simultaneously and were highly sensitive to the immediate
past outcome. They changed their exploration strategies over the course of learning and
over repetitions of the same task. Finally, c-fos expression linked the use of a female-
dominant systematic strategy to neural activation in the nucleus accumbens (NAc) and
prefrontal cortex (PFC). Together, this experiment demonstrated that even in a simple
fixed reward learning environment, individuals can adopt widely divergent strategies to
interact with the same uncertain novel environment, and sex is a source of variability in
guiding these strategies selection.

The second experiment adopted a spatial restless two-armed bandit task, where
animals were presented with two identical squares on the left and right side of the screen.
Each location is associated with some reward probabilities that changed randomly and
independently over time. Unlike the visual bandit in the first experiment, reward
contingency was chained to the location only but it changed over time. Animals needed
to exploit a rewarding option when it was found and occasionally explore for information
about the other option because it could become better at any time. This task allowed us to
examine not only the learning process of finding the current most valuable option, but
more importantly the transition between exploration and exploitation and how individuals
varied in that explore-exploit balance when navigating the same uncertain environment.
We found that males explored more than females and they tended to get “stuck™ in

exploration once they started to explore. On the other hand, females explored less but
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when they explored, they showed elevated reward learning, gaining more information
from each exploratory trial and committing to a favorable choice sooner. This
demonstrated that even though the overall performance is similar across sexes, males and
females adopted different patterns of exploration to learn about a changing environment.
The third experiment attempted to examine the role of catecholamine
neuromodulatory system, in particular, dopamine and norepinephrine, both of which has
been implicated in mediating exploration and is shown to be strongly modulated by sex.
This experiment also employed a spatial restless two-armed bandit task, which is the
same as the second experiment. To examine the effect of dopamine and norepinephrine
on exploration strategy, | up- and down-regulated tonic dopamine and norepinephrine
levels by systemically administering a non-selective dopamine receptor agonist
apomorphine (0.1mg/kg), a non-selective dopamine receptor antagonist flupenthixol
(0.03mg/kg), a beta-noradrenergic receptor agonist isoproterenol (0.3mg/kg), or a beta-
noradrenergic receptor antagonist propranolol (5mg/kg) prior to the behavioral task, and
then compared the exploration strategy with that of vehicle control. We found that the
mechanisms that govern the transition between exploration and exploitation are sensitive
to changes in both catecholamine functions. Increasing or decreasing tonic dopamine
levels bidirectionally changed the level of exploration. Increasing dopamine receptor
activities decreased exploration by making the choice behavior stickier. On the other
hand, the effect of NE on exploration was also influenced by sex. Increasing tonic
norepinephrine (NE) level decreased exploration in females and decreasing NE level

decreased exploration in males. This experiment demonstrated differential roles for
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exploration. Directed exploration is biased towards choices with the highest uncertainty
and information gain, whereas random exploration introduces choice variability and
randomness in decision making. One pitfall of our studies is that the two-armed bandit
task we used was unable to dissociate these two types of exploration. In a task where
there are only two options, when an animal decides to switch to a different option from
the previous one, they could be actively choosing the new option to explore or they could
be choosing the new option because they want to switch away from the old one, and it is
difficult to distinguish these two possibilities. This limited our capacity to further
examine the type of exploration when animals explored. It is worth noting that the
Hidden Markov model (HMM) we used to infer exploration does not imply, impose, or
exclude that the HMM-inferred exploration is random. Some recent studies in animal
models and humans have adopted a three-arm version of the restless bandit task which
allows the differentiation between random and directed exploration based on choices
(Cinotti et al., 2019; Ebitz et al., 2018; Kaske et al., 2022). One thing we learned from the
visual bandit experiment is that animals’ strategy could vary within and across sessions.
Further study can employ tasks that are designed to dissociate random and directed
exploration and examine how directed and random exploration strategies adopted by
males and females evolve and balance over time.

One possible pitfall in the pharmacological manipulation study is that the
correlation between sex and exploration strategy could be obscured by the drug effect. In
experiment 3, modulating tonic dopamine levels revealed a bidirectional main effect of
drug but there was no main effect of sex. Although previous literature proposed that

dopamine function is strongly sex-biased by multiple neurobiological mechanisms. For
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example, estrogen regulates the expression of midbrain tyrosine hydroxylase (TH)
(Becker and Chartoff, 2019; Yoest et al., 2014), which is a rate-limiting enzyme of
dopamine synthesis, and dopamine neuron excitability (Calipari et al., 2017). Females
have faster mechanisms of dopamine release and clearance in the ventral striatum due to
the effect of estrogen on the dopamine transporter (Becker, 1999). However, our study
did not reveal any sex-related modulatory effect on exploration when modulating tonic
dopamine activities. It is possible that the strong modulatory effect of dopaminergic
receptor agonist and antagonist masked any subtle sex-correlated tuning of the
exploration strategy. Future study could take advantage of more advanced neural
recording techniques and precise neural activity modulation to understand how sex

interact with dopamine receptor subtypes to influence exploration strategy.

5.4 Significance and impact of the experiments

To summarize, my dissertation work focuses on applying computational modeling
to quantify latent strategies underlying choice behaviors during exploration of uncertain
environemnts and understanding how sex and sex-linked mechanisms contribute to
individual variation in cognitive
strategy. There are three major contributions of my dissertation work to the field of
computational neuroscience: 1. Demonstrating sex as a source of variability in cognition
that could convey resilence or vulnerability to neuropsychiatric disorders, 2. developing
cognitive tasks with translational ability that allow for the assessment of the same

cognitive processes across species and across animal models of diseases, 3. Developing
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computational models that permit fine grained quantification of individual variability in
latent cognitive strategy,

Sex and gender are key biological variables that contribute to mental health,
influencing the eitology, symptomatology, and prognosis of a wide variety of
neuropsychiatric conditions, including neurodevelopmental conditions (Green et al.,
2019; Grissom and Reyes, 2019; Shansky, 2019). Essentially every neuropsychiatric
condition shows sex and/or gender biases (Grissom and Reyes, 2019). In part, this is
thought to result from sex-based influences on the fundamental mechanisms of executive
function and decision-making (Grissom and Reyes, 2019). Previous studies assessing
executive functions like value-based decision making have used predominantly male
subjects (Shansky and Murphy, 2021), limiting the ability to examine sex differences.
Moreover, even when both sexes were included in the experiment, sex differences in
cognitive task performance can be difficult to detect and variable due to 1. the non-
dichotomous, overlapping impacts of sex mechanisms on cognition (Maney, 2016), and
2. variation in the task structure. The experiments in this dissertation took advantage of
computational tools and revealed sex-correlated variability in strategies employed when
interacting with an uncertain environment, rather than any difference in ability. Together,
this dissertation highlighted the important of taking into account sex as a major axis of
individual variability when understanding mechanisms underlying exploration.
Understanding how sex and sex-linked mechanisms contribute to differences in
exploration strategy will help identify potential circuits and systems that are associated
with vulnerability or risk for neuropsychiatric disorders and allow for personalized

treatments and therapies.
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Rodents, particularly mice, are frequently used to probe the neural mechanisms of
cognitive functions because they can be tested in large numbers and with more advanced
neurobiological recording and methods of manipulation. However, many classic rodent
cognitive tasks are species-specific, which limit their translational ability. Since we
established that exploration is an ubiquitous process across species, the bandit tasks I
adopted in my studies are ideal tools for translational research because they probed the
same cognitive processes across species. Parallel approaches in humans have been used
to examine the explore-exploit strategic phenotype of neuropsychiatric disorders,
including ADHD, addiction, and depression(Addicott et al., 2020, 2012; Beeler et al.,
2012; Blanco et al., 2013). The computational approaches we develop here could help
identify latent strategies and behavioral endophenotypes across species underlying a
variety of neuropsychiatric disorders and open up new avenues for understanding as well
as rescuing dysfunction in learning and exploration.

Finally, my dissertation contributed to the field through the development of
computational tools that help us to decode complex behaviors and reveal latent processes
that could contribute to observable behaviors. Currently, there is a disconnect between
the systematic study of the neural mechanisms underlying neuropsychiatric illnesses and
the computational science of behavior and cognition. This limits our ability to translate
systemic findings into effective clinical interventions and treatments that incorporate
individual differences. While new technologies allow us to collect behavior and neural
data at a large scale and at multiple spatial/temporal resolutions, fine grained

computational tools are urgently needed to help the field extract the full value of the
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collected data. In my research, | have shown for the first time that the Hidden Markov
model (HMM) was able to reliably identify latent explore-exploit state in the mouse
model. In future research this tool can be used to complement neurobiological recording
techniques to examine for neural correlates of exploration on a trial-by-trial basis. The
reinforcement learning models can also complement the HMM, providing insight into
latent cognitive processes that could contribute to exploration. The HMM and other
model-free analyses | completed here could also inform the design of reinforcement

learning models to capture explore-exploit decisions more precisely and flexibly.
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