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Abstract

Machine learning (ML) has gained popularity due to its well-documented merits in

several inference tasks across diverse applications including healthcare, robotics and

network science such as power, biological or social networks to list a few. However,

identifying ML models and/or optimizing unknown learning functions may necessitate

a large number of input-output (or labeled) data, that may not be available due to

high acquisition cost and privacy constraints. The goal of this dissertation is to develop

online probabilistic learning approaches to e�ciently and e�ectively estimate or optimize

learning functions using only a few input-output data, while also o�ering uncertainty

quanti�cation that is particularly appealing in safety-critical settings, and thus markedly

assist a gamut of data science and network science applications. The main contributions

can be summarized in the following directions.

1. We develop aBayesian learning model for online learning and inference over a

range of networks modeled by graphs, with low complexity and reduced data stor-

age demands, using only the structure of the networks and no additional informa-

tion. Besides accurate predictions, the proposed Bayesian model o�ers uncertainty

quanti�cation which is of paramount signi�cance in safety-critical applications.

2. Relying on this Bayesian model, we advocate a suite of innovativeactive learning

techniques to �nd the few most informative unlabeled data to label and augment

our initial small set of input-output (or labeled) dataset, so that to e�ectively

train our Bayesian model and perform well in several inference tasks using only a

few yet informative input-output data.

3. Given a limited budget of labeled data and when additional labeling of even a

few data is not feasible, we capitalize onself-supervised learning(Self-SL) that

exploits related yet easier to solveauxiliary tasks without requiring labels, to

extract representations that can assist the main task of interest. Focusing on

graph settings, we develop a Self-SL framework that leverages auxiliary tasks

mapping local to global graph information to obtain representations for accurate

inference over various networks.

4. We propose novel andadaptive Bayesian optimizationmethods to optimize black-

box functions with unknown analytic expression and costly function evaluations

with theoretical guarantees and impressive results on a range of real-world appli-

cations.
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Chapter 1

Introduction

Nowadays,supervised machine learning(ML) is recognized as one of the most successful

branches of arti�cial intelligence, showing impressive advances in �nding patterns and

drawing inferences by exploiting input-output (labeled) data pairs available in several

applications including healthcare, security and �nance to name a couple. While ma-

jor ML tasks boil down to estimating a function that maps input to output data, ML

approaches may require a relativelylarge number of labeled datato provide accurate

estimates of that function, which may not be available in practical settings with pri-

vacy concerns or a limited labeling budget [108]. For instance, predicting hypo/hyper-

glycaemia events (output or label) relying on a conventional set of biomedical measure-

ments of a patient (input) can be challenging, since revealing private information of

patients violates medical con�dentiality. In addition, obtaining a su�cient number of

labels for accurate prediction of the existence of cancer (label) using a set of protein

features (input), necessitates costly and time-consuming medical examinations.

ML has shown profound impact when dealing with prediction tasks involving either

unstructured data or with data structure that is well captured by a graph. In network

science, graphs are widely adopted for modeling complex systems including �nancial,

social, brain or biological networks to list a few. Learning over graph data provides

assistance in reasoning about the behaviour of such systems, understanding their innate

structure and predicting their dynamic evolution. Lying at the cross-roads of machine

learning and network science, graph-guided semi-supervised learning (SSL) has emerged

as an attractive �eld for research community due to its numerous applications in real

life network problems [33]. Given alimited budget of available nodal observations aris-

ing from privacy concerns or sampling costs, SSL over graphs aims at reconstructing

unobserved nodal values. In Facebook for instance, where nodes and edges represent

users and their friendships, users may be reluctant to reveal their income, age, or other

private information. In �nancial networks, where nodes and edges represent companies

and their trading relationships, there are often unavailable nodal values for each com-

pany including the category that the company belongs to or other characteristics of the

company.

Most existing approaches that address the SSL task rely on the notion of smoothness

over features which intuitively suggests that connected vertices of a graph have 'similar'
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nodal values; see e.g. [104, 115, 145]. In recent years, graph neural network (GNN)-

based SSL approaches that incorporate convolution operators to graph-structured data,

have gained popularity due to their appealing performance in numerous network science

SSL problems; see e.g. [53, 64, 140]. Albeit interesting, GNN-basedbatch approaches re-

quire storing and processing the graph topology of the entire graph, which may become

prohibitive for large networks, and can operate only when additional nodal features are

available. Nonetheless, in many real-life networks the availability of additional nodal

feature vectors may be limited which renders conventional GNN approaches ine�ective

in such settings. Most importantly, the aforementioned approaches fall short in o�er-

ing uncertainty quanti�cation without additional and possibly time-consuming e�orts,

which is of paramount importance in safety-critical applications including medicine, au-

tonomous vehicles, and �nance, to name a few. This gives rise to the following question.

Question 1.1. Can we develop an e�cient learning model for SSL over graphs that

does not entail huge storage demands and o�ers a well-calibrated uncertainty for safety-

critical applications?

Gaussian processes(GPs) are utilized as a nonparametric Bayesian approach, to

learn an unknown function along with its probability distribution function (pdf) that

captures the associated uncertainty [99]. However, as described in Chapter 2, con-

ventional GP-based graph approaches operate in a batch form and entail storing the

relational information from the entire graph which can become intractable as the size

of the graph grows. In addition, its performance relies on a pre-selected kernel function

(a performance-critical parameter of GPs), whose a priori selection is a nontrivial task.

To that end, Chapter 3 introduces a scalable Bayesian framework to e�ciently tackle

the graph SSL task that relies on an ensemble (E) of GP models (EGPs). The devel-

oped EGP method capitalizes solely on the connectivity patterns of the nodes in the

graph and adapts to the proper kernel (and thus appropriate GP model) on-the-
y as

nodal observations are processed in anonline fashion with reduced storage demands,

while also o�ering uncertainty quanti�cation. Nonetheless, it may require a su�cient

number of nodal observations to accurately predict the nodal values (or labels) of the

unobserved nodes and thus have a good generalization performance motivating the next

question.

Question 1.2. Can we train a learning model using only a few labeled data so as to

e�ectively learn the sought function and accurately predict the unknown labels?

2



To cope with the challenge of a few available labeled data, one can shift to the

active learning (AL) paradigm, where one judiciously selects thefew most informative

input data to label, and augments the labeled set in order to e�ectively estimate the

sought function [108]. The AL process utilizes (i) alearning function model to estimate

the sought function; and, (ii) an acquisition function (AF) or strategy to select which

unlabeled data to label. Based on di�erent learning models, the acquisition of unlabeled

data samples (or unlabeled nodes in the graph setting) has been carried out utilizing

several e�ective AFs; see e.g. [51, 108]. However, empirical evidence suggests that no

single AF can thrive across di�erent settings [42]. Relying on the merits of the EGP

model introduced in Chapter 3, a suite of innovative EGP-based AFs are presented

in Chapter 4 that demonstrated a noteworthy impact across diverse applications. As

expected though, none of these EGP-based acquisition criteria can excel in all di�erent

cases, which motivated the development of an adaptive ensemble of AFs for selecting

the proper acquisition rule as new labels arrive on-the-
y, what proved to a�ord robust

performance across di�erent AL applications.

Yet, given a small budget of labeled data AL still necessitates an additional labeling

process of the few most informative unlabeled data which may still be infeasible in

some practical scenarios; see e.g., the beginning of COVID19, where medical records

of very few infected patients were available, and it was challenging to promptly obtain

medical information of new infected patients. This prompted us to consider the following

question.

Question 1.3. When additional labeling of even a few unlabeled data is infeasible, can

we still e�ectively learn an unknown function using only the limited budget of available

labeled data?

When additional labeling is not feasible, one can exploit related yet easier to solve

auxiliary tasks, to bene�t the main/target task of interest. In the COVID19 example,

leveraging the knowledge obtained by predicting other known diseases such as in
uenza

or H1N1, could assist COVID19-related prediction tasks. This motivates well theself-

supervised learning(Self-SL) paradigm, which aims to predict already knownquantities

to extract informative representations. These representations can be then used as input

to accurately predict a targeted (unknown) output variable or label employing only a

small number of labeled data for the target task [62]. Focusing on the graph setting,

most existing Self-SL approaches rely on GNNs and form auxiliary tasks employing both

the graph structure and additional nodal features; see e.g. [46, 142]. The latter though
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may not be available in applications with privacy and sampling cost considerations. In

this context, Chapter 5 presents a novel graph-guided Self-SL approach that uses only

the connectivity patterns of the nodes in the graph, to form auxiliary tasks that map

local to global graph information so as to obtain informative representations for the

main SSL task of predicting the labels of unobserved nodes. The advocated Self-SL

method showed impressive results in di�erent graph-based practical settings.

Besides identifying a function when dealing with either structured or unstructured

data, a number of ML tasks boil down to optimizing a function. When the analytic

expression of the function isknown, conventional optimization approaches can be em-

ployed. Nonetheless, these methods may not be applicable in practical settings of e.g.

drug discovery [121] where the function isunknown or/and each function evaluation is

costly, giving rise to the �nal question that this dissertation aims to address.

Question 1.4. How to optimize a black-box function where each function evaluation is

costly using only a few input/output (function evaluations) observations?

Bayesian optimization (BO) o�ers a principled framework to e�ciently optimize a

black-box function [110] in a data-e�cient manner. Similar to AL, BO capitalizes on a

statistical surrogate learning model for the black-box function, which is typically a GP,

and an AF to select new query points [110]. The key di�erence between AL and BO

is that the AFs of AL seek the most informative data points, whereas the AFs of BO

are designed to �nd data points closer to the optimizer of the function. While existing

methods couple e�ective AFs such as expected improvement (EI) [47] and Thompson

sampling (TS) [128], with a single GP surrogate model, our novel approaches developed

in Chapter 6 utilize multiple GP-based surrogate models to e�ectively model the black-

box optimization function. Prudently combining the bene�ts of di�erent GP surrogate

models, two novel EI and TS based AFs are introduced to guide the BO process with

notable signi�cance in well-known challenging optimization functions and a gamut of

real-world applications.
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Chapter 2

Learning with Gaussian processes

2.1 Introduction

Nonlinear function estimation is a critical component in numerous tasks of signal pro-

cessing and machine learning (ML) domains including signal reconstruction from sam-

ples, nonlinear regression, binary classi�cation or dimensionality reduction to name a

few. In supervised learning tasks, given dataf (x t ; yt )gT
t=1 with x t denoting the feature

vector and yt the value or label of datum t, the goal is to learn the function f (�) which is

de�ned as the mapping x t ! f (x t ) ! yt . In binary classi�cation for instance, yt can be

expressed asyt = sign( � > x + b) where � ; b are learnable parameters. Even unsupervised

learning tasks such as clustering or dimensionality reduction whereyt is unknown, boil

down to a function estimation problem.

Kernel-based deterministic approaches gained popularity because of their ability to

learn a rich class of nonlinear functions. Upon de�ning a cost functionC(f (x t ); yt )

that measures the discrepancy between the per-datum pairf (x t ) and yt , the sought

function f (�) is approximated minimizing
P T

t=1 C(f (x t ); yt ). This problem is in general

intractable which can be handled though by constraining functionf to belong to a repro-

ducing kernel Hilbert space (RKHS) induced by a speci�c kernel [106]. Despite o�ering

expressiveness of highly nonlinear functions comparable to deep learning approaches,

the deterministic kernel methods; see e.g [106], [113] fall short in uncertainty quan-

ti�cation - an essential component in safety-critical applications including autonomous

driving, medical diagnosis and �nance to list a few.

Belonging to the class of nonparametric Bayesian approaches, Gaussian Process

(GP) based learning methods o�er a principled framework where the sought learning

function f is viewed as random, and can be fully characterized by its probability density

function (pdf) [100]. In spite of their e�ectiveness and applicability to various learning

tasks, typical GP approaches incur cubic complexity with respect to (w.r.t) the number

of data samplesT, which may become prohibitive for large values ofT. Existing ap-

proaches to alleviate the computational burden of conventional GPs, aim at structured

approximants of the kernel matrix of the GP prior, the most prevalent of which are the

low-rank ones [129, 120, 97, 61, 31].

A well-known low-rank technique encapsulates the training set throughm � T

5



pseudo-data with inducing inputs, that are adopted for inference in the test phase. Re-

ducing the rank of the kernel matrix to m, this procedure incurs complexity O(Tm2)

[129, 120, 97]. Another approach targeting a low-rank approximant of the kernel matrix,

relies on the adoption of random feature (RF) based kernel approximation to yield a

parametric GP prior that leads to a similar complexity compared the aforementioned

inducing point based approach [61, 31]. Thesebatch approaches though cannot ac-

commodate time-critical settings and additionally entail huge storage demands when

dealing with very large datasets.

Accounting for data arriving in a streaming fashion and for online inference, existing

approaches rely on either the inducing point or RF-based approach to ensure scalability

and adapt the GP model hyperparameters as data arrive on-the-
y [17, 12]. Yet, their

performance hinges on a single kernel for the GP prior which may con�ne the expres-

sivity of the sought function. In this chapter, an overview of vanilla GPs and RF-based

scalable GPs is provided. In the next chapters, we will show an ensemble of scalable

GP learners that allows for a broader function space expressiveness.

2.2 Conventional GP-based learning

Unlike deterministic approaches where the sought functionf is treated as deterministic,

when learning with Gaussian Processes (GPs)f is deemed as random with a GP prior,

i.e f � GP (0; � (x ; x0)), where � (�; �) is a kernel function that measures the pairwise

similarity between the input feature vectors x and x0. This means that upon collecting

all input feature vectors f xgt
i =1 in the matrix X t := [ x1; : : : ; x t ], the joint pdf of all

function evaluations gathered in f t := [ f (x1); : : : ; f (x t )]> is Gaussian; that is,

p(f t ; X t ) = N (f t ; 0t ; K t ) 8t (2.1)

where the t � t matrix K t is the covariance matrix whose (i; j )th entry is computed by

the pre-de�ned kernel function � as [K t ]ij = cov( f (x i ); f (x j )) := � (x i ; x j ).

The function evaluation vector f t is linked with the output vector y t := [ y1; : : : ; yt ]>

comprised by all observed outputsf ygt
i =1 , through the conditional likelihood p(y t jf t ; X t )

=
Q t

� =1 p(y� jf (x � )) that is assumed factored with known per-datum factors. In the

GP-based regression (GPR) task, the per-datum likelihoodsp(y� jf (x � )) are assumed

to be Gaussian; that is p(y� jf (x � )) = N (y� ; f (x � ); � 2
" ) with known variance � 2

" . This

assumption is reasonable wheny� = f � + " � , where the noise" � � N (" � ; 0; � 2
" ) is
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uncorrelated across all� 2 f 1; 2; :::; tg. In the GP-based classi�cation (GPC) task, a

non-Gaussian per-datum likelihood is adopted, as e.g the logistic onep(y� jf (x � )) =

1=(1 + exp( � y� f (x � ))) for y� 2 f� 1; 1g.

Given the prior and likelihood models, the posterior is obtained via Bayes' rule and

is expressed (within a scale) as

p(f t jy t ; X t ) / p(f t ; X t )p(y t jf t ; X t ) (2.2)

which enables the prediction of the unknown value (or label)yt+1 of the new coming

datum t + 1, as outlined next.

Upon receiving x t+1 , the prediction of yt+1 follows a two-step approach. Initially,

the GP prior in (2.1) imply that the "transition prior" p(f (x t+1 )jf t ; X t ) is also Gaussian,

i.e p(f (x t+1 )jf t ; X t ) = N (f (x t+1 ); k>
t+1 K � 1

t f t ; � (x t+1 ; x t+1 ) � k>
t+1 K � 1

t k t+1 ). From es-

timation theory, it is known that the linear minimum mean square estimator (LMMSE)

of an unknown vector � given an input vector h is given by �̂ = E(� jh) = C � h C � 1
hh h

with covariance cov(̂� ) = C �� � C � h C � 1
hh Ch � . Therefore, it can be readily observed that

the mean of the Gaussian transition prior is the LMMSE estimator of f (x t+1 ) given f t

and the covariance of the transition prior is the associated covariance of the LMMSE

estimator. The transition prior along with p(f t jy t ; X t ) give rise to the predictive pdf of

f (x t+1 ) via the total probability theorem (TPT) as follows [100]

p(f (x t+1 )jy t ; X t )=
Z

p(f (x t+1 )jf t ; X t )p(f t jy t ; X t )df t : (2.3)

Subsequently, with the predictive pdf of f (x t+1 ) and the known likelihood p(yt+1 j

f (x t+1 )) at hand, the predictive pdf of yt+1 is obtained utilizing the TPT as

p(yt+1 jy t ; X t+1 ) (2.4)

=
Z

p(yt+1 jf (x t+1 ))p(f (x t+1 )jy t ; X t )df (x t+1 ):

2.2.1 Gaussian Process Regression

In GPR, the Gaussian likelihood yields a Gaussian predictive pdf off (x t+1 ) [100], with

mean and variance given in closed form, which in turn implies that the predictive pdf
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p(yt+1 jy t ; X t+1 ) of (2.4) is also Gaussian; that is

p(yt+1 jy t ; X t+1 ) = N (yt+1 ; ŷt+1 jt ; � 2
t+1 jt ) (2.5)

where

ŷt+1 jt = k>
t+1 (K t + � 2

" I t ) � 1y t (2.6a)

� 2
t+1 jt = � (x t+1 ; x t+1) � k>

t+1(K t + � 2
" I t ) � 1k t+1+ � 2

" (2.6b)

and k t+1 := [ � (x1; x t+1 ); : : : ; � (x t ; x t+1 )]> 1. It is worth mentioning that the mean of

the Gaussian p(yt+1 jy t ; X t+1 ) in (2.6a) coincides with the the kernel ridge regression

(KRR) predictor in the deterministic viewpoint. Nonetheless, unlike KRR that pro-

vides only point predictions, GPs additionally o�er uncertainty quanti�cation through

the variance in (2.6b) which is given in closed form. Albeit interesting, the aforemen-

tioned batch GP learning framework entails the inversion of ant � t matrix and hence

incurs complexity O(t3) which may become prohibitive for large t, thus discouraging

applications driven by `big data.'

2.2.2 Gaussian Process Classi�cation

In GPC, the likelihood is non-Gaussian (e.g logistic) which means that the posterior

cannot be obtained in analytical form, implying the need for approximate inference

techniques. Besides carrying out the (possibly high-dimensional) integrals in (2.2){

(2.4) via Monte-Carlo sampling, a more tractable approach is to seek a Gaussian proxy

for the posterior (2.2) via Laplace approximation [100]. The latter yields a Gaussian

approximant for the posterior as p(f t jy t ; X t ) � N (f t ; f̂ t ; � t ), with moment updates given

by

f̂ t = arg max f t ln p(y t jf t ; X t ) + ln p(f t ; X t ) (2.7a)

� � 1
t = K � 1

t �r 2 ln p(y t jf t; X t )jf t = f̂ t
(2.7b)

1boldt asserts that all t data are used to obtain the mean (2.6a) and variance (2.6b) of the predictive
pdf in (2.5).
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where f̂ t corresponds to the maximum a posteriori solution that can be obtained using

Newton's iteration. Therefore, (2.3) can be re-written as

p(f (x t+1 )jy t ; X t )=
Z

p(f (x t+1 )jf t ; X t )p(f t jy t ; X t )df t

� N (f (x t+1 ); f̂ t+1 jt ; � 2
f t +1 jt )

Although p(yt+1 jf (x t+1 )) in (2.4) is non-Gaussian, p(yt+1 jy t ; X t+1 ) can be approxi-

mated using numerical or Monte-Carlo sampling approximation [100]. Still, this batch

form entails cubic complexity in the number of data samplest, rendering it non-scalable

as t grows.

2.3 Random feature based GP learning

Targeting a low-rank approximant of the kernel matrix K t to ensure scalability, a well

motivated GP-based approach is the one that leverages spectral properties of shift-

invariant kernels to o�er random feature (RF) based parametric learning models with

a�ordable complexity [98, 61].

Speci�cally, a shift-invariant kernel � (x ; x0) = � (x � x0) is utilized, along with its

standardized version �� that satis�es �� = �=� 2
� , with � 2

� such that �� (0) = 1. Employing

the inverse Fourier transform of �� yields

�� (x ; x0) = �� (x � x0) =
Z

� �� (v )ej v > (x � x 0)dv

:= E� ��

h
ej v > (x � x 0)

i
(2.8)

where� �� denotes the power spectral density (PSD), which integrates to 1, so that it can

be deemed as a pdf. Note that �� is real, which implies that the imaginary part of (2.8)

vanishes, allowing us to rewrite it as �� (x ; x0) = E� ��

�
cos(v > (x � x0))

�
. Upon drawing

D vectors f v i gD
i =1 independently from � �� , kernel �� can be approximated as [98]

��� (x ; x0) =
1
D

DX

i =1

cos(v >
i (x � x0)) : (2.9)
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Let us de�ne the 2D � 1 random feature (RF) vector

� v (x) := (2.10)

1
p

D

h
sin(v >

1 x); cos(v >
1 x); : : : ; sin(v >

D x); cos(v >
D x)

i >

which allows us to re-write (2.9) as ��� (x ; x0) = � >
v (x)� v (x0). Consequently, the linear

function

�f (x) = � >
v (x)� ; � � N (� ; 02D ; � 2

� I 2D ) (2.11)

has an approximate GP prior given by

p(�f t ; X t ) = N (�f t ; 0t ; �K t ); �K t = � 2
� � t � >

t (2.12)

where � t := [ � v (x1); : : : ; � v (x t )]
> and �K t is a low rank approximant of K t with rank

2D in the case wheret > 2D .

Relying on the parametric linear function in (2.11), the posterior p(� jy t ; X t ) is also

parameterized by � . The RF-based predictive pdf of �f (x t+1 ) and the pdf of yt+1 are

obtained by replacingp(f (x t+1 )jf t ; X t ) and p(f t jy t ; X t ) with p( �f (x t+1 )j� ) = � ( �f (x t+1 ) �

� >
v (x t+1 )� ) and p(� jy t ; X t ), respectively, where� denotes Kronecker's delta.

In the GPR task, the RF-based predictive pdf of yt+1 is now

p(yt+1 jy t ; X t+1 ) = N (yt+1 ; �̂yt+1 jt ; �� 2
t+1 jt ) (2.13)

whose mean and variance are given by

�̂yt+1 jt = � >
v (x t+1 )

�
� >

t � t +
� 2

"

� 2
�

I 2D

� � 1

� >
t y t (2.14a)

�� 2
t+1 jt = � >

v (x t+1 )
�
� >

t � t

� 2
"

+
I 2D

� 2
�

� � 1

� v (x t+1 )+ � 2
" : (2.14b)

The RF-based GP predictor incurs complexity O(t(2D)2 + (2 D)3) and for t � 2D

it boils down to O(t(2D)2), which clearly renders it more scalable compared to the

conventional GP predictor (2.6). In the next chapter, we will show how GPs can be

used for learning over structured data, whose structure can be captured by a graph,

and will introduce an online and scalable ensemble GP-based method for learning over
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graphs bypassing the need for pre-selecting the appropriate kernel function.
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Chapter 3

Ensemble Gaussian processes for online learning

over graphs with adaptivity and scalability

3.1 Introduction

In recent years, graph-guided semi-supervised learning (SSL) leverages network science

and machine learning tools to bene�t a gamut of applications in several �elds, including

biology, neuroscience, as well as �nancial systems [33]. Given observations from a subset

of nodes, the goal of SSL over graphs is to reconstruct unobserved nodal values by

capitalizing on nodal interdependencies. The scarcity of nodal samples could emanate

from privacy issues or sampling costs. For example, in social networks where nodes

represent users and edges their friendship, users may not be willing to reveal private

information, such as salary, age, or education levels.

In spite of endeavors to handle SSL over graphs, several critical issues remain to be

addressed. To start, most SSL approaches rely on adjacency matrix information from

the entire graph to fuse the nodal observations. In batch form, this not only incurs

prohibitive storage demand for large graphs, but also falls short in accommodating

real-time inference. Secondly, most existing works do not quantify uncertainty which

discourages their adoption in safety-critical applications such as autonomous navigation.

Lastly, quantifying the robustness of SSL over graphs is well motivated especially with

streaming data. Aspiring to ful�ll these desiderata, the ultimate goal of this contribution

is a scalable approach to online learning over graphs with uncertainty quanti�cation,

along with the accompanying performance analysis.

3.1.1 Related work

The following related literature will be outlined to contextualize the current work.

Deterministic graph-guided SSL. Existing SSL approaches rely on smoothness

across nodal features, which amounts to neighboring vertices having similar values.

Smoothness can be e�ected using graph kernels [118, 55, 104], low-rank parametric mod-

els [115], or Gauss-Markov random �elds [145]. Likewise, `graph bandlimitedness' [24],

sparsity, or, overcomplete dictionaries [28] have been utilized for graph-guided SSL.

In the last decade, graph neural network-based approaches that generalize convolution

operators to graph-structured data, have gained popularity thanks to their appealing

12



performance; see, e.g., [53, 64, 140]. Albeit e�ective in various SSL tasks, the afore-

mentioned deterministic approaches necessitate storing the connectivity pattern of all

nodes. This has been alleviated by the recent multi-kernel online approach in [114],

where nodal values are reconstructed based on the corresponding one-hop connectivity

vectors. In spite of being scalable in computational and storage demand, [114] and all

deterministic SSL works so far do not fully quantify uncertainty.

Scalable Gaussian processes (GPs) over graphs. Gaussian processes (GPs) o�er a

nonparametric Bayesian approach to learn a random function along with its probability

density function (pdf) [100]. For graph-guided SSL, GPs have been adopted via graph

kernels that rely on the entire adjacency matrix; see, e.g. [80, 19, 116, 134, 133].

Nonetheless, these are batch approaches that not only require storage of relational

information from the entire graph, but also incur cubic complexity in the number of

nodes N of the graph, which can be prohibitive for large networks. To alleviate the

computational burden, structured approximants of the kernel matrix have been pursued,

the most prevalent of which are the low-rank ones [129, 120, 97, 61, 31, 73]. A well-

known low-rank technique encapsulates the training set throughM � N pseudo-data

with inducing inputs, which are adopted for inference in the test phase. Reducing the

rank of the kernel matrix to M , this procedure incurs complexityO(NM 2) [129, 120, 97].

Another GP-based scalable SSL approach leverages spectral properties of shift-invariant

kernels to o�er random feature (RF) based parametric learning models that can a�ord

complexity comparable to that of inducing points [61, 31].

3.1.2 Contributions

Relative to the aforementioned past works, the work presented in this chapter con-

tributes in �ve directions.

c1) A Bayesian approach is developed based on an ensemble of GP experts to learn

nonlinear functions on graphs with each expert's kernel adjusted online. The

sought nodal value in the resultant graph-adaptive (Grad) EGP is obtained by

mapping the per-node connectivity vector (cf. [114]), hence signi�cantly reducing

storage demand relative to conventional approaches relying on the whole graph.

c2) To further e�ect scalability, each expert in GradEGP leverages the RF approxi-

mation to obtain a parametric learning function model. Meanwhile, encoding the

per-node relational information in the RF vector allows privacy to be preserved
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as in [114].

c3) To account for graph data being non-stationary or adversarially chosen in the

online interactive setup, regret-based analysis is performed, where GradEGP is

benchmarked by the best �xed function approximant with batch data in hindsight.

The cumulative regret over all N nodes is provably sublinear, namelyO(log N ),

which establishes robustness of GradEGP to adversarial settings and unknown

dynamics of the sought function.

c4) Towards leveraging high-order interactions relative to the one-hop connectivity

information, the input vector is formed by the features that characterize the per-

node egonet. Although the notion of egonet has been considered in other graph-

related tasks, including anomaly detection [9] and community identi�cation [112],

this is the �rst time to adopt it in the SSL context.

c5) Tests on synthetic and real datasets corroborate the merits of the proposed method

compared with alternatives.

3.2 Preliminaries and problem formulation

Consider a graphG := fV ; A N g with N nodes andE edges connecting pairs of nodes;

vertex set V := f 1; : : : ; N g collecting the N nodes; andN � N adjacency matrix A N

capturing the node connectivity pattern. The ( n; n0)th entry of A N , namely ann 0 :=

[A N ]nn 0, represents the weighted link connecting nodesn and n0. A real-valued function

or signal on the graph is given by the mappingf : V ! R. Speci�cally, f n is the true

function value at node n, which is then mapped to the observed nodal valueyn . This

could pertain to the regression setting whenyn = f n + "n , where "n is the observation

noise. Alternatively, a classi�cation task is sought if f n belongs to a �nite alphabet,

such as the gender or community memberships of usern in a social network.

Given G and a subset of nodal observationsf yn ; n 2 Og, whereO collects the indices

of nodes with observations, SSL aims at predicting the values or labels of unobserved

nodes f yn ; n 2 Ug, where U := V n O. This extrapolation task can be carried out

either in a batch form, or, in an online incremental mode, where past observations

yn := [ y1; : : : ; yn ]> are used to form the predictor ŷn+1 , before the new datum yn+1

becomes available. Di�erent from batch approaches, the incremental scheme entails

14



considerably reduced data storage especially for large networks, and is well motivated

when the data arenon-stationary or adversarially chosen.

3.2.1 Batch GP based learning over graphs

The aforementioned predictor can rely on a Gaussian process (GP) model, which learns

a nonparametric function estimate along with its associated uncertainty [100]. Although

GP-based learning over graphs has been investigated using anN � N topology-dependent

kernel matrix, here we postulate that the nodal value f n is a function of its N � 1 one-

hop connectivity vector an , the nth column1 of A N , that is, f n = f (an ). Accounting

for higher-order interactions, the nodal value f n can alternatively be a function of the

feature vector aego
n obtained from the so-termed \egonet" of noden in Sec. 3.5. The

ensuing development based on the one-hop connectivity vectoran applies also when the

input is aego
n .

Di�erent from [114] where f is treated as deterministic, f here is viewed as random

drawn from a GP prior, that is f � GP (0; � (a; a0)). This means that with known

input matrix A n := [ a1; : : : ; an ], the joint pdf of the function evaluation vector fn :=

[f (a1); : : : ; f (an )]> is Gaussian distributed 8n; that is,

p(fn ; A n ) = N (fn ; 0n ; K n ) 8n (3.1)

with K n being similarly de�ned as in Chapter 2.

The link of fn with nodal attributes or labels comprising the observed outputsyn :=

[y1; : : : ; yn ]> , is captured by the conditional likelihood p(yn jfn ; A n ) =
Q n

n0=1 p(yn0jf (an0)

) that is assumed factored with known per-node factors. Focusing on the regression

task where p(yn0jf (an0)) = N (yn0; f (an0); � 2
" ) it can be shown that when the one-hop

connectivity vector an+1 of the unobserved noden + 1 arrives, then the predictive pdf

of the corresponding label or nodal valueyn+1 is Gaussian distributed as (c.f. Chapter

2

p(yn+1 jyn ; A n+1 ) = N (yn+1 ; ŷn+1 jn ; � 2
n+1 jn ) (3.2)

1And also its nth row if the adjacency matrix is non-symmetric.
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Data: Kernel dictionary K = f � m gM
m=1 , and number of RFs D

1 Initialization:
2 for m = 1 ; 2; : : : ; M
3 Draw D random vectors f v m

i gD
i =1 ;

4 Set wm
0 = 1=M ;

5 �̂
m
0 = 02D ;

6 � m
0 = � 2

� m I 2D ;
7 end for
8 for node n = 1 ; 2; : : : ; M
9 for m = 1 ; 2; : : : ; M

10 Node n constructs and reveals RF� m
v (an ) via (2.10) ;

11 Obtain per-expert pdf of yn via (3.14);
12 Update wm

n via (3.18);
13 Update per-expert pdf of � m via (3.19);
14 end for
15 end for

Algorithm 3.1: GradEGP for GPR

where

ŷn+1 jn = k>
n+1 (K n + � 2

" I n ) � 1yn (3.3a)

� 2
n+1 jn = � (an+1 ; an+1) � k>

n+1(K n + � 2
" I n ) � 1kn+1+ � 2

" (3.3b)

and kn+1 := [ � (a1; an+1 ); : : : ; � (an ; an+1 )]> . The mean ofp(yn+1 jyn ; A n+1 ) provides a

point prediction of yn+1 and the variance supplements the uncertainty quanti�cation of

this prediction. Albeit interesting, the aforementioned approach necessitates inverting

an n� n matrix, which incurs complexity O(n3) rendering it non-scalable asn grows. To

cope with this challenge, one can rely on the RF approximation described in Chapter

2 that reduces the computational complexity to O(n(2D)2 + (2 D)3) where D is the

number of spectral RFs. It is worth noticing that besides o�ering scalability, the RF-

based parametric model readily accommodates online processing of data samples; see,

e.g., [34, 71], which are not graph-related. In the remainder of this chapter, we will

develop a tractable GP approach to tackle the graph-guided SSL task incrementally.
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3.3 Online graph-adaptive learning with EGPs

To make predictions as new nodes join on-the-
y, existing GP approaches that rely on a

single preselected kernel will fall short in characterizing the upcoming data samples [34].

Aiming at online kernels adaptive to unknown dynamics, and simultaneously a richer

function space, we advocate a GRaph-ADaptive Ensemble ofM GP experts that we

abbreviate as \GradEGP" [88, 87]. Each expertm 2 M := f 1; :::; M g employs a unique

kernel � m chosen from a known dictionaryK := f � 1; : : : ; � M g, to place a GP prior as

f jm � GP (0; � m (a; a0)). With the per-expert prior p(fn jm; A n ) = N (fn ; 0n ; K m
n ) (cf.

(3.1)), the ensemble prior pdf of fn over all GP experts is then given by the Gaussian

mixture (GM)

p(fn ; A n ) =
MX

m=1

wm N (fn ; 0n ; K m
n ) ;

MX

m=1

wm = 1 (3.4)

where the initially unknown weights f wm gM
m=1 (wm 2 [0; 1]) can be viewed as probabil-

ities, each m representing how likely f is to have been drawn from the GP of expert

m. Considering the incremental learning setup, these weightswm
n := Pr( mjyn ; A n ), are

adapted with the sequential arrival of nodal observations on the graph.

To e�ect scalability, each expert m seeks the low-rank approximant ofK m
n via the

RF vector (2.10) that is formed by drawing i.i.d. vectors f v m
i gD

i =1 from � m
�� , the pdf of

�� m . Then, expert m obeys the following generative model of the linear function of the

parameter vector � m

p( �f (a)j� m ; m) = � ( �f (a) � � m>
v (a)� m ) (3.5a)

� m � N (� m ; 02D ; � 2
� m I 2D ) : (3.5b)

The RF-based parametric function allows each expert to summarize past data in the

posterior p(� m jyn ; m; A n ), which readily aids the prediction for upcoming nodes. Sub-

sequently, we will show how incremental learning is enabled by propagating this per-

expert posterior pdf and weight wm
n , as each new node joins on-the-
y. Each iteration

in GradEGP consists of the following prediction and correction steps.

Prediction. With the arrival of an+1 of node n + 1, the RF vector � m
v (an+1 ) is
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constructed as in (2.10) and with the posterior p(� m jym ; m; A n ) available from slot n,

the per-expert predictive pdf of �f (an+1 ) is obtained by applying Bayes rule and TPT

p( �f (an+1 )jyn ; m; A n ) =
Z

p( �f (an+1 );� m jyn ; m; A n )d� m

=
Z

� ( �f (an+1 ) � � m>
v (an+1 )� m )p(� m jyn ; m; A n )d� m (3.6)

based on which the predictive pdf ofyn+1 is given by

p(yn+1 jyn ; m; A n+1 ) (3.7)

=
Z

p(yn+1 j �f (an+1 ))p( �f (an+1 )jyn ; m; A n )d �f (an+1 ) :

The ensemble predictive pdf is expressed by leveraging the sum-product probability rule

as

p(yn+1 jyn ; A n+1 ) =
MX

m=1

Pr(mjyn ; A n )p(yn+1jyn ;m;A n+1 )

=
MX

m=1

wm
n p(yn+1 jyn ; m; A n+1 ) : (3.8)

Using the ensemble predictive pdf, we can update the RF vector posterior in the ensuing

correction step.

Correction. Upon acquiring the nodal value or labelyn+1 of noden+1, the per-expert

Bayesian loss is de�ned as [48]

lmn+1 jn := � logp(yn+1 jyn ; m; A n+1 ) : (3.9)

while the ensemble Bayesian loss is given by

`n+1 jn := � logp(yn+1 jyn ; A n+1 )

= � log
MX

m=1

wm
n exp

�
� lmn+1 jn

�
: (3.10)

With wm
n available from the previous slotn, the per-expert weight is updated via lmn+1 jn
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and `n+1 jn as follows

wm
n+1 = Pr( mjyn+1 ; A n+1 )

=
Pr(mjyn ; A n )p(yn+1 jyn ; m; A n+1 )

p(yn+1 jyn ; A n+1 )

= wm
n exp(`n+1 jn � lmn+1 jn ) ; m = 1 ; : : : ; M : (3.11)

Simultaneously, the per-expert posterior pdf of� m is updated usingyn+1 via Bayes rule

p(� m jyn+1 ;m;A n+1)=
p(� m jyn ;m;A n)p(yn+1 j� m;m; an+1)

p(yn+1 jyn ; m; A n+1 )
(3.12)

where p(� m jyn ;m;A n) is available from slot n, p(yn+1 j� m;m; an+1) = p(yn+1 j� m>
v (an+1 )

� m ) is the known likelihood, and p(yn+1 jyn ; m; A n+1 ) is the predictive pdf of yn+1 ,

which is available from the prediction step.

Next, we will specialize our general two-step GradEGP approach to regression, where

the per-expert posterior and weight updates can be obtained in closed form, but also to

supervised classi�cation using the Laplace approximation.

3.3.1 GradEGP for regression with closed-form updates

In GPR, the per-expert Gaussian likelihood p(yn j� m ; m; an ) = N (yn ; � m>
v (an )� m ; � 2

" )

along with the per-expert Gaussian prior p(� m jm) allow expert m to summarize the

past nodal observationsyn in the posterior

p(� m jyn ; m; A n ) = N (� m ; �̂
m
n ; � m

n ) : (3.13)

Before accounting for noden + 1, expert m constructs the RF vector � m
v (an+1 ) via

(2.10), and then leverages the known posterior (3.13) to predict the pdf ofyn+1 as

p(yn+1 jyn ; m; A n+1 ) = N (yn+1 ; ŷm
n+1 jn ; (� m

n+1 jn )2) (3.14)

where the predicted mean and variance are

ŷm
n+1 jn = � m>

v (an+1 )�̂
m
n (3.15a)

(� m
n+1 jn )2 = � m>

v (an+1 )� m
n � m

v (an+1 ) + � 2
" : (3.15b)
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Taking into account all M experts, the ensemble predictive pdf ofyn+1 is given by the

GM

p(yn+1 jyn ; A n+1 )=
MX

m=1

wm
n N (yn+1 ; ŷm

n+1 jn ; (� m
n+1 jn )2) : (3.16)

Therefore, the minimum mean-square error (MMSE) predictor ofyn+1 , along with the

corresponding variance, are

ŷn+1 jn =
MX

m=1

wm
n ŷm

n+1 jn (3.17a)

� 2
n+1 jn =

MX

m=1

wm
n [(� m

n+1 jn )2+( ŷn+1 jn � ŷm
n+1 jn )2] : (3.17b)

When yn+1 becomes available, expertm updates the weight wm
n via Bayes' rule as

wm
n+1 =

wm
n N (yn+1 ; ŷm

n+1 jn ; (� m
n+1 jn )2)

P M
m0=1 wm0

n N (yn+1 ; ŷm0

n+1 jn ; (� m0

n+1 jn )2)
: (3.18)

Meanwhile, the posterior of � m is propagated via Bayes' rule

p(� m jyn+1 ;m;A n+1) = N (� m ; �̂
m
n+1 ; � m

n+1 ) (3.19)

where

�̂
m
n+1 = �̂

m
n +( � m

n+1 jn ) � 2� m
n � m

v (an+1 )(yn+1 � ŷm
n+1 jn ) (3.20a)

� m
n+1 = � m

n � (� m
n+1 jn ) � 2� m

n � m
v (an+1 )� m>

v (an+1 )� m
n (3.20b)

The proposed approach incurs per-iteration complexityO(M ((2D)2 + 2DN )), con�rm-

ing that the GradEGP Algorithm 1 is scalable, besides constructing a richer function

space. Compared with the deterministic multi-kernel approach [114], GradEGP o�ers

extra uncertainty quanti�cation via (3.20b) at the cost of complexity increase due to

the second-order updates it relies on.
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3.3.2 GradEGP for classi�cation with Laplace approximation

In EGP-based classi�cation, the conditional likelihood is non-Gaussian likelihood, and as

a result the per-expert parameter posterior possesses no analytical expression. However,

it can be approximated by a tractable Gaussianp(� m jyn ; m; A n ) � N (� m ; �̂
m
n ; � m

n )

in the online setting. This Gaussian approximant enables each expert to predict the

probability mass function of yn+1 in (3.8) via Monte-Carlo sampling, or through probit

approximation of the logistic likelihood; see, e.g. [78, Chapter 8.4.4.2].

Upon receiving yn+1 , the per-expert weight can be readily updated via (3.11) with

per-expert loss available from the prediction step. Further, the Laplace approximation

yields a Gaussian approximant for the posterior asp(� m jyn+1 ; m; A n+1 ) � N (� m ; �̂
m
n+1 ;

� m
n+1 ), with moment updates given by

�̂
m
n+1 = arg max

� m
logp(� m jyn ;m; A n)+log p(yn+1 j� m; an+1 ) (3.21a)

(� m
n+1 ) � 1 = ( � m

n ) � 1 �r 2
� m logp(yn+1 j� m; an+1 )

�
�
�
� m

= �̂
m

n +1

(3.21b)

where �̂
m
n+1 corresponds to the maximum a posteriori solution that can be obtained

using Newton's iteration.

A few remarks are now in order.

Remark 1 (Privacy considerations). The per-expert prediction and correction

steps do not require direct access toan . Instead, the only information needed from

each node is the RF vector, which can be viewed as an encryption of the original input

vector. Thus, similar to [114], the proposed GradEGP preserves privacy of the relational

information in the graph.

Remark 2 (Comparison with graph neural networks (GNNs). With their well-

documented performance granted, thedeterministic and batch GNN based approaches

(see e.g. [53]) do not come with uncertainty quanti�cation, but also incur substantially

higher computational and storage overhead, relative to the novelonline and incremental

GradEGP. In addition, GNNs require a computationally demanding training phase to

�t graph data of large size, whereas GradEGP performs scalable online updates of

the per-expert weight and posterior. As for storage requirements, while GNN-based

methods entail storing connectivity pattern and features over all nodes, GradEGP at

each iteration n relies on only relational information between noden and its direct
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neighbors (and edges connecting these neighbors if the egonet features are considered

in Sec. 3.5), thus signi�cantly saving data storage especially for large networks. Also,

the need for additional nodal features discourages GNNs from applications where these

features are unavailable due to privacy concerns, what could be readily accommodated

by GradEGP.

Remark 3 (Generalization error). Besides predicting and processing nodal values

in an incremental fashion, GradEGP can be leveraged to obtain the generalization error

on unobserved nodes once all nodal observations have been processed.

3.4 Performance Analysis

Recall that GradEGP inference hinges upon the generative model of thef prior in (6.7),

and the conditional data likelihood p(yn jf (an )). Accounting for imperfect knowledge of

these pdfs even when data are chosenadversarially, motivates the performance evalua-

tion based on the notion ofregret analysisthat is also popular in online convex optimiza-

tion [37]. Concretely in our context, the cumulative loss incurred by the GradEGP-based

estimate of the learning function will be benchmarked by its counterpart loss of a best

�xed function f � obtained with data in hindsight. This leads to de�ning the static

regret as

R(N ) :=
NX

n=1

`njn� 1 �
NX

n=1

L (f � (an ); yn ) (3.22)

where `njn� 1 is the ensemble online Bayesian loss in (3.10) captured by the negative

predictive log-likelihood (NPLL); while L (f � (an ); yn ) := � logp(yn jf � (an )) is the the

per-node negative log-likelihood (NLL) loss associated with the benchmarkf � . Al-

though the loss incurred by GradRaker, and the benchmark come in di�erent forms,

they are both likelihood functions. Such a way of de�ning regret for Bayesian approaches

has also been leveraged in [48] and [49].

Before upper boundingR(N ) in (3.22), we will �rst go after the benchmark f � with

data f A N ; yN g in hindsight. To this end, the best function values estimate f̂N along

with the optimal weights f ŵm g of the EGP prior are obtained by maximizing the batch
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function posterior p(fN jyN ; A N ) / p(fN ; A N )p(yN jfN ; A N ), as

(f̂N ; f ŵm g) = arg max
fN ;f wm g;

P
m wm =1

p(yN jfN ; A N )
MX

m=1

wm p(fN jm; A N )

The solution of this maximization problem is ŵm = 0 for m 6= m� and ŵm �
= 1, which

means that only one expert, denoted bym� , contributes to the function estimate for

n = 1 ; :::; N . Consequently, the optimal function estimate is

f̂N = arg max
fN

p(fN jm� ; A N )p(yN jfN ; A N ) : (3.23)

Because� m spans a unique Hilbert spaceH m [100], the optimal f̂ m �
is obtained

from (3.23) as

m� 2 arg min
m=1 ;:::;M

NX

n=1

L (f̂ m (an ); yn ) +
1
2

kf̂ m k2
H m (3.24)

where f̂ m (�) is the per-expert optimal function estimator

f̂ m (�) 2 arg min
f m 2H m

NX

n=1

L (f m (an ); yn ) +
1
2

kf m k2
H m : (3.25)

Next, we substitute f � = f̂ m �
in (3.22), and proceed with our regret analysis, under the

following assumptions.

(as1) The NLL L(hn ; yn ) is continuously twice di�erentiable with j d2

dh2
n

L (hn ; yn )j � c,

8hn ;

(as2) The NLL L(hn ; yn ) is convex, and has bounded derivative with respect tohn ; that

is, j d
dhn

L (hn ; yn )j � L ;

(as3) Kernels f �� m gM
m=1 are shift-invariant, standardized and bounded, namely,

�� m (an ; an0) � 1; 8an ; an0.

Conditions in (as1) and (as2) are satis�ed by various likelihood forms in GP-based

learning, including the Gaussian in regression and the logistic one in classi�cation.
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Although the latter requires numerical integration or approximation techniques, the

ensuing results hold as long as the approximations are accurate enough. Regarding

(as3), it holds for several kernels including Laplace, Gaussian, and Cauchy ones.

Toward upper bounding the static regret of GradEGP in (3.22), the following lemma

will come handy.

Lemma 1. Under (as1) and (3.5b), the di�erence between the cumulative online

Bayesian loss incurred by GradEGP overN nodes, and the one incurred by any GP

expert m possessing RF-based parametric model with �xed� m
� , is bounded by

NX

n=1

`njn� 1 �
NX

n=1

L (� m>
v (an )� m

� ; yn ) �
k� m

� k2

2� 2
� m

+ D log
�

1 +
N� 2

� m

2D

�
+ log M (3.26)

Proof: See Appendix A.

The benchmark function in Lemma 1 is the RF-based linear one with the per-expert

�xed parameter vector, which will be further bounded relative to the best function

estimator in the original Hilbert space, in order to obtain the ultimate regret bound

established in the next theorem.

Theorem 1: Under as(1)-as(3) and with f̂ m �
belonging to the Hilbert spaceH m �

induced by� m �
(m� 2 M ), for a �xed � > 0, the following bound holds with probability

at least 1 � 28( � m �

� )2 exp
�

� D� 2

4d+8

�

NX

n=1

`njn� 1 �
NX

n=1

L (f̂ m �
(an ); yn ) (3.27)

�
(1 + � )C2

2� 2
� m �

+ D log

 

1 +
Nc� 2

� m �

2D

!

+ log M + �LNC

where C is a constant, and � 2
m � := E� m �

��
[kv m �

k2] is the second-order moment ofv m �
.

Setting � = O(log N=N ), the static regret in (3.22) boils down to

R(N ) = O(log N ) : (3.28)
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Figure 3.1: The egonet of the red node comprises the node itself and its one-hop neigh-
bors (blue nodes). Besides edges (black lines) connecting red and blue nodes, the egonet
includes orange lines capturing interactions among blue nodes.

Proof: See Appendix A.

With GradEGP's cumulative regret being sublinear in N , the average regret per node

will go to 0 as N grows. This asymptotic no-regret behavior manifests the robustness of

GradEGP to the worst-case scenario, where data samples can be nonstationary or even

are adversarially drawn.

3.5 Per-node egonet features

The one-hop connectivity vectoran captures only relational information between noden

and its direct neighbors, which may exhibit limited representation power, and thus com-

promise prediction performance. Aiming to boost the prediction accuracy, additional

nodal featuresxn , if available, could be included by modelingf with the concatenated

input vector [ a>
n x>

n ]> per noden. If xn is not available, higher-order interactions could

be leveraged by relying on the notion of \egonet", which has been applied in various
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graph-aware tasks; see, e.g., [9] for anomaly detection and [112] for community de-

tection. The remainder of this section explores the novel adoption of egonets in the

graph-guided SSL context.

Speci�cally, the egonet of noden is de�ned as the subgraph consisting of noden

itself, its one-hop neighbors, and all the edges connecting them from the original edge

set. Let A ego
n be the adjacency matrix of noden's egonet, where entries concerning

nodes not in the egonet are set to 0. A representative example of a node's egonet is

depicted in Fig. 3.1.

We will leverage A ego
n to construct the per-node feature vector aego

n , which can

summarize the characteristics of noden's egonet. Here,aego
n is chosen to encode the

importance of the nodes in the egonet via the notion of \vertex centrality"[54]. The

simplest form of vertex centrality is the degree of noden, which is the sum of all entries

in an . In addition, the importance of a node through the impact of its neighbors is

captured by the eigenvector centrality, which per nodem is

cn
Ei (m) = �

X

m02N n
m

cn
Ei (m

0) (3.29)

where N n
m contains the neighbors of nodem in egonet A ego

n . Collect the values of

eigenvector centrality across nodes incn
Ei := [ cn

Ei (1); : : : ; cn
Ei (N )]> . It has been shown

in [11] that cn
Ei and � can be obtained by solving the eigendecomposition problem2

A ego
n cEi = � � 1cEi , where � � 1 is the largest eigenvalue ofA ego

n and cn
Ei is the associated

eigenvector. It is worth stressing that the sparse structure ofA ego
n renders the afore-

mentioned eigendecomposition computationally a�ordable, especially when the power

iteration technique is employed. Besides the degree and the eigenvector centrality,aego
n

could contain values representing other characteristics of the egonetA ego
n , including edge

centrality, clustering coe�cient, as well as network cohesion; refer to [54, Chapter 5] for

a detailed account of these metrics. Having available the per-node egonet featuresaego
n

as the input to the sought function, online prediction for yn can be readily performed

using our novel GradEGP approach [89]. The performance of including such egonet

features will be investigated in Sec. 3.6.

2The positive de�nite matrix A ego
n A ego>

n can be used instead ofA ego
n .
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Figure 3.2: nMSE performance on the synthetic dataset.

Figure 3.3: Uncertainty quanti�cation of GradEGP on synthetic data, where blue lines
denote the predicted, black lines the true values, and the red lines� � con�dence inter-
vals.
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Figure 3.4: GradEGP regret (3.22) on the synthetic SBM dataset

Figure 3.5: nMSE performance on the Email-Eu dataset.
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Figure 3.6: Uncertainty quanti�cation of GradEGP on the Email- Eu data, where blue
lines denote the predicted, black lines the true values, and red lines� � con�dence
intervals.

3.6 Numerical tests

In this section, tests are conducted for regression using synthetic and real graph datasets

to corroborate the e�ciency and e�ectiveness of the novel GradEGP approach. The

competing alternatives consist of three kernel-based approaches, namely GradRaker

[114], which is an online RF-based deterministic multi-kernel approach, kernel ridge

regression (KRR) based on the di�usion kernel [104], and the graph-guided single GP

(cf. (3.3)). For GradEGP and GradRaker, we set the number of RFs to D = 50

and adopt a kernel dictionary that comprises 11 squared exponential kernels whose

characteristic lengthscales are chosen fromf 10kg6
k= � 4. The plain-vanilla GP utilizes

the best-performing kernel from the dictionary. As �gures of merit we used the running

time and the normalized mean-square error (nMSE), which is de�ned as nMSEn :=

n� 1 P n
n0=1 (yn0 � ŷn0jn0� 1)2=s2

y with s2
y denoting the sample variance ofyN . The reported

performances correspond to the average over 50 independent runs. Besides the one-hop

connectivity vector, the e�ects of including additional nodal features or per-node egonet

features as input will be investigated for GradEGP.
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Figure 3.7: nMSE performance on the Temperature dataset.

3.6.1 Synthetic data

An undirected synthetic network is generated based on the stochastic block model with

N = 60 nodes andC = 6 communities, as in e.g., [95]. The true values over all the nodes

are given by the eigenvector that corresponds to the lowest nonzero (second smallest)

eigenvalue of the graph Laplacian matrix3. Here, we only consider GradEGP with input

given by the per-node one-hop connectivity vectoran .

Fig. 3.2 showcases the superior nMSE performance of GradEGP relative to the

competitors as new nodes join incrementally. Clearly, the signi�cantly lower nMSE of

GradEGP over the single-expert GP highlights the merits of the ensembles that can

e�ectively combine and adapt the weights of GP experts for each prediction. Also, the

greatly reduced running time of GradEGP relative to GP in Fig. 3.11(a) demonstrates

the computational e�ciency e�ected by the RF approximation. Although slightly more

scalable than GradEGP due to the �rst-order gradient update, GradRaker is markedly

outperformed by GradEGP in terms of nMSE. Regarding KRR, it not only achieves

higher nMSE, but also entails more running time than GradEGP as con�rmed by Fig. 3.2

and Fig. 3.11(a). Fig. 3.3 depicts the 1� � con�dence intervals that quantify the

3The smallest eigenvalue of the Laplacian matrix is 0, and the associated eigenvector is an all-one
vector [54].
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Figure 3.8: Uncertainty quanti�cation of GradEGP-feat on the Temperature data. Blue
lines denote the predicted, black lines the true values, and red lines� � con�dence
intervals.

uncertainty of the GradEGP function estimate. In addition, the cumulative regret of

GradEGP (cf. (3.22)) is plotted as a function of N in Fig. 3.4, where it can be observed

that the regret is upper bounded by O(logN ), as established in Theorem 1.

3.6.2 Email-Eu prediction

The Eu-core email network is generated using emails fromN = 1 ; 005 individuals of a

large European research institute, where an edge (n; n0) is nonzero only if personn has

sent personn0 at least one email [63]. The target nodal values are the ground-truth

community memberships of the nodes, which are deemed as real and continuous to form

a regression task.

The nMSE performance of all competing approaches are depicted in Fig. 3.5, where

it is evident that GradEGP achieves the lowest prediction error. Regarding the running

time in Fig. 3.11a), GradEGP outperforms all other alternatives. It is worth mentioning

that GradEGP has lower time complexity than GradRaker especially as the graph size

grows. Fig. 3.6 quanti�es the uncertainty of the GradEGP estimator.
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Figure 3.9: nMSE performance on Network delay dataset.

3.6.3 Temperature prediction

In this dataset, the National Climatic Data Center records the hourly temperature of

N = 109 measuring stations across the continental United States in 2010 [1]. A sym-

metric graph is constructed with edge weights depending on the geographical distances

of these stations, as in [69]. Besides GradEGP that predicts the targeted nodal values

based on the one-hop connectivity vectoran , we also explore a GradEGP variant, ab-

breviated as \GradEGP-feat," which forms the input vector by concatenating an with

the additional nodal features given by temperature values from the previous 100 slots.

Similarly, \GradRaker-feat" is also tested.

Fig. 3.7 shows that GradEGP-feat enjoys the lowest nMSE as nodal observations

accumulate. Compared with GradEGP and GradRaker, incorporating additional nodal

features can boost the prediction performance at negligible extra running time, as con-

�rmed by Fig. 3.11(b). On the other hand, the competitive nMSE performance of

KRR is accompanied with considerably higher time complexity than GradEGP and

GradEGP-feat. Also, KRR falls short in accommodating extra nodal features when

available. Fig. 3.8 quanti�es the uncertainty of the best-performing GradEGP-feat

through � credible intervals.
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Figure 3.10: Uncertainty quanti�cation of GradEGP-feat on Network delay data. Blue
lines denote the predicted, black lines the true, and red lines� � con�dence intervals.

3.6.4 Network delay prediction

This dataset records the delays ofN = 70 paths, each connecting two of 9 end-nodes

on the Internet2backbone [4]. A symmetric graph is constructed based on the common

links between any two paths as in [69]. The target values are the delays of all 70 nodes at

some time slot. In addition to GradEGP, we also consider GradEGP-feat, which takes

delay measurements from previous 50 slots as additional features, as well as GradEGP-

ego, which uses the per-node egonet features as input vector. In line with Sec. 3.5, these

egonet features include the degree of each node, and the eigenvector centrality that is

given by the eigenvector associated with the largest eigenvalue ofA ego
n A ego>

n , with A ego
n

denoting the adjacency matrix corresponding to the egonet of noden.

From the nMSE curves of the competing approaches in Fig. 3.9, GradEGP-feat

stands out since the delay observations from the previous slots can remarkably aid the

prediction task at a subsequent time. Further, the superior performance of GradEGP-

ego over GradEGP manifests the bene�ts of leveraging higher-order interactions from

the egonet features. In addition, the GradEGP based variants consistently outperform

the GradRaker based counterparts in nMSE, which is the other way around when it

comes to the running time as in Fig. 3.11(b). This is reasonable because second-order
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(a) (b)

Figure 3.11: CPU time (ms) in logarithmic scale for Synthetic SBM; Email-Eu (left)
and Temperature; Network delay (right) where additional nodal and egonet features are
included

updates in GradEGP converge faster than the �rst-order based ones in GradRaker at

the cost of higher computational complexity. As also observed in Fig. 3.11(b), while

GradEGP-feat is comparable with GradEGP in running time, GradEGP-ego is compu-

tationally more expensive than the latter, since eigendecomposition is entailed to obtain

the egonet features.

3.7 Conclusions

This chapter introduced a GP-based graph-guided SSL approach with quanti�able un-

certainty. The resultant online incremental algorithm o�ers considerable savings in data

storage especially for large networks. Capitalizing on RFs for scalability, an ensemble of

GP experts was utilized to adaptively select the appropriate EGP kernels, and predict

the targeted nodal value of a new-joining node on-the-
y. The so-termed GradEGP

scheme leverages an encrypted version of either the per-node one-hop connectivity vec-

tor or the corresponding egonet features, hence promoting privacy. Regret analysis

was conducted to benchmark the performance of GradEGP accounting for data sam-

ples that are chosen adversarially. Experimental results on real and synthetic networks

corroborated the e�ectiveness of the novel GradEGP scheme.

Yet, GradEGP may require a su�cient number of nodal observations to perform

well, which may not be available due to sampling cost constraints or privacy considera-

tions. In the next chapter, we will show how to cope with this challenge relying on the

active learning paradigm for both unstructured and graph data, so that to achieve good
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prediction performance using only a few yet representative training or labeled data.
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Chapter 4

Weighted ensembles for adaptive active learning

4.1 Introduction

Identifying machine learning models usually relies on a su�cient number of labeled

input-output data pairs, which may not be feasible due to labeling costs or privacy con-

cerns in a number of application domains, including healthcare [40], computer vision [51],

robotics [126], graph signal processing [10], and wireless networks [124]. To cope with

sampling cost constraints, active learning (AL) selects a set of most informative data

to label incrementally [108, 130]. For instance, consider the channel modeling task in

wireless communications, where the goal is to �nd the mapping from the environment

features to the channel impulse response. How to select the few most representative

input-output pairs to e�ectively and e�ciently learn such a mapping is of great im-

portance for subsequent tasks including beamforming, transmission, as well as sensing.

This selection process can bene�t from a statistical model for the learning functionf (x)

that maps each input feature vector x � to the output/label y� [20]. Capable of learning

nonlinear functions with uncertainty quanti�cation in a sample-e�cient fashion, Gaus-

sian processes (GPs) are widely adopted to model the aforementionedf in AL; see

e.g., [59, 51]. Given labeled samplesf x � ; y� gt
� =1 collected in the set L t , GP modeling

yields a function posterior probability density function (pdf) p(f (x)jL t ). For regression,

the latter is Gaussian with mean and variance available in closed form, while the model

uncertainty captured by the variance is essential to guide the selection of subsequent

instances to be queried.

The expressiveness of GP models depends on how well the chosen covariance (kernel)

is adapted to the data at hand. Typically, GP-based AL approaches rely on a single

kernel with preselected form, which may exhibit limited expressiveness for AL, where

labeled data are collected incrementally. On par with this online interactive operation, a

key desideratum is a more expressive function space to improve adaptation to the labeled

instances on-the-
y. Besides expressiveness of the function model, the AL performance is

critically a�ected by the data acquisition rule. For regression, GP-AL typically leverages

the function variance to select the next instance to be queried. Devising alternative

acquisition rules for more expressive GP models is an open problem. Clearly, with

multiple acquisition rules available, devising a strategy to combine and adapt them will
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be conducive to robust performance1 across tasks.

To address the aforementioned challenges, our contributions here can be summarized

in the following aspects.

c1) Relative to GP-based AL that relies on a single GP with apreselectedkernel, we

introduce weighted ensembles(E) of GPs for enhanced expressiveness with weights

capturing the contributions of individual GP models, and adapting to labeled data

collected online.

c2) Utilizing the advocated EGP model, we devise a suite of acquisition functions

(AFs), including novel weighted ensemblesof AFs that further robustify perfor-

mance.

c3) Our thorough tests on synthetic and real data corroborate the impressive merits

of GP and AF ensembles.

4.2 Related works

This section outlines the context of the present work.

Statistical models for AL. The performance of model-based AL depends critically on

the chosen statistical model. GPs are widely used because they come with uncertainty

quanti�cation and sample e�ciency [59, 51, 102, 125, 94]. However, most of the existing

approaches operate in a batch mode and rely on a preselected GP kernel with limited

expressiveness, which may fall short in characterizing the incrementally collected data

in AL. To that end, existing approaches aim to accommodate online GP model updates

and inference as new coming data are processed in an online fashion [143, 123, 76,

12, 83]. Yet, they rely on a single GP model which may con�ne the expressiveness of

the sought function. Broadening the scope of a single GP, a mixture of GPs is viable

by training each GP component on a subset of labeled data [144]. This GP mixture

model can account for multi-modalities in the function space but needs to be re�tted

per iteration using nontrivial variational methods. On the other hand, the proposed

EGP model requires minimal re�tting e�orts and trains each GP on the whole labeled

set. Apart from GP mixtures, the work in [102] considers a fully Bayesian approach and

can be viewed as an ensemble approach with in�nite number of members since a pdf is

1 In the present work, the term `robustness' refers to the consistency or stability in the superior
empirical performance of a certain method across di�erent scenarios.
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maintained for the hyperparameters of GPs. Although e�ective, it relies on Hamiltonian

Monte Carlo (HMC) sampling to approximate the posterior pdf of the hyperparameters

which can prove to be computationally challenging. To alleviate this challenge, the

work in [103] constructs a mixture of GPs relying on di�erent sets of parameters drawn

from a prior pdf with each set representing a GP. Besides GP-based statistical models,

Bayesian convolutional networks have been leveraged for image data [30].

Acquisition rules for AL. The acquisition function (AF) also plays a performance-

critical role in AL. Di�erent AFs have been devised based on distinct selection criteria,

learning tasks, as well as whether or not a statistical model is capitalized on; see e.g.,

[108]. In GP-AL settings, the quanti�able uncertainty o�ered by the function posterior

variance is leveraged to build the variance [51], entropy [58, 85], and mutual information

[58] - based AFs. Inspired by the intuition that uncertainty increases at instances far

away from the labeled set, [86, 139, 65] adopt AFs that rely on the distance of an

instance from the labeled set. Beyond statistical learning models for the regression

task, linear and nonlinear regression learning models are coupled with the `Expected

Model Change' (EMC) AF to select instances that cause the largest change on the

corresponding learning model [14]. In [13], the so-termed `Query by Committee' (QBC)

AF is employed, which selects the instance in which the committee members disagree the

most. Similar disagreement based criteria are presented in [43]. Albeit interesting, these

approaches fall short in uncertainty quanti�cation which can e�ectively and e�ciently

guide the AL process.

Selection of AFs. How to appropriately select the AF from the available choices

usually calls for domain expertise. It has been shown empirically that no acquisition

rule excels in all tasks [42]. This motivates a strategy that can combine and adapt

candidate selection rules. [66] and [56] learn or/and select the acquisition rule in a

data-driven fashion, but necessitate additional training data to learn the acquisition rule

o�ine with possibly prohibitive complexity. On the contrary, the advocated weighted

ensemble of AFs method combines all candidate AFs on-the-
y without need for a

training phase. Ensemble acquisition rule has also been leveraged in [42] by adapting

the multi-armed bandit framework with each arm representing an acquisition rule. In

spite of this similarity, the advocated di�ers from [42] in the following three aspects i)

it relies on a small validation set to evaluate the performance of each individual EGP-

based AF, whereas the per-AF loss in [42] is de�ned as the estimated test error; ii)

rather than selecting a subset of the AFs based on a certain rule in [42], it selects the
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next query instance by optimizing a weighted combination of all AFs; and iii) it updates

the per-AF weight by knowing the losses of all AFs, which is di�erent from the bandit

setting in [42], where only losses of the selected AFs are revealed. Part of this work is

presented in [90] which accounts only for graph-guided learning.

Kernel selection for GPs. Adaptively choosing the form of the kernel from training

data has been reported for conventional GP learning; see, e.g., [127, 25, 52, 77]. These

approaches usually operate in a batch o�ine mode, and rely on a large number of

samples { what discourages their use for AL, where data are not only acquired online,

but are also scarce due to the potentially high labeling cost. Recently, an online scalable

kernel selection approach has been introduced that combines a set of GP experts in a

Bayesian model averaging fashion [72]. Still, the focus is not on AL, which entails

additional design of the AF.

4.3 Preliminaries

This section outlines the motivation and preliminaries for the AL approach of interest.

Typical learning approaches boil down to estimating the mappingf (�) that relates

the d � 1 input feature vector x � to the output y� (that is either a real number in

regression or it belongs to a �nite alphabet in classi�cation) as x � ! f (x � ) ! y� . This

estimation task relies on a su�cient number of labeled training samples f x � ; y� gT
� =1 .

In several applications however, the input can be readily obtained whereas the corre-

sponding label can be expensive to acquire due to sampling costs or privacy concerns. In

healthcare for instance, many labels describing the medical condition of patients may not

be revealed to preserve con�dentiality. Faced with this challenge, one can resort to the

AL paradigm, which judiciously and proactively selects the most informative instances

to label so that the sought mapping can be inferred in asample-e�cient manner.

AL starts with a small-size set L 0 := f (x � ; y� )g0
� = � L 0+1 of labeled samples,2 and a

larger collection of unlabeled featuresU0 := f xu
� gU0

� =1 (L 0 � U0). Given corresponding

sets L t and Ut up to index t > 0, model-based AL entails a statistical function model,

namely the pdf p(f (x)jL t ). The latter is utilized by the so-termed acquisition function

2The negative instance index here is used for notational brevity as more labeled data are included
next.

39



(AF) � (�) to select the instancex t+1 from the corresponding unlabeled setUt , as [20]

x t+1 = arg max
x 2U t

� (x ; L t ) : (4.1)

Intuitively, � is chosen to guide exploration of the spacef (�) belongs to, which hinges

on quantifying the uncertainty of the belief model p(f (x)jL t ). Upon querying an oracle

for the associated labelyt+1 , the labeled set is then augmented with the new pair and

the feature vector is removed from the unlabeled set, that isL t+1 := L t [ f (x t+1 ; yt+1 )g

and Ut+1 := Ut n f x t+1 g. Apparently, the two critical choices are the model for f , and

the AF design for � . Focusing on the regression task, we will outline the GP-based

model for f , and the associated acquisition rules next.

4.3.1 GP-based active learning

GPs estimate a nonparametric function model in a sample-e�cient manner, while also

o�ering quanti�cation of the associated model uncertainty [99]. Sample e�ciency jus-

ti�es their wide adoption in AL. The GP model postulates f as being randomly drawn

from a GP prior; that is f � GP (0; � (x ; x0)) with � (x ; x0) being a positive-de�nite

kernel function that measures the pairwise similarity between two distinct inputs x

and x0. With > denoting transposition, this means that the random vector f t :=

[f (x1) : : : f (x t )]> consisting of the function evaluations at instancesX t := [ x1 : : : x t ]
>

is Gaussian distributed as p(f t jX t ) = N (f t ; 0t ; K t )(8t), where K t denotes the t � t

covariance matrix whose (i; j ) entry is [K t ]i;j = cov( f (x i ); f (x j )) := � (x i ; x j ) [99].

With y t := [ y1 � � � yt ]> denoting the (possibly noisy) output data, it can be shown

that in the regression task where the per-datum likelihood is expressed asp(y� jf (x � ))

= N (y� ; f (x t ); � 2
n ), the posterior pdf of f (x) is [99]

p(f (x)jy t ; X t ) = N (f (x); � t (x); � 2
t (x)) (4.2)

where

� t (x) = k>
t (x)(K t + � 2

n I t ) � 1y t (4.3a)

� 2
t (x) = � (x ; x) � k>

t (x)(K t + � 2
n I t ) � 1k t (x): (4.3b)

and k t (x) := [ � (x1; x); : : : ; � (x t ; x)]> .

Note that the mean in (4.3a) is a point prediction of f (x), while the variance in

40



Data: U0, L 0, K
1 for t = 0 ; : : : ; T
2 Obtain p(f (x)jL t ) via � t ;
3 Selectx t+1 based on one from (4.15)- (4.17), (4.19)-(4.20);
4 Query the oracle to obtain yt+1 ;
5 L t+1 := L t [ f (x t+1 ; yt+1 )g, Ut+1 := Ut n f x t+1 g;
6 end for

Algorithm 4.1: RF-based EGP-AL.

(4.3b) quanti�es the associated uncertainty. In the AL context, this uncertainty is used

by the acquisition function that selects the next query instance as

x t+1 = arg max
x 2U t

� 2
t (x) : (4.4)

It is worth mentioning that for a Gaussian pdf, (4.4) is tantamount to maximizing the

entropy [75].

The posterior mean and variance in (4.3) rely on allt instances in X t to form K t ,

and the associated complexity for its inversion is thusO(t3). Although this complexity

can be a�ordable in AL where t is small, it can be further reduced. In addition, � t (x)

and � 2
t (x) require direct access tof x � gt

� =1 , which may be discouraged due to privacy

concerns as in e.g medical records and �nancial statements. Further, GP-based AL

relies on a preselected kernel function, which may exhibit limited expressiveness. These

limitations can be ameliorated through our novel ensemble approach that leverages also

random spectral features, as delineated next.

4.4 Ensemble GPs for AL

The chosen function model a�ects critically the performance of AL approaches. Unlike

most existing works that rely on a single GP with a preselectedkernel, we advocate

an ensemble (E) ofM GPs to enhance expressiveness as in the learning over graphs

setting presented in Chapter 3. Each GP has a distinct kernel function selected from a

given dictionary K := f � 1; : : : ; � M g, that is formed using kernels of di�erent types and

with di�erent hyperparameters. Speci�cally, each GP m 2 M := f 1; : : : ; M g places a

unique prior on f as f jm � GP (0; � m (x ; x0)). The EGP prior of f (x) is then a weighted
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ensemble of the individual GP priors as

f (x) �
MX

m=1

wm
0 GP(0; � m (x ; x0)) ;

MX

m=1

wm
0 = 1 (4.5)

where wm
0 := Pr( i = m) is the prior probability that measures the contribution of GP

model m. With labeled data collected on-the-
y, the sum-product rule allows one to

express the EGP-based function posterior pdf as

p(f (x)jL t )=
MX

m=1

Pr( i = mjL t )p(f (x)ji = m; L t ) (4.6)

which is a mixture of posterior GPs with weights wm
t := Pr( i = mjL t ) that signify

the signi�cance of the GP experts [72, 93]. These weights thus enable online model

adaptation.

To e�ciently update this EGP function model across t, we will leverage a parametric

function approximant, formed by the so-termed random features (RFs) described in

Chapter 2.

4.4.1 EGP parametric model updates

When kernels in the dictionary are shift-invariant, the RF vector � m
v (x) per GP m can

be formed via (2.10) by �rst drawing i.i.d. random vectors f v m
j gD

j =1 from � m
�� (v ), which

is the spectral density of the standardized kernel �� m . Let � 2
� m be the kernel magnitude,

so that � m = � 2
� m �� m . The generative model for the sought function and the noisy

output y per GP m are characterized by the 2D � 1 vector � m as

p(� m ) = N (� m ; 02D ; � 2
� m I 2D )

p(f (x � )ji = m; � m ) = � (f (x � ) � � m>
v (x � )� m )

p(y� j� m ; x � ) = N (y� ; � m>
v (x � )� m ; � 2

n ) : (4.7)

This parametric form allows one to capture the function posterior pdf per GP m via

p(� m jL t ) = N (� m ; �̂
m
t ; � m

t ), which together with the weight wm
t , approximates the
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EGP function posterior (4.6) via

p( �f (x)jL t ) =
MX

m=1

wm
t N ( �f (x); �� m

t (x); (�� m
t (x))2) (4.8)

with

�� m
t (x) = � m>

v (x)�̂
m
t (4.9a)

(�� m
t (x))2 = � m>

v (x)� m
t � m

v (x) : (4.9b)

Next, we will see how RF-based EGP propagates the function model by updating across

t the parameter set

� t := f wm
t ; �̂

m
t ; � m

t ; m 2 Mg : (4.10)

Upon acquiring the newly labeled pair f x t+1 ; yt+1 g, the updated weight wm
t+1 :=

Pr( i = mjL t+1 ) can be obtained per GPm via Bayes' rule as

wm
t+1 =

Pr( i = mjL t )p(yt+1 jx t+1 ; i = m; L t )
p(yt+1 jx t+1 ; L t )

:

Since the per-model predictive likelihood is given by

p(yt+1 ji = m; L t ; x t+1 )=
Z

p(yt+1 j� m; x t+1 )p(� m jL t )d� m

= N (yt+1 ; ŷm
t+1 jt ; (� m

t+1 jt )
2)

with

ŷm
t+1 jt = � m>

v (x t+1 )�̂
m
t

(� m
t+1 jt )

2 = � m>
v (x t+1 )� m

t � m
v (x t+1 ) + � 2

n

the updated weight can thus be expressed as

wm
t+1 =

wm
t N

�
yt+1 ; ŷm

t+1 jt ; (� m
t+1 jt )

2
�

P M
m0=1 wm0

t N
�

yt+1 ;ŷm0

t+1 jt ; (� m0

t+1 jt )
2
� : (4.12)
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Bayes' rule further allows updating the posterior of � m as

p(� m jL t+1 ) =
p(� m jL t)p(yt+1 j� m ; x t+1 )
p(yt+1 jx t+1 ; i = m; L t )

= N (� m ; �̂
m
t+1 ; � m

t+1 ) (4.13)

where the mean�̂
m
t+1 and covariance matrix � m

t+1 are

�̂
m
t+1 = �̂

m
t +(� m

t+1 jt )
� 2� m

t � m
v (x t+1 )(yt+1 � ŷm

t+1 jt )

� m
t+1 = � m

t � (� m
t+1 jt )

� 2� m
t � m

v (x t+1 )� m>
v (x t+1 )� m

t :

Remark . While most of kernel functions in GPs induce stationary functions, there

are nonstatinary kernel functions, that could be accommodated by our ensemble GP

framework by using a generalized random feature approximation; see [101]. Further,

the ensembling rule (c.f. (4.12)) that adaptively weights the kernels also readily accom-

modates nonstationary functions.

4.4.2 Acquisition rules for EGP-based AL

Using the EGP posterior in (4.8), we are ready to devise AFs that select the next query

point based on di�erent rules [91].

Weighted variance

Motivated by (4.4), the �rst AF relies on the uncertainty expressed by the variance.

With GP expert m forming the function posterior with variance (�� m
t (x))2, a weighted

combination over all the M experts yields the AF

� wVar (x ; L t ) :=
MX

m=1

wm
t (�� m

t (x))2 : (4.15)
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Weighted entropy

Relying alternatively on the entropy as the uncertainty measure, one can take a weighted

sum of the entropy values given by theM GP experts, yielding

� wEnt (x ; L t ) :=
1
2

MX

m=1

wm
t ln(2� (�� m

t (x))2) : (4.16)

Query-by-Committee (QBC)

Besides capturing uncertainty by variance or entropy, an alternative disagreement-based

AF { QBC, has been reported for classi�cation [109], and regression using neural net-

works [60]. With the M GP experts forming a committee, the novel EGP-based QBC

rule is (cf. (4.9a))

� QBC (x ; L t ) :=
MX

m=1

wm
t (�� m

t (x) � �� t (x))2 (4.17)

where �� t (x) is the consensus of the committee given by

�� t (x) =
MX

m=1

wm
t �� m

t (x) : (4.18)

Unlike previous QBC approaches that have equal weights per committee member, the

weights wm
t in (4.17) and (4.18) are generally di�erent acrossm.

Variance of GP mixtures

Rather than directly summing per-GP weighted variances in (4.15), one can alternatively

obtain the variance based on the GP mixture of the function posterior (cf. (4.8)) as

� GPM � Var (x ; L t )

:=
MX

m=1

wm
t ((�� m

t (x))2 + (�� m
t (x) � �� t (x))2 (4.19)

which, interestingly, is the sum of (4.15) and (4.17).
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Entropy of GP mixtures

The last AF is given by the entropy of the GP mixture in (4.8), which unfortunately,

has no analytic expression. Aiming at a tractable form, we will resort to its analytic

lower bound [44], which is expressed as

�
MX

m=1

wm
t

Z
N ( �f (x); �� m

t (x);(�� m
t (x))2) log p( �f (x)jL t )d �f (x)

(a)
� �

MX

m=1

wm
t log

� Z
N ( �f (x); �� m

t (x); (�� m
t (x))2)

� p( �f (x)jL t )d �f (x)
�

where (a) holds due to Jensen's inequality. Upon obtaining the analytic expression for

the term inside the logarithm, the last AF is then given by

� GPM � Ent (x ; L t ) := �
MX

m=1

wm
t log

 
MX

m0=1

wm0

t zm;m 0

t

!

(4.20)

with zm;m 0
accounting for the interaction of any two GP models as

zm;m 0

t :=
Z

N ( �f (x); �� m
t (x); (�� m

t (x))2)

� N ( �f (x); �� m0

t (x); (�� m0

t (x))2)d �f (x)

= N (�� m
t (x); �� m0

t (x); (�� m
t (x))2 + (�� m0

t (x))2) :

Based on our novel EGP-based AFs, implementation of the proposed EGP-AL approach

is summarized in Alg. 1. In the diagram of Fig. 4.1 the AL process of the proposed

EGP-AL approach is illustrated.

4.5 Ensemble of EGP-based AFs

So far, we have introduced a novel EGP-based function model along with several choices

for the AF. In the context of Bayesian optimization though, it is known that no single AF

excels at all tasks [39]. Hence, combining candidate AFs can intuitively o�er robustness

and improved performance [91]. To this end, we will rely on a validation setV :=

f (xv
� ; yv

� )gV
� =1 to evaluate the performance of di�erent AFs. Similar to EGP, each of
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Data: L 0, U0, V, K, D , � 2
�

1 ! 0 = 1
K [1; : : : ; 1]> ;

2 for t = 0 ; 1; : : : ; T
3 Obtain EGP � t based onL t using (4.12), (4.13);
4 for k = 1 ; : : : ; K
5 Obtain instance ~xk

t+1 2 Ut by (4.21);
6 Obtain pseudo-label ~yk

t+1 using � t via (4.22);

7 Using pseudo pairf ~xk
t+1 ; ~yk

t+1 g obtain ~�
k
t+1 ;

8 Obtain error � v;k
t+1 on V via (4.24)

9 end for
10 Update per AF weight using (4.26);
11 Obtain x t+1 2 Ut by (4.27);
12 Query the oracle to obtain true label yt+1 ;
13 L t+1 = L t [ (x t+1 ; yt+1 );
14 Ut+1 = Ut n f x t+1 g;
15 end for

Algorithm 4.2: EGP-MultiAFs for AL.

Figure 4.1: Diagram of the AL process of the advocated EGP-based AL methods.

the K candidate AFs will come with a weight (probability) ! k
t 2 [0; 1] to capture its

contribution per slot t, such that
P K

k=1 ! k
t = 1.

Upon identifying the RF-based EGP set � t in (4.10) using the labeled setL t at

slot t, each AF k selects its query point ~xk
t+1 at slot t + 1 by optimizing the associated
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criterion as

~xk
t+1 = arg max

x 2U t

� k (x ; L t ) : (4.21)

Upon obtaining ~xk
t+1 , AF k constructs a `pseudo label'~yk

t+1 using the EGP parameters

in � t , as

~yk
t+1 =

MX

m=1

wm
t � m>

v (~xk
t+1 )�̂

m
t : (4.22)

This pseudo pair f ~xk
t+1 ; ~yk

t+1 g allows one to leverage (4.12){ (4.13) to �nd the updated

EGP parameter vector as

~�
k
t+1 = f ~wm;k

t+1 ; ~�
m;k
t+1 ; ~�

m;k
t+1 ; m 2 Mg (4.23)

based on which the loss per AF can be evaluated.

To �nd this loss, AF k capitalizes on ~�
k
t+1 in order to obtain the prediction error at

the validation set

� v;k
t+1 = V � 1

VX

� =1

(yv
� � ŷv;k

� jt+1 )2 (4.24)

where the predicted label per validation sample� is

ŷv;k
� jt+1 =

MX

m=1

~wm;k
t+1 � m>

v (xv
� )~�

m;k
t+1 : (4.25)

Having available the prediction error over the validation set per AF k, the associated

weight can then be updated as

! k
t+1 =

! k
t exp(� �� v;k

t+1 )
P K

k0=1 ! k0

t exp(� �� v;k0

t+1 )
(4.26)

where � denotes the learning rate. Here, the weight update rule is similar to that in

EGP (cf. (4.12)), and belongs to the exponential weight update in online learning with

expert advice; see e.g., [15].

Given the updated weights, the next query point is identi�ed by maximizing the
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Figure 4.2: NMSE and NPLL versus iterations for Ackley5D, Currin exponential,
Branin, Gramacy and Higdon functions

weighted ensemble of AFs as

x t+1 = arg max
x 2U t

KX

k=1

! k
t+1 � k (x ; L t ) : (4.27)

Upon querying the oracle for the labelyt+1 of instancex t+1 , the labeled and unlabeled

sets are updated, thus completing one iteration of the novel \EGP-MultiAFs" approach,

that is implemented as listed in Alg. 2.

Computational complexity of EGP-MultiAFs . Per AL iteration, the computa-

tional complexity of EGP-MultiAF emanates from updating the EGP model and opti-

mizing the AF. Leveraging the random feature (RF) approximation per GP, the former

incurs complexity O((2D)2M ) , where M is the number of GPs in the EGP, and D is

the number of spectral features in the RF vector (cf. Eq.(8)). For the latter in the pool-

based AL, the major computation originates from the steps in (24)-(27), and (30), which

respectively, incur complexity O((2DM )2jUt j), O(5(2D)M ), O((2D)2M ), O(2DM jVj)

and O((2DM )2jUt j), where jVj and jUt j are the cardinalities of the �xed validation set

and the unlabeled set per-iteration. Complexity of AF optimization step in (24) and

(30) is dominated by the EGP-GPM-Ent approach. Considering only the dominating

factors, the overall complexity of EGP-MultiAFs is O((2DM )2jUt j).
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Table 4.1: Additional experimental details

Dataset L 0 size V size U0 size T size �

Ackley-5D 10 50 500 100 1
Branin 10 50 500 100 100

Currin exponential 10 50 500 100 100
Gramacy 10 50 500 100 100
Higdon 10 50 500 100 100

Diabetes 15 55 261 111 100
Robot pushing 3D 20 50 500 200 20
Robot pushing 4D 20 50 500 200 20
California housing 50 70 1000 1032 0.05
DeepMIMO 2feat 100 50 1000 2000 1

Table 4.2: Analytical expression of all synthetic functions

Function Analytical expression

Ackley-5D � 20e� 0:2
p

(x2
1+ x2

2+ x2
3+ x2

4+ x2
5 )=5 � e(cos(2�x 1 )+cos(2 �x 2 )+cos(2 �x 3 )+cos(2 �x 4 )+cos(2 �x 5 )) =5 + 20 + e1

Branin (x2 � 5:1=(4� 2)x2
1 + 5x1=� � 6)2 + 10(1 � 1=(8� ))cos(x1) + 10

Currin exponential (1 � e� 1=(2x2 ) )(2300x3
1 + 1900x2

1 + 2092x1 + 60)=(100x3
1 + 500x2

1 + 4x1 + 20)
Gramacy sin(10�x )=(2x) + ( x � 1)4

Higdon sin(2�x= 10) + 0:2sin(2�x= 2:5)

4.6 Numerical tests

In this section, the performance of the proposed EGP-based AL models will be compared

against several benchmark synthetic functions, and it will be tested with real datasets

ranging from biomedical to robotic based ones. Based on the novel EGP model, the

innovative acquisition criteria to be tested are the ones described in (4.15) - (4.20) and

(4.27), which henceforth will be abbreviated as \EGP-wVar," \EGP-wEnt," \EGP-

QBC," \EGP-GPM-Var," \EGP-GPM-Ent," and \EGP-multiAFs," respectively. The

competing baselines are (i) \GP-var" { a single GP model coupled with the maximum

variance (entropy) AF in (4.4) that has been extensively used in AL; see e.g., [51, 86,

107], (ii) \GP-dist" { a single GP model together with the maximum distance-based

AF as in [86], (iii) \EGP-dist" { the EGP model with the same AF, and (iv) \EGP-

random" { the EGP model with random sampling. For all approaches, a few initially
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Figure 4.3: NMSE (top) and NPLL (bottom) versus iterations for California housing
and Diabetes datasets.

labeled data collected inL 0 are utilized to obtain the kernel hyperparameters per GP

expert by maximizing the marginal likelihood using the sklearn package. The RF-based

GP approximate models rely onD = 50 RFs. For EGP-based approaches, the kernel

dictionary K consists of radial basis functions (RBFs) with lengthscalesf 10cg6
c= � 4. For

the EGP-multiAFs approach, each � k (x ; L t ) in (4.27) is divided by its maximum value

so that to range between 0 and 1.

The performance of the competing methods is evaluated on a held-out test set

T e := ( xe
� ; ye

� )T e

� =1 (superscript e stands for evaluation) using two metrics. The �rst

performance metric is the normalized mean-square error (NMSE) that for iterationt, is

given by

NMSEt :=
1

Te

T eX

� =1

(ŷe
� jt � ye

� )2=� 2
y

where ŷe
� jt denotes the point prediction of test instance� , and � 2

y := Eky e
T e � Ef y e

T e gk2,

where y e
T e := [ ye

1 : : : ye
T e ]> . A second metric used to assess the associated uncertainty is

the negative predictive log-likelihood (NPLL)

NPLL t := � log p(y e
T e jL t ; X T e )

where the matrix X T e := [ xe
1 : : : xe

T e ]> collects the feature vectors of allTe test instances.
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Figure 4.4: NMSE (top) and NPLL (bottom) versus iterations for Robot Pushing 3D
and 4D tasks.

All methods are tested over 10 realizations, and their average performance is reported

along with the corresponding standard deviation. More details about the experimental

set up can be found in Table 1.

4.6.1 Synthetic functions

The tests here are run for known synthetic functions, including Ackley5D, Currin ex-

ponential, Branin, Gramacy and Higdon; see Table 2 for their analytic expression. Fig.

4.2 demonstrates that all EGP-based approaches with a single AF outperform the sin-

gle GP-based baselines in the Currin exponential and Gramacy functions, in terms of

NMSE and most have superior performance in the remaining three datasets. Further,

all single AF EGP-based approaches achieve lower NMSE than the EGP-Dist baseline

in all synthetic datasets and most of them outperform the EGP-Random baseline in

four out of �ve datasets. In addition, all EGP-based methods enjoy the lowest NPLL

in four out of �ve datasets compared to the single GP-based AL approaches, which

corroborates the merits of having an ensemble of GPs and using them in the corre-

sponding acquisition criteria. Further exploiting an ensemble of AFs in the adaptive

EGP-multiAFs approach, signi�cantly improves the prediction performance, and also

e�ectively quanti�es the prediction uncertainty, thus rendering it the best performing
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Figure 4.5: Sensitivity analysis for �; jVj of the EGP-MultiAFs approach in the Robot
Pushing 3D dataset.

Figure 4.6: AF weights of the EGP-MultiAFs approach in the Branin dataset.

approach over all datasets.

4.6.2 Real datasets

All approaches here are tested onCalifornia housing [84] and Diabetes [26] real

datasets. The latter deals with real medical data that are well motivated for AL be-

cause of the scarcity of labeled instances emanating from medical con�dentiality. The

description of the datasets is given below.

California housing dataset. This dataset considers 8 features of districts in Califor-

nia, including not only demographic and location data, but also more general features

such as average number of rooms and bedrooms per household, based on which a re-

gression task is formed where the target variable is the median house price in these

districts.
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Figure 4.7: NMSE (left) and NPLL (right) versus iterations for DeepMIMO 2feat
dataset

Figure 4.8: CPU running time of all approaches in the robot pushing 3D and robot
pushing 4D tasks.

Diabetes dataset. This dataset considers 10 characteristics of diabetes patients, in-

cluding age, sex, body mass index, average blood pressure, and six blood-related mea-

surements. The target variable measures the disease progression in a single year.

It is evident in Fig. 4.3 that all EGP-based approaches markedly outperform the GP-

Var, GP-Dist and GP-Random baselines in terms of NMSE and NPLL in the California

housing and Diabetes datasets, showcasing the signi�cance of adopting the EGP model

to estimate the learning function, along with the corresponding AFs. In addition, all ad-

vocated EGP-based approaches outperform the EGP-Dist and EGP-Random baselines

in terms of NMSE in the California housing and Diabetes datasets (except the EGP-

QBC in the latter one), with the EGP-MultiAFs consistently being the best-performing
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Figure 4.9: NMSE versus iteration of `EGP-MultiAFs', `EGP-QBC' and `EGP-wEnt'
methods for di�erent values of M; D; � 2

n on the robot pushing 4D task.

method. It is worth mentioning that although most of the proposed EGP-based ap-

proaches are comparable in terms of prediction error in the California housing dataset,

EGP-multiAFs outperforms all other methods in terms of NPLL. This illustrates the

signi�cance of properly adjusting AF weights in an online adaptive fashion.

4.6.3 Robotic tasks

The next experiments focus on a practical robotic task, where a robot pushes an object

to a speci�c location [137]. Speci�cally, given as input the robot location (r x
� ; r y

� ) and

pushing duration tp
� at slot � , the object ends up in a location o� := ( ox

� ; oy
� ). We

form a regression task where the goal per slot� is to map the 3 � 1 feature vector

x � := [ r x
� ; r y

� ; tp
� ]> to the target variable y� := jjo� � djj2, with d := [ dx ; dy ] denoting

a pre-de�ned position vector, yielding the Robot pushing 3D dataset. This is of

practical interest in various robotic problems such as obstacle avoidance, wherey� is

desired to be greater than a pre-de�ned thresholdyth . Augmenting the feature vector

x � with an additional pushing angle r �
� , yields the Robot pushing 4D dataset.

Fig. 4.4 depicts the NMSE and NPLL at each iteration of all competing AL ap-

proaches for the Robot pushing 3D and 4D tasks respectively. It is evident that all

EGP-based approaches enjoy lower NMSE and NPLL compared to the single GP based

AL counterparts and the EGP-Dist, EGP-random baselines in both datasets, with the

EGP-MultiAFs consistently being the best-performing one. This implies that in these

practical robotic tasks, the function expressiveness o�ered by the advocated EGP model
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and the ensuing innovative acquisition criteria considerably improve the prediction per-

formance providing also quanti�able prediction uncertainty.

4.6.4 Wireless communications tasks

The last experiments emphasize on a practical signal processing setting where given a

small number of 5G signal measurements in di�erent locations, the goal is to estimate

5G signal values at unmeasured locations. Speci�cally, the input feature vectorx � at

location � comprises the longitude and latitude of the location and the target variable

y� to be estimated is the �ltered beam reference signal received power [dBm] at this

location. Details about the DeepMIMO dataset that was considered in our experimental

setting can be found at [141]. Fig. 4.7 illustrates the NMSE and NPLL performance of

all methods at each iteration of the AL process. It can be clearly seen that all advocated

EGP-based AL approaches enjoy lower NMSE and (all except one) lower NPLL com-

pared to the single GP-based counterparts, with the `EGP-MultiAFs' approach being

the best-performing one in this task too.

4.6.5 Additional experimental results

Additional ablation studies are presented here to further demonstrate the performance

of the proposed EGP-MultiAFs approach.

Sensitivity analysis . In this ablation study, the aim is to gauge how sensitive the

performance is to the size of the validation setV and the acquisition step size� . The

NMSE and NPLL performance of the advocated EGP-MultiAFs approach is assessed

on the Robot pushing 3D for di�erent values of jVj and � . It is evident in Fig. 4.5 that

when jVj is too small, the performance of EGP-MultiAFs is worse compared to that of

a su�ciently larger validation set, which is as expected. The choice of � is also critical

since it can lead to very good performance without the need for the validation set size

to be the largest possible; see e.g the Robot pushing 3D dataset, where the performance

of EGP-MultiAFs with � = 20; jVj = 30 is comparable with that of � = 80; jVj = 50 in

terms of both NMSE and NPLL, as depicted in Fig. 4.5.

EGP-MultiAFs acquisition weights. In this ablation study, the goal is to demon-

strate the role of the acquisition weights f ! kgK
k=1 of the EGP-MultiAFs approach.

Speci�cally, the acquisition weights of a single run are plotted as a function of the AL

iteration index on the Branin dataset in Fig. 4.6, where it is evident that the weights of

the GPM-Var and GPM-Ent AFs get larger values as more data are actively collected,
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which is intuitive since these AFs eventually enjoy the lowest NMSE compared to the

other acquisition criteria. Therefore, the corresponding acquisition weights are properly

adjusted as new data arrive on-the-
y.

CPU runtime. In this study, the runtime of all competing AL methods is assessed. For

demonstration purposes, Fig. 4.8 illustrates the running time of all approaches in the

robot pushing 3D and robot pushing 4D tasks. As expected, the EGP-based methods

with a single pre-selected acquisition criterion require a small amount of extra runtime

compared to the single GP counterparts since at each iteration the parameters ofM GP

models in the ensemble are updated. In addition, the EGP-MultiAFs approach requires

the largest CPU runtime since an extra step is needed to adaptively learn the proper

AF as new data are processed in an online fashion. Nonetheless, with the cost of some

extra runtime, the advocated EGP-based AL approaches have superior performance over

competing alternatives in most datasets, with the EGP-MultiAFs consistently being the

best-performing one in terms of both NMSE and NPLL. It is also worth noticing that

the reported runtime does not take into account the runtime needed to obtain a label.

Role of the parameters M; D; � 2
n . In this ablation study the aim is to assess the

role of the number of modelsM , the number of features D and the noise variance

� 2
n . Fig. 4.9 depicts the performance of the `EGP-MultiAFs', `EGP-QBC' and `EGP-

wEnt' approaches on the robot pushing 4D task. It can be clearly seen that when

the number M of GP models in the ensemble is small, the prediction performance

deteriorates. When the number of spectral featuresD is not su�ciently large, then

the RF approximation leads to larger prediction error. As expected, when the noise

variance increases, the prediction error in all approaches also increases.

4.7 Discussion

Building on our novel EGP model, we have put forth �ve acquisition functions (AFs),

that can be categorized into disagreement- and uncertainty-based ones. The former cat-

egory derives from the so-termed \Query-by-Committee" (QBC) criterion in Sec.4.3.3,

where each GP expert is a committee member, and the instance to be queried is the one

that the committee members disagree the most. Albeit e�ective in several test cases

(see e.g Ackley5D and Robot pushing 4D datasets in Fig. 1), this criterion does not

account for the quanti�able uncertainty o�ered by the predictive variance of each GP

expert, which can be of utmost importance for guiding the AL process in many cases;
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see, e.g., the Diabetes dataset in Fig. 2.

This uncertainty can be measured either directly by the variance or by the entropy.

The \weighted variance" acquisition criterion in Sec.4.3.1 is given by a weighted combi-

nation of the predictive variances of all GP experts in the EGP model, which is intuitive

because the variance of GP experts with larger weights should also weigh more in the

acquisition step of the AL procedure. Although intuitive and simple, this approach

considers only the predictive variance of the GP experts and does not account for the

posterior mean of GP experts or any other interaction between the experts that may

improve the prediction performance; see e.g the Ackley 5D dataset in Fig. 1. Com-

bining the merits of the aforementioned approaches, we advocate the \variance of GP

mixtures" criterion, which is the variance of the GP mixture in the EGP model given by

the sum of the QBC and "weighted variance" criteria. The combination of these criteria

in the \variance of GP mixtures", can signi�cantly improve the prediction performance

as corroborated in the Currin exponential, Diabetes, and Robot Pushing 3D datasets

in Figs. 1-3.

Relying alternatively on entropy as the uncertainty measure, we advocate the \weigh

ted entropy" criterion in Sec.4.3.2, which is a weighted sum of the entropy values of the

Gaussian predictive pdf of all GP experts in the EGP model. Although the maximum

entropy criterion coincides with the maximum variance in the single GP case, this no

longer holds for the EGP model. Adopting the `weighted entropy' as an alternative

uncertainty-based criterion to the `weighted variance' one, can prove to be useful in

several cases such as the Diabetes and Robot pushing 4D datasets in Figs. 2-3. Fur-

ther allowing for interactions among individual GP models, one can develop an entropy

measure based on the GP mixture pdf. Although this cannot be expressed in closed

form, maximizing its analytic lower bound is tractable and yields the \Entropy of GP

mixtures" criterion in Sec.4.3.5. Empirically, it is shown in Figs. 1-3 that neither the

entropy-based nor the variance-based uncertainty criteria are always the best perform-

ing across all datasets, which is expected and well motivates the novel EGP-MultiAFs

approach.

4.8 EGP-based AL for SSL over graphs

In this subsection, we will demonstrate how the aforementioned EGP-based AL ap-

proaches can be used for the semi-supervised learning over graphs problem discussed
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in Chapter 3. Consider a graph that consists ofN nodes collected in the vertex set

V := f 1; : : : ; N g whose connectivity patterns are captured by the N � N adjacency

matrix A . A real-valued function f (�) on the graph is a mapping from a noden 2 V to

its noise-free nodal valuef n , which further yields the (possibly noisy) nodal observation

yn . For instance, f n could be the age of usern in a social network.

Given A and some (possibly limited) observed nodal values collected atO, the goal

of semi-supervised learning (SSL) over graphs problem is to estimate the nodal values

of unobserved nodes in the set�O. SSL has been carried out incrementally by utilizing

the one-hop connectivity vector an := A (:; n) of node n as the input to function f ,

that is, f n := f (an ) [87, 88, 114]. A reliable estimate off requires su�ciently many

observations f yng, which may not be always feasible in practice. This motivates well

the AL paradigm that aims at selecting the few most informative nodes to sample, in

order to e�ciently and e�ectively estimate f (�).

In this graph context, AL begins with a small-size set of observed nodesL 0 :=

f an ; yn ; n 2 S0g with S0 collecting initially sampled nodes, and a larger set of unobserved

nodesU0 := f an ; n 2 �S0g, where �S0 := V n (S0 [ �O). Relying on the sets L t and Ut

at time slot t, AL capitalizes on the function's probability density model p(f (a)jL t ) to

build the so-termed acquisition function (AF) � (�) that selects the one-hop connectivity

vector an t +1 2 Ut of nodent+1 2 �St at slot t + 1 as

an t +1 = arg max
a2U t

� (a; L t ) : (4.28)

The AF looks for the most informative unobserved node to sample, leveraging the

quanti�able uncertainty captured by p(f (a)jL t ) that aids function space exploration.

Subsequently, anoracle is queried to reveal the associated valueyn t +1 of node nt+1 ,

which can be either a real value in a regression task or a class label drawn from a �nite

alphabet in a classi�cation task. With yn t +1 at hand, the observed (or labeled) set is

augmented asL t+1 := f an ; yn ; n 2 St+1 g with St+1 = St [ f nt+1 g, while the unlabeled

set becomesUt+1 := f an ; n 2 �St+1 g with �St+1 = �St n f nt+1 g.

Thus, the critical choices for AL in the SSL over graphs context are the belief model

for f and the AF � . In Chapter 3, the merits of the advocated GradEGP model were

introduced. Relying on the EGP posterior pdf (c.f. (3.8)), one can use the AFs in

(4.15)- (4.17), (4.19)-(4.20) and (4.27) by replacing the feature vectorx describing an

unlabeled instance, with the one-hop connectivity vectora 2 Ut of any unlabeled node
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Figure 4.10: NMSE performance on (a) \SBM C10;" (b) \Temperature;" and (c) \Email
Eu" and datasets.

[90]. These AFs will be used to select the node nodent+1 2 �St at slot t +1 to be queried.

4.8.1 Numerical tests on EGP-AL for SSL over graphs

In this section, the performance of the proposed EGP-based AFs will be tested in both

synthetic and real graph datasets. Relying on the advocated GradEGP statistical model

to learn the sought function, the acquisition rules to be assessed are the ones described

by (4.15)- (4.17), (4.19)-(4.20) and (4.27), which from now on will be abbreviated as

GradEGP with \QBC," \wVar," \GPM-Var," \wEnt," \GPM-Ent," and \MultiAFs,"

respectively. All these approaches will be compared against the GradEGP model that

randomly selects new nodes to sample, abbreviated as \GradEGP-random," and the

single GP model baseline that employs the maximum variance (entropy) criterion.

For fairness in comparison, the set of initially labeled nodes inL 0 is common to all

competing approaches, while the kernel hyperparameters for all GP experts in GradEGP

and the single GP baseline, are obtained by maximizing the marginal likelihood. For
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the GradEGP-MultiAFs approach a validation set E := f (anv
�
; yv

� )gV
� =1 is employed with

f anv
�
gV

� =1 denoting the connectivity vectors of the observed nodes inEn := f nv
� gV

� =1 , in

order to assess the weights of all candidate AFs in the ensemble. For all RF-based ap-

proaches, the number of RFs isD = 50. The kernel dictionary K comprises radial basis

functions (RBFs) with lengthscales f 10cg6
c= � 4. Regarding the \GradEGP-MultiAFs"

approach, each� k (a; L t ) in (4.27) is divided by its maximum value to range between 0

and 1.

The performance of all approaches is evaluated on a held-out test set�O := f (ane
�
; ye

� )

gT e

� =1 of nodesf ne
� gT e

� =1 (where e stands for evaluation). As �gure of merit, the normalized

mean-square error (NMSE) at each iterationt is reported for all approaches, which is

given by

NMSEt :=
1

Te

T eX

� =1

(ŷe
� jt � ye

� )2=jjy e
T jj2

2

where y e
T := [ ye

1 : : : ye
T ]> . All approaches are tested over 10 realizations, whose sam-

ple average NMSE performance along with the corresponding standard deviation are

reported.

Synthetic dataset . A synthetic graph is constructed with N = 100 nodes utilizing a

stochastic block model consisting ofC = 10 communities, as in e.g. [95]. The output

per node is the eigenvector corresponding to the lowest nonzero eigenvalue of the graph

Laplacian. The number of initially labeled nodes for AL is jL 0j = 10; the size of the

unlabeled set is jU0j = 60; and, the test set �O consists of 20 nodes. Regarding the

GradEGP-MultiAFs approach, the validation set comprises 10 nodes to evaluate each

AF per iteration.

The NMSE performance of all competing approaches is depicted in Fig. 4.10a, where

it is evident that all EGP-based approaches outperform the single GP-Var baseline,

showcasing the merits of adopting an ensemble of GP learners with adaptive weights

being properly adjusted as new data arrive on-the-
y. In addition, the superior perfor-

mance of all (except one) GradEGP - based AL methods over the \GradEGP-random"

approach demonstrates the bene�ts of the novel acquisition criteria. Further adopting

a weighted ensemble of the candidate AFs in the \EGP-MultiAFs" approach signi�-

cantly improves the prediction performance, with the latter being the best-performing

approach in terms of NMSE.
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Temperature dataset . This dataset comprises hourly temperature measurements

o�ered by the National Climatic Data Center, at N = 109 measuring stations across

the continental United States in 2010 [1]. A symmetric graph is constructed utilizing

the geographic distances of these stations as in [69, 68]. In the experimental setup,

we choosejL 0j = 10, jU0j = 60, jEj = 10 and j �Oj = 29. As shown in Fig. 4.10b, all

proposed approaches outperform the \GradEGP-random" baseline, corroborating the

merits of adopting intuitive acquisition criteria to guide nodal sampling. Although the

GP-Var baseline outperforms three out of the �ve advocated GradEGP-based single AF

approaches, \GradEGP-MultiAFs" exhibits the lowest NMSE by properly combining

the merits of all AFs using appropriate adaptive weights per iteration.

Email Eu dataset . In this dataset, a graph is constructed using email data from

N = 1 ; 005 individuals a�liated with a large European research institute. An edge

(n; n0) is nonzero only if personn sent personn0at least one email [63]. The sought nodal

values are the ground-truth community memberships of the nodes, which are real with

analog-amplitude as in a regression task; see e.g., [87]. For the experimental evaluation,

we consider jL 0j = 50, jU0j = 700, jEj = 50, and j �Oj = 205. It can be clearly seen

that all proposed approaches except \GradEGP-wEntr" signi�cantly outperform the

\GP-Var" and \GradEGP-random" baselines, with \GradEGP-MultiAFs" consistently

performing best (except one iteration). Hence, utilizing an EGP model and combining

a suite of intuitively e�ective criteria in an adaptive manner, it is possible to improve

the prediction performance in AL settings, where the size of the unlabeled set is large.

4.9 Conclusions and future directions

The work presented in this chapter advocated a weighted ensemble of GPs as the sta-

tistical model in AL concerning unstructured data and structured data whose structure

is captured by a graph. By adapting the weights of individual GPs, the EGP model

selects the appropriate kernel on-the-
y as new labeled data (or nodal observations

in the graph setting) are included incrementally. Building on the novel EGP model,

several AFs have been devised based on di�erent criteria. Combining the candidate

EGP-based AFs with weights being adjusted in an adaptive manner, further robusti�es

the AL performance. Tests on synthetic functions and real datasets showcase the merits

of weighted ensembles of GPs and AFs in AL. Our future work includes development

of EGP-based AFs for the classi�cation task and theoretical analyses of the resultant
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approaches.

Yet, AL necessitates labeling of a few unlabeled data from an oracle which may

still be challenging in practice. In the next chapter, we will show how to alleviate this

challenge through the notion of self-supervised learning.
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Chapter 5

Bayesian self-supervised learning over graphs us-

ing local and global graph information

5.1 Introduction

Semi-supervised learning (SSL) over graphs has gained popularity in recent years thanks

to its impact in a gamut of network science applications, including e.g., social, �nancial

and biological sciences [33]. Given a few nodal observations, the goal of SSL is to

reconstruct the nodal values of unobserved nodes [145]. SSL approaches over graphs

rely on the premise that neighboring nodes have similar nodal values. Such similarities

manifest nonparametric models using e.g., graph kernels [55, 118, 104, 70], low-rank

parametric models [115] or Gauss-Markov random �elds [145]. Graph neural network

(GNN) models have also been advocated in several network domains; see e.g [53, 64,

140]. GNN-based approaches typically operate in a batch form, they have large storage

requirements, and satisfactory performance calls for a large number of training data.

These requirements translate to high-cost SSL over large-scale graphs [33].

Featuring a�ordable storage, the online multi-kernel approach in [114] uses the one-

hop connectivity vector of each node to process per-node information in a streaming

fashion. Also accounting for local nodal connectivity, a Bayesian online Gaussian Pro-

cess (GP) based method with quanti�able uncertainty has been developed in [88, 87],

and [89]. However, thelocal connectivity information leveraged in these works can have

limited representation power for graph-guided inference, and can require considerably

many nodal observations for training [33]. In addition, accounting for local information

such as one-hop connectivity, further discourages application to large-scale graphs be-

cause the dimensionality of input grows linearly with the network size. To cope with

the former, several methods advocate graph-guided active learning to judiciously select

only a few most informative nodes to label [90, 81]. Nonetheless, active learning still

necessitates extra labeling e�orts, which can be challenging in practice.

To alleviate extra labeling in large-scale graphs but also allow for lower yet su�cient

dimensionality of the input feature vector, one can rely on the paradigm ofself-supervised

learning (Self-SL) over graphs. Self-SL leveragesunlabeleddata to learn low-dimensional

yet informative embedding representations per node. These embeddings are learned

using `pseudo-labels' obtained only from input features themselves; that is, from the

graph structure and possibly nodal features if available [67, 45]. Compared to transfer
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learning that requires extra (yet easier to obtain) labels; see e.g [117], Self-SL does not

require any external labels.

Self-SL approaches over graphs rely on GNNs to learn per-node local embeddings

using observed local attributes, such as the per-node degree or local clustering coe�cient

and masked edges between nodes [46], or masked nodal features [142]. These approaches

however, utilize as inputs only the global connectivity information captured by the adja-

cency matrix, which comes with high storage demands especially for large-scale graphs.

Notwithstanding, they rely on additional nodal features to yield the embeddings. Learn-

ing memory-e�cient node embeddings that capture local and global information with

no need for extra nodal features, is still unexplored.

Contributions . To bypass extra labeling e�orts and also allow for computationally-

e�cient learning methods due to low-dimensional yet informative input features, the

present work develops a novel Self-SL approach that relies on bothlocal and global con-

nectivity features to learn nodal embeddings. The learned embeddings can be used for

a wide range of SSL over graph problems. In this contribution, they serve as input for

a graph-guided SSL regression task, which is carried out using a Bayesian online learn-

ing scheme that leverages an ensemble of (E)GPs. The goal is to identify an unknown

function by adaptively learning the GP model weights on-the-
y as nodes are processed

online, thus accommodating time-sensitive applications with reduced complexity and

storage demands. Unlike existing approaches, the novel Bayesian Self-SL o�ers quanti�-

able uncertainty, and relies only on the graph structure without requiring extra nodal

features or annotations. If extra nodal features are available, they can be leveraged to

enrich nodal embeddings.

5.2 Preliminaries

In this section, a brief recap of the SSL over graphs problem is presented. Consider a

graph G comprising N nodes that form the vertex set V := f 1; : : : ; N g, and E edges

that connect pairs of nodes. The connectivity among nodes is captured by theN � N

adjacency matrix A whose (i; j )-th entry aij := A (i; j ) is nonzero if nodei is connected

to node j . Let f (�) : V ! R be a real-valued function on this graph, which maps node

n 2 V to its corresponding ground-truth nodal value f n 2 R that is observed in additive

noise "n as yn = f n + "n . For the SSL task over graphs, only a few nodal observations

f yn ; n 2 Og are available, where the setO collects indices ofobservednodes. Given
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observations f yn ; n 2 Og, the objective of SSL over a graph is to estimate function

values over a setU of unobservednodes f ŷn ; n 2 Ug, where setU contains indices of

such nodes.

To bypass computational complexity, improve privacy, and enhance generalization

performance of SSL algorithms over graphs, recent contributions have advocated using

only the one-hop connectivity vector an := A (:; n) of node n as input feature vector

in order to learn f online, where f n := f (an ) [88, 87, 89, 114, 90]. As discussed in

Chapter 3 a good choice to estimatef is the GradEGP model [88, 87] that adapts to

the proper GP model as nodal observations are processed in an online fashion. Albeit

o�ering a rich function space with scalability (the incurred per-iteration complexity is

O(M ((2D)2 +2DN ))), the developed EGP-based method solely relies on the one-hop

connectivity vector an , which may provide limited information about node n. In certain

SSL-related settings dim(an ) = N � jOj , which challenges learning the underlying

function. To overcome these roadblocks, we develop a Self-SL method that aims at

learning low-dimensional and informative embeddings per noden, that can be coupled

with the EGP model as outlined next [96].

5.3 Self-supervised learning with EGPs

In the context of SSL over graphs, our novel self-SL approach aims to learn rich nodal

embeddings that capitalize on local and global connectivity features. Given graph G,

our self-SL algorithm relies on a neural network (NN) to learn a parametricembedding

function r # (an ) : V ! Rd, whered � N , and # collects the NN parameters. Scalability,

memory savings, and computational e�ciency considerations, motivate low-dimensional

embedding with d chosen much smaller than the number of nodes. Capitalizing onr # (�),

the low-dimensional vector embedding per noden is obtained as� n = r # � (an ), n 2 V ,

with the learned # � obtained as

(# � ; g� ) := arg min
# ;g

NX

n=1

L (cn ; g (r # (an ))) (5.1)

where L (�; �) : R � R ! R is a loss function, cn represents noden's pseudo-label ob-

tained only by using the graph structure, and g(�) : Rd ! R is a (learnable) projection

function that maps each embedding to the pseudo label pertinent to that node. The

representation learning in (5.1) provides means to obtain embeddingsf � ngN
n=1 that en-

codelocal and global connectivity per node. Input vector an captures local connectivity
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Figure 5.1: Performance visualization across 20 unobserved nodes.

per node, while scalar outputcn denotes measurable global connectivity information.

Here, we adopt the square lossL (cn ; g(r # (an ))) := ( cn � g(r # (an ))) 2, and the projec-

tion function can be thought to be an a�ne transformation; that is, g(� n ) := w > � n + b.

The nested parametric function learning in (5.1) is solved iteratively using the back-

propagation algorithm. To infuse global connectivity information in the learned em-

bedding � n , we leverage the well appreciated eigenvector centrality of nodes as the

pseudo-labels to be predicted, which measures the `holistic in
uence' of a node in a net-

work [54, pg. 90]. Nodes with high eigenvector centrality are more in
uential as they

have many connections with other nodes. Let� max represent the largest eigenvalue of

the adjacency matrix A , with corresponding eigenvectorc, i.e., A c = � maxc. The n-th

entry cn of c gives the centrality score of noden. Upon learning # � , we obtain node

embeddingsf � n := r # � (an )gN
n=1 , which replace one-hop adjacency vectorsf angN

n=1 as

EGP input.
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Table 5.1: NMSE and NPLL performance of all competing approaches

Synthetic SBM Network delays Temperature stations
Method NMSE NPLL NMSE NPLL NMSE NPLL

GradEGP (RBFs) 0:01936� 0:00025 � 12:81� 1:20 0:116� 0:013 96:18� 1:70 0:1081� 0:0004 176:71� 8:00
GradEGP-feat (RBFs) 0:01935� 0:00045 � 12:12� 1:39 0:106� 0:016 94:89� 2:03 0:1080� 0:0002 176:96� 9:20
SelfGradEGP (RBFs) 0:01875 � 0:00029 � 11:73� 2:70 0:060� 0:005 75:45� 1:50 0:1064� 0:0006 146:44 � 4:39

GradEGP (mixed) 0:01958� 0:00041 � 16:55� 1:50 0:132� 0:014 89:11� 2:05 0:0950� 0:0024 183:75� 4:35
GradEGP-feat (mixed) 0:01953� 0:00040 � 16:94� 1:82 0:142� 0:023 89:76� 2:21 0:0939� 0:0024 176:06� 4:03
SelfGradEGP (mixed) 0:01934� 0:00070 � 11:47� 1:82 0:045 � 0:003 69:72 � 1:58 0:0865 � 0:0033 160:81� 6:79

GP 0:01950� 0:00061 � 9:41� 2:81 0:114� 0:009 89:58� 2:34 0:1088� 0:0002 361:49� 0:03
GP-feat 0:01963� 0:00067 � 16:77� 1:88 0:107� 0:021 87:86� 3:63 0:1088� 0:0003 361:47� 0:05
SelfGP 0:01901� 0:00037 � 18:07 � 1:48 0:055� 0:002 76:00� 1:50 0:1088� 0:0001 361:53� 0:02

Kernel PCA 0:35951� 0:00000 � 0:223� 0:000 � 3:0075� 0:0000 �
Autoencoders 0:02073� 0:00000 � 0:132� 0:000 � 0:0959� 0:0000 �

5.4 Numerical tests

This section corroborates the performance of our proposed approach using both syn-

thetic and real graph datasets.

Synthetic dataset . A synthetic graph consisting of N = 60 nodes is constructed using

the stochastic block model comprising 10 communities; see e.g., [95]. The nodal value of

noden is given by the n-th entry of the eigenvector corresponding to thelowest nonzero

eigenvalue of the graph LaplacianL := diag( A1 N ) � A with 1N denoting an N � 1

vector with all ones. The number of observed nodes isjOj = 10 and the unobserved

(test) ones is jUj = 50.

Network delays dataset . A graph with N = 70 nodes is constructed, where nodes

represent paths connecting two of 9 end-nodes on the Internet2backbone, and edges the

shared links between any two paths [4]. Thef yngN
n=1 are the measured delays on these

paths. The number of observed nodes isjOj = 15, and of unobserved ones isjUj = 55.

Temperature stations dataset . A graph with N = 109 nodes is constructed with

nodes representing weather stations across the US, and edge weights the geographic

distances between them [1]. Nodal valuesf yngN
n=1 are the temperature measurements

across the stations. OnlyjOj = 15 measured temperatures are available andjUj = 94

are to be predicted.

We compare our novel self-GP (SelfGP) and graph-adaptive EGP (SelfGradEGP)

approaches against several benchmarks. We adopt the `GradEGP' as one benchmark

[87] which uses only the local featuresan as input per noden, while the `GradEGP-feat'

[99] uses [an ; cn ], the single GP benchmark with input features an , the `GP-feat' with
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[an ; cn ]. We also include as benchmarks the kernel PCA method [119] and autoencoders

[35]. For the EGP-based approaches we adopt two distinct kernel dictionaries. The �rst

one consists of 11 radial basis function (RBF) kernels with characteristic length scales

f 10kg6
k= � 4 and the other comprises 4 kernels with distinct forms, namely RBF with and

without automatic relevance determination [99], and Matern kernel with smoothness

parameter � = 3=2; 5=2 [99]. For all RF-based approaches we setD = 50. To obtain

the kernel parameters of GP-based approaches we maximize the marginal log-likelihood.

For the Self-SL based approaches the embeddings are obtained using a feed-forward NN

with only 2 layers. To train the NN parameters, we minimize the MSE loss using the

Adam optimizer with learning rate 0 :015 for 100 epochs. The learned embeddings have

dimensionality 10; 15, and 15 for the SBM, Network delay, and Temperature datasets.

For a fair comparison, the learned embeddings from the kernel PCA and autoencoders

benchmarks have the same dimensionality. For the kernel PCA the same RBF kernel

as in the single GP is used and for the autoencoders the encoder is captured by a

feed-forward NN with 2 layers and the decoder by a feed-forward NN with 2 layers as

well.

The performance of all approaches is evaluated utilizing the normalized (N) MSE

criterion to quantify the accuracy of predictions across unobserved nodesn 2 U, and

the negative predictive log-likelihood (NPLL) to account for the associateduncertainty

(cf. [91]). As corroborated by Table 1, the SelfGradEGP and SelfGP approaches out-

perform the alternatives in terms of NMSE in almost all cases. In addition, Table 5.1

illustrates that the novel approaches exhibit reduced uncertainty in most learning tasks,

as evidenced by the smaller NPLL metric; see e.g., SelfGradEGP (with RBFs or mixed

kernels) on the Network delay and Temperature datasets. This means besides accurate

predictions, the proposed method quanti�es well the uncertainty of these predictions via

the predictive variance. Figure 1 depicts the predicted values of SelfGradEGP (mixed)

on 20 randomly selected unobserved (test) nodes of the Network delay dataset, and the

corresponing standard deviation� -con�dence intervals. It is observed that the ground

truth nodal values fall within the the uncertainty intervals. All these observations

demonstrate the importance of leveraging low-dimensional informative embeddings us-

ing local and global information obtained from the underlying graph.

69



5.5 Conclusions

A novel Bayesian and graph-guided self-SL approach was introduced to solve SSL tasks

over graphs. The proposed self-SL algorithm learns rich nodal embeddings leveraging

both local and global connectivity information. The learned embeddings are then used

as input features for the target graph-driven SSL task. The online Bayesian EGP

employed o�ers accurate predictions of unobserved nodal values along with quanti�able

uncertainty, low storage requirements, and reduced sample complexity.
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Chapter 6

Surrogate modeling for black-box Bayesian opti-

mization beyond a single Gaussian process

6.1 Introduction

A number of machine learning and arti�cial intelligence (AI) applications boil down

to optimizing an `expensive-to-evaluate' black-box function, including hyperparame-

ter tuning [121], drug discovery [57] and policy or reward function optimization in

robotics [21, 8]. As in hyperparameter tuning, lack of analytic expressions for the ob-

jective function and overwhelming evaluation cost discourage grid search, and adoption

of gradient-based solvers. To �nd the global optimum under a limited evaluation bud-

get, Bayesian optimization (BO) o�ers a principled framework by leveraging a statistical

model to guide the acquisition of query points on-the-
y [110, 29].

While BO can automate the selection of the best-performing machine learning model

along with its optimal hyperparameters, it still necessitates domain-speci�c expert

knowledge to design both the surrogate model and the acquisition function [121]. In

the Gaussian process (GP) based surrogate model, one has to select the kernel type

and the corresponding hyperparameters. Also, decision has to be made on the selection

from the available acquisition functions, and the associated design parameters if there

is any. Minimizing such design e�orts so as to automate BO is especially appealing for

modern AI tasks. Given that in many setups BO is inherently time-consuming, paral-

lelizing function evaluations to reduce convergence time is also of utmost importance.

Further, rigorous analysis is desired to establish convergence of BO algorithms to the

global optimum. To address the aforementioned desiderata, the goal of the present work

is to develop a BO method that entails the least tuning e�orts, accommodates parallel

operation, and enjoys convergence guarantees.

6.1.1 Related works

Prior art is outlined next to contextualize our contributions.

Ensemble BO. Several choices are available for the surrogate model, acquisition func-

tion, and acquisition optimizer for BO [110]. Without prior knowledge of the prob-

lem at hand, combining the merits of di�erent options can intuitively robustify per-

formance. As pointed out in the 2020 black-box optimization challenge, ensembling
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methods can empirically boost BO performance for hyperparameter tuning [131]. In a

broader sense, the ensemble rule has been applied to BO in di�erent contexts, including

high-dimensional input [136], and meta learning [27]. In the basic BO setup, combin-

ing acquisition functions has been explored for a single GP-based surrogate model in a

principled way [39, 111]. The complementary setting of an ensemble of (GP) surrogate

models with a given acquisition function hasnot been touched upon.

Thompson sampling (TS) and regret analysis for BO. Since its invention by [128],

TS has not received much attention in the bandit community until the past decade that

its empirical success [16] and theoretical guarantees [105] have been well documented.

In the context of BO, TS has been recently explored under di�erent settings, including

high-dimensionality [79], inputs with categorical variables [82, 36], as well as distributed

learning [50, 38]. Without additional design parameters, TS is very attractive for auto-

mated machine learning. Convergence of TS for BO has been recently established using

regret analysis both in the Bayesian [105, 50], and in the frequentist setting [18, 132].

Although TS has been investigated with a mixture prior for linear bandits [41], its

counterpart in BO with the associated regret analysis has not been studied so far.

Parallel BO. To reduce convergence time of BO approaches, parallel function evalua-

tions at distributed computing resources is well motivated. Coupled with upper con�-

dence bound [22] and expected improvement [135] based acquisition rules, this parallel

operation typically relies on additional hyperparameters or selection rules to ensure the

diversity of query points at di�erent locations. On the other hand, TS-based parallel

processing necessitates no additional design as in the sequential setting [38], and enjoys

rigorous convergence guarantees [50]. Moreover, parallel BO has also been investigated

for input spaces with high dimensions [136] as well as categorical variables [82].

Kernel selection for GPs. Discovery of the form of the kernel function has been

considered for conventional GP learning; see, e.g., [127, 25, 52, 77]. These approaches

usually operate in the batch mode and rely on a large number of samples, thus rendering

them inapplicable for BO where data are not only acquired online, but also scarce due to

the expensive evaluation cost. While an online kernel selection scheme has been put forth

for prediction-oriented tasks using a candidate of GP models [72], it entails additional

design of the acquisition function before being applied to the BO context. How to

automatically select the kernel function for the GP model in BO is still unexplored.
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6.1.2 Contributions

Relative to the aforementioned previous works, the contributions of this work are sum-

marized in the following four aspects.

c1) Rather than a single GP surrogate model with a preselected kernel function for

BO in previous works, an ensemble (E) of GPs is leveraged here to adaptively

select the �tted model for the sought function by adjusting the per-GP weight

on-the-
y. Capitalizing on the random feature (RF) based approximation per GP,

acquisition of the next query input is facilitated by TS with scalability and no

additional design parameters.

c2) The resulting EGP-TS approach readily accommodates parallel function evalua-

tion (a)synchronously.

c3) Convergence of the novel EGP-TS approach to the global maximum is established

by sublinear Bayesian regret for both the sequential and parallel settings.

c4) Tests on synthetic functions and real-world applications, including hyperparam-

eter tuning for three machine learning models and robot pushing tasks, demon-

strate the merits of EGP-TS relative to the single GP-based TS, and alternative

ensemble approaches.

Relation with [72]. The EGP function model has been considered in our previous

work [72] for supervised learning tasks. However, its adaptation to the BO context

here is novel and well motivated for the purpose of kernel selection that is important in

practice. Coping with limited data in BO, this work di�ers from [72] in the following

directions.

i) Unlike [72] that relies on a large dataset ofpassively labelled samples, the novel

EGP-based BO entails extra design of acquisition functions, which select query

points actively. Two novel EGP-based acquistion functions are devised and tested,

namely, EGP-TS [74] and EGP-EI [92].

ii) Although random feature-based approximation has been used also by [72], it

serves a di�erent purpose here. In [72], where the number of samples is large, the

RF approximation alleviates the computational complexity of updating the GP
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model; whereas in the current BO context with limited labelled data, RFs are mo-

tivated to conduct function sampling with scalability in the TS-based acquisition

function.

iii) An extra weight and model reinitializaiton is needed each time the kernel hyper-

parameters are updated using all data acquired (cf. lines 10-15 in Alg. 1 ).

iv) Building on the novel EGP-TS approach, Bayesian regret analysis has been con-

ducted to guarantee convergence to the global optimum. The analysis is novel and

nontrivial to deal with the additional challenge brought by the EGP prior (cf. the

proof sketch following Theorem 1).

6.2 Preliminaries

Consider the following optimization problem

x � = arg max
x 2X

f (x); (6.1)

where X is the feasible set for thed � 1 optimization variable x, and the objective f (x)

is black-boxwith analytic expression unavailable and is oftenexpensiveto evaluate. This

mathematical abstraction characterizes a variety of application domains. When tuning

hyperparameters of machine learning models withx collecting the hyperparameters,

the mapping to the validation accuracy f (x) is not available in closed form, and each

evaluation is computationally demanding especially for deep neural networks and large

data sizes [121]. For example, it takes 4 days to train BERT-large on 64 TPUs [23]. The

lack of analytic expression discourages one from leveraging conventional gradient-based

solvers to �nd x � . Exhaustive enumeration is also inapplicable given the expensive

evaluation cost. Fortunately, BO o�ers a theoretically elegant solution by judiciously

selecting query pairs for a given evaluation budget [110, 29].

In short, BO relies on a statistical surrogate model to extract information from the

evaluated input-output pairs Dt := f (x � ; y� )gt
� =1 so as to select the next query input

x t+1 . Speci�cally, this procedure is implemented iteratively via two steps, that is: s1)

Obtain p(f (x)jD t ) based on the surrogate model; and,s2) Find x t+1 =arg max x 2X � (x j

Dt ) based onp(f (x)jD t ). Here, the so-termed acquisition function � , usually available

in closed form, is designed to balanceexploration with exploitation of the search space.

There are multiple choices for both the surrogate model and the acquisition function,
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see, e.g., [110, 29]. Next, we will outline the GP based surrogate model, which is the

most widely used in BO, and TS for the acquisition function.

6.2.1 GP-based surrogate model and TS for acquisition

GPs are established nonparametric Bayesian approaches to learning functions in a

sample-e�cient manner [99]. This sample e�ciency makes it extremely appealing for

surrogate modeling in BO when function evaluations are expensive. Speci�cally, to

learn f (�) that links the input x � with the scalar output y� as x � ! f (x � ) ! y� , a GP

prior is assumed on the unknownf as f � GP (0; � (x ; x0)), where � (�; �) is a positive-

de�nite kernel (covariance) function measuring pairwise similarity of any two inputs.

Then, the joint prior pdf of function evaluations f t := [ f (x1); : : : ; f (x t )]> at inputs

X t := [ x1; : : : ; x t ]
> (8t) is Gaussian distributed as p(f t jX t ) = N (f t ; 0t ; K t ), where K t

is a t � t covariance matrix whose (�; � 0)th entry is [ K t ]�;� 0 = cov( f (x � ); f (x � 0)) :=

� (x � ; x � 0). The value f (x � ) is linked with the noisy output y� via the per-datum like-

lihood p(y� jf (x � )) = N (y� ; f (x � ); � 2
n ), where � 2

n is the noise variance. The function

posterior pdf after acquiring input-output pairs Dt is then obtained according to Bayes'

rule as [99]

p(f (x)jD t ) = N (f (x); f̂ t (x); � 2
t (x)) ; (6.2)

where the mean and variance are expressed viak t (x) := [ � (x1; x) : : : � (x t ; x)]> and

y t := [ y1 : : : yt ]> as

f̂ t (x) = k>
t (x)(K t + � 2

n I t ) � 1y t (6.3a)

� 2
t (x) = � (x ; x) � k>

t (x)(K t + � 2
n I t ) � 1k t (x): (6.3b)

With the function posterior pdf at hand, one readily selects the next evaluation point

x t+1 using TS, where the function maximizer x � in (6.1) is viewed as random. Specif-

ically, TS selects the next query point by sampling from the posterior pdf p(x � jD t ) =
R

p(x � jf (x))p(f (x)jD t )df (x). Upon approximating this integral using a sample from

the function posterior p(f (x)jD t ), the next query is found as

x t+1 = arg max
x 2X

~f t (x); ~f t (x) � p(f (x)jD t ) : (6.4)
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This random sampling procedure nicely balances exploration and exploitation. Imple-

mentation of sampling a function from the GP posterior p(f (x)jD t ) can be realized

by discretizing the input space X [50], leveraging the RF based parametric approxi-

mant [98, 111], or more recently relying on sparse GP decomposition for e�ciency [138].

Speci�cally, RF-based approximation leverages the spectral properties of (commonly

used) stationary kernels to convert nonparametric GP learning into a parametric one,

yielding [61, 98]

�f (x) = � >
v (x)� ; � � N (� ; 02D ; � 2

� I 2D ) (6.5)

� v (x) :=
1

p
D

h
sin(v >

1x); cos(v >
1x); : : : ; sin(v >

D x); cos(v >
D x)

i >
;

where f v i gD
i =1 are drawn i.i.d. from � �� (v ) { kernel � 's normalized spectral density , and

� 2
� is the magnitude of � (cf. Chapter 2).

Henceforth, the function posterior pdf will be captured by p(� jD t ) = N (� ; �̂ t ; � t ),

based on which TS will select the next query point as

x t+1 = arg max
x 2X

� >
v (x)~� t ; ~� t � p(� jD t ) : (6.6)

It is worth mentioning that the mean �̂ t and covariance matrix � t can be updated

e�ciently in a recursive Bayes manner with the inclusion of each new (input, evaluation)

pair.

6.3 Ensemble GPs with TS for BO

The performance of BO approaches depends critically on the chosen surrogate model.

While most existing works rely on a single GP with preselectedkernel form, we here

leverage an ensemble (E) ofM GPs, each relying on a kernel function selected from a

given dictionary K := f � 1; : : : ; � M g. Set K can be constructed with kernels of di�erent

types and di�erent hyperparameters. Speci�cally, each GP m 2 M := f 1; : : : ; M g

places a unique prior onf as f jm � GP (0; � m (x ; x0)). Taking a weighted combination

of the individual GP priors, yields the EGP prior of f (x) given by

f (x) �
MX

m=1

wm
0 GP(0; � m (x ; x0)) ;

MX

m=1

wm
0 = 1 ; (6.7)
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where wm
0 := Pr( i = m) is the prior probability that assesses the contribution of GP

model m. Here, the latent variable i is introduced to indicate the contribution from

GP m. While this non-Gaussian EGP prior (6.7) has been advocated for conventional

prediction-oriented tasks in [72], the novelty here is its adaptation for BO along with the

extra design step needed for query selection. Besides EGP for BO, we will employ TS-

based acquisition function, which again, relies on sampling fromp(f (x)jD t ). Coupled

with the EGP prior (6.7), this posterior pdf is expressed via the sum-product rule as

p(f (x)jD t )=
MX

m=1

Pr( i = mjD t )p(f (x)ji = m; Dt ); (6.8)

which is a mixture of posterior GPs with per-GP weight wm
t := Pr( i = mjD t ) given by

wm
t / Pr( i = m)p(Dt ji = m) = wm

0 p(Dt ji = m); (6.9)

wherep(Dt ji = m) is the marginal likelihood of the acquired data Dt for GP m. As with

sampling from a Gaussian mixture (GM) distribution, drawing a sample ~f t (x) from (6.8)

is implemented by the following two steps

mt � CAT (M ; w t ); ~f t (x) � p(f (x)ji = mt ; Dt ); (6.10)

where CAT(M ; w t ) represents a categorical distribution that assigns one of the values

from M with probabilities w t := [ w1
t ; : : : ; wM

t ]> .

There are several choices for the function sampling step (6.18) in the novel EGP-TS

as mentioned in Sec. 6.2.1. Here, we will adopt the random feature (RF) based method

since it can not only e�ciently draw the function path ~f t (x) that is di�erentiable with

respect to x, but also accommodate incremental updates ofwm
t (6.9) and p(f (x)ji =

m; Dt ) across iterates, as elaborated next.

6.3.1 RF-based EGP-TS

When the kernels in the dictionary are shift-invariant, the RF vector � m
v (x) per GP m

can be formed via (2.10) by �rst drawing i.i.d. random vectors f v m
j gD

j =1 from � m
�� (v ),

which is the spectral density of the standardized kernel �� m . Let � 2
� m be the kernel

magnitude so that � m = � 2
� m �� m . The generative model for the sought function and the
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noisy output y per GP m can be characterized through the 2D � 1 vector � m as

p(� m ) = N (� m ; 02D ; � 2
� m I 2D )

p(f (x t )ji = m; � m ) = � (f (x t ) � � m>
v (x t )� m )

p(yt j� m ; x t ) = N (yt ; � m>
v (x t )� m ; � 2

n ) : (6.11)

This parametric form readily allows one to capture the function posterior pdf per GP

m via p(� m jD t ) = N (� m ; �̂
m
t ; � m

t ), which together with the weight wm
t , approximates

the EGP function posterior (6.8). Next, we will describe how RF-based EGP-TS selects

the next evaluation input x t+1 , and propagates the EGP function pdf by updating the

set f wm
t ; � m

t ; � m
t ; m 2 Mg from slot to slot.

Given Dt , acquisition of x t+1 is obtained as the maximizer of the RF-based function

sample ~�f t (x) based on (6.18), whose detailed implementation is given by

x t+1 = arg max
x 2X

~�f t (x); where ~�f t (x) := � m t >
v (x)~� t

mt � CAT (M ; w t ); ~� t � p(� m t jD t ); (6.12)

which can be solved using gradient-based solvers because the objective is available in an

analytic form. Upon acquiring the evaluation output yt+1 for the selected input x t+1 ,

the updated weight wm
t+1 := Pr( i = mjD t ; x t+1 ; yt+1 ) can be obtained per GP m via

Bayes' rule as

wm
t+1 =

Pr( i = mjD t ; x t+1)p(yt+1 jx t+1 ;i = m; Dt )
p(yt+1 jx t+1 ; Dt )

=
wm

t N
�

yt+1 ; ŷm
t+1 jt ;(�

m
t+1 jt )

2
�

P M
m0=1 wm0

t N
�

yt+1 ;ŷm0

t+1 jt ;(�
m0

t+1 jt )
2
� ; (6.13)

where the sum-product rule allows one to obtain the per-GP predictive likelihood as

p(yt+1 ji = m; Dt ; x t+1 ) =
R

p(yt+1 j� m ; x t+1 )p(� m jD t )d� m = N (yt+1 ; ŷm
t+1 jt ; (� m

t+1 jt )
2)

with ŷm
t+1 jt = � m>

v (x t+1 )�̂
m
t and (� m

t+1 jt )
2 = � m>

v (x t+1 )� m
t � m

v (x t+1 ) + � 2
n .

Further, the posterior pdf of � m can be propagated in the recursive Bayes fashion
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as

p(� m jD t+1 ) =
p(� m jD t)p(yt+1 j� m ; x t+1 )
p(yt+1 jx t+1 ; i = m; Dt )

= N (� m ; �̂
m
t+1 ; � m

t+1 ); (6.14)

where the updated mean�̂
m
t+1 and covariance matrix � m

t+1 are

�̂
m
t+1 = �̂

m
t +( � m

t+1 jt )
� 2� m

t � m
v (x t+1 )(yt+1 � ŷm

t+1 jt ) (6.15a)

� m
t+1 = � m

t � (� m
t+1 jt )

� 2� m
t � m

v (x t+1 )� m>
v (x t+1 )� m

t : (6.15b)

(Re)initialization. In accordance with existing BO implementations, EGP-TS initial-

izes with a small number (t0) of evaluation pairs Dt0 to obtain kernel hyperparameter

estimate �̂ m
t0

per GP m by maximizing the marginal likelihood. The weight wm
t0

is then

obtained via (6.9) using �̂ m
t0

. As proceeding, the kernel hyperparameters per GP are

updated every few iterations using all the acquired data, and subsequently the weights

are reinitialized via the batch form (6.9) using the updated hyperparameters. Between

updates of hyperparameters, EGP-TS leverages (6.13) and (6.14) to incrementally prop-

agate the function posterior pdf. Please refer to Alg. 1 for the detailed implementation

of (sequential) EGP-TS.

6.3.2 Parallel EGP-TS

As with the single GP-based TS [50], EGP-TS can readily accommodate parallel im-

plementation for both synchronous and asynchronous settings without extra design.

Suppose there areK computing centers/workers that conduct function evaluations in

parallel. In the synchronous setup, K query points are assigned for the workers to

evaluate simultaneously by implementing (6.18)K times. After all workers obtain the

evaluated outputs, the EGP function posterior is then updated using the K input-

output pairs. As for the asynchronouscase, whenever a worker �nishes her/his job, the

EGP posterior will be updated and the next evaluation point will be acquired. Note

that the asynchronous setup is very similar to the sequential one except that multiple

function evaluations are performed at the same time; see Alg. 2 in the supplementary

�le for details. Alg. 1 contains the implementation of synchronous parallel EGP-TS

when K > 1.

Remark (Relation with fully Bayesian GP-based BO). When the dictionary
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consists of kernel functions of the same type, the EGP prior amounts to a pseudo

Bayesian GP model, where the kernel hyperparameters are chosen from a �nite set. This

EGP-based pseudo Bayesian model achieves a \sweet spot" between the Bayesian and

non-Bayesian treatment of GP hyperparameters, where the former entails specifying a

reasonable prior and also needs demanding MCMC sampling. In addition, the proposed

EGP-TS framework not only accommodates di�erent types of kernels, but also enjoys

the upcoming convergence guarantees relative to fully Bayesian GP-based BO.

6.4 Adaptive BO with EGPs and EI

Besides TS, the EGP surrogate model can be coupled with other existing single GP-

based acquisition functions, including the well-known expected improvement (EI) [47]

and upper con�dence bound (UCB) [122]. In this section we will focus on coupling

the EGP model with the EI criterion due to its well-documented merits in balancing

exploration and exploitation of the search space.

6.4.1 GP-based surrogate model and EI acquisition

Capitalizing on the function posterior pdf in (6.3), the next evaluation point can be

obtained by utilizing the so-termed EI acquisition function, which is given by [47]

� EI
t+1 (x jD t ) := Ep(f (x )jD t ) [max(0; f (x) � f̂ max

t )] (6.16)

where f̂ max
t is an estimate of the maximum function value at slot t, which is typically

given by f̂ max
t = max( y1; : : : ; yt ); see e.g., [47, 29]. For the single GP-based surrogate

model where the function posterior pdf in (6.3) is Gaussian, the EI acquisition function

in (6.16) can be re-written as

� EI
t+1 (x jD t ) = � t (x)�

�
� t (x)
� t (x)

�
+� t (x)�

�
� t (x)
� t (x)

�
(6.17)

with � t (x) := � t (x) � f̂ max
t and � (�); �( �) denoting the Gaussian pdf and Gaussian

cumulative density function (cdf) respectively.

The EI criterion is employed in several practical BO settings, since it can readily

balance exploration and exploitation [47, 29]. Nonetheless, the EI criterion is coupled

here with the single GP based surrogate model that relies on apre-selected kernel
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function � (�), which may exhibit limited expressiveness of the sought functionf , thus

motivating the ensemble (E)GP surrogate model.

6.4.2 Ensemble GPs surrogate model and EI

Leveraging the posterior pdf in (6.8) along with the corresponding weights in (6.9), the

acquisition of the next instance x t+1 to be queried is carried out by �rst selecting a

speci�c GP model from the ensemble as follows

mt � CAT (M ; w t ) (6.18)

with CAT(M ; w t ) denoting a categorical distribution that selects one of the values from

M with probabilities w t := [ w1
t ; : : : ; wM

t ]> . Then, x t+1 is obtained through the novel

EGP-based EI acquisition criterion as

x t+1 = arg max
x 2X

� EGP-EI
t+1 (x jD t ); (6.19)

� EGP-EI
t+1 (x jD t ) = � m t

t (x)� (
� m t

t (x)
� m t

t (x)
) + � m t

t (x)�(
� m t

t (x)
� m t

t (x)
)

where � m t
t (x) := � m t

t (x) � f̂ max
t , and � m t

t (x) and � m t
t (x) represent the Gaussian pos-

terior mean and variance of themt th GP model respectively. Intuitively, the larger the

weight wm
t of GP model m is, the more probable the latter is to be utilized in the EI

criterion in (6.19) at slot t. In that sense, the EGP-based EI criterion properly adjusts

to the mt th GP model at each slot t as new data arrive on-the-
y.

Remark . Instead of sampling a single GP model from the ensemble as in (6.18), one

can directly apply the EI criterion in (6.16) using the EGP posterior pdf in (6.8); though

since the latter is a GM, the EI criterion cannot be written in the form of (6.17). The

adoption of the EGP posterior pdf in (6.16) belongs to our future research agenda.

6.5 Bayesian regret analysis

To establish convergence of the proposed EGP-TS algorithm to the global optimum,

analysis will be conducted via the notion of Bayesian regret overT slots, that is de�ned
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as

BR(T) :=
TX

t=1

E[f (x � ) � f (x t )]; (6.20)

where the expectation is over all random quantities, including the function prior, the ob-

servations, and the sampling procedure. Unlike previous works that sample the function

from a single GP prior [50, 105], here we drawf from the EGP prior (6.7) as

m� � CAT (M ; w0); f (x) � GP (0; � m � (x ; x0)) :

This EGP prior presents additional challenge to the regret analysis. Towards addressing

this challenge, we will adapt the techniques in [41], where TS with a mixture prior is

studied for linear bandits, but not in the BO context.

To proceed, we will need the following assumption and intermediate lemmas.

Assumption 1. (Smoothness of a GP sample path [32]).If x 2 X � [0; 1]d is compact

and convex, there exist constantsa; b; L > 0 such that for any f (x) � GP (0; � m (x ; x0))

Pr

 

sup
x j

�
�
�
�
@f(x)
@xj

�
�
�
� > L

!

� ae� (L=b)2
; 8j 2 f 1; : : : ; dg:

Lemma 1. (Maximum information gain (MIG) [122]). Let I m (f ; yA ) represent the

Shannon mutual information one can gain about the functionf � GP (0; � m ) using

observationsyA evaluated at �nite subset A := f x1; : : : ; xT g � X . For any m 2 M ,

the MIG for commonly used kernels can be upper bounded by


 T := max
A�X ;jAj = T

m2M

I m (f ; yA ) � ~O(T c); 0 � c < 1 ;

where ~O ignores polylog factors.

Lemma 2. (Ratio of posterior variances [22]). Let yA and yB denote the observations

when evaluatingf � GP (0; � m ) at A and B, which are �nite subsets ofX . With � m
A (x)

and � m
A[B (x) representing the posterior standard deviation of the GP conditioned onA

and A [ B , there exists � K � 1 so that the following holds forjBj < K

(� m
A (x))2 � � K (� m

A[B (x))2 ; 8x 2 X ; m 2 M :
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As stated in [122], Assumption 1 is satis�ed for various commonly used stationary

kernels that are four times di�erentiable, including Gaussian kernels and Mat�ern ones

with parameter � > 2, which implicitly allows EGP-TS to draw functions with scalabil-

ity using RFs as in the preceding section. The MIG in Lemma 1 plays an important role

in the regret bound. It is an information-theoretic measure quantifying the statistical

di�culty of BO [122, 105]. Lemma 2 will be useful in deriving the regret in the parallel

setup. After making these comments, we are ready to present a Bayesian regret upper

bound pertinent to EGP-TS in the sequential setting.

Theorem 1. Under Assumption 1, the cumulative Bayesian regret(6.20) of EGP-TS

over T slots, is bounded by

BR(T) � c1

p
MT c+1 logT + 2 � n

p
MT logT + c2;

where the constantsc1 :=(2+
p

d)(2=log(1+� � 2
n )1=2 and c2 :=6MB +( � 2d)=6+

p
2�M= 12

(B is a constant given in Lemma 3 in App. B ) are not dependent onT.

Proof sketch. The detailed proof of Theorem 1 is deferred to Appendix B. The key step

in the proof builds on the connection with UCB based approaches, that is manifested

via decomposing the Bayesian regret (6.20) as

BR(T)=
TX

t=1

E[f (x � ) � Um �
t (x � )]

| {z }
BR 1 (T )

+
TX

t=1

E[Um t
t (x t ) � f (x t )]

| {z }
BR 2 (T )

;

where Um
t (x) := � m

t� 1(x) + � 1=2
t � m

t� 1(x) with � t speci�ed by (B.1) in App. B, is a UCB

for f (x) under GP m. This decomposition ofBR(T) holds sincef mt ; x t g and f m� ; x � g

are i.i.d. and Um
t (x) is deterministic conditioned on Dt � 1, yielding [105, 41],

Et � 1[Um t
t (x t )] = Et � 1[Um �

t (x � )]; 8t :

Then, the Bayesian regret bound of EGP-TS can be established by upper bounding

BR1(T) and BR2(T). Since f � GP (0; � m � ), the former can be conveniently bounded

based on related works that rely on a single GP [105, 50]. Speci�cally,BR1(T) is proved

to be upper bounded by a constant, because the probability thatf (x � ) is larger than

Um �
t (x � ) across all the slots is low [50].
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To further bound BR2(T) involving the extra latent variable mt sampled from the

EGP posterior (cf. (6.18)), we adapt the technique in [41] that constructs a con�dence

set Ct for the latent variable such that m� 2 Ct holds with high probability; see Lemma 4

in Appendix B. It turns out that BR2(T) can also be bounded by the sum of posterior

standard deviations, which further yields the upper bound given by the MIG along the

lines of [122].

The proof of Theorem 1 in Appendix B involves an additional discretization step of

X per step t, in order to cope with the continuous feasible setX .

The following two theorems further establish the cumulative Bayesian regret bounds

of parallel EGP-TS in the asynchronous and synchronous settings, whose proofs are

deferred to Appendix B.

Theorem 2 (Asynchronously parallel setting). For K workers conducting parallel

function evaluations asynchronously, EGP-TS under Assumption 1 incurs the following

cumulative Bayesian regret overT function evaluations

BRasy(T) � c1

p
� K MT c+1 logT +2 � n

p
MT logT + c2:

Theorem 3 (Synchronously parallel setting). For K workers performing T func-

tion evaluations synchronously, the cumulative Bayesian regret of EGP-TS under As-

sumption 1 is bounded by

BR syn(T) � (K � 1)
p

d log(K � 1) + 2 � n
p

MT logT + c2

+ c3

p
� K MT c+1 logT + c4

p
MT c+1 log(T + K � 1);

where the two constants are given byc3 := 2(2=log(1 + � � 2
n )1=2, and c4 := (2 d=log(1 +

� � 2
n )1=2.

The �rst term of the regret bound in Theorem 2 is
p

� K times its counterpart in

Theorem 1 for the sequential setting. It shall be easily veri�ed that Bayesian regret

bounds of parallel EGP-TS become equivalent to that in the sequential setting when

K = 1 with � 1 = 1. Note that the regret bounds for parallel EGP-TS here are for

the number of evaluations, that will typically exceed the bound in the sequential setup.

This can be certainly the other way around if the evaluation time is of interest [50]. In

all the three settings, the cumulative Bayesian regret bounds of EGP-TS boil down to

O(
p

MT c+1 logT) after ignoring irrelevant constants, which is sublinear in the number

of evaluations when 0� c < 1. Hence, EGP-TS enjoys the diminishing average regret
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