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Abstract

This dissertation consists of three chapters. The first chapter aims to answer
the following questions: how does health affect one’s preferences and ability to self-
insure? How does it impact one’s valuation of government insurance? To answer
these questions, I build a life-cycle model in which health affects not only survival,
earnings, and medical expenses but also, and importantly, the marginal utility of
consumption. While there is previous evidence showing that the effect of health on
preferences is important, the literature has not reached a consensus on its size or
direction. I calibrate my model using health, consumption, and income data from
the Panel Study of Income Dynamics. I find that bad health reduces the marginal
utility of (non-medical) consumption and that this effect lowers savings over the
life cycle and decreases consumption in old age. I also show that a model without
health-dependent preferences does not replicate the degree of self-insurance against
health shocks observed in the data. Finally, I find that health-dependent preferences
reduce the household valuation of means-tested government insurance programs in
the United States.

The second chapter is joint work with Margherita Borella, Mariacristina De Nardi,
Michael Pak, and Fang Yang. This chapter focuses on federal income taxes in the
United States. My co-authors and I start with the observation that the structure
of taxes and their burden have undergone large and frequent changes over time.
We calculate effective federal income tax rates for each wave of the Panel Study of
Income Dynamics and discuss how effective taxation changed from 1969 to 2016. We

show that most tax regimes are short-lived and that the variation in taxes over time

v



and across groups is large. We also use an estimated dynamic model of couples and
singles to show that the various tax regimes that we estimate imply very different
labor market and saving behavior. We conclude that it is important to study and
model tax changes over time and across groups.

The third chapter is joint work with Xincheng Qiu. This chapter studies income
tax systems across countries using micro-data from the Luxembourg Income Study.
This chapter shows that income tax systems worldwide are approximated remarkably
well by a two-parameter log-linear effective tax function. We estimate country-and-
year-specific effective tax functions to compare average taxation and income tax
progressivity across countries and over time. Our results provide several insights into
the nature of income tax systems. First, we report a positive association between
a higher average level of taxation and greater progressivity. Second, we show that
progressivity has significantly changed over the last forty years in all countries we
study. Third, we discover a positive association between progressivity and economic
development, with wealthier countries exhibiting higher income tax progressivity.
Finally, we observe variations in progressivity across different family structures, with
married couples with children experiencing the highest progressivity and childless

singles facing the lowest.
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Chapter 1

Health-Dependent Preferences,

Consumption, and Insurance

1.1 Introduction

Health a ects many key economic outcomes, including how long people live, how
much they earn, and how large their medical expenses are. It may also a ect how
much people enjoy consumption. While there is plenty of evidence and consensus
on the size and direction of the rst set of e ects, there is less evidence and no
consensus on the second e ect of health, that on one's marginal utility of (non-
medical) consumption. My goal is to understand how health a ects households’
preferences, consumption, savings, ability to self-insure, and their valuation of means-
tested government programs in a quantitative framework in which both sets of health-
related e ects are present.

Standard optimality conditions predict that households keep the marginal util-

ity of consumption constant across states of the world. Smoothing the marginal



utility from consumption is equivalent to smoothing consumption only when health
does not a ect preferences (and there are no other preference shocks). However,
previous literature raises the possibility that the marginal utility from consumption
when sick might be di erent from that when healthy. In this case, optimal consump-
tion is no longer constant because health uctuates. This, in turn, might change
household consumption and saving behavior over the life cycle, the e ectiveness of
self-insurance, and the value of government support across health states.

| use data from the Panel Study of Income Dynamics (PSID) to measure (bad)
health using the frailty index (following Hosseini, Kopecky, and Zhao [2022]). Frailty
combines information from a wide array of health indicators|such as diseases, di -
culties with activities of daily living (ADL), and harmful lifestyle habits. In particu-
lar, it is de ned as the sum of all the adverse health events at each age as a fraction
of the total possible ones.

| build and calibrate a life-cycle model of consumption and savings in which
households, starting at age 25, face uncertainty about their health, medical expenses,
and longevity. During their working period, households face earnings uncertainty.
| allow for both persistent and transitory health and earnings shocks. After the
working stage, households retire and receive Social Security bene ts.

Importantly, health a ects survival, earnings, out-of-pocket medical expenses,
and the marginal utility of consumption. In my model, as in De Nardi, French,
and Jones [2010] and Keane, Capatina, and Maruyama [2020], medical expenses are
exogenous and a ect one's resources. Households optimally choose how much to
consume and save, given realistic levels of uncertainty and government insurance.
In particular, the government provides means-tested transfers that bridge the gap

between households' available resources and a minimum consumption level.



| also use the PSID data to calibrate my model's parameters in two steps. First, |
estimate all components that do not require using my model. These include, among
others, the processes for earnings and health. Second, | calibrate the government-
provided consumption oor and the e ect of health on marginal utility by matching
the consumption response to transitory earnings and transitory health shocks. The
model matches its targets well and also ts the life-cycle prole of consumption
despite not being required to match it by construction.

The main idea of my identi cation strategy is that consumption uctuations are
informative about the means-tested government consumption oor and the e ect of
health on the marginal utility of consumption. Starting from the identi cation of the
consumption oor, when a transitory earnings shock hits, it a ects current resources.
Because a higher consumption oor reduces the fraction of people whose consump-
tion uctuates in response to a transitory earnings shock, the average consumption
response to a transitory earnings shock identi es the consumption oor. Turning to
the identi cation of the e ects of a transitory health shock on the marginal utility
of consumption, it is worth pointing out that this kind of shock has two main ef-
fects. First, it a ects current resources by impacting current income and medical
expenses. Second, it a ects the marginal utility of consumption directly. Hence,
when a transitory health shock hits, consumption reacts because of the change in
resources (resource channel) and the change in the marginal utility of consumption
(marginal utility channel). My model explicitly acknowledges the e ects of health
on resources. If there were no e ects on marginal utility, the e ects of a health shock
on consumption would be, for a given resource e ect size, the same as those of an
earnings shock. This is because the e ect of a change in resources on consumption

is the same regardless of whether the change is driven by earnings or health. Once



the resource channel is identi ed, the marginal utility channel is identi ed residu-
ally from the consumption response to a transitory health shock. A third, much
smaller e ect of a transitory health shock is that it has a negligible impact on life
expectancy, which might thus a ect the consumption response. However, because
my model explicitly accounts for this e ect, it is \netted out" of the consumption
response to a transitory health shock. This ensures the validity of my identi cation
strategy. Blundell, Borella, Commault, and De Nardi [2022] formalize a discussion
of these e ects.

Persistent earnings and health shocks have additional e ects compared to their
transitory counterparts. A persistent earnings shock also a ects the distribution of
future earnings. A persistent health shock has even richer e ects because it impacts
future health and, thus, life expectancy, future medical expenses, and future earnings.
While my model, as long as it captures the main features of the data, is designed to
capture these e ects, the typical estimation of the consumption response to persistent
shocks from the data is based on more stringent assumptions than those for transitory
shocks. In particular, identifying the consumption response to transitory shocks
only requires that the laws of motion of the underlying processes are well speci ed
and that consumption is independent of future shocks. In contrast, identifying the
consumption response to persistent shocks requires assuming that log consumption
evolves as a random walk. This assumption has been shown to be violated (both in
the data and in life-cycle models with precautionary savings) by Carroll [1997] and
Commault [2022]. Moreover, it typically assumes permanent rather than persistent
shocks, or at least that the persistence of the shocks is known in advance (See Kaplan
and Violante [2010] on this point). For these reasons, | check my model's implications
for the consumption response to persistent shocks, but | do not use it for identi cation

purposes.



| provide four main sets of ndings. The rst one is that, for consumption uc-
tuations to be consistent with transitory earnings and health shocks, poor health
has to reduce the marginal utility of consumption. This result is consistent with,
among others, De Nardi, French, and Jones [2010] and Finkelstein, Luttmer, and
Notowidigdo [2013]. My calibrated e ect of health on preferences implies that, for a
household with median frailty, the onset of two additional chronic conditions (which
corresponds to about a one standard deviation increase in frailty) results in a de-
crease of 5.5% in the marginal utility of consumption. My identi cation also implies
a calibrated value for the consumption oor consistent with those found or used in
previous work. In particular, the consumption oor is $3,561 per-year-per-capita,
which is within the standard range in the literature 0f$3,000$7,000.

Using my calibrated model, | generate three more sets of important ndings.
The second set concerns the e ects of health-dependent preferences on consumption
and savings. Analyzing this is important because most studies on the determinants
of savings ignore the e ects of bad health on preferences. | show that this force
a ects optimal consumption and savings over the life cycle. By comparing the pre-
dictions of my baseline model with those from a model in which health does not
a ect the marginal utility of consumption, | show that, for instance, households in
their eighties would consume 4% more if health did not a ect their marginal utility
of consumption. This is because health worsens over the life cycle and the marginal
utility of consumption is lower in worse health. As households desire to consume less
when in worse health and health deteriorates with age, savings are also lower. For
instance, households in their eighties would save 13% more if health did not a ect
their marginal utility of consumption.

Third, | evaluate the e ects of health-dependent preferences on self-insurance.

This is interesting because a large amount of literature compares changes in income
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and consumption to infer self-insurance (a seminal paper is Blundell, Pistaferri, and
Preston [2008]). Most of this literature (except for Blundell, Borella, Commault, and

De Nardi [2022], which focuses on the post-age 65 periods and does not calibrate a
structural model) ignores the e ects of health shocks on both income and preferences.

| show that a model without health-dependent preferences does not match the degree
of self-insurance against health shocks observed in the data as well as my baseline
model does. For instance, the consumption response to a transitory health shock
predicted by a model without health-dependent preferences is 20% smaller than
what | estimate from the data.

Fourth, | study how health-dependent preferences a ect households' valuation of
means-tested government insurance. This matters because, as far as | know, this
is the rst study to quantify this e ect in a quantitative structural model. | show
that health-dependent preferences reduce the household valuation of government
insurance. For instance, the compensation associated with a 30% cut in govern-
ment insurance is$17,851 with health-dependent preferences ar&l8,162 without.
Intuitively, when a bad health shock hits, the marginal utility of consumption is
lower with health-dependent preferences and households need a lower consumption
oor. | also show that government insurance is very valuable for poor households.
For instance, households in the bottom 5% of the earnings distribution have to be
compensated with about$66,000 when means-tested government programs are cut
in half. This number is almost three times larger than the average compensation
for the whole population and eight times larger than the average compensation for
households in the top 5% of the earnings distribution. | also nd that government
insurance is more valuable for sicker households. For example, the welfare e ect of
a 30% reduction in means-tested government insurance programs is 7% larger for

households in the top 5% of the frailty distribution than for those in the bottom 5%.
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The remainder of the chapter is organized as follows. Section 1.2 presents the re-
lationship with the literature and my contributions. Section 1.3 describes my quanti-
tative model. Section 1.4 illustrates the data and how | measure health. Section 1.5
discusses my empirical strategy and presents my calibration results. Section 1.6
shows the e ects of health-dependent preferences on consumption and savings. Sec-
tion 1.7 analyzes the e ects of health-dependent preferences on self-insurance against
health shocks. Section 1.8 discusses the welfare e ects of reforming means-tested

government insurance. Section 1.9 concludes.

1.2 Relationship to the Literature and Contribu-
tions

This chapter relates to three strands of the literature and contributes to each.
First, this chapter relates to the literature on health-dependent preferences
which yields no consensus on the magnitude and direction of the e ect of health on
preferences. Two approaches have emerged in this literature. The rst one is empir-
ical. Among the empirical studies, Evans and Viscusi [1991] nds no evidence of an
e ect of health on preferences. Finkelstein, Luttmer, and Notowidigdo [2013] shows
that bad health reduces the marginal utility of non-medical consumption. Kools and
Knoef [2019] indicates that bad health raises the marginal utility of consumption.
The second approach uses structural life-cycle models. These papers model the e ect
of health on the marginal utility of consumption and estimate or calibrate this e ect
in the context of their structural models. Among these, Lillard and Weiss [1997]
and Ameriks, Briggs, Caplin, Shapiro, and Tonetti [2020] nd that marginal utility

increases with deteriorating health. In contrast, De Nardi, French, and Jones [2010]



nds that marginal utility decreases as health worsens.| contribute to this literature

by providing a new way to identify the e ect of health on preferences. | also provide
the rst quantitative assessment of the consequences of health-dependent preferences
on self-insurance and government insurancée.

Second, this chapter relates to the literature owonsumption insurance . No-
table papers in this literature are Cochrane [1991], Attanasio and Davis [1996], Blun-
dell, Pistaferri, and Preston [2008], Kaplan and Violante [2010], Blundell, Pistaferri,
and Saporta-Eksten [2016c], Blundell, Pistaferri, and Saporta-Eksten [2018], Wu and
Krueger [2021], Commault [2022], and Blundell, Borella, Commault, and De Nardi
[2022]. Numerous studies in this literature|including Blundell, Pistaferri, and Pre-
ston [2008]|focus only on income risk over the working age. More recently, Blundell,
Borella, Commault, and De Nardi [2022] considers income and health risks but fo-
cuses on the elderly and does not estimate a structural model. | contribute to this
literature by constructing and calibrating a life-cycle model that includes both earn-
ings and health risks and does so for the whole life cycle.

Third, this chapter relates to the literature on structural life-cycle models
with health risk. Seminal contributions in this literature are Palumbo [1999],
French [2005], and De Nardi, French, and Jones [2010]. This literature is growing
fast and includes, among others, Scholz and Seshadri [2011], Kopecky and Kore-
shkova [2014], Capatina [2015], Braun, Kopecky, and Koreshkova [2016], De Nardi,
French, and Jones [2016], De Nardi, Pashchenko, and Porapakkarm [2017], and re-

cent contributions by Hosseini, Kopecky, and Zhao [2020], Keane, Capatina, and

1Appendix A.1 reviews the literature on health-dependent preferences in more depth.

2Finkelstein, Luttmer, and Notowidigdo [2013] uses a stylized two-period model to evaluate the
consequences of health-dependent preferences on savings for retirement but do not evaluate the
welfare e ects of health-dependent preferences. | use a richer model and evaluate the consequences
of health-dependent preferences on insurance.



Maruyama [2020], Salvati [2020], Bolt [2021], Dal Bianco [2022], and Dal Bianco
and Moro [2022]. | contribute to this literature by studying the e ect of health on

preferences and its consequences on welfare.

1.3 Model

Households enter the model at age 25, retire exogenously at 63, and die with
certainty by the time they are 89. They are subject to health, earnings, and survival
risk until retirement, after which earnings risk is resolved. | use biennial data from
the PSID because it contains information on consumption, health, and income. The
PSID samples households every other year. To be consistent with this data structure,
each period in my model lasts two years.

Households enter the model with zero assets and can only invest in a risk-free
asset with a constant rate of return. There are no annuity markets to insure against

mortality risk, and accidental bequests are lost to the economy.

1.3.1 Health-Dependent Preferences

In each period, utility depends on the consumption of non-durable and non-

medical goodsg;, and frailty, f;. The period ow utility of consumption is:

1

ueif) = (F)r—: (1.1)

The parameter is the coe cient of relative risk aversion, and (f;) measures the

e ect of health on marginal utility. Following Palumbo [1999] and De Nardi, French,



and Jones [2010], | model the e ect of health on marginal utility as:

(f)=1+ fu (1.2)

Hence, is the parameter capturing the e ect of health on the marginal utility of

consumption; when is equal to 0, health does not a ect utility.

1.3.2 Frailty

Frailty can take values between zero and one. The larger frailty is, the worse a
household's health is. If a household's frailty is zero in periog there is a positive
probability that it becomes positive in the next period. | also assume that if frailty is
positive in periodt, it cannot go back to zero in period +1.° Once frailty is positive,
| follow Hosseini, Kopecky, and Zhao [2022] and assume that it evolves according to

the following process:

logf)= (+ | +"; (1.3)
= 0+ 1 (1.4)
"t ONO; A); (15)
{ON@O; 2); (1.6)
o NO ?); (1.7)

where . is a deterministic component that depends on age; is a persistent com-

ponent, and"; is a transitory component. | assume that the shocks and | are

3This is consistent with the data. In my PSID sample, less than one percent of households are
transitioning from positive to zero frailty.
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mutually and serially uncorrelated. Following Hosseini, Kopecky, and Zhao [2022], |

also assume that, wheri, =0, [ =o0.

1.3.3 Earnings

Households face earnings risk during their working period. Earnings depend on

age, frailty, and a persistent and transitory component as follows

logyi(fe) = «(fo+ {+"Y; (1.8)
Y=, Y+ ) (1.9)
Y ON(; 3); (1.10)
YN %) (1.11)
§ N@©O; %) (1.12)

where (f,) denotes a deterministic function of age and frailty, { is a persistent
component, and"} is a transitory component. | assume that the shocks’ and {

are mutually and serially uncorrelated.

1.3.4 Medical Expenses and Death

Until death, households incur out-of-pocket medical expenses and face survival

probabilities. | model the evolution of out-of-pocket medical expenses as follows,

logme(fe) = g(t;fo) + ¢ (1.13)
¢ N(©; ?); (1.14)
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where g(t; f ;) denotes a deterministic function of age and frailty and; denotes an
l.i.d. shock. Medical expenses occur also for households in perfect health (i.e., zero
frailty). They capture, for instance, preventative care, such as routine physicals and
examinations. Households face an age-and-frailty-speci ¢ survival probabilitg;. ,

up to the maximum age of 89.

1.3.5 Government

The government imposes taxes on income, provides Social Security bene ts to
retirees, and provides a means-tested transfer to needy households. | model taxes on
total income as in Benabou [2002] and Heathcote, Storesletten, and Violante [2017].
This tax function allows for negative tax rates (and thus incorporates the Earned

Income Tax Credit (EITC)) and is given by:

Ty =y @ )y ; (1.15)

wherey; denotes the level of total income, captures the average level of taxation

in the economy, and denotes the degree of progressivity of the income tax systém.
The government provides Social Security bene ts after retirement. To reduce

computational costs, | follow De Nardi, Fella, and Paz-Pardo [2019] and approximate

Social Security bene ts as a function of the last realization of earnings:

SSt = SS(YTret 1): (1.16)

4See Borella, De Nardi, Pak, Russo, and Yang [2022] for a detailed description of this tax
function and the interpretation of its parameters.
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Government-provided means-tested transfers ensure that a household's available

resources are su cient to reach a minimum consumption oor, ©

b = maxf0;c+ m(f;) [a +(1 )rag+ yi(F))t 1g; ift<T'™; (1.17)
b =maxfOc+ m(f) [a+(1  )(rac+ ss)' g ift T (1.18)

whereb denotes the transfer.

1.3.6 Timing

Working-age households start each period with a stock of assets and draw realiza-
tions of the stochastic process for frailty, earnings, and medical expenses, and then
make consumption and saving decisions. Retired households start each period with
a stock of assets and Social Security bene ts that remain constant until they die.
They draw realizations of the stochastic processes of frailty and medical expenses

and then make consumption and saving decisions.

1.3.7 Recursive Formulation

There are two value functions, one for each stage of life.

The Value Function for Workers

The vector of state variablesX; for workers includes: aget; assets,a;; the
medical expenses shock,; the persistent earnings component,!; the transitory
earnings component,"!; the persistent frailty component, tf; and the transitory

frailty component, ", . Workers maximize the objective function:
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1
VX)) = max  (f)-t—+ s BV (KXol (1.19)

Ct;at+1 1

subject to the intertemporal budget constraint,
a1 = a+ y'(rag+ yi(fy); ) m(f)+ ko (1.20)

and Equations (1.3)-(1.7), (1.8)-(1.12), (1.13)-(1.14), (1.17), and a no borrowing

constraint in every period,a; 0.

The Value Function for Retirees

The vector of state variablesX; for retirees comprises: age; assetsa;; the med-

ical expenses shock,; Social Security bene ts,ss;; the persistent frailty component,

"'+ and the transitory frailty component, "' . Retirees maximize the objective func-

tion: )
VX)) = max  (F)S—+ s EV(Xen)] (1.21)

Ct,at+1 1

subject to the intertemporal budget constraint,

s = at+ss'(ragtss; ) m(f)+h ¢ (1.22)

and Equations (1.3)-(1.7), (1.13)-(1.14), (1.16), (1.18), and a no borrowing constraint

in every period,a; 0.
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1.4 Data

The PSID is a longitudinal survey representative of the U.S. population, con-
ducted annually since 1968 and biennially since 1997. Starting in 2003, the PSID
collected detailed health information. Moreover, beginning in 2005, the PSID covered
almost all of the consumption categories considered in the Consumer Expenditure
Survey (CEX). Hence, | use each biennial wave of the PSID between 2005 and 2019
because, during this sample period, the dataset contains detailed information on
health and medical conditions, labor and non-asset income, wealth, and consump-
tion. To be consistent with my model, | consider households whose head is between
25 and 89 years old. Appendix A.2 provides details about my data and sample
selection.

I measure non-medical consumption from the PSID as the sum of household
expenses on food at and away from home, utilities, phone bills, internet bills, trans-
portation (excluding car loans, lease payments, and down payments,) trips and va-
cations, entertainment and recreation, donations to charity, and clothing.

I convert nominal earnings, medical expenses, and consumption into real quanti-
ties using the Consumer Price Index for Urban Consumers (CPI-U) and 2018 as my

base year. Appendix A.4 presents some facts on my key variables of interest.

1.4.1 Measuring (Bad) Health

The frailty index captures the idea that, as people age, they become increasingly
burdened by adverse health events (such as chronic diseases or temporary ailments)
which | refer to as de cits. As such, the frailty index is an objective measure of bad
health. It has been used extensively in the medical and gerontology literature, and it

has been shown to be an excellent predictor of health, mortality, medical expenses,
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and the probability of becoming a disability insurance recipient (See, among others,
Hosseini, Kopecky, and Zhao [2022] and Nygaard [2021]).
To construct the frailty index for the households in my sample, | follow Searle,

Mitnitski, Gahbauer, Gill, and Rockwood [2008] and include the following:

" Di culties with activities of daily living (ADL) and instrumental ADL (IADL)

such as di culty dressing, bathing, and walking.
" Diagnosed diseases, such as diabetes, cancer, and arthritis.

~ Cognitive impairments and mental health measures, such as memory loss and

psychological problems.
" Lifestyle habits, such as smoking and excessive alcohol consumption.

In total, | consider 29 possible de cits to construct the frailty index. Each can take
a value of either zero or one, depending on whether the individual currently has a
speci ¢ de cit or not. Table A.2 in Appendix A.3 reports the complete list of de cits
that | use.

| construct a household's frailty as the average frailty index of each member. It
has a mean of 0.09 and a median of 0.07. The left panel of Figure 1.1 reports the
distribution of household frailty by age and shows that the median, 25th, and 75th
percentiles increase with age. The right panel of Figure 1.1 reports the variance of
frailty by age and shows that this increases with age and is particularly high after
age 75.

Figure 1.2 displays the fraction of households with positive frailty by age and
shows that health risk is present at all ages. In particular, it indicates that almost
80% of 25-year-old households have positive frailty and that this share increases

rapidly with age. To understand why frailty is so prevalent, even at younger ages,
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Figure 1.1. Distribution of household frailty by age

(a) Percentiles by age (b) Variance by age

Note: The left panel shows the 25th, 50th, and 75th percentiles. The right panel shows the variance.
Each statistic is smoothed using a 3-year moving average. PSID, 2005-2019.

Table 1.1 displays the three most common de cits for household heads at selected
ages. Smoking and obesity are the most common de cits for younger people, while

high blood pressure and arthritis are the most common for older people.

1.5 Calibration

| use a two-step strategy similar to that of Gourinchas and Parker [2002] and
De Nardi, French, and Jones [2010]. In the rst step, | estimate the parameters that

| can cleanly identify outside my model. For example, | estimate the frailty process

5These numbers are consistent with statistics from the Centers for Disease Control and Pre-
vention (CDC). In particular, the CDC documents that, in 2020, 14.1% of people aged 25 to 44
smoked cigarettes (Centers for Disease Control and Prevention [2022a]), while about 40% of people
aged 20 to 39 were obese (Centers for Disease Control and Prevention [2022b]). Moreover, the CDC
reports that, in 2018, 74.5% of people over 60 had high blood pressure (Centers for Disease Control
and Prevention [2020]), while, between 2013 and 2015, about 50% of people over 65 had arthritis
(Centers for Disease Control and Prevention [2021]).
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Figure 1.2: Share of households with positive frailty by age

Note: The share is smoothed using a 3-year moving average. PSID, 2005-2019.

Table 1.1: Top 3 de cits for household heads for selected ages

Age Top 3 De cits

25 Smoke, Obese, Asthma

35 Obese, High Blood Pressure, Smoke

45 Obese, High blood pressure, Other chronic conditions
55 High blood pressure, Obese, Arthritis

65  High blood pressure, Arthritis, Other chronic conditions
75  High blood pressure, Arthritis, Other chronic conditions
85  High blood pressure, Arthritis, Other chronic conditions

Note: PSID, 2005-2019
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from the PSID and x the discount factor and risk aversion to values commonly used
in the literature.

In the second step, | calibrate the consumption oor, cand the e ect of health on
preferences, , to match the consumption response to transitory earnings and health

shocks.

1.5.1 First-Step Calibration and Estimation

Frailty Process | model the probability that the household's frailty remains at

zero at each age using a probit model as in Hosseini, Kopecky, and Zhao [2022]:
Prob(f, = 0jX;) = ( X? ); (1.23)

where is the c.d.f. of a standard normal distribution and X, is a set of regressors.
Here, X; contains family size, education level, cohort e ects, and a second-order
polynomial in household age. Table A.3 in Appendix A.5.1 reports the probit regres-
sion results. On average, the probability of having zero frailty decreases with age
and family size and increases with education.

The probability that a household has zero frailty, conditional on having zero

frailty during the previous is:

Prob(fe =0jX,) _ (X{) .

Probf =00t 1 =0) = Brobtf, 1= 0i%: 0 (X0, )"

(1.24)

Thus, the probability that a household has zero frailty is given by Equation (1.23)
at age 25; given by Equation (1.24) at ages older than 25 if frailty is zero in the
previous period; and zero otherwise. Figure A.3 in Appendix A.5.1 displays the

share of households with zero frailty in the data and in the model.
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| estimate the deterministic component of the evolution of frailty once it becomes
positive ( { in Equation (1.3)) by regressing log-frailty for those with positive frailty
on family size, education level, cohort e ects, and a second-order polynomial in age.
Then, | use the residuals from this regression to estimate the autoregressive coef-
cient, ;, the variance of the transitory shock, 2, the variance of the shock to
the persistent component, %, and the variance of the initial persistent component,
2. | identify them using the variances and covariances of the residuals and es-
tinzate them using equally weighted minimum distance (Appendix A.5.1 discusses
the identi cation restrictions and estimation details). Table A.4 in Appendix A.5.1
reports my results. The results show that frailty is increasing in age and persistent,

con rming the ndings of Hosseini, Kopecky, and Zhao [2022].

Survival Probabilities | estimate age-and-frailty-speci ¢ two-year survival prob-
abilities for household heads. To do so, | run a logistic regression of a binary indicator
of survival using frailty in the previous period, education, family size, cohort e ects,
and a second-order polynomial in age as covariates. Table A.5 in Appendix A.5.2
reports the estimation results. Age and frailty reduce the probability of surviving to
the next period.

| then compute the average survival probabilities by age and con rm the nding
in French [2005] that the PSID overestimates survival probabilities. Hence, | adjust
them so that my estimated average survival probabilities match those reported by

the Social Security Administration in the life tables for 2019.

Earnings Process Earnings include labor earnings, the labor part of business
income, and farm income. When married, household earnings are the sum of each

spouse's earnings. | estimate the earnings process for households between the ages
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of 25 and 61, reporting positive labor earnings. | estimate the deterministic function

¢(f ) in Equation (1.8) by regressing the logarithm of earnings on frailty, family size,
education level, cohort e ects, and a second-order polynomial in age. The left panel
Table A.6 in Appendix A.5.3 displays my estimation results and shows that age,
family size, and education positively a ect earnings, while frailty hurts them.

Using the residuals from this regression, | estimate the autoregression coe cient

y,» the variance of the transitory shock, 3, the variance of the shock to the persistent
component, 2, and the variance of the initial persistent component, Z(y), by equally
weighted minimum distance. Appendix A.5.1 presents details on the identi cation
and estimation. The right panel of Table A.6 in Appendix A.5.3 shows the estimated

variances of the earnings shocks.

Out-Of-Pocket Medical Expenses Medical expenses are the sum of what house-
holds spend out-of-pocket for hospital and nursing home stays, doctor visits, prescrip-
tion drugs, and insurance premia. | replace values of medical expenses equal to zero
with $100. | estimate the deterministic functiong(t;f) in Equation (1.13) by re-
gressing the logarithm of medical expenses on frailty, family size, education level,
cohort e ects, and a second-order polynomial in household age. Column (1) in Ta-
ble A.7 in Appendix A.5.4 reports the estimation results for this regression. They
show that medical expenses increase with age, frailty, family size, and education.
To estimate the variance of the i.i.d. shock, 2, | regress the squared residuals
from the regression above on the same covariates. Column (2) of Table A.7 in
Appendix A.5.4 reports these estimation results. | then compute the predicted values
from this regression and their variance, which provides the estimate for the variance

of the i.i.d. shock.
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Fixed Parameters  Table 1.2 summarizes my rst-step parameters, including those
that | set to commonly adopted values in the literature. | use the parameters of the
tax function estimated by Borella, De Nardi, Pak, Russo, and Yang [2022] for 2017
(their last available data point.) | set the interest rate to two percent following
Paz-Pardo [2022]. | set the coe cient of relative risk aversion to two, as in Guvenen
and Smith [2014] and Fella, Frache, and Koeniger [2020]. Finally, | set the annual
discount factor to 0.9756 as in Low and Pistaferri [2015], which uses the central
value of the estimates of Gourinchas and Parker [2002] and Cagetti [2003]. | square
the annual value to obtain the biennial discount factor, as in Kydland and Prescott
[1982].

Table 1.2: First-step parameters

Parameter Value Description Source

Preference Parameters

0.9756  Annual Discount factor Gourinchas and Parker [2002]
2 Risk Aversion Guvenen and Smith [2014]
Frailty Process

t see text Deterministic component PSID
f 0.93  Autoregressive coe cient PSID

2 0.02  Variance of transitory shock PSID
2 0.06  Variance of persistent shock PSID
2 0.36  Variance of initial persistent component PSID

o

Earnings Process

t(fo) see text Deterministic function of age and frailty PSID
y 0.90  Autoregressive coe cient PSID
2, 0.09 Variance of transitory shock PSID
2, 0.10  Variance of persistent shock PSID
23 0.79  Variance of initial persistent component PSID

Medical Expenses and Death

g(fy; t) see text Deterministic function of age and frailty PSID
2 0.04  Variance of shock to medical expenses PSID
Skt see text Age-and-frailty-speci ¢ survival probabilities PSID

Government and Interest Rate

2 Average level of income taxation Borella, De Nardi, Pak, Russo, and Yang [2022]
0.07  Progressivity of the income tax system Borella, De Nardi, Pak, Russo, and Yang [2022]
r 0.02 Interest rate Paz-Pardo [2022]
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1.5.2 Second-Step Calibration

| calibrate the consumption oor and the e ect of bad health on the marginal util-
ity of consumption to match the degree of self-insurance against transitory earnings
and frailty shocks in the data. This section describes my measures of self-insurance,
details my identi cation strategy, and presents the results for my calibrated param-

eters.

Measuring Self-Insurance. | follow a long-standing tradition in the consumption
insurance literature and measure self-insurance with pass-through coe cierftsAs
described in the seminal contribution of Blundell, Pistaferri, and Preston [2008], the
pass-through coe cient of an idiosyncratic shockx; is the ratio of the covariance

between log-consumption growth and the shock and the variance of the shock:

x _ cov( log c;xi),
= ) (1.25)

Pass-through coe cients capture the share of the variance of a shock that trans-
lates into consumption growth. If households had access to full insurance against
idiosyncratic shocks (as would be the case if markets were complete) the pass-through
coe cients would be zero. If there were no insurance, the pass-through coe cients
would be one, as consumption would react one-to-one to idiosyncratic shocks. As

shown by Blundell, Pistaferri, and Preston [2008] and Blundell, Borella, Commault,

6A few notable papers using pass-through coe cients to measure consumption insurance are
Blundell, Pistaferri, and Preston [2008], Kaplan and Violante [2010], Blundell, Pistaferri, and
Saporta-Eksten [2016b], Blundell, Pistaferri, and Saporta-Eksten [2018], Wu and Krueger [2021],
and Blundell, Borella, Commault, and De Nardi [2022]
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and De Nardi [2022], households in the United States only have access to partial in-
surance against income and health shocks, which results in pass-through coe cients
between zero and one.

Estimating pass-through coe cients from the data is challenging because shocks
are not observable. For example, the PSID records information on earnings and
frailty but not on earnings and frailty shocks. Therefore, | use moments on observable
consumption, earnings, and frailty to estimate the pass-through coe cients.

| apply a similar strategy to that used by Kaplan and Violante [2010] to identify
the pass-through coe cients of transitory earnings and frailty shocks (Appendix A.9
describes the details for the pass-through coe cients of persistent shocks.) First, |
de ne the quasi di erence of log earnings astog y; = log y; ylogy: 1 and the
quasi di erence of log frailty as Tog f; = log f; ¢ logf; 1. Notice that | have
estimated , and ¢ in Section 1.5.1. Second, using the processes for earnings and

frailty and assuming that shocks are mutually uncorrelated, one can show that

cov( log o; Tog yia)=  ycov( log c;"?);
cov(Tog yi; Tog yia) = yvar("y);
cov( log &; Tog fui)=  fcov( log o;"();

cov(tog fy; Tog fui) = ¢var("f):
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Therefore, the pass-through coe cients to transitory shocks are identi ed as:

y _ cov(log g;"f) _ cov(log &; Tog Y1)

Y= = ; 1.26
var(") cov(Tog Vi, 109 VYi+1) ( )

¢ _ cov( log c;"t) _ cov(log c;Tog fea). (1.27)
var("f) cov(Tog fi; Tog fie) '

| estimate the pass-through coe cients of transitory shocks using Equation (1.26)

and Equation (1.27). Appendix A.6 provides details on the estimation procedure.

Calibration Procedure. | calibrate the consumption oor, ¢, and the e ect of
bad health on preferences,. To solve and simulate the model, | follow Gourinchas
and Parker [2002] and French [2005] and x the cohort to the middle one in the data,
x family size to the average family size, and x the education level to high school
graduate. | keep these values constant over the life cycle, as in French [2005].

The calibration procedure is as follows. First, given an initial guess for the
two parameters to be calibrated, | solve the life-cycle model and obtain optimal
decision rules for consumption and savings. Second, | use the optimal decision rules
to simulate the life-cycle choices of households. Third, using the simulated data,
| compute the pass-through coe cients for transitory earnings and health shocks.
Fourth, | compute the objective function for my calibration as the squared di erence
between the pass-through coe cients in the model and the data. Finally, using the
Nelder-Mead algorithm, | search for the combination of and c that minimizes my
objective function. Appendix A.8 provides more details on the model solution and

simulation.

Identi cation. In a non-linear model like mine, all parameters potentially a ect

all moments. In the Introduction, | provide some intuition on what moments in the
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data help identify my parameters of interest. Appendix A.7 provides more details
and shows the identi cation argument for the e ect of health on preferences using
the structure of the model.

In this section, | show how my objective function varies with the two parameters |
calibrate. Figure 1.3 displays my objective function as a function ofand ¢ It shows
that, quantitatively, the qualitative intuition that | have discussed in the Introduction
holds. In particular, Panel (a) shows the evolution of the objective function when |
X at my calibrated value and vary the consumption oor. The function achieves
a minimum at my calibrated value of the consumption oor. Similarly, Panel (b)
displays my objective function when | set the consumption oor at my calibrated
value and vary . In this case, too, the objective function is minimized at my
calibrated value for ¢ Finally, Panel (c) shows a surface plot of my objective function
when both cand are allowed to vary. This gure shows that my objective function

is minimized at my calibrated values.

Calibration Results. The second column of Table 1.3 reports the pass-through
coe cients to transitory earnings and health shocks that | estimate from the PSID.
The third column shows the corresponding coe cients in my simulated data and the
fth column shows the values of my calibrated parameters.

Table 1.3: Targeted moments, model t, and parameter values

Moment Data Model Parameter Value
Y 0.175 0.175 Consumption oor, ¢ $3,561
f -0.087 -0.087 E ect of bad health on preferences, -0.74

The rst row of Table 1.3 shows that the pass-through coe cient of a transitory

earnings shock, ¥, is 0.175. This means that a 10% increase in earnings due to
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Figure 1.3. Objective function for calibration as a function of ¢ and

(a) Objective function xing and varying ¢  (b) Objective function xing c¢_ and varying

(c) Obijective function varying ¢ and

a transitory shock leads to a rise in consumption of 1.75%. This nding is in line
with the results of Blundell, Pistaferri, and Preston [2008] and Blundell, Borella,
Commault, and De Nardi [2022]. My model exactly matches the pass-through of a
transitory earning shock and predicts a consumption oor 0f3,561, which is well

within the standard range in the literature of $3,000$7,000/

"Here, | report the annual consumption oor per capita. My model is biennial, and | solve it
by xing the family size to the average one. Thus, to obtain the biennial consumption oor implied
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The second row of Table 1.3 shows that the pass-through coe cient of a transitory
frailty shock, [, is -0.087. This means that a 10% increase in frailty due to a
transitory shock leads to a 0.9% decrease in consumption. My model replicates the
pass-through of transitory frailty shocks exactly and implies a calibrated value of
of -0.74. The fact that is negative means that the marginal utility of consumption
decreases as health worsens. This nding is in line with the results of, among others,
De Nardi, French, and Jones [2010], Finkelstein, Luttmer, and Notowidigdo [2013],
Koijen, Van Nieuwerburgh, and Yogo [2016], and Blundell, Borella, Commault, and
De Nardi [2022]. The magnitude of implies that, for a household with median
frailty, the onset of two additional chronic conditions (which corresponds to about
a one standard deviation increase in frailty) results in a decrease of 5.5% in the

marginal utility of consumption.

Untargeted Moments. To validate my model, | compare its implied consump-
tion evolution to the one estimated from the PSID. First, | compare the average
annual consumption for the whole population. Second, | analyze consumption for
households in the top and bottom 5% of the frailty distribution to evaluate my model
performance for the most unhealthy and healthy households.

To compute the life-cycle pro le of consumption from the data, | follow French
[2005]. I rst regress annual household consumption on family size, education level,
and cohort and age dummies. | then x family size, education level, and cohort to
the same values | use to solve the model and compute the predicted values from the
regression and a 95% con dence interval. To calculate average consumption from the

model-simulated data, | divide biennial consumption by two and then regress it on

by my model, one needs to multiply the annual per capita value rst by two and then by 2.6, the
average family size in my sample.
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age dummies. | then repeat this process, in the data and the model, for households

in the top and bottom 5% of the frailty distribution by age.

Figure 1.4: Life cycle pro le of annual consumption

(@) Annual Consumption over the life-cycle

(b) Bottom 5% of frailty distribution (c) Top 5% of frailty distribution

Note: Panel (a) reports the whole population's average annual consumption over the life cycle.
Panel (b) reports the pro le for households in the bottom 5% of the frailty distribution. Panel (c)
reports the analogous gure for households in the top 5% of the frailty distribution.
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Panel (a) of Figure 1.4 shows the life-cycle pro le of consumption for the whole
population. My model matches the trends of consumption well. It slightly under-
predicts consumption between the ages of 25 and 35 and between 60 and 70 but is
within the 95% con dence interval at all other ages.

Panel (b) of Figure 1.4 shows average annual consumption for relatively healthy
households. These households are in the bottom 5% of the frailty distribution by
age. My model does an excellent job of matching annual consumption for these
households. The model-simulated consumption is almost always within the 95%
con dence interval and is very close in levels to the data, especially after age 45.

Panel (c) of Figure 1.4 shows the average annual consumption for relatively un-
healthy households. These households are in the top 5% of the frailty distribution by
age. My model matches annual consumption after age 60 remarkably well. However,
despite the model-predicted consumption being at the border of the 95% con dence
interval, the model underpredicts annual consumption at younger ages.

Next, | compare the pass-through coe cients against persistent earnings and
frailty shocks in the model and the data. As | argued in the Introduction, identifying
the pass-through coe cients requires stringent assumptions on consumption, which
are violated in the observed and the model-generated data. However, | compare the
estimates in the data and the ones from the model to evaluate my model's perfor-
mance, even though they are biased measures of the true degree of self-insurance
against persistent shocks. Table 1.4 reports the results of this comparison and shows
that my model generates results that are qualitatively similar to those in the data.

In particular, a persistent positive earnings shock generates a consumption increase

8Appendix A.9 provides more details on estimating the pass-through coe cients of persistent
shocks and the assumptions needed for identi cation.
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both in the data and in the model, while a persistent frailty shock causes a consump-
tion drop. In terms of size, Table 1.4 shows that my model generates a pass-through
of persistent earnings shocks that is larger than that in the data. Conversely, it
implies a pass-through of persistent health shocks that is lower (in absolute value)
than what is observed in the data. The bias in the model-generated pass-through
coe cient to persistent shocks could be due to the identi cation strategy issues lead-
ing to biased estimates both in the model and in the data. Moreover, the bias in the
pass-through to a persistent frailty shock could also be due to misspeci cation of the

long-term e ects of bad health, such as its e ects on survival.

Table 1.4: Pass-through coe cients of persistent earnings (¥) and frailty ( f) shocks

Data Model
Y 0.240%** 0.338***
(0.03) (0.003)
N 6,437 511,996

h .0.062%  -0.030%**
(0.02) (0.003)
N 7,751 878,161

1.6 Health-Dependent Preferences, Consumption,
and Savings

In this section, | use my calibrated model to assess the quantitative e ects of
health-dependent preferences on consumption and savings. The literature has largely
ignored this e ect. For example, Scholz, Seshadri, and Khitatrakun [2006] investi-

gates the adequacy of retirement savings in the United States and allows for medical
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expense risk but does not consider the possibility that health-driven uctuations in
marginal utility may be a driver of consumption and savings patterns.

To Il this gap in the literature, | solve the model using the baseline calibration
and setting = 0, thereby removing the relationship between health and marginal
utility. | then simulate the life cycle of 50,000 households and compare their con-
sumption and savings over the life cycle with those from my baseline calibration.

Health-dependent preferences a ect optimal consumption and savings over the
life cycle. Figure 1.5 plots the life-cycle pro le of average consumption and savings
by 10-year age bins. Panel (a) shows that average consumption is higher without
health-dependent preferences is lower before 50 but higher at older ages. For example,
without health-dependent preferences, households consume about 1% less in their
twenties but almost 4% more in their eighties. Panel (b) shows that average savings
are higher at every age without health-dependent preferences. In particular, the
increase in savings ranges from 3% when households are in their twenties to 13%
in their eighties. These results show that health-dependent preferences should be
carefully considered when studying the patterns and determinants of savings.

The observed consumption and savings patterns are consistent with the deteri-
oration of health over the life cycle. Households are more unhealthy at older ages;
therefore, their marginal utility of consumption is higher at that stage of life without
health-dependent preferences than in the baseline case. Consequently, their optimal
consumption is higher than in the baseline case because consumption is more \en-
joyable." To sustain higher consumption at older ages, households must save more

and give up consumption when youn§.

9Using a stylized two-period model, Finkelstein, Luttmer, and Notowidigdo [2013] shows that
an adverse e ect of bad health on the marginal utility of non-medical consumption reduces the
optimal level of savings for retirement, which is consistent with what I nd.
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Figure 1.5: Simulated average consumption and savings by age

(a) Average consumption by age (b) Average savings by age

Note: Panel (a) shows average consumption by 10-year age bin for the baseline calibration and the
counterfactual experiment in which = 0. Panel (b) shows the analogous gure for savings.

The patterns described above apply across the consumption and savings distri-
butions. Figure 1.6 displays the 25th, 50th, and 75th percentiles of consumption and
savings by 10-year age bins with and without health-dependent preferences. Panel (a)
shows that households consume more without health-dependent preferences at older
ages and less at younger ones. In particular, all households consume less without
health-dependent preferences until their fties and more after that. The di erence
in consumption is increasing along the distribution: in their eighties, households
consume 1.6, 3.1, and 4.3 percent more without health-dependent preferences if they
are in the 25th, 50th, and 75th percentile of consumption, respectively. Panel (b)
shows the 25th, 50th, and 75th percentiles of savings by age. This gure shows
that all households save more without health-dependent preferences at all ages. For
example, households in their thirties save 7.6, 5.6, and 4.6 percent more without
health-dependent preferences if they are in the savings distribution's 25th, 50th, and

75th percentile, respectively.
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Figure 1.6: Simulated percentiles of consumption and savings by age

(a) Percentiles of consumption by age (b) Percentiles of savings by age

Note: Panel (a) shows the 25th, 50th, and 75th percentile of consumption by 10-year age bin for
the baseline calibration and the counterfactual experiment in which = 0. Panel (b) shows the
analogous gure for savings.

1.7 Health-Dependent Preferences and Self-Insurance

I now use my calibrated model to quantify the e ect of health-dependent prefer-
ences on households' ability to self-insure against health shocks. To do so, | compute
the pass-through coe cients of transitory and persistent health shocks in my baseline
model and compare them with those from a model in which health does not a ect the
marginal utility of consumption. To the best of my knowledge, with the exception
of Blundell, Borella, Commault, and De Nardi [2022], no paper has considered the
e ect of health-dependent preferences on self-insurance against health shocks.

Table 1.5 reports the pass-through coe cient of transitory frailty shocks in my
PSID sample, baseline model, and a model without health-dependent preferences.
Its rst row shows that the model without health-dependent preferences predicts

that a 10% increase in frailty generated by a transitory shock results in a 0.7%
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decrease in consumption. This change is 20% smaller than what is observed in the
data and predicted by my baseline model. The second row of Table 1.5 shows that
the counterfactual model also predicts a smaller consumption response to persistent
frailty shocks (measured by the pass-through coe cient ') than the one indicated

by my baseline model. These results suggest that a model without health-dependent
preferences predicts a smaller consumption response|thus a higher degree of self-
insurance|to bad health shocks. This result is consistent with savings being higher

in the counterfactual model but inconsistent with what | measure from the PSID.

Table 1.5: Simulated pass-through coe cients

Moment Data Baseline No health-dependent preferences

= 074 =0
f -0.087 -0.087 -0.069
f -0.062 -0.030 -0.021
Note: Pass-through coe cients to transitory ( rst row) and persistent (second row) frailty shocks
in the baseline calibration, = 0:74, and counterfactual experiment in which = 0.

1.8 Health-Dependent Preferences and Government
Insurance

In this section, | analyze the welfare e ects of reforming means-tested government
insurance (MTGI) with and without health-dependent preferences. Obtaining an
accurate measure of the value that households place on these programs is crucial to
evaluate potential reforms. Moreover, because MTGI includes programs targeted to

the poor and unhealthy|such as Medicaid and Supplemental Security Incomelit is
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interesting to see how health-dependent preferences in uence the household valuation
of such programs.

| compute the welfare changes associated with MTGI reforms using the com-
pensating variation. In particular, | follow De Nardi, French, and Jones [2016] and
McGee [2021] and de ne the compensating variation as the immediate payment after
the reform that would make households as well o as before the reform. | compute
the compensating variation at age 25 (the initial age in my model and simulations)

and de ne it as s(azs; 25 35 "% bs'Ds) solving:

. . .ny . h.nh . . .ny . h.uh
Vaos(@zs; 250 %51 "3s0 25 "psiBaseline) =Vos(axs + 25, 257 35 "%s: 250 " 2siReform);

whereV,s( ) is the age 25 value function for a given set of state variables. As argued
in McGee [2021], the compensating variation is an ex-ante measure that incorporates

the mechanical and behavioral responses to a reform.

Table 1.6: Household valuation of MTGI reform

30% reduction in ¢ 50% reduction in ¢
Group Average Average Baseline No HDP Baseline No HDP
Earnings Frailty = 074 =0 = 074 =0
All 25-year-olds 56,110 0.05 17,851 18,162 23,841 24,292
Bottom 5% earnings 5,457 0.08 51,773 52,113 65,754 66,156
Top 5% earnings 266,132 0.04 7,232 8,264 8,093 8,817
Bottom 5% frailty 67,443 0.00 17,023 17,300 22,811 23,146
Top 5% frailty 31,278 0.19 18,169 18,458 24,250 24,657

Note: Columns 4 and 5 report the compensating variation associated with a 30% reduction in the
consumption oor, while columns 6 and 7 display the compensating variation associated with a
50% reduction in the consumption oor. For each reform, | report the compensating variation in
the baseline calibration, = 0:74, and without health-dependent preferences, = 0.
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Health-dependent preferences a ect the household valuation of MTGI. Table 1.6
shows the compensating variation associated with two reforms: one that reduces the
consumption oor by 30% compared to my baseline value (columns 4 and 5) and one
that reduces it by 50% (columns 6 and 7)° Table 1.6 provides several interesting
insights. First, households place a higher value on government insurance without
health-dependent preferences across groups and reforms. For instance, the rst row
of Table 1.6 shows that for all 25-year-olds (who ear$6,110 on average and have
a frailty index of 0.05) the compensating variations associated with a 30% and 50%
reduction in the consumption oor are about 2% higher without health-dependent
preferences.

Second, government insurance is more valuable for low earners. In the second
and third rows of Table 1.6, | compare households in the bottom and top 5% of
the earnings distribution and show that, for both reforms, the welfare e ects are
larger for low earners, who are, on average, also more unhealthy. For instance, the
compensating variation associated with a 50% reduction in the consumption oor is
about eight times larger for households in the bottom 5% of the earnings distribution.
Across the earnings distribution, the household valuation of government insurance is
larger without health-dependent preferences.

Third, government insurance is more valuable for sicker households. In the fourth
and fth rows of Table 1.6, | compare relatively healthy households (i.e., in the
bottom 5% of the frailty distribution) with rather unhealthy ones (i.e., in the top 5%
of the frailty distribution.) My results show that sicker households (that, on average,
also earn less than healthier ones) value government insurance more than healthier
ones. For example, the compensating variation associated with a 30% reduction in

the consumption oor is about 7% larger for households in the top ve percent of

10The baseline consumption oor is $3,561 per-year-per-capita.
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the frailty distribution. The value of government insurance is higher without health-

dependent preferences in all cases.

1.9 Conclusions

| study the e ect of bad health on preferences and the consequences of this ef-
fect on consumption, savings, self-insurance, and household valuation of government
insurance. | do so by building a life-cycle model in which health a ects survival,
earnings, medical expenditures, and the marginal utility of consumption. | then
calibrate the model using the PSID and use it for quantitative analysis.

I nd that poor health reduces the marginal utility of consumption and that
health-dependent preferences reduce old-age consumption and lower savings over the
whole life cycle. 1 also show that a model without health-dependent preferences
cannot replicate the degree of self-insurance against bad health shocks observed in
the data as well as my baseline model can. In particular, a model without health-
dependent preferences underestimates the consumption response to bad health shocks
compared to the data and my baseline model.

Finally, I show that health-dependent preferences a ect the household valuation
of means-tested government insurance programs such as Medicaid and Supplemental
Security Income. In particular, | show that households value these programs more
when bad health does not a ect preferences. My results indicate that it would be
interesting to study the optimal design of taxes and transfers when bad health lowers

the marginal utility of consumption.
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Chapter 2

The Importance of Modeling
Income Taxes over Time: U.S.

Reforms and Outcomes

2.1 Introduction

In 1716, British dramatist Christopher Bullock wrote, \'Tis impossible to be sure
of any thing but Death and Taxes," and in 1789, Benjamin Franklin reiterated that
\our new Constitution is now established, and has an appearance that promises
permanency; but in this world nothing can be said to be certain, except death and
taxes."

While taxes have been around for a long time, their structure has undergone
frequent changes over time. We use the Panel Study of Income Dynamics (PSID) to
compute federal e ective tax functions year by year (or every other year, after the

data turn biannual) from 1969 to 2016 to evaluate how income taxes have changed
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over time for several groups of people. We use these e ective tax functions to compute
average and marginal tax rates and income tax progressivity and to study taxes as
a function of taxable income. We use the history of the changes in income tax
laws in the United States from 1962 to 2016 to better understand the rationale for
these reforms, the economic environment in which they took place, and how these
tax reforms translate into e ective taxation. Finally, we discuss in detail the most
notable reforms that occurred between 1969 and 2016 and evaluate their e ects by
using an estimated dynamic model of couples and singles.

E ective tax functions describe the empirical relationship between taxes paid
and pre-tax income, approximated using a parsimonious functional form. Hence,
they are both a convenient way to represent the key features of a tax system and
a useful instrument for economic analysis. In fact, estimating e ective taxes and
relating them to the tax code and its stated goals is not only interesting but also
important for understanding many economic questions, including those pertaining to
the aggregate and distributional e ects of taxes and transfers. For instance, Barro
and Redlick [2011] computes the aggregate income multipliers of taxes as a result of
the changes in marginal tax rates.

In addition, there is a vast literature that uses estimated tax functions in quanti-
tative structural models of household behavior to study a variety of issues, including
the e ects of taxes on household behavior and welfare, inequality, and Social Security
and other transfer programs. Often, for simplicity, structural models adopt the tax
functions for a given period and ignore the variation of taxes over time. In turn,
we estimate e ective tax functions for each year. Our work thus also provides the
inputs to incorporate time variation in taxes into structural models.

Most of these frameworks also adopt the paradigm of a one-agent decision-maker,

again for simplicity, but more recent work stresses the importance of modeling both
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couples and singles to better understand the answers to many important questions
(see, for instance, Borella, De Nardi, and Yang [2018b] and (2020)). In addition, and
importantly, during this time period, the federal tax code taxed single and married
people di erently. For these reasons, we estimate both e ective tax functions that
abstract from marital status’ and e ective tax functions for singles and married
couples. The rst set of tax functions can be used in models that abstract from the
distinction between couples and singles. The second set is suited to richer models
that allow for such a distinction.

We also use a structural model to evaluate the e ects of the tax changes that
we observe. To do so, we adopt the framework in Borella, De Nardi, and Yang
[2023], which features a rich dynamic life cycle model of labor supply and savings
for couples and singles. We estimate it using the Method of Simulated Moments for
the 1945 birth cohort. As a result, our model matches well the life cycle pro les of
labor market participation, hours, and savings for married and single people and also
generates plausible elasticities of labor supply.

Our ndings can be summarized as follows. First, we nd that the trends of
average and marginal tax rates are broadly similar. When average tax rates increase,
marginal tax rates typically rise, regardless of the political regime and economic
circumstances. These patterns are robust across time and household types, as we
observe them between 1969 and 2016 and for the representative decision unit, couples,
and singles. For example, when the Reagan reforms in the eighties lowered marginal

tax rates, the average tax rates also decreased.

1We do so by constructing a representative decision unit using household-level data and, within
the household, summing the incomes of the one or two adults present and computing the corre-
sponding taxes.
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Second, we document signi cant variation in tax rates and income tax progres-
sivity for the median decision unit across time and household types. The rst year
of our analysis, 1969, saw the transition of the presidency from Johnson to Nixon.
In that year, the tax structure for the median household in each of the groups we
consider was characterized by an average tax rate of 10.0 % for the representative
decision unit, 10.8 % for married couples, and 7.3 % for singles. The corresponding
marginal tax rates were 15.8 %, 17.9 %, and 13.3 %, respectively.

During the seventies, three presidents were in o ce: rst Nixon, then Ford, and
nally Carter. Strong and rising in ation characterized most of the decade. The 1969
Nixon Tax Reform Act generated a temporary tax reduction, but e ective taxes rose
throughout the decade. The average tax rates for the median representative decision
unit, couples, and singles all increased signi cantly. For example, the average tax
rate for the median representative decision unit rose from 9.4 % in 1970 under Nixon
to 10.6% percent in 1979 under Carter. The seventies also constitute the peak for
the e ective average tax rates of the median representative decision unit and married
couples, reaching their highest values in 1978 at 12.0 % and 13.4 %, respectively. The
marginal tax rate exhibited similar trends and rose steadily for everyone during the
seventies. For the representative decision unit, for example, the marginal tax rate
grew from 15.2 % in 1970 to 18.0 % in 1979, peaking at 20.9 % in 1978. As average
and marginal tax rates grew during the seventies, so did progressivity.

The next decade was characterized by the eight-year Reagan presidency and
the start of the George H. W. Bush administration and displayed a considerable
decline in income tax rates and progressivity. The average and marginal tax rates
for the median representative decision unit went from highs of 11.0 % and 18.5 %
in 1980 to lows of 8.6 % and 14.7 % in 1989. Similarly, the average and marginal

tax rates for median couples and singles decreased by at least 3 percentage points
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between the same years. These considerable tax rate decreases were related to the
Reagan administration's Economic Recovery Tax Act of 1981 and Tax Reform Act

of 1986, which Congress passed to lower income taxes. Progressivity also decreased
for everyone between 1980 and 1989.

The nineties were characterized by an increase in both the level and progressivity
of income taxation. First, President George H. W. Bush pursued an increase in tax
rates to reduce the federal budget de cit through the Omnibus Budget Reconciliation
Act of 1990. As a result, e ective taxes increased for all of the groups that we
consider. Then, in 1993, Clinton replaced George H. W. Bush as president. President
Clinton attempted to raise taxes further with the Omnibus Budget Reconciliation
Act of 1993, but e ective taxes changed little between 1992 and 1993. Overall, the
average and marginal tax rates for the median representative decision unit grew
steadily between 1990 and 2000, going from 8.6 % and 14.8 % to 10.3 % and 17.3
%, respectively. Similarly, the average and marginal tax rates for median couples
and singles increased during the same period. Progressivity rose steadily for every
demographic group between 1990 and 2000.

Following the increase in the nineties, income tax rates decreased in the rst
decade of the twenty- rst century, while President George W. Bush was in o ce.
After the 2001 and 2003 reforms, known as the \Bush tax cuts,” the average tax
rate for the median representative decision unit decreased through the decade, going
from 10.3 % in 2000 to 8.2 % in 2008. Similarly, the marginal tax rate fell from
17.3 % in 2000 to 14.5 % in 2008. The dynamics of the median married couples'
and singles' tax rates were similar. The average and marginal tax rates fell for both
groups between 2000 and 2008.

The Obama presidency and a rebound in income following the Great Recession

characterized the years between 2010 and 2016. As a result of the rise in income
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after the Great Recession, the average and marginal e ective tax rates increased
throughout the decade, despite the Obama administration's Tax Relief, Unemploy-
ment Insurance Reauthorization, and Job Creation Act of 2010 and American Tax-
payer Relief Act of 2012, which Congress passed to reduce the tax increases that
were implied by the expiration of the Bush Tax cuts. The average tax rate for the
median representative decision unit went from 6.7 % in 2010 to 8.2 % in 2016, while
the marginal tax rate ranged between 13.5 % and 14.7 % during the same period.
Similarly, the average and marginal tax rates for median couples and singles grew
between 2010 and 2016.

Lastly, we use our estimated structural model to evaluate to what extent these
tax regimes a ect key economic behaviors and hence to what extent it is important to
model the evolution of tax changes over time. We nd not only that these tax regime
changes are frequent but also that many of them imply e ective tax variation that
generates very di erent economic outcomes. For example, the increase in e ective
taxation that occurred during the 1973-1978 high-in ation tax period signi cantly
and negatively a ected the participation of married women, the hours worked by
single and married men and women, and their labor income and savings. In partic-
ular, under the 1978 tax regime, the participation of young married women is 9.4
percentage points lower than under the 1973 regime; hours worked are 5.1%, 2.4%,
4.5%, and 1.7% lower for young married women, married men, single women, and
single men, respectively; their labor income is 20.2%, 3.1%, 6.2%, and 2.1% lower,
respectively; and savings are 6.3%, 4.5%, and 6.0% lower, for couples, single women,
and single men, respectively. The 1981 Reagan tax cut also a ected these behaviors,
although in the opposite direction and to a slightly smaller extent. Noticeable also
are the 1986 Reagan tax cut, the 1990 George H. W. Bush tax increases, and the
2001 and 2003 George W. Bush tax cuts, which especially a ected the participation
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of married women. Our model also predicts that the 2010 Obama tax cut extensions
generated an increase in hours worked by all four groups.

This chapter provides several contributions. First, it evaluates the changes in
federal income tax law by estimating e ective tax functions by year. Second, it
estimates tax functions both for a representative decision unit and for couples and
singles, thus taking into account the dierential impact of tax laws on dierent
household types. Third, it relates the trends in average and marginal tax rates and
income tax progressivity over the last fty years with the changes in federal income
tax law over the same period. Fourth, it shows that many of the observed tax changes
have a large e ect on household labor supply and savings.

The rest of the chapter is organized as follows. Section 2.2 places this chapter
in the context of the existing literature. Section 2.3 describes our tax function and
estimation strategy. Section 2.4 analyzes the evolution of e ective income taxes over
time for the representative decision unit. Section 2.5 describes e ective income taxes
over time by household type. Section 2.6 describes our structural model. Section 2.7
studies the e ects of various tax regimes in the context of nine notable tax reforms.

Section 2.8 concludes.

2.2 Related Literature

This chapter relates to three branches of the literature. The rst oneevaluates
the e ects of marginal tax rates on output over time . It includes Barro and
Redlick [2011], which computes marginal tax rates from IRS income tax returns, and
Romer and Romer [2010] and Mertens and Montiel Olea [2018], which use a narrative
approach. We complement this literature by estimating e ective tax functions and

relating them to the history of U.S. federal income taxes.
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Second, this chapter relates to théiterature on approximating the tax sys-
tem by estimating e ective tax functions . Two main approaches prevail in
this literature. The rst one is based on the three-parameter non-linear tax func-
tion, popularized by Gouveia and Strauss [1994b]. However, their functional form
does not allow taxes to be negative and therefore cannot capture, for example, the
Earned Income Tax Credit (EITC). The second approach is based on the log-linear
tax function of Feldstein [1969], Benabou [2000], and Heathcote, Storesletten, and
Violante [2017]. This is a parsimonious two-parameter function that is easy to esti-
mate, allows taxes to be negative, and thus captures, for instance, the EITC.

We adopt the second approach because during our time period, the EITC becomes
important and generates negative e ective income tax rates for a non-trivial fraction
of households starting in 1980. Moreover, in Appendix B.2 we show that this function
ts remarkably well for our data.

Several papers have estimated e ective tax functions, for both the U.S. and other
countries (Garca-Miralles, Guner, and Ramos [2019], Kurnaz and Yip [2020], and
Wu [2021]). We contribute to this literature by measuring federal income taxes
since the late 1960s, putting them in the historical context, and using an estimated
structural model to show that this tax variation implies large changes in important
economic outcomes. A complementary paper by Fleck, Heathcote, Storesletten, and
Violante [2021] estimates e ective tax functions by state in the United States at a
point in time. Another related paper is Guner, Kaygusuz, and Ventura [2014]. It
estimates tax functions by marital status for a cross-section of U.S. households in
the year 2000. Our analysis uncovers that various tax reforms di erentially a ect
the taxation of couples and singles over time.

Third, this chapter relates to theliterature using tax functions in structural

models. Examples include Gourinchas and Parker [2002] and French [2005], which
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estimate structural models over the life cycle, and Blundell, Pistaferri, and Saporta-
Eksten [2016b], which focuses on the e ect of family labor supply on consumption
and wage inequality; Guvenen, Kuruscu, and Ozkan [2014], which studies the e ect
of progressive labor income taxation on wage inequality;Heathcote, Storesletten, and
Violante [2017], which evaluates the optimal degree of progressivity in the U.S. using
a general equilibrium model; Heathcote, Storesletten, and Violante [2020], which
examines the optimal response of tax progressivity to rising income inequality in the
U.S.; and Wu [2021], which analyzes the reasons behind the decline in progressivity
that has occurred in the U.S. since the late 1970s.

Most of these papers assume that taxation did not vary over time. An important
exception is Blundell, Costa-Dias, Goll, and Meghir [2021], which studies multiple
cohorts entering the labor market and facing a time-varying welfare and tax system.
These changes over time generate exogenous variation in economic incentives for
people of various cohorts and ages. Other exceptions are Kaymak and Poschke
[2016], Borella, De Nardi, and Yang [2023], and Yu [2022]. Our work provides time-
varying e ective tax functions, including across groups, which can be used to better
understand these incentives.

In addition to measuring and parsimoniously parameterizing e ective taxation
over time and across groups, we also relate and interpret our estimated tax functions
in the context of the observed changes in the tax code and evaluate their implications

in the context of a structural model.
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2.3 The E ective Tax Function

Following Feldstein [1969], Benabou [2000], and Heathcote, Storesletten, and

Violante [2017], we model taxe3 (Y) as a function of total incomeY,,

T(Y)=Y (@ )Y! : (2.1)

We can derive the average and marginal tax rate as

T(Y)

_ @TY) _ .
TYY) = av - 1 @1 Hr )y ; (2.3)

thus, is the average tax rate wheny = 1. The parameter is an index of pro-
gressivity, and we can see it in two ways. First, taking logs of Equation (2.1) and
rearranging

log(Y T(Y))=log(1 )+@ )log(Y); (2.4)

we obtain that 1 is the elasticity of post-tax income with respect to pre-tax

income; that is,
@og(y T(Y) _,
@og(Y)
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Second, a tax system is considered progressive if the marginal tax rate is larger than

the average tax rate. This implies

T(Y
1 TYY)< 1 ¥;
1 TYY
1—T0<(v>)<11
v

Using Equation (2.1) we have

1 TO(Y) -1
T(Y)
1 Y

Thus, when > 0, 1 < 1, and thus the system is progressive. When< 0,
1 > 1, and thus the system is regressive. When= 0, marginal and average tax
rates coincide and are at at .

We estimate the parameters and for each PSID wave until 2016 via OLS.
We regress the logarithm of post-tax household income on a constant and on the
logarithm of pre-tax household income, as in Equation (2.4).

We convert all nominal variables in real terms by using the Consumer Price
Index for All Urban Consumers (CPI-U), and we use 2016 as our base year. We then
estimate e ective tax functions by year and demographic group, using the PSID
between 1969 and 2016. We perform minimal sample selection to remove outliers
and observations with missing data on key variables of intere$t. Appendix B.1
describes our data and sample selection in detail. Appendix B.2 shows that the

log-linear functional form ts the data remarkably well.

2As discussed in Appendix B.1, we trim our sample to exclude the top 1% percent and bottom
0.5% of pre-tax income by year to reduce heteroskedasticity.
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To facilitate the interpretation of the estimated tax parameters, for each year,
we normalize pre- and post-tax income by median pre-tax income in that year for
each demographic group (that is, the representative decision unit, singles, married
couples, and cohabiters). As a result, the parameteris the average tax rate for the
decision unit with median income in each of these groups, and the marginal tax rate

also refers to the decision unit with median income in each group.

2.4 E ective Taxation over Time for a \Represen-
tative Decision Unit"

Although the tax code is based on family structure, many economic investigations
abstract from it. Thus, it is useful to start looking at taxes for a \representative
decision unit” to outline the broad patterns in the data. We do so by constructing a
representative decision unit using household-level data and summing the incomes of
the one or two adults present within the household and computing the corresponding
taxes. Because this scheme counts households rather than people in a household, we
also present an alternative measure in which we de ne a \representative person,” a
notion that counts households containing two adults twice. The results are broadly

similar, and we report them in Appendix B.3.

2.4.1 E ective Taxes

This section discusses the main features of e ective taxation for our representative
decision unit over time. Here, we normalize pre- and post-tax income by the median

pre-tax income of the representative decision unit in each year.
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Figure 2.1: Representative decision unit; average tax rate at the median income, tax pro-
gressivity, marginal tax rate at the median income, pre-tax median income, and in ation.

(a) Average tax rate at median income () (b) Progressivity parameter ()

(c) Marginal tax rate at median income  (d) Median Household Income (20165)

(e) Ination Rate (%)

Note: The vertical dashed lines correspond to the tax reforms in the following years: 1969, 1975,
1976, 1977, 1978, 1981, 1984, 1986, 1990, 1993, 2001, 2003, 2010, and 2012. We construct the
representative decision unit using household-level data and do not distinguish between household

types.
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We start by reporting the average tax rate () for the median representative
decision unit over time. In this computation, pre-tax income is de ned as the sum of
all income received by the head of the household and the spouse (if present) in a given
tax year, and thus includes both government and private transfers (see Appendix
B.1.2 for more details.) The PSID provides information about federal income taxes
up to 1991. After that, we compute them by using TAXSIM (see Appendix B.1.3
for details). We calculate post-tax income as pre-tax income less taxes.

Then, we display the progressivity parameter . As we discuss in Section 2.3,
1 is the elasticity of post-tax income with respect to pre-tax income. Hence,
as increases, the elasticity decreases, and the tax system is more progressive. We
complement by reporting the marginal tax rate for the representative decision unit
with median income in a given year. As Equation (2.3) shows, the marginal tax rate
depends on , , and the level of income. Thus, changes in any of these arguments
cause changes in the marginal tax rate.

Figure 2.1 shows substantial variation in the average tax rate for the median
representative decision unit and progressivity. In 1969, the median representative
decision unit earns about$52,000 (in 2016 dollars) and pays an average tax rate of
10%. Panel (a) shows that the average tax rate goes from a maximum of 12.0%
in 1978 to a minimum of 6.7% in 2010. Panel (b) displays the evolution of over
time, and Panel (c) shows the evolution of the marginal tax rate. We also observe
signi cant variation over time in both  and the marginal tax rate. The parameter

varies between a minimum of 0.06 in 1987 to a maximum of 0.10 in 1978, while
the marginal tax rate for the median representative decision unit varies between a

minimum of 13.5% in 2010 and a maximum of 20.9% in 1978.
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The dashed lines in Figure 2.1 mark notable tax reforms. They occur in 1969,
1975, 1976, 1977, 1978, 1981, 1984, 1986, 1990, 1993, 2001, 2003, 2010, and 2012. In
Section 2.7, we discuss several of these reforms in detail.

We now discuss the changes in the average tax rate and progressivity by decades.

Seventies. The average tax rate for the median income and the progressivity pa-
rameter trend up during the seventies. The increase in the average tax rate is partly
caused by bracket creep. That is, tax brackets are not indexed to in ation, which is
rising fast. For instance, Panel (e) of Figure 2.1 shows that in ation (measured using
CPI-U) rises from about 5% in 1970 to over 13% in 1980. During this high in ation
period, several tax reforms generate temporary changes in the average tax rate and
progressivity. The average tax rate drops between 1969 and 1970 and between 1970
and 1971 as a result of the reduction in statutory tax rates and increase in exemptions
and deductions implemented by Tax Reform Act of 1969 of president Nixon's admin-
istration. In particular, the Tax Reform Act of 1969 increased the nominal value of
personal exemptions for 1970, 1971, 1972, and 1973, raised the standard deduction,
and introduced the low-income allowance. These provisions result in an increase
in between 1971 and 1974. The marginal tax rate for the median representative
decision unit increases over the same period. As Equation (2.3) shows, this increase
can be driven by increases in, , and median income, all of which occur between
1971 and 1974. Following an increase between 1971 and 1974, the average tax rate
drops between 1974 and 1975 because of the Ford administration's Tax Reduction
Act of 1975, which provided a rebate on 1974 taxes, introduced the EITC, and, for
1975 only, increased the low-income allowance and the standard deduction and gave
a nonrefundable general tax credit. In a spirit similar to that of the Tax Reduction

Act of 1975, the Tax Reform Act of 1976 increased the low-income allowance and the
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maximum standard deduction. These provisions result in an increase inand the
marginal tax rate between 1976 and 1977. Both measures of progressivity increase
again between 1977 and 1978 - the year in which bothand the marginal tax rate
peak - owing to the Carter administration's Tax Reduction and Simpli cation Act of
1977. This reform introduced the zero percent tax bracket on top of the pre-existing
standard deduction. Finally, the average tax rate drops between 1978 and 1979, as a
result of the increase in exemptions and deductions implied by the Carter administra-
tion's Revenue Act of 1978. The Revenue Act of 1978 also raised the upper bound of
the zero percent tax bracket, increased the personal exemption, and made the EITC
permanent. Despite these provisions, both measures of progressivity decline between

1978 and 1979.

Eighties. The eighties are characterized by a general downward trend in average
tax rates at median income, which decrease from 11.0% in 1980 to 8.5% in 1989,
much lower in ation, a sharp decrease in progressivity, and the Reagan tax reforms.
In particular, the average tax rate decreases after 1981, as a result of the reductions
in statutory tax rates established by the Reagan administration's Economic Recovery
Tax Act (ERTA) of 1981. The ERTA established reductions in tax rates for 1981,
1982, and 1983 (including a reduction in the top tax rate from 70 to 50 percent),
causing a decrease inand the marginal tax rate between 1981 and 1983. The ERTA
also established that from 1985 onward, income tax brackets would be indexed to
in ation. * The average tax rate increases slightly from 9.5% in 1983 to 10.0% in 1984,

which could be due to an increase in median income and the nature of progressive

3After 1985, tax brackets, personal exemptions, standard deductions, and many other tax ele-
ments are indexed to in ation. In particular, until 2018, indexation is based on the Consumer Price
Index for All Urban Consumers (CPI-U.) We also use the CPI-U to convert nominal variables into
real ones for estimation. After 2018, indexation is based on the chained CPI-U (C-CPI-U.)
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taxation. During the same period, both and the marginal tax rate increase slightly,

in keeping with President Reagan's administration's De cit Reduction Act of 1984,
which increased the EITC. After a period of relative stability between 1984 and
1986 - consistent with the absence of major tax reforms in those years other than the
implementation of indexation - the average tax rate signi cantly decreases after 1986
because of the Reagan administration's Tax Reform Act of 1986, which raised the
bottom tax rate, lowered the top tax rate, and increased the EITC. The provisions
of the Tax Reform Act of 1986 cause a considerable drop in progressivity between
1986 and 1987.

Nineties. The nineties are characterized by an increase in the average tax rate for
the median-income representative decision unit at the beginning of the decade, fol-
lowed by a period of relative stability and a generally increasing progressivity. First,
the average tax rate increases markedly between 1990 and 1992 during President
George H. W. Bush's administration, whose Omnibus Budget Reconciliation Act of
1990 raised the top tax rate and expanded the EITC. As a consequence, botand
the marginal tax rate increase between 1990 and 1991. Then, the Clinton admin-
istration's Omnibus Budget Reconciliation Act of 1993 raised the top tax rate, but
the higher rate does not translate into an increase in either average tax rate or pro-
gressivity. In fact, e ective progressivity declines between 1992 and 1993. While the
average tax rate remains relatively stable until 1999, both measures of progressivity
increase markedly between 1996 and 2000. Another tax act during this period is
the Taxpayer Relief Act of 1997, which introduce the child tax credit and education

credits, which phase out at higher income levels.
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Two-Thousands.  The rst decade of the twenty- rst century is characterized by

a marked decrease in tax rates, because of primarily to the \Bush tax cuts," and
by a V-shaped evolution of progressivity. In particular, the average tax rate for the
median representative decision unit drops between 2000 and 2004, due to the tax cuts
included in the Economic Growth and Tax Relief Reconciliation Act (EGTRRA) of
2001 and the Jobs and Growth Tax Relief Reconciliation Act (JGTRRA) of 2003.
These tax cuts cause a decrease in bothand the marginal tax rate during the
same period. Between 2004 and 2008 the average tax rate is stable, while both
measures of progressivity rise. The rebound in progressivity is due to several reforms
passed during the George W. Bush's administration. The JGTRRA of 2003 expanded
the child tax credit and raised the standard deduction. The Working Families Tax
Relief Act of 2004 extended some of the provisions of the JGTRRA, including the
increase in the standard deduction and the child tax credit, until 2008 and 2009,
respectively. While progressivity continues to increase until 2010, the average tax rate
drops between 2008 and 2010. Given that there were no tax changes between 2008
and 2010, the drop in the average tax rate during this period is likely a consequence

of the drop in median income caused by the Great Recession.

Twenty-Tens.  The period between 2010 and 2016 sees a stable upward trend in the
average tax rate at median income and an overall increase in progressivity. On the one
hand, the steady increase in the average tax rate over this period mirrors a rebound in
median income over the same years, which may explain why tax rates increase despite
the tax reforms of 2010 and 2012, which extended the Bush tax cuts of 2001 and
2003. On the other hand, while the marginal tax rate for the median representative
decision unit increases steadily between 2010 and 2016¢decreases between 2010

and 2012 and increases between 2012 and 2016. Despite the Obama administration's
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Tax Relief, Unemployment Insurance Reauthorization, and Job Creation Act of 2010
(which increased the child tax credit and the EITC), decreases between 2010 and
2012. The subsequent increase in progressivity between 2012 and 2013 is consistent
with President Obama's administration's American Taxpayer Relief Act of 2012,

which raised the top tax rate.

2.5 E ective Taxation over Time by Household

Type

Focusing on the representative decision unit is useful for getting a comprehensive
view of the dynamics of income taxation. Still, it ignores a fundamental feature of
the U.S. federal income tax system: the distinction by marital status. As noted in
Alm, Whittington, and Fletcher [2002], di erential taxation by marital status has
not always been a feature of the federal income tax system. When the system was
established in 1913, each person was taxed according to their own income. Then, the
Revenue Act of 1948 introduced income splitting for married couples, which allowed
couples to sum their incomes and divide the sum in half to compute their federal tax
liability. Finally, the Tax Reform Act of 1969 established that from 1971 onward,
single people would be taxed under a di erent tax schedule than that for married
people (between 1949 and 1970, the tax schedule for singles was the same as the one
for married people ling separately.)

To study how e ective income taxes vary by marital status, we divide our sample
into three types of households: married, single, and cohabiting. We de ne a married
household as one composed of two legally married adults. A single household com-

prises an unmarried adult, while a cohabiting household comprises two unmarried
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adults living together. In this section, we present the results for married couples and
singles. In Appendix B.4, we discuss the results for cohabiters

We estimate year- and marital-status-speci ¢ tax functions. Our de nition of
pre-tax income is similar to the one we used for the representative decision unit:
we de ne it as the sum of all income each household member receives in a given
tax year, including private and government transfers (see Appendix B.1.2 for more
details). We compute post-tax income by subtracting federal income taxes from pre-
tax income. The measure of federal income taxes paid varies by marital status. For
married couples ling jointly, income taxes are taxes paid at the household level.
For singles, taxes are given by the sum of the individual income taxes paid by each
household member. As discussed in Section 2.3, we normalize pre- and post-tax
income by median pre-tax income for each demographic group and year to ease
interpretation.

We compare typical singles with typical married couples. We do so by analyzing
taxes for the household with median income in each year and group. Figure 2.2
displays the average tax rate, progressivity, the marginal tax rate, and pre-tax median
income over time and by marital status. Its Panel (d) shows that the pre-tax median
household income increases over time for both couples and singles and that median
income is higher (by about a factor of three) for married couples than for singles.

Panel (a) of Figure 2.2 shows the evolution of the average tax rate, which is always
higher for the median married couple than for the median single. For example, in
1969, the median single person has an income of ab@&2%,000 and an average tax

rate of about 7.3 percent, while the median married couple has an income of about

4In principle, married couples could le as married but ling separately. However, doing so
entails the loss of many deductions and exemptions. As a result, the vast majority of couples
(about 97%) chooses to le jointly.
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Figure 2.2: Estimation by household type: average tax rate, progressivity, marginal tax
rate, and pre-tax median income

(@) Average Tax Rate ( ) (b) Progressivity ( )

(c) Marginal Tax Rate (d) Median Household Income (20165)

Note: The average and marginal tax rates refer to the median household income for each household
type and in each year. Vertical dashed lines: 1969, 1981, 1986, 1990, 1993, 2001, 2003, 2010, 2012

tax reforms.
$65,000 and an average tax rate of 10.8 percent. Over the period that we consider,

the average tax rates for each group are at their lowest values in 2010, reaching 5.8

and 7.0 percent for singles and married couples, respectively. Their maximum values
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vary by demographic group and are 8.9 percent in 1998 for singles and 13.4 percent
in 1978 for married couples.

Panel (b) of Figure 2.2 displays our progressivity parameter over time. It is
substantially higher for married couples. For singles, varies from a minimum of
0.06 in 1971 to a maximum of 0.09 in 1978. For married couplesyaries between
a low of 0.08 in 1970 and a high of 0.14 in 1978. Progressivity substantially attens
for singles after 1983, while it increases for married couples starting in 1987.

Panel (c) of Figure 2.2 shows the evolution of the marginal tax rate at the median
income of each group every year. Like, the marginal tax rate is substantially higher
for married couples. The marginal tax rate for median singles varies between a low of
11.6 percent in 1972 and a high of 15.9 percent in 1981. The one for median couples
varies between a low of 16.9 in 1971 percent and a high of 25.7 percent in 1978.

We now characterize the changes in the average tax rate and in progressivity for

these groups by decade.

Seventies. The seventies are characterized by a general upward trend in the aver-
age tax rate and progressivity for both married and single households. The average
tax rate and progressivity evolve similarly for both groups; this nding is consistent
with the absence of marital-status-speci ¢ reforms during the decade. During the
seventies, median income is remarkably at for singles, while it increases for couples.
However, di erences in median income only partially explain the di erences in the
average tax rate. In fact, the average tax rate at median income decreases for both
groups between 1974 and 1975 as a result of President Ford's administration's Tax
Reduction Act of 1975, with the drop being larger for singles (1 percentage point)
than for couples (0.6 percentage points), and with the drop in the associated median

income being the same (abou$2000 in 2016 units) for both groups. In addition,
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the average tax rate decreases between 1978 and 1979 because of President Carter's
administration's Revenue Act of 1978, with the drop in taxes being much larger for
couples (1.7 percentage points) than for singles (0.4 percentage points) and with the
associated decrease in median income being ab8u60 (in 2016 dollars) sharper for
couples than for singles. Thus, the Tax Reduction Act of 1975 lowered taxes more
for the median single household than for the median married household, while the
opposite is true for the Revenue Act of 1978. In turn, progressivity, as measured
by the parameter , increases between 1972 and 1978 for both groups, and its in-
crease for couples is double that for singles. Thus, the reforms we just mentioned,
President Nixon's administration's Tax Reform Act of 1969, and President Ford's
administration's Tax Reform Act of 1976 result in increased progressivity, especially
for median-income couples. As is consistent with the increases in bothand , the
marginal tax rate at the median income of each group increases between 1972 and
1978, with the increase being twice as large for couples (8 percentage points) than

for singles (4 percentage points.)

Eighties. In the rst half of the eighties, all measures exhibit similar dynamics. In
contrast, in the second half of the decade, they diverge by demographic group. The
average tax rate declines for couples and singles during the rst half of the decade.
Speci cally, after the Reagan administration's Economic Recovery Tax Act (ERTA)
of 1981, it decreases between 1981 and 1983, increases slightly between 1983 and
1984, and is fairly stable between 1984 and 1985. Progressivity, as measured by
and the marginal tax rate at median income, drops sharply for all groups until
1983. After that, it declines slightly for couples, while it increases for singles until
1986. The drop in progressivity between 1981 and 1983 is related to the ERTA of
1981, while the increase between 1983 and 1986 could be due to President Reagan's
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administration's De cit Reduction Act of 1984, which increased the EITC and is
thus more relevant for singles than couples because singles are more likely to have
lower incomes. The average tax rate for couples drops between 1986 and 1988 and
is fairly stable between 1988 and 1990, while it rises for singles between 1986 and
1987 and then signi cantly declines until 1990. The Reagan administration's Tax
Reform Act of 1986 lowers the top tax rate and increases the bottom tax rate. This
feature of the act may explain why couples, which have higher median income, face
a decrease in the average tax rate, while singles, who have lower median income,
face an increase in the average tax rate. The parameterdrops for both singles
and couples between 1986 and 1987, in keeping with with the Tax Reform Act of
1986, but after that, it substantially stabilizes for singles, while it starts increasing
for couples, marking the start of a rise in that lasts until 2000. The marginal tax

rate drops for couples and singles between 1986 and 1990.

Nineties. The nineties are characterized by a marked increase in progressivity for
median couples, at progressivity for median singles, and an increase in average
tax rates for median couples and singles. The average tax rate increases for all
groups between 1990 and 1992, as a consequence of President George H. W. Bush's
administration's Omnibus Budget Reconciliation Act of 1990. The average tax rate
continues to increase for singles until 2000, while it declines slightly for couples
between 1992 and 1994 and then increases until 2000. The Clinton administration's
Omnibus Budget Reconciliation Act of 1993 raised top tax rates for all demographic
groups, but it translated into an increase in e ective taxes in 1993 only for median
singles, while median married couples faced an increased tax rate starting only in
1995. Progressivity, measured by, rises markedly for median couples over the whole

decade. The increase in progressivity is consistent with both the Omnibus Budget
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Reconciliation Act of 1990 - which raised the top tax rate and expanded the EITC

- and the Omnibus Budget Reconciliation Act of 1993 - which raised the top tax
rate. However, declines for singles between 1991 and 1993 and increases only after
1996. This means that the Omnibus Budget Reconciliation Act of 1993 increased
progressivity for median couples, but it did not do so for median singles until 1996.
The marginal tax rate increases steadily for median couples and singles between 1990

and 1999, re ecting the increases in, , and real income.

Two-Thousands.  The rst decade of the twenty- rst century is characterized by

a decrease in average tax rates and by heterogeneous dynamics in progressivity by
demographic group. The average tax rate decreases for all demographic groups
between 2000 and 2004, owing to the Bush administration's tax cuts of 2001 and
2003. It then continues to decline for median singles but increases slightly for median
couples until 2006. It then decreases for all groups between 2008 and 2010, due to
the decline in median income during the Great Recession. Progressivity, measured
by both and the marginal tax rate, declines for all groups between 2001 and
2003, as is consistent with the Bush tax cuts of 2001 and 2003. The parameter
then increases for median couples and singles until 2010. The marginal tax rate
increases between 2004 and 2008 but declines between 2008 and 2010. The increase
in progressivity between 2004 and 2010 is due to several reforms during the George
W. Bush's administration, including the JGTRRA of 2003 and the Working Families
Tax Relief Act of 2004.

Twenty-Tens.  The period between 2010 and 2016 is characterized by an increase
in the average tax rate for all demographic groups and by divergent paths for pro-

gressivity. The increase in tax rates is accompanied by the rebound in real median
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income after the Great Recession, which may explain why the average tax rate in-
creases, despite the tax reforms of 2010 and 2012, which extended the Bush tax cuts
of 2003. The progressivity parameter declines steadily for median married couples
between 2010 and 2016, while it shows a V-shaped path for median singles, with
decreasing between 2010 and 2012 and increasing between 2012 and 2016, as
does. The marginal tax rate is substantially at for median-income married couples,
declines for median-income singles between 2010 and 2012, and then increases be-
tween 2012 and 2016. Progressivity decreases between 2010 and 2012, despite the
Obama administration's Tax Relief, Unemployment Insurance Reauthorization, and
Job Creation Act of 2010, which increased the child tax credit and EITC. However,
progressivity increases for singles between 2012 and 2016, which is consistent with
President Obama’'s administration's American Taxpayer Relief Act of 2012, which

raised the top tax rate.

2.6 A Structural Model of Couples and Singles to
Evaluate the E ects of Various Tax Regimes

Looking at e ective tax rates over time is interesting and important, but gives us
a limited sense of whether these tax changes are large or small. One way to determine
whether they are sizeable is to check to what extent they a ect household behavior.
To do so, we adopt an estimated dynamic quantitative model of couples and singles
over the life cycle and use it to evaluate the implications of various tax regimes on
outcomes such as patrticipation, hours worked by the workers, labor income, and

savings.
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We adopt the model of Borella, De Nardi, and Yang [2023], which we re-estimate
for the cohort born in 1941-1945 using the PSID and the Health and Retirement
Study (HRS) dataset. Our model ts the historical data over the life cycle of this
cohort very well and implies sensible labor supply elasticities by age, gender, and
marital status.

Importantly, in our benchmark estimation, each year, households face the e ective
tax functions that we estimate from the PSID for that year (See Figure 2.2 for a
summary). We thus assume that households have perfect foresight about future tax
regimes.

In Section 2.7, we discuss some tax regimes in more detail, both from a historical
standpoint and by describing the changes in our estimated tax functions. We then
compare the outcomes from our estimated model when we keep each tax regime xed
for the duration of the households' life cycle. Besides quantifying outcomes and thus
giving us a better sense of how substantial a tax change was, these comparisons are
important because in the structural literature, it is common to ignore tax and policy
variation over time and to pick one particular year to estimate one's model. We show
that because tax variation over time is large, the choice of assuming a constant tax
regime over one's entire estimation horizon is not an innocuous one.

In our model, a period is one year long. Single people meet partners and married
people might get divorced. These marital status changes occur exogenously. Every
working-age person experiences wage shocks, and every retiree faces health, medical
expenses, and lifespan risk. People in couples face the risk of both partners. House-
holds can self-insure by saving and by choosing whether to work and how much to
work (for both partners, in the case of couples) and when to retire. To be consistent

with the data, we allow for human capital (in the form of learning by doing) to a ect
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wages. We explicitly model Social Security, including its spousal and survival bene-
ts, the di erential tax treatment of married and single people, the progressivity of
the tax system (including the EITC) as estimated by our tax functions, and old-age
means-tested transfer programs, such as Medicaid and Supplemental Security Income
(SSI), which we parsimoniously represent as an old-age consumption oor. We also
model the changes in the tax and Social Security system over time. We report the
model's details in Appendix B.5.

Figure 2.3 reports our model-implied moments, data, and 95% con dence inter-
vals (from the PSID) for our 1945 birth cohort. More speci cally, it shows participa-
tion and hours worked by the workers for married and single men and women, and
net worth for couples and single men and women. The model ts the targeted data
well, which is remarkable given that it is tightly parameterized: we have 448 targets

and estimate only 19 parameters.

Table 2.1: Labor supply elasticity for a temporary wage change

Participation Hours among workers
Married  Single  Married Single
W M W MW M W M
30/1.0 00 06 0203 03 06 04
40/ 0.7 0.1 04 0204 05 08 05
5007 02 04 0804 05 07 04
60112 0.7 20 1703 03 05 06

Note: 1945 cohort. W: women, M: men.

Table 2.1 reports our model's implied elasticities of participation and hours among

workers with respect to an anticipated change to their own wagelt shows that the

5To compute these elasticities, we temporarily increase the wage for only one age and one group
at a time (married men, married women, single men, or single women) by 5%. While we do not
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Figure 2.3: Model t

(a) Participation couples (b) Participation singles
(c) Hours couples (d) Hours singles
(e) Wealth couples (f) Wealth singles

Note: Model-implied participation (top panel), hours (middle panel), and wealth (bottom panel)
and average and 95% con dence intervals from the PSID. Time-varying taxation as in historical
data
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elasticity of participation of women is larger than that of men, that married men have
the lowest elasticity of participation, that the elasticity of hours is di erent from that

of participation, and that the elasticity of participation for all groups is largest around
retirement age. Our elasticities are consistent with those in Blundell and Macurdy
[1999], French [2000], Liebman, Luttmer, and Seif [2009], and Attanasio, Levell, Low,
and Sanchez-Marcos [2018]. This heterogeneity in elasticities underscores that the
labor supply e ects of a reform crucially depend on which groups are most a ected

by it.

2.7 Selected Tax Reforms and Model Outcomes

We now discuss nine tax reforms that represented major tax law changes, received
extensive media coverage, and were sponsored by a president.

For each reform, we rst describe the spirit of the law, its primary goals, and
the context in which it takes place. Then, we show the e ective tax functions in
the year preceding the reform, the ones after the reform took place, and those for
the phase-in period, when one is preseft.To understand the e ects of these tax
regimes on household behavior, we then compare our model's implications under the
pre-reform tax regime with those under the post-reform regime. For clarity, in both
cases, we hold each of these regimes constant over the households' life cycle.

Finally, we turn to contrasting our estimated model's implications for our bench-
mark in which taxes change every year (and households perfectly anticipate it) with
our model's implications under a scenario in which taxes remain constant at their

1969 levels. While this experiment is more complex to interpret (because taxes

compensate this wage change, a temporary change in wage of this size is very small compared to
family's lifetime earnings and consumption.
5We report the results for the representative decision unit in Appendix B.6.
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change every year and we have a dynamic model in which households react to both
current and future changes), it is informative about the implications of ignoring tax
variation over time, a choice often made by the literature calibrating or estimating

structural models.

2.7.1 The Tax Reform Act of 1969

On April 21, 1969, President Nixon pushed for tax reform in a \special message to
Congress," saying that \we must reform our tax structure to make it more equitable
and e cient; we must redirect our tax policy to make it more conducive to stable
economic growth and responsive to urgent social needs." The 1969 Tax Reform Act
was meant to achieve these goals. However, Nixon did not appear to like the nal
version of the bill passed by Congress. Nixon's signing statement on December 30,
1969, was ambivalent, saying that \Congress has passed an unbalanced bill that is
both good and bad. The tax reforms, on the whole, are good; the e ect on the
budget and the cost of living is bad" [Nixon, 1969].

This reform was phased in gradually over the four years between 1969 and 1973
and contained numerous income tax changes. First, it introduced a new rate schedule
for singles that began in 1971. Until 1970, singles were taxed using the same schedule
as married couples ling separately. Second, it established individual minimum taxes,
which were a precursor to the modern Alternative Minimum Tax. Finally, itincreased
the personal exemption and the standard deduction.

The top four graphs of Figure 2.4 highlight the main features of this tax reform
and its phase-in period. First, e ective average and marginal tax rates vary over
time, and more so for singles than couples. For instance, the average tax rate for

the median-income single (who earn$24,000, expressed in 2016 dollars, in 1969)
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decreases from 7.2% in 1969 to 5.6% in 1973. Similarly, the marginal tax rate for
singles drops from 13.2% to 11.5%. The average tax rate for median-income couples
(which earn $65,000, expressed in 2016 dollars in 1969) decreases only slightly, from
10.8% to 10.0% in 1973. In contrast, their marginal tax rate increases from 17.9%
to 18.5% over the same time period. Second, the increases in personal exemptions
and the standard deduction imply a higher e ective income level below which the
household pays no taxes (which generates the at portion at zero in our graphs) that
gets increasingly higher during the whole phase-in period. Third, the direction of
these changes is not monotone over time. Taxes decrease every year until 1972 but
go back up again in 1973, for both singles and couples. Fourth, the comparison of
the 1973 and 1969 e ective tax functions reveals that while average and marginal
taxes go down at all income levels for singles, the patterns are di erent for couples,
and the new tax regime implies more redistribution. Speci cally, the average tax
rate in 1973 is higher for couples with incomes abo#t55,000, and the marginal tax
rate is higher for couples with incomes abow52,000.

Next, we compare our model's implications for the 1969 tax regime and the 1973
one. The bottom four panels of Figure 2.4 report four key model outcomes. The rst
three are participation, hours worked for the workers, and average labor income for
four groups of people: single men and women, and married men and women. The
fourth displays the average wealth for couples and single men and women. These
graphs show that singles, who now face lower average and marginal tax rates, work
more. In contrast, married people, many of whom now face higher marginal tax
rates, work and earn less. Within a couple, female labor supply is more elastic,
especially at younger ages (owing to the e ects of human capital accumulation).
With respect to magnitudes, because the changes in tax rates are relatively small, so

are changes in behavior. The participation rate of single people increases by 0.1 to
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0.7 percentage points, depending on age and gender. The decrease in participation
for married people ranges from 0.9 percentage points for young women to 0.2 for
older men. The changes in hours and income go in the same direction and are also
small. Moreover, singles save more (up to 3.5% more) and couples save less (up to

1.5% less).
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Figure 2.4: Comparing 1969 and 1973

Note: Top two panels: tax rates. Bottom two panels: outcomes from structural model
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2.7.2 The In ation Period and 1978

The period between 1973 and 1978 was characterized by high in ation. The
lack of tax bracket indexation to in ation, combined with the limited scope of the
tax reforms during that period, resulted in much higher average and marginal tax
rates than before and after. While in ation kept rising after 1978, e ective taxation
peaked that year, which is why we choose it.

The top four graphs of Figure 2.5 compare the 1973 and 1978 e ective tax sched-
ules. The rst noticeable feature is that the changes in tax rates from 1973 to 1978
are much larger than those that took place during the previous four-year period,
during the Nixon reform. The second feature is that average and marginal tax rates
increase substantially, except for those for lower-income couples. For instance, the
average tax rate for the median-income single (who ear27,000 in 1973) increases
from 6.3% to 7.0%. Similarly, the median-income single's marginal tax rate increases
from 12.2% to 15.1%. The average tax rate for median-income couples (which earn
$69,000 in 1973) increases from 10.5% to 12.5%, while their marginal tax rate in-
creases from 18.5% to 24.9%.

Next, we compare our model's implications for the 1973 tax regime with those for
the 1978 one. The bottom four panels of Figure 2.5 show that these two tax regimes
have very di erent consequences on household behavior. An important feature is
that the model's implied participation of married women displays is much lower
under the 1978 tax regime (9.4 percentage points at younger ages and 2.9 percentage
points closer to retirement). In addition, hours worked by the workers are lower for
all four demographic groups over most of their working period. For instance, over
the rst ten years of the working period, hours drop by 5.1%, 2.4%, 4.5%, and 1.7%

for married women, married men, single women, and single men, respectively. These
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drops in participation and hours translate into large reductions in labor income, of
the order of 20.2%, 3.1%, 6.2%, and 2.1%, respectively. These decreases in labor

income in turn result in substantial decreases in savings.
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Figure 2.5: Comparing 1973 and 1978

Note: Top two panels: tax rates. Bottom two panels: outcomes from structural model
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2.7.3 The Economic Recovery Tax Act of 1981

The impetus for the Economic Recovery Tax Act (ERTA) of 1981 was - as Pres-
ident Reagan argued during a televised address from the White House in February
1981 - the federal government de cit, high in ation rates, high interest rates, high
unemployment, burdensome regulations, low productivity growth, and excessive tax-
ation of individuals. To tackle these issues, Congress passed the ERTA in August of
1981.

This reform was phased in gradually between 1981 and 1984. It lowered income
tax rates for all ling statuses and brackets. It also allowed a new deduction in
computing adjusted gross income for two-earner married couples ling a joint return.
The tax brackets, the personal exemption, and other tax elements were indexed to
in ation starting in 1985.

The top four graphs of Figure 2.6 compare the 1980 and 1984 e ective tax sched-
ules and show that e ective tax rates are lower in 1984, re ecting the goal of reducing
\excessive taxation of individuals." For instance, the average tax rate for the median-
income single (who earn$27,000 in 1980) decreases from 7.6% to 6.7%. Similarly,
the marginal tax rate for this category drops from 15.1% to 13.3%. The average tax
rate for median-income couples (which ear$i72,000 in 1980) decreases from 12.4%
to 10.5%, while their marginal tax rate drops from 22.5% to 18.9%.

We now turn to our model's implications for the 1980 tax regime and the 1984
one. The bottom four panels of Figure 2.6 show that these tax regimes have di er-
ent implications for household behavior. As taxes drop, labor supply and savings
increase. However, because the tax changes are a little smaller than those between

1973 and 1978, so are the household's responses. For instance, the participation of
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married women increases by 4.4 percentage points at younger ages and 1.0 percent-
age points closer to retirement. In addition, hours worked by the workers increase
for all four demographic groups over most of their working period. For instance, over
the rst ten years of the working period, hours rise by 2.4%, 1.1%, 1.9%, and 0.7%
for married women, married men, single women, and single men, respectively. These
increases in participation and hours translate into higher labor income, of the order
of 10.5%, 1.4%, 2.7%, and 0.8% for married women, married men, single women, and

single men, respectively. These higher labor incomes in turn result in larger savings.
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Figure 2.6: Comparing 1980 and 1984

Note: Top two panels: tax rates. Bottom two panels: outcomes from structural model
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2.7.4 The Tax Reform Act of 1986

In the mid-1980s, President Reagan continued pushing the tax reduction e ort.
The 1986 Tax Reform Act was phased in between 1986 and 1988 and contained
numerous provisions related to income taxes. First, it decreased the number of
tax brackets and statutory tax rates. Second, it instituted a two-year increase in
the EITC and introduced a provision to address in ation in calculating the EITC.
Finally, it increased the standard deduction and the personal exemption.

The top four graphs of Figure 2.7 compare the 1985 and 1988 e ective tax sched-
ules and show that e ective tax rates are lower in 1988, re ecting Reagan's continued
goal of reducing taxation. The average tax rate for the median-income single (who
earns$30,000 in 1985) decreases from 7.2% to 6.2%. Similarly, the median-income
single's marginal tax rate drops from 13.6% to 12.5%. The average tax rate for
median-income couples (which earfi75,000 in 1985) decreases from 10.7% to 9.0%,
while their marginal tax rate drops from 19.0% to 17.1%.

With respect to our model's implications for these two tax regimes, the bottom
four panels of Figure 2.7 reveal that in this case, the most noticeable changes occur
for married women. More speci cally, at younger ages, their participation increases
by 1.3 percentage points, their hours worked, conditional on working, go up by 0.7%,
and their income rises by 2.8%. As a result, the wealth of young married couples is
2.5% higher.
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Figure 2.7: Comparing 1985 and 1988

Note: Top two panels: tax rates. Bottom two panels: outcomes from structural model
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2.7.5 The Omnibus Budget Reconciliation Act of 1990

The Omnibus Budget Reconciliation Act (OBRA) of 1990 aimed at reducing the
federal budget de cit. It was signed in November 1990 by President George H. W.
Bush. The act took e ect in 1991 and increased the individual income statutory tax
rates, the alternative minimum tax rate, and payroll taxes. It also expanded the
EITC and other low-income credits.

The top four graphs of Figure 2.8 compare the 1989 and 1991 e ective tax sched-
ules and show that this tax reform did increase e ective taxation for both singles
and couples, re ecting the goal of reducing the budget de cit. More speci cally, the
average tax rate for the median-income single (who earf#81,000 in 1989) increases
from 6.4% to 8.8%. Similarly, the median-income single's marginal tax rate rises
from 12.3% to 15.4%. The average tax rate for median-income couples (which earn
$80,000 in 1989) grows from 11.8% to 14.8%, while their marginal tax rate rises from
17.4% to 21.0%.

With respect to our model's implications for these two tax regimes, the bottom
four panels of Figure 2.8 show that this reform results in lower participation by
young married and single women, lower hours for young married women and single
people, and lower income and savings. More speci cally, over the rst 10 years of
their working period, the participation of young married and single women drops by
1.9 and 0.9 percentage points, respectively. The hours of married women drop by
0.8%, those of single men by 1.2%, and those of single women by 2.3%. By contrast,
income drops by 3.8% for married women, 1.6% for single men, and 2.6% for single
women. Wealth for couples decreases by 1.4% and that of single men and women by

4.6% and 1.5%, respectively.
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Figure 2.8: Comparing 1989 and 1991

Note: Top two panels: tax rates. Bottom two panels: outcomes from structural model
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2.7.6 The Omnibus Budget Reconciliation Act of 1993

Soon after taking o ce in January 1993, President Clinton criticized the tax
policy of his predecessor: \The big tax cuts for the wealthy, the growth in Gov-
ernment spending, and soaring health care costs all caused the Federal de cit to
explode...while the de cit went up, investments in the things that make us stronger
and smarter, richer and safer, were neglected..." [Clinton, 1993]. Soon after, he
also stated that: \in order to accomplish both increased investment and de cit re-
duction. .. spending must be cut and taxes must be raised" [Clinton].

The Omnibus Budget Reconciliation Act (OBRA) was signed in August 1993
and increased individual income tax rates retroactively, starting on January 1, 1993.
Speci cally, it raised the top tax rate, previously set at 31%, and imposed two
new brackets with 36% and 39.6% tax rates. It also increased the AMT exemption
amounts and created a two-tiered tax rate structure for the AMT, replacing the pre-
1993 24% AMT tax rate with 26% and 28% tax rates. Finally, OBRA extended the
EITC to single workers with no children earning$9,000 or less per year.

We estimate no statistically signi cant changes in the tax parameters for singles
and small but statistically signi cant changes in the parameters for couples. As a
result, the estimated tax functions (and the model implications) for 1993 are very
similar to those in 1992. Hence, we do not report them. The fact that there are no
changes in singles’ taxes is consistent with the fact that OBRA contained provisions
directed mostly at high-income taxpayers. For instance, the increase in the top tax
rates a ected singles earning more thar$115,000 and couples earning more than
$140,000. While the fraction of singles earning more tha#115,000 is small, the
fraction of couples earning more thar$140,000 is relatively larger. This is why we

observe no change for singles but statistically signi cant changes for couples.
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2.7.7 The Economic Growth and Tax Relief Reconciliation
Act of 2001 and the Jobs and Growth Tax Relief Rec-
onciliation Act of 2003

President George W. Bush focused on the federal government budget surplus
as a rationale for tax reform and tax cuts. The 2001 Economic Growth and Tax
Relief Reconciliation Act (EGTRRA) introduced a lower income tax bracket, reduced
marriage penalties by increasing the joint standard deduction, and increased the child
tax credit. This reform was phased in until 2006, and most of its provisions were
meant to be temporary and expire at the end of 2010.

Then, in 2003, President George W. Bush called for faster implementation of
the changes set in motion by the 2001 EGTRRA. To this end, Congress passed the
Jobs and Growth Tax Relief Reconciliation Act (JGTRRA) in May 2003 to make
the previous reform's tax cuts permanent and decrease income taxes further. The
JGTRRA also accelerated many of the previous reform’'s provisions and made them
e ective in 2003. In particular, it expanded the child tax credit and implemented
the tax rate schedule and lower tax brackets and tax rates that were supposed to be
in e ect starting in 2006.

The top four graphs of Figure 2.9 compare the 2000 and 2006 e ective tax sched-
ules. The average tax rate for the median-income single (who ea$85,000 in 2000)
decreases from 8.9% to 7.5%. Similarly, the median-income single's marginal tax
rate drops from 15.8% to 13.6%. The average tax rate for median-income couples
(which earn$89,000 in 2000) decreases from 10.9% to 8.3%, while their marginal tax
rate changes from 21.3% to 18.6%.

With respect to our model's implications for these two tax regimes, the bottom

four panels of Figure 2.9 show that this reform results in higher participation by
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young married and single women, higher hours and income for married and single
women, and large increases in savings by all groups. More speci cally, the partici-
pation over the rst ten years of the working period by married and single women
increases by 2.3 and 0.1 percentage points, respectively. Hours rise by 0.8% and
1.2% for the same groups. Their incomes go up by 4.6 and 1.7%, while the wealth
of young couples is 3.8% higher and that of single women and men is 3.0% and 2.9%

higher, respectively.
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Figure 2.9: Comparing 2000 and 2006

Note: Top two panels: tax rates. Bottom two panels: outcomes from structural model

86



2.7.8 The Tax Relief, Unemployment Insurance Reautho-

rization, and Job Creation Act of 2010

The Great Recession motivated the Tax Relief, Unemployment Insurance Reau-
thorization, and Job Creation Act of 2010. President Obama wanted to avoid the
automatic increase in tax rates caused by the expiration of the Economic Growth
and Tax Relief Reconciliation Act of 2001 and the Jobs and Growth Tax Relief
Reconciliation Act of 2003 (collectively known as the Bush tax cuts.) The 2010
Act temporarily prolonged the Bush tax cuts until the end of 2012, increased the
Alternative Minimum Tax exemption, and provided a temporary payroll tax cut.

The top four graphs of Figure 2.10 compare the 2008 and 2012 e ective tax
schedules. They show that while the reform slightly raises the e ective tax rates
of couples with above median income, it decreases those of singles above a certain
income threshold $25,000 and$8,000 for the average and marginal tax rate, respec-
tively.) As a result, the average tax rate for the median-income single (who earns
$32,000 in 2008) decreases from 7.1% to 6.8%. Similarly, the median-income single
marginal tax rate drops from 13.7% to 12.5%. The average tax rate for median-
income couples (which earr$91,000 in 2008) goes from 8.6% to 8.5%, while their
marginal tax rate increases from 18.8% to 19.5%.

With respect to our model's implications for these two tax regimes, the bottom
four graphs of Figure 2.10 show that this reform results mainly in more hours worked
by single people. More speci cally, hours worked over the rst ten years of the
working period go up by 1.4% for single women and by 0.7% for single men. The

rest of the outcomes do not vary much.
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Figure 2.10: Comparing 2008 and 2012

Note: Top two panels: tax rates. Bottom two panels: outcomes from structural model
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2.7.9 The 1969 Tax Regime Compared with the Historically

Realized Regimes

In this subsection, we investigate how household behavior would have evolved if
households had faced the 1969 tax regime during their entire life cycle instead of
facing the observed historical tax variation. Hence, we start by comparing the 1969
tax regime with the time-varying tax regime described in Figure 2.2. In particular,
we assume that households have perfect foresight about the evolution of taxes over
time.

Figure 2.11 shows that a xed tax regime has very dierent implications for
household behavior than those of our time-varying benchmark. Panel (a) shows that
the 1969 tax regime implies higher participation by married people and lower par-
ticipation by singles. For instance, the participation of young married women is 2.1
percentage points higher, while the participation of young single women is 0.3 per-
centage points lower. Panel (b) shows that the increase in participation by married
people is accompanied by a rise in their hours worked. In particular, hours increase
by 1.4% and 0.9% for young married women and young married men, respectively
under the 1969 regime. The increase in participation and hours leads to higher labor
income, as shown in Panel (c), which grows by 4.9% for young married women and by
1.2% for young married men. Finally, Panel (d) shows that the increase in couples'
income leads to a rise in their savings, which are 0.8% and 7.4% higher at younger

and older ages, respectively.
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Figure 2.11: Comparing outcomes from our structural model with the observed variation
in taxes (benchmark) with outcomes with a 1969 constant tax regime

(a) Participation (b) Hours conditional on participation

(c) Labor income (d) Savings
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2.8 Conclusions

This chapter estimates e ective income tax functions from 1969 to 2016 for a
representative decision unit, married couples, and singles. We nd substantial vari-
ation in average tax rates, marginal tax rates, and income tax progressivity across
time and household types. We also relate nine notable tax reforms to our estimated
tax functions. Finally, we use an estimated, dynamic model of couples and singles
to better evaluate to what extent di erent tax regimes lead to di erent responses in
labor market participation, hours worked, and labor income and savings over the life
cycle for married and single men and women.

We document the changes over time in average and marginal tax rates and income
tax progressivity. We rst do so for a representative decision unit; that is, we do
not distinguish between couples and singles. We nd that average and marginal tax
rates display similar trends. When average tax rates increase { as is the case in
the seventies and nineties { the marginal tax rates grow. When average tax rates
decrease { as in the eighties, two-thousands, and twenty-tens { marginal tax rates
also fall.

Second, we study the same changes over time, conditional on family structure|
that is, for couples and singles. We show that tax rates and progressivity have
changed signi cantly over time because of both di erent economic circumstances
and policy changes. While some reforms met the goal they were meant to achieve,
others did not end up having the desired e ects on tax rates and progressivity.

Third, we use our estimated structural model to evaluate to what extent these tax
regimes a ect key economic behaviors and hence to what extent it is important to
model the evolution of tax changes over time. We nd not only that these tax regime

changes are frequent but also that many of them imply e ective tax variation that
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generates very di erent economic outcomes. For example, the increase in e ective
taxation that occurred during the 1973-1978 high-in ation tax period signi cantly
and negatively a ected the participation of married women, the hours worked by
single and married men and women, and their labor income and savings. The 1981
Reagan tax cut also a ected these behaviors, although in the opposite direction
and to a slightly smaller extent. Noticeable also are the 1986 Reagan tax cut, the
1990 George H. W. Bush. tax increases, and the George W. Bush tax cuts, which
especially a ected the participation of married women. Our model also predicts that
the 2010 Obama tax cut increased hours worked by all four groups.

While we model tax changes over time, we assume perfect foresight. Given the fre-
guency of these tax changes and the uncertainty surrounding the legislative process,
it seems likely that economic decision-makers face a signi cant amount of uncertainty
about the size and evolution of future taxes. While quantifying the e ects of this
uncertainty is very important, it makes for a major endeavor, and we leave it to

future research.
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Chapter 3

Income Taxation: A

Cross-Country Analysis

3.1 Introduction

Income tax systems are complicated by nature. Income taxes depend on statu-
tory tax rates, deductions, credits, and how taxpayers le their returns. Studying
income taxes becomes even more complicated when comparing income tax systems
across countries, as policies and institutions are dramatically di erent. Though com-
plex, correctly measuring the main features of an income tax system is crucial for
both macroeconomists and policymakers. On the one hand, numerous questions in
macroeconomics require characterizing the components of income tax systems. For
instance, we might want to know whether married couples and singles are taxed
di erently or whether families with children face a more favorable tax treatment
than those without. Then, we might also be interested in studying the role of tax

policy in economic behavior both at the aggregate and the individual level. On the
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other hand, policymakers need an accurate assessment of the progressivity of the tax
system to guide redistribution and social insurance policies.

Since appropriately measuring the features of tax systems is crucial, this chapter
has two goals. First, we want to systematically describe and compare the e ective
income taxes taxpayers pay over time and across countries, levels of economic de-
velopment, and family structures. Second, we want to provide estimated e ective
tax functions that can be incorporated into structural models to answer questions
related to redistribution, the e ect of income taxes on economic behavior, and many
others.

We use household-level microdata from the Luxembourg Income Study (LIS)
Database to achieve our goals. There are several reasons making LIS the ideal
dataset for our analysis. First, it covers many countries and spans a long time. Sec-
ond, it harmonizes data across countries, which allows us to compare variables across
countries and over time. Finally, it contains detailed information on labor and capital
income, public social bene ts, taxes, contributions, demographic characteristics, em-
ployment, and consumption. We use this rich dataset to estimate e ective income
tax functions for over thirty countries over the last forty years. E ective income
tax functions characterize the empirical relationship between taxes paid and pre-tax
income and summarize the details of income tax systems using a parsimonious func-
tional form. In particular, we use the log-linear tax function pioneered by Feldstein
[1969] and popularized by Benabou [2000] and Heathcote, Storesletten, and Violante
[2017] to quantify the average level of taxation and the degree of progressivity of
income tax systems worldwide.

Our ndings can be summarized as follows. First, we show that our log-linear
tax function is not only a good approximation of the US income tax system (as

demonstrated by Heathcote, Storesletten, and Violante [2017]) but also provides an
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excellent approximation of income tax systems worldwide. In particular, we show
that this tax function can almost entirely explain the variation in post-tax income
in all countries and years in our sample. Because of their excellent approximation
quality, our estimated tax functions can be used in any macroeconomic model that
needs to parsimoniously characterize the income tax system of the country it is
studying.

Second, we document a positive association between income tax progressivity and
the average level of taxation. In particular, across all years in our sample, countries
with a higher degree of progressivity also impose a higher average level of income
taxation. We show that wealthy northern-European countries such as Germany and
the Netherlands consistently display some of the highest progressivity and average
tax rates over time. We also nd that some countries (such as Brazil, Colombia,
and Peru) do not present e ective income taxes despite having progressive statutory
income tax systems.

Third, we show that progressivity has changed dramatically over the last forty
years across most countries in our sample. For instance, in the United States, pro-
gressivity in 2018 is about 40% lower than in 1980. Similarly, progressivity in the
United Kingdom and Canada is 33% and 25% lower, respectively, between 1995 and
2018. These changes in progressivity are accompanied by changes in the average level
of taxation that mirror income tax reforms. For example, in Spain, progressivity de-
clines between 2007 and 2010. At the same time, the average tax rate decreases due
to the tax cuts perpetrated by the Spanish government during the Great Recession.

Fourth, we show a positive relationship between income tax progressivity and
economic development. In particular, we proxy economic development by median

pre-tax income and GDP per capita and nd that the wealthiest countries (such as
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Belgium, Germany, and the Netherlands) display the highest income tax progres-
sivity. Despite this general trend, we also show large di erences in progressivity
between countries with a similar level of economic development. For instance, in
2013, Belgium and the United States have almost identical median pre-tax income,
but Belgium's progressivity is three times as large as that of the United States.

Finally, we document signi cant di erences in progressivity across family struc-
tures. Here, we estimate tax functions separately for four groups of families: married
couples with children, married couples without children, single parents, and childless
singles. We show that over the last forty years, in all countries, the share of married
couples with children has decreased while that of childless singles has risen. We also
show that conditional on the presence of children, progressivity varies signi cantly
by marital status. In particular, the progressivity for married couples without chil-
dren is 25.3% larger, on average, than that of childless singles. At the same time,
the progressivity for married couples with children is 26.4% larger, on average, than
that of single parents. Then, conditional on marital status, the presence of children
also leads to large changes in progressivity. On average, the progressivity for married
couples with children and single parents is 18.5% and 5% higher than that of mar-
ried couples without children and childless singles, respectively. Overall, our results
suggest that childless singles face the lowest progressivity across countries and over
time, while married couples with children enjoy the highest.

This chapter provides several contributions. First, we o er a parsimonious way of
comparing income tax systems across countries using a two-parameter log-linear tax
function. Second, we estimate our tax functions over time, thus capturing the evo-
lution of income tax systems worldwide. Third, we estimate separate tax functions
by family structure, considering the di erent tax treatments of families with and

without children or with di erent marital statuses. Finally, we make our estimated
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tax functions available for researchers interested in approximating the income tax
system in their structural models.

The rest of the chapter is organized as follows. Section 3.2 places this chapter
in the context of the related literature. Section 3.3 de nes our tax function and
estimation strategy. Section 3.4 describes the LIS data, our sample selection, and
the income de nitions for our tax functions. Section 3.5 presents evidence on the
t of our tax function and discusses the evolution of the average level of taxation
and progressivity across countries and time. Section 3.6 analyzes the relationship
between progressivity and economic development. Section 3.7 presents e ective tax

functions by family structure. Section 3.8 concludes.

3.2 Related Literature

This chapter relates to three branches of the literature. First, this chapter con-
nects to the rich literature on approximating the income tax and transfer
system with a log-linear function of post-tax income on pre-tax income. The
\log-linear approach” was pioneered by Feldstein [1969] and Benabou [2000] and
made popular by Heathcote, Storesletten, and Violante [2017]. While there are vari-
ous approaches to modeling the income tax and transfer system, these papers argue
in favor of the log-linear speci cation due to its simplicity (it requires only two pa-
rameters which can be estimated by ordinary least squares) and its excellent t to
the data.

Numerous papers have used the log-linear tax function to study the income tax

and transfer system in the United States. Heathcote, Storesletten, and Violante

IThere are numerous ways of modeling the tax function. These range from a simple proportional
tax on income to the arctangent tax function in Kurnaz and Yip [2020], passing from the popular
three-parameter tax function of Gouveia and Strauss [1994a].
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[2020] uses data from the Congressional Budget O ce to study tax progressivity
between the end of the 1970s and 2016. They nd that the level of progressivity
is the same in 2012-2016 as in 1979-1983. Wu [2021] uses CPS data to study the
evolution of tax progressivity between 1978 and 2016. He nds that the income
tax in the US has become less progressive since the late 1970s. Fleck, Heathcote,
Storesletten, and Violante [2021] uses CPS data to study the progressivity of the tax
and transfer system at the US state level. They estimate e ective tax functions for
each of the 50 states and nd substantial heterogeneity in progressivity across states.
Finally, Borella, De Nardi, Pak, Russo, and Yang [2022] uses PSID data to study
the evolution of e ective tax rates between the end of the 1960s and 2016. They nd
substantial variation in the average level of taxation and income tax progressivity,
both over time and across marital status.

A few recent papers have used the log-linear tax function for countries other
than the US. Garca-Miralles, Guner, and Ramos [2019] uses administrative tax data
for Spain to study the distributions of pre- and post-tax income and tax liabilities
between 2002 and 2015. They nd that the log-linear tax function approximates the
Spanish personal income tax system well. Kaas, Kocharkov, Preugschat, and Siassi
[2020] studies homeownership in Germany and shows that the log-linear tax function
provides a good approximation of the German income tax and transfer system. Tran
and Zakariyya [2021] uses the log-linear tax function to study the evolution of income
tax progressivity in Australia after 1999.

Second, this chapter connects to the literature onross-country comparisons
of tax progressivity . Chang, Chang, and Kim [2018] studies optimal income taxa-
tion in 32 OECD countries. They estimate income tax progressivity using a log-linear
tax and transfer function and do not study the evolution of taxes over time or across

family structures. Holter, Krueger, and Stepanchuk [2019] argues that income tax
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progressivity is a crucial determinant of the additional tax revenue governments can
generate by increasing the level of labor income taxes. They use a log-linear tax func-
tion and compare progressivity measured by the progressivity wedge across OECD
countries between 2000 and 2067 They nd substantial heterogeneity in tax pro-
gressivity, with the most progressive taxes in Denmark and the least progressive in
Japan. De Magalhaes, Martorell, and Santaeulalia-Llopis [2019] use micro-data to
estimate and compare the progressivity of tax-and-transfer systems in 20 countries.
Ayaz, Fricke, Fuest, and Sachs [2021] studies how optimal income taxes should re-
spond to an increase in public debtin ve European countries. They nd that income
taxes should be less progressive in response to increased scal pressure. Bick, Fuchs-
Schundeln, Lagakos, and Tsujiyama [2022] analyzes how structural changes in labor
supply a ect cross-country di erences in hours worked. They estimate log-linear tax
functions for childless singles in numerous OECD countries but do not study the
evolution of income taxes over time.

Third, this chapter relates to the literature on income taxation by family
structure. Most studies in this literature have focused on the di erences in income
taxation between married couples and singles. Guner, Kaygusuz, and Ventura [2012]
studies tax reforms taking into account the large changes in female labor supply
and demographic structure that occurred in the USA over the last decades. Guner,
Kaygusuz, and Ventura [2014] estimate and compare tax functions using a wide
array of functional forms to systematically describe how income taxes in the USA in

2000 varied by income, marital status, and the number of children in a household.

2The progressivity tax wedge between two arbitrary incomesy, >y is given by

1 TUy2).
1 TYyy)

and measures how marginal tax rates increase between the two income levels.

PW(y1;y2) =1
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Malkov [2022] studies the optimal income taxation of couples and singles in the USA.
He estimates log-linear tax functions for the USA and argues that, compared to the
current system, the government should reduce progressivity for couples and increase

it for singles.

3.3 The Tax Function

3.3.1 Log-Linear Tax Function

Following Feldstein [1969], Benabou [2000], Heathcote, Storesletten, and Violante
[2017], and Borella, De Nardi, Pak, Russo, and Yang [2022], we model taXe®n

total income Y as:
T(Y)=Y (@ )Y! : (3.1)

The associated average and marginal tax rates are given by:

@zl @a )y ; (3.2)
TO(Y):@$Y)=1 1 Ha Hy : (3.3)

Equation (3.2) shows that the parameter corresponds to the average tax rate when
income is equal to 1 unit and thus captures the notion of the level of taxation in
the economy. The parameter captures the degree of progressivity of the income
tax system. In particular, the elasticity of post-tax income with respect to pre-tax
income,@og(Y T(Y))=@og(Y), isequaltol . The tax system is progressive

when > 0, regressive when< 0, and at with marginal and average tax rates set
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at when =0. Taking logs of Equation (3.1) yields:

log(Y T(Y))=Ilog(1 )+ (1 )log(Y): (3.4)

3.3.2 Estimation Strategy

We estimate Equation (3.4) by regressing the logarithm of post-tax income on a

constant and on the logarithm of pre-tax income in each country and in each wave.
log(after-tax income).ct = ct+ ¢t log(pre-tax incomejct + "ict; (3.5)

where the dependent and independent variables are the log after-tax income and log
pre-tax income for household of country c in wavet. We allow for country-wave-
Speci ¢ regression coe cients . and ;. We run weighted regressions using the
LIS-provided household-level cross-sectional weights to obtain results representative
of the whole population of each country in each wave. The OLS estimates are denoted
by Aei and .

We compute the parameter from the estimated constant and the parameter
from the estimated coe cient on the log of pre-tax income. In particular, comparing

the regression equation (3.5) with the log-linear tax function (3.4) shows that

"=l exp(fe); and =1 ‘o
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Thanks to our large sample size, the tax parameters are tightly estimated, and the
con dence intervals are very narrow>. Moreover, in Section 3.5.1, we show that this

tax function ts the data remarkably well.

3.4 Data

3.4.1 The Luxembourg Income Study (LIS)

We use micro-data from the Luxembourg Income Study (LIS) Database. LIS
collects and harmonizes micro-data from 55 countries starting in the 1970s. LIS
combines well-known datasets, such as the Current Population Survey for the United
States and the German Socio-Economic Panel for Germany, and provides an aggre-
gated micro-dataset that includes labor and capital income, public social bene ts,
private transfers, taxes and contributions, demography, employment, and consump-
tion. Ravallion [2015] provides a detailed overview of the LIS dataset, details its
development over time, and discusses some data limitations.

Numerous papers have used LIS. Among others, De Nardi, Ren, and Wei [2000]
uses it to study income redistribution policies and the trade-o between redistribution
and ine ciency. Chiuri and Jappelli [2010] uses LIS data to analyze the patterns of
homeownership for older adults across OECD countries. Laun and Wallenius [2016]

uses LIS to assess the role of social insurance for the cross-country di erences in the

3We construct the 95% con dence intervals as
h i
1 exp(Pet +1:96 S )er);l exp(Per 196 SE( )ci)

for , and h . i

1 " +1:96 9 )ex ;1 “ox 196 9 )ex

for
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labor supply of older workers. Chang, Chang, and Kim [2018] uses LIS to estimate
a tax and transfer function for 32 OECD countries and compare the observed level
of progressivity with the optimal one stemming from an optimal income taxation

problem.

3.4.2 Sample Selection

We use 11 LIS waves spanning from the early 1970s to 2019. Although LIS covers
55 countries in total, the number of countries observed in each wave varies. For
instance, LIS includes the United States since the rst wave in the 1970s but records
information about Japan only starting in 2008. We start from all the countries
available in a speci c wave and select those for which we have data on all the inputs
we need to estimate our tax function: gross household income, income taxes, and
public social benets. For this reason, we have to exclude countries like Mexico,
which is in the LIS dataset starting from the second wave but only reports after-tax
income.

Then, to ensure a consistent and comparable time unit across countries, we op-
erate at the wave level. Thus, when we observe a country for more than one year in
a wave, we pool these years into the same wave to estimate the tax function for that
wave? Thus, the number of countries in our nal sample varies by wave, ranging
from a minimum of 5 countries in the rst wave to a maximum of 31 countries in
wave 8. However, we observe four countries for all 11 LIS waves: France, Germany,

the United Kingdom, and the United States.

4Table C.1 in Appendix C.1.1 shows the mapping from wave number to calendar year.

SLIS combines country-speci ¢ waves from di erent years in the same LIS wave. For instance,
the rst LIS wave includes CPS data for the USA for each year between 1979 and 1982 but covers
the 1979 French Tax Income Survey only.
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For each country-wave pair, we select working-age households whose head is aged
25 to 60. Then, we restrict our attention to \standard" households, comprising (1)
one-person households; (2) married couples without children; (3) married couples
with children; and (4) single parents. Therefore, we exclude households in which
other relatives or non-relatives cohabit with the four groups described above. We
select only standard households to have comparable households across countries.
Figure 3.1 shows that most households with heads aged between 25 and 60 qualify
as \standard." When we pool all countries and waves together, the mean share of
standard households is 89 percent, and the median is 91.4 percent.

Table C.1 in Appendix C.1.1 shows the countries in our sample, the waves we
observe them in, and the number of observations in each country and wave. Our nal
sample consists of 7,625,531 household-wave observations for 37 countries, observed

over di erent waves.

3.4.3 Income De nitions and Adjustments

Our results on e ective taxes depend crucially on the de nitions of pre-and-post-
tax income. Household pre-tax income is given by the sum (for the head and the
spouse, if present) of labor income, capital income, pensions, public social bene-
ts, and private transfers, while post-tax income is de ned as pre-tax income minus
income taxes and social security contributions. Taxes are de ned as compulsory
payments to the government based on the current income earn&d.Public social
bene ts include transfers from government insurance and assistance programs. Ap-

pendix C.1.2 describes the income components in detail.

For the United States, taxes include both federal income taxes and state income taxes.
"Taxes on current income as de ned by LIS exclude direct taxes on windfall incomes such as
inheritances, pro ts, and capital gains.
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Figure 3.1: Share of households with heads between 25 and 60 that qualify as \standard"
households

Note: Results for all countries and all waves in our sample.
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Our pre-tax and post-tax income de nitions are very close to the one in Borella,
De Nardi, Pak, Russo, and Yang [2022] and allow us to interpret the parameter
from Equation (3.1) as the average tax rate (for a given income level) andas a
measure of the progressivity embedded in income taxes alone.

The monetary quantities that make up our income de nitions need to be ad-
justed to be comparable across waves and countries. First, we need Consumer Price
Indices (CPIs) to compare real amounts over time within a country. Second, we
need Purchasing Power Parity indicators (PPPs) to compare real amounts across
countries. Using 2017 as the base year, the adjustment factor for couniryn wave
t is computed by LIS as:

CPlit

LISPPPy =~

PPP;: 2017

To convert monetary quantities into 2017 USD PPP, we divide nominal amounts
in each country and wave by the corresponding LIS PPP. All nancial quantities
reported in the chapter are measured in 2017 USD PPP, which we refer to, for

convenience, as 2017 dollars.

3.5 E ective Income Taxes

3.5.1 Fit of the Tax Function

As Heathcote, Storesletten, and Violante [2017] shows, the log-linear tax function
in Equation (3.1) is a good approximation of the US federal income tax system. In
this section, we show that the log-linear tax function is a good approximation of the

income tax systems in all the countries in our sample.
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First, in Figure 3.2, we show that our log-linear tax function is a remarkably
accurate approximation of the income tax system in all the countries in our sample
in wave 10 (corresponding to 2015-2017).In particular, we plot the logarithm of
post-tax income as a function of the logarithm of pre-tax income. To draw these
graphs, we rst select our sample of standard households with heads aged between
25 and 60, and then we construct weighed percentiles by country and wave. These
graphs show that the relationship between post-tax income and pre-tax income is
approximately log-linear in each country we consider and at all points of the log
pre-tax income distribution, except for the rst percentile.

Second, in Figure 3.3, we show that thR? from the regressions we use to estimate
our tax functions is remarkably high. In particular, we run the regression in Equation
(3.4) wave-by-wave and country-by-country, and we report the distribution of théR?
from these regressions. The distribution is signi cantly skewed to the right and has
a mean of 0.976 and a median of 0.984. Even in the thin left tail, th@? is larger
than 0.85, meaning that, at its worst, the log-linear tax functions still explain over
85 percent of the variation in post-tax income. In particular, the lowesR? is 0.86
and corresponds to Italy in wave 6. The results oR? corroborate our nding that
a log-linear tax function approximates well the income tax systems of the countries
in our sample. In Appendix C.1.4, we show that the validity of our results on the
goodness-of- t of our tax function is not challenged by the imputation and simulation

procedures used by LIS and the country-speci ¢ datasets that LIS utilizes.

8Due to space limitation, we show six countries in the main text. We show the t of the tax
function for the remaining countries in wave 10 in Appendix C.1.3. The results for waves other
than wave 10 are available upon request.
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Figure 3.2: Log post-tax income as a function of log pre-tax income. Wave 10

Note: Post-tax income is de ned as pre-tax income minus income taxes. Each dot is a percentile
of the log pre-tax income distribution. The dashed line is the 45-degree line. The solid line is the
OLS tted line.
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Figure 3.3: Distribution of R?

Note: Distribution of the R? from year-by-year and country-by-country regressions of log post-tax
income on log pre-tax income.

3.5.2 E ective Income Taxes Across Countries

After establishing that the log-linear tax function is a good approximation of the
income tax systems of the countries in our sample, we can discuss our estimated
e ective tax functions.

We start by comparing the average level of taxation and progressivity across
countries. In Figure 3.4, we plot the estimated tax parameters for waves 1, 5, and
11. We present the results for the remaining waves in Appendix C.2. In Figure 3.4,
we plot progressivity, as measured by the parameter, as a function of the average
tax rate for the median household in each country, that is, the household earning

the median pre-tax income in each country. This gure also displays the pre-tax

90ne can obtain the \raw" parameter using the values of the average tax rate, progressivity,
and median income we show here. In particular, letting” denote the average tax rate andy denote
the median pre-tax income, the corresponding is obtained as:

1 =100
—

=1
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median income in each country and in each of the waves we consider. Figure 3.4
shows that, for example, in wave 11 (corresponding to 2019,) the average tax rate in
the USA is about 17%, corresponding to a median pre-tax income of abdkit7,000
and a progressivity parameter equal to 0.04.

Figure 3.4 displays several interesting facts. First, a higher degree of progressivity
is associated with a higher average tax rate for the median household. This positive
correlation is present in each wave and shown by the positively-sloped tted lines in
Figures 3.4, C.4, C.5, and C.6.

Second, Figure 3.4 shows that higher-income northern-European countries such
as Germany (DE) and the Netherlands (NL) display some of the highest progres-
sivity and average tax rate in every wave. For instance, Germany displays some of
the highest levels of progressivity and average tax rate in waves 1, 5, and 10. In
particular, the average tax rate in these waves is 21.3%, 28.6%, and 28.1%, while the
corresponding progressivity parameter is 0.08, 0.15, and 0.12. Similarly, Belgium
(BE) and the Netherlands (NL) consistently appear among the countries with the
highest levels of average taxation and progressivity. This nding is consistent with
several previous studies. Chang, Chang, and Kim [2018] nds that Germany and
Netherlands have some of the highest levels of progressivity in 2016, while Holter,
Krueger, and Stepanchuk [2019] shows that this is true also in the period between
2000 and 2007°

Third, while there is signi cant variation in the tax system of rich countries

with similar median incomes, countries with lower median incomes tend to have

10Although Chang, Chang, and Kim [2018] use LIS data for 2016, their progressivity estimates
are substantially higher than ours for every country. This is because they estimate a tax and
transfer function and, therefore, their parameter re ects the progressivity embedded in the tax
and transfer system rather than in income taxes alone. Thus, we expect their estimates to be higher
than ours. Table 1 in Heathcote, Storesletten, and Violante [2020] also shows that using a tax and
transfer function leads to higher estimates of progressivity than using a tax function.
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similar income tax systems. For instance, in wave 11, Canada and Germany have
almost identical median incomes but dramatically di erent average tax rates and
progressivity levels. In particular, in wave 11, the median income in Canada is
$64,952, while the one in Germany i$64,867. However, the average tax rate in
Canada is 17.74%, while the one in Germany is over 10 percentage points higher
and equal to 28.11%. Similarly, the progressivity parameter is 0.08 in Canada
and rises to 0.12 in Germany. In turn, in wave 5, China and Colombia have very
low median incomes and remarkably similar tax systems. In particular, they have
a median income of$5,109 and$6,616, respectively, with a corresponding average
tax rate of 3.59% and 2.21%, and a progressivity parameterequal to 0.01 in both
countries.

Finally, numerous countries with progressive statutory income taxes do not ex-
hibit progressive e ective taxes. For example, Brazil, Colombia, Peru, and the Re-
public of Korea have progressive statutory income taxes, but their e ective tax sys-

tem is almost at in all waves.

3.5.3 E ective Income Taxes Over Time

To complete our description of income tax systems, we present the evolution of
the average tax rate for the median household and income tax progressivity over time.
In what follows, we discuss the results for six countries and display the remaining
ones in Appendix C.3. Table Table C.5 in Appendix C.2 presents the evolution of
pre-tax median income over time.

Numerous factors a ect e ective taxation over time. First, tax laws determine the
levels of statutory taxation, and thus tax reforms translate into changes in e ective

taxation. Second, taxpayers' behavior in uences e ective taxation, as people can
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Figure 3.4: Tax parameters across countries

Note: Wave 1, 1980 Note: Wave 1, 1980
Note: Wave 5, 2000 Note: Wave 5, 2000
Note: Wave 11, 2019 Note: Wave 11, 2019

Note: Panels on the left: progressivity as a function of the average tax rate in a given wave. The
average tax rate is evaluated at the median income of each country. The solid lavender line is the
OLS tted line. Panels on the right: pre-tax median income measured in 2017 USD PPP.
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change their labor choices based on the incentives or disincentives provided by the
tax laws. Finally, the business cycle a ects tax laws and labor choices and thus
a ects e ective taxation. While disentangling the e ect of each of these factors on

e ective income taxes goes beyond the scope of this chapter, we can still observe
interesting patterns in Figure 3.5.

First, we observe interesting dynamics in the average tax rate for the median
household. In Canada, Denmark, Finland, Norway, and the United States, the aver-
age tax rate has remained relatively stable over the past 40 years, despite a general
increase in median income. For instance, the average tax rate in Canada is 17.79%
in 1985 (corresponding to a median income & 58,589) and 17.74% in 2019 (for a
median income of$ 64,952). Then, in the United States, the average tax rate has
its largest reduction between 2000 and 2010, when it drops from 19.63% to 16.52%.
This decline is due to the reduction in median income over those years and the
2001 and 2003 income tax reforms collectively known as the \Bush tax cuts" (see
Borella, De Nardi, Pak, Russo, and Yang [2022] for a more in-depth description of
these reforms and their e ects on the e ective tax burden.) In turn, the average tax
rate for the median household has changed substantially in the United Kingdom.
It increases between 1980 and 1990, despite the substantial reductions in income
taxes carried out by Margaret Thatcher's government (see Daunton [2017] for a de-
scription of the Thatcher tax reforms.) It then decreases markedly between 1990
and 1995 and remained stable ever since. The gures in Appendix C.3 also show
interesting dynamics. Figure C.7 shows that progressivity in Australia decreases
between 2005 and 2010 and increases between 2010 and 2015. Our results are re-
markably close, in both levels and trends, to those in Tran and Zakariyya [2021],
which estimates progressivity for Australia using a log-linear tax function and the

Household, Income and Labour Dynamics in Australia Survey (HILDA). They argue
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that the decrease in progressivity between 2005 and 2010 is due to an increase in the
top income threshold in 2006, which results in a tax cut for high-income taxpayers.
Then, Figure C.10 shows that the average tax rate in Spain decreases between 2008
and 2010, increases between 2010 and 2013, and then drops again between 2013 and
2016. These movements are consistent with the reforms in the Spanish income tax
described in Garca-Miralles et al. [2019]. In particular, the Spanish government cut
taxes after the Great Recession in 2008, raised them between 2010 and 2012 to con-
trast a fall in GDP, and cut them again in 2015 after the economic recovery following

the Great Recession.

Second, we observe signi cant changes in the level of income tax progressivity
across countries. To x the scale of these changes, recall that the elasticity of post-
tax income to pre-tax income is 1 . Thus, a change in 0.01 in implies a one
percentage point change in the response of post-tax income to the pre-tax one. The
United States sees a general decrease in progressivity over the last 40 years. In
particular, progressivity in 2018 was about 40 percent lower than in 1980. The
decrease in progressivity in the United States between 1980 and 2018 is consistent
with the ndings of Wu [2021] and Borella, De Nardi, Pak, Russo, and Yang [2022].
The United Kingdom and Canada display a similar evolution of progressivity: it
increases between 1985 and 1995 and then declines. Compared to its 1995 level,
progressivity in 2018 is a third lower in the United Kingdom and a quarter lower
in Canada. Progressivity increases in the Scandinavian countries between 1990 and
1995 but then shows di erent dynamics. In Denmark, progressivity grows until 2000,
decreases markedly between 2000 and 2006, rebounds, and stabilizes after 2010. In
Norway, in turn, it grows until 2004 but declines after then and, in 2018, is about

half the size of 2004. Finally, progressivity declines between 1995 and 2013 but
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rebounded to its 2000 level in 2018. In Finland, nally, progressivity drops between
1995 and 2004, is relatively stable until 2013, and increases between 2013 and 2016.
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Figure 3.5: Average tax rate and progressivity over time

Note: The solid blue line is the average tax rate for the median household in each year. The dashed
purple line is the progressivity parameter .
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3.6 Progressivity and Development

In Section 3.5.2, we have shown that richer countries exhibit a higher level of
progressivity and average taxation. In this section, we further investigate the rela-
tionship between income tax progressivity and economic development. In particular,
we proxy economic development by median pre-tax income and plot its relationship
with income tax progressivity in Figures 3.6 and 3.7.

These gures show that richer countries also display higher income tax progres-
sivity. While the intensity of this association (i.e., the slope of the tted line) changes
over time, it is always positive except for Wave 2 (corresponding to 1985). Coun-
tries such as Belgium, Germany, and the Netherlands consistently rank among the
wealthiest countries and have the highest degree of income tax progressivity.

To check the robustness of the positive relationship between progressivity and
development, in Appendix C.4, we plot progressivity as a function of median income
and GDP per capita from the Penn World Tables (see Feenstra, Inklaar, and Tim-
mer [2015] for a description of the Penn World Tables). This comparison shows that,
except for Waves 1 and 3, the results obtained using GDP per capita line up closely
with those obtained using median income. In particular, Figures C.12-C.14 con rm
that there is a consistently positive relationship between progressivity, median in-
come, and GDP per capita after Wave 4 (corresponding to 1995). This result is
consistent with Bick, Fuchs-Schandeln, Lagakos, and Tsujiyama [2022], which nds
that higher GDP-per-capita countries also display higher income tax progressivity.

Figures 3.6 and 3.7 also show large di erences in progressivity across countries
with similar median income levels. For instance, in Wave 9, many countries have a
median income between 60,000 and 70,000 dollars but display vastly di erent pro-

gressivity levels. In this wave, Belgium (BE) and The United States (US) have a
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median income of$65,999 and$65,500, respectively. However, Belgium's progressiv-
ity is three times as large as that of the United States. In turn, numerous countries
have considerably di erent median income levels but similar income tax progressiv-
ity. For instance, in Wave 9, Czechia (CZ,) Israel (IL,) France (FR,) and Canada
(CA) display the same level of progressivity, even though Canada's median income
is almost twice as large as Czechia's.

Finally, our results can be compared to those of De Magalhaes, Martorell, and
Santaeulalia-Llopis [2019]. They document a negative correlation between the level
of transfer progressivity and the stage of economic development, as proxied by GDP
per capita. The dierence between our results and theirs is due to the fact that
they study the progressivity of the tax and transfer system rather than that of taxes

alone.
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Figure 3.6: Progressivity as a function of median income. Waves 1-6

Note: Progressivity is measured by the parameter . Income is measured in 2017 USD PPP. The
solid lavender line is the OLS tted line.
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Figure 3.7: Progressivity as a function of median income. Waves 7-11

Note: Progressivity is measured by the parameter . Income is measured in 2017 USD PPP. The
solid lavender line is the OLS tted line.
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3.7 Progressivity and Family Structure

In the previous sections, we focused on standard households to get a comprehen-
sive view of the dynamics of income tax progressivity. In this section, we estimate
progressivity by family structure to assess whether it di ers across household types.
We rst present descriptive statistics about household composition in our sample,

and then we estimate income tax progressivity separately by family structure.

3.7.1 Household Composition

We split our sample into the four categories that make up our notion of a standard
household: (1) Married couples with children; (2) Married couples without children;
(3) Single Parents; (4) Singles without children.

In Figure 3.8, we display the dynamics of household compaosition for six countries
in our sample. The results for the remaining countries in our sample are in Appendix
C.5. These gures highlight several interesting trends.

First, across all countries, the fraction of married couples with children decreases
signi cantly over time, while the share of married couples without children is either
stable or increasing. For instance, in 1985, half of the Norwegian households are mar-
ried with children, while only 11 percent are married without children. By 2018, the
fraction of couples with children declines to 35 percent, while the fraction of married
couples without children increases to 15 percent. In Figure C.15 in Appendix C.5,
we show a similar decline for Germany. In particular, while 57% of German house-
holds are married with children in 1980, only 35% are in 2018. In turn, the share of
married couples without children rises from 19% in 1980 to 22% in 2018.

Second, the share of singles without children has increased in most countries,

while the fraction of single parents is relatively stable. For instance, the share of
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singles in the United States goes from 15% in 1980 to 22% in 2018 while the fraction
of single parents only rises from 12% to 13% between the same years. Figure C.15 in
Appendix C.5 shows that the rise in the share of singles is particularly pronounced
for European countries such as France and Germany. In particular, the fraction of
singles in France more than doubles between 1980 and 2018, going from 13% to 28%.
This is accompanied by a similar increase in the share of single parents, which rises
from 6% in 1980 to 14% in 2018. In Germany, these changes are even larger. Between
1980 and 2018, the shares of German singles and single parents rise from 14% and
4%, respectively, to 32% and 9%.

These results highlight the shift from being married and having children to either
not having children or, in large part, not being married. These trends are consistent
with the decline in marriage and fertility rates experienced by numerous countries
worldwide and documented by numerous studies in the literature. For instance,
Boldrin, De Nardi, and Jones [2015] shows that fertility rates decreased in Europe
and the USA during the 20th century. OECD [2019] con rms this nding for OECD
countries and shows that the number of children per woman declined from 2.8 in 1970
to 1.7 in 2016. It also shows that marriage rates have declined signi cantly in most
OECD countries over the last twenty years. Finally, Ahn and Sanchez-Marcos [2020]

document large decreases in the fertility rates of numerous European countries.

3.7.2 Progressivity by Family Structure in the Cross-Section

In light of the demographic changes described in the previous section, we now
estimate progressivity separately by family structure. In Figure 3.9, we plot our
estimated progressivity in selected countries and waves. We present the results for

the remaining countries and waves in Appendix C.6.
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Figure 3.8: Household composition by wave for selected countries in our sample

Note: Each share is computed by dividing the number of households with the corresponding family
structure by the number of total households in the given country and year.
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Our results highlight several interesting patterns. First, we observe large and
signi cant di erences in progressivity by family structure in all countries and years.
In Figures 3.9 and C.18, we report the point estimates for the progressivity parameter

and the 95% con dence intervals. These gures show that our tightly estimated
progressivity parameter signi cantly di ers across family structures.

Second, conditional on the presence of children, progressivity varies by marital
status. In particular, the progressivity for married couples without children is 25.3%
higher, on average, than that of childless singles. In turn, the progressivity of mar-
ried couples with children is 26.4% larger, on average, than that of single parents.
A few notable examples are Norway in 1995, where the progressivity for married
couples without children is 3.5 times that of childless singles, and the United States
in 2010, where the progressivity of married couples with children is more than double
that of single parents. The di erences in progressivity by marital status are due to
the marriage bonuses embedded in joint taxation (which applies to countries such
as France, Germany, Ireland, Spain, Switzerland, and the United States), di erent
statutory taxation by marital status, and di erent credits and deductions that apply
to legally married couples.

Third, conditional on marital status, the presence of children leads to large
changes in progressivity. In particular, on average, the progressivity for married
couples with children is 18.5% higher than that of married couples without children.
The di erence in progressivity between single parents and childless singles is smaller,
but the one for single parents is still 5.9% higher on average than that of childless
singles. Figure 3.9 shows that, for instance, in 1985, the progressivity for Danish
married couples with children is more than double that of married couples without

children, while, in 2010, the progressivity of British single parents is 1.5 times that of
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childless singles. One reason behind these di erences is that, in most countries, fam-
ilies with dependent children enjoy higher credits and deductions than their childless
counterparts.

Fourth, although there are numerous di erences across countries and waves, a
stable pattern emerges. In particular, for the majority of our country-wave obser-
vations, childless singles face the lowest progressivity, while married couples with
children enjoy the highest. In Figure 3.9, for instance, married couples with children
display the highest progressivity in most countries and waves.

Finally, our results can be compared to previous ones in the literature. Guner,
Kaygusuz, and Ventura [2014] estimates progressivity in the United States in 2000 for
married and single households with and without children. They nd that, regardless
of the presence of children, married couples enjoy higher progressivity than singles.
Our results for the United States in wave 5 (corresponding to 2000) con rm this
nding. In particular, Table C.7 shows that the progressivity for married couples
without children is 1.4 times that of childless singles, while the one for married
couples with children is almost double that of single parents. Malkov [2022] uses an
optimal income taxation approach to conclude that married couples in the United
States should be taxed less progressively than singles. Our estimates suggest that the
current US tax system does the opposite since, regardless of the presence of children,

married couples enjoy higher progressivity than singles in all waves.
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