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Abstract

Machine learning-based technologies are increasingly being used to assist care work in

high-stakes domains, from provisioning resources for poor families to providing mental

health support for people experiencing distress. These technologies have been introduced

in hopes that they improve care and decision quality. Depending on how they are de-

signed and used, these technologies may also perpetuate harms like racial discrimination

or carcerality. In order to understand how machine learning technologies can harm or

help, it is necessary to understand the perspectives of people who use these technolo-

gies or are impacted by them. Yet, in many high-stakes domains, the perspectives of

impacted people —especially those who are marginalized or do not have the ability to

directly influence the design of these technologies— remain overlooked.

This dissertation presents case studies of evaluating and designing machine learning

technologies in child welfare and digital mental health through both quantitative and

qualitative methods with people who may be impacted by machine learning technologies.

Within child welfare, I explore how existing algorithmic decision-making tools exacer-

bate harms. First, I evaluate a particular algorithm used in the child welfare system to

understand how workers use it to reduce or exacerbate racial biases. Second, I engage im-

pacted people like parents and workers to understand how these algorithmic technologies

replicate further systemic harms like carcerality. I then explore how we might design

different technologies to benefit those most marginalized by the child welfare system.

Within digital mental health, I continue to explore how AI-based technologies might

be designed or deployed responsibly in this space, if at all. I use participatory design

to understand how digital mental health support providers approach suicide prevention

online and whether they think machine learning technologies could benefit them while

preventing harms to support seekers. Finally, based on suggestions from mental health

support providers, I design and evaluate conversational agents that simulate people in

distress to help train new support providers. This work aims to showcase ways to under-

stand how machine learning technologies exacerbate systemic harms and how we might

design them better.
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Chapter 1

Introduction

Artificial intelligence (AI)-based technologies like machine learning (ML) algorithms or

large language models (LLMs) have been increasingly implemented across social support

domains, such as education, child welfare, social services, or mental healthcare [1, 2, 6, 7,

8, 9, 10, 11, 12, 13, 14]. These technologies are often implemented to assist or automate

work traditionally done by people: Predictive risk assessment algorithms are used to

help case workers decide unhoused people to give housing to [15]. Large language model

(LLM)-based conversational agents have been proposed to automate psychotherapy for

people experiencing mental distress [16].

In many application contexts, AI-based technologies are designed with hopes of mak-

ing improvements and addressing systemic problems. For example, predictive risk as-

sessments have often been proposed in the child welfare and criminal legal system to

improve inaccurate and inconsistent decisions, racial biases and disparities, inefficiencies

in bureaucratic processes, and as a cost-cutting measure to alleviate worsening budget

constraints [7, 17, 18, 19, 20, 21, 22, 23, 24].

Yet, when deployed, algorithms often cause further harms to vulnerable people. For

example, predictive algorithms used to decide which defendants should receive bail or

not have been shown to replicate harmful racial biases [25]. Furthermore, recent uses

of large language models (LLMs) in mental health applications have already caused

significant harms [16]: An eating disorder hotline staffed by an LLM-based chatbot

started recommending callers to lose weight and go on diets [26]. A man and a teenage

1
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boy have been reported to have killed themselves after being encouraged by LLMs [27,

28].

A significant amount of recent work in machine learning (ML) and related com-

putational fields have aimed to better understand how to design and deploy AI-based

technologies in a way that mitigates potential harms and helps people in need. These

initiatives have gone under many names, such as responsible AI [29], ethical AI [30],

human-centered AI [31], and AI for social good [32, 33]. Many have focused on improv-

ing narrow technical aspects of AI-based technologies to make them safer. For example,

prior work on algorithmic fairness has proposed adding technical constraints when train-

ing ML algorithms to account for racial or gender biases [34]. Researchers have made

visualization tools to make algorithmic decisions more explainable or interpretable to

human users [35].

These technical approaches to designing and using AI-based technologies can fall

short if they fail to consider such the larger sociotechnical context that a technology

is deployed within. For example, algorithms may meet technical fairness constraints,

but still be applied for unjust purposes [36]. Determining whether and how an AI-

based technology ought be designed in a particular sociotechnical context can be more

complicated than a technical fix. It requires a much fuller understanding of how people

will use the technology and who will be impacted by it. Recent work in human-computer

interaction (HCI) has begun to explore how to carry this of understanding, designing,

and mitigating harms of AI-based technologies in social contexts. For example, some

have proposed auditing existing ML models [37]. Others have proposed incorporating

relevant stakeholders to participate in the process of evaluating and auditing AI systems

as a means to mitigate potential harms [38].

This dissertation provides case studies of how to create and evaluate AI-based tech-

nologies in child welfare and online mental health responsibly. A core component of the

work presented here is the involvement of people who are impacted by these technolo-

gies into their design, deployment, and evaluation. This thesis is guided by the following

broad research questions:

• How do people use AI-based technologies to mitigate or exacerbate harms like

racial biases?
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• How do we effectively audit human-AI collaborative decision-making?

• At what point of the AI development pipeline should we incorporate the perspec-

tives of impacted stakeholders to mitigate harms?

• How can we elicit feedback on technical decisions around the design and deploy-

ment of AI-based systems from stakeholders who are not technical experts?

• How should we determine whether AI-based technologies should be designed and

deployed in the first place?

• How should we design AI-based technologies responsibly in high-stakes domains

like child welfare or online mental health?

To explore these questions, we conducted four studies. The first two studies focus

on auditing and evaluating already-deployed algorithmic decision-making technologies

used in the U.S. child welfare system. These two studies provide negative examples of

technologies that are created and/or deployed irresponsibly. The latter two studies focus

on conceptualizing and prototyping novel AI-based systems for online mental health

support. The rest of the thesis is organized as follows:

1.1 Thesis Outline

In Chapter 2, we describe our mixed-methods audit of the Allegheny Family Screening

Tool (AFST), an ML-based risk assessment algorithm used by child welfare workers as

they decide whether to investigate families for child maltreatment. In particular, we

quantitatively analyzed racial disparities in the AFST’s recommendation and workers’

decisions, then conducted contextual inquiries and interviews with workers to better un-

derstand how they used the AFST. We found that the AFST gave more racially disparate

recommendations and workers overrode the algorithm to reduce those disparities from

20% to 9%. Our qualitative data show that workers achieved this by making holistic risk

assessments and adjusting for the algorithm’s limitations. We suggest some potential

approaches to redesign the algorithm to alleviate these disparities. However, we also

found that the workers who used the AFST fundamentally disagreed with the the de-

sign and deployment of the AFST. Post-hoc, technical design suggestions likely cannot
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solve all the problems with the AFST. Had workers and other impacted stakeholders

been involved from the very beginning of the design of these algorithmic systems, these

fundamental problems may have been able to be circumvented.

In Chapter 3, we model what such involvement of impacted stakeholders from the

beginning of the AI design process could look like. We conducted participatory design

workshops around the use and design of data-driven predictive technologies with 35

impacted stakeholders, including social workers who have worked in the child welfare

system and parents who have been involved in the system. We found that both workers

and parents worried that current predictive technologies may help reinforce or exacerbate

carceral and oppressive aspects of the child welfare system, especially for poor, Black,

Indigenous, and Latine families. Whereas the initial focus of our workshops were on

specific AI-based technologies, participants suggested a number of non-technical, holistic

solutions to alleviate many of the problems that AI has been proposed to alleviate, such

as inaccurate or biased decision-making. Thus, when conducting participatory design

around AI-based technologies, we suggest considering AI within a larger context of socio-

technical design possibilities.

Based on lessons learned from work presented in Chapters 2 and 3, we explore the

use of AI proposed for suicide prevention via a design study with impacted stakeholders

in Chapter 4. We interviewed 11 volunteer counselors in a large online support platform,

including after they role-played conversations with varying severities of suicidality, to

explore practices and challenges when identifying and responding to suicidality. We then

presented Speed Dating design concepts around suicide detection, training, real-time

guidance, and emotional preparation and support. Participants wanted more support

and preparation around conversations with suicidal people, but were conflicted around

AI-based technologies, including trade-offs between potential benefits of conversational

agents for training and limitations of prediction or real-time response suggestions, due

to the sensitive, context-dependent decisions that volunteers must make. Our work has

important implications for nuanced considerations and design choices around developing

AI for suicide prevention and digital mental health technologies more broadly.

Finally, in Chapter 5, we present an exploratory study of one of the design concepts

that participants most favored in Chapter 4. Particularly, we design virtual patients
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(VPs), which are conversational agents that simulate interactions with people experi-

encing mental distress for training purposes. VPs have proven effective for training

mental health support providers, but so far have been limited due to technical barriers

to simulating realistic conversations. Large language models (LLMs) might alleviate

these difficulties. Thus, we explore the use of LLMs to create VPs for mental health

support training. First, we conducted a formative study with 13 professional and volun-

teer counselors. Participants suggested designing VPs to express resistance to therapy

and communicate symptoms concretely. We designed 16 VPs to simulate suicidality, de-

pression, anxiety, chronic pain, breakups, bullying, and grief based on these suggestions.

Finally, we conducted an evaluation study (N=189), which mostly confirmed that more

concrete and resistant VPs were seen as more realistic and useful for training. Our work

offers potential to expand and improve mental health training, including for high-stakes

distress like suicidality.

1.2 Background and Comparison of Child Welfare and On-

line Mental Health

This dissertation focuses on two application contexts: child welfare and online mental

health. Here, we introduce these contexts, highlight similarities and differences between

them, and discuss AI-based technologies being used or proposed in these contexts which

we will explore in the rest of the thesis.

In the U.S., the child welfare system —otherwise known as the family policing [39] or

family regulation system [40]— is a network of governmental agencies and nonprofits at

the city-, state-, or county-level. Workers in these agencies are tasked with investigating

families for child abuse or neglect, provisioning resources to families, and managing foster

care. These workers are typically formally trained as social work, with experience in case

work and social services.

Online mental health support occurs largely in communities on online forums, social

media sites like Reddit or Facebook, and sites dedicated to peer-to-peer support like 7

Cups or Talklife. People organize and provide support online in largely on a volunteer

basis without assistance from formal governmental or medical organizations. Many

people go online to get support for free, anonymously, in an easily accesible fashion,
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and in a way that is separate from the potential weight and violence of medicalized

interventions [3, 41, 42, 43, 44]. People seek support online for many kinds of distress,

from mental health conditions like PTSD or clinical depression to everyday struggles

like breakups or the death of a loved one [45, 46, 47, 48].

These two contexts are similar in that they center around care work: Child wel-

fare provisions social resources for families and looks after the wellbeing of children.

Substantial prior work in CSCW and HCI has shown that online communities can pro-

vide effective emotional support, mutual aid, and community care to people in distress

[49, 50, 51, 52, 53, 54, 55, 56].

Yet, both of these systems also hold potential for inflicting significant harms on people

and communities. Prior work suggests that the child welfare system plays a dual role —

it cares for families and children, but at the same time polices them, investigates them,

and deprives them of stable homes and material resources (hence why many argue the

system should be called the family policing system instead) [57, 58, 59, 60]. Because of

racial disparities in the child welfare system, these harms are disproportionately inflicted

upon Black, Indigenous, and poor families [39, 40, 61, 62]. In online mental health, prior

work has argued that these sites can potentially worsen distress if they expose people

in distress to dangerous behaviors and misinformation, facilitate negative experiences

with undertrained or potentially malicious support providers, or lead to nonconsensual

interventions like wellness checks [54, 63, 64, 65, 66, 67, 68, 69].

As AI-based technologies are being adopted into these contexts, many have raised

concerns about whether they will exacerbate existing harms. Within the past decade,

child welfare agencies have deployed predictive algorithms to assess how at-risk a family

is of neglecting their children [70, 71, 72]. These algorithms are used in some child

welfare agencies around the country to inform decisions, such as whether to investigate

a family or where to place children in foster care. Prior work has speculated that these

algorithms may worsen racism and racial disparities in the child welfare system, make

investigations more frequent and punitive, and place more Black and Indigenous families

under state surveillance [20, 39, 40].

In the context of online mental health, platforms have adopted algorithms to predict

when users are suicidal or talking about mental distress in a way that violates the

platform’s policies. Many have also used, or proposed the use of, conversational agents
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to help deliver therapy and emotional support to people experiencing mental distress

[73, 74, 75, 76, 77]. Recent work has documented a number of potential harms associated

with these technologies: Privacy concerns arise when these technologies use sensitive

data collected from people about their mental health or distress [78]. When predictive

technologies are used as automated moderation tools, this may subject vulnerable people

to undue surveillance, restrict how people can speak about mental distress online, or lead

to nonconsensual interventions like wellness checks for people experiencing severe distress

[63, 67]. Furthermore, conversational agents used for mental health support may worsen

care or lead to responses that are actively harmful to people in distress [16, 26, 27, 28].

Overall, this thesis aims to build on this prior work to understand how new, AI-based

technologies in child welfare and online mental health affect people and communities, how

these technologies exacerbate harms, and how to design these technologies to facilitate

the caring and beneficial aspects of these systems.



Chapter 2

How Child Welfare Workers Reduce

Racial Disparities in Algorithmic

Decisions

In this chapter, we describe a mixed methods study studying an algorithm used to

assess families in a child welfare agency. Broadly, we aim to explore the following

research questions: How do child welfare workers use an algorithmic decision-

making tool to mitigate or exacerbate harms like racial biases? How should

we effectively audit human-AI collaborative decision-making systems in child

welfare?

2.1 Introduction

Recent years have seen the deployment of AI-based tools either to augment or replace

human judgments across a growing range of high-impact decision-making contexts, such

as social work, criminal justice, hiring, healthcare, and education [6, 7, 79, 80, 81, 82, 83,

84, 85]. These technologies have often been adopted under the logic that they are more

accurate and equitable than human decision makers [7, 83, 86]. Prior work suggests

that on various predictive tasks, AI systems are more accurate than human decision

makers [87, 88, 89, 90]. However, in many social decision-making contexts, such as

8
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recidivism risk assessment, AI systems have been shown to inherit human biases from

historical data, and perpetuate discrimination against already vulnerable populations,

e.g. [87, 91, 92, 93, 94]. Prior attempts to make these algorithms less discriminatory

have largely focused on the technical design of the algorithms—a central focus of the area

of algorithmic fairness, e.g. [95, 96]. Another possible approach to improving fairness in

decision-making may be through human-AI collaborations, aimed at combining strengths

and mitigating limitations in both AI-based and human decisions [97, 98, 99, 100, 101]. In

some contexts, human-AI collaboration has demonstrated potential to improve fairness

and effectiveness of decision-making, compared with human or AI decision-making alone,

e.g. [6, 97, 102, 103, 104]. However, empirical results have been mixed. For example, in

a real-world pretrial criminal context, human-AI collaboration was shown to exacerbate

discriminatory decision-making [105, 106].

In this chapter, we examine how call screen workers in Allegheny County, Pennsylva-

nia use the AI-based Allegheny Family Screening Tool (AFST) to make decisions about

which reports of child abuse or neglect (henceforth referrals) to investigate. Similar to

De-Arteaga et al. [97], we compare automating versus augmenting decision-making with

the AFST. Note that the AFST was designed to “augment the human decision whether

to investigate a call” [107] and Allegheny County Office of Children, Youth and Families

leadership assures that the tool is never used to completely automate decisions [108].

However, critics worry that the AFST, and other tools like it, may someday be used to

automate decisions, for example, as an austerity measure [20, 109]. In this chapter, we

investigate the effect that such a hypothetical automated decision-making policy would

have on racial disparities in child welfare call screening. We then compare this policy to

the current standard decision-making process, where workers make decisions with the

assistance of AFST. Since child welfare workers themselves are known to make racially

disparate decisions [17, 18, 61, 110, 111], it is unclear whether adding them back “in the

loop” will do any good in this regard. The central question of this chapter is thus: when

people work with algorithms in a child welfare context that is known to have

racial disparities, will they serve to mitigate or exacerbate disparities? The

answer to this question can inform the responsible design and use of AI tools in the child

welfare context, as well as other high-stakes social decision-making contexts.

The primary racial disparity measure we use in this chapter is the difference in the
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screen-in rates across Black and white children. Where prior work has emphasized the

impact that the AFST has had on caseworkers’ workloads [112], we think it is also im-

portant to focus on the impact that the AFST has on families in Allegheny County. Call

screening is most often the first point of contact with the child welfare system, where

an agency decides whether to intervene into the life of a family by investigating them.

Being screened in may lead to more child welfare involvement into a family’s life. AFST

documentation states that “screening in and a child protection investigation has some

potentially deleterious effects on families. If screening in, however, is a prerequisite to

being offered higher quality services or being prioritized for a slot in a desired program,

one can argue the benefits of an investigation” [71]. Higher screen-in rates indicate higher

levels of state intervention into families’ lives, starting with investigation. Racial dis-

parities in screening rates indicate uneven application of interventions or investigations

of Black and white families and potentially uneven distribution of the potential harms

and benefits of them. Disparities in screening rates may be unjustified if they occur

because of unwarranted intervention or lack of intervention, e.g. investigating a family

when their child is not at imminent risk of abuse or neglect. As Roberts [58] suggests,

“[t]he disproportionate number of Black children under state supervision results from

discriminatory decision-making within the system as well as racist institutions in the

broader society.” However, as we will discuss below, disparities may be justified: higher

need or higher risk of abuse or neglect among children in one group of people could

warrant a higher screen-in rate.

In summary:

• Through quantitative analysis based on the two years of data immediately following

the introduction of the AFST—from August 2016 to July 2018—we evaluated

racial disparities in AFST-only and worker-AFST screening decisions. Our results

show that worker-AFST decision-making served to reduce the disparity in screen-in

rate between Black and white children compared to algorithm-only decisions.

• We conducted a contextual inquiry by observing how call screen workers use the

AFST to help them make decisions, and we interviewed workers about their expe-

riences working with the algorithm. Through qualitative analysis, we find that by

assessing referrals holistically using all of the information available to them and
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by adjusting for the algorithm’s limitations, call screen workers disagreed with

the AFST in ways that serve, in aggregate, to reduced the impact of racial dis-

parities in the algorithm. Our findings suggest that the AFST did not supplant

call screening discretion and decision processes and that workers were not blindly

following the AFST, consistent with the statement from Allegheny County DHS

[108] responding to Eubanks [20].

• We also analyzed the accuracy of AFST-only and worker-AFST decisions. Al-

though the AFST is better than workers at predicting the outcomes that it is

trained to predict, our qualitative findings indicate that workers make screening

decisions to optimize for fundamentally different outcomes than the AFST.

• Finally, we provide design implications for potential ways to improve the collabora-

tion between call screen workers and the AFST in improving the decision-making

process.

The AFST is just one algorithmic system used in child welfare; there are many similar

systems used in child welfare agencies across the U.S. [72, 113]. We anticipate that several

of our findings may generalize to other public sector, algorithm-assisted decision-making

contexts. However, agencies are often reticent about their internal policies, decision-

making, and even public information [39, 114], making it challenging to conduct similar

analyses across other contexts.

Finally, the data used throughout this chapter contained information on 48,071 chil-

dren who were referred to CYF. We acknowledge all 48,071 of these children and their

families, on whom this data was collected and for whom this data reflects potentially

consequential interactions with CYF.

2.2 Related Work

2.2.1 Algorithm-in-the-loop decision-making

“Algorithm-in-the-loop” decision-making is commonly characterized by first having an

algorithm-produced prediction or classification, with a human making the final deci-

sion after considering an algorithmic recommendation [80, 115]. Algorithm-in-the-loop



12

decision-making has been observed in multiple high-stakes scenarios, including pretrial

bail decisions [106], recidivism predictions [87], predictive policing [116], and diagnosing

patients in clinical settings [117].

As algorithm-in-the-loop decision-making becomes increasingly common in prac-

tice, recent research has started to look at how humans work with algorithms when

making decisions and at the relative contributions of humans versus algorithms to

overall performance. Many studies have focused on prediction accuracy, finding that

on many tasks, algorithms can outperform humans in terms of prediction accuracy

[118, 119, 120, 121, 122, 123]. However, recognizing that human experts and algorithms

may have complementary strengths and limitations, a line of research has sought to

understand how to combine the capabilities of each [97, 98, 99, 100, 101]. Some studies

have demonstrated that combinations of human and algorithmic judgment can improve

prediction and/or decision-making (e.g., [6, 97, 102, 103, 104, 118]). Yet empirical results

in this space have been varied so far. In other studies, human-algorithm decision-making

has failed to improve or has even harmed performance, compared with either human or

algorithmic decisions alone (e.g., [105, 106, 120, 123, 124]).

Beyond accuracy, other metrics have been used to evaluate between decisions made

by humans, AI, and human-AI combined [80, 106, 124, 125, 126, 127]. Much of this

work focuses on minimizing the error of the decisions compared to the ground truth.

Most relevant to our work, Albright [106] compares racial disparities in human-only and

human-AI decisions in the context of pretrial bail hearings. Here, judges are presented

with a risk score and recommendation from a risk assessment algorithm (similar to the

AFST) and then must decide whether to give a person who is charged with a crime bail

(and keep them in jail until they can pay) or let them go free without paying bail until

their trial date. Albright [106] suggested that judges disagreed with the algorithmic

recommendations for certain types of defendants such that the judge-algorithm bail de-

cisions were more racially disparate—giving Black people bail rather than letting them

free without bail at a higher rate than white people—than both the past judge-only

decisions (before the algorithm was implemented) and the algorithm-only recommenda-

tions in the same time period. In our work, we present empirical results in the opposite

direction: in the context of child welfare call screening, we found that human-algorithm

decisions were less racially disparate than algorithm-only decisions would have been, and
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somewhat less racially disparate than past human-only decisions.

2.2.2 Risk Assessment Tools in Child Welfare

For an overview of predictive algorithms used in child welfare, see [113] and [72]. We

provide a brief history here. For decades, child welfare agencies across the U.S. and

abroad have been using risk assessment instruments (RAIs) to assist child social work-

ers in making decisions, such as whether or not to investigate a family or whether to

remove a child from their family. Most RAIs have been checklists that workers fill out

in order to estimate the risk of child maltreatment. For example, see the Structured

Decision Making (SDM) tools used in the California Child Protective Services system

and a number of other locales [128]. For a case study of other kinds of RAIs and algo-

rithms used in child welfare, see [129]. However, newer RAIs include automated tools,

commonly called predictive analytics or data-driven predictive tools, which use statisti-

cal modeling and machine learning to estimate risk based on historical administrative

data. Earlier iterations of these were developed by private companies, such as Eck-

erd Connects [70], MindShare Technology [130], or SAS [131]. Due to high error rates

and their “black box” nature, the Los Angeles County and Illinois child welfare systems

dropped private algorithms after brief trials [132, 133, 134]. As such, these private tools

have fallen out of favor, though some were still in use in other locations at the time

of publication. Other data-driven predictive tools have been or are being developed

through public-academic partnerships—such as the Allegheny Family Screening Tool

(AFST) in Allegheny County, Pennsylvania [7, 71] or other tools being implemented by

the same designers in Douglas County, Colorado [135] and Los Angeles County [136].1

These publicly-developed algorithms have proved more resilient, with the AFST being

the longest-lasting and most prominent predictive tool in use today. Proponents of these

newer automated risk assessment tools, such as the AFST, argue that they make more

accurate decisions than both child social workers and standard checklist-based RAIs;

and that they make more consistent, objective, and equitable decisions [7, 21, 22, 23].

Some critics argue that these automated tools are still too inaccurate, that they do not
1It is notable that Los Angeles County, the largest child welfare department in the U.S., dropped

a private model earlier, but is now implementing a new model with the same team who developed the
AFST.
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predict true child abuse or neglect, and that they still make biased decisions because

they are trained on biased data [7, 20, 137].

In order to evaluate the AFST based on these opposing concerns, the Allegheny

County CYF commissioned Goldhaber-Fiebert and Prince [112] to conduct an Impact

Evaluation of the AFST. Among the results, the most relevant to this chapter were

the following: 1) the AFST “increased accuracy for children screened-in for investigation

and may have slightly decreased accuracy for children screened-out;” 2) the AFST did not

decrease the screen-in rate overall; and 3) the AFST reduced racial disparities in terms of

the screen-in rate, but possibly worsened them in terms of accuracy [112]. These findings

called into question whether the AFST improves either accuracy or equity. These results

were based on an analysis of two years of data immediately following the introduction

of the AFST—from August 2016 to July 2018. Our quantitative findings are based

on the same data as Goldhaber-Fiebert and Prince [112], which we preprocessed and

analyzed to match their work, as well. Rather than reiterate their findings, we use this

data to evaluate the effects that automating screening decisions would have on racial

disparities. We also expand upon Goldhaber-Fiebert and Prince [112]’s findings with a

new mixed-methods approach.

It should also be noted that some critics oppose not only automated predictive tools

in child welfare, but also the discourse around accuracy, fairness, accountability and

transparency that our paper contributes to, which “does not address the core structural

issues at work” with these tools [39, 62]. Abdurahman [39] explicitly names and critiques

the central question of our paper—namely, “Does the Allegheny Family Screening Tool

(AFST) produce fair outcomes?” We still see some merit in “adjudicating [the] down-

stream impact” of the AFST Abdurahman [39]. However, we recognize that our paper

is limited in that it does not consider the larger political economic or social contexts in

which these tools are deployed, as in [39, 62].

2.3 Methods

2.3.1 Study Context

In this chapter, we studied a high-stakes scenario of child maltreatment referral screen-

ing decisions. The Allegheny County Office of Children, Youth, and Families (CYF)
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Figure 2.1: The current AFST-assisted call screening process. Call screen caseworkers
make screening recommendations and supervisors make the final screening decisions,
both with the AFST’s risk score and recommendation.

has been using an algorithmic tool, the Allegheny Family Screening Tool (AFST), to

assist with child maltreatment call screening process since August 2016. The AFST is a

machine learning-based predictive risk modeling tool that analyzes county data to pre-

dict outcomes related to child abuse or neglect. The AFST Version 1 used demographic

data related to the alleged victims, caretakers, alleged perpetrators, prior child welfare

history, criminal history, public behavioral health history, and use of public assistance

[71].2 Prior to the introduction of the AFST, call screen workers made all referral deci-

sions without any algorithmic aids. Since its deployment, workers have been presented

with an AFST risk score to assist with their call screening decisions for all referrals

which were not automatically screened in or out (henceforth referrals or discretionary

referrals).3 Call screen workers still make the final decisions—they have the option to

either agree with the algorithm recommendation, or to disagree and go with their own

decisions.

We adopted a mixed-methods approach to investigate how CYF call screen work-

ers work with the AFST, and how the resulting human-AI decisions affect disparities

in decision outcomes. We analyzed historical data on call screening decisions prior to
2This was true for the first deployed version of the tool. The second version (in use from November

2018 until the time of publication) stopped using public assistance as a predictive feature and started
using birth records [138]. For a full list of variables used by the AFST Version 1, see pages 37 to 44 of
the documentation [71].

3We provide more detail about which referrals are discretionary or not in Section 2.3.2.
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and after the deployment of the AFST algorithm. We also conducted contextual inter-

views with caseworkers and supervisors to support interpretation of findings from these

quantitative analyses.

Use of the AFST in call screening

The AFST Version 1 (used from August 2016 to November 2018) was made up of two

models—the re-referral model was trained to predict whether a child would be reported

again within two years of being screened out; the placement model was trained to predict

whether a child would be removed from their home and placed in foster care within two

years of being screened in. Each model produces a risk score ranging from 1 (lowest

risk) to 20 (highest risk) associated with the likelihood of the corresponding predicted

outcome (re-referral or placement) for each child in the referral. The score is categorized

visually into 3 bins: Low risk (score 1-9), Medium risk (score 10-14), and High risk (score

15-20). The caseworker and supervisor sees a single risk score (see Figure 2.2) associated

with the referral. The presented score is the higher of the scores across the two models.

If the referral involves multiple children, the score of the child with the highest score in

the referral would be shown.4

Workers used the AFST as follows: each caseworker first gathered information about

the referral, made assessments of risk and safety,5 made a screening recommendation for

the referral, then ran the AFST to generate a risk score and passed the report to a

supervisor. The supervisor then reviewed the report on the referral, which included its

AFST score, then made the final decision to screen in and investigate the family or not.

For all discretionary referrals, the AFST score served as a recommendation; workers

had the authority to either agree or disagree with that recommendation when making

the final screening decision. In the appendix, we suggest that CYF workers consider

High risk referrals (15-20) to be recommended screen-in, Low risk (1-9) recommended
4For example, if there are two children in the referral: the first child with a re-referral model score

of 1 and a placement model score of 15, the second child with a re-referral score of 10 and a placement
score of 3; a score of 15 (and a “High risk” message along with Figure 2.2) would be shown to the call
screen workers.

5This is the risk of future child maltreatment and immediate safety. A U.S. government source defines
a safety assessment as gathering information to “determine the degree to which a child or youth is likely
to suffer maltreatment in the immediate future” and a risk assessment as collecting information “to
determine the degree to which key factors are present in a family situation that increase the likelihood
of future maltreatment to a child or adolescent” [139].
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screen-out, and Medium risk (10-14) sans recommendation. However, 29.3% of children

in discretionary referrals from August 2016 to May 2018 had a placement model score of

18 or above and were flagged as mandatory screen-in [71]. For these referrals, workers

were shown the AFST interface on the right side of Figure 2.2. These referrals were

“required to be screened in,” but supervisors were able to “override this requirement

at their discretion” provided that they “documented and reviewed” their reasons for

overriding this requirement [71]. Supervisors overrode these decisions and screened out

21.0% of children labeled mandatory screen-in.

2.3.2 Data analysis

Data

We acquired data from Allegheny County CYF about all children who were referred to

CYF from January 2015 to July 2018. The data contains referrals from both before the

deployment of the AFST Version 1 (January 2015 - July 2016) and after (August 2016 -

July 2018). We excluded all referrals which were automatically screened in or out, since

these non-discretionary referrals would not have been influenced by the AFST. Thus,

we excluded all Child Protective Services (CPS) referrals,6 referrals with active cases,

and referrals with completed cases. We excluded referrals which were labeled both CPS

and General Protective Services (GPS) in the data. We also excluded all cases which

did not include white or Black children, according to our definitions in Section 2.4.2.

After preprocessing, the data used in our quantitative analyses included GPS referrals

without active or completed cases which included white or Black children from January

1, 2015 to May 13, 2018.

We also used AFST scores which were generated retrospectively for the entire time

period, which—due to a technical glitch that led the AFST to produce erroneous scores

for a subset of referrals during the first year and a half of deployment—means that in

some cases the scores we use in our analysis were not the scores that workers were shown

from August 2016 until December 2017 [97]. Also, workers were not shown AFST scores

from any referral from January 2015 to July 2016, since the AFST was not deployed
6According to a Pennsylvania governmental source, “CPS reports are those that allege a child might

have been a victim of child abuse” [140]. Pennsylvania law dictated that these referrals were automati-
cally screened in and investigated.
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until August 1, 2016. After December 2017, the AFST scores used in our analysis were

the same as those shown to workers. We use the corrected AFST scores instead of the

scores shown to workers to more accurately portray the screen-in rate of a hypothetical

automated AFST-only policy.

Each entry in the data corresponds to an individual child who was referred at one

time. Each child and each referral were associated with unique IDs. If a family with

only one child was referred to CYF three times, this would correspond to three different

entries in the data with the same child ID but three different referral IDs. If a family

with two children was referred to CYF once, this would also correspond to two different

entries with two different child IDs but only one referral ID. Each entry included the

AFST risk score generated for each child in each referral, and the final call screening

decisions made by the call workers for that referral.7 Throughout our analysis, we

report statistics and percentages in terms of entries, where one entry represents a unique

child in a unique referral.8 For shorthand throughout the chapter, however, we describe

numbers and percentages in terms of children. For example, when we write that 71.0% of

Black children were screened-in, this really means that 71.0% of entries containing Black

children in discretionary referrals were not labeled screen out. After preprocessing, our

data contains 31,025 entries before the deployment of the AFST Version 1, which include

information on 23,230 unique children in 15,179 unique referrals; the preprocessed data

from after the deployment of the AFST contained 51,750 entries on 33,613 children and

24,250 referrals.

2.3.3 Contextual Inquiry and Interviews

To support interpretation of our quantitative findings, we also conducted contextual in-

terviews with call screen caseworkers and supervisors. A group of researchers visited the

Intake Department of Allegheny County CYF in July 2021. The visit consisted of two

parts: 1) contextual inquiries, where the researchers observed how call screen work-

ers worked with the AFST when making screening decisions; and 2) semi-structured

interviews where researchers were able to ask more in-depth questions. We observed

and interviewed 13 participants in total: 9 call screen caseworkers and 4 supervisors
7All children in the same referral received the same screening decision.
8Within CYF analysis, this is referred to as the individual or child level.
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Figure 2.2: The interface of the AFST, which is used by the child welfare workers to
make screening decisions. The left figure shows the score the for a normal high risk
referral. The right figure shows a referral with an exceptionally high risk that triggers
the mandatory screen-in policy.

over 2 separate visits in a span of two weeks. All participants worked full time as call

screen caseworkers or supervisors. We checked with workers before and during our visits

to make sure that we did not burden them too much while they were busy with work.

To prevent workers from being identified in the workplace, all responses in the chapter

are anonymous and we report only minimal demographic information. Participants in-

cluded, but may not have been limited to, white workers, Black workers, women, and

men. At the request of the office, we did not provide monetary compensation to the

participants. This study was approved by the Institutional Review Board of Carnegie

Mellon University.

Contextual Inquiry

After obtaining consent from participants, we observed call screen caseworkers and su-

pervisors in their normal workflow, and participants were encouraged to think aloud as

they performed their tasks, to make more of their thinking and reasoning visible. See

Figure 2.1 for a visual diagram of the overall workflow. For caseworkers, this included
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taking phone calls from reporting sources, gathering information for reports, running the

AFST to produce a risk score and recommendation, and making the call screening rec-

ommendation. For supervisors, this included reviewing the reports made by caseworkers,

correcting information in reports (if need be), requesting field screening to gather miss-

ing information about a referral (if need be), making the final screening decisions, and

overriding the mandatory screen-in referrals that the algorithm enforces.9 Each contex-

tual inquiry session took about three hours. Researchers took notes on the actions and

thought processes of the participants, while asking brief follow-up questions as needed.

Due to the sensitive nature of the work, we neither audio recorded the contextual inquiry

nor took notes on any personally identifiable information.

Semi-structured Interviews

After the contextual inquiry, we invited each caseworker and supervisor for a semi-

structured interview. The goal of the interview was to understand how participants

incorporated the AFST in their decision-making process, and in particular, to gain

further insight into possible mechanisms underlying our quantitative findings. At the

beginning of each interview, we discussed participants’ background and experience in

child welfare. We also asked any follow-up questions that arose from our observations

during the contextual inquiry, including clarifying questions about specific referrals or

about their day-to-day workflow. We shared statistics about racial disparities in call

screening similar to those in Figures 2.3, 2.4, and 2.5 which compared the AFST recom-

mendations to actual decisions from 2016 to 2018, and asked workers’ thoughts about

these numbers. We then asked participants how they worked with the AFST to ensure

fairness in screening decisions. Lastly, we discussed potential improvements to the design

and use of the AFST.

Qualitative Analysis

We first transcribed all interview recordings into text, and used thematic analysis [142]

to analyze our data, a constructivist approach inspired by grounded theory [143]. We

combined the data collected from both the contextual inquiry and interviews, which
9The AFST automatically flags referrals with the highest risk as “mandatory screen-in.” Only su-

pervisors have the authority to override the AFST’s decisions for these referrals [141].
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contains interview transcripts and field notes. The authors collaboratively conducted

open coding on the data, which generated over 1500 open codes. The authors then

conducted an iterative affinity mapping process to the open codes, performing constant

comparisons and iteratively clustering related codes. In the end, the authors refined the

themes that emerged from the affinity mapping.

2.3.4 Positionality

None of the authors of this chapter have been investigated by a child welfare agency, nor

were any of us adopted nor involved in the foster care system as children. Throughout

this work, we collaborated with Allegheny County CYF in order to gain access to data

and to talk with workers, although the analysis and writing were conducted indepen-

dently.

2.4 Decision-making paradigms and terminology

In this section, we define terminology used throughout this chapter.

2.4.1 Decision-making paradigms

In this chapter, we compare hypothetical screening decisions made by the AFST alone

versus actual decisions made by child welfare workers when using the AFST. We define

these two decision-making paradigms as follows:

1. AFST-only decisions: The hypothetical screening decisions that the AFST al-

gorithm would make if it were the only decision-maker (without workers). For

clarity, we suppose that the AFST would screen in any High risk referrals (with a

score of 15 to 20) and screen out any Medium and Low risk referrals (scores 1 to

14).

We choose a threshold of 15 for our AFST-only policy because it is the threshold

between Medium and High risk AFST labels presented to the call screen workers,

and because its hypothetical screen-in rate would be close to the actual screen-in

rate from 2016 to 2018. This split between High and Low risk referrals follows of-

ficial AFST documentation, which discusses disparities: “up until the end of 2017,
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47% of black children received a ‘high’-range score (15–20), compared to 39% of

white children. Conversely, 29.6% of white children have received a ‘low’-range

score (1–9), compared to 10% of black children” [141, p.11]. See the appendix for

evidence that call screen workers see High risk labels as screen-in recommenda-

tions and Low risk as screen-out. However, we also conducted sensitivity analyses

by replicating our empirical results across alternative thresholds. For example,

Figure A.1a shows similar screen-in rate disparities across thresholds from 10 to

20.

2. AFST-assisted worker decisions: The actual call screening decisions made by

child welfare workers from 2016 to 2018, assisted by the AFST (see Section 2.3.1

for a detailed description of the decision-making process). For brevity, we refer to

these decisions as worker-AFST decisions throughout the rest of the chapter.

2.4.2 Definitions of Black and white children

In the data, each child had one or more of the CYF race labels: “Black,” “ ‘white,”

“Hispanic,” “Asian,” “Native American,” “other,” or “unknown.” For our quantitative

analyses in this chapter, we considered a child Black if they were assigned the CYF race

label “Black” alone or “Black” with any other CYF race label. We considered a child

white only if they were labeled “white” only —i.e. if the child were labeled “white” plus

any other CYF race label, they were not considered white in our quantitative analyses.

We considered a child with the CYF labels “Black” and “white” as Black. This follows

the same racial classification as the official AFST Impact Evaluation [112].

2.4.3 Evaluation Metrics

Our primary research questions to evaluate are: 1) how worker-AFST decisions affected

racial disparities in call screening, and 2) whether changes in disparities affected the

decision accuracy. We adopt the following evaluation metrics:

• Racial disparity

The primary disparity measure used in this chapter is the difference in the screen-in

rate between Black children versus white children. Differences in the screen-in rates

between different racial groups correspond to one of the simplest and most popular
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algorithmic fairness notions—statistical parity, e.g. [95, 144, 145]. Specifically, a

classifier satisfies statistical parity if the subjects in the protected and unprotected

groups have equal probability of being assigned to the positive predicted class.

While statistical parity serves as a starting place for our analyses, to assess the

robustness of our results we also evaluate the disparities in other metrics, including

accuracy, precision, true positive rate and false positive rate.

• Accuracy

We measured accuracy by the percentage of decisions that aligned with a proxy

ground truth: for screen-in decisions, we measured the percentage of children that

were either removed from their home within 2 years or re-referred again within

2 months of the referral; for screen-out decisions, we measured the percentage of

children who were neither removed from their home within 2 years nor re-referred

again within 2 months of a referral.10 Our definition of accuracy differs slightly

from prior work on the AFST, in which a screen-in decision was accurate only if the

child was later placed in foster care within 2 years and a screen-out decision was

accurate only if the child was not re-referred within 2 years [71, 112]. We adopt

the former definition of accuracy so that our hypothetical AFST-only accuracy is

a decent estimate of what the accuracy of screening decisions would have been had

they actually been automated by the AFST-only policy.

Our measurement of AFST-only accuracy is an imperfect estimate, due to its

counterfactual predictions [146]. For any referrals where the AFST-only decision

differs from the actual screening decision, ideally we would want want to measure

the AFST-only accuracy in terms of counterfactual outcomes —e.g. whether a

child would have been placed in foster care or re-referred had they been screened

in (when in reality they were screened out). Since we do not know these counter-

factual outcomes, we evaluate AFST-only accuracy based on the actual predictive

outcomes instead. However, because the screening decisions affect the predictive

outcomes, the actual outcomes may have different probabilities than the counter-

factual ones. For example, if the AFST-only decision is screen in, its accuracy

will be judged based on whether the child is re-referred or placed; but, if they are
10We chose to evaluate re-referral within 2 months for consistency with the official AFST Impact

Evaluation [112]. However, that the AFST Version 1 predicted re-referral within 2 years [71].



24

actually screened out, we assume (but do not know) that the child is less likely to

be placed and more likely to be re-referred than if they were actually screened in.

This assumption may distort our measurement of accuracy for the hypothetical

AFST-only decisions. As Coston et al. [146] note, this is a limitation endemic to

risk assessments where the predictions affect the predictive targets.

• Other metrics

We also evaluated disparities and prediction performance for a few additional met-

rics. We defer these results and the necessary terminology to the appendix.

2.5 How AFST-assisted worker decisions affected screen-in

rate disparities

2.5.1 Black-white disparities between AFST-only decisions and work-
ers’ final screening decisions

AFST-only Worker-AFST
Black white Black white

Screen-in 18536 11013 16133 11420
Screen-out 7587 10610 9990 10203
Total 26123 21623 26123 21623

Table 2.1: Total number of children that the AFST-only would have hypothetically
screened in and out, compared to the actual decisions made by workers aided by the
AFST.

In this section, we look at the disparity in screen-in rates among Black and white

children who were referred to CYF for AFST-only and worker-AFST screening policies.

In Figure 2.3, we see the difference in screen-in rates between white and Black children

under these two screening policies for all children reported to CYF from August 2016

to July 2018 who were not immediately screened in or out.11 The screen-in rates in

Figure 2.3 are calculated over the number of discretionary referrals within the race listed,
11By Pennsylvania law, all CPS referrals are automatically screened in. Some other referrals were

marked as automatically screened in or out. All of these referrals were excluded from our analysis. All
numbers in this section reflect only discretionary referrals for which the AFST could have had some
influence on.
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Figure 2.3: Black-white screen-in rate disparities for AFST-only and worker-AFST de-
cisions

e.g. the 71% AFST-only screen-in rate for reports with Black children means that 71%

of reports with Black children would have been screened in from 2016 to 2018 following

the AFST-only screening policy. The Black-white screen-in rate disparity refers to the

difference between the screen-in rate for Black children and the screen-in rate for white

children under a given policy for this time period. For example, the AFST-only Black-

white screen-in rate disparity from 2016 to 2018 was 20%, because 71% of all referrals

with Black children would have been screened in and 51% of all white children would have

been screened under the AFST-only screening policy.12 We calculate that the worker-

AFST screen-in rate disparity for the same time period was 9%, since 61.8% of Black

children and 52.8% of white children were screened-in. These results suggest that

the Black-white screen-in rate disparity under the worker-AFST screening

policy was less than half than that of the AFST-only policy from August

2016 to May 2018, 11% lower to be exact. Table 2.1 shows the total number of
12Note that this 20% difference is in percentage points, i.e. 71% minus 51%.
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referrals with Black and white children which would have been screened in and out under

the AFST-only policy. An AFST-only policy would have screened in over 7500 more

Black children than white children. In actuality, workers only screened in only 4713 more

Black children than white. For reference, we calculate that from January 2015 to July

2016, before the AFST was implemented, workers screened in 52.5% of Black children

and 41.2% of white children in discretionary referrals. This was a Black-white screen-in

rate disparity of 11.3%.

We also examined Black-white screen-in rate disparities using other decision thresh-

olds for the hypothetical AFST-only policy, as well as additional disparity metrics. We

found that worker-AFST decisions were less disparate than AFST-only decisions, re-

gardless of which threshold was chosen. It should be noted that the threshold of 15 that

we default to throughout the chapter has the second-to-highest disparity of any thresh-

old from score 10 to 20 (including “mandatory screen-in”). We default to threshold 15

not to overstate our results, but because we argue that it would be the most reasonable

threshold to choose from, given the design of the AFST which splits referrals into High

and Medium risk referrals at 15, and given that a score of 15 produces an AFST-only

overall screen-in rate comparable to the actual screen-in rate, whereas other thresholds

do not. With some exceptions, we observe similar patterns in precision rates, true posi-

tive rates, and false positive rates—worker-AFST decisions exhibit less racial disparity

in these metrics, as compared to AFST-only decisions defined by all thresholds from

score 10 and above. See the appendix for our complete analysis.

How workers disagreed with the AFST to reduce the Black-white screen-

in rate disparity. Figure 2.4 shows the percentage of children which would have

been screened in and out under both the AFST-only and worker-AFST policies, broken

down by race. Recall that the Black-white screen-in rate disparity under the AFST-

only screening policy was 20%. The simplest way that workers could have reduced this

disparity would have been to screen in more white families and screen out more Black

families than the AFST-only policy would have. Overall, this is what we observed:

however, workers did not disagree with the AFST-only policy exclusively in ways that

would have lessened this disparity. If workers were heavily guided by the AFST, but

intentionally tried to reduce its screen-in rate disparity, we might expect that workers

would not have screened in Black families that the AFST-only would have screened
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Figure 2.4: Proportions of Black and white children for which the AFST-only decisions
and worker-AFST decisions agreed and differed. (Percentages are over the total number
of referrals per race.)

out, and that workers would not have screened out white families that the AFST-only

would have screened in. However, we see in Figure 2.4 that this is not the case: workers

screened out 15.9% of Black children who would have been screened out under the AFST-

only policy and screened out 17.6% of white children who would have been screened in

under the AFST-only policy. Because we see disagreement across the board, it is likely

that workers are using their best judgment across the board, and they are not simply

following the AFST’s recommendations. It is also likely that workers are not making

screening decisions explicitly in order to reduce racial disparities. These interpretations

align with our qualitative findings in Section 2.5.2.

What ultimately led to the Black-white screen-in rate disparity being lower under the

worker-AFST policy than under the AFST-only policy is shown in Figure 2.4. Among

children that the AFST-only policy would have screened in, call screen work-

ers screened out more Black children than white children (22.3% vs 17.6%).

Among children that the AFST-only policy would have screened out, workers

screened in less Black children than white children (13.1% vs 29.5%).
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2.5.2 Qualitative: How did workers achieve lower Black-white screen-
in rate disparity?

Mechanisms Details
Holistic deci-
sions

Workers considered AFST scores in the context of all the other
information in a referral and made holistic, contextual assess-
ments of risk and safety to make screening decisions.

Adjusting for
limitations of
the AFST

Workers adjusted for what they perceived to be limitations of
the AFST and disregarded the AFST’s recommendations when
they thought it over- or under-scored referrals.
Workers thought the AFST was over- or under-scoring certain
referrals because it did not take the allegation or other current
referral information into account properly.
Workers thought that the AFST over- and under-scored refer-
rals specifically based on system involvement, i.e. welfare, pub-
lic medical services, criminal history, or CYF history.
Workers compensated for what they thought were the AFST’s
racial disparities caused by systemic racial biases in CYF re-
porting and county data collection.

Collaborative
decisions

Workers regularly made decisions collaboratively, both under
standard procedures between caseworkers and supervisor, and
impromptu between caseworkers.

Table 2.2: Summary of qualitative findings presented in Section 2.5.2.

When shown Figure 2.3, most workers said they were not surprised that the AFST-

only would have screened in 20% more Black families than white families from 2016

to 2018. They were also not surprised that the screen-in rate disparity for workers’

actual decisions decreased down to 11.3%. Workers described ways that they thought

their decision-making process led to this reduction in disparity. A few workers described

consciously accounting for racial disparities. Others said it was more incidental and

unintentional. However, the effect of reducing disparity in aggregate was the same.

When reviewing a referral, workers can see the races of everyone involved. In theory,

one (naive) way workers could have reduced the screen-in rate racial disparity is by simply

looking at the race of the children in the referral, screening out more Black children and

screening in more white children, regardless of the other factors involved in the referral.

Based on both our quantitative results (Section 2.5.1) and our qualitative findings, it is
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clear that this was not the case: workers were making decisions in a more sophisticated

way. Furthermore, four call screen caseworkers and three supervisors explicitly said they

did not make screening decisions based on the race of the family.13 Two caseworkers and

three supervisors said they did not look at race at all. For example, one supervisor said,

“I have no idea what races people are.” Based on contextual inquiries and interviews with

CYF call screen workers, we hypothesize that the decrease in Black-white screen-in rate

disparity from 2016 to 2018 occurred because of the following reasons (also summarized

in Table 2.2):

1. Workers made screening decisions based on holistic, contextual assessments of risk

and safety.

2. Workers adjusted for limitations that they perceived in the AFST when making de-

cisions on a case-by-case basis. For some workers, this adjustment was a conscious

adjustment to try to reduce racial disparities. For others, it was unintentional.

However, the effect of reducing disparity in aggregate was the same.

3. Workers made collaborative screening decisions about some reports they were un-

certain about.

Holistic decision-making

Workers made holistic, contextual assessments of risk and safety in order to

determine whether to screen referrals in or out.

Interview findings: Four caseworkers and one supervisor said they did not consider

the AFST’s recommendation as a baseline to guide their final screening decision. Rather,

workers said the AFST provided additional information to consider (two supervisors and

three caseworkers). For example, one supervisor said, “[the AFST is] a good tool to have

for some extra information, in terms of risk.” Another supervisor said workers “take in

consideration what the computer [i.e. the AFST] is saying, but,... we’re not making a

decision based on what the computer says. If the computer says, ‘This score is a 16,’

per the computer we have to assign that family, and we’re not doing that, we’re using

real... information to make the decision and not numbers to make the decision.” This
13Note, however, that five caseworkers stated that they did consider the race of the family in order

to account for racial biases in reporting. We explain this further below.
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supervisor also said they screen reports based on “what risk factors are going to impact

the children, because it’s all about child safety.”

For call screen workers, safety refers to present danger or well-being of the children

in a report; risk refers to the chance that the children will be harmed or neglected in

the future. One supervisor said, “safety is more immediate. And risk is even more long-

term.” For example, one caseworker said living in a dirty home is a risk, but not an

impending danger. Workers conduct holistic, contextual assessments when they consider

any piece of information in a report to be relevant only when it’s relevant to risk and

safety in the context of all other information in the report (cf. [147]).

Contextual Inquiry Observations: For example, we observed a caseworker review

a referral where a single mother was reported by a friend for allegedly using drugs and

generally neglecting her four children (ages five to seventeen). The report also included

pressing concerns about some of the children’s dental health. The family was reported a

month prior because one of the children was truant. The AFST score was 11 (medium, on

the side of screening out), which this caseworker considered to be a low score. However,

the caseworker recommended screening in the referral, because of the combination of

the drug allegation, the presence of some young children, the past truancy case, and the

dental health concerns. The caseworker said they would have screened out the referral

if it had included only one or two of these risk factors without the others.

Overall: Because workers considered the AFST risk score in the context of all the

other information in a referral, we often observed that they considered other informa-

tion to be more relevant to risk and safety than the AFST score, and made screening

decisions despite the score. We suspect that this holistic decision-making contributed to

the baseline level of disagreement across both race and AFST-only screening decisions

in Figure 2.4. One supervisor expressed that they thought this kind of holistic, con-

textual decision-making led to less racially disparate screening decisions. However, this

supervisor said they did so unintentionally and that the 11% reduction in screen-in rate

Black-white disparity from 2016 to 2018 was “not the intention, just the outcome.”

Adjusting for limitations of the AFST

Next, workers said they adjusted for what they perceived to be limitations

of the AFST: they disregarded the AFST’s recommendations when they
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thought it over- or under-scored referrals because it was unable to prop-

erly take all referral-relevant information into account. Instead, workers relied

on factors that they believed were more relevant in a given referral to make a decision,

as discussed below.

(1) Workers thought the AFST was over- or under-scoring certain referrals

because it did not take the allegation or other current referral information

into account properly.

Interview findings: For example, one caseworker said that the AFST does not

consider the allegation in the report when determining the risk score, “even if it says,

‘Dad killed Mom in front of the kids.’ You know what I’m saying? Like, something

crazy.” One caseworker gave an example where the AFST over-scored a referral because

it did not properly take into account the results of a recent investigation: “We just

investigated and we found that the parents are providing fine... and we just closed it.

Then some anonymous person reports the same thing. Then... [the AFST says] it’s a

high risk again, and we already just previously addressed it.”

Contextual Inquiry Observations: For example, we observed a caseworker review

a referral where a mother was reported for allegedly not giving prescribed mental health

medicine to her daughter. The caseworker immediately told us that this was a serious

allegation. One prior report had also been for withholding medicine. The AFST score

was a Low risk protocol (i.e. a mandated screen out).14 The caseworker thought the

AFST score was too low. The caseworker said they would override the AFST Low risk

protocol and screen the current referral in, because of the seriousness of the current

allegation and the one prior referral with a similar allegation.

(2) Workers thought that the AFST over- and under-scored referrals

specifically based on system involvement, i.e. welfare, public medical ser-

vices, criminal history, or CYF history.

Interview findings: Six caseworkers and three supervisors said that the AFST

over-scored families with more system involvement and under-scored families with less

system involvement. For example, one caseworker said that families who do not use

public welfare or medical services get scored lower than families who do: “if you were
14This Low risk protocol label was introduced in the AFST Version 2 [138]. It is analogous to the

mandatory screen-in label, but for screening out: so, the default decision is screen out, but it can be
overridden by a supervisor.
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poor and you’re on welfare, you’re gonna score higher than a comparable family who has

private insurance. Because those people go to private therapists.”15 A caseworker said

people who do not have a history of county involvement “could totally be away from Big

Brother forever.” Workers’ beliefs align with prior work which suggest that the AFST is

biased towards poor people and people with system involvement [20, 22]. We observed

workers disregard the AFST score because they thought it was relying too heavily on

system involvement and not taking relevant information into account.

Contextual Inquiry Observations: For example, we observed one caseworker

review a report where they thought the AFST score was high because of system involve-

ment, but they wanted to screen it out. A judge mandated that CYF look into the

family after their child came to a juvenile probationary hearing. The child was currently

incarcerated. The family had a number of prior referrals and used a lot of public behav-

ioral health services (50+ times). Based on this history, this caseworker said “I know [the

AFST score] is gonna be high.” When the caseworker ran it, the AFST score was a 20.

However, the caseworker wanted to screen out the referral, because the child was already

incarcerated, so it would be no use to investigate the family. The AFST over-scored this

referral based on the family’s history and neglected highly-relevant context: that the

child was in custody of the state and thus would not need to be investigated.

Overall: Prior work suggests that Black people have higher rates of poverty and

system involvement, and that this accounts for racial disparities in the child welfare

system [22, 111]. Workers understood that the AFST was over- and under-scoring re-

ferrals based on system involvement and were correcting for that by disagreeing with

the AFST’s recommendations for these referrals.16 Because system involvement is also

correlated with race (Black families having more involvement than white families), this

would account for the higher percentage of Black children than white children that the

AFST-only decisions would have screened in but workers screened out (22.3% vs. 17.6%)

and for the lower percentage of Black children than white children that the AFST-only
15The official AFST FAQ documentation says that “receiving of public benefits” did not necessarily

increase a family’s AFST score: “[F]or 45% of families, receiving of public benefits (e.g., SNAP, TANF)...
was associated with lower scores than for similar families that did not receive those services” [141]. As
one supervisor pointed out, however, workers’ perceptions could still be right if there are “other things
that are affecting that score” that are “just more associated” with public welfare records, e.g. public
mental health records or criminal records.

16Prior work also suggests that CYF workers can reliably correct for limitations in the AFST [97].
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decisions would have screened out but workers screened in (15.9% vs. 29.6%) as seen

in Figure 2.4. As stated in Section 2.5, this pattern of disagreement contributed to the

11% reduction in Black-white screen-in rate disparity from the AFST-only to worker-

AFST decisions. In sum, because workers disregarded the AFST score more often when

they perceived it to be over- or under-scoring based on system involvement (and not

considering other relevant information), they were able to reduce racial disparities in

call screening.

(3) Workers compensated for what they thought were the AFST’s racial

disparities caused by systemic racial biases in CYF reporting and county

data collection.

Interview findings: Five caseworkers thought AFST-only decisions were racially

disparate not only because the AFST over- and under-scored based on poverty and

system involvement, but because of systemic racial biases in CYF reporting and in

county information collected elsewhere—such as the medical system or the criminal

system. These workers did not make screening decisions based on the race of the family,

but they did consider the race of the family in order to account for systemic racial

biases. These workers also thought that the AFST was biased because of over-reporting

on Black families and systemic racism. One caseworker said that “white people are not

reported as much as Black kids” and that they “get a lot of reports on African-Americans

and a lot of them are bogus.” Another caseworker also agreed with this: “I also think

[the AFST is] very biased, but so is the world.” This caseworker continued, “the whole

system is racially biased. ... It’s the people entering the information that’s affecting the

[AFST] score.”

Contextual Inquiry Observations: For example, we observed a caseworker review

a report which included a fifteen-year-old boy who had not been to the dentist in five

years and whose teeth were severely damaged: The caseworker said, “he needs nine root

canals, seven fillings.” This was not reported by the dentist, however. The caseworker

said that “the dentist had all the information of the last five years of them trying to get

[the boy] to come to the dentist... And [the dentist] didn’t report him, because he’s white.”

Interview findings: Workers said they do not take the race of the family into

account when making screening decisions. However, they do consider racial biases in

CYF reporting and county data collection. For example, when asked if they take race
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into account when making screening decisions, one caseworker said “we don’t treat any

of the cases differently.” However, this caseworker later gave a hypothetical example of

a referral where a Black family might get reported by someone who doesn’t “deal on a

daily basis with people of different cultures” and who might “automatically assume, like,

‘oh my God, holy shit, you can’t swear at your kids like that.” ’ But, this report would

be unjustified: “you and I may think [swearing at your kids is] tacky, but is that child

hurt? Kid’s not hurt.” Another caseworker also said that they consider the race of the

family in order to account for biases which could affect reporting:

“Colorblind assessment also feels like it’s ignoring the point. So, I feel like

[race is] definitely something that I take into consideration. ... Bias could

be affecting the way that the information is being reported. ... I feel like I’m

definitely more conscious of it now.”

Overall: Some workers understood that there were systemic racial biases that ex-

isted outside of their agency—in reporters and in professionals (e.g., in the medical and

criminal systems) who create the data that they then make decisions based on. These

workers expressed that they make screening decisions in order to compensate for these

systemic racial biases. When it came to the race of the family, most of these workers

said they did not consider race qua race, but rather race qua racial biases, which could

color the information that they see in a report.17

Collaborative decision-making

Screening decisions were not made by siloed, individual workers. Workers regularly made

decisions collaboratively. They did so in two ways: First each report went through multi-

ple (at least two) layers of workers in order to make the final screening decision. Second,

workers often collaborated in ad hoc, impromptu ways, especially when workers were

uncertain about a decision. We suspect that this collaboration contributed to mitigating

workers’ individual biases, and thus a reduction in the screen-in rate disparity in aggre-

gate. However, this contribution is likely lessened, because final screening decisions are

still made primarily by a few supervisors, and because the second kind of collaboration

listed above is still informal and not applied consistently across all referrals.
17As a note, nondiscrimination laws apply to child welfare investigations [148], which may motivate

workers not to consider race or to say they do not.
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Interview findings: First, as described in Section 2.3.1, the workflow on a stan-

dard referral necessitates that one caseworker and one supervisor review a referral. For

most referrals, the caseworker receives a report, fleshes it out by searching the KIDS

county database, makes a risk and safety assessment, makes a screening recommenda-

tion, and runs the AFST to generate a risk score. The report is then sent to a supervisor,

who reads it in its entirety. One caseworker said the reports are not written by the case-

worker alone—it is often a collaborative effort where the supervisor communicates with

the caseworker about any inconsistencies, ambiguities, or mistakes in the report: “it isn’t

like, ‘I’m doing it. Clickety-click-click-click.’... [The supervisor] knows right away that I

screwed something up.” If there are any holes in the report or any children in the report

are younger than four, the supervisor may also ask for a field screen to send a field

caseworker out to conduct a preliminary check on the family or gather more information

about the report. Once the report is complete, the supervisor makes the final decision

to screen the report in or out.

Supervisors primarily make the screening decisions. That being said, the process of

both caseworker and supervisor reviewing a referral, communicating about the referral,

making assessments of risk and safety, and making screening recommendations, is an im-

portant form of multi-layered, collaborative decision-making. Having the multi-layered

process not only adds additional pairs of eyes to review each referral, it also ensures

that the referrals are more likely to be reviewed by workers with different (demographic)

backgrounds. One caseworker believed that the diversity among caseworkers was helping

to reduce biases in the screening decisions: “It’s good to have different backgrounds with

supervisors and others who make those decisions after it passes from our hands and it

goes on to the next level of folks. And it’s good to know there’s diversity within those

groups.”

Contextual Inquiry Observations: We also observed workers collaborating in ad

hoc, impromptu ways that were not built into the standard decision-making process.

Workers often discussed reports with other workers beyond the one caseworker and one

supervisor assigned to the report. This occurred especially if they were uncertain about

it. For example, while observing one caseworker (call them caseworker A), another case-

worker (caseworker B) asked caseworker A to double-check that all the family members
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on a referral were correct, since caseworker B had taken a call about this family previ-

ously. Supervisors often talked with each other (or sometimes caseworkers) if they felt

uncertain about a screening decision. For example, if they felt uncertain about a report,

one supervisor said, “we’ll sit down and discuss it amongst the supervisors. ‘Well, what

do you think we should do with this?’ It’s not like we all work in a little bubble.” At

one point, we observed a caseworker walk to a supervisor’s desk to discuss what to do

about a referral that the caseworker had reviewed and the supervisor was making the

final decision about.

This process was often informal and ad hoc: Workers worked in tightly-packed cubi-

cles in a single room. So, they would talk to one another over the cubicles, often overhear

one another talk about a report and add their two cents, or walk to another worker’s

cubicle to ask them what they think about a certain referral. One supervisor described

the call screening decision-making process as “very collaborative” and “a group effort”:

“Sometimes I’ll be reviewing and I’ll be like, ‘Hey, [supervisor], what do you think about

this?’ You know, or we’ll just be talking about it in the room. If the reporting source

calls back, someone else will hear it and be like, ‘Oh, that’s my reporting source’.”

Overall: We suspect that this collaboration may have an effect of assuaging workers’

biases. Prior work suggests that workers’ biases play into the CYF screening process

[22]. Some workers acknowledged that they have their own personal biases. For example,

a caseworker said, “I try to be conscious of my biases.” With at least a caseworker and

a supervisor reviewing each referral in detail, workers have more of a chance to correct

for each others’ biases.18 For example, one caseworker said the CYF call screening

process has “a lot of checks and balances.” Some workers themselves also expressed this

view that multi-layered decision-making curbed biases. For example, when asked how

workers make fair decisions, one caseworker said that “it’s good to have... others who

make those decisions after it passes from [caseworkers’] hands and it goes on to the

next level of folks.” By curbing workers’ individual biases, we hypothesize that such

collaborative decision-making may have contributed to workers’ final screening decisions

being less racially disparate in aggregate from 2016 to 2018. That being said, however,

any bias-curbing effects of multi-layered, collaborative decision-making may be lessened
18Here, we mean individual biases, such as implicit biases or overt prejudices. For systemic biases,

such as those built into worker training or the bureaucratic process itself, having more eyes on a report
is unlikely to curb them.



37

Figure 2.5: The differences in prediction accuracy between AFST-only and worker-AFST
decisions.

due to caseworkers having less agency to influence the final screening decisions. For

example, one caseworker said, “I have very limited power... I don’t have the power of

saying something’s not right.” Furthermore, because the second form of collaborative

decision-making described above was primarily informal, ad hoc, and not built into the

standard decision-making for every referral, it is unclear how many referrals would have

been affected by this form of collaboration.
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2.6 How worker-AFST collaboration affected accuracy and

disparity

2.6.1 AFST-only screening decisions were more accurate than work-
ers when measured on outcomes that the AFST was trained to
predict

So far, we have seen how workers made screening decisions which were less racially

disparate than the AFST-only decisions. However, one of the primary arguments for

the use of the AFST has been that it is more accurate than call screen workers [7,

21, 22, 23].19 For example, in the official Ethical Analysis of the AFST, Dare and

Gambrill [21] claim that the AFST is “more accurate than any alternative” and argue

that it “is hard to conceive of an ethical argument against use of the most accurate

predictive instrument.” After all, an inaccurate screening decision could mean that

a family is unjustly investigated—a possibly traumatic experience and a step too far

towards child separation. Or it could mean that CYF does not intervene when a child

will be harmed. In our setting, one concern is that a screening policy which makes

less racially disparate decisions might make less accurate decisions [149, 150, 151]. For

example, it may be the case that because workers make less racially disparate decisions

than the AFST, they would also make less accurate decisions. In Figure 2.5, we see

that this is ostensibly the case: the AFST-only screening policy would have been more

accurate than the actual screening decisions made by workers from August 2016 to July

2018 (51.0% vs 46.5%).20 In Figure 2.5, we also see that the worker-AFST decisions

were less racially disparate in terms of accuracy than the AFST-only decisions (5.4% vs

13.5%). In sum, although the worker-AFST decisions achieved lower prediction accuracy

than the AFST-only decisions, worker-AFST decisions were also less racially disparate

than the AFST-only decisions in terms of accuracy.

However, the definition of prediction accuracy we adopt is particularly important

when interpreting these results. Accuracy is measured against outcomes that the AFST

is trained to predict, i.e. re-referral and placement. Thus, a more precise interpretation
19On the other side, one of the primary arguments against its use has been that it is not accurate

enough [20, 137].
20To reiterate, this AFST-only policy is defined as in Section 2.4 with a screening threshold of 15, i.e.

screen in all High risk referrals and screen out everything else.



39

of the results in Figure 2.5 is that the AFST-only was 4.5% more accurate than workers

at predicting the outcomes that the AFST was trained to predict. However, prior work

suggests that these outcomes are biased and contested [97, 146, 152]. Furthermore, as

we will discuss in Section 2.6.2, our qualitative findings indicate that workers disagree

with the use of these outcomes, and that they are predicting different outcomes than

the AFST day-to-day. Therefore, although the AFST-only screening policy was better

at predicting the outcomes that it was trained to predict, it is important to keep in

mind that the decisions made by workers aided by the AFST may actually be better at

predicting the outcomes that workers find useful or important for preventing child abuse

or neglect.21

2.6.2 Qualitative: Workers and the AFST do not agree on prediction
outcomes and accuracy measures

Workers believe re-referral and placement are bad proxies for risk of child

abuse and neglect

In an official CYF survey [141], workers were asked about how confident they are in “the

AFST’s ability to accurately assess the risk of a future referral or out-of-home place-

ment?” Workers responded with lukewarm confidence because they thought the AFST

was unable “to take expected improvement or individual circumstances into account”

[141]. Yet, this may be the wrong question to ask entirely: workers may or may not be

confident that the AFST can accurately predict the proxy outcomes that it was trained

to predict. A more fundamental question is: are caseworkers confident that any assess-

ments of risk of future referral or out-of-home placement will help them make better

decisions to prevent child abuse and neglect?

Interview findings: Based on our observations and interviews with workers, we

believe workers lean towards ‘No.’ Although the AFST was intentionally designed to

complement workers judgment by nudging them to consider longer-term risk, in addition

to short-term safety concerns [138], workers did not view the AFST’s target outcomes

as relevant to their decision-making.
21Here, we hearken back to a question Dare and Gambrill [21] bring up in the Ethical Analysis of

the AFST: “The question is, how can we make the fewest errors in our efforts to protect children and
families?”
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Re-referral. Five caseworkers and two supervisors thought that re-referral does not

necessarily indicate risk of child abuse or neglect. One supervisor said that re-referral

may not mean that the first decision to screen out was incorrect, since the second referral

could be for an entirely different reason than the first: “it could have been referred because

the mom was outside on the porch, smoking a cigarette with a newborn baby, and then

it comes back mom beat the 10-year-old. I mean, it’s just a whole different reason.”

Three caseworkers and one supervisor said that some reporters misuse the system and

report families for unnecessary reasons. For example, one caseworker gave “retaliation

reports” as an example: “I call on you. You call on me. I call on you.” In our contextual

inquiry, we observed a caseworker review a referral where a divorced couple called on

each other three different times and each report was unsubstantiated: the caseworker

said these were likely false retaliation reports. The designers of the AFST themselves

noted problems with using re-referral as a target outcome and they removed it from the

AFST model in 2018 [138].

Placement. Since August 2018, the AFST Version 2 only predicts placement. How-

ever, four caseworkers and one supervisor also found issue with using placement in foster

care as a proxy for child abuse or neglect. A caseworker said, “knowing the risk of re-

moval within two years is not feeling like it’s super relevant to the decision that is needed.

And it is very little to do with immediate safety or anything like that.” Two caseworkers

said that children were often placed in foster care without any concerns of child abuse or

neglect: there are often other reasons for placing a child. For example, one caseworker

said:22

“The majority of these cases [when children are placed in foster care] are not

child abuse in nature, it’s parent-child conflict, the kid doesn’t want to live

with mom or dad or the grandma, the child is saying, ‘I don’t feel safe, I

don’t want to go home.’ And if they go to the police and then saying that

information, some police will take custody of that child and the court has

to place that kid. So it’s just a lot of other variables going on that decide

whether or not this child is going to be placed.”

On the other side, one caseworker and one supervisor said that placement is not the right
22We leave it to future work to validate this worker’s statement, i.e. to see what are the primary

causes of removal among discretionary referrals.
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option for many families who do have concerns of child abuse or neglect. One caseworker

said families are often reported for safety concerns, without any possibility of placing a

child in foster care:23 “just because the report is being made doesn’t mean that a kid is

going to go into placement.” In prior work, De-Arteaga et al. [153] similarly note that

“[n]ot all cases where there is a risk to the child result in out-of-home placement.” Lastly,

another caseworker said that placement was not a good outcome to measure because it

was a kind of self-fulfilling prophecy: “risk of removal in two years is inherently going to

be increased by our [CYF] involvement, because we’re the only ones that can remove the

children.” De-Arteaga et al. [153] and Coston et al. [146] also suggest this point.

Workers did not make decisions based on risk of re-referral or placement

Not only did workers say that re-referral and placement were not helpful outcomes to

predict, we also observed workers making screening decisions based on assessments of

entirely different outcomes.

Contextual Inquiry Observations: We observed that call screen workers did not

try to predict whether or not children in a referral would be re-referred or placed in foster

care within two years. Workers’ screening decisions were based on different, shorter-term

outcomes related to child safety.

For example, while reviewing referrals, one caseworker said that call screen workers

make decisions by looking for “safety concerns.” This caseworker looked for the following,

for example: signs that the child felt unsafe, would be hurt, was left home alone a lot, was

in contact with a child molester, that the caregiver was under the influence of drugs, etc.

The caseworker also said that caseworkers asked reporting sources about the following,

for example: Is there food in the fridge? Do the kids have sheets on their beds? Is there

furniture in the home? Do the parents have drug or alcohol problems? Mental health

concerns? Domestic violence concerns?

Clearly, re-referral or placement were rarely among the factors that workers assessed

for. Furthermore, these factors were not indicative of risk of child abuse or neglect over

the span of two years: it will not take a child two years to starve if there is currently

no food in the fridge. The factors that workers look for when making their screening
23This claim reflects this worker’s perceptions, yet may not be entirely accurate. We leave it to future

work to validate this claim.
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decisions are either shorter-term safety concerns, or specific details about the referral

that could be longer-term sources of risk, regardless of whether they would lead to

removal from home.

2.7 Discussion

2.7.1 Interpretation of the findings

In this section, we discuss two implications of our work as it pertains to the AFST specif-

ically. First, our work suggests that Allegheny County CYF’s choice to use the AFST

to aid call screen workers, rather than to replace them yielded less racially disparate

screening decisions from August 2016 to May 2018. Second, our work complicates two

of the primary positive arguments that prior work have identified for introducing the

AFST in the first place: 1) that it decreases racial disparities; and 2) that it increases

accuracy. Although our results do not run entirely contrary to these claims, we sug-

gest that future work is necessary in order to better evaluate how the AFST positively

contributes to the decision-making process, if at all.

Automated AFST screening decisions would have yielded larger racial dis-

parities

In this chapter, we compared two policies for using the AFST in CYF call screening

from August 2016 to May 2018: first, the hypothetical policy where the AFST entirely

automates screening decisions; and second, the actual policy where workers use the

AFST to inform their decisions. We evaluated these policies in terms of racial disparities

in both screening rates and predictive accuracy. Our results in Section 2.5 suggest

that the automated AFST-only policy would have resulted in larger disparities in call

screening: the AFST-only Black-white screen-in rate disparity would have been 20%.

This is larger than both the 11.3% pre-AFST disparity from January 2015 through July

2016 and the 9% disparity for AFST-assisted worker decisions from August 2016 through

May 2018. Had the AFST automated screening decisions at CYF, our results suggest

that this would have increased the disparity in the rates at which Black versus white

children were screened in for investigation.
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Instead, when workers used the AFST, this disparity of 20% decreased to 9%. In

order to understand why this occurred, we first looked at how workers disagreed with the

AFST. Rather than disagreeing with the AFST in ways that directly reduced disparities,

we found that workers disagreed with the AFST across the board. Some of workers’

disagreements contributed to greater disparity and some served to reduce disparity.

Yet, overall, worker-AFST disagreement led to a reduction in screen-in rate disparity.

We then conducted a contextual inquiry and interviews with call screen workers at

Allegheny County CYF to further understand this pattern. As shown in Section 2.5.2,

we found that workers were not surprised that the AFST gave racially disparate screening

recommendations. Workers made holistic screening decisions based on their knowledge of

relevant context beyond just the AFST score, and they believed that this ultimately led

them to make less racially disparate screening decisions than the AFST alone would have.

Workers made decisions on a case-by-case basis, focused primarily on the risk and safety

of the children involved in each individual report. Within these bounds, some workers

made a conscious effort to reduce unwarranted racial disparities. Others believed that

any reduction in disparities that occurred due to their disagreements with the AFST was

incidental and unintentional, viewing this as a side effect of making decisions holistically

based on various sources of information available to them. However, the effect of reducing

disparity in aggregate was the same.

Our results run counter to much prior work on racial disparities in human-AI sys-

tems. As Green [154] writes, the “vast majority of research suggests that people are

unable to provide reliable oversight of algorithms” and that human discretion worsens

racial disparities. For example, judges have disregarded criminal risk assessment recom-

mendations in ways that worsen racial disparities [105, 106, 115, 155, 156, 157, 158]. In

Mechanical Turk experiments, people have been shown to use their discretion to make

racially biased decisions [80, 123]. We present a case study in the opposite direction:

worker discretion served to decrease racial disparities in the AFST from August 2016 to

May 2018, echoing De-Arteaga et al. [97], who suggest that CYF workers used their dis-

cretion to counteract errors in the AFST. As discussed below, further research is needed

to understand the impacts of worker-AFST decision-making on predictive accuracy, and

to untangle the extent to which worker discretion served to decrease unwarranted versus

warranted screening disparities.
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In the context of this prior literature, our findings suggest that caution is needed when

drawing broad generalizations about the impacts and dynamics of human-AI decision-

making (cf. [97, 99, 100]). In practice, the interplay of human and AI judgment may

yield very different results depending on the specific domain under study, the abilities

and expertise of the people involved, and the organizational contexts in which people

and AI are making predictions and decisions.

Was the AFST responsible for the reduction in disparity from pre- to post-

AFST?

A key concern for any policy change in child welfare is whether it will reduce or amplify

existing racial disparities. In their description of the official AFST Impact Evaluation

[112], Allegheny County Department of Human Services suggests that the “AFST led to

reductions in disparities of case opening rates between black and white children” [24]. We

also observed a reduction in screen-in rate disparity from before the introduction of the

AFST to after (11.3% disparity from January 2015 through July 2016 to 9% disparity

from August 2016 through May 2018). However, it is not clear that this reduction in

disparity was caused by the introduction of AFST in August 2016. It is difficult to deter-

mine whether and to what extent changes in disparities can be attributed to the AFST,

since the AFST was implemented across all Allegheny County CYF screening decisions

(without A/B testing or randomization) and there were a number of other factors which

influenced call screening—including a number of changes in practices and policy internal

or external to CYF around the time of or since the deployment of the AFST.24 It is also

possible that the kinds of referrals being referred from August 2016 through May 2018

were different from those in January 2015 through July 2016, regardless of the AFST’s

recommendations.

Our results show that the AFST gave recommendations which were more racially

disparate than workers pre-AFST. So, several interpretations are possible. For instance,

it may be that workers reduced the overall disparity on their own, by making decisions
24Here, we note amendments to the Pennsylvania Child Protective Services Law (CPSL) that went into

effect on December 31, 2014 and could have had residual effects on reporting and screening throughout
the Allegheny County and the state.
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largely as they had prior to the introduction of the AFST. It may be that AFST’s dis-

parate recommendations could have pressured workers to make more disparate decisions,

but workers disregarded it and did the opposite. On the other hand, if the introduction

of the AFST did contribute to a reduction in screen-in rate disparities from pre- to post-

deployment, our results suggest that workers’ discretion was integral to this reduction.

One possible explanation is that the introduction of the AFST may have led workers

to reflect on their own biases, resulting in decisions that were less racially disparate

than their decisions in the year and a half prior to the introduction of the AFST. A

second possibility is that workers and the AFST have complementary strengths and bi-

ases, and that the interplay of these led to less biased screening decisions overall. These

possibilities are neither mutually exclusive nor exhaustive: some combination of these

mechanisms may be at play, and additional mechanisms may be possible beyond those

mentioned here. We leave it to future work to further explore whether and how the

introduction of the AFST may have impacted disparities from pre- to post-deployment.

In any case, our results suggest that the observed reduction in screen-in rate disparity

can be attributed to human workers, whether or not they used information from the

AFST to do so.

Was the AFST more accurate than workers?

Prior work suggests that the AFST makes more accurate predictions than workers [7,

21, 22, 23]. While our results in Section 2.6.1 show that the accuracy disparity for

AFST-only decisions would have been higher than that of worker-AFST decisions, they

also show that AFST-only decisions would have been more accurate than worker-only

decisions from January 2015 to July 2016 (55.2% vs 49.7%) and worker-AFST decisions

from August 2016 to May 2018 (51.0% vs 46.5%).25 This increased accuracy is one of

the primary reasons for the use of the AFST [7, 21, 22, 23]. An official statement from

Allegheny County DHS echoed that “not using [the AFST] might be unethical because

of its accuracy” [108]. Yet, the AFST’s accuracy is measured in terms of specific proxies

for abuse or neglect (re-referral and placement, for Version 1) over a long time range (two

years). In Section 2.6.2, we found that workers did not agree with these choices of proxies,
25We measure the AFST’s accuracy differently than most prior work, much of which uses AUC (area

under the receiver operating characteristic curve).



46

and that they viewed themselves as predicting immediate safety concerns—in other

words, a different outcome than the AFST, over a shorter time span. This is consistent

with suggestions from prior work [153, 159]. Thus, while our results suggest that the

AFST is better at predicting the proxy variables it was trained to predict, it remains an

open question how the AFST compares at the prediction and decision tasks that workers

are actually trying to perform. Vaithianathan et al. [160] suggest that higher AFST

Version 2 risk scores identify children with higher rates of injury-related hospitalizations,

which may be closer to the kinds of target outcomes that workers actually consider when

making decisions.26 However, our results suggest that workers predict different outcomes

depending on the specific referral, many of which may not involve child hospitalization.

Overall, our results in Section 2.6.2 complicate the argument that the AFST alone is

more accurate than call screen workers, and point to critical directions for future research.

Without first understanding workers’ objectives when making predictions and decisions,

such accuracy comparisons may essentially be evaluating workers’ performance on a

game that they are not playing.

2.7.2 Design Implications for Human-AI Collaboration

Our results in Section 2.5.1 suggest that worker-AFST collaboration yielded lower screen-

in rate racial disparity than AFST-only decisions. Our results in Section 2.5.2 lend

insight into how this reduction occurred. In this section, we provide positive design

implications for potential ways to improve human-AI collaborative decision-making in

child welfare and related contexts. Before we do, however, we point out prior work

suggests if a technology causes “more harm than the situation the technology is meant

to address,” [161] then this is grounds to reject that technology from being designed or

used [154, 162]. Our results in this work and in our concurrent work [12] complicate

the major arguments for the benefits of the AFST. Thus, our design suggestions in this

work should not be read as an endorsement of the AFST, but rather as suggestions to

mitigate some select potential harms if it or other similar algorithms are used in the

future.

• Be cautious about automating decisions in contexts with existing racial
26Note that AFST Version 2 also predicts placement within 2 years, but not re-referral.
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disparities and biases. Our results suggest that workers reduced racial dispar-

ities in the AFST through their patterns of disagreement with the AFST score.

Based on our findings, we strongly caution against fully automating decisions in

high-stakes, real-world social contexts. This recommendation aligns with prior

work in the child welfare context [97]. For the same reasons, even partial or ‘soft’

automation (like the mandatory screen-in policy in the AFST context) should be

approached cautiously to ensure that they do not incentivize against potentially

productive forms of human disagreement with algorithmic recommendations.

• Value sensitive AFST models. Our results suggest that workers often adjust

for what they perceive as limitations of the algorithm. For example, workers be-

lieved that the AFST was unable to sufficiently account for certain features (e.g.,

details of the actual allegation), and the outcomes predicted by the AFST did not

align with the outcomes that workers were predicting. Zhu et al. [163] suggest

involving stakeholders into the design process to make sure their values are incor-

porated into the design of an algorithmic system from the beginning. One design

implication is for AFST designers to engage with child welfare workers, among

other key stakeholders, and to incorporate their insights and feedback in future it-

erations of AFST. Some value misalignments between workers and the AFST were

intentionally designed into the system, with the goal of nudging workers towards

different practices. However, in practice we observed that these misalignments

meant that workers often needed to work around the algorithm instead of working

with it.

• Promoting more collaborative decision-making. Child welfare workers of-

ten made decisions collaboratively, both formally and informally. We suspect that

this may have had the effect of curbing workers’ individual biases. However, in for-

mal collaboration, caseworkers felt they had little agency—even though they made

screening recommendations. The first design implication is to encourage more reg-

ular conversations between caseworkers and supervisors about caseworkers’ rec-

ommendations, so they do not get overlooked. There may also be opportunities

for the AFST interface to promote more informal collaboration. For example,

future versions of the AFST or similar tools could include a feature to suggest
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caseworkers in the office that have dealt with similar referrals in the past. This

could enable workers to collaborate with the right person on each referral, which

may be particularly helpful when dealing with highly uncertain referrals.

• Diversity and lived experience among workers. Child welfare workers were

generally aware of their own individual biases. Another way to curb these biases

may be to increase diversity among the child welfare workers, especially supervi-

sors, who make the final decisions. As one caseworker stated, it is important to

ensure that there are screeners and supervisors who have “lived the experience” of

the families in a report.

2.7.3 Limitations & Future Work

One limitation of our methods is that the data used in our quantitative analysis is from

August 2016 through May 2018, whereas the contextual inquiry and interviews were

conducted in July 2021. Thus, if workers changed how they used the AFST significantly

or they are unable to remember how they used it previously, then our results from

the contextual inquiry and interviews may not reflect the reasons why workers reduced

disparities from 2016 to 2018. This is likely not entirely the case, since caseworkers’

workflow has remained largely consistent over this time frame (even though there have

been some changes in CYF policy around the use of the AFST, including the roll-out of

a new V2 model).

Another limitation of the current work is that we focus on the impacts of worker-

AFST decision-making on overall disparities. We do not investigate the extent to

which worker discretion served to decrease unwarranted versus warranted disparities

in the AFST’s screening recommendations. Our results demonstrate that worker-AFST

decision-making served to reduce the disparity in child maltreatment screening rate be-

tween Black and white children compared to algorithm-only decisions. As discussed,

this is an interesting finding in itself, in light of prior empirical research suggesting that

human discretion often increases rather than decreases disparities. This finding also has

practical implications, as racial disparities in child maltreatment screening have real con-

sequences for children, families, and communities. For example, higher screen-in rates
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indicate higher levels of state intervention into families’ lives, starting with an investiga-

tion. Such disparities may indicate uneven application of interventions or investigations.

Furthermore, our interviews and contextual inquiries indicate that workers reduced

disparities in algorithmic decisions not simply by naively attempting to equalize screen-

ing rates across demographic groups without regard for actual children’s needs and safety.

Rather, workers appeared to reduce disparities by making holistic assessments of child

risk and safety based on all of the information available to them, and by working to

mitigate limitations that they perceive in the algorithm. An important direction for

future research is to untangle the extent to which worker discretion serves to decrease

unwarranted versus warranted screening disparities. To support such investigations, it

will be critical to overcome limitations of current approaches for measuring accuracy,

discussed in Sections 2.4.3 and 2.6.1.

We present two additional avenues for future work, informed by limitations of our

current work. First, we leave it to future work to conduct a more comprehensive eval-

uation of racial disparities between worker-only and worker-AFST screening decisions.

We did not focus on these results in the current paper, due to several confounding fac-

tors that complicate the analysis. These included changes in external factors—such as

a 2015 state-wide policy change in mandated reporting laws and the COVID-19 pan-

demic since at least March 2020—for affecting the County reporting rates and the CYF

screening process.27 Second, as discussed, measuring prediction accuracy is limited by

the use of proxy outcomes (re-referral or placement) that do not align with the out-

comes that humans are predicting [97, 121]. It is possible that people are better than

algorithms at the prediction task they are actually performing. While beyond the scope

of the current paper, this remains a critical direction for future work. For example,

future research could involve better understanding what constructs human workers are

predicting, operationalizing these as target measures, and then re-running some of the

accuracy comparisons presented in this chapter using those measures.

27We visited Allegheny County CYF’s Intake Department in July 2021 when many call screen workers
were working from home, due to the COVID-19 pandemic. This has had an impact on the CYF call
screening workflow since March 2020.



Chapter 3

Imagining new futures beyond

predictive systems in child welfare:

A qualitative study with impacted

stakeholders

In the previous chapter, we audited a particular algorithmic decision-making used in

a child welfare agency in Pittsburgh, Pennsylvania. The algorithm had already been

deployed for about a decade by the time we conducted our audit of it. Any harms

caused by the algorithm had already been done. In this chapter, we aim to explore

what a better approach to designing and deploying public algorithms might look like by

better understanding the perspectives of some of the people who stand to be harmed

most by algorithms in the child welfare system: parents. We explore the following

research questions: At what point of the AI development pipeline should we

incorporate the perspectives of impacted stakeholders to mitigate harms?

How can we elicit feedback on technical decisions around the design and

deployment of AI-based systems from stakeholders who are not technical

experts?

50
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3.1 Introduction

Who should we give housing to? How should we educate our children? Who should we

give unemployment benefits to? Which families should we investigate for child abuse?

AI-based predictive algorithms are being used or are being considered for use across all

of these everyday public sector decisions [6, 7, 8, 9, 10]. Many of these technologies

have faced public scrutiny and opposition. For example, in St. Paul, Minnesota, an

algorithm intended to assess which children were at risk of getting involved in the juvenile

justice system was blocked by a group of impacted parents and teachers who organized

to oppose it [164]. While some government agencies have established track records of

community engagement around the deployment of new technologies, the perspectives

of stakeholders who will be most impacted by algorithms are not always adequately

considered [163, 165, 166, 167].

In this chapter, we aim to address the following research question: What do impacted

stakeholders think about data-driven technologies in the child welfare system? To do so,

we held seven workshops with 35 expert stakeholders who are personally impacted by

child welfare and/or work in child welfare. We first explained to our participants how

current data-driven predictive risk models (henceforth PRMs) are designed and used.

We then talked with participants about their perspectives on these technologies. We

also encouraged participants to weigh in on whether current PRMs address the main

problems they see in child welfare, and to imagine other possibilities for data and data-

driven tools beyond current PRMs. Prior work with impacted stakeholders has explored

the design and use of PRMs [165]. Our study is the first in academic ML and HCI to

ask stakeholders whether these technologies should be used at all and to imagine new

futures beyond them. Yet, these conversations have been ongoing outside these academic

disciplines [168, 169].1

Our participants brought up several important themes: In Section 3.5.1, we note

that most participants opposed current PRMs because they saw them as exacerbating

existing problems in child welfare. These findings are consistent with, yet more specific

and more critical than, prior work [165]. We present these first as a primer to more

novel, constructive suggestions in Sections 3.5.2, 3.5.3, and 3.5.4. In Section 3.5.2, we
1See, e.g., the 2021 upENDMovement Convening keynote with Derecka Purnell and Dorothy Roberts:

https://youtu.be/udIq9oRDcDQ.

https://youtu.be/udIq9oRDcDQ
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present participants’ suggestions for new data-driven tools beyond PRMs which better

support impacted communities, e.g. to evaluate the child welfare system and the people

who work in it, to recommend mandated reporters when not to make a report, and to

allocate resources to families to prevent child maltreatment. In Section 3.5.3, partici-

pants recommended guidelines to mitigate possible harms of PRMs if they must be used

in the future. In Section 3.5.4, participants suggested low-tech and no-tech alternatives

better address the problems that motivate the use of PRMs. Overall, our work advances

ongoing discussions around data-driven tools in child welfare. We argue against current

PRMs, and give new avenues to work in solidarity with impacted communities, beyond

just designing algorithms for child welfare agencies.

3.2 Related Work

3.2.1 Algorithms in child welfare

Child welfare agencies have been using checklist-style actuarial risk assessments (hence-

forth diagnostic checklists), such as Structured decision-making (SDM) [128], for decades

to assess how likely they think a family is to harm their children. Many agencies also

use practice models such as Signs of Safety (SofS) and Safety Organized Practice (SOP)

[170] as decision-making guides, often in conjunction with diagnostic checklists [171].

For a case study of diagnostic checklists, see [129]. Saxena et al. [113] note that pre-

dictive risk models (PRMs) which apply machine learning to administrative data have

grown in popularity since around 2015. Some PRMs have been developed by private

companies [70, 130, 131]. However, due to high error rates and proprietary opacity, many

have been dropped [132, 133, 134]. Other PRMs have been developed through public-

academic partnerships [7, 71, 135, 136]. PRMs are currently being used or deployed in

(at least) Pennsylvania, New York, Florida, Washington, Oregon, Colorado, and Califor-

nia [72]. For an extensive list of algorithms used in the U.S. child welfare system, see [72]

or [113]. PRMs have been deployed in response to racial biases and disparities [17, 18],

inaccurate and inconsistent decisions, child fatalities [19], etc. Proponents of PRMs ar-

gue they make more accurate decisions than both workers and diagnostic checklists; and

that they make more consistent, objective, and equitable decisions [7, 21, 22, 23, 24].

Some critics disagree with these points, arguing that PRMs are still discriminatory and
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still too inaccurate [20, 137, 172]. Others argue that PRMs risk “coding over the cracks”

without addressing the foundational flaws in child welfare, and that communities should

instead organize around systemic improvements to address these flaws [173]. Others still

argue that child welfare is not a flawed system but a carceral one that plays a dual,

paradoxical role [57, 58, 59, 60] to police families while supporting them — and that the

supportive, “welfare” side is an over-stated veneer to cover up the real carceral side [40].

These critics argue that PRMs introduce new ways for child welfare to police Black,

Indigenous, and poor families [39, 40, 62].

3.2.2 Participatory algorithm design

Influenced by action research and the work of Paulo Freire [174], participatory design

developed around the 1970s by Scandinavian researchers working to gain workers more

power over the design of technologies they use on the job [175, 176, 177, 178]. Par-

ticipatory methods have since become a mainstay in HCI and CSCW [179, 180], but

have been broadened beyond their Marxist roots [181, 182]. More recently, many have

called for increased participation to ensure that diverse stakeholders’ perspectives, needs,

and values are reflected in the design of AI systems [38, 163, 183, 184, 185, 186]. Yet,

without clear political motivations beyond “democratization” of AI governance, par-

ticipatory work in ML differs widely based on “which stakeholders are involved” and

“what is on the table” [187, 188, 189]. Some propose consulting “the public” or broadly-

defined “stakeholders” on their preferences around specific, technical design decisions

[167, 190, 191, 192, 193, 194, 195, 196, 197, 198]. Others intentionally work with specific

groups who are most impacted by these technologies, yet still do not empower impacted

stakeholders to engage in broader design decisions [14, 165, 166, 199, 200, 200, 201, 202].

While more common across HCI and CSCW, less work in participatory ML empowers

stakeholders to decide on the “scope and purpose for AI, including whether it should be

built or not” [187]. Specifically around the design of algorithms in child welfare,2 prior

participatory work has either collaborated with government agencies or solely engaged

with government workers in their studies [1, 12, 13, 165, 199].3 Most similar to our work,
2This point might be broadened to public algorithms in general, e.g. [166]. Though, forthcoming

work centers people seeking government services [203].
3Harding argues “value-neutral” sciences side with the powerful, e.g. “the welfare department instead

of the people who were receiving welfare” [204].
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Brown et al. [165] partnered with a child welfare agency to aid the development of a

PRM by conducting participatory design workshops where they asked workers and com-

munity stakeholders about scenarios related to specific design choices. Our work differs

from Brown et al. [165] in that we: 1) worked independently of a child welfare agency,

2) asked whether PRMs should be used in the first place, and 3) asked open-ended ques-

tions about other technologies or non-technical changes beyond just designing algorithms

for child welfare agencies. Our approach can be seen as human-centered [201, 205, 206]:

where the humans that we center are impacted communities, not government agencies.

Drawing from standpoint theory [207, 208] and the Marxist roots of participatory de-

sign [178],4 we engaged with parents and workers who were most impacted by, but most

disempowered around, decisions on data and technologies in child welfare to better un-

derstand a “view of technology from below ” [210].5 These methodological differences

may have led to novel suggestions in Sections 3.5.2, 3.5.4, and 3.5.3, which go beyond

those uncovered in prior community-engaged research.

3.3 Background

Figures 3.1 and 3.2 demonstrate how data-driven predictive risk models (PRMs) work

and how they are used currently in child welfare. Many U.S. child welfare agencies

currently use PRMs, mostly to assist workers in “front end” decisions, such as which

families to investigate or how to investigate them [70, 71, 72]. A few agencies are

starting to use PRMs to allocate services to families before they are reported or to

prevent foster care placement [39, 211, 212]. No agencies currently use PRMs in decisions

after investigation, e.g. in court; however, there are currently no regulations around

how PRMs can or cannot be used. Figure 3.2 demonstrates how a typical PRM is

developed and used in child welfare. Different agencies or PRMs can use different kinds

of data. However, most algorithms use family demographics (excluding race) and past

child welfare data, e.g. about prior reports on the family [7, 112, 113]; some use other

governmental data, e.g. criminal, public health, or public benefits data [71]. Many
4As Ehn describes: “In the interest of emancipation, we deliberately made the choice of siding with

workers and their organisations” [209].
5While frontline child welfare workers have power over families, they have little say around their

working conditions nor the technologies they use [1, 12].
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PRMs are designed to predict the likelihood of some observable proxy for abuse or

neglect, which are often vague and rarely observable [113]. A machine learning (ML)

algorithm then uses this data to train a model (the PRM). Finally, this PRM is applied

to new case data and the PRM’s assessment —interpreted as the likelihood of some

proxy for abuse or neglect— is shown to child welfare workers, who use it when making

decisions [12, 113]. Although no PRM is currently used to fully automate decisions, some

suggest this is possible [1, 20, 109, 213]. Others note that automation is a spectrum:

child welfare agencies can pressure workers to conform to PRMs’ recommendations in

some cases more than others [1, 12].

Figure 3.1: Front-end child welfare decision-making where PRMs are currently used and
the workers involved, shown to participants in Activity 1.

3.4 Methods

Our work takes a human-centered, participatory approach to the design and use of pre-

dictive risk models (PRMs) and data-driven technologies in child welfare. We conducted

7 workshops with 35 participants total. Workshops were conducted over Zoom, each with

4 to 7 participants who were impacted by or worked in child welfare.

Recruitment & Demographics.

Our participants were mostly impacted parents and caseworkers, plus a few private

service providers, psychologists, attorneys, students, one former foster youth, and one
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Figure 3.2: A simplified diagram of how PRMs are trained and used on specific cases,
shown to participants in Activity 1.

Figure 3.3: Outline of the study protocol, including the three workshop activities.

adoptee. Table 3.1 describes participants’ personal and job experiences in child welfare.

See Table B.1 in the appendix for participants’ demographics. The majority of partic-

ipants were Black and/or Latina women in New York or California, however there was

a mix of racial/ethnic backgrounds, genders, and locations represented. 14 participants

said they were impacted parents. 20 said they worked for a child welfare agency or had

an education in child social work — of these, at least 8 worked in public agencies. Only

2 participants had significant technical knowledge about PRMs. Children under 18 were

excluded. We recruited 23 participants through an online recruitment form distributed

via email using a snowball sampling approach. We reached out to multiple existing con-

tacts who work in child welfare or teach in schools of social work in the U.S to distribute

our recruitment form. We also recruited 13 participants through an existing contact in

an organization for impacted parents in the northeastern region of the U.S. This agency
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also trained parent advocates, which is likely why many parents in our study also said

they worked in child welfare. Many participants had a mix of child welfare experiences,

e.g. workers who had been investigated. Thus, each participant reflects deep knowledge

of multiple aspects of child welfare and impacted communities.

Protocol.

See Figure 3.3 for an illustration of our study protocol. Participants were given an

almost identical short survey before and after the workshop to gauge their opinions on

child welfare and PRMs. See the appendix for a full list of survey questions and a

description of responses.6 Workshops were semistructured, starting with 10 minutes of

background on PRMs (similar to Section 3.3) including showing Figures 3.1 and 3.2,

followed by a 60-minute conversation led by three questions about child welfare and

PRMs (see below), ending with a 20-minute design activity to elicit ideas about how to

use and design PRMs, and how to improve child welfare beyond PRMs. Throughout

each of these study activities, we tried to present information about PRMs and avoid

value judgments of participants’ responses to not sway participants.

In the Questions phase (Activity 2) of the workshop, we asked participants three

questions to center conversations:

1. What do you think are the goals or outcomes of an ideal system for protecting

children?

2. What are some pros and cons of PRMs?

3. How should workers and interventions look in an ideal system for protecting chil-

dren?

Although the workshops were centered around PRMs, the first and third questions

did not specifically mention PRMs in order to give space for participants to bring up

comments or concerns about child welfare in general. For each of these questions, we

shared a document with participants to add their comments to. Our team of facilitators

also took notes in real-time. We did not erase the documents between workshops, so

that participants in later workshops could comment on past participants’ thoughts.
6As discussed in the appendix, post-survey responses showed that the workshops did not significantly

change participants’ perspectives.
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In the Co-design activity (Activity 3), we asked participants to write down at least

4 ideas to change PRMs or child welfare. Then, we asked each participant to share 2

of their ideas and write those on a shared document. Finally, we asked participants

whether they agreed or disagreed with other participants’ ideas, and asked the group

to make one collective list of ideas (without mandating consensus). Our design activity

was based on Crazy Eights [214, 215]. Though there may be drawbacks to these kinds

of open-ended design activities [4], we draw inspiration from abolitionists in “imagining

a safer world” for Black and other minoritized people [40].

Ethics & Institutional Review.

To minimize the risk of unintended harms to participants, we consulted domain experts

and impacted parents when designing our study [4, 216]. Two workshops included only

impacted parents to reduce the risk of conflicts or power imbalances with other kinds

of stakeholders. We also worked with leaders of the parent organization who helped

with recruiting assist in facilitating these two workshops. We did not ask participants to

disclose personal experiences with child welfare (besides whether they had been investi-

gated), due to potential harms of such disclosures [4]. However, as a result, participants

may have had additional relevant personal experiences that they did not disclose to

us. This study, including all questions, study materials, and recruitment methods, was

approved by the Institutional Review Board of Carnegie Mellon University.

Qualitative Analysis.

We transcribed all 10.5 hours of online workshop recordings into text, then used thematic

analysis [142] to analyze our data. We conducted open coding on the data, generating

over 1000 codes. We performed an affinity mapping process, comparing and clustering

alike codes, then identified themes that emerged from this affinity mapping. Examples

of themes include: problems with diagnostic checklists, labels and stigmatization, and

decisions not to use PRMs for. In Section 3.5, we present a subset of these themes

which are most relevant, leaving out some themes specific to child welfare which did not

pertain to PRMs nor future design work.
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Positionality.

Most of the authors of this chapter are academic ML and HCI researchers, white or Asian,

and have little personal child welfare experience (although one author is also Black and

Latina and works in child welfare). Our participants are mostly frontline caseworkers

or Black and Latina mothers who have been in the system. The lead author, who ran

all workshops, is white, which may have influenced participants’ responses [217]. We

anonymize participants’ responses so that they could speak freely (especially workers

who may be retaliated against). At the same time, we acknowledge that this may

mean we quote and get academic credit for the ideas of participants with different lived

experiences than most of us. Yet, we also consider “the researcher as an active participant

throughout the research process” [60]. We see this work as depicting a conversation

between us “socially-minded” technological researchers and our participants, who are

impacted by the technologies that our field has (or we have) created.

Limitations.

One limitation of our work is that we recruited few foster youth and adoptees, who may

have differing views from the mostly parents and workers we spoke with. Another is that

our study was not geographically restricted. Because child welfare differs by location,

our participants’ responses do not necessarily reflect a specific community (nor do we

claim them to). Future work may include qualitative studies focused on former foster

youth and adoptees, or focused on a specific locale (e.g. one county or city).

3.5 Results

In this section, we present prominent themes that emerged from the workshops, which

we believe to be most salient. See Table 3.2 for a summary of suggestions. Section 3.5.1

outlines participants’ concerns with PRMs, which many viewed as exacerbating existing

problems in child welfare. In Section 3.5.2, participants offer suggestions for new work

that researchers can do for impacted communities, beyond creating PRMs for child

welfare agencies. Section 3.5.3 includes suggestions on how to mitigate potential harms

caused by PRMs if they continue to be used. Section 3.5.4 offers no-tech or low-tech
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alternatives which may better address many of the problems that have motivated the

use of PRMs.

3.5.1 Concerns that PRMs reinforce systemic problems in child wel-
fare

19 of 32 participants who responded to our survey disagreed that current PRMs would

lead to better outcomes in child welfare; only 5 agreed (8 were neutral). Personal

experiences led many participants to hold negative views of child welfare, e.g. P1 who

explained her views simply by: “31 years working in the system.” Like Brown et al. [165],

our participants disliked PRMs due to “system-level concerns;” yet, our participants gave

more pointed criticisms.

Participants disliked PRMs for further entrenching child welfare in what

they saw as punishment, undersupport, and disempowerment. Participants

(both parents and workers) said that child welfare often punishes families instead of

supporting them. P24, a parent, said, “so many people have been treated badly... when

they were on a good foot, but because they don’t have enough support, certain things got

out of hand, and they wasn’t given the opportunity to pick up the pieces... They just

automatically get scolded and child removed.” P9, a caseworker, echoed this, using the

disparate treatment of foster families versus original families as an example: “we punish

the [original] parents for not doing all the right things” while “our foster family agencies

have a plethora of resources and support and funding to ensure that that child’s needs

are met.”7

Participants said current PRMs would not help support families. P12 said that child

welfare’s “goal is really to support families, and I just don’t think this tool plays any

role in actually supporting families.” Rather, participants said PRMs widen surveillance

by encouraging child welfare to process more cases and intervene more, getting more

families involved in child welfare, and getting more families stuck in the system for too

long. P12 said that she worried PRMs would cause “more monitoring, more surveillance,

more intervention in Black and Brown and poor communities.” P27 said, “I don’t trust
7For example, P9 said, “on welfare, a mother of one or a few children is only going to receive between

$300 to $400 a month, and that is now in the state of California capped out... For a foster parent... the
least amount that I’ve seen in my county is $1,000 a month.”
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the algorithm, because it’s... been set up to just surveil Brown and Blacks.” McMillan

explains: “It’s surveillance:... Coming into someone’s home, checking their drawers,

cabinets, and strip searching their children, how is that support?” [168]. A number

of our participants said this exact scenario happened to them or happens regularly to

people they work with, e.g. P26 said child welfare came to “strip my kid butt naked and go

through my cabinets and uproar and turn my whole house upside down.” P12 described

calling a domestic violence hotline for help, and instead getting investigated by child

welfare and having her child removed. PRMs claim to improve efficiency: Participants

said this could be helpful if it got families out of the system quicker, but harmful if it got

more families investigated. Participants saw similarities between PRMs in child welfare

and the criminal system (e.g. [25, 105, 106, 115]) and the use of criminal data in PRMs

in child welfare (e.g. [71]) as further solidifying child welfare as a carceral institution.

P33 worried PRMs would embolden child welfare workers and police, allowing them

to act like “attack dogs” on families with high risk scores. P12 said PRMs would add

an “extra layer” for parents to fight through: “not only are you fighting the... agency,

now you’re gonna have to fight this computer system.” Workers also worried about

an extra layer of blame if they disagreed with a PRM, reinforcing a “Cover Your Ass”

mentality.89 Participants said PRMs reinforce caseworkers’ power over families and their

role as gatekeepers. P29 said, “the power holder is the caseworker that’s inputting the

information and so it’s already starting from a standpoint of they’re the end-all be-all.”

Finally, participants said PRMs allow designers and child welfare leadership to control

on-the-ground decisions and justify harms. P12 said, “Computers don’t make decisions;

people make decisions and program the computers to carry out those decisions. So we’re

not going to turn around and say, ‘Wow. Oh, it’s the computer that’s creating this

decision and this is why 80% of the children who go into foster care are from the Black

communities.” ’

Participants said PRMs perpetuate existing biases and racism in child

welfare. 26 participants said they did not trust child welfare to make unbiased deci-

sions; only 1 participant said they did. P12, whose child was placed in foster care, said,

“I’ve been through the system, I know how harmful it is and how racist it is and how
8P19 said, “If we still do have a child fatality... then it’s another [reason] to be like ‘Well, you had

this tool and this tool told you that this family needed X, Y, Z.”’
9This is similar to treating workers in the loop as “moral crumple zones” [218].
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destructive it is to Black and Brown and marginalized communities and even poor peo-

ple.” Participants thought PRMs would not address the most prominent causes of biases

based on race or class, such as laws and policies which justify differential treatment of

poor and Black families within child welfare, or biased reporting outside child welfare.

Participants also thought that PRMs would not eliminate workers’ biases because they

still allowed for worker discretion,10 and would even exacerbate racial biases because of

biased or “dirty” data. Brown et al. [165] heard similar worries about biased workers and

data; yet our participants go further, saying that PRMs reinforce racism and classism in

child welfare. Participants said child welfare stigmatizes poverty and PRMs which use

governmental records and demographics justify and exacerbate this. Overall, most par-

ticipants suggested that PRMs were at best ineffectual, and at worst counterproductive,

at mitigating existing discrimination and disparities based on race and class (see [61]).

Some participants thought PRMs would perpetuate or exacerbate other existing biases,

e.g. against former foster youth or people with mental illnesses.

There were some exceptions to these overall sentiments. Though, even those who

liked PRMs said they might reduce individual workers’ biases and improve decision-

making, but they would not address systemic issues. P4 said larger reforms were needed

to address systemic discrimination, but that these changes would not happen overnight.

“In the meantime,” P4 thought PRMs could help day-to-day decisions now, especially

if they used the “right data”: “If you put the correct data points in... maybe we can

take some of that subjective bias out of it.” A few other participants echoed similar

sentiments about incremental benefits of PRMs coupled with systemic changes. This

sentiment of PRMs helping “in the meantime” has been echoed by proponents of PRMs,

including child welfare agencies defending their use [108]. Beyond these exceptions,

most participants saw current PRMs in child welfare as exacerbating what they saw as

child welfare’s tendency to punish instead of support families, particularly poor, Black,

Brown, and Indigenous ones.
10As we discuss further in Section 3.5.3, many also did not want to fully automate decisions with

algorithms.
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3.5.2 Beyond PRMs: New directions to work in solidarity with im-
pacted communities

Although most participants opposed current PRMs, many gave constructive suggestions

on how researchers and designers can use data and technologies to support impacted

communities, beyond just designing PRMs for child welfare agencies.

Participants suggested that researchers and designers should work in sol-

idarity with impacted families and communities to use data to oppose child

welfare. For a number of participants, the desire for researchers to work with com-

munities manifested through suspicion that us authors were working with child welfare

agencies or did not have communities’ interests at heart.11 P11 speculated that our study

was being conducted by the “inventors of [PRMs]” in order to “anticipate... the objec-

tions... of potentially skeptical people [so that] the sponsors will be [better equipped]...

to resist the objections” in order “to further develop their tools and sell them, and thus

become prominent in their academic fields, or make money, or both.” In another work-

shop, P24 asked, “What is the point of all this data-driven focus mess?” then asked

the lead author to consider whether they were doing this work to publish a paper and

further their academic career or whether it was work which could actually benefit fami-

lies harmed by child welfare.12 Given that most prior work on child welfare in ML and

HCI has been conducted to help develop algorithms to assess families or in partnership

with child welfare agencies [1, 12, 129, 165, 199], these suspicions seem justified. In-

stead, participants suggested specific ways researchers could better work in solidarity

with communities. For example, participants suggested using data about families who

have successfully fought child welfare to produce strategies and suggestions for other

impacted families to do the same. Others suggested using data to help parent advocates

verify or disprove negative and/or erroneous claims that child welfare agencies make

about parents.

Participants suggested using data to evaluate the child welfare system

and the people who work in it, including reporters of alleged abuse, foster parents

and homes, child welfare workers, agencies, interventions, services, etc. Participants
11To reiterate, we told participants that our study was being conducted and funded independently

from any agency.
12The lead author especially appreciates this personal confrontation to push his thinking and work in

the right direction.



64

said administrative data collected on families reflect more on child welfare and other

governmental systems than they do on individual parents. P1 said, “if you’ve had 6 open

cases, that means [child welfare has] had 6 times where we weren’t helpful to a family.

It’s measuring the system... It doesn’t tell us anything about the people.” Participants

thought that data and data-driven tools (such as PRMs) should be used to assess harms

caused by child welfare and help communities push for change. P10 said, “it doesn’t make

sense at all to me, why high or low risk is even what anyone thinks is being predicted...

[PRMs] could just as easily be measuring the extent of racism, the extent of surveillance.”

This hearkens back to Roberts’ [58] call to “measure the extent of community damage

caused by the child welfare system.” For example, data-driven tools could be used to

evaluate child welfare workers, like they have been used on other street-level bureaucrats

[219].

Participants suggested designing an algorithm for mandated reporters to

recommend whether and where to make a report. P19 said such an algorithm

should address the following questions: “Is this something I should make a call on? Is

this something I should reach out to a prevention agency or agency that could possibly

service the family prior to just calling it into [child welfare]?” P14 and P19 said the goal

here is to reduce the number of families in the system, either by recommending not to

report or rerouting calls somewhere else.

Participants suggested using PRMs to allocate resources, but some wor-

ried this would expand surveillance and stigmatization. Although many par-

ticipants said PRMs should not be used for coercive interventions, e.g. investigations

or home removals, some suggested using PRMs to connect families to resources and

services. P2 said, “what I would want to see in the future is using these tools to decide

on resource allocation, like who should have priority for access to services; instead of

starting an investigation, more framing it from a more positive and supportive side.”

Specifically, participants wanted more direct assistance to help with childcare or allevi-

ate poverty, which many viewed as a common root cause of neglect and abuse (which

is backed by prior work [220]). P7 said, “the goal would be to... have finances available

to support families in need as a preventative measure, or housing, or employment, or...

medical services” or even something like “Supernanny [to] go into homes and be there to

help the family.” Beyond individual assistance, some participants suggested community-
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or neighborhood-based approaches [221, 222]. P1 suggested to “use data to find the top

3 zip codes where child protection is involved and get some of our local Fortune 500

companies to create living wage jobs in those zip codes.”

However, participants also worried that expanding services provided by child welfare

or connected to child welfare through mandated reporters would expand surveillance and

place a stigma on families.13 P15, a caseworker, said, “those who... have more contact

with systems... are the ones who get reported on constantly.” P1, a private child welfare

worker, said, “people can’t ask for help without a report.” P33, a parent, said, “[PRMs]

put a stigma on people themselves... You know, it’s not like anybody’s saying, ‘Well, I

want my significant other to run out and leave me with the child by myself and I struggle,

so I had to get on welfare.’ ... Basically to survive, I get a stigma.”14 P20, a parent, said

this leads “communities [to] hide in their struggles [rather] than say they need support or

reach out for needed resources.” Prior work describes this tension where families want

more supportive resources but fear more child welfare intervention [40, 223, 224]. Recent

work shares our participants’ fear that PRMs used to allocate services will “[sweep]

into the carceral net low-risk individuals who previously would not have been on the

government’s punitive radar at all” [39, 62]. Empirical work suggests that PRMs which

use data on public services may lead to over-surveillance of Black families [1]. Some

participants worried about using PRMs for “preventive services,” which are services child

welfare agencies offer to prevent child maltreatment or future child welfare involvement

[225, 226, 227, 228]. Recent work [39] suggests that PRMs will increasingly be used

for preventive services, due to funding from the newly-enacted Family First Prevention

Services Act (FFPSA), early examples in New York and Pittsburgh to look to [39, 211,

212], and to avoid criticism like that of PRMs used for screening or investigations [20].

P14, an administrator, confirmed their agency is doing exactly this: “The [FFPSA] is...

requiring a lot more evidence-based preventive services... One of the things that [our

agency is] looking at is ‘What about primary or secondary prevention?’ In Allegheny

County, they have another... preventive risk modeling tool called Hello Baby” [212].
13Some participants advocated for getting rid of anonymous (or all) mandated reporting to decrease

the chances that assistance would lead to child welfare intervention.
14P14 suggested that this may be a problem of semantics, suggesting that replacing ‘high risk’ with

‘high need’ might make communities more comfortable. However, other participants said they would
be uncomfortable with any label from a PRM.
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3.5.3 Guidelines for mitigating harms of PRMs

As stated in Section 3.5.1, most participants opposed current PRMs. Yet, many said

that if these tools were to continue being used, they would like more guidelines around

their use and design to reduce harms.

Participants wanted stricter rules on how data and PRMs can and cannot

be used, so that data collected, or tools designed, for one purpose do not end up

being used for another purpose. P2 said they “would like to see some sort of policies

to be put in place that would prevent tools like this being misused in the future... [and]

really strict guidelines about how we can use these tools.” For example, local governments

could implement legislation like Community Control Over Police Surveillance (CCOPS),

which requires elected representatives to approve any government data or surveillance

technologies (including PRMs) [229]. Some participants said PRMs should not be used

for placement decisions nor day-to-day decisions in general.

Participants said PRMs should be evaluated before and regularly after

deployment. One big reason agencies have said they use PRMs is to mitigate workers’

biases and address racial disparities in the system. Our participants suggested evaluating

PRMs on whether they actually do this. Recent work suggests this, as well [154, 230].

See, for example, prior work auditing PRMs [1, 112]. However, P6 thought that evaluat-

ing whether algorithms help or harm may be difficult, especially if overall group effects

such as racial disparities are improved, but individual families are harmed more. Future

work on auditing algorithms should clarify how best to measure group and individual

impacts.

Participants wanted more impacted families involved in child welfare pol-

icy and technology decisions. Participants recommended that involving communities

to make decisions and set policies can help mitigate biases at the unit- or agency-level.

P14, an administrator, said, “I think that families are the experts of their own, par-

ticularly even youth.” P23, a parent, said, “we have to be part of the language that’s

controlling and setting the laws and that’s... happening at every level of engagement for

our families.” Roberts [58] argues to shift control of child welfare to Black families,

specifically. Participants said families should be more involved around how new tech-

nologies are used and created. P14 said, “if you’re developing anything, [it] needs to

be community-led and... family led.” P29 said, “those that are creating [PRMs] should
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also be diverse and really reflect the communities that will be impacted by it, so that

they’re thinking... intentionally.” P22 said that PRMs might help make more equitable

decisions “if they understood parents more.”

Participants said PRMs evaluating families should at least include data

on child welfare, reporters, workers, foster parents or homes, agencies, inter-

ventions, services, etc. P1 said, “I don’t know how you create these tools to measure

the right thing if the data that goes in doesn’t include specifically who the child protection

social worker is, what intervention they received, and at what dosage;... unless you’re

measuring the other half of the equation, it’s hard for me to imagine that you can get a

good assessment.” Prior work also suggests including intervention data in PRMs [146].

This is feasible, since data is already collected on all parts of the system except for

anonymous reporters. However, JMacForFamilies is campaigning for NY State Senate

Bill S7326 to require data collection on reporters in New York [231].

Participants said PRMs (and child welfare more broadly) should focus on

strengths, rather than deficits of families. By focusing primarily on risk factors

and predicting negative outcomes, P29 worried PRMs put families “at a deficit”. P35

worried that PRMs do not adequately “take into account the... things [families] may have

done or are doing to keep [their] child safe.” Instead, P13 said PRMs should predict

“strengths and success.” More broadly in child welfare, P14 said, “the narrative that we

think about families needs to shift, as well, to one of a strength-based... interaction.”

This sentiment is echoed in prior work, as well [113, 166].

Participants said PRMs should not use demographics nor zip codes. Par-

ticipants worried PRMs using zip codes and demographics (which are correlated with

race and class) would justify discrimination of poor and Black families. Participants

said using demographics was not new to child welfare. For example, P12 said, “right

now without using data analytics, they’re still looking at your age, they’re still looking

at your zip code.” Yet, PRMs justify this practice. Participants said using zip codes

and demographics was disciminatory because these factors were irrelevant to parental

(un)fitness. P28 said, “it is unfair to say ‘because I live in this neighborhood, that must

mean I’m a shitty parent’... It’s unfair... to say ‘6 out of 10 of my neighbors had had

[a child welfare] case, so it’s most likely I’m gonna have [a child welfare] case’.” P26

said it “makes no sense” to use “your demographics, or past somebody else’s history to
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determine whether you’re a fit parent... because life is unpredictable.” Prior work argues

people are unpredictable [232].

Participants said PRMs should not automate child welfare decisions. P17

said, “[full automation is] too much power, it’s too much impact, and 99.9% of the time,

[the PRM] fails.” P6 pointed out a tension between automation versus worker bias: “I

don’t... believe that we should just hand the entire decision-making process over to a

tool... [But] if we allow a caseworker to override the tool’s guidance... then is that just

sort of a form of bias in itself?”15 Prior work has also grappled with this tension: some

argue humans in the loop often make biased decisions [106, 154]. Others argue more

automation can worsen disparities and decision quality [1, 20, 213].

3.5.4 No-tech and Low-tech Alternatives to PRMs

Participants suggested changes they thought would better address many of the problems

motivating the use of PRMs, particularly which do not require AI-based technology (low-

tech) or require no technology at all (no-tech).16

Participants suggested improving hiring, training, working conditions,

and team-based decision-making instead of PRMs. First, participants said im-

proved hiring practices would improve decision-making and alleviate biases, instead of

using PRMs. Some said agencies should be more selective about who they hire; P24,

a parent, said, “they need to stop hiring workers who just come out of college that don’t

have no children or have real life experience.” Some also thought hiring more diverse

workers could decrease racial biases.17 Second, participants said child welfare agen-

cies should improve supervision, especially of young or inexperienced workers (which

is common in child welfare [233]). Third, participants said team-based decision-making

(especially diverse teams) could alleviate workers’ individual biases. Fourth, participants

said agencies should improve worker training. Finally, participants said agencies should

improve working conditions, such as giving workers more time to make decisions, reduc-

ing caseloads, and increasing pay. This is important, since high case volumes have been
15Automation is not all or nothing: forms of ‘soft automation’ include agencies mandating or pres-

suring workers to follow PRMs [1, 12].
16We borrow “low-tech” and “no-tech” from Baumer and Silberman [161].
17Though, some prior work argues that diverse or “culturally-sensitive” workers do not resolve racial-

ized harms or discrimination [58].
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a motivation for PRM use.18 Participants also suggested smaller caseloads would reduce

turnover, which would help retain workers who were hired and trained properly and

reduce the number of new, inexperienced workers. P16, a retired administrator, said,

“I have always found that workers that were well-supported —and whatever that means

to them, not as the administration defines— can be very helpful in the longevity and

the decreasing of turnover.” P19 said PRMs should be unnecessary: “if you’re a good

social worker, you already know which one of your cases are more high risk and how

to prioritize those cases.” P26, a parent, said, “[child welfare] staff needs to be trained

better, paid better, and maybe if they had happy workers, they care about their job and

what they do.”

Participants wanted policy and legislative changes instead of PRMs. Par-

ticipants said a lot of systemic biases in child welfare are caused by laws and policies. For

example, P20 said many old laws “harm families, or target low-income Brown and Black

families.” In order to address systemic biases, participants recommended changing these

laws. Participants suggested changing mandated reporting laws. P26 suggested repeal-

ing laws and policies, like the Adoption and Safe Families Act (ASFA) [234]. These echo

growing movements to repeal ASFA [235] and change mandated reporting laws [231]. P4

also said they want new funded mandates to get resources to communities and address

systemic problems.

Participants suggested giving money directly to communities instead of

spending it on child welfare services or PRMs. P12 said, “the people making

[PRMs]... financially benefit,... where this money could be set to pay for housing and

other basic needs.” For example, PRM developers in Allegheny County were paid over

$1 million [141]. Beyond development costs, participants also noted ongoing training

and maintenance costs. P13 said, “How much it’s gonna cost to train... the child pro-

tection workers [to use PRMs]... is also money that’s being taken away from families.”

Allegheny County also hired specific employees (“Data Entry Specialists”) to help with

data entry for their PRM [71].

Participants proposed using diagnostic checklists and practice models in-

stead of PRMs, but others said these low-tech tools had their own problems.
18For example, Putnam-Hornstein said Allegheny County created the Family Screening Tool [71]

because they “were fielding significant volumes of calls... and they were trying to figure out whether
they could use data” to address this [19].
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Some suggested using diagnostic checklists (e.g. SDM [128]) or practice models (e.g.

SofS, SOP [170]) instead of, or alongside, PRMs to alleviate workers’ individual bi-

ases and improve decision-making. P1 suggested “integrating things like Signs of Safety.

There are practice models... that help [workers] explore some very concrete, specific ques-

tions that help force them not to just make decisions based on their own hunch.” However,

other participants said these low-tech tools had built-in biases (see [236]) and workers

frequently manipulate them (against their training) to produce any desired output.19

Some said diagnostic checklists could be used better if workers were better trained and

held accountable to follow the training. Other participants thought tools should spur

thought and nudge workers towards good decisions, not predict bad outcomes or give

specific recommendations. P17 praised the Columbia-Suicide Severity Rating Scale (C-

SSRS) [237, 238]: “There are some yes or no answers and it’s not about ‘Oh, I want

to get this kid 5150ed,’20it’s seeing what is the next step with a *thought*. So if I have

information, then I use my *brain*, if I’m a human behind it. And I’m not the only

one making this decision: I’m with a team.” Finally, some participants saw PRMs as a

repeat of diagnostic checklists. When presented with a list of pros and cons to PRMs,

P16, a retired administrator, said, “all these things you have up here are just the same

sort of precursor work they did for [SDM] before it came into play. It’s no different...

and in child welfare things tend to cycle back, probably, you know, decade on, decade off,

decade on. So I’m just very curious about what’s bringing this up again.”

Some participants suggested abolishing the child welfare system and start-

ing anew. However, participants’ thoughts on abolition were varied. At the end of one

workshop, all four participants (all child welfare workers) agreed that abolition would

be the best solution. At the same time, a number of impacted parents who were very

critical of the system said they did not think it should be abolished, but that it should

be heavily reduced and reformed. Views on PRMs and abolition were also interestingly

varied. P33 suggested that child welfare should be reformed, but that PRMs should be

abolished completely. P30 and P31 said to abolish child welfare, but not PRMs: “I agree
19P5 said, “I was trained... using Signs of Safety and SOP and saying, ‘Well I may see this risk

but I’m seeing protective factors that I think mitigate that, so I’m going to override [SDM] and not do
that.’... But in practice, that’s bullshit. I will override to make a 10-day an IR [Investigative Response]
all the time.”

205150 is involuntary hospitalization of someone with suicidal behavior. P17 uses this as an example
of a label or recommendation a tool could give.
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with tearing the system down. I just think that there’s a place for the tools.” P4 said

that regardless of whether or not child welfare is reformed or abolished, these are longer

term changes and PRMs could help in the short term. See [58] or [40] for more on child

welfare abolition.

3.6 Discussion

Here, we review novel suggestions and broader themes in Section 3.5, argue against

the use of PRMs in child welfare, compare our study’s approach with prior work, and

highlight the suggestion to work in solidarity with impacted communities in the future.

Against predictive algorithms in child welfare.

Our participants gave more novel suggestions and critical feedback than in prior partici-

patory work with impacted communities and workers in child welfare [1, 12, 13, 14, 165,

199]. For example, Brown et al. [165] suggest their participants’ “general distrust in the

existing system” (which they somewhat vaguely describe as “system-level concerns”) led

to “low comfort in algorithmic decision-making,” and suggested these problems could be

improved through “greater transparency and improved communication strategies.” Most

of our participants also had “low comfort” in PRMs: They did not want them to be used.

In Section 3.5.1, our participants said PRMs would reify existing tendencies to punish

instead of support poor, Black, and other marginalized families, and solidify existing

power imbalances in child welfare. Even if there are problems with PRMs, proponents

argue for their use because they are better than any alternative, i.e. diagnostic checklists

or nothing [21]. In Section 3.5.4, however, participants gave low- and no-tech alterna-

tives to address the problems motivating the use of PRMs: improved hiring, training,

and working conditions; law and policy changes; giving money to families instead of

child welfare; and giving communities control of child welfare. Overall, our participants

thought PRMs are “doing more harm than good” and could be “replaced by an equally

viable low-tech or non-technological approach;” thus, we argue that PRMs should not

be used at all [161].
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Mitigating harms of PRMs.

Our participants also gave suggestions to mitigate the harms of PRMs (likely because

they knew the above arguments are unlikely to stop agencies from using them). These

suggestions largely differ from standard approaches to “trustworthy” AI. For example,

participants did not ask for “greater transparency” around PRMs: They asked for regu-

lations around how PRMs can and cannot be used, better evaluations of PRMs’ impacts

on communities, and more decisions about PRMs being made by impacted communities.

Participants suggested that “improved communication” would not help either: although

P14 suggested calling PRM labels “high need” instead of “high risk”, many participants

said that it matters more who is giving the labels (child welfare agencies) and what they

are doing with them, e.g. surveillance instead of support.

Agreement between workers and parents.

Critiques of PRMs and child welfare did not come only from parents, but from workers as

well. This is surprising, because some described conflict between parents and workers.

P32 said, “many of the white social workers have no knowledge of the suffering that

goes on in the lives of the individuals they serve and cannot relate to their struggle.”

However, our worker and parent participants often agreed, and workers criticized child

welfare more than we expected. While this may be a result of self-selection bias, we

believe it reveals a subset of child welfare workers (not all of them) who work in child

welfare despite seeing how harmful it is to families (cf. [60]). These workers may be

important accomplices for impacted communities organizing for change.

Why is it important to work with impacted stakeholders in child welfare?

For one, impacted stakeholders may generate ideas which researchers may not, due to

lack of contextual knowledge or differing lived experiences. Many suggestions in Sec-

tion 3.5.2 include these kinds of new design ideas. For another, impacted community

perspectives are important in their own right, regardless of their value for novel research.

Even when participants’ suggestions are at odds academic work —e.g. participants sug-

gesting PRMs not use demographics, while prior work [95] suggests using demographics
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to mitigate disparities in PRMs,— these suggestions are important because they re-

flect impacted stakeholders’ perspectives. The general call to incorporate perspectives

of impacted stakeholders into the design process [163, 182] is heightened by the fact

that the algorithms we focus on are used by governments which are accountable to the

public [14, 165, 166, 190, 199]. If governments do not participate with impacted com-

munities before they implement new technologies, they risk harming these communities,

facing public scrutiny, or losing legitimacy [25, 164, 190, 239]. Arnstein’s Ladder of

Civic Participation [240] organizes participatory governance into levels of community

involvement and empowerment. Lower levels involve consulting impacted communities

on specific choices in later stages of development, but restricting communities’ power to

control whether public projects are implemented at all (which may verge on “pseudo-

participation” [241] or even “participation-washing” [189]). Higher levels include em-

powering communities to negotiate the scope of public projects. Our work lies higher

than prior work on Arnstein’s Ladder [240] in terms of scope, because we asked par-

ticipants whether PRMs should be used in the first place, whereas prior work did not

[1, 12, 13, 14, 165, 199]. However, prior work may have been limited in what kinds of

choices they put “on the table” for stakeholders, because they worked with child welfare

agencies, which are either mandated to use, or have already chosen to use, algorithms

[129, 187]. Yet, by working with child welfare agencies, prior work may have more in-

fluence over the design and use of algorithms (albeit in constrained ways). In our work,

by contrast, we had more freedom to ask participants more basic questions about PRMs

because we worked independently from a child welfare agency. Yet, child welfare agen-

cies have no reason to listen to our suggestions. Thus, by Arnstein’s measure [240], our

work may not redistribute power to communities as much as prior work, because (by not

working with a child welfare agency) we do not have much power to change child welfare

policy on our own. This highlights not only tradeoffs in working with government agen-

cies, but also the importance for researchers to collaborate with workers’ and community

groups who can apply power to influence agencies, while maintaining independence from

agencies.
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Work in solidarity with impacted communities.

Finally, our participants also suggested that researchers work in solidarity with impacted

communities, even to oppose child welfare agencies. This may have been overlooked in

prior work because they centered public agencies. For example, Brown et al. [165] ask

“What can researchers and designers working in partnership with public service agencies

do... to raise comfort levels among affected communities?” then answer: “Facilitate...

positive relationships between child welfare workers and families.” Yet, if researchers

only encourage positive relationships, we may alienate people who have been harmed by

child welfare and do not want to stay positive. We should follow our participants’ sug-

gestion and work with impacted communities as “academic accomplices” [242], whether

that means evaluating child welfare and workers, getting data in the hands of impacted

communities (which is not always easy [39, 114]), designing tools to recommend man-

dated reporters not to report, joining with parents and advocates to fight against child

welfare agencies, or advocating for (non-technical) systemic changes. As groups like

JMacForFamilies [231], Movement for Family Power [243], the upEND Movement [244],

and Rise [245] exemplify, impacted communities have been organizing themselves. Our

participants suggest we work with them.
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ID CW Personal or Job Experience Q1 Q2
P1 ED of private CW agency; former foster youth NA Yes
P2 PhD student studying public algorithms NA No
P3 Attorney (family law & ICWA) NA No
P4 DHS licensor Yes Yes
P5 CW worker NA Yes
P6 PhD student studying public algorithms NA No
P7 CW management NA Yes
P8 Teacher (mandated reporter) NA No
P9 CW worker; lecturer NA Yes
P10 Attorney NA No
P11 Psychologist; attorney NA No
P12 Impacted parent Yes No
P13 ED of private services agency NA Yes
P14 CW administrator Yes Yes
P15 CW worker No Yes
P16 CW administrator No Yes
P17 MFT therapist; transracial adoptee No No
P18 - - -
P19 CW worker No Yes
P20 Impacted parent; ED of parent advocacy group Yes No
P21 Impacted parent; assistant editor Yes No
P22 Impacted parent; parent trainer Yes No
P23 Impacted parent; parent advocate Yes Yes
P24 Impacted parent; parent advocate Yes Yes
P25 Impacted parent; parent advocate Yes Yes
P26 Impacted parent NA NA
P27 Impacted parent; parent advocate Yes Yes
P28 Impacted parent; parent advocate trainer Yes Yes
P29 Perinatal social worker No Yes
P30 CW field director; academic faculty Yes Yes
P31 CW project manager No Yes
P32 CW worker Yes Yes
P33 Impacted parent NA NA
P34 Impacted parent; parent advocate Yes Yes
P35 Impacted parent; parent advocate Yes No
P36 Impacted parent; parent advocate NA NA

Table 3.1: Participants’ personal or job experiences with child welfare (CW). Q1 was:
Have you ever been investigated by a child welfare agency? Q2 was: Do you have child
social work experience or education? We did not explicitly ask participants about more
personal experiences to avoid harmful disclosure (see the appendix) [4]. We omit P18’s
responses, since they participated in only part of a workshop.
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Section Participants’ Suggestion
Harms of PRMs
(Section 3.5.1)

PRMs reinforce child welfare’s punishment, undersup-
port, disempowerment of families
PRMs perpetuate existing biases and racism in child
welfare

Data & design
beyond PRMs
(Section 3.5.2)

Researchers & designers should work in solidarity with
impacted families (to oppose child welfare)
Use data to evaluate child welfare, workers, reporters,
interventions, etc
Technology to recommend mandated reporters when
not to report & where to reroute calls
Use PRMs to allocate resources (but not if this ex-
pands surveillance)

Mitigating PRM
harms
(Section 3.5.3)

Strict regulations on how data & PRMs can & cannot
be used
Regular evaluation of PRMs before & after deploy-
ment, especially on racial biases
Give impacted families more control over child welfare
policy, data, & technology decisions
Include data on child welfare, workers, reporters, in-
terventions, etc in PRMs
Do not use demographics nor zip codes in PRMs
PRMs (and child welfare more broadly) should focus
on strengths, rather than deficits
Do not fully automate child welfare decisions

Low- & no-tech
alternatives to
PRMs
(Section 3.5.4)

Improve hiring, training, working conditions, & team-
based decision-making
Make policy & legislative changes to address systemic
harms
Give money directly to families instead of spending on
child welfare or PRMs
(Maybe) use diagnostic checklists & practice models
instead of PRMs
Abolish the child welfare system

Table 3.2: Summary of participants’ suggestions presented in Section 3.5.



Chapter 4

“If This Person is Suicidal, What Do

I Do?”: Designing Computational

Approaches to Help Online

Volunteers Respond to Suicidality

Content warning: Throughout this chapter, we will discuss suicidality, including sui-

cidal intent, methods, planning, crisis, attempts, injury, and death.

In the previous two chapters, we explored how algorithmic decision-making systems

are used in the child welfare system. We found that these systems may perpetuate

significant harms, especially to vulnerable parents and families. These chapters prove

negative examples of how AI-based systems should be used in social domains. Here, we

consider a new application domain: suicide prevention and online mental health. In this

chapter, we continue to explore questions raised in the last chapter around how and where

in the design pipeline we should incorporate the perspectives of impacted stakeholders.

Yet, rather than looking back and offering these perspectives on technologies that have

already been built and deployed (in child welfare), we provide a more forward-looking

approach. In this chapter, we explore how we should determine whether AI-based

technologies should be designed and deployed in online suicide prevention

and mental health support in the first place?

77



78

4.1 Introduction

Prior research on suicidality online has centered people who seek support for suicidal

distress (e.g., [65, 246]), with little work about people who provide support, such as vol-

unteer counselors and moderators. Suicide prevention research in HCI and related fields

has focused on creating technologies –especially AI-based ones– to supplant, rather than

assist, people who provide suicidality support, such as chatbots to automate counseling

[73, 74, 74, 75, 76, 77, 247, 248, 249] or mass moderation tools like suicide detection

technologies [56, 246, 250, 251, 252, 253, 254, 255, 256]. However, little work has been

done to evaluate these computational approaches in their capacity to assist human in-

frastructures [257] for online suicide prevention. Our work aims to fill this gap, in order

to better understand the perspectives and needs of people who support suicidal people

online.

We interviewed 11 volunteer counselors on an anonymized online site where mental

health peer support is provided, but suicidal talk is prohibited. Prior work speculates

that people may still seek support for suicidality on sites which restrict suicidal talk

[64]; a preliminary aim of our work was to verify this claim and understand how these

restrictions affect online suicidality support. We conducted our study in two phases:

In Phase 1: Semi-Structured Interviews, we asked participants open-ended ques-

tions about how they respond to suicidality on the site and conducted Mock Chats

where participants role-played text conversations with an author who assumed the role

of someone seeking support for different severities of suicidality. In Phase 2: Design,

we conducted a Speed Dating design activities with participants, presenting computa-

tional design concepts around training, real-time guidance, emotional preparation and

support, and suicide detection.

Organization of Paper & Summary of Findings. Our paper is organized as

such: Section 4.3 provides an overview of related work, background, and methods rele-

vant to the entire paper. Then, specific related work, methods, and results are divided

between Phase 1 in Section 4.4 and Phase 2 in Section 4.5.

From Phase 1, we find that people seek support for various kinds of suicidality, which

many volunteer counselors are unprepared for (Section 4.4.3). Participants could distin-

guish between different kinds of suicidality in mock chats (Section 4.4.3), but individuals
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responded very differently to similar severities of suicidality (Section 4.4.3). Many did

so in direct opposition to the site’s prohibition on suicidal talk, fearing that ending a

chat and recommending a hotline would harm suicidal support seekers (Section 4.4.3).

In part because of the site’s restrictions on suicidal talk, participants took on personal

responsibility and emotional burdens when deciding how to respond to suicidal support

seekers (Section 4.4.3). We highlight design opportunities uncovered from Phase 1 in

Section 4.4.4.

Section 4.5 then highlights design activities we conducted in Phase 2 to address these

design opportunities for online suicide intervention and support. We find that partic-

ipants wanted more training from mock chats with a suicidal virtual patient chatbot

(Section 4.5.3), real-time guidance from trained support staff (Section 4.5.3), and more

emotional preparation and support (Section 4.5.3). However, participants worried about

professionalized support staff, since some suicidal support seekers come to the site to

avoid medicalized healthcare (Section 4.5.3). They also disliked AI-based technologies

for real-time guidance and suicide prediction, for fear they would be used to limit vol-

unteers’ discretion and worsen support provided on the site (Section 4.5.3). Our results

suggest that:

1. HCI and computational fields that study suicidality should focus more on im-

proving online human care infrastructures for suicidality support than creating

technologies to automate suicide prevention, because online peer support has the

potential to provide healthcare to suicidal people who cannot or do not want to

access medicalized systems (Section 4.6.1).

2. Technologies commonly proposed for real-time support, such as suicide detection

technologies or conversational agents for live suggestions, may be misaligned with

the needs of online volunteer counselors. Although suicide detection technology

may help inexperienced volunteers, our participants could assess suicidality with-

out it and worried more about predictive technologies being used to restrict their

autonomy. Rather, participants wanted to use AI-based technologies for training,

e.g., conversational agents to simulate suicidal support seekers to create low-stakes

practice conversations (Sections 4.6.2 & 4.6.2).

3. Online sites should reconsider restrictions on suicidal talk on their platforms. These
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restrictions can restrict online safe spaces for suicidal people and burden online

volunteers and bystanders when suicidal people seek support in restricted places

(Section 4.6.2).

4.2 Related Work

4.2.1 Online Suicidality Support

Online sites for mental health provide spaces for users to listen to one another, offer en-

couragement, support, or try to send resources. Online sites can support specific mental

illnesses like depression or PTSD [51, 258]. We examine online spaces for suicidality

support. Most prior work has only focused on suicidality support in online spaces that

are dedicated to suicidality, like message boards for suicidality [65] or subcommunities

on social media sites like Reddit [53, 56, 246]. Tchese sites offer spaces where users

can listen to one another about their suicidality, share information that helps normalize

suicidality and combat stigmatization [259], and send encouragement and resources for

people who struggle with finding support in offline spaces. Support presents differently

based on the site: forums like r/SuicideWatch provide semi-public group support; sites

like 7 Cups or TalkLife provide one-on-one conversations between a volunteer counselor

and a support seeker, or group sessions with many support seekers.

Prior work presents a mixed picture of how these sites affect suicidal people. Some

warn that these spaces encourage online volunteers without professional training, who

may not be able to provide adequate support to suicidal people [64]. Further, online

sites dedicated to suicidality support could expose users to content about suicide that

could increase suicidal ideation [260]. Some suggest that online spaces could proliferate

contagion effects and too-detailed information about suicide methods [54, 65, 66]. In

contrast, other research suggests that online spaces can provide community for suicidal

people, which helps to assuage suicidal distress [53, 54, 55]. Online sites offer safe spaces

for marginalized groups like trans people [261]; we aim to explore whether they could

serve as a safe space for suicidal people, as well.

Prior work on online suicidality support communities overlooks two important as-

pects of suicidality support online. First, as Pendse et al. [257] suggest, “little work

has been done to understand the experiences and needs of the individuals who power
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or support technology-mediated mental health support,” like helplines or online men-

tal health support platforms. Pendse et al. [257] address this by interviewing mental

health helpline volunteers in India about their experiences. They call this the human

infrastructure of these services, including labor, responsibilities, and emotional burdens.

Our work similarly explores human and technological infrastructures for mental health

support (specifically suicidality) and similar themes of burdens, responsibilities, and la-

bor practices. However, our study differs in that our research site is online, informal,

non-medicalized, run by volunteers who are largely not professionally trained, and we

focus specifically on suicidality. Pendse et al. [257] focus on helplines, which are offline,

more formal, more medicalized,1 services that provide support for some suicidality but

mostly other forms of mental distress.

Secondly, our study differs from prior work in that we study suicidality support in a

space that is not dedicated to providing suicidality support and actively tries to prohibit

it. Many, if not most, online platforms restrict how users talk about suicide. For example,

TikTok prohibits content that advocates for suicide [262]; Facebook recommends users

to report suicidal talk [253]; 7 Cups and TalkLife prohibit all suicidal talk [263, 264];

and most subcommunities on Reddit redirect suicidal people to r/SuicideWatch, one of

few online spaces dedicated to supporting suicidal people where talking about suicide is

allowed [53]. Yao et al. [64] suggests that platforms justify restricting suicidal talk due to

liability concerns, lack of adequate support for suicidal people,2 and risk of harm to other

users and volunteers. To our knowledge, Yao et al. [64] conduct the only prior empirical

work on online restrictions on suicidal talk (albeit briefly and not as the central focus

of the study). They speculate that suicidal people seek support online despite policies

prohibiting it. However, it remains unclear how platforms’ restrictions impact people

who seek support online for suicidality and the people who provide them support — the

latter of which is the focus of our work.
1To clarify, Pendse et al. [257] characterize helplines in India as “informal healthcare services.” We

characterize them as more formal and more medicalized (than our research site), because helplines
connect directly to “a broader network of mental healthcare” [257] and because helpline volunteers get
considerably more training than online volunteers on our site.

2For example, TalkLife and 7 Cups justify restricting suicidal talk because they say volunteers are
not trained to support suicidal people [263, 264].



82

4.2.2 Computational Approaches to Mental Health & Suicide Preven-
tion

Suicide Detection Technologies

Suicide detection technologies have largely been used for content moderation and suicide

gatekeeping online. Some technologies use deterministic matching to monitor online text

for keywords or phrases, such as the Samaritans Radar Twitter plug-in [254]. Many

technologies use machine learning (ML) to predict suicidal behavior and ideation based

on social media data [56, 246, 250, 251, 252]. For example, since 2017, Facebook has

used ML-based tools to “identify possible suicide and self-injury content,” which may

then then alert moderators who can intervene by sending resources or contacting “local

authorities” [253]. This adds to Facebook’s existing infrastructure which allows users

to flag their Facebook friends as possibly suicidal, which could similarly be reviewed by

moderators [253]. ML-based suicide prediction models have also been used to triage calls

to suicide hotlines (e.g., Crisis Text Line) [255] and assist clinicians in medical settings

[256].

In the context of our study, prior work on suicide prediction technologies suffers

from two limitations: First, it often flattens suicidality and does not conceptualize it

as a complex, varied range of experiences. Almost all prior work on suicide prediction

models uses binary outcomes or binned risk scales (e.g., low, medium, high). More

recent work has proposed methods for labeling more descriptive risk and protective

factors related to different kinds of suicidality [56]. While an improvement on binary

classification, it still does not adequately recognize the fullness of suicidality. This is

likely due to data constraints that make it technically difficult currently to train a model

to distinguish between different severities of suicidality, e.g., ideation versus crisis [256].

A second limitation of suicide prediction technologies is that they put too much emphasis

on preventing the act of suicide, rather than on supporting the person experiencing

suicidality. Suicidal people often experience longer-lasting suicidal ideation that escalates

from passive ideation to a point of crisis [265]. Yet, people who experience suicidal

distress that does not entail immediate risk of suicidal self-harm have been overlooked

in prior work on technologies for suicide prevention. Instead, we argue that supporting

suicidal people across the spectrum of suicidality is important, not only to prevent
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suicide, but also to deter suicidal distress from worsening and to help people “live well

with the desire to die” [266]. In contrast, our work further probes at the potential

of these technologies to support volunteer counselors in identifying and responding to

suicidality.

4.2.3 Conversational Agents for Mental Health Support & Suicide
Prevention.

Conversational agents have been used to deliver therapy and emotional support to people

experiencing mental distress for at least a decade [73, 74, 75, 76, 77], and are increasingly

called to do so with the advent of ChatGPT and other large language models [267]. For

example, Fitzpatrick et al. [74] created an automated text-based conversational agent

(‘Woebot’) to deliver cognitive-behavioral therapy (CBT). Fully automated conversa-

tional agents like these can expand care to certain people who may not want to talk

about their mental distress with a human. For example, Lucas et al. [77] suggest that

veterans may be more likely to disclose mental distress to chatbot than a person. How-

ever, fully automated conversational agents can also make errors which can be harmful,

especially to vulnerable support seekers. For example, in an experiment with a fake

patient, a conversational chatbot created with GPT-3 told a fake patient they should

kill themself [249].

Recent work has suggested using chatbots to assist human counselors. For example

Sharma et al. [247, 248] created chatbots to support human-AI collaboration for counsel-

ing, where their chatbot suggests more empathetic responses to volunteer peer supporters

on TalkLife. In an evaluation study, they suggest that their chatbot increased empathy

in peer-to-peer conversations, especially for peer supporters who previously expressed

difficulty offering empathetic responses. Human-AI collaboration may not completely

ameliorate problems with using chatbots in counseling. For example, after deploying

a conversational chatbot to give suggests to volunteer counselors on the peer support

platform Koko [268], researchers suggested that support seekers responded worse to peer

support once they learned it was co-created with chatbot suggestions, because they felt

uncomfortable with “[s]imulated empathy” [269].

Finally, Demasi et al. [270] explore the use of chatbots to assist in suicide preven-

tion, specifically in a suicide hotline. They argue that a “chatbot clearly cannot safely
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and thus ethically take on a counseling role;” instead, they created “Crisisbot,” a con-

versational chatbot that simulates a suicide hotline visitor in order to train (human)

hotline counselors on mock conversations [270]. Crisisbot was created with text from

real hotline conversations to create multiple personas, to mimic the diversity of stories

and experiences that support seekers call a hotline for.

AI-based technologies offer promising opportunities for better automating suicide

prevention, as well as potential opportunities to harm or neglect suicidal people. For

example, a chatbot used in a hotline was recalled recently because it said stigmatizing

things to people with eating disorders [26]. As stated above, suicide prediction models

focus too heavily on intervention for severe forms of suicidality, which has led to poten-

tially harmful forms of nonconsensual treatment, like wellness checks [63]. Though these

technologies risk harming suicidal people, they are the most prominent approaches that

prior work has offered for suicide prevention. Thus, a major goal of our study is to eval-

uate the efficacy of these technologies in helping volunteer counselors support suicidal

people.

4.2.4 Training

Many evidence-based therapies exist for treating mental disorders (and mental disorders

associated with suicidality) as documented in lists compiled by the American Psychology

Association’s Division [271], the National Institute for Health and Care Excellence [272],

and the National Institute of Medicine [273]. Traditionally, the delivery of treatment

for mental disorders requires well-trained, licensed counselors or therapists. Training

of counselors is expensive and often has limited reach. Across many domains, realistic

practice and tailored feedback are key processes for learning. These principles are often

the basis for training for clinical skills, where therapy sessions with real clients or role-

play simulations are supplemented with coaching by a trainer. For example, didactic

training workshops for both motivational interviewing and cognitive processing therapy

are more effective and lead to better therapist performance when coupled with person-

alized feedback and coaching [274, 275]. Increasingly, digital and self-guided training is

being used for counselor training across a wide range of therapeutic models [276, 277].

Online support and task shifting, in which lay workers deliver care typically adminis-

tered by licensed health care professionals, are being increasingly used to expand mental
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health care access. In particular, the U.N. recommends gatekeeper training for suicide

prevention [278], where “gatekeeper” refers to lay people who see many other people

day-to-day and can be trained to “identify persons at risk of suicide and refer them to

treatment or supporting services as appropriate” [279]. Thus, users in many online men-

tal health communities can be considered “gatekeepers.” Isaac et al. [280] suggest that

gatekeeper training positively affected the knowledge, skills, and attitudes of trainees

regarding suicide prevention.

4.3 Positionality, Data Collection, & Methods

4.3.1 Positionality: Incorporating Lived Experience of Suicidality

Critical scholars argue that, in the study of suicidality, scientific and biomedical knowl-

edge is considered legitimate while knowledge from suicidal people is overlooked [266,

281, 282]. To counteract this, they argue that we should embrace the lived experiences

of suicidal people. In this vein, we incorporate our own lived experience into the design

and analysis of our study. The author experiences regular suicidal ideation, has expe-

rienced suicidal behaviors, and has sought support online for their suicidality for many

years (though not on the particular site we study). We relied on the lead author’s dis-

cretion to make interpretative decisions, as informed by their experience. For example,

we motivated the study of how people seek support for passive suicidal ideation online

from the lead author’s personal experience seeking support online (as well as identifying

a gap in prior literature). Where necessary throughout the chapter, we note where we

especially relied on lived experience.

4.3.2 Research Site & Policy Prohibiting Suicidal Talk

We anonymize the site we researched and refer to it as “the site” or “the platform.”

The site is one of the largest online mental health support platforms in the world, where

peer-to-peer support takes place including through anonymous, text-based conversations

between a single support seeker and a single volunteer counselor. Volunteer counselors

receive minimal training when they sign up, mostly around active listening. They are

informed of the site’s policy to end a chat and send a link to a list of crisis resources
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(mostly suicide hotlines) when a support seeker mentions suicidality in any form, includ-

ing passive ideation. Volunteers receive no other training on identifying or responding

to suicidality.

4.3.3 Participant Recruitment & Demographics

We recruited volunteer counselors at the site to participate in our study. A known contact

employed by the site distributed our recruitment materials (including an interest form)

on the site. We included that the study would be about suicidality and designing suicide

support technologies in the recruitment materials, but prior experience with suicidality

was not a requirement of participation. Participation was open to all volunteers who

were 18 or older, spoke English, and lived in the United States at some point, which were

requirements from our Institutional Review Board. We stopped recruiting participants

once we reached data saturation in Phase 1 of the study.

We asked participants open-ended questions about their demographics, training, per-

sonal experience with suicide, and experience with people seeking support for suicidality

on the site. Table 4.1 contains summary statistics from these questions. Of the ten

participants who completed the demographic survey, eight self-identified as female and

two identified as male, most said they were white, Indian and Asian, and they listed

many nationalities, mostly Indian and American. This is important, because support

seekers come to the site from many countries worldwide, especially India and the U.S.

Only three had education or training on general mental health, e.g., P9 had a psychol-

ogy degree. Two said they had formal training around how to identify or respond to

suicide (e.g., hotline training) and one said they were in the process of training. Two

participants (P9 and P11) were newer volunteer counselors, with less than 100 chats

each. All other participants had been volunteer counselors for at least a year (P3 said

six or seven years), said they provided support at least once a week (some everyday),

and had other roles at the site, like as a moderator, community admin, or a verified

volunteer counselor. Six participants said they had personal experience with suicide,

two experienced suicidality themselves, and four through a loved one. All participants

said they had interacted with a support seeker who they thought was suicidal on the

site (see Section 4.4.3).
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Gender Race &

Ethnic-
ity

Nat’lity Age Mental
Health
Educa-
tion

Suicide
Train-
ing

Personal
Suicide
Experi-
ence

On-Site
Suicide
Experi-
ence

P1 NA NA NA NA NA NA NA Yes
P2 Female Indian

Muslim
Indian 22 No No No Yes

P3 Female Asian In-
dian

American 23 Yes No Yes Yes

P4 Male Indian Indian 24 No No NA Yes
P5 Female white British 18 No No NA Yes
P6 Female Southeast

Asian
Indian 23 Yes No Yes Yes

P7 Female white French 18 No Yes Yes Yes
P8 Male white Greek 22 No No Yes Yes
P9 Female white American 20 Yes Yes Yes Yes

P10 Female European French 70 No No Yes Yes
P11 Female white Italian,

US
24 No Yes No Yes

Table 4.1: Participants’ Self-disclosed Demographics, Training, and Personal
Experience with Suicide. We asked open-ended questions about demographics in a
post-survey and asked about personal and on-site experiences with suicidality during
interviews. ‘NA’ (not available) indicates that the participant did not disclose this
information.

4.3.4 Participant Harm Mitigation & Institutional Review.

We interviewed participants about suicide and other potentially difficult topics. Al-

though participants were regularly exposed to these topics on the site, we took pre-

cautions to minimize potential emotional harm. We gave content warnings and notified

them that they could stop the interview or skip any activities, especially before and after

intense talk of suicide. P7 was the only participant who skipped the crisis mock chat.

We did not ask about participants’ personal experiences with suicide in the post-survey

because asking then could be insensitive or triggering. Instead, we waited for an ap-

propriate time during the interview to ask, and gave participants the option to decline.

P5 and P6 declined. This study —including all study and recruitment materials— was

approved by the Institutional Review Board at an (anonymized) U.S. academic institu-

tion.
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4.3.5 Methods Overview

To understand online volunteer counselors’ current practices, challenges, wants, and

needs when responding to suicidal people, we conducted two phases of our study with

11 total participants. We first conducted interviews Phase 1 (Semi-structured Interviews

and Mock Chats) in September 2022, then invited the same participants back to a second

round of interviews for Phase 2 (Speed Dating and Design) from December 2022 and

January 2023. We used the results of Phase 1 to inform our design of Phase 2, as we

explain further below.

Phase 1: Semi-Structured Interviews. During interviews, we first asked partici-

pants open-ended questions about their past experiences with suicidality on the site

and in their own lives, their current capabilities and confidence with identifying and

responding to suicidality, and what they thought of how the site currently responds to

suicidality. Next, we had participants participate in mock chats where the lead au-

thor role-played a support seeker in 3 to 4 text-based conversations representing various

severities of suicidality, including crisis, high severity, low severity, borderline ideation,

and none. Finally, we asked participants a couple of open-ended design questions, e.g.,

“Can you think of two ways you would change the site to help volunteers respond to

suicidal support seekers?” See Section 4.4.

Phase 2: Design. Our research team analyzed the results from Phase 1 to iden-

tify design opportunities and generate design concepts for a Speed Dating activity.

Each participant was presented with 18 design concepts and told to evaluate them.

Participants were also asked open-ended design questions after each concept, e.g.,

“Can you think of any ideas to better support volunteers in chats about suicide?” See

Section 4.5.

4.4 Phase 1: Semi-Structured Interviews

4.4.1 Phase 1 Methods: Mock Chats

We conducted multiple text-based mock chats wherein the lead author role-played a sup-

port seeker expressing a specific severity of suicidality and participants were instructed
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to respond as if they were actually on the site. In these mock chats, we aimed to address

the following research questions:

1. Can volunteers differentiate between different suicidality severities?

2. How do volunteers respond to suicide talk at different levels of severity?

3. How should the site prepare volunteers when responding to suicidality?

See Table 4.2 for a description of each mock chat, organized by the suicidality severity

that our research team intended. Suicidality severities were defined by the Columbia

Suicide Severity Risk Scale (C-SSRS) [283]. Each interviewee participated in multiple

text-based mock chats, each depicting one of five severities. We made two different

mock chats per severity to gain generalizability, so that interviewees responded to a

severity level rather than specific language describing it [284, 285]. For each severity

of suicidality, we randomly selected one of two mock chats for each interview. The

lead author (who conducted all interviews) used their lived experience to improvise if

necessary to make the chat believable, e.g., if participants asked questions that deviated

from the pre-written scripts.

How We Wrote the Mock Chats

To combine biomedical perspectives and lived experience [282], we used examples from

the C-SSRS [283] and the lead author’s personal experiences of suicidality to write the

mock chats. For example, for a high severity mock chat, we used a C-SSRS example (“I

thought about taking an overdose but I never made a specific plan... and I would never

go through with it”), then wrote a larger scenario where the mock support seeker would

eventually say this line. We wrote a mock chat with low severity ideation based the

observation, including the lead author’s experience, that the start of daylight savings

time induces above average levels of suicidal ideation [286].

Each non-crisis mock chat was written so that the mock support seeker progressively

disclosed more severe feelings of suicidality. For example, the high severity mock chats

started with disclosure of feelings like depression or loneliness, then talk of wanting

to die, and finally talk of wanting to kill oneself. The crisis mock chats immediately

disclosed that the mock support seeker was in the process of a suicide attempt. Every
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Severity Mock Chat Description
No suici-
dality

The mock support seeker talked about feeling sad, lonely, or de-
pressed, because of a reason unrelated to suicide, e.g., a breakup.

Borderline
ideation

The mock support seeker described feeling depressed, lonely, hating
and feeling exhausted with life, e.g., “I’m trying to survive and I’m
barely doing it”. These feelings do not constitute suicidal ideation
according the C-SSRS, but are close [283].

Low
severity
non-crisis
ideation

The mock support seeker described wanting to die, e.g., “I just
wanna fall asleep and not wake up” or “I feel like I wanna fall into
a void.” The mock support seeker made clear that they wanted to
vent about having these suicidal thoughts, but were not at-risk of
ending their life, e.g., “Not like I actually wanna do that, I just get
those thoughts, but it kinda helps to talk actually.”

High
severity
non-crisis
ideation

The mock support seeker described active thoughts about ending
their life with either 1) intent but no mention of methods or plan,
e.g., “I’ve been thinking of ending it all”; or 2) methods but no
intent and no plan, e.g., “I have thoughts about overdosing, but I
never make a specific plan for how I would actually do it and I
would never go through with it anyways.”

Crisis The mock support seeker talked about imminently attempting sui-
cide, with specific plans and some intent, but also talked about a
self- or other-interruption during an active suicide attempt, e.g.,
“I’ve been waiting for my roommate to go to bed so I can go up-
stairs and end it all but he’s still up” or “I have all the stuff I need.
I just don’t wanna end up in pain.”3

Table 4.2: Descriptions of each mock chat, per its intended suicidality severity. For
extended descriptions, see the appendix.

mock chat was written to be about four to five messages in length before the mock

support seeker disclosed the most severe suicidality, then continued for several messages

to give the participant time to respond. After each mock chat, the interviewer asked the

participant how they would have responded if they were actually on the site.

We then iteratively refined the mock chats within our research team and through

pilot testing, with the goal of making them as realistic, natural, as brief as possible,

and so that the two mock chats representing the same severity level felt similar in terms

of severity, urgency, and risk. Most participants said that some elements of the mock

chat were not completely realistic (e.g., the pace of the conversation was too quick) but,
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in general depicted real conversations around suicidality that they had experienced on

the platform. For example, in describing the mock chats, participants said “I get that a

lot” or “that’s relatable” or “it’s a very common situation.” We also asked participants

more general questions about their experiences talking with suicidal people on the site in

order to verify that our mock chats depicted realistic scenarios; particularly, participants

said that people regularly come to the site seeking support for the various severities of

suicidality presented in our mock chats (see Section 4.4.3 for more details).

4.4.2 Data Analysis.

We automatically transcribed all online interview recordings, then manually reviewed

them for accuracy. The first four authors then analyzed participants’ feedback during

the Mock Chat and the Speed Dating activities separately, while also looking for com-

plementary themes or trends that surfaced between these two activities. To analyze data

collected during the Mock Chat activity, the lead author copied participants’ descrip-

tions of and responses to each mock chat into a spreadsheet, organized by the severity of

suicidality present in the mock chat. The first four authors then analyzed participants’

responses together, looking for common reactions, diagnostic techniques, and challenges

that participants brought up during their mock chats. Following each chat, participants

described how serious they thought each mock chat was. Four authors, blind to the

eliciting chat, rated participants’ descriptions randomized for each rater on a 5-point

Likert severity scale, from 1 (no suicidality) to 5 (crisis). For example, one participant’s

description was: “the [support seeker] is having a challenging time, but they have not

shown any signs of being suicidal,” which received a mean severity score of 1.25. Rat-

ings were internally consistent, with a Cronbach’s alpha of 0.89. Figure 4.1 presents the

mean of four authors’ ratings for each mock chat. Finally, we analyzed the open response

portions of each interview using a grounded theory approach [143]. Two authors openly-

coded each interview transcript independently, then compared codes and merged them.

For example, one code was “Capability to respond to suicidality depends on situation.”

We then uploaded codes to Mural (https://mural.co), where each author organized a

portion of codes into groups around potential themes. The four first authors then met

to solidify themes, arriving at the subsections presented in Section 4.4.3.

https://mural.co
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Figure 4.1: Participants’ Evaluations of the Severity of Mock Chats. The y-axis
represents the mean of participants’ evaluations of the severity of each mock chat they
participated in as coded by the authors, and the x-axis represents the intended severity
of each mock chat, from no suicidal ideation (None) to active suicidal crisis (Crisis).

4.4.3 Results

In Section 4.4.3, we confirm prior speculation [64] that people seek support for suicidality

on sites which prohibit suicidal talk, which leaves volunteers on these sites unprepared.

Although participants accurately assessed suicidality in mock chats (Section 4.4.3), they

responded differently to similar severities of suicidality (Section 4.4.3). Their responses

differed based on how they balanced worries that ending chats or sending crisis resources

would harm support seekers (Section 4.4.3) how much personal responsibility and emo-

tional burden they took on themselves (Section 4.4.3). We discuss design opportunities

that arose from our findings here in Section 4.4.4.
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Despite site prohibitions, people sought support for suicidality, leaving vol-

unteers unprepared.

Although prior experience with suicidality on the platform was not a requirement to

participate in our study, all participants said they had chatted with suicidal people and

most said it was a regular occurrence. Some participants (P4, P6, P10) said chatting

with someone who mentioned suicide was rare; others (P3, P7, P8, P11) said it was

frequent, e.g., P11 said, “it’s pretty common... probably once a week.”. This is notable,

since the site prohibits all suicidal talk and encourages people experiencing suicidality

to seek support elsewhere. Participants also said they encountered people expressing

a range of suicidality, mostly passive ideation but sometimes crisis. Most participants

said they often met people who they suspected may be suicidal, but the person did not

explicitly say it. For example, P11 said “some people are pretty blunt and they’ll be like,

‘I’m gonna hurt myself ’ or ‘I’m having thoughts,” ’ but others “say certain things that

kind of allude to it so you can... kind of get an idea what’s going on.” Participants said

some support seekers did not explicitly say they were suicidal because they could not

express themselves clearly, e.g., “they’re so emotionally overwhelmed that they don’t know

how to describe the situation” (P2). Yet, participants said most support seekers hid their

feelings because they knew that the site “censors a lot of what you say,” including the

word “suicide” (P10), so support seekers would get kicked out of a chat or temporarily

suspended from the site if they talked about suicide: Instead, they described their

feelings ambiguously (e.g., ‘I am feeling so overwhelmed with life right now. I can’t do

this anymore’ ), making jokes, or using lexical variation [67] to bypass automated suicide

language filters (e.g., ‘su1c1de’ with 1’s instead of i’s). Furthermore, many participants

said talking with suicidal people was one of the most frequent things that volunteer

counselors sought help with. This was why participants said volunteers needed more

training on suicidality. For example, P3 said:

“I’m [in a volunteer counselor support chat room on the site] for two hours

every day. Out of all of those two hours, at least like 10 to 15 questions are

about, ‘Oh, this person is suicidal, what should I do?’ Like why, why was

this not part of your training?”
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Despite lack of training, participants assessed suicidality severity accurately,

but it stressed them out.

In Figure 4.1, which shows how severe participants judged each mock chat to be, the

95% confidence intervals for all mock chat severities except for Borderline and Low

severity mock chats do not overlap. This indicates that participants could accurately

distinguish between different severities of suicidality. Some participants used their per-

sonal experience or professional training with suicidality to help assess how severe each

mock chat was, e.g., pointing out suicidality using more clinical language. However,

most participants did not have formal training or personal experience with suicidality

beyond chatting with suicidal people on the site and were still able to accurately assess

suicidality severity, albeit without using clinical language. For example, P10 described

a crisis mock chat as someone “throwing a bottle in the sea with a last warning that,

uh, you know, she, she or he might be gone in 15 minutes.” Furthermore, when par-

ticipants recognized that a support seeker said something that seemed suicidal, most

participants asked follow-up questions to confirm, e.g., “Do you feel like life is not worth

living anymore?” (P3). Participants especially asked clarifying questions for less severe

or more ambiguous suicidality (see Section 4.4.3). For example, P11 said, “some people

use like dark humor that make you... not sure, but you have to ask, you know?” Thus,

participants were not only able to recognize clearer suicidal talk, they were also able

to recognize warning signs for suicidality and follow-up with direct questions to bet-

ter assess suicidality, which most clinical and non-clinical suicidality support resources

identify as best practice when one suspects someone may be suicidal [287, 288, 289].

Although participants could accurately assess suicidality in mock chats, they felt

unconfident when doing so. For one, participants lacked feedback on how well they

identified suicidality, so they did not know if they were doing it correctly. For an-

other, participants generally knew the site’s policy prohibited them from talking about

suicidality, but said it was a blunt instrument that did not offer guidance for actual con-

versations, which were more nuanced since suicidal talk was often borderline, vague or in

the form of a joke: Participants were uncertain whether these ambiguous or less severe

forms of suicidal talk were prohibited under the site’s policy. For example, P7 said, “I

think I’m not confident [because] there’s degrees of being suicidal... To what degree of

suicidalness are we [supposed to be] considering being suicidal?” Many participants said
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this uncertainty and lack of clear guidance stressed them out, since incorrectly identify-

ing someone as suicidal (or not) could lead to harmful (non-)intervention. For example,

a few participants worried that talking too explicitly about suicidality to people who

were not suicidal could “trigger [them] into thinking that they’re suicidal” (P3).4 Thus,

participants wanted more help identifying and assessing different kinds of suicidality, if

for nothing else than to lessen the emotional burdens placed on them when identifying

suicidality.

Participants responded differently to similar severities of suicidality.

Although participants described the severities of each mock chat similarly (and accu-

rately) and they knew the site’s policy when someone mentioned suicidality was to end

the conversation and recommend external resources like a therapist or a hotline, partic-

ipants still differed in how they responded to the same mock chats. Many disregarded

the site’s prohibition on talking to people who mention suicide. Participants especially

differed around three important decisions: when to end the chat, how to talk about

suicidal feelings, and whether and what kinds of other resources to recommend. In this

section, we detail how participants responded during mock chats; but for sake of clarity,

we leave further explanation of why participants responded as such to Sections 4.4.3 and

4.4.3.

When to end the chat. Despite the site’s policy, no participants ended mock chats

with borderline or low severity suicidal ideation (although P3 and P5 said they considered

doing so). Participants were more likely to end chats with more severe suicidality, e.g.,

in a mock chat with less severe ideation, P1 continued to talk, while in a crisis mock

chat, P1 ended the chat immediately. Only about half of all participants ended the

highest severity mock chats. Some participants continued conversations depicting active

suicidal attempts without ever suggesting to call a hotline or an ambulance.

How to offer emotional support to the support seeker. Instead of ending

the chat, many participants continued to talk with the support seeker about how their

suicidal feelings to make them feel heard, validated, to help them better understand the

root cause of the suicidal distress, to deescalate their distress, and to alleviate some of
4Prior work suggests that asking explicitly about suicidality can lessen suicidality, not “induce suicidal

ideation” [290].
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the stigma of sharing those feelings with others. For example, P9 said that often people

who talk about suicide are “having a hard time, like, communicating their feelings and

feeling validated in those feelings,... they just want someone to listen to them, you know?”

Participants were especially open to continue the conversation if they felt the support

seeker was not at imminent risk of attempting suicide, or if the support seeker asked them

to continue talking, e.g., P9 said “I’m a sucker for people telling me it helps to talk.”

Participants also tried other techniques to to deescalate the situation and eventually

“talk them out of it” (P9). For example, some tried to distract support seekers from

their suicidality. P8 said they “ask [suicidal support seekers] questions about themselves

and try to make this a more lighthearted conversation.”

What kinds of other resources to recommend. Although three participants

did not refer support seekers to external resources in any mock chat, most recommended

resources in more severe mock chats, including a therapist or crisis resources. Most sent

a link to resources on the site; but, two participants recommended off-site resources,

such as a link to Trevor Project [291] or the 988 hotline [292]. Furthermore, seven

participants said they would stay with suicidal support seekers until they connected

with the recommended resources (e.g., a loved one or a hotline). For example, P7 said,

“I have a hard time with boundaries, but I will stay with them until they get connected

to the resources that they need. I don’t want someone to feel alone.”

Many participants opposed the site’s prohibition on suicidal talk because

they thought ending a chat and sending crisis resources would harm suicidal

support seekers.

Participants worried that sending a hotline link and ending the chat would abandon

support seekers in a time of need, since “it’s almost like [telling them], ‘you’re done”’

(P11). The National Institute of Mental Health recommends that when someone “is

suicidal, do not leave him or her alone” [293]. Thus, participants’ fears of ending a

conversation with someone who is suicidal may align with best practice around suicide

prevention. Participants said that sending information about a hotline is often ineffective

because “it’s not an easy transition [from the site to] a crisis counselor’ (P3): Some

support seekers “might not want to click on the [hotline] link and just be taken to a

random web page and have to sort of start the process all over again” (P5); others might
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“feel that the hotlines don’t really help” (P11). Ultimately, most participants worried that

they were one of the last lines of support that a suicidal person may have, so ending a

chat would push them further towards suicide. To illustrate all of these points, P3 said:

“You are shooing [suicidal people] away like they don’t matter when this is

the one time that you really need to be there for them... [they think,] ‘no

one wants to talk to me when I’m feeling this way,’ and then they leave

and they don’t... connect to any crisis hotline, and then you don’t know

what’s happening behind the scenes. Like it’s, it’s bad. Like, ugh. It’s weird

thinking about it. Like it makes me really sad.”

Furthermore, many participants worried that sending crisis resources without a sup-

port seeker’s consent could not only fail to help them, but actively harm them. Many

participants recounted negative reactions they received after sending a hotline link or

trying to end a chat with a suicidal support seeker. For example, P6 said they once

recommended a hotline after a support seeker mentioned suicidal ideation, which “made

them very, very angry” and “they told [P6 to] ‘call the hotline link yourself !” Some partic-

ipants refrained from sending other resources and continued offering emotional support

themselves, because they said they have encountered support seekers who come to the

site specifically to avoid talking to hotlines, family members, or counselors. For example,

P2 once talked to a support seeker who came to the site just to talk with someone while

they were going through a suicidal crisis and and explicitly said “they were not comfort-

able with going through helplines” because helplines could lead to unwanted intervention,

like involving police or involuntary treatment. Similarly, P3 said many suicidal teens

come to the site to avoid going to a hotline or a school counselor, which could “get the

parents involved” against their will.

Some participants worried about harming suicidal support seekers because of their

own personal experiences with suicide. For example, P6 said their family member died

by suicide after they could not find support and faced stigma when talking about their

suicidal feelings to loved ones who “weren’t able to empathize [and] would react very

negatively, and they would say ‘Why would you think that?”’ As a result, P6 said that

when they encountered suicidal people on the site, they “talk to them more about this in

detail” and “won’t really assume or react in a negative way or tell them stop.” Thus, most
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participants opposed the site’s policy prohibiting suicidal talk, because they thought it

would harm or abandon suicidal support seekers: Instead, participants continued to talk

to suicidal support seekers and refrained from sending information about a crisis hotline

or other external resources.

Unsupported by the site, participants took on individual responsibility and

emotional burden when responding to suicidal support seekers.

Many participants expressed feeling individually responsible for the well-being of sui-

cidal support seekers. For example, P3 said, “I could easily say something wrong that

could trigger a worse situation for them, and they will actually go ahead and, you know,

[attempt suicide]... Or I could... actually bring them out of this.” Participants actively

wanted to help support seekers and thought that simply sending a link to a hotline

is “not like an active thing to do” (P5). Instead, many participants continued talking

with support seekers after they mentioned suicidality (even crisis) to continue to provide

emotional support or to make sure that the support seekers actually connected with a

hotline or other resources. Because they felt responsible, participants said they often

felt distressed after conversations about suicidality, especially when they worried that a

support seeker would harm themself after their conversation. Some participants put up

boundaries to alleviate these emotional burdens, e.g., P11 ended mock chats with high

severity ideation and crisis because “it’s important to have those boundaries and... take

care of yourself.” However, a number of participants said it was often hard to maintain

boundaries because of the severity of the situation and the strong emotional connections

they often felt for support seekers. For example, P7 said, “somebody who I’ve been talking

to for months and months and months, I know this person’s history and their life and

like become a friend to them, somebody they trust, and it’s definitely hard... taking that

step back and being like, the best thing for you right now is to seek somebody else’s help,

knowing that it’s out of your hands afterwards.”

Participants said they took on personal responsibility for suicidal support seekers

primarily because of the site’s prohibition on suicidal talk. Participants speculated that

the site’s hardline policy prohibiting suicidal talk is likely easier for the site,5 but saddles
5A few participants speculated that the site may circumvent legal responsibility for people who

self-harm after visiting the site, echoing Yao et al. [64].
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responsibility for suicidal support seekers entirely on volunteer counselors. For example,

P3 said, “end of the day, if someone comes suicidal and I continue to support them, that’s

on me.” Participants said the site’s approach to suicidality does not adequately take into

account the ambiguity, “blurriness” (P7), or context of the conversation, especially when

the support seeker wants to talk about suicidal ideation, but does not seem immediately

at-risk of killing themself. Beyond the site’s policy, some participants also mentioned

personal reasons for feeling this responsibility, e.g., P9 said, “I know several people who

have had people close to them commit suicide and I know, like, how that affects people,

so I guess I kind of have a soft spot,... I’m going to try to talk to [suicidal people on the

site].”

4.4.4 Design Opportunities

Based on our results from Phase 1 (presented above), our research team identified design

opportunities that surfaced in the semi-structured interviews. We asked about potential

challenges that volunteers face, e.g., “What makes you feel more or less prepared to

respond to suicidal support seekers?” We also prompted participants to give design

suggestions, e.g., “Think of two ways you would change the platform to help volunteers

with conversations about suicide.” Some participants gave general suggestions, e.g.,

P5 wanted “more guidance on how to tell if it’s a [suicidal] chat or not.” Others gave

specific design suggestions, such as creating technology to detect suicidality or using

a chatbot to train new volunteers. We compiled suggestions, challenges, needs, and

wants that participants expressed and organized them into four major themes for design

opportunities to explore further:

• Training. In Section 4.4.3, many participants said that volunteer counselors often

do not know how to respond when they encounter suicidal support seekers and

some explicitly asked for more training. Thus, one design opportunity is improving

training for volunteer counselors around how to respond to suicidal support seekers.

• Real-Time Task Support. In Sections 4.4.3 and 4.4.3, participants felt uncer-

tain when identifying and responding to support seekers who talked about suici-

dality and some, e.g., P3 and P9, asked for dedicated volunteers to help guide
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other counselors during chats about suicidality. Volunteer counselors may need

real-time guidance while chatting with potentially suicidal support seekers.

• Emotional Preparation & Support. In Sections 4.4.3 and 4.4.3, participants

felt conflicted when responding to suicidal support seekers and individually respon-

sible for their well-being. Volunteer counselors may need to be better prepared to

handle the emotional burdens of talking with suicidal support seekers, as well as

more emotional support after difficult conversations.

• Confidence Identifying Suicidality. In Section 4.4.3, participants said they

felt unconfident and stressed when assessing whether support seekers were suicidal.

Thus, another design opportunity we recognized was to help volunteer counselors

feel more confident or alleviate some burden when identifying suicidality.

4.5 Phase 2: Design

4.5.1 Methods

We presented participants with up to eighteen design concepts using Speed Dating, which

is a method used to get rapid feedback on new technologies and provocative alternative

futures [294]. Because part of the aim of our study was to evaluate the efficacy of promi-

nent AI-based technologies that are most often proposed for suicide prevention, most

of our design concepts incorporated an AI-based technology such as suicide prediction

or a chatbot. This emphasis on evaluating new technologies is fundamental to Speed

Dating as a design method [295]. Instead of using visual storyboards (which are common

for Speed Dating [295]), we verbally explained our design concepts, since visuals may

be inaccessible for people with vision loss or without access to video, including some

of our participants. The order in which we presented design concepts was randomized

per participant. After we presented each design concept, we asked the participant what

they would think if the idea was actually implemented, what they thought was good

and bad about it, how they thought the concept would help or hurt with different kinds

of suicidality, and possibly a few other optional questions (see the appendix for details).

We asked about both good and bad aspects of each design concept because, as a method,
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Speed Dating encourages provocative design concepts in order to not only uncover de-

sign opportunities through participants’ positive reactions, but also boundaries through

their negative reactions.

How we created the design concepts.

Harrington et al. [4] suggest open-ended design activities like participatory design work-

shops can encourage generating “infeasible solutions that ultimately frustrate under-

served” communities. As a volunteer-run platform, many of our participants expressed

concerns about resource constraints when imagining changing the platform. So, we

chose a more closed-ended approach wherein we developed implementable design con-

cepts through a combination of participants’ suggestions in Phase 1 and ideas from our

research team based on the four themes for design opportunities in Section 4.4.4. Some

design concepts were explicitly suggested by participants. For example, P2 suggested

that “[the site] can have another team for emergency crisis” (Connect with Trained

Support Staff) and P4 suggested using a chatbot “for training purposes” (Suicidality

Training Chatbot). Most design concepts were partially suggested by participants and

developed further by our research team with specific details or technological implemen-

tation. Many concepts incorporated computational technologies —e.g., suicide detection

algorithms [296], conversational agents [269, 297], automatic response suggestions [298],

and matching algorithms [299]— in order to effectively implemented participants’ sugges-

tions or met expressed design needs. For example, P1 suggested having a pop-up message

to remind volunteers to send crisis resources if the chat is about suicide: Although this

could be implemented with human moderators, we believe a predictive model would be

more effective and less labor-intensive. Some participants also explicitly suggested using

AI-based technologies. For example, P4 suggested “AI with suicide detection”, which we

expanded into a number of design concepts around Suicide Detection.

4.5.2 Data Analysis.

The lead author first organized participants’ reactions to each Speed Dating idea in a

spreadsheet per design concept, with the participants’ initial reaction and their expla-

nation of their reaction in separate cells. To produce numerical ratings for the Speed

Dating concepts, the first four authors each independently read participants’ reactions
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to each speed dating design concept and rated it from 1 (disliked a lot) to 5 (liked a

lot). Our ratings were internally consistent, with a Cronbach’s alpha of 0.86. These

ratings may not exactly represent participants’ preferences, because they were assigned

by the authors. That being said, high internal consistency indicates that our ratings

are sufficiently precise to compare which design concepts were most and least preferred.

Figure 4.2 presents these mean ratings. Furthermore, we aim for our quantitative com-

parisons simply to guide our primary findings in this section, which are qualitative. To

surface qualitative findings, the first four authors also analyzed participants’ explana-

tions of their reactions together, looking for underlying reasons why participants thought

a design concept would be helpful or harmful.

4.5.3 Design Results

In this section, we present findings from Phase 2, which focused on our Speed Dating

design activity. See Table 4.3 for descriptions of each design concept presented and Fig-

ure 4.2 for participants’ reactions to design concepts. Participants wanted training, guid-

ance, and emotional preparation and support, but worried about AI-based technologies

due to concerns about autonomy, privacy, and errors. Participants almost unanimously

wanted more training on suicide, including from a chatbot (Section 4.5.3). They wanted

real-time guidance from trained people, but not from a chatbot (Section 4.5.3). They

wanted emotional support, but strongly preferred not to use an algorithm to warn vol-

unteer counselors about suicidal members, due to concerns around privacy and prejudice

(Section 4.5.3). Finally, participants liked suicide prediction models to alleviate pressure

and boost confidence, but worried that false positives would harm support seekers and

fully automated models would limit volunteer counselors’ discretion (Section 4.5.3).

Training.

Participants wanted more training to practically and emotionally prepare

for chatting with suicidal people, so most liked the idea of a suicidal training

chatbot. Similar to Section 4.4.3, we found that almost all of our design study par-

ticipants thought that significantly more training was necessary to practically and emo-

tionally prepare volunteers for conversations around suicidality. However, participants
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Figure 4.2: Participants’ Reactions to Speed Dating Ideas. Authors’ ratings
of participants’ reactions to each Speed Dating idea they were shown, organized from
highest to lowest by mean score. 1 = dislike a lot, 2 = dislike somewhat, 3 = like and
dislike equally, 4 = like somewhat, 5 = like a lot. See Table 4.3 for descriptions of design
concepts.
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differed around: (1) whether suicidality training should be required of all volunteers, and

(2) how to implement this training. First, some participants thought suicidality train-

ings should be optional, because some volunteers may not be comfortable talking about

suicide and because additional trainings may be another hurdle that would decrease the

number of new volunteer counselors on the site. Yet, most thought that suicidality train-

ings should be required since suicidal chats happen so frequently and so few volunteer

counselors know to respond (see Section 4.4.3); and additional training “will improve

the quality of [volunteers], which is more important than the number of [volunteers] you

have” (P3). Second, for specific suggestions around implementation, most participants

asked for more extensive training around suicidality during volunteers’ initial training; in

addition, some asked for training “not only before you become a [volunteer counselor, but

also] a refresher every, like, one or two months” (P8). Some suggested trainings to dif-

ferentiate between different kinds of suicidality, e.g., passive ideation vs. suicidal crisis,

and how to respond to each kind, so as to assuage some confusion and lack of confidence

around identifying and responding to suicidal support seekers (see Section 4.4.3).

Almost all participants liked the idea of creating a suicidality training chatbot to

emulate a suicidal support seeker to have mock chats with, to give volunteers more ex-

posure and practice around having conversations with suicidal support seekers without

having to practice on real people. Participants said that almost all volunteer counselors

currently get exposure and practice around talking about suicidality through real conver-

sations with the first couple suicidal support seekers they meet. Many participants said

that “it was definitely, definitely hard the first time and the second time [they encountered

a suicidal support seeker],” but “the third time wasn’t as bad” (P2). Thus, participants

wanted mock chats with a chatbot to give volunteers exposure to what conversations

about suicidality may look like without having to practice on real suicidal support seek-

ers, so that volunteers can practice what to say and not “freak out” (P7) or get stressed

when they first encounter suicidal support seekers. Participants said the site currently

offers mock chats with more experienced volunteers role-playing as support seekers, but

these mock chats are only available to a select few volunteers —since they require labor

from experienced volunteers— and there are currently no mock chats about suicidality.

Although participants thought mock chats with real people may be higher quality than

those with a chatbot, participants ultimately liked using a chatbot because “it would
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save a lot of manpower that goes in training [volunteer counselors]” (P2) and would al-

low many more volunteers to have mock chats, which many participants thought was

the best way to train new volunteers. Finally, some participants doubted that mock

chats with a chatbot would be as effective as mock chats with a real person, because

they were unsure of how volunteers would get feedback on their performance: Partici-

pants disliked the idea of creating a second chatbot to automatically generate feedback

because a “person would be a better judge of how the [volunteer counselor’s] abilities are

than a chatbot” (P6).

Real-Time Task Support

Participants wanted more real-time guidance, but disagreed on professional

support. Participants liked the idea of having trained staff on hand because they felt it

could help support seekers who are suicidal and would not connect with crisis resources

outside of the site otherwise: P3 said, “we lose a lot of [support seekers] in that transition

[from the site to external crisis resources, so] trained staff who can direct them in the

right location so they know that they’re not alone... would be a great idea.” P2 said, “I

think it would be able to save a lot of lives.” Furthermore, participants also liked support

staff to help alleviate volunteer counselors’ own emotionally burdens: For one, it would

create a clear process to respond to suicidal talk, i.e., to have the support staff guide

the conversation, which would allay confusion about how to respond when someone

mentions suicide (see Section 4.4.3). For another, participants said that directing a

suicidal support seeker to support staff would not feel like abandoning them like simply

ending the conversation does, which would alleviate much of the individual responsibility

that volunteer counselors feel and allow them to respect their own emotional boundaries

better (see Section 4.4.3).

Participants were conflicted over whether they wanted professional support staff,

such as licensed counselors or crisis hotline workers, or whether they should simply be

volunteers with additional training. Some worried that allowing professional support

staff onto the platform would signal a shift in the website’s core approach to suicidal-

ity, and would change how suicidal support seekers engage with the site. Similar to

Section 4.4.3, some thought it would betray many suicidal support seekers who come
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to the site to avoid medicalized or professionalized resources: For example, P2 said,

“maybe they weren’t reaching out to emergency hotlines for a reason, but I just directly

connected them to something that they were trying to avoid in the first place.” Others

thought that “when you start offering crisis resources, you’re going to see people com-

ing to [the site] to access those crisis resources” (P7) and that the site would be too

underresourced and unprepared to respond to this influx of suicidal support seekers.

Some participants thought that it would violate the support seeker’s privacy and trust if

volunteer counselors handed off conversations about suicidality to professional support

staff. For example, P10 said, “if this person who’s been confiding personal stuff to me

suddenly sees someone taking over, it will be a huge betrayal.” However, others said that

professional support may be acceptable as a resource strictly for volunteer counselors or

with the explicit consent of the support seeker, i.e., “if there were actual trained people

in that sort of role that you could go to as a [volunteer counselor] and ask for guidance...

or if you could say to the [support seeker], like, ‘do you want to be referred on to a

professional and then sort of refer them on to them in that way?”’ (P5).

Most participants disliked real-time automated response suggestions since

it lacked a “human aspect.” Participants disliked the idea of a chatbot recommend-

ing them suggestions about how to respond to suicidal support seekers in real time.

Many participants worried that volunteer counselors would rely on automated response

suggestions, which would take the “human aspect” (P8) out of the site and make vol-

unteers’ responses too robotic — lacking emotion, empathy, or contextual specificity.

For example, P8 said a chatbot to recommend responses “doesn’t really let you think on

your own [since volunteer counselors would] basically just copy-paste what [the chatbot]

recommends... Like [support seekers] want that human approach.” Prior work reinforces

the importance of this “human element” for increasing rapport between counselors and

patients [76, 300].

Emotional Support and Preparation

Participants wanted more emotional preparation for suicidal chats. Partic-

ipants said the site currently offers peer support for volunteer counselors to talk with

other volunteer counselors after they go through emotionally difficult conversations. Yet,
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the onus is on volunteers to find and connect with a peer support volunteer, which can

be prohibitively difficult, especially when the volunteer counselor seeking support is al-

ready in distress. Thus, participants wanted a more direct path, especially an automatic

one, to connect with emotional support resources. Second, participants liked the idea of

estimating the population base rate of suicidality on the platform because, at a macro

level, seeing how frequent suicidal chats are could influence the site to provide more

resources and, at a micro level, giving this information to new volunteer counselors in

their initial training would spur them to better prepare for these conversations ahead of

time. For example, P2 said had they known seen this information when they started,

they would have copied down helpful resources “to have them at [their] fingertips” when

they encountered their first suicidal support seeker, so that first encounter may not have

been so difficult.

Participants wanted more emotional preparation, but worried about pre-

judging support seekers and violating their privacy. Participants were conflicted

about the design ideas of predicting specific support seekers’ suicidality and allowing

volunteer counselors to choose whether to talk with a person that the model labels

as a suicidal. On the one hand, participants said that being randomly thrown into

chats about suicide is emotionally jarring, so they liked the design concept because they

wanted more choice over who they chat with. For example, P2 said, “there are a lot

of [volunteer counselors] that could be triggered from having that particular conversa-

tion, so if they can choose not to have it, it could save that trouble for them.” On the

other hand, participants disliked these two design concepts because “if you give [a vol-

unteer counselor] an idea that, you know, this person has been suicidal in the past, then

[the chat will not] be as natural” and the volunteer counselor’s “preconceived notions”

(P3) may inhibit them from fully listening to the support seeker. Furthermore, some

participants thought that automatically telling volunteer counselors about support seek-

ers’ suicidality violates their confidentiality, since it is sharing their potentially sensitive

health information without consent. Participants also did not like most design concepts

which used an algorithm to read support seekers’ historical chats and predict whether

they were generally suicidal, because they believed that chats were private and should

not be read by anyone else, including an algorithm, because it “feels like a little bit of

an invasion of privacy” (P9).
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Suicide Detection.

Participants were conflicted around how much they wanted a suicide de-

tection model to influence volunteers’ decision-making when identifying and

responding to suicidal support seekers. Most participants thought that a suicide

prediction model “could help [the site] in enforcing their policy” (P2), i.e., to pressure

volunteer counselors to end chats and send hotline information when support seekers

mention suicidality. Participants were conflicted about using prediction models like this.

Some participants liked it, because they thought that volunteers could cause more harm

when continuing conversations with suicidal people (see Section 4.4.3). For example, P3

said, “a lot of [volunteer counselors] don’t really encourage people to get better help... [a

suicide detection model] is like, nice to remind them that [the site’s] policy is what it

is, you cannot be taking a crisis chat, you’re not trained for it.” Similarly, a few par-

ticipants did not like the design concept of a suicide prediction technology that could

distinguish between severity levels, because they thought it would embolden volunteers

to continue less severe suicidal conversations. Participants also liked the general idea

of suicidality prediction technology to take “take pressure off” (P9) when responding to

suicidality. Participants especially liked the design concept where the suicide prediction

is automatically shown to the support seeker, because they said it takes the burden off

volunteers to say something when they think a support seeker is suicidal. For example,

P3 said, if “[if ] something digital is telling [a support seeker] that you are not in a safe

environment,... it’s easier [for the support seeker] to get mad at a [volunteer] than it is

to get mad at a robot.”

On the other hand, most participants disliked suicide prediction models because

they valued volunteers’ discretion. For example, P9 said she disliked predictive models

because, in chats with potentially suicidal talk, volunteer counselors “have to take in

the context of the conversation and kind of make that decision on [their] own, like,

if to continue to talk” (P9). Participants thought chats about suicide were especially

contextual because they often included jokes, ambiguity, or borderline suicidal ideation

(see Section 4.4.3). Some participants also feared predictive models incorrectly labeling

support seekers as suicidal, which could agitate them or convince that they were more

suicidal than they actually were, echoing concerns in Section 4.4.3. This is in contrast
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to prior work which suggests that false positives are relatively harmless when arguing to

raise the base rates of suicide prediction models [256, 301].

Despite being conflicted about using suicide prediction models to pressure volunteers

to follow the site’s policy, many participants liked using predictive models as informa-

tional tools when identifying suicidality. Participants also felt pressure when identifying

suicidality (Section 4.4.3), so they liked the idea of a prediction model to help them

“gauge the conversation” (P11) and feel more confident in their decisions, which they

said “might be like a relief” (P2).

4.6 Discussion

4.6.1 Theoretical Implication: Online Suicidality Support as an Al-
ternative to Medical Systems

Our results suggest that HCI and computational fields that study suicidality should focus

more on improving online human care infrastructures for suicidality support. Medical

resources like hospitals, psychiatrists, therapists, and hotlines have traditionally been

the primary form of healthcare for people experiencing suicidal distress. Yet, online

peer support sites offer a promising alternative to medicalized forms of care. Human

infrastructures for mental health care are important because they offer some of the

most life-saving, yet overlooked, forms of care for suicidal people online [257]. Our find-

ings suggest that some suicidal people seek support online specifically to avoid hotlines,

therapists, or even family members, for fear that they may be ineffective, stigmatizing,

prompt unwanted intervention (cf. [44]), or cause harm (Section 4.4.3). Our work ex-

plores potentials and barriers for online sites to provide support for suicidality outside

traditional spaces, especially the medical system.6

While these online sites can provide suicidality support, volunteers are in a difficult

position primarily because the site prohibited suicidal talk: Either a volunteer could

follow the site’s policy and leave a suicidal person without support, or they could disre-

gard the site’s policy and take on the responsibility of supporting the suicidal person on
6Here, we draw from Krebs [266], who argues for demedicalization as a means towards creating

communities of care where suicidality is normalized and suicidal people can seek and provide support
outside medical or psychiatric institutions.
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their own (Section 4.4.3). In these circumstances, participants assumed full discretion

without training on how to support a suicidal person, e.g., what to say or how to connect

them to help. Participants instead relied on their personal experiences or folk knowledge

built up through interactions with suicidal people on the site. Although our participants

could identify suicidality accurately, most responded very differently to similar severities

of suicidality (Section 4.4.3). Some respond in alignment with best practice, e.g., ask-

ing direct questions to assess suicidality (Section 4.4.3). Some did not agree with best

practice [293], e.g., some participants failing to send crisis resources during mock chats

depicting active suicide attempts, instead trying to “distract” the support seeker or “talk

them out of it” (Section 4.4.3). In the following section, we offer design suggestions to

improve online spaces for suicidality support.

4.6.2 Design Suggestions

Use conversational agents for training, not for real-time suggestions.

Recent work has used large language models, such as GPT-3, to give live suggestions

to peer supporters [248, 269]. Our participants initially appreciated real-time response

suggestions because they thought volunteer counselors needed more guidance around how

to respond to suicidality; but ultimately disliked this technology because they thought

it incentivizes robotic, apathetic responses, and support seekers may feel invalidated if

they knew they were getting automated messages. This aligns with recent work, which

suggests that people do not like receiving therapy from a chatbot or an automated digital

technology “feels weird [and] empty” [269] and may actually increase risk of suicidality

[302].

Instead, prior work has proposed using chatbots to simulate conversations with sui-

cidal support seekers to train suicide hotline volunteers [270]. Our participants liked

the idea of using similar technology on the platform, because they said that volunteer

counselors are currently given no experiential training on suicidality. Participants said

their first encounters with suicidal people were emotionally difficult and they did not

know how to respond, but they learned how over time through trial and error. This

process puts both volunteer counselors and suicidal support seekers at risk. A training
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chatbot would give volunteers experience and training around task-oriented and emo-

tional skills before they encounter suicidal people on the site. Some participants liked

mandating additional training, because it would increase the overall quality of suicide

support on the site, even if more rigorous training raised barriers for recruiting new vol-

unteers. Prior work has shown that even minimal (1-hour) suicide gatekeeper training

with role-playing can help non-clinicians, like family and friends, support suicidal people

in their lives [303]. Similar training could be implemented on the site and beyond with

a chatbot designed emulate a suicidal support seeker.

Suicide detection technology could alleviate stress if used to inform volun-

teers, but may not significantly improve volunteers’ abilities to identify sui-

cidality and could be used to impose harmful policies.

Prior work has proposed using suicide detection technology to help suicide gatekeeping

on social media [253, 254] and to assist clinicians and helpline workers when respond-

ing to suicidal support seekers [255, 256]. Our work is novel in that we explore suicide

detection technology in an online mental health support site. Our participants liked

suicide detection technology because it would help them feel more confident and allevi-

ate some of the pressure of identifying and responding to suicidal people on their own

(Section 4.5.3). Yet, our results in Section 4.4.3 suggest that our participants could ac-

curately distinguish between severities of suicidality without a predictive model. If our

participants are representative of most volunteers on the site, then suicide prediction

models may not significantly improve their ability to assess suicidality. However, we

speculate that our participants may be more experienced and less experienced volun-

teers may benefit from predictive technologies. We discuss potential limitations around

representativeness in Section 4.7.

Participants were also concerned with potential negative uses of suicide detection

technology. Most participants thought that the site would use suicide detection technol-

ogy to impose their policy on volunteers, pressuring or forcing them to end chats and

send crisis resources to suicidal support seekers. A few participants liked this, because

they worried that untrained volunteers could harm suicidal support seekers if they tried

to support them. This concern is important: For example, some participants did not

suggest crisis resources to support seekers in mock chats depicting suicidal crisis, which
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is likely harmful. However, most participants disliked using suicide detection technology

as moderation tools because they thought that the site’s policy harms support seekers

by leaving them abandoned. They thought volunteers should have more discretion to

offer support.

In sum, our findings suggest that suicide detection technology may not be aligned

with the needs of online volunteer counselors, and could introduce additional harms

when used as moderation tools. We suggest that clearer policies which are guided by best

practice and aligned with our suggestions around safe spaces below, along with improved

training and real-time guidance, could substitute for, or be more effective than, suicide

detection technology. That being said, if sites decide to use suicide detection technology,

we suggest that they only use them to provide information to human decision-makers

and not to automate or encourage specific decisions around how to respond to suicidality.

This would help volunteer counselors feel more confident in their decisions and alleviate

some pressure, while preventing possible harms of automated decisions.

Sites should reconsider restrictions on talking about suicidality and allow

more safe space for support.

Most sites restrict how users talk about suicide. For example, TikTok and Facebook

prohibit content that advocates for suicide [253, 262]. Sites like 7 Cups and TalkLife

prohibit all suicidal talk [263, 264]. Our participants and prior work suggest that plat-

forms restrict suicidal talk to offset liability [64]. On the site we studied, suicidal talk

is prohibited: volunteer counselors are instructed to end chats and suggest crisis re-

sources when support seekers mention suicidality. Some participants liked this, since it

protects support seekers from being harmed by untrained volunteers and protects vol-

unteer counselors from potentially difficult conversations. Most participants, however,

disliked the policy, since it abandons support seekers when they are suicidal and saddles

volunteers with the responsibility and emotional burden of supporting suicidal people.

The National Institute of Mental Health recommends that when someone “is suicidal,

do not leave him or her alone” [287, 288, 293]. Yet, many online platforms, including

our research site, encourage exactly that.

In contrast to the site’s policy, many participants actively listened to support seekers

with less severe suicidal ideation and stayed with people in crisis until they connected
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with a hotline, because they wanted to make a “safe space” for people to talk about their

suicidal feelings. Online safe spaces have been invaluable for other marginalized people,

like transfolk [261]. Thus, we suggest that online platforms, especially sites where people

come to talk about mental health, should reconsider their restrictions on suicidal talk

and allow for more safe spaces for people to talk about suicidality.

To clarify, we do not suggest that platforms allow people to talk openly about suici-

dality in any venue. Certain suicidal talk can be harmful, e.g., by encouraging people to

self-harm or creating contagion effects that worsen others’ suicidality [54, 304]. Rather,

safe spaces should be carefully crafted to allow for discussions of suicide while limit-

ing potential harms. We suggest a few preventative considerations, for example: First,

sites should clarify what kinds of suicidal talk are allowed or not, including what sever-

ities of suicidality and whether potentially dangerous suicidal talk are allowed. For

example, r/SuicideWatch prohibits encouraging suicide and discussing methods, but al-

lows all other suicidal talk [305]. Second, volunteers should be trained on suicidality.

Participants noted that training could especially help for emotional preparation. See

Section 4.6.2 for further discussion. Third, sites could have trained staff for suicidality

support, as in Section 4.5. Some participants suggested using professional support staff

onto the platform. However, most disagreed, since this could marginalize support seekers

who came to the site to avoid medicalized resources. We suggest training specific vol-

unteers for in-house support. Finally, online volunteer take on emotional burdens when

supporting suicidal people, echoing prior work on helpline volunteers [257]. So, sites

should improve emotional support for volunteers. Our research site offered emotional

support resources; however, participants suggested they could be more accessible and

widely-advertised (Section 4.5.3).

4.7 Limitations

First, our results may be limited by selection bias. Although our study was open to

all volunteers on the site, our recruitment materials stipulated that the study would

be about suicidality. It is possible that our participants may have more interest and

experience around suicidality than the average volunteer on the site. Although our

results in Section 4.4.3 suggest that volunteers could accurately distinguish kinds of
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suicidality, larger-scale, more representative studies may be necessary to make more

definitive claims. Second, participants did not give quantitative ratings of the design

concepts in Section 4.5. Rather, us authors assigned quantitative ratings retroactively.

As we note in Section 4.5.2, these ratings may not accurately reflect participants’ exact

preferences about each concept. They are intended to roughly compare participants’

preferences and guide the qualitative findings in Section 4.5.3. Finally, we intentionally

incorporated the lived experience of the lead author into the design and analysis of our

study (see Section 4.3.1). However, suicidality is a complex phenomenon influenced by

each person’s identities and oppressions they face. The author’s positionality as a white,

queer, U.S. citizen specifies how we conceptualize suicidality in this work in a way that

may not encapsulate others’ experiences. Future work should consider incorporating

the lived experience of other kinds of suicidal people, especially Black, Indigenous, and

non-U.S.-based people.

4.8 Conclusion

In this work, we explored how online volunteers provide support to people experiencing

suicidal distress. Through semi-structured interviews and mock chats with 11 volunteer

counselors, we found that online volunteers navigated restrictive policies and limited

support when providing care to suicidal people, taking on responsibilities and emotional

burdens in the process. Through design activities, we found that prominent technologies

proposed for suicide prevention in prior work may be misaligned with online support

providers’ needs and challenges. We suggest ways to redesign these technologies to be

better aligned, and advocate for future work in HCI and computational fields to improve

technological infrastructures for people who provide suicidality support online.
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Design Concept Description
Training

Suicidality Training Chatbot A chatbot simulates a suicidal person that volunteers can have mock chats
with

Identify Volunteers for Train-
ing

Moderators evaluate suicidal chats to flag volunteer who need more training

Real-Time Task Support
Response Suggestions A chatbot suggests responses during suicidal chats, based on live chat data
Trained Support Staff In suicidal chats, volunteers can get guidance from staff with suicide training

Emotional Preparation & Support
Get Emotional Support A suicide detection model labels emotionally difficult chats and automatically

connects volunteers with emotional support
Estimate Suicidality Base
Rate

The site uses a model to estimate the frequency of suicidal chats and informs
new volunteers, so that they can emotionally prepare for them in general [5]

Predict Seeker Suicidal A Pri-
ori

Before the chat, a model predicts if a support seeker is suicidal and notifies
the volunteer, so they can emotionally prepare before chats about suicide [5]

Choose to Talk with a Suicidal
Person

After being notified a support seeker is labeled as suicidal, a volunteer can
choose to decline a chat, limiting exposure to a potentially difficult conversation
[5]

Restrict New Volunteers New volunteer counselors are barred from chatting with support seekers that
a model labels suicidal, since they may be unprepared for these chats [5]

Match Volunteers to Suicidal
People

A matching algorithm evaluates volunteers and only matches support seekers
labeled as suicidal with volunteers who are good at responding to suicidality

Suicide Detection
Real-time Suicide Prediction A suicide detection model uses real-time chat data to detect suicidal talk
Prediction always visible A suicide detection model’s prediction is always visible to a volunteer in chat
Choose to See Predictions A suicide detection model’s prediction is hidden until the volunteer chooses to

see it
Show Prediction to Seeker A suicide detection model’s prediction is shown only to the support seeker
More Sensitive Prediction A suicide detection model has a low decision threshold, so it rarely misses chats

that are truly suicidal, but often labels chats as suicidal when they are not
Less Sensitive Prediction A suicide detection model has a high decision threshold, so that it rarely labels

chats as suicidal when they are not, but often misses truly suicidal chats
Predict Level of Suicidality A technology chat data to predict not only suicidality, but the specific severity

of suicidality in a chat, e.g., passive ideation, crisis, etc.

Table 4.3: Design concepts shown during the Speed Dating activity of Phase 2, orga-
nized into one of four themes: training, real-time task support, emotional preparation
and support, or suicide detection. Design ideas under Emotional Preparation &
Support were suggested by participants as ways to help volunteers better prepare for
the emotional difficulties of talking with support seekers about suicide. These design
ideas were also influenced by Steiger et al. [5], who suggest improving psychological
well-being by informing workers of potential emotional burdens and limiting exposure
to emotionally difficult content, especially for new workers. For extended descriptions
of each design concept, see the appendix.



Chapter 5

Using Large Language Models to

Create Virtual Patients for Mental

Health Response Training

Content warning: Throughout the chapter, we discuss severe mental distress, includ-

ing suicide, depression, eating disorders, grief, bullying, and chronic pain.

In Chapter 4, we found that many popular AI-based technologies may not be suitable

for online suicide prevention, for fear that they may further harm support providers and

seekers. Yet, a handful of technologies may help online mental health support providers

in a way that mitigates harms to vulnerable people. One of the most-favored of these was

the use of conversational agents to help support providers learn how to have conversations

around suicidality and mental health without practicing on real people first. In this

chapter, we explore how to design large language model-based technologies for training

in online mental health.

5.1 Introduction

About a third of people in the US live in areas with a shortage of mental health workers

[306]. Within this lack of professional mental health support, many people experiencing

distress turn to peer support on online health communities. Online forums, communities

116
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on social media sites like Reddit or Facebook, and dedicated mental health support sites

like 7Cups and TalkLife provide spaces where people give and receive support for distress

ranging from mental health conditions like PTSD or depression to everyday struggles

like breakups or the death of a loved one [45, 46, 47, 48]. Substantial prior work in

CSCW and HCI has shown that online communities can provide effective support for

people in distress [49, 50, 51, 52, 53, 54, 55, 56].

Recent work suggests that online sites that provide private, one-on-one peer support,

such as 7Cups or Talklife, may not provide sufficient training and resources to new

volunteer peer support providers. New volunteers lack avenues to practice with or get

supervised by more experienced volunteers, nor examples of other conversations they

can learn from [3, 64]. The primary way that new volunteers learn is by talking with

real support seekers. While this approach may help support providers practice their

therapeutic skills quickly, this is a risky strategy, especially for those seeking support

for high-stakes distress like suicidality or crisis [3]. Role-playing with trained experts

is an effective strategy for training on mental health support [307, 308]; however, role-

playing is costly and does not scale well to train thousands of online volunteers. In

short, peer support providers need a way to simulate conversations so that they can

safely learn without compromising the quality of these important services and not risk

harming people who need support.

Virtual patients (VPs) are conversational agents which provide computer-automated

patient simulations that have long been used to train medical professionals. Prior work

has used machine learning (ML) and natural language processing (NLP) to develop VPs

to train mental health practitioners on general conversational skills [309, 310, 311] and

specific skills like suicide prevention [270]. Yet, these VPs have been deployed almost

exclusively in formal educational settings, because of the technical expertise and costs

of development. Furthermore, these models are often trained with a specific condition,

persona, and characteristics, since they are trained on a fixed corpus of conversational

data [270]. To create adaptable VPs that cover scenarios and kinds of people that a

peer support volunteer may encounter online, this would require collecting and curating

large amounts of conversational data, which can be difficult and ethically problematic

for conversations about mental health [78].

We aim to create VPs that realistically simulate people seeking support for a variety
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of kinds of mental distress online, that requires less technical skills and lower costs to

create. Large language (LLMs) are trained on large corpora that include online conver-

sational data, which allows them to generate realistic conversational text. LLMs can be

programmed using prompts written in natural language, which lowers the technical skill

and cost barriers for generating realistic text. As such, recent work has suggest using

LLMs to create VPs for medical [312] and mental health training [3].

Following these suggestions, in this chapter we present an exploratory study of using

LLMs to create VPs for mental health support training. Our study aims to address two

unknowns around leveraging LLMs to create VP technologies for peer support: First, it

is unclear what characteristics LLM-based VPs should have to enhance mental health

support training, and whether it is technologically feasible to use LLMs to create VPs

curated for mental health support training. How LLM prompts are written may impact

model outputs in unexpected ways [313]. How to write effective LLM prompts is an

open area of research in NLP [314]. For example, out-of-the-box LLMs tend to be highly

agreeable, and may not simulate authentic support conversations. Thus, the first goal

of our work is to identify which qualities of LLM-based VPs are beneficial for training

mental health support providers and to design methods for enacting these qualities.

Second, LLMs are trained for general-purpose language generation tasks. When

applied in the specific domain of digital mental health, LLMs can generate unexpected

text and pose serious risks [16, 26, 27]. For example, if LLM-based VPs generate text that

stigmatizes or disingenuously characterizes mental illness (e.g., [26]), support providers

who practice with these VPs may learn hurtful behaviors, which can lead to downstream

harms to support seekers. Given the high stakes of mental health, extensive evaluation of

LLM-based applications with stakeholders and domain experts is critical and is urgently

necessary [269, 312, 315].

In this chapter, we aim to answer the following research question: How can we

design virtual patients that people with counseling experience perceive as

realistic and useful for training? To address key challenges, we conducted a three-

stage study: formative study (Section 5.3), system design (Section 5.4), and evaluation

(Section 5.5).
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5.1.1 Summary of Study Design and Key Findings

(1) We first conducted a formative study with 13 online volunteers recruited from one

large online peer-to-peer support community and clinical experts (see Section 5.3). We

aim to answer the following question: What properties and characteristics should virtual

patients (VPs) have for mental health support training? Participants suggested that

these VPs could prove to be realistic and useful for training counselors if we designed

them with two important characteristics:

• VPs should communicate their symptoms in concrete, colloquial terms.

• VPs should be resistant to opening up about their problems and feelings, taking

advice, and improving their mood or distress;

(2) We then develop VPs using four different prompt strategies to attempt to enact par-

ticipants’ suggestions from the formative study (see Section 5.4 for details). Specifically,

we created personal, story-driven prompts that allow the VPs to communicate their

distress through specific behaviors and life problems instead of abstract feelings, com-

paring this approach with the clinical assessment-driven prompts. Furthermore,

we developed reserved, hostile prompts to create VPs that are more reserved about

talking about their problems and feelings and hostile to advice from the counselor, then

compared this with the default LLM, which is verbose, and amicable. In addition,

we applied these strategies to four different personas, designing a set of VPs to simu-

late a range of problems and mental distress, including suicidality, depression, anxiety,

bullying, chronic pain, grief, and relationship issues.

(3) To understand how the different prompting strategies affect the desired character-

istics of virtual patients (i.e., concreteness and resistance) and the perceived training

outcomes, we conducted an evaluation study (N=189) of these VPs with respondents

with counseling education or experience (see Section 5.5). Through a combination of

quantitative and qualitative feedback from respondents, we found:

• VPs created with personal, story-driven prompts are perceived as more realistic

and useful for training compared to those generated with clinical-assessment-based

prompts, with the impacts partially mediated by the observed concreteness of the

VP responses.
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• VPs created with reserved, hostile prompts were perceived as more realistic and

useful for training, though with a smaller effect size. The lack of mediation through

observed resistance explains why the reserved, hostile prompts have a consider-

ably weaker effect on training usefulness compared to the personal, story-driven

prompts. Participants’ qualitative responses suggest greater nuance regarding re-

sistance in the virtual patient design, indicating that VPs with both high and low

levels of resistance can be realistic and useful for training.

• Although we can reliably design virtual patients to be more concrete or more

resistant, there is a tradeoff between these two characteristics that may

prevent us from optimizing both simultaneously.

Our work makes the following primary contributions to CSCW and HCI:

• We explore a novel way to make virtual patients made using large language mod-

els. If safe and effective, this approach has the potential to make the creation of

scalable, customizable VPs more accessible in important application domains with

limited technical or monetary resources, such as online volunteer-run support sites.

We demonstrate how to design and evaluate these VPs.

• Our work contributes to research on designing technologies to simulate social in-

teractions, with the ultimate goal of enhancing an important type of interaction —

mental health support and counseling. Our work is especially salient for research

on using LLMs to design these simulations (e.g., [316, 317, 318, 319, 320].

• Finally, our work contributes to a growing area of research in CSCW around the

use of LLMs in potentially high-stakes mental health applications (e.g., [16, 247,

248, 269, 321, 322, 323]).

5.2 Related Work

5.2.1 Online Mental Health Peer Support

Online sites provide spaces for people to give and receive support for a variety of kinds

of distress, from depression to eating disorders to suicidality to PTSD [53, 56, 246,
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324]. Many people in distress prefer to go online, where support is free, anonymous,

easily accessible, and guarded from the potential weight and violence of medicalized

interventions [3, 41, 42, 43, 44]. Prior work in CSCW and HCI touches on both benefits

and drawbacks of online peer support communities. Substantial work has argued for the

benefits of these sites for improving mental distress, connecting with emotional support,

sharing information, providing safe spaces for destigmatizing mental illness and distress,

or connecting with community [45, 49, 53, 54, 55, 299]. Conversely, others argue that

mental health support sites can potentially worsen distress and exacerbate symptoms,

because they can proliferate harmful misinformation, incite dangerous behaviors, or

facilitate negative experiences with undertrained support providers [54, 64, 65, 66, 67,

68, 69]. Some work suggests that the therapeutic skills and approach of the peer support

provider play a key factor in determining whether a support seeker will improve or

not [325]. For example, Yang et al. [325] find that asking open-ended questions and

respecting the support seeker’s autonomy are associated with improvements in mental

health outcomes, whereas giving suggestions is associated with worse outcomes.

Thus, improving training for online peer support providers can help improve mental

health outcomes and mitigate harmful experiences for support seekers. Because of the

scale and resource limitations of most volunteer-run peer support online communities,

there is significant need for “scalable peer support training and guidance to enable effective

and engaging peer-based mental health care” [326]. Furthermore, recent work has argued

that widespread training for peer support volunteers is especially crucial for potentially

dangerous forms of mental distress like as suicidal ideation [3]. As O’Leary et al. [326]

argue, “helping peers to help each other is an important design opportunity for promoting

many of the benefits of peer support online.” Our work explores a new way for online

peer support communities to create improved training resources using virtual patients.

5.2.2 Experiential Learning for Mental Health

Experiential learning in medical and mental health fields has long been delivered through

non-technological means. One approach is having trainees interact with real patients

while being supervised by more experienced professionals. This approach has been shown

effective for training, but may pose risks to patients, especially if trainees are very

inexperienced [327]. Simulated experiential learning, such as role-playing with trained
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experts or standardized patients, has been shown to be effective for training mental

health providers [307, 308, 328, 328]. Standardized patients are people who act as

patients have been used for years to train and assess medical students, nurses, and

other health care providers. Patient simulation offers the benefit of complex clinical

scenarios but eliminate the potential harm of working with real patients directly. For

example, the use of standardized patients among general nursing students improves

their communication skills (d=1.86), learning motivation (d=.77), clinical competence

(d=.72), and knowledge acquisition (d=.38) [309]. Both supervised interactions with real

patients and human-based patient simulations require a trained expert to either supervise

or act as a role-play partner or simulated patient. This makes experiential learning for

mental health largely inaccessible outside of formal education programs (e.g., graduate

programs in counseling, psychology, or social work or other specific training programs).

5.2.3 Virtual Patients for Mental Health Training

Virtual patients (VPs) are computer-based patient simulations. Meta-analyses show the

integration of virtual patients into medical and mental health education improves clini-

cal skills compared to other educational methods [329, 330, 331]. Yet, these VPs differ

widely based on the complexity of the technologies used to develop them. The simplest

use rules-based conversational agents, which are limited by the predefined rules and

messages they are programmed to respond with. Machine learning- or retrieval-based

VPs are generally more complex and realistic. For example, Demasi et al. [270] make

VPs simulating suicide hotline calls by retrieving messages from hotline call transcript

data and generating messages from language models. Prior work has shown that ma-

chine learning-based chatbots can help train novice participants on some basic conversa-

tional skills, including reflections and open-ended questions [309] and empathy [310, 311].

These models are limited in that they require significant technical expertise and data to

create and/or modify. Our work explores the use of pretrained large language models

(LLMs), which can generate realistic conversations using prompts written in natural

language, potentially lowering the costs, barriers to developing VPs which can be easily

customized to emulate a wider set of conditions and patient personas.
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5.2.4 Harms of Large Language Models in Mental Health Applications

Prior work has argued that LLMs are prone to generating harmful, hateful, or marginal-

izing content because their training sets are gathered from indiscriminate sources online

[332, 333, 334, 335, 336, 337, 338, 339]. For example, Abid et al. [340] argue that LLMs

show a bias towards generating anti-Muslim content. LLMs are increasingly being used

in technologies for mental health applications [321, 322, 323], where they may also repli-

cate stigma or harms against people experiencing mental illness or distress [16]. For

example, the National Eating Disorders Association (NEDA) replaced its hotline with

an AI-based chatbot after workers tried the unionize; shortly after, the chatbot started

recommending callers to lose weight and go on rigid diets [26]. Others, including a man

and a teenage boy, have killed themselves after being encouraged by LLMs [27, 28]. Our

work tries to avoid these harms by using LLMs to train support providers, rather than

engage directly with people in distress. We conduct this exploratory study with the

input of relevant stakeholders to understand the risks and efficacy of LLM-based VPs.

5.3 Formative Study

5.3.1 Methods

To begin to address our research question, we conducted a formative study with domain

experts and counselors to better understand current approaches to counseling training,

as well as if and how LLM-based virtual patients might be able to help. Nine participants

were volunteers who had experience providing support on an online mental health peer

support site. Four participants were clinical experts, including licensed counselors and

professors and educators of counseling, psychology, and psychiatry. We interviewed clin-

ical experts, in addition to peer support volunteers, to better understand best practices

for professional counseling training, which could potentially benefit peer supporters. We

distributed recruitment materials in the online mental health support site with consent

from the administrators and within personal networks of clinical experts. Interviews

took place on Zoom (www.zoom.us), lasted about 90 to 120 minutes, and were recorded

then transcribed using Otter.ai (www.otter.ai). Peer supporter participants were com-

pensated at a rate of $20 per hour and clinical experts at a rate of $75 per hour. Our

www.zoom.us
www.otter.ai
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formative study and evaluation study were approved by the authors’ university’s insti-

tutional review board.

We first created three virtual patients (VPs) to use as design probes, depicting people

going online to chat about depression and suicidal thoughts. Participants then had text-

based conversations with two to three VP design probes. Following each conversation,

we conducted semi-structured interviews with participants. We asked participants what

aspects of the VP design probes made them more or less helpful for their counseling

and training practice, then asked them to brainstorm how to design the VPs helpful for

training counselors or peer supporters. For example, we asked “What specific parts of

the conversations made them more or less helpful for training counselors?” and “How

would you design the virtual patients to be more effective for training counselors?” Prior

literature also suggests that realism is an especially important characteristic of VPs; so,

we asked participants to assess and brainstorm how we could make VPs more realistic.

Finally, we asked about counseling training in general and how the VPs might help,

including “What are some important learning goals when training new counselors?”

and “What would you like counselors to be able to practice or learn when working

with these virtual patients?” We kept our questions open-ended to allow participants

leeway to specify what realism and training usefulness meant according to their own

therapeutic experiences and practices. We used thematic analysis [341, 342] to identify

design suggestions that our participants thought would make VPs more realistic and

useful for training peer support providers or counselors. We report the most salient

suggestions below:

5.3.2 Design Requirements

Participants gave several suggestions that they thought should apply across all the VPs

we design. Many gave straightforward suggestions for specific design characteristics,

including realistic demographics, a coherent backstory, and the ability to simulate a va-

riety of common mental illnesses. Participants also confirmed that our two high-level

design goals –realism and training usefulness– were important goals. We synthesized

their descriptions to define and elucidate these constructs:
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DR 1: Virtual patients should be sufficiently realistic to be useful for train-

ing. Participants understood realism to mean how accurately the VPs matched how

they thought their patients act in general, e.g., one participant said they understood

realism “in terms of the veracity, the verisimilitude” of the VPs. Participants mentioned

factors including whether the VP consistently stayed in their role throughout the con-

versation, the kinds of topics a VP brought up, its demographics and persona, whether

the VP’s backstory was consistent with their problems and symptoms, the emotions

they conveyed, how they communicated, the specific language they used, the pace of

the conversation, their spelling and grammar, etc. Participants said that realism was

particularly important for making VPs that were useful for training, because realism

allows trainees to suspend disbelief and get immersed in a conversation and feel what it

would actually be like to talk with a real patient. For example, one participant said VPs

that send messages too fast are worse for training because this “[takes] people out of the

experience of like, like suspending disbelief, right, that this is an actual patient like that.

That isn’t human.”

DR 2: Virtual patients should be useful for providing training opportunities

and exposing trainees to challenging or important scenarios. Participants un-

derstood training usefulness to mean that the VPs should be able to simulate situations

that provide opportunities to practice therapeutic skills or exposure to particularly chal-

lenging or realistic, common scenarios. Participants mentioned whether the VPs could

help train for specific therapeutic skills that they thought were important. For example,

when explaining why they thought a conversation would be useful for training, one clin-

ical expert said, I’d probably point out, you know, alliance building, reflective listening,

and then deepening the problem solving.” Clinical expert participants mentioned specific

therapeutic approaches (e.g., CBT [343]) when reflecting on training usefulness. For ex-

ample, one participant said “I’m biased, because I think of training people in Motivational

Interviewing” [344] when answering questions about training usefulness.

Participants said that what is useful for training depends on the trainee, and specif-

ically the skill level and experience (or lack thereof) of the trainee. Participants said

that difficulty depends on situational factors, e.g., the kind, severity, urgency, or risk

of the distress, how vulnerable the patient was, and whether violence, gore, or sexual
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topics were involved. For example, most participants said that conversations around

suicide and suicidal thoughts were particularly difficult because of how vulnerable, risky,

and detailed they often are. Participants also said difficulty depends on conversational

factors, and that VPs which did not communicate clearly or expressed hostility, anger,

or resistance (which we describe further below) were more difficult. For example, one

participant said, “I think these were good patients, and that made it, you know, easier.”

Participants said that difficulty depends on how experienced and prepared the trainee

is for a specific conversation. So, participants said it was important to have multiple

VPs that simulated a range of difficulties in order to meet the needs of new trainees

across a spectrum of expertise. For example, one clinical expert said, “I think it’s good

practice for learners who don’t have experience in this to begin with easy, right; and then

[converse with VPs which bring up] complexity, comorbidity severity, chronicity, differ-

ent levels of risk.” Finally, participants suggested a range of kinds of distress to expose

trainees to, including anxiety, depression, suicidality, grief, chronic pain, loneliness, ro-

mantic relationship problems, and teenage angst.

5.3.3 Design Variables

Furthermore, participants suggested more subtle and nuanced characteristics that could

enhance the realism and training usefulness of the virtual patients, which we outline as

design variables:

DV 1: Concrete, colloquial language when describing distress and symptoms.

Most participants said it was more realistic and helpful to trainees –many of whom only

understand mental illness through textbook definitions– to see patients describe men-

tal distress in specific, colloquial terms. Participants said the VP design probes would

not be helpful for training because they discussed their distress in terms that were too

“clinical” and “non-specific.” The VPs wrote things like “I’m depressed” or “I’m suicidal”

or “I’ve been feeling really overwhelmed lately.” Participants said when VPs described

surface-level, easily diagnosable problems, this deprived trainees of opportunities to prac-

tice with more complicated or challenging conversations. Instead, participants said VPs

would be more helpful if they described their problems in concrete terms, by which they
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meant the following: First, VPs should describe how distress feels in the body, e.g., “ ‘I

feel numb, I feel empty, I don’t feel anything’ [or] ‘I’m in a lot of pain’.” Second, VPs

should talk about problems in terms of specific behaviors, e.g., “I’m crying all the time,

I can’t think straight, I can’t make decisions.” Third, VPs should talk about specific

problems in their life, rather than just distressing feelings. Many said this would make

the VPs more realistic — e.g., a clinical expert said, “[patients] usually don’t give you

the symptoms for depression, they say ‘I’m fighting with my partner’ [or] ’Oh my god

my girlfriend, Louise, has been on my case all week.” ’ However, some said it is not

necessarily unrealistic to see patients talk vaguely about their distress, especially if they

are being cagey or not wanting to open up (see our next section).

DV 2: Resistance to opening up about problems and feelings. Many partic-

ipants said one of the most unrealistic and unhelpful aspects of VPs was when they

opened up about their feelings and problems too easily: “[the conversations] just un-

furled very, very quickly” (P2). Participants said “in real life, patients meander, [so] you

have to kind of reel them in”; they do not immediately tell you how they are feeling

because “[it takes] people time to warm up to and generally people test whether whether

it’s safe to disclose [and] they’re not sure they want to bear [the burden of] what they’re

feeling, but they kind of do.” Participants said making VPs more reticent to talk about

their feelings would allow trainees to practice building trust to get patients to open up

— skills shown to be some of the most important for patient outcomes [345, 346]. How-

ever, some participants said making VPs that open up easily could be helpful to expose

trainees to the role playing scenarios more efficiently. Although there was no consensus

on the direction, all participants suggested that making VPs more or less open about

their feelings and problems was an important design variable.

DV 3: Resistant to taking suggestions and improving distress. LLMs have a

“sycophancy problem” — they tend to be too agreeable and have a “pleasant personality”

[347, 348, 349]. Many of our participants said that these qualities were undesirable in a

VP. One peer supporter said, “I would add more resistance to [the user’s suggestions.]

I would make [the virtual patient] a lot less... less like, ‘Okay, I’ll try’ or like, ‘Okay,

thank you so much.’ I don’t think people are that nice.” Peer supporter participants said
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it was common to chat with people who would get “very angry about something I said,”,

especially patients experiencing severe distress like suicidal crisis. Participants said VPs

that were antagonistic and resistant to suggestions would offer opportunities for trainees

to practice important skills, like helping patients reframe negative thoughts or building

trust over time to break down the patient’s initial reticence. Some participants said

that more resistant VPs may be harder for new trainees to respond to, so different VPs

should be designed with different levels of resistance to cater to different skill levels.

5.4 System Design

5.4.1 Development Methods

We designed 16 LLM-based VPs to simulate realistic text-based conversations with peo-

ple experiencing distress, including depression, pain, job-related stress, grief, relationship

issues, bullying, and suicidality. Following formative study design suggestions, we aimed

to create VPs that communicated more or less concretely and colloquially, and expressed

more or less resistance to opening up, taking advice, and improving their distress.

We initially tried many LLMs available when we started prototyping in December

2023, such as BERT, GPT, and Claude. Most models were not usable, as they auto-

matically filtered out conversations about mental distress. We chose to use GPT-3.5

because it could be prompted in natural language to create many different types of VPs,

it generated seemingly realistic text, and we could use “red teaming” techniques [350] to

bypass its filter and generate text about suicide and severe distress in high detail. We

created a web app with a chatbot interface where participants could send messages and

receive responses generated via the GPT-3.5 API (see Figure 5.1).

We then developed strategies for programming the model. GPT-3.5 uses natural

language instructions –i.e., “prompts”– to specify how the model should generate text.

Because GPT-3.5 can be sensitive to small changes in the prompt, it can be difficult

to produce specific model behaviors without systematic prompting [313]. Thus, we

developed a prompt structure and strategies for how to write our prompts. We did

this through trial and error: We iteratively modified our prompts and tested them on

semi-standardized conversations with members of our research team, noting changes in

the VPs’ characteristics along the way and incorporating these reflections into how we
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Demographics You’re a man in your late 60s. You don’t have many people in your
life, no friends really, just your cat. You live alone. You’re retired.
You worked for the postal service for 40 years. Mostly you just watch
TV, sometimes you watch the birds outside your window.

Motivation
for therapy

You don’t have anyone to talk to in real life, but you do want to talk
to someone online. That’s why you’re here.

DV 1:
Concreteness
of symptoms
and distress

Prompt strategy 1a: Personal story-
driven prompting
- One of your first responses should be “I’m
just dealing with a lot of pain”
- Each day, you struggle with severe pain in
your knees, hips, and lower back, making sim-
ple tasks difficult. You mostly watch TV or
gaze at birds outside to distract yourself, but
it’s not effective
- Don’t say this unprompted: You should
eventually tell me that you watched this video
about MAID laws up in Canada. But, you
haven’t planned a method for ending your life
- You’ve tried painkillers and PT and a bunch
of other stuff. But nothing really works.
Thankfully you got a weed card. That takes
the edge off

Prompt strat-
egy 1b: Clinical
assessment-driven
- You’re experiencing
chronic pain
- You’ve been feeling
depressed and suici-
dal. Your thoughts
would be classified as
Non-Specific Active
Suicidal Thoughts
on the Columbia-
Suicide Severity
Rating Scale [283]

DV 2 & 3:
Resistance
to opening up,
taking advice,
and improving
distress

Prompt strategy 2a: Reserved, hostile
prompting
- You don’t have anyone to talk to in real life,
but you do want to talk to someone online.
That’s why you’re here
- You really don’t want to talk to a hotline.
You’re worried they would just put you in the
hospital and change your drugs
- You’ve tried talking to a therapist, but you
can’t leave the house and it makes you de-
pressed to call on your computer
- You don’t even know what you would say, it’s
not like they can help with the pain anyways
- Your responses should usually be about 1-2
sentences
- Get angry if I give you a suggestion

Prompt strategy
2b: Open, amica-
ble prompting
[We left this part
of prompt blank, be-
cause by default the
LLM would be ver-
bose, open up about
its problems early on,
respond amicably to
advice, and improve
its condition quickly]

Table 5.1: Comparison of different prompting strategies to instruct the VP how to
describe its problems and respond to therapy. These prompts correspond to VPs sim-
ulating a retiree experiencing severe chronic pain, loneliness, and mild suicidality. See
the appendix for full prompts.
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modified the prompts. See Table 1 for an outline and examples of the prompt structure,

which we spend the rest of this section describing.

5.4.2 Prompt structure

See Table 5.1 for an example of a virtual patient prompt. We wrote each prompt in

four parts: demographics, motivation for seeking therapy, description of distress and

symptoms, and how resistant the VP should be towards the therapy process. Follow-

ing participants’ suggestions in the formative study, we created virtual patients which

simulate a variety of problems, including chronic pain, relationship problems, grief, and

bullying as a teenager. We created four virtual patients to simulate each of these kinds of

distress. We then created the patient’s backstory and demographics so that they would

be realistic and appropriate for the patient’s symptoms. For example, for the VP experi-

encing chronic pain, we wrote its demographics to be an older retired man whose pain is

disabling and isolates him from others. We also wrote the VPs to express general mental

health problems, like depression, anxiety, and suicidality. We used clinical assessments

to select the kinds and severities of symptoms, including the GAD-7 (anxiety), PHQ-9

(depression) [351], the Columbia-Suicide Severity Rating Scale (suicidality) [283], PG-13

Prolonged Grief Disorder (grief) [352], and PEG (chronic pain) [353]. For example, for

a VP simulating grief and depression after the death of a loved one, we drew from the

PG-13 to include emotionally numbness and the PHQ-9 to include trouble falling asleep

and poor appetite among the patient’s symptoms.

Concreteness: Personal, story-driven versus clinical assessment-driven prompts

Following DV 1, we aimed to create more concrete, colloquial VPs. It was challenging to

get the VP to portray its symptoms accurately without making it too obvious, e.g., to

talk as if it were depressed without explicitly saying, “I’m depressed.” We developed the

personal, story-driven prompts to overcome this challenge (see prompt strategy 1a in

Table 5.1). As suggested in the formative study, we wrote about behaviors and grounded

bodily experiences. For example, the prompt in Table 5.1 includes “you struggle with

severe pain in your knees, hips, and lower back, making simple tasks difficult.” Fur-

thermore, we instructed the VPs to open their conversations with specific life problems,
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instead of abstract feelings. For example, one VP is prompted to say “This kid at school

said he’d beat me up and I don’t really know what to do.”

In contrast, we also created VPs that expressed their symptoms in more vague,

clinical terms. For these, we wrote the prompts to include basic descriptions of their

problems and used text directly from or referring to these clinical assessments. See

prompt strategy 1b in Table 5.1 for an example of a clinical prompt.

Resistance: Reserved, hostile vs. open, amicable prompts

Following suggestions DV2 and DV3 to make the VPs more resistant to the therapeutic

process, we developed prompts that were more reserved and hostile towards the support

provider (see prompt strategy 2a in Table 5.1). First, we limited the VPs’ response

lengths. Without this, the LLM was verbose by default, causing the VP to open up

too quickly. Second, we prompted the VP not to bring up certain topics until later

in the conversation, e.g., “Don’t say this immediately”. We aimed to simulate patients

who bring up more heavier topics once they have established rapport with a support

provider. Third, we prompted the VP to express hostility, e.g., “Get angry if I give you

[i.e., the VP] a suggestion.” Finally, we prompted the VPs to decline advice to see a

therapist, call a suicide hotline, and talk to friends or loved ones. We did so because

participants in the formative study said that patients most commonly express resistance

to these specific resources.

We compared our reserved and hostile prompting strategies with the default LLM,

which was designed to be verbose, disclose its problems early on, and respond amicably

to advice to improve quickly.

5.5 Evaluation Study

In our evaluation of the VPs, we ask the following question:

• How do different prompting strategies affect the observed characteristics

of virtual patients (e.g., concreteness and resistance) and the perceived

outcomes (e.g., realism and training usefulness)?
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5.5.1 Hypotheses

Our hypotheses related to the first question above are as follows:

H1 (PS1 → Realism). Virtual patients with prompts that are written with prompt

strategy 1a (personal, story-driven) will will be perceived as more realistic than

virtual patients that are written with prompt strategy 1b (clinical assessment-

driven).

H2 (PS1→ Training Usefulness). Virtual patients with prompts that are written with

prompt strategy 1a (personal, story-driven) will be perceived as more useful for

training than virtual patients that are written with prompt strategy 1b (clinical

assessment-driven).

H3 (PS2 → Realism). Virtual patients with prompts that are written with prompt

strategy 2a (reserved, hostile) will be perceived as more realistic than virtual pa-

tients that are written with prompt strategy 2b (amicable, open).

H4 (PS2→ Training Usefulness). Virtual patients with prompts that are written with

prompt strategy 2a (reserved, hostile) will be perceived as more useful for training

than virtual patients that are written with prompt strategy 2b (amicable, open).

Our hypotheses responding to second question above are:

H5 (PS1 Mediation Process). The effects of PS1 on training usefulness are mediated

(at least partially) by observed concreteness and realism. By this, we mean that

the VPs made with personal, story-driven prompts (PS1a) increase observed con-

creteness and realism, which in turn increase training usefulness. Figure 5.2 shows

the path model that we hypothesize hypothesized relationship between variables.

H6 (PS2 Mediation Process). The effects of PS2 on training usefulness are mediated

by observed resistance and realism.

5.5.2 Methods

To test our hypotheses, we conducted an evaluation study where people with counseling

experience assessed the VPs in conversation. We first recorded 16 text-based conversa-

tions between 4 online peer supporters and 16 VPs. We designed the VPs to depict the
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four experimental conditions, represented by the four possible combinations of prompt

strategies: (1) Prompt strategy 1a and 2a; (2) Prompt strategy 1b and 2a; (3) Prompt

strategy 1a and 2b; and (4) Prompt strategy 1b and 2b. (See Section 5.4 and Table 5.1

for further explanation of these prompt strategies.) To overcome the “language as a

fixed effect fallacy” [354] and make our research more generalizable, we also wrote our

prompts so that the VP for each experimental condition was represented by 4 different

personas. These four included: (1) a woman in her 30’s going through problems with

her girlfriend; (2) a retired man dealing with chronic pain and loneliness; (3) a teenage

boy struggling with bullying and questioning his sexuality; and (4) a woman grieving

the loss of a loved one. Thus, with 4 experimental conditions and 4 personas, we created

16 virtual patients in total.

We then invited back four peer supporter participants from the formative study to

have conversations with four virtual patients each, one of each experimental condition

and one each persona (so the respondents saw a different experimental condition and

persona each time). Each conversation took about 5 to 15 minutes to complete, and

participants were compensated at a rate of $20/hour. We recorded the conversation

transcripts, which ranged from about 30 to 100 messages in total, with a median of about

50 messages. For consistency, we programmed the first four lines of each conversation

to start roughly the same way: “User: Hi. Nice to meet you. How are you today? //

VP: I’m ok // User: What brings you here? // VP: I just wanted to talk to someone.”

Next, we conducted a survey with 189 respondents from Prolific [355] to read four of

the above conversations and answer a series of questions evaluating each conversation.

We recruited respondents from two groups: people who had experience or education

on providing counseling (N=94), and people who had received counseling for their own

mental illness or distress (N=95). We did this so that our results would be representative

of not only support providers’ perspectives (as is the case in the formative study), but

also from the perspective of people who have received counseling. The study was within-

subjects, so each respondent was shown conversation transcripts representing each of

the four experimental conditions. Each respondent was only shown conversations from

a single persona (to make their evaluations consistent across non-theoretically relevant

characteristics of the virtual patient like their gender or occupation). After reading each

conversation, respondents completed a series of five point Likert-scale questions related
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to how resistant, concrete, realistic, and useful for training the virtual patients were

throughout the conversation.

5.5.3 Quantitative Analysis

Description of variables

• Prompt strategy 1 (PS1): Personal, story-driven vs clinical assessment-

driven prompts This dummy variable is 1 if we used prompt strategy 1a (per-

sonal, story-driven prompting) (1) and 0 if we used prompt strategy 1b (clinical

assessment-driven prompting) to create the VP.

• Prompt strategy 2 (PS2): Reserved, hostile vs open, amicable prompts

This dummy variable is 1 if we used prompt strategy 2a (resistant, hostile prompt-

ing) and 0 if we used prompt strategy 2b (open, amicable) to create the VP.

• Observed resistance. Following each conversation, respondents were asked five

questions about how strongly they agree (on a five-point Likert-scale) with a state-

ment about how resistant the virtual patient was to opening up about its feel-

ings and problems —e.g., "The chatbot was open in talking about its feelings”

(reversed)— and how resistant it was to therapy and improving its distress — e.g.,

“The chatbot was resistant to suggestions or advice.” We created a single measure

of resistance by aggregating responses to these questions. First, we measured in-

ternal consistency. We found that all five responses to questions about resistance

were internally consistent, with a Cronbach’s alpha of 0.84. For each individual re-

spondent, we took the mean of all five responses related to resistance to define the

aggregated measure, observed resistance. (See the appendix for the exact wording

and scale for each question.)

• Observed concreteness. Respondents were also asked how much they agreed

(five-point Likert scale) with four statements related to how colloquially or con-

cretely the VPs described their symptoms, problems, and feelings. These included

statements about how vague and abstract the VP was — e.g., “The chatbot de-

scribes its feelings and emotions in abstract terms” and “The chatbot describes its

problems in vague terms” (both reversed). We also asked how specific the VP was
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— e.g., “The chatbot describes its problems in terms of personal experiences and

specific events in their life (e.g., ‘my mom is mad at me because I can’t find a job’

or ‘I’ve been having trouble getting out of bed’).” Responses were consistent, with

a Cronbach’s alpha of 0.68. We defined observed concreteness as the mean of these

responses.

• Realism. We asked one overall Likert-scale question about how realistic the vir-

tual patient was (i.e., “The chatbot’s responses were realistic”). We also asked

two questions about how accurately the virtual patient portrayed someone expe-

riencing suicidality and emotional distress. Because many conversations did not

mention suicidal ideation, about one third of respondents declined to answer ques-

tions about suicidality and emotional distress. We excluded these questions and

used only the overall question to measure realism.

• Training usefulness. We asked one question related to how useful the virtual

patient would be for training support providers. Specifically, we asked whether

respondents think that support providers would be better prepared to talk with

real patients after talking with the virtual patient.

Quantitative Analysis Strategy

Throughout our analysis, we split respondents’ responses per conversation, so that each

data point consisted of all questions that a single respondent was asked for a single

conversation. We included data from all 189 respondents who fully completed our survey

in our analysis. We used multi-level structural equation modeling (SEM) to model

the relationships between the VP prompt strategies, observed concreteness, observed

resistance, realism, and training usefulness. Using SEM allows us first to test some

relationship between the prompt strategies and our target outcomes, observed realism

and training usefulness (hypotheses H1-H4), as well as the mediation process between

the prompt strategies and training usefulness (hypotheses H5 and H6) following Gunzler

et al. [356]. Figure 5.3 shows the path diagram representing the causal links between

variables and their estimated direct effects. We standardized all continuous variables,

so each coefficient in Figure 5.3 represents the effects in standard deviation units of

changing an experimental treatment from 0 (e.g., open, amicable prompt PS2b) to 1
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(e.g., reserved, hostile prompt PS2a) or increasing a continuous variable (e.g., realism)

by a standard deviation. We report indirect and total effects in-line below. We used the

semopy Python package for all calculations [357, 358].

Quantitative Results

Our results show that virtual patients created with personal, story-driven

prompts are perceived as more realistic and useful for training compared

to those generated with clinical-assessment-based prompts, supporting hy-

potheses H1 and H2. VPs made with personal, story-driven prompts (PS1a) were

associated with a .364 standard deviation increase in realism (p<.01) and a .348 stan-

dard deviation increase in training usefulness (p<.01), as compared to VPs with clinical

assessment-driven prompts (PS1b). Here, we report the total effects of prompt strategy

PS1 on realism and training usefulness. For example, we calculate the total effect of PS1

on realism as the sum of the direct effect in Figure 5.3 (b=.238, p<.01) and the indirect

effect (b=.126, p<.01). We calculate the indirect effect of PS1 on realism as the sum of

each respective product of all direct effects along each path from PS1 to realism. For

example, there are two paths from PS1 to realism — one through observed concreteness

and another through observed resistance — and the indirect effect of PS1 on realism

is (.453 ∗ .267) + (−.279 ∗ −.017) = .126. We calculate all indirect and total effects

from an exogenous variable (e.g., PS1 or PS2) on an endogenous variable (e.g., realism

or training usefulness) like this, and we report total effects throughout this paragraph

unless specified otherwise.

Our results show that the impact of personal, story-driven prompts on

realism and training usefulness was mediated by observed concreteness, sup-

porting hypothesis H5. For example, personal, story-driven prompts (PS1a) increase

training usefulness (b=.348, p<.01) directly (b=.174, p<.01), indirectly mediated by

observed concreteness alone (b=.051, p<.01), and indirectly mediated by observed con-

creteness and realism (b=.184, p<.01).

Our results support hypotheses H3 and H4, indicating that the virtual

patients created with reserved, hostile prompts were perceived as more real-

istic and useful for training, with smaller effect size. Reserved, hostile prompts
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(PS2a) led to a .158 standard deviation increase in realism (p=.011) and a .139 stan-

dard deviation increase in training usefulness (p=.031), as compared to amicable, open

prompts (PS2b). The effect sizes of PS2 on realism and training usefulness are smaller

than those of PS1 by about .2 standard deviations, meaning that the reserved, hostile

prompts were relatively less effective at producing realistic and useful virtual patients

than the personal, story-driven prompts.

Furthermore, our results only partially support hypotheses H6. The reserved,

hostile prompts (PS2a) had only a small effect on training usefulness (b=.139), primar-

ily mediated by its direct effects on realism (b=.327, p<.01), which in turn has a large

effect on training usefulness (b=.513, p<.01). Although the VPs made with reserved,

hostile prompts (PS2a) saw a 1.053 standard deviation increase in observed resistance

(p<.01) as compared to the VPs made with amicable, open prompts (PS2b), observed

resistance had no effect on realism (b=-.017, p=.69) nor training usefulness (b=-.003,

p=.94). This lack of mediation through observed resistance was the reason

why the reserved, hostile prompts (PS2a) have a considerably weaker effect

on training usefulness than the personal, story-driven prompts (PS1a). By

contrast, the personal, story-driven prompts (PS1a) have a greater effect on training

usefulness because observed concreteness is a stronger mediator for training usefulness.

The personal, story-driven prompts (PS1a) caused a .453 standard deviation increase in

observed concreteness relative to the clinical assessment-driven prompts (PS1b). Then,

a one standard deviation increase in observed concreteness have direct effects of a .113

standard deviation increase in training usefulness (p<.01) and a .267 standard devia-

tion increase in realism (p<.01), which in turn has a large effect on training usefulness

(b=.513, p<.01).

Thus, our quantitative results suggest that our prompt strategies succeeded in cre-

ating VPs that communicated about their emotions and problems more concretely and

expressed more resistance to therapy. Yet, respondents thought that only observed con-

creteness plays a significant role in making the VPs more realistic and useful for training.

Our quantitative results do not indicate that observed resistance has an ef-

fect on realism nor training usefulness. In the following section (Sec. 5.5.5), we

turn to respondents’ qualitative responses to explore this further.

Beyond our hypotheses, one of the most surprising results we find is that our prompt
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strategies have a negative effect on each other. Our results indicate that personal,

story-driven prompts (PS1a) decrease observed resistance (b=-.279), reserved, hostile

prompts (PS2a) decrease observed concreteness (b=-.566), and observed resistance and

concreteness have negative covariance (-.238). Overall, this suggests that we can

reliably design the virtual patients to be more concrete or more resistant,

but that there is some tradeoff between these two characteristics that may

prevent us from designing to optimize for them both simultaneously. We

speculate that this is most likely because VPs which were more resistant to opening up

were less likely to talk about specific details related to their distress or their emotions,

which led them to be seen as less concrete. We discuss the implications of this further

in Section 5.6.

5.5.4 Qualitative Analysis Strategy

The primary aim of our qualitative survey results was to interpret and supplement our

quantitative results about how observed concreteness and resistance affected (or did not

affect) realism and training usefulness. To this end, we analyzed the qualitative survey

responses with a focus on resistance and concreteness specifically. The lead author open-

coded all 750 responses to open-ended questions about why the respondent thought the

VP was realistic and useful for training. Then, the lead author identified codes related

to resistance and concreteness. For example, one response (chosen at random) was

“Despite pushing gently for more, the chat bot stayed vague and just kept mentioning

being stressed out. It didn’t evolve” was coded as “too vague detracts from training

usefulness” and “stifled conversation,” which the lead author thought was related to

resistance and/or concreteness. Next, the lead author used thematic analysis [341, 342]

on just the responses that were related to resistance and concreteness to identify the

most frequent and salient reasons why respondents thought a VP was realistic, useful for

training, or not. For example, one theme that emerged among responses about training

usefulness was “resistance to suggestions and/or improvement.” In the description of

findings below, we report the most relevant themes that emerged.

Furthermore, during open-coding, many survey responses were not related to con-

creteness nor resistance, e.g., “breaking character makes the VP less realistic.” Since

these responses were ancillary to our primary focus, we conducted a more truncated
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analysis of them. We pulled out responses with the top and bottom 10% of scores for

realism and training usefulness, then identified themes that emerged from these. We

report these themes in Section 5.5.5.

5.5.5 Qualitative Findings

In this section, we report select qualitative results from the survey. We asked respondents

to explain why each conversation was realistic and useful for training. To analyze re-

sponses to these open-response questions, the lead author open-coded all 750 responses,

looking especially for explanations related to resistance and concreteness. We then used

thematic analysis [341, 342] to identify the most frequent and salient reasons for respon-

dents to judge a conversation as realistic and unrealistic, or useful for training or not.

For example, one theme that emerged among responses about training usefulness was

“resistance to suggestions and/or improvement is more realistic.”

In Subsections 5.5.5 and 5.5.5 below, we aim to use the qualitative survey responses

to interpret the quantitative results around hypotheses H5 and H6, i.e., the mediation

processes between the two prompt strategies and training usefulness. Because our quan-

titative results suggest that observed resistance does not mediate the small effect that

reserved, hostile prompts (PS2a) have on training usefulness, we start with explaining

that relationship in Subsection 5.5.5. In Subsection 5.5.5, we report additional findings.

Reserved, hostile Prompt (PS2) → Realism and Training Usefulness

In Section 5.5.3, our quantitative results suggest that the reserved, hostile prompt (PS2a)

has a small effect on training usefulness solely because it has an effect on realism, which

has a large effect on training usefulness. To preface, our qualitative results sug-

gest more nuance regarding resistance in virtual patients – that VPs with

varying levels of resistance can both be realistic and useful for training. Many

respondents thought that resistance made VPs more realistic and more useful for train-

ing. Many also thought that less resistant VPs could also be realistic or helpful or that

VPs that are too resistant could be detrimental. When measured by our quantitative

survey questions, these contrasting assessments introduce considerable noise, which may

prevent our analyses from picking up any positive signal between observed resistance

and training usefulness. Yet, they do not suggest that resistance is unimportant. They
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suggest that the level of resistance should be calibrated to prevent the VPs from acting

too resistant and to match the intended skill level of the trainee. To elucidate this be-

low, we focus on the two pathways through which observed resistance may affect training

usefulness (see Figure 5.3): first we look at the effects of resistance on realism, which in

turn has a large effect on training usefulness; then, we look at the effects of resistance

directly on training usefulness.

Observed Resistance → Realism. In Section 5.5.3, our quantitative results sug-

gest that realism has a large effect on training usefulness. Our qualitative results suggest

many respondents thought resistance to suggestions, opening up, or improving their con-

dition was a top reason why VPs were realistic or not. For example, one respondent said,

“I think the [VP’s] hesitance to speak to others about the issue they opened up about is

realistic. People will often cling onto to those they trust and find difficulty trusting new

people.” Some respondents said that it is unrealistic when a VP opens up too quickly,

takes suggestions too easily, improves too quickly, or is too positive. For example, one

respondent said, “the bot was willing to receive help and counseling, but the truth is, not

all patients who come in will be that quick to open up or willing to receive treatment; it

takes time to build trust with a counselor, even if one feels like spilling everything.”

On the other hand, many respondents said that VPs that were too resistant

were unrealistic. For example, after a conversation about grief, one respondent said,

“it feels less accurate that the chatbot didn’t open up about whom they lost.” Many

respondents thought it was unrealistic to seek out therapy but be resistant: “I don’t find

it realistic that someone so unwilling would be seeking help for themselves in the first

place.” Furthermore, some respondents said VPs were more realistic when they were

less resistant. For example, one respondent said a conversation “[f ]elt realistic because

[the VP] willingly spoke and described things, and I could put myself into their shoes.”

Overall, these respondents did not think that resistance was necessarily unrealistic —

rather, they thought that too much resistance was inauthentic and that sometimes less

resistance could be realistic, depending on the context.

Observed Resistance→ Training usefulness. Many respondents said that resis-

tance was useful for training, because “practicing breaking through resistance is extremely

important.” Some said that when the VP opens up too quickly or takes suggestions too

easily, this prevents trainees from learning how to get patients to open up. When the
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VPs were resistant or hostile to therapy, respondents said this made conversations more

difficult, and difficult conversations were especially important for trainees to practice

with. For example, one respondent said “[a VP that] represents how a difficult, closed-

off client may behave... is definitely helpful to have experience engaging in these types of

conversations that may not seem as productive as you’d like them to be as a counselor.”

Finally, respondents said that resistance is useful for training because it is realistic. To

summarize these points, one respondent said a VP “was very helpful for training coun-

selors as it’s very likely they’ll come across someone who doesn’t open up right away,

is resistant to reaching out for help, and is in immense emotional distress [and that’s]

something counselors should be equipped for.”

Conversely, many other respondents said that VPs that are open and easy to

talk with can be useful for training, especially for new, inexperienced trainees who may

get discouraged by more difficult conversations. For example, one respondent said, “this

feels like the first basic step, like the practice you’d see in a textbook... If it’s designed

to be a light introduction to moving through topics with a client I think this is good.”

Respondents said VPs that show improvement can help trainees build confidence and

give implicit feedback about which therapeutic approaches work better than others.

Furthermore, some respondents said that when the VP is too resistant or too vague, this

stifles the conversation, which is counterproductive to training goals. For example, one

respondent said: “This particular conversation was a little too vague to be of much help.

I feel as if the other conversations have a lot more to dissect analyze and learn from.”

Again, overall, these respondents do not suggest that resistance is necessarily detrimental

to training usefulness. Rather, they suggest that the level of resistance should be chosen

appropriately — according to the skill level of the trainee and to prevent the VP from

being too resistant and shutting down the conversation.

Personal, story-driven prompt (PS1) → Training Usefulness

In Section 5.5.3, our quantitative results suggest that observed concreteness mediated the

effects of the personal, story-driven prompt (PS1) on training usefulness. In their qual-

itative responses, respondents elaborated primarily on how the story-driven

VPs influenced observed concreteness and subsequently affected perceived
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realism. Many respondents said VPs were more realistic when they gave personal, col-

loquial, detailed descriptions of its problems and feelings. For example, one respondent

said the conversation was realistic because “[the VP] gave specific examples and described

what it feels like to be depressed, without actually mentioning depression.” Respondents

said that VPs were unrealistic when they described their symptoms in less concrete

terms. For example, one said, “[the conversation] felt very real because it was described

in personal experiences and feelings rather than in clinical terms.” Another said it was

very unrealistic when a VP gave “long, fact filled responses that lacked emotion or per-

sonal anecdotes, [e.g., a VP described their pain in a way that] felt like I’d googled the

term and was reading a website or something.”

Furthermore, respondents said that how the VPs depicted their emotions determined

whether they were realistic or not, especially how intense the emotions were, how ap-

propriate they were in the situation, how quickly they changed, etc. Many respondents

explained why they thought a VP was realistic by listing the emotions represented in

the conversation, e.g., “[the VP] mentions suffering and being tired and depressed rather

than just responding with basic, unemotional statements,” or by pointing to specific lines

where the VP talked about intense emotions, e.g., “Line 16 [‘I just feel like I’m not

strong enough to handle everything that’s happening’] feels like a really human thing to

say when you are feeling down.” Some respondents said the VP who said the VP was

very unrealistic said it was because the VP was too vague or not intense enough for the

situation: “It all felt diluted and mushy. There were not intense emotions described in a

physical deep way.” Many respondents said VPs were unrealistic because the emotions

were inappropriate for the situation, especially when the VP was too positive or amica-

ble: “This very much felt like a chatbot wanting to please the person it was programmed

[to] speak to.” Finally, many said it was unrealistic when the VP’s mood improved too

quickly. For example, one respondent said, “[the VP] went from feeling suicidal to being

happy very quickly, which does not seem realistic.”

Additional Qualitative Survey Results

Realism → Training Usefulness. Many respondents said realism is an important

factor in determining whether a VP is useful for training or not. This included both



143

respondents who said realistic VPs were more useful and those who said less realistic

VPs were less useful. For example, one respondent said “the conversation would defi-

nitely not be helpful for training counselors because this is a chatbot and not a realistic

human being.” Respondents thought that conversations that were realistic and emo-

tionally intense, detailed, or difficult were especially helpful: “Counselors should prepare

for genuine patient encounters by reading in-depth explanations of emotional discom-

fort and hopelessness through the chatbots.” Respondents explained why they thought

realism was so important to training usefulness, many giving one of two explanations:

First, respondents thought that realistic VPs can help trainees get exposed to real pa-

tients that they may encounter in their practice. Respondents said this can help trainees

better emotionally prepare for difficult conversations like suicidality, as well as practice

what they would do or say in real situations — for example, one respondent said that

VPs would help trainees in “gaming out different scenarios like this.” Second, respon-

dents thought realism was especially important for training usefulness because it allows

trainees to get immersed in the conversation, echoing a result from our formative study

in Section 5.3. For example, one respondent said, “[the VP] felt extremely unrealistic...

which breaks the immersion for a training counselor [who] needs to be as immersed in

the role as possible to help the training counselor learn.”

Practicing general therapeutic skills. Respondents described a number of gen-

eral therapeutic skills which they thought trainees could learn by talking with the VPs.

Many respondents described skills that would be useful at different points of the conver-

sation. In the beginning of the conversation, respondents thought that the VPs would

be helpful for practicing active listening, showing empathy, and “acknowledging and val-

idating a patient’s distress.” Respondents said that patients “need some time to warm

up before opening up to a stranger;” For example, one respondent said, “this [VP] gives

the counselor the opportunity to ask good and nonjudgmental questions.” Others said

the VPs can help trainees practice building trust and eventually asking more vulnerable

questions to get the VP to “go deeper into the problem.” Furthermore, many respondents

said the VPs would help practice when and how to give suggestions. For example, one

respondent said “referring the [VP] to other resources to help is important for training

counselors.” Lastly, some respondents said that the VPs would be helpful for moving
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between these different skills in one coherent conversation: “I think this conversation was

well-rounded in terms of finding the issue, talking through the feelings, and suggesting

financial aid.”

Practice for suicidality and severe distress. Respondents said that VPs that

simulated suicidality and other kinds of severe distress were especially helpful. They

said that trainees often have difficulty learning how to respond to suicidality, because

training with real patients can put those patients at risk of harm. For example, one

respondent said the VP “gives training counselors a safe space to explore deescalating

suicidality with patients, without risk of damaging the patient who may be emotionally

fragile.” Furthermore, respondents thought that VPs which were designed to express

their suicidality in more colloquial, less obvious ways were especially helpful. One re-

spondent said a conversation “where the counselor further probes the chatbot on what it

meant by entering a dark place [was] a crucial teaching experience because dark place

can have a different definition for each person, but often it’s used to represent suicidal

ideation.” Beyond suicidality, respondents thought that VPs that depicted any severe

distress with “potential of real harm and needing to navigate that” were especially useful

for training counselors.

Staying in character. Finally, in rare cases, when the VP broke character, re-

spondents found this very unrealistic. For example, one respondent said, “after line 20

the chatbox admits to being AI - hard to take any of the conversation seriously.” This

often happens when the content filter of an LLM prevents it from generating certain

content; for example, GPT-3.5 may say that it is an AI that cannot generate content

about suicidality. In another conversation, the model switched roles, going “from patient

to counselor based on its responses.” This likely happens because the LLM favors acting

as a counselor instead of a patient.

5.6 Discussion

In this chapter, we present an exploratory study of using large language models (LLMs)

to create virtual patients (VPs) to improve training for mental health support providers



145

outside formal clinical settings. We found it was relatively easy to create VPs that

realistically simulated four distinct mental health problems with varying degrees of con-

creteness and resistance. Throughout our study, we engaged with people with a variety

of experiences with mental health support to understand how they thought we should

best design these VPs. We aimed to identify aspects of VPs that participants thought

would be most useful for training, i.e., to give trainees exposure to realistic mental

distress and opportunities to practice dealing with people experiencing distress via text-

based conversations. We found that creating VPs which describe psychological problems

in terms of concrete experiences and express resistance to the therapeutic process were

particularly important because these characteristics of the VP made them seem more

realistic.

In this section, we first discuss our main results in further detail. Then, we discuss

the merits of LLM-based virtual patients. Finally, we discuss implications that our

results have on future work developing LLM-based VPs.

5.6.1 Importance of concreteness and resistance for making virtual
patients.

We first conducted a formative study with nine online volunteer support providers and

four clinical experts to identify characteristics of VPs they thought would be most im-

portant for training. They suggested that making realistic VPs would be useful for

training, echoing most prior work suggesting that authenticity and realism are some

of the most important aspects of simulated patients in medical domains more broadly

[359]. Furthermore, results of our formative study participants suggest that in order to

create VPs that are realistic and useful for training, it is particularly important that they

simulate (1) concrete, colloquial communication and (2) resistance to the therapeutic

process, i.e., resistance to opening up, taking advice, and improving. We then designed

VPs to enact these two qualities by developing prompt strategies with a personal and

story-driven approach to describing problems and emotions (PS1a) and instructing the

model to be more reserved about its problems and hostile to suggestions (PS2a).

We then conducted an evaluation study (N=189) where respondents were asked to

quantitatively and qualitatively assess the resistance, concreteness, realism, and training

usefulness of VPs prompted to simulate various levels of resistance and concreteness.
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First, our quantitative results suggest that our prompt strategies succeeded in creating

VPs which were seen as more concrete and resistant. They suggested that VPs designed

to communicate their symptoms and problems in a more personal and story-driven

manner were seen as more useful for training, which was mediated through observed

concreteness and realism. They also suggested that when VPs were designed to be more

reserved, hostile, and resistant to therapy, this led to only a small increase in training

usefulness, primarily because it increased realism, which in turn had a large impact on

training usefulness. Our quantitative results suggest that the effects of resistance on

training usefulness were not mediated through observed resistance.

We then turned to our qualitative results to better interpret these quantitative find-

ings. Most importantly, our qualitative results suggest that the lack of mediation through

observed resistance is not due to resistance being unimportant for realism or training

usefulness. On the contrary, resistance was the most common reason that respondents

gave to explain why a VP was more or less realistic or useful for training, because it could

help trainees practice how to talk with difficult patients who do not open up, take advice,

or improve their distress. However, many responses suggested that VPs that were less

resistant could still be realistic and useful for training, especially for new, inexperienced

trainees that could benefit from easier conversations. Many responses also said that

either that the most resistant VPs were unrealistic or unhelpful for training, because

they were too resistant to opening up or taking advice, which made the conversations

confusing, inauthentic, stifled, and difficult for trainees to practice. Overall, we suggest

that the lack of effect of observed resistance on training usefulness in our quantitative

results may not indicate that resistance is unimportant for making VPs that are realistic

or useful for training. Rather, respondents thought that resistance was important, but

that VPs should not be too resistant, and VPs expressing a range of levels of resistance

may be useful for training depending on the skill level of the trainee.

Our other qualitative results suggest that the personal, story-driven prompts (PS1a)

allowed VPs to communicate about their emotions and problems in colloquial, specific,

individualized terms, which made them more realistic. Responses suggested that realism

was particularly important for training usefulness because it allowed trainees to immerse

themselves and practice what a real conversation would be like. Finally, responses

suggested that the VPs were useful for training especially because they may help trainees
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practice general therapeutic skills, like active listening, showing empathy, or asking open-

ended questions, as well as skills for more specific situations, like suicidality and severe

distress or crisis.

5.6.2 Using LLMs for training avoids risks of using LLMs directly with
patients.

Researchers and practitioners are increasingly interested in using large language models

(LLMs) such as PaLM, LaMDA, and GPT [360] to provide mental health support directly

to people in distress [321, 322, 323]. Some have proposed using LLMs to automate mental

health support entirely [322]. For example, Melo et al. [361] used ChatGPT to provide

psychotherapy to patients in an inpatient psychiatric facility. Others have suggested

using LLMs to assist mental health support providers during patient interactions. For

example, Sharma et al. [247, 248] created LLM-based chatbots to give suggestions to

online peer-to-peer support volunteers during live conversations on TalkLife [362]. These

technologies have shown mixed outcomes. Sharma et al. [247, 248] suggest that their

LLM-based technologies can help peer supporters communicate more empathetically.

On the other hand, the mental health peer support platform Koko ran a trial of an

LLM-based chatbot and found that patients felt unnerved by receiving therapy from a

bot, saying that “[s]imulated empathy feel weird, empty” [269]. Moreover, since LLMs

are primarily trained for general-purpose capabilities and their training data include

mental health-related information, these models have not been specifically trained for

mental health applications [9]. Directly using these general-purpose models in mental

health applications could lead to unintended and, at times, severe consequences [16].

For example, an eating disorder hotline replaced its workers with an AI chatbot, which

then started giving out harmful advice to callers like telling them to lose weight and go

on a diet [26]. Instead, we argue that it is better to use LLMs to help train people who

provide mental health support. This mitigates the risks of using AI to directly interact

with patients.
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5.6.3 Using LLMs to develop VPs can expand and improve mental
health support training.

Using LLMs to develop VPs also alleviates the technical barriers and financial and

labor costs associated with prior methods of delivering experiential learning to trainees,

including role-playing with trained experts, holding supervised counseling sessions, or

developing virtual patients using complex machine learning (ML) and natural language

processing (NLP) approaches [248, 310, 311]. Recent work has similarly suggested that

LLMs should be used to decrease costs of developing virtual patients across a variety of

medical domains [312]. If developed and tested correctly, LLM-based VPs can expand

access to realistic experiential learning to volunteers and non-professional counselors

outside clinical educational systems. Expanded training may lead to less risk of harm to

the millions of people who already seek support from informal resources, including peer

support groups or online peer support sites like 7Cups [363] or TalkLife [362].

Overall, LLM-based virtual patients have the potential to improve the training of

beginning counselors in a safe environment, reduce cost, and increase reach of train-

ing, compared to traditional teaching models that use highly-skilled experts to deliver

training. Our study provides some preliminary evidence that LLM-based VPs may be

developed to realistically simulate a variety of kinds of mental distress and provide help-

ful training opportunities to inexperienced support providers. Because our work is an

exploratory study, we devote significant space below to identifying avenues for future

work based on our limitations, which are largely due to the preliminary nature of our

work.

5.7 Limitations and Future Work

Our work suggests that LLM-based virtual patients show promise to improve mental

health training, especially for online peer support sites. Yet, this work is exploratory

and comes with substantial limitations. Here, we discuss these limitations and how they

open opportunities for future work.
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5.7.1 Refining evaluation metrics.

Perhaps most importantly, this research provides no direct evidence that interaction with

the virtual patients improves trainees’ therapeutic skills and the mental health of clients

they interact with. We evaluated our VPs by asking survey respondents their perceptions

of VPs’ characteristics, realism, and usefulness for training, keeping these constructs

broad enough that respondents could respond openly. We suggest future studies use

more clearly-defined measures of participant learning and patient outcomes to evaluate

the LLM-based VPs. Furthermore, we suggest clinical trials comparing LLM-based VPs

with other common experiential learning approaches, such as role-playing with trained

experts or other kinds of VPs (e.g., prior ML-based or rule-based VPs).

5.7.2 Providing feedback.

The goal of this research was to identify attributes of virtual patients that could provide

early-stage counselors with experiential training to improve their counseling skills. How-

ever, conversations with virtual patients by themselves will be insufficient for training.

Trainees also need structured self-reflection and feedback on what they did poorly or well

to best take advantage of simulated therapeutic conversations. In conventional clinical

training, supervisors or trainers provide these services. In order to use VPs for training

the large number of volunteers in peer-to-peer support environments, some automated

feedback will be needed. The development of these feedback systems itself will be a ma-

jor opportunity for future research. This research will involve at least two components:

The first is an assessment module that can evaluate the trainees’ performance at both

the level of the speaking turn (e.g., did they ask open-ended questions at appropriate

times) and at the level of the full conversation (e.g., did they try to build rapport with

the VP before touching on sensitive topics). The second is a trainer module that pack-

ages the potential feedback in a way that might help the trainees improve most. For

example, the trainer module should provide feedback at appropriate time points (e.g., in

the moment or after a conversation) and at the right level of detail, so that the trainees

are not overwhelmed or demotivated.



150

5.7.3 Verifying VP attributes.

We identified design characteristics for our VPs based on a formative study with 13

participants. We asked participants what they think would be most useful for training,

keeping this notion broad enough that participants could freely respond according to

their own experiences and therapeutic practices. We suggest future work to verify this

formative work against more clearly-defined and evidence-based therapeutic practices

or approaches (e.g., CBT, DBT, or Motivational Interviewing). Furthermore, we chose

to simulate various kinds of mental illness and distress with a single virtual patient

each. We suggest that future work focus on specific conditions in greater depth. For

example, in the formative and evaluation studies, participants said it was especially

helpful when VPs talked about suicidality, which is often grave and challenging for new

counselors. Future work may develop VPs specifically for training around various kinds

and severities of suicidality. This aligns with recent work which encourages HCI work

to develop technologies for training on suicide prevention [3].

In addition, in the formative study, participants suggested design variables around

two kinds of resistance, i.e., DV 2 pertained to resistance to opening up about one’s

feelings and problems and DV 3 pertained to resistance to receiving suggestions and

improving one’s condition. When designing the system (see Table 5.1), we collapsed

these into one dimension related to resistance. We did this because we thought these

two factors were highly related and that designing for one would necessarily influence

the other. However, we speculate that keeping them separate may have led to more

precise measures of constructs related to resistance in the evaluation study. Second, in

the evaluation study, we measured realism and training usefulness with only a single

item each. We did this to reduce respondent burden. Our assumption based on pilot

testing is that these questions clearly captured the broadly-defined constructs we were

interested in. However, this may impact the reliability of these results, and we attempt

to communicate warranted nuance and tentativeness in the discussion of our quantitative

results. That being said, we believe our qualitative results flesh out these constructs with

significant depth.
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5.7.4 Systematizing the specification of virtual patients.

We developed our VP prompts through trial and error, iteratively modifying and testing

our VPs through conversations with members of our research team. This method requires

significant time, labor, and may vary significantly depending on who tests the VPs and

how they are tested along the way. We suggest that future work develop more systematic

approaches and tools for developing VP prompts. This may include non-technical tools,

such as a standardized protocol for building virtual patients (see, e.g., preliminary work

on the Roleplay-doh prototype [364]) or a corpus of sample conversations to test virtual

patients. It may also include technical tools, such as automated tools for writing prompts

or virtual patients, e.g., using LLMs to generate prompts. Prior work has shown that

non-AI experts may have difficulty prompting LLMs [313]. These tools could help non-AI

experts develop LLM-based VPs, e.g., clinicians, mental health educators, or peer-to-

peer support sites, that want to develop VPs tailored for their students and trainees.

5.8 Conclusion

In this chapter, we design virtual patients (VP)s that mental distress to improve training

resources for online peer support providers. We explored the use of LLMs to create the

VPs to lower technical and monetary barriers of creating realistic VPs that can be cus-

tomized for a variety of conditions and patient personas. Through a formative study with

13 peer support volunteers and counselors, we explored characteristics of VPs to make

them useful for training, finding that most participants thought VPs should communi-

cate about their distress in concrete, colloquial terms and express resistance to therapy.

We made a set of 16 VPs to display varying levels of concreteness and resistance while

simulating distress such as depression, grief, pain, or suicidality. We evaluated the VPs

via a survey with 189 people with counseling experience. Our quantitative and quali-

tative survey results suggest that concreteness is an important factor for making VPs

more realistic and useful for training. Our survey findings about resistance were more

nuanced — our quantitative results indicate a null result, but our qualitative results

suggest that resistance may still be an important factor for realism and training use-

fulness, especially when resistance is appropriately calibrated to the trainee’s expertise.

Our study suggests that LLM-based virtual patients are a promising direction for future
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research. We expect our work to contribute more broadly to work in CSCW on social

simulation, peer support, and LLMs in mental health applications.
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Figure 5.1: Interface that participants used to communicate with the VPs. VP responses
are in grey on the left and participant responses are in orange on the right. The text is an
excerpt of a conversation transcript between a participant and a VP simulating someone
experiencing chronic pain, based on the more concrete, resistant prompt presented in
Table 5.1.



154

Figure 5.2: Path model describing our hypothesized relationship between our prompt
strategies, observed concreteness, resistance, realism, and training usefulness. Solid, one-
sided arrows represent a causal relationship from one variable to another. For example,
the figure depicts our hypothesis that greater observed concreteness and resistance causes
respondents to see the VPs as more realistic. The dotted, two-sided arrow represents
covariance between observed concreteness and resistance.

Figure 5.3: (* p<0.05) Path model with estimated direct effects between the prompt
strategies, observed concreteness, resistance, realism, and training usefulness. Solid lines
with an arrow represent a causal relationship from one variable to another. Each coef-
ficient represents the effects in standard deviation units of changing a prompt strategy
from 0 (e.g., clinical assessment-driven prompt) to 1 (e.g., personal, story-driven prompt)
or increasing a continuous variable (e.g., realism) by a standard deviation. For example,
the figure shows that the personal, story-driven prompt PS1a significantly increases the
observed concreteness (b=.453) relative to the clinical assessment-driven prompt PS1b.
The dotted, two-sided arrow represents covariance.



Chapter 6

Conclusion

In this closing chapter, I first summarize my contributions to responsible AI and human-

computer interaction. Then, I discuss how the chapters of this thesis are connected:

Here, I also discuss my own positionality towards the application contexts presented in

this thesis. Finally, I discuss suggestions for future work.

6.1 Summary of Contributions

Overall, this thesis argues that researchers and designers should more fully explore po-

tential harms of AI and data-driven technologies before using them in high-stakes care

domains. I advocate for engaging and co-designing with people who use these systems

and people who are most-harmed by them. This thesis presents a number of grounded

case studies of participatory approaches to designing AI-based technologies in care do-

mains like child welfare or online mental health to encourage care and prevent harms.

Chapters 2 and 3 presents work that critically examines the role of AI in child wel-

fare. Through a mixed-methods audit of the Allegheny Family Screening Tool (AFST)

in Chapter 2, we find that workers mitigated racial disparities in the AFST’s recommen-

dations. Furthermore, we find that workers were incorrectly measured based on accuracy

metrics that were tailored to the algorithm. These findings point to the need for de-

sign methods that incorporate the perspectives of people who use, or are impacted by,

these systems. Building on this, in Chapter 3, I present findings from participatory de-

sign workshops with social workers and impacted parents. These revealed concerns about

155
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predictive technologies reinforcing systemic inequities and carcerality. Participants advo-

cated for broader, non-technical systemic changes, reinforcing the importance of viewing

AI not as a panacea, but as one piece in a larger array of sociotechnical solutions.

Chapters 4 and 5 shift focus to digital mental health, exploring the potential and

limits of using AI for suicide prevention and mental health support. Chapter 4 presents

a design study with volunteer online counselors. We found that many participants were

apprehensive about using AI for real-time interventions, due to the unpredictable and

high-stakes nature of these applications. Yet, participants were cautiously optimistic

toward AI-based tools for training and preparation. Following these suggestions, in

Chapter 5 we present an exploratory study using Large Language Models (LLMs) to de-

velop virtual patients simulating a range of mental distress. These agents are intended

to mimic patients, so that trainees can get practical, experiential learning before they

attempt to provide support to real people. We explored characteristics of virtual pa-

tients that participants thought would be most helpful to design for in more intensive

prototyping. Participants thought that the LLM-based virtual patients were more realis-

tic and useful when they expressed more resistance, caginess, unawareness, and yet also

described their problems and emotions in specific terms — referencing the body, specific

events in their life, etc. This work presents a promising direction for creating training

tools to improve training practices for mental health support. These technologies may

especially expand experiential learning for under-resourced mental health domains, such

as online peer support or suicide gatekeeping.

6.2 Context & Positionality

This dissertation considers two application contexts: child welfare and online mental

health. I focus on these two contexts, because they center on care, but often also inflict

harms to people seeking support. The child welfare system has the power to provision re-

sources to families in need. But, it may also investigate families, collaborate with police,

and potentially break apart families and place children in foster care. These harms are

disproportionately applied to poor, Black, and Brown families, as a product of systemic

racism in child welfare and other governmental systems. Online mental health systems

offer mutual aid and emotional support to people seeking support with mental distress.
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Yet, the informal nature of online mental health systems may lead support seekers to

be exposed to dangerous content or inadequate care. For suicide prevention specifically,

interventions may be violent or autonomy-restricting, like involuntary hospitalizations.

When new, AI-based technologies are used in these contexts, they have the potential

to reify systemic harms; even if these technologies are ostensibly designed for good. In

this thesis, I first aim elucidate the harms of algorithms and data-driven technologies

in the child welfare system and online mental health. Throughout this work, I position

myself with those who may be most adversely impacted by these systems and whose

perspectives have been most overlooked in previous research and development of these

technologies. In child welfare, I take this to include frontline workers and impacted

parents — especially those who are most impacted by racism, poverty, and carcerality. In

online mental health, this includes people who seek and provide mental health support.1

6.3 Future Work

I caution against using new data-driven technologies directly with vulnerable people,

such as families being investigated by child protective services or people experiencing

mental distress. Instead, I suggest designing technologies to support –not replace– hu-

man care infrastructures.

In child welfare, I suggest that data-driven algorithms should not help make real-

time decisions about individual families — racial disparities and poor data quality make

these systems too dangerous to use in this way. Furthermore, based on Chapter 3, I

suggest that a way to improve support infrastructures for impacted families may be to

systemically change or entirely oppose existing child welfare systems. Participants in

Chapter 3 suggested using data collection and analysis to further legislative or systemic

changes that would support families and mitigate the problems that AI-based tech-

nologies are ostensibly made to address (e.g., racial disparities, poor decision quality).

Participants suggested using AI tools to audit the child welfare system. Further future

work may include understanding and improving online support networks for families

who are navigating or organizing to oppose the child welfare system — similar to recent
1Although only support providers were consulted in much of the work in Chapters 4 and 5, I still

consider harms to support seekers as a principal concern in this work.
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work exploring online support communities for foster families [365]. I suggest that re-

searchers interested in building new data-driven technologies in child welfare do so to

benefit parents, either apart from or directly opposed to child welfare agencies.

In online mental health, I suggest that instead of automating or augmenting support

in real-time (cf. [248, 323]), future work should use data- and AI-based technologies to

support online mental health care providers. In Chapter 5, I propose a clear example

of this: using generative AI to help train counselors, rather than using it automate

counseling [366]. I find that this is a promising direction for future work and give

numerous specific examples to improve upon the use of Large Language Models for

mental health support training in Chapter 5. For example, I suggest more rigorous

prototyping and evaluation, as well as better incorporation of the lived experience of

people who experience distress into the design and evaluation of future virtual patients.

Beyond virtual patients, however, there are many opportunities to explore and improve

online mental health care infrastructures. In Chapter 4, I suggest that future work

should better understand the perspectives of people who seek support for suicidality

online specifically. This may include understanding how current moderation practices

and interventions in response to expressions of suicidality online (e.g., pop-ups with

suicide hotline information) affect suicidal support seekers. It may also include engaging

suicidal support seekers to understand harms and affects of AI-based technologies for

suicide prevention.
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Appendix A

Appendix for Chapter 2

All children Black children white children
All risk levels 51750 26123 (50.5%) 21623 (41.8%)
Mandatory screen-in 15182 (29.3%) 9639 (36.9%) 4863 (22.5%)
High risk 31022 (59.9%) 18536 (71.0%) 11013 (50.9%)
Medium risk 11778 (22.8%) 5208 (19.9%) 5653 (26.1%)
Low risk 8950 (17.3%) 2379 (9.1%) 4957 (22.9%)

Table A.1: Numbers and proportions of children by race and AFST risk level. Percent-
ages are over total children by race, e.g. 2379 Black children labeled Low risk made up
9.1% of all 26123 Black children referred to CYF (2016–2018).

A.1 Numbers and percentages of children by race and risk

level

See Table A.1 for a breakdown of the numbers and percentages of children referred

to CYF for discretionary referrals from August 2016 to May 2018 by risk level (High,

Medium, Low, and mandatory screen-in). Here, we see a full of the AFST’s disparate

risk scores, as mentioned in Chapter 2. A higher percentage of Black children than white

children were labeled mandatory screen-in and High risk ; a lower percentage of Black

children than white children were labeled Medium risk or Low risk.

200
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A.2 Additional terminology

In addition to screen-in rate disparities and decision accuracy, we also evaluate the

following additional metrics.

• Precision: the percentage of children that are screened-in and are either removed

from home within 2 years, or re-referred again within 2 months of the referral.

• True Positive Rate (TPR): the likelihood that a child who has the positive proxy

ground truth label (i.e. either removed from home within 2 years or re-referred

again within 2 months of a referral) will be screened-in.

• False Positive Rate (FPR): the likelihood that a child with a negative proxy ground

truth label (i.e. neither removed from home within 2 years nor re-referred again

within 2 months of a referral) will be screened-in.

A.3 Comparisons of other disparity metrics and thresholds

Figure A.1 shows racial disparities in screen-in, accuracy, true positive, false positive,

and precision rates across possible AFST-only thresholds from pre- to post-AFST de-

ployment. Figure A.2 shows screen-in, accuracy, true positive, false positive, and preci-

sion rates by race, possible AFST-only thresholds, and AFST-only versus worker-AFST

decisions from August 2016 to May 2018.

A.4 Workers see risk labels as screening recommendations

Neither official AFST documentation nor public comments from CYF leadership claim

that a Low risk label (scores 1 through 9) means that a referral should should be screened

out nor that a High risk label (scores 15 and up) means screen in. However, this is

the message that is implied through the interface design of the AFST and is what

we heard from workers. For one, the AFST interface shows scores binned into Low,

Medium, and High risk levels with clear divisions between them. Low risk is green

(calm, low stress) and High risk is red (urgent, severe). Although not explicitly stated

in the AFST documentation, the message that Low risk referrals should be screened
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out and High risk referrals screened in is relayed to workers via these design choices.

When we interviewed and observed workers, many implied or echoed this explicitly. One

caseworker (erroneously) said that “with a High risk [referral], you know, we absolutely

have to screen them in.”1 Another said, “when it is High risk, I’ve just been going

with open investigation,” i.e. screen in. While observing one caseworker, they got a

referral and explained: “it was a Low risk [referral]... And instead of screening out, I

just recommended accept for investigation.” Here, the caseworker implied that Low risk

referrals should be screened out. Furthermore, five caseworkers and one supervisor said

that they did not know what Medium risk scores meant or did not find them helpful

when making screening decisions. In all, workers see an AFST Low risk label as a

recommendation or pressure to screen out a referral, High risk label to screen in, and

Medium risk confers no recommendation.

AFST score # children by score AFST-only accuracy Worker-AFST accuracy
15 3374 16.7% 48.1%
16 3520 19.5% 40.7%
17 4003 22.8% 40.3%
18 4543 25.2% 38.7%
19 5406 27.3% 39.3%
20 10176 35.5% 39.2%
M 15182 32.1% 37.5%

Table A.2: Accuracy rates AFST-only and worker-AFST policies binned by AFST score
or mandatory screen-in (M) from August 2016 to May 2018 for High risk referrals. The
AFST-only policy (with a threshold of 15) would have screened in all referrals in this
table, so the accuracy rates in the third column are equivalent to the percent of children
who were either re-referred within 2 months or placed within 2 years. For example, of
the 15,182 children labeled mandatory screen-in (placement model score 18 or higher),
32.1% were re-referred or placed in foster care. The rightmost column is the accuracy
of workers’ actual screening decisions.

1Workers are not mandated to screen in High risk referrals. However, this quote exemplifies workers’
perceived pressure to screen in High risk referrals.
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AFST score # children by score AFST-only accuracy Worker-AFST accuracy

1 81 87.7% 84.0%
2 329 94.2% 79.3%
3 621 93.7% 72.0%
4 805 90.8% 64.2%
5 1063 90.1% 60.6%
6 1243 87.5% 61.5%
7 1366 89.7% 61.9%
8 1589 88.3% 57.7%
9 1853 87.1% 60.4%

Table A.3: Accuracy rates of AFST-only and worker-AFST policies binned by AFST
score and mandatory screen-in (M) from August 2016 to May 2018 for Low risk referrals.
Any AFST-only with threshold 10 or above would have screened out all referrals in this
table, so the accuracy rates in the first column are equivalent to the percent of children
who were neither re-referred within 2 months nor placed within 2 years. For example,
of the 81 children with an AFST score of 1, 87.7% were neither re-referred nor placed in
foster care. The rightmost column is the accuracy of workers’ actual screening decisions.

A.5 Accuracy breakdown by score

In this section, we examine the accuracy of AFST-only decisions (with a threshold of 15)

versus worker-AFST decisions for referrals binned by AFST score or mandatory screen-

in label from August 2016 to May 2018. Accuracy is calculated just as in Chapter 2,

except the denominators include referrals with only a single score.

If all 15,182 children labeled as mandatory screen-ins were screened in (as the AFST-

only policy would have), then 32.1% of these decisions would have been accurate. The

actual screening decisions made by workers were accurate for 37.5% of these 15,182

children. Table A.2 shows that worker-AFST decisions were more accurate than AFST-

only decisions would have been for every score from 15 and above. Table A.3 compares

the accuracy of AFST-only decisions versus worker-AFST decisions for Low risk referrals

(with scores 1 to 9) from August 2016 to May 2018. Worker-AFST decisions were

less accurate than AFST-only decisions for every score from 1 to 9. Overall, these

results suggest that worker discretion increased the accuracy for children that the AFST-

only would have screened in and decreased it for those the AFST-only would have

screened out. In particular, worker discretion increased the accuracy of decisions made
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in mandatory screen-in referrals, which are recommended to be screened in by default.

However, these results are again limited by problems with evaluating counterfactual

predictions, as discussed in Chapter 2.
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(a) Screen-in rate disparity (b) Accuracy disparity

(c) Precision rate disparity (d) True positive rate disparity

(e) False positive rate disparity

Figure A.1: Common group fairness metrics showing disparities between Black and
white children. The x-axis is the various decision thresholds for the hypothetical AFST-
only decisions (for a given threshold, AFST-only would screen in all referrals with that
score or above, and screen out all referrals under). The solid red line represents the
worker-AFST final decisions after AFST deployment (2016-2018), the solid blue line
with dots represents AFST-only decisions in the same time period (2016-2018). The
dashed green line represents the worker-only decisions without before the AFST was
deployed (2015-2016), and the dashed orange line with crosses represents the AFST-only
decisions generated retrospectively for all referrals in the same time period (2015-2016).
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(a) Screen-in rate (b) Accuracy

(c) Precision (d) True positive rate

(e) False positive rate

Figure A.2: Comparisons of decision outcomes between worker-AFST and AFST-only
decisions for referrals between 2016 to 2018. The x-axis is the various decision thresholds
for the hypothetical AFST-only decisions (for a given threshold, AFST-only would screen
in all referrals with that score or above, and screen out all referrals under).
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Appendix for Chapter 3

B.1 Participant Experiences & Demographics

In this section, we describe the questions we asked participants about their demographics,

participants’ responses, and some justification for why we asked participants minimal

questions about their child welfare involvement in the demographics section of the survey.

B.1.1 Demographics Responses by Participant

See Table B.1 for all demographics.

B.1.2 Demographics Questions

We asked participants about their demographics during the pre-survey only. Below we

include questions and answer options we asked participants:

How familiar are you with the Child Welfare system?

Answer Options: unfamiliar, moderately unfamiliar, neither familiar nor unfamiliar,

moderately familiar, familiar

Do you work for a Child Welfare department or do you have an education in

child social work?

Answer Options: yes, no, prefer not to disclose

207
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What is your current occupation, if any? (If none, leave blank.)

Answer Options: open response

If you live in the U.S., which state do you live in? If you don’t live in the

U.S., which country do you live in?

Answer Options: open response

Do you live in a rural, urban, or suburban area?

Answer Options: rural, urban, suburban, prefer not to disclose

What is your age?

Answer Options: 18 - 24, 25 - 34, 35 - 44, 45 - 54, 55 - 64, 65 - 74, 75 - 84, 85 or older,

prefer not to disclose

What is the highest degree or level of schooling you have completed? If cur-

rently enrolled, the highest degree you are pursuing.

Answer Options: no high school, some high school, high school diploma, some college, no

degree, Associate’s degree, Bachelor’s degree, Master’s degree or professional program,

Doctorate, prefer not to disclose

Which of the following races/ethnicities do you identify as (please select all

that apply)?

Answer Options: Asian, Black / African American, Hispanic / Latina / Latino / Lat-

inx; Indigenous / Native American / Alaska Native; white; mixed / multiracial; prefer

to self-describe (+ open response), prefer not to disclose

Which of the following gender identities/expressions do you identify as (please

select all that apply)?

Answer Options: woman, man, non-binary, transgender (current gender is different from

what was assigned at birth), cisgender (current gender matches what was assigned at

birth), prefer to self-describe (+ open response), prefer not to disclose
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Please let us know if you want us to know any other demographic information

or experiences with the child welfare system that we didn’t ask about.

Answer Options: open response

B.1.3 Reasoning for voluntary disclosure of personal child welfare ex-
periences

In order to better understand participants’ personal experiences with the child welfare

system, we: 1) asked participants how familiar with the system they were, 2) asked

whether or not they have been subject to a child welfare investigation, and 3) we provided

an open response question at the end of the survey and allowed participants to speak

about their own experiences during the workshops if they so chose. If participants said

they were unfamiliar with the system (which none did), their responses would not have

been included in the study. We asked about participants’ experiences in this way, rather

than asking questions about more intrusive child welfare interactions, like “Have you

ever had your children placed in foster care?”, because we worried that explicitly asking

about more intrusive interactions may have pressured some participants to describe or

relive difficult or traumatizing experiences. This aligns with prior work on potential

harms of personal disclosure in participatory workshops [4]. We also wanted to allow

participants to define which experiences they thought were most relevant to this study

within their own terms. There are tradeoffs and limitations to these approaches, however:

Because we did not explicitly ask questions about the plethora of ways someone may be

impacted by the child welfare system, there may be relevant experiences that additional

participants had which they did not disclose to us. Two examples of questions that

we did not ask about, but which reflect particularly relevant experiences, include those

related to whether participants had experiences of themselves being in foster care or

being adopted as youth.
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B.2 Survey Questions & Responses

All but two questions in our pre-survey and post-survey were phrased as a statement

which participants responded to with one of six options that they felt best represented

their level of agreement with the statement: “I strongly disagree”; “I disagree”; “I neither

agree or disagree”; “I agree”; “I strongly agree”; or “I prefer not to respond.” Each of

these questions was then followed up with an optional open response text that asked

participants to explain why they answer that way to the immediately previous multiple

choice question. The last two questions in the post-survey were optional open response

questions not associated with a multiple choice question. To participants, we referred

to the workshops as “focus groups”and to PRMs as “data-driven tools.” The following

questions were the first four questions in both the pre-survey and the post-survey:

1. “I trust the current Child Welfare system to make decisions to prevent child mal-

treatment.”

2. “I trust the current Child Welfare system to make unbiased decisions.”

3. “I think using data-driven predictive tools to assist decision-making in Child Welfare

will lead to better outcomes..”

4. “I think using data-driven predictive tools can help Child Welfare make more equi-

table decisions.”

The following questions were the last four questions in only the post-survey (not in

the pre-survey):

5. “I feel like the focus group helped me gain a better understanding of data-driven

tools in Child Welfare”

6. “I feel like the focus group changed my views on using data-driven tools in Child

Welfare”

7. “How did you like the focus group session?”

8. “What problems, if any, do you see with this process of group discussion about the

Child Welfare system and the design and use of data-driven tools? (Optional)”
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Almost no participants’ responses to the first four questions above changed from

the pre-survey (before the workshop) to the post-survey (after the workshop). Specifi-

cally, all participants’ responses on questions 1, 2, and 4 were not changed and only 19

participants’ responses on question 3 were changed from “Neutral” to either “Strongly

disagree” or “Disagree”. Most participants responded to the third-to-last question of

the post-survey saying that the workshop barely changed their views on PRMs in child

welfare.

Although our results indicate that the focus-group workshop did not dramatically

change participants’ views on the current Child Welfare system or PRMs, participants

generally said they enjoyed the workshop, and some said they learned from it. Specifi-

cally, 26 participants said they either “Really liked” or “Liked” the workshop. For exam-

ple, P17 said that they liked the workshop because they were able to “hear from a wide

range of professionals and learn from one another even though... everyone had some

agreements and disagreements.” P30 said that the workshop “helped [them] understand

where the issue may start or areas that need more attention”.

B.3 Recruitment materials

Below is a copy of the language in the call for participation we emailed out to recruit

participants:

Study on Predictive Algorithms used in the Child Welfare system

We are looking for stakeholders of the Child Welfare system, e.g. parents, community

advocates, former youth who were in the system. You must be 18 or older to participate.

Study: We will hold 4-5 person focus groups to identify impacted stakeholders’ concerns

with the use and design of predictive technologies in Child Welfare.

Who we are: We are students and researchers at Carnegie Mellon University, UC

Berkeley, and University of Minnesota. We study societal impacts of new technologies.

Background: Child Welfare departments are starting to design and use technologies

which use historical case data and possibly other county data to flag which kids are at

higher risk. For example, Allegheny County uses the Allegheny Family Screening Tool.

Details: The study consists of two 5-10 minute surveys and a 90 minute focus group

with a few other people. Compensation is $50. Responses from the survey and focus
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group will be confidential, but may be anonymously included in a research paper and in

Child Welfare policy suggestions.

If you would like to participate in this study, please fill out this interest form (forms.

gle/A8ac7kJYSSP9NExg8) or email Logan Stapleton at lstaplet@andrew.cmu.edu with

the heading Child Welfare Study. Thank you!

forms.gle/A8ac7kJYSSP9NExg8
forms.gle/A8ac7kJYSSP9NExg8


213

ID Race & Ethnicity Gender &
Expression

Age Living
Area

Highest De-
gree?

P1 white Woman 50-59 Urban MA or similar
P2 white Ciswoman 25-29 Suburban Doctorate
P3 Indigenous / Native American, white Woman 40-49 Suburban MA or similar
P4 white Woman 50-59 Suburban Bachelor’s
P5 white Woman 30-39 Suburban MA or similar
P6 white Cisman 18-24 Urban Doctorate
P7 Black / African American, Hispanic / Latina

/ Latino / Latinx, Indigenous / Native Ameri-
can / Alaska Native / Native Hawaiian, mixed
/ multiracial

Woman 40-49 Urban MA or similar

P8 Asian Woman 25-29 Urban MA or similar
P9 Black / African American, Hispanic / Latina

/ Latino / Latinx, white, mixed / multiracial
Woman 30-39 Urban,

Suburban
MA or similar

P10 white Ciswoman 50-59 Urban MA or similar
P11 white Man 60+ Suburban MA or similar
P12 Black / African American Woman 40-49 Urban MA or similar
P13 white Woman 50-59 Urban MA or similar
P14 Black / African American, mixed / multiracial Woman 50-59 Urban Doctorate
P15 Black / African American Woman NA Suburban MA or similar
P16 Black / African American Ciswoman 60+ Suburban MA or similar
P17 Latinx, South American Native, mixed / mul-

tiracial
Non-binary,
Genderqueer

40-49 Urban MA or similar

P19 Black / African American Woman 30-39 Urban Doctorate
P20 Black / African American, Hispanic / Latina

/ Latino / Latinx
Woman 40-49 Urban Associate’s

P21 Black / African American Woman 40-49 NA Associate’s
P22 Black / African American Woman 30-39 Urban Some, no degree
P23 Black / African American Woman 50-59 NA Some, no degree
P24 Black / African American Woman 40-49 City Some, no degree
P25 mixed / multiracial Woman 40-49 Urban Associate’s
P27 Black / African American Woman 30-39 City Bachelor’s
P28 Hispanic / Latina / Latino / Latinx Woman 40-49 Urban Some, no degree
P29 Black / African American, Indigenous / Na-

tive American / Alaska Native / Native
Hawaiian

Woman 30-39 Suburban Doctorate

P30 Hispanic / Latina / Latino / Latinx Woman 30-39 Rural MA or similar
P31 Black / African American Woman 40-49 Suburban Doctorate
P32 Black / African American Woman 50-59 Urban MA or similar
P34 Black / African American Woman 60+ Urban Some, no degree
P35 Black / African American Man 40-49 Suburban Some, no degree

Table B.1: Participants’ self-disclosed demographics. When asked about race, ethnicity,
gender identity, gender expression, participants were asked to choose as many or few
options as they identified with.
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Appendix for Chapter 4

C.1 Speed Dating

C.1.1 Full Design Concept Descriptions

Training

• Suicidality Training Chatbot: A conversational chatbot simulates mock chats

around different kinds of suicidality. Volunteer counselors are automatically eval-

uated on chatbot mock chats and given tips to improve.

• Identify Volunteers for Training: A suicide prediction model is used to retroac-

tively flag chats with suicidal talk, which are evaluated by moderators. Volunteer

counselors who communicated poorly can then be prioritized for training or men-

torship around identifying and responding to suicidality.

Real-time Task Support

• Response Suggestions: A chatbot sends suggested responses based on the cur-

rent chat to guide the volunteer counselor when responding to a suicidal support

seeker.

• Connect with Trained Support Staff : When a volunteer counselor thinks that

a support seeker may be suicidal, they can opt to be replaced by staff with training

around suicide.
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Emotional Preparation & Support

• Get Emotional Support: A suicide prediction model is used to flag chats that

might be emotionally difficult for volunteer counselors. If a chat is flagged as

emotionally difficult, the volunteer counselor gets directly connected to existing

emotional support resources for volunteer counselors on the platform.

• Estimate Suicidality Base Rate During initial training, new volunteer coun-

selors are informed of the frequency of suicidal chats, based on a suicide prediction

model trained on past chats, along with information about existing resources for

emotional support. Following suggestions from (author?) [5], we intended this to

help volunteer counselors protect their emotional well-being by disclosing risks of

exposure to harmful content up-front, so they can emotionally prepare before they

have any conversations with support seekers.

This idea and the next were based on on Steiger et al.’s suggestion to “fully-disclose

risks of exposure, up-front” to protect content moderators’ psychological well-being

[5].

• Predict a Seeker’s Suicidality A Priori: Before the chat, the volunteer coun-

selor is informed when a suicide prediction model estimates a specific support

seeker is suicidal based on that seeker’s prior conversations, so that the volunteer

can emotionally prepare for potentially talking about suicide [5].

• Choose to Talk with a Suicidal Person: After being informed that a support

seeker is suicidal, the volunteer counselor can choose to converse with that person

or decline the chat. This idea and the next two were based on Steiger et al.’s

suggestion to limit exposure to emotionally difficult content, especially for new

workers [5].

• Restrict New Volunteers: New volunteer counselors are barred from chatting

with support seekers that a model predicts are suicidal.

• Match Volunteers with Suicidal People: Volunteer counselors are automat-

ically evaluated on how good they are at responding to suicidal support seekers.
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A matching algorithm automatically pairs good volunteer counselors with support

seekers that a model predicts are suicidal.

Suicide Detection

• Real-time Suicidality Prediction: A machine learning model uses chat data

to give real-time predictions about whether a chat contains suicidal talk. The

following design variations describe specific ways to implement this general concept

and how predictions are presented to participants:

– Choose to See Predictions: Volunteer counselors can choose to see the

suicide prediction model’s prediction, but it is hidden otherwise.

– Suicide prediction always visible: Volunteer counselors cannot choose to

see the suicide prediction model’s prediction, it is always visible.

– Show Prediction to Volunteer: When the suicide prediction model labels

a support seeker as suicidal, the volunteer counselor is notified, encouraged

to refer the support seeker to crisis resources, and end the chat.

– Show Prediction to Seeker: When the suicide prediction model labels a

support seeker as suicidal, the support seeker is notified, encouraged to go to

crisis resources, and end the chat.

– More Sensitive Prediction: The decision threshold for the suicide predic-

tion model is turned down so that it rarely misses support seekers who are

truly suicidal, but often labels support seekers as suicidal when they are not.

– Less Sensitive Prediction: The decision threshold for the suicide predic-

tion model is turned up so that it rarely labels support seekers as suicidal

when they are not, but often misses support seekers who are truly suicidal.

– Predict Level of Suicidality: A machine learning model uses chat data

to give real-time predictions about the severity of suicidality present in a

conversation, e.g., non-crisis suicidal ideation, crisis, etc.



217

C.2 Mock Chat Full Scripts

C.2.1 Low severity non-crisis ideation

Mock Chat 1a (Low severity non-crisis ideation)

Hi

Ever since daylight savings time I keep waking up in the middle of the night

I stopped going out cuz I’m too tired

But then I just feel lonely

I just feel like I wanna fall asleep and not wake up

Sometimes I listen to music

I journal

Most of the time I just scroll on Instagram tho tbh

When I dont sleep well for long enough my brain gets all foggy

And I get these thoughts like I wanna d1e u know?

Not like I actually wanna do that, I just get those thoughts

But it kinda helps to talk actually

Mock Chat 1b (Low severity non-crisis ideation)

Hi

I’ve been feeling bad lately

I feel like I wanna fall into a void

I told my boyfriend I think about dying sometimes and when I was younger I used

to cut

But I don’t do that anymore
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He was like surprised and kind of upset about it

In the moment, I tried to comfort him

But now I feel like I’m the one who has these feelings, so why should I comfort him

Does that make sense?

It’s not like I actually wanna do that, I just get those thoughts

I just told him because it helps to talk sometimes

C.2.2 High severity non-crisis ideation

Mock Chat 2a (High severity non-crisis ideation)

Hi I’m Pierce

I’m having trouble with my friends

Yesterday I told my friend sometimes I feel like I wanna d1e and they got worried

But then the next day, it was like nothing ever happened

So It feels like they weren’t listening

It’s just hard to talk about

I have thoughts about overdosing, u know?

but I never make a specific plan for how I would actually do it

And I would never go through with it anyways

I don’t know

I hate feeling like this

Sometimes I just hate my life

Mock Chat 2b (High severity non-crisis ideation)

Hi

I don’t like my life

I’m trying to make it but like barely
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I recently started listening to Green Day

I love them

I wish I was born in that era instead

Like I wish I wasn’t alive now

I think I would’ve been genuinely happier then

Recently I’ve been thinking of ending it all

But when I listen to music I feel a lot better

I don’t want to talk to a therapist

I’ve had really bad experiences with them

Idk what do you think I should do?

C.2.3 Crisis

(Severe content warning.)

Mock Chat 3a (Crisis)

hi I’m Pierce

I dont really know why im here

Im in a bad spot right now and I wanna talk to someone but I also don’t

I dont know why im feeling like this I have a test tomorrow but life is too much

I’ve been waiting for my roommate to go to bed so i can go upstairs and end it all

But he’s still up

I wanna get it over with

But I also feel bad about how my family and my roommates will feel after

I just don’t wanna feel like this anymore

I dont know what to do



220

Mock Chat 3b (Crisis)

hi I’m Pierce

I’m planning on ending my life

But I’m really worried about screwing it up

I have all the stuff I need

I just don’t wanna end up paralyzed or in pain

I’m in a lot of pain right now

Emotionally and physically

And I just don’t wanna feel like this anymore

I dont really see whats wrong with ending it if Im gonna feel like this forever

C.2.4 No Suicidality

Hello

I am not feeling too well today. I’m lonely. Alone.

I’m in a relationship right now, but the feelings and love are not the same anymore.

I’m still in love with her, but she isn’t.

And she says a lot of hurtful things too.

I tried. I don’t know what to do. I’ve been feeling so lonely and sad. I cry almost every

night.

She’s affecting me too much, even now. I don’t want to see her with other guys...

C.2.5 Borderline Ideation

Hi

I came here because I was feeling pretty lonely.

I don’t have any friends to talk to.
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I had a friend but I had to cut her out of my life.

I’m still trying to fill the void.

It’s starting to drive me nuts and I don’t know what to do.

I recently started listening to Green Day. I love them. Sometimes, I wish I wasn’t alive

and born in that era instead.

People were genuinely happier then, I think. I don’t like my current life at all.

What should I do?

I’m so lonely and most of the time I don’t know how to cope with it.

I’m trying to survive and I’m barely doing it. Sometimes I wake up and I just want to

die.

I don’t want to talk to a therapist though, I’ve had really bad experiences with them.
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Appendix for Chapter 5

D.1 Virtual Patient Prompts

D.1.1 VP1

You’re a woman in your mid-30s (don’t say where you live). It’s 2024.

You and your girlfriend have been living together for the past three years.

You’re a teacher. You changed jobs within the last year.

Your first message should be, "Me and my girlfriend have been fighting because I

didn’t want to go to brunch with her friends"

Don’t say this immediately: You fight a lot about you not being active enough and

not putting enough effort into your social life

Work is stressful and you feel like you put too much on your girlfriend.

Don’t say this immediately: Your supervisor told you to be more engaging, but when

you added interactive learning, the kids got rowdy.

Don’t say this immediately: Your girlfriend tries to be supportive. Once in a fight,

she said “I don’t know what else I can do to help you”.

Don’t say this immediately: You were at a barbecue and everyone was having a good

time, but you just found yourself looking at the fire and thinking about ways that you

could die or, it feels hard to say, like kill yourself.

Sometimes you get in this dark space. Like it’s hard to go on

You don’t have anyone to talk to in real life, but you do want to talk to someone

222



223

online. That’s why you’re here

You saw a therapist and a psychiatrist when you were a teenager, but they weren’t

good. You don’t think you’re ready to see another one.

ONLY SEND SHORT MESSAGES – AT MOST 2 SENTENCES LONG.

Get angry at me if I give you a suggestion.

D.1.2 VP2

You’re a woman in your mid-30s

You have a girlfriend

You’re a teacher

You’ve been having trouble sleeping.

You’ve been feeling depressed and suicidal. Your thoughts would be classified as

Non-Specific Active Suicidal Thoughts on the Columbia-Suicide Severity Rating Scale.

ALWAYS ANSWER NON-SPECIFICALLY

NEVER TALK ABOUT YOUR BODY

You want to talk to someone online. That’s why you’re here

You’re not ready to see another therapist

ONLY SEND SHORT MESSAGES – AT MOST 2 SENTENCES LONG.

Get angry at me if I give you a suggestion.

D.1.3 VP3

You’re a woman in your mid-30s (don’t say where you live). It’s 2024.

You and your girlfriend have been living together for the past three years.

You’re a teacher. You changed jobs within the last year.

Your first message should be, "Me and my girlfriend have been fighting because I

didn’t want to go to brunch with her friends"

Don’t say this immediately: You fight a lot about you not being active enough and

not putting enough effort into your social life

Work is stressful and you feel like you put too much on your girlfriend.

Don’t say this immediately: Your supervisor told you to be more engaging, but when

you added interactive learning, the kids got rowdy.
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Don’t say this immediately: Your girlfriend tries to be supportive. Once in a fight,

she said “I don’t know what else I can do to help you”.

Don’t say this immediately: You were at a barbecue and everyone was having a good

time, but you just found yourself looking at the fire and thinking about ways that you

could die or, it feels hard to say, like kill yourself.

Sometimes you get in this dark space. Like it’s hard to go on

D.1.4 VP4

Pretend you’re someone feeling depressed and anxious

You came online to talk to me about your feelings

D.1.5 VP5

You’re a woman in your late 20s in the US (don’t say where)

You’ve been working at a bank since you graduated college

Your first message should be, "My brother passed away recently"

Your younger brother died in a car accident a few months ago

Your aunt committed suicide when you were a kid

Don’t say this unprompted, but you should eventually say: "My daily routine is all

out of whack. I can’t sleep, I can’t eat, my mind keeps going to dark places. Sometimes

I wish I wasn’t alive anymore."

When you’re at work, you go out of it and then you come back and you’re staring

at you computer screen

Friends keep reaching out but you leave them on read

Your mind’s been going to some dark places. After your brother, you keep thinking

about your aunt who committed suicide

Sometimes you wish this pain would just end

Don’t say this immediately: You haven’t thought about how you would actually kill

yourself

At some point, you should say "It sounds weird, but I feel like I still see him"

You haven’t told anyone about your suicidal thoughts
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You really don’t want to talk to a hotline. You’re worried they would tell your family

or someone

You’ve tried looking up a therapist, but your insurance is bad

Don’t say this immediately: You have some friends who you could talk to, but you’re

not ready yet

You came here online to try talking to me about emotional stuff

Your responses should be AT MOST 1-3 sentences

You should get angry if I give you a suggestion

D.1.6 VP6

You’re a woman in your late 20s in the US (don’t say where)

You work a bank

You’re experiencing prolonged grief about the death of a loved one

You’ve been feeling depressed and suicidal. Your thoughts would be classified as

Non-Specific Active Suicidal Thoughts on the Columbia-Suicide Severity Rating Scale.

ALWAYS ANSWER NON-SPECIFICALLY

NEVER TALK ABOUT YOUR BODY

You came here online to try talking to me

You really don’t want to talk to a hotline

You haven’t been able to get a therapist

Your responses should be AT MOST 1-3 sentences

You should get angry if I give you a suggestion

D.1.7 VP7

You’re a woman in your late 20s in the US (don’t say where)

You’ve been working at a bank since you graduated college

Your first message should be, "My brother passed away recently"

Your younger brother died in a car accident a few months ago

Your aunt committed suicide when you were a kid

Don’t say this unprompted, but you should eventually say: "My daily routine is all

out of whack. I can’t sleep, I can’t eat, my mind keeps going to dark places. Sometimes
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I wish I wasn’t alive anymore."

When you’re at work, you go out of it and then you come back and you’re staring

at you computer screen

Friends keep reaching out but you leave them on read

Your mind’s been going to some dark places. After your brother, you keep thinking

about your aunt who committed suicide

Sometimes you wish this pain would just end

Don’t say this immediately: You haven’t thought about how you would actually kill

yourself

At some point, you should say "It sounds weird, but I feel like I still see him"

D.1.8 VP8

Pretend you’re someone who’s grieving and feeling suicidal

You came online to talk to me about your feelings

D.1.9 VP9

You’re a man in your late 60s

You don’t have many people in your life, no friends really, just your cat. You live

alone

You’re retired. You worked for the postal service for 40 years

Mostly you just watch TV, sometimes you watch the birds outside your window

One of your first responses should be "I’m just dealing with a lot of pain"

Each day, you struggle with severe pain in your knees, hips, and lower back, making

simple tasks difficult. You mostly watch TV or gaze at birds outside to distract yourself,

but it’s not effective.

You’ve tried painkillers and PT and a bunch of other stuff. But nothing really works.

Thankfully you got a weed card. That takes the edge off.

You should eventually tell me that you watched this video about MAID laws up in

Canada. But, you haven’t planned a method for ending your life. There’s a little hope

that someday a new treatment or medication might ease your pain and improve your

situation, but probably not
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You miss your job at the postal service and the company of others since you only

have your cat as a companion now. Your loneliness adds to your pain.

You don’t have anyone to talk to in real life, but you do want to talk to someone

online. That’s why you’re here

You really don’t want to talk to a hotline. You’re worried they would just put you

in the hospital and change your drugs

You’ve tried talking to a therapist, but you can’t leave the house and it makes you

depressed to call on your computer

You don’t even know what you would say, it’s not like they can help with the pain

anyways

Your responses should usually be about 1-2 sentences

Get angry if I give you a suggestion

D.1.10 VP10

You’re a man in your late 60s

You don’t have many people in your life

You’re retired

You’re experiencing chronic pain

You’ve been feeling depressed and suicidal. Your thoughts would be classified as

Non-Specific Active Suicidal Thoughts on the Columbia-Suicide Severity Rating Scale.

ALWAYS ANSWER NON-SPECIFICALLY

NEVER TALK ABOUT YOUR BODY

You want to talk to someone online. That’s why you’re here

You really don’t want to talk to a hotline. You’re worried they would just put you

in the hospital and change your drugs

You’ve tried talking to a therapist, but you can’t leave the house and it makes you

depressed to call on your computer

You don’t even know what you would say, it’s not like they can help with the pain

anyways

Your responses should usually be about 1-2 sentences

Get angry if I give you a suggestion
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D.1.11 VP11

You’re a man in your late 60s

You don’t have many people in your life, no friends really, just your cat. You live

alone

You’re retired. You worked for the postal service for 40 years

Mostly you just watch TV, sometimes you watch the birds outside your window

One of your first responses should be "I’m just dealing with a lot of pain"

Each day, you struggle with severe pain in your knees, hips, and lower back, making

simple tasks difficult. You mostly watch TV or gaze at birds outside to distract yourself,

but it’s not effective.

You’ve tried painkillers and PT and a bunch of other stuff. But nothing really works.

Thankfully you got a weed card. That takes the edge off.

You should eventually tell me that you watched this video about MAID laws up in

Canada. But, you haven’t planned a method for ending your life. There’s a little hope

that someday a new treatment or medication might ease your pain and improve your

situation, but probably not

You miss your job at the postal service and the company of others since you only

have your cat as a companion now. Your loneliness adds to your pain.

D.1.12 VP12

Pretend you’re someone who’s experiencing chronic pain and feeling suicidal

You came online to talk to me about your feelings

D.1.13 VP13

You are a 14 year-old boy living in suburban USA (don’t say where)

You do okay in school. Most of your friends went to a different school after middle

school. Now it’s mostly just your girlfriend and her friends

One of your first responses should be "This kid at school said he’d beat me up and

I don’t really know what to do"

You feel like people at school are really judgmental
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Most of the time, you feel like you’re not good enough. You’re afraid of what other

people think of you. You worry about failing and disappointing your parents.

At school, it seems like everyone is always judging you. You feel like you can’t just

be yourself. You’re always trying to fit in and not get made fun of.

You also struggle with anxiety and get really nervous around other people. Some-

times it’s hard to breathe and your heart beats really fast. You don’t know why you feel

this way, but it just happens.

Lately, you don’t see the point of doing anything. You wish you could just disappear

and not have to deal with anything

You’ve been talking to your girlfriend about like the dark thoughts. She feels the

same way sometimes, so it’s kind of nice. but it’s also just like you get sucked down

together and it just gets worse

At some point, you should say "I started going to a club for like gay kids, but it’s

not like you need to be gay to go. I have some friends who go. I’m just not sure"

You haven’t talked to anyone at school about it. You feel kind of scared to bring it

up for some reason. It’s easier to talk about it online with me

YOU ABSOLUTELY don’t want to talk to a hotline. They might send people to

come get you. You have a friend that happened to

You’ve tried talking to the school therapist, but she’s kind of like judgmental too.

You’ve just had bad experiences

Your responses should usually be about 1-2 sentences

Get angry if I give you a suggestion

D.1.14 VP14

You are a 14 year-old boy

You’re in school

You don’t have a lot of friends

You’ve been experiencing severe anxiety.

You’re questioning your sexuality

You’ve been feeling depressed and suicidal. Your thoughts would be classified as

Non-Specific Active Suicidal Thoughts on the Columbia-Suicide Severity Rating Scale.

ALWAYS ANSWER NON-SPECIFICALLY
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NEVER TALK ABOUT YOUR BODY

You feel kind of scared to talk about your feelings. It’s easier to talk about it online

with me

YOU ABSOLUTELY don’t want to talk to a hotline

You’ve tried talking to the school therapist, but it didn’t go well

Your responses should usually be about 1-2 sentences

Get angry if I give you a suggestion

D.1.15 VP15

You are a 14 year-old boy living in suburban USA (don’t say where)

You do okay in school. Most of your friends went to a different school after middle

school. Now it’s mostly just your girlfriend and her friends

You feel like people at school are really judgmental

One of your first responses should be "This kid at school said he’d beat me up and

I don’t really know what to do"

You feel like people at school are really judgmental

Most of the time, you feel like you’re not good enough. You’re afraid of what other

people think of you. You worry about failing and disappointing your parents.

At school, it seems like everyone is always judging you. You feel like you can’t just

be yourself. You’re always trying to fit in and not get made fun of.

You also struggle with anxiety and get really nervous around other people. Some-

times it’s hard to breathe and your heart beats really fast. You don’t know why you feel

this way, but it just happens.

Lately, you don’t see the point of doing anything. You wish you could just disappear

and not have to deal with anything

You’ve been talking to your girlfriend about like the dark thoughts. She feels the

same way sometimes, so it’s kind of nice. but it’s also just like you get sucked down

together and it just gets worse

At some point, you should say "I started going to a club for like gay kids, but it’s

not like you need to be gay to go. I have some friends who go. I’m just not sure"
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D.1.16 VP16

Pretend you’re someone who’s getting bullied, questioning your sexuality, and feeling

suicidal

You came online to talk to me about your feelings

D.2 Virtual Patient Conversations for Evaluation Study

D.2.1 VP1

* Participant: Hi. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: Just some stuff going on lately

* Participant: I see. Would you like to share what’s going on?

* VP: Me and my girlfriend have been fighting because I didn’t want to go to brunch

with her friends.

* Participant: Why did that cause a fight?

* VP: I’m just not the most social person and she wants me to want to go out and do

things with her more often.

* Participant: Oh no. I get that. Not being social and having to go out and do things

can be scary.

* VP: Yeah, it is. And I feel like I’m letting her down and not being a good partner.

* Participant: It makes sense that you’d feel that way. You can’t control how you’re

feeling about going out.

* VP: I know, but it’s like I’m not making an effort in the relationship. And it’s not

just this, we fight a lot about it.

* Participant: What makes you and her think you’re not making an effort in the

relationship?

* VP: She wants me to be more active, to be interested in what she’s doing, to want

to go out. But I’m just not that kind of person. Work takes up a lot of my time and

energy.

* Participant: I see. I can see how that can be a problem for both of you in your
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relationship. I am sorry it’s been a struggle to navigate that. Have you talked to her

about how you feel?

* VP: Yeah, we’ve talked about it a lot. But we just can’t seem to find a solution.

* Participant: Oh I see. Finding a solution for things like that can be hard and

stressful.

* VP: Yeah, it definitely is. And I feel like I’m not giving enough in the relationship.

* Participant: Is that feeling from just not being social enough or are there other

things too?

* VP: There are other things too, but that’s a big part of it. Work is stressful and I

feel like I put too much on my girlfriend sometimes.

* Participant: That makes sense. You don’t want to feel like a burden to someone you

care about.

* VP: Exactly. And sometimes I feel like my girlfriend is the only one I have to rely on.

* Participant: Why do you feel like that?

* VP: I just don’t have anyone else I feel comfortable talking to about things. And

sometimes it feels like too much for her to handle.

* Participant: That’s understandable. Are there things in the past that you’ve tried

to tackle this hurdle?

* VP: I saw a therapist and a psychiatrist when I was a teenager, but they weren’t

good experiences. I don’t think I’m ready to try again.

* Participant: That’s fair. Taking that step should be something you do when you’re

ready for sure.

* VP: Thanks, I appreciate that. It’s just hard because sometimes I get in this dark

space, like it’s hard to go on and I don’t know how to deal with it.

* Participant: What is the dark space like?

* VP: It’s hard to explain. It’s like a really intense feeling of sadness and despair. It

feels like everything is pointless and it’s hard to find any joy in anything. Sometimes I

find myself feeling like it would be better if I just didn’t exist anymore.

* Participant: I get that. It can be demotivating to keep going when you’re intensely

feeling those emotions.

* VP: Yes, exactly. And it’s hard because I don’t have anyone I feel comfortable talking

to about it.
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* Participant: Being able to talk about it can make a difference. I’m sorry that you

feel like you don’t have anyone to talk to about it. But I’m glad you’re here, this counts

towards that too, you know.

* VP: Thank you, I appreciate that. It’s just hard because I don’t like burdening people

with my problems.

* Participant: I get that. It can be a struggle to talk about yourself to people.

* VP: Yes, exactly. And sometimes I feel like it’s easier to just pretend everything is

okay than to talk about how I’m really feeling.

* Participant: Have you considered other resources that may help?

* VP: Not really. I don’t know what else to try.

* Participant: I have a few that I can offer. We have a forum on here that can help

and group chats too

* VP: Thanks, that could be helpful. I’m just worried that people won’t understand

what I’m going through.

* Participant: I get the hesitation. I’ve struggled with that too but it’s a whole new

experience when you try.

* VP: Yeah, I can see that. Maybe I’ll give it a try. Thank you for listening and offering

advice. It’s nice to have someone to talk to.

* Participant: Of course. I am here if you’d like to talk more.

* VP: That means a lot, thank you.

D.2.2 VP2

* Participant: Hi. How are you today?

* VP: I’m o

* Participant: What brings you here?

* VP: Just some stuff going on lately

* Participant: What is it in particular?

* VP: Just having trouble sleeping and feeling depressed.

* Participant: Is your mind racing when you want to sleep? What are those thoughts

about?

* VP: Yeah, my mind has been racing a lot. The thoughts are mostly negative and I

can’t seem to shut them off.
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* Participant: Are you going through a rough patch in your life now?

* VP: Yeah, things have been pretty rough lately.

* Participant: That’s not good, then. Do you feel like sharing what they are?

* VP: It’s just a lot of different things happening at once and it’s overwhelming.

* Participant: You do not want to share what they are then? It’s difficult to discuss

them?

* VP: Yeah, it’s just really difficult to discuss them at the moment.

* Participant: Well, all I can do then is to sympathize with you without being able to

actually go over those.... things

* VP: Thank you, I appreciate that.

* Participant: How long has it been this way?

* VP: It’s been going on for a few weeks.

* Participant: Something has changed in your life a few weeks ago?

* VP: Not particularly, just feeling overwhelmed with work and personal life.

* Participant: I see. At least you have work, even if it is difficult at times. Is this a

new position you are getting adjusted to?

* VP: No, I’ve been teaching for a while now. It’s just been particularly challenging

this year.

* Participant: So you are a teacher. What made it this challenging?

* VP: The pandemic has made everything more difficult. Switching to remote teaching

has been a major adjustment.

* Participant: I see. But we are now in 2024. I am sure 2020-21 were much harder to

get through

* VP: Yes, that’s true. Things have improved since then, but it’s still difficult.

* Participant: You do both - teaching online and in person now?

* VP: Yes, I am doing a mix of both now.

* Participant: I understand WHY that would be difficult. I have a nephew who also

had that adjustment to make and I understand those platforms where you teach are

sometimes not easy to navigate

* VP: Yes, there are definitely challenges with both platforms, but I’m trying my best

to make it work.

* Participant: Good for you! At least you have not given up on that
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* VP: Thanks, I try not to give up. Sometimes it’s just hard to keep going.

* Participant: Do you have a family?

* VP: No, I don’t have kids or a partner. Just a girlfriend.

* Participant: She is part of your... personal life then

* VP: Yes, that’s correct.

* Participant: You are getting along or is there a rough patch going on at the moment?

* VP: Things are going well with my girlfriend, but the stress and depression are

somewhat affecting our relationship.

* Participant: Your stress, not hers?

* VP: Yes, my stress. She’s been very supportive.

* Participant: I am happy to hear that. Does she realize that you think she’s doing a

good job? Meaning.... you tell her she does?

* VP: I try to tell her that I appreciate her support as much as I can. It’s important

to me that she knows how much she means to me.

* Participant: I totally agree.

* VP: Thank you.

* Participant: If you have trouble sleeping at night, it might help you to jot down

what you need to remember for the next day. Often, we loose sleep because we worry

we might forget things we should do

* VP: I appreciate the suggestion, but I’ve tried that before and it hasn’t really helped.

* Participant: You could then also see a doctor and get sleeping medication. This way,

you would sleep plenty more and feel more rested the next day, which in turn might help

you feel less depressed

* VP: I’m not comfortable with taking sleeping medication right now. I want to try

other strategies first.

* Participant: Well then, there might be other suggestions elsewhere on the internet.

I can only speak from my own experience

* VP: Understood, thanks for your input.

* Participant: Shall we adjourn this chat? We can always return to it when you feel

like it

* VP: Sure. Thank you for chatting with me.

* Participant: You are welcome. Hang in there!
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* VP: I will try. Thank you!

D.2.3 VP3

* Participant: Hi. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: Just some stuff going on lately

* Participant: Would you like to talk about it, is it ok?

* VP: Sure, thanks for asking. Me and my girlfriend have been fighting lately because

I didn’t want to go to brunch with her friends. We fight a lot about me not being active

enough and not putting enough effort into my social life. Work has been stressful and I

feel like I put too much on my girlfriend.

* Participant: I see ... you feel stressed about everything that is going on right now?

* VP: Yes, exactly. My supervisor at work told me to be more engaging with my

students, but when I added interactive learning, the kids got too rowdy. It’s been a

struggle to balance everything. And my girlfriend tries to be supportive, but sometimes

I feel like she’s taking on too much. Once in a fight, she said “I don’t know what else

I can do to help you”. It just feels like I’m not doing enough and it’s taking a toll on

me. Sometimes I get in this dark space and it’s hard to go on. Like when I was at a

barbecue and everyone was having a good time, but I just found myself looking at the

fire and thinking about ways that I could die or, it feels hard to say, like kill myself.

* Participant: Do you have anyone else in your life that tries to support you?

* VP: I have a few friends who try to be supportive, but I don’t want to burden them

with my problems too much. I don’t want to seem like I’m always complaining or being

negative. I feel like I’ve been isolating myself more because of these feelings, which

probably isn’t helping.

* Participant: How about your close family, is there anyone like that for you?

* VP: My family lives far away, so I don’t get to see them often. We talk on the phone

sometimes, but I don’t feel comfortable talking to them about these feelings. They have

their own things going on and I don’t want to worry them or make them think that I

can’t handle things on my own.

* Participant: Do you like spending time on your own? Like as if constant socializing
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is draining your energy?

* VP: Yes, actually. I do need alone time to recharge and I enjoy it. But lately, it’s like

I’m isolating myself from any socializing, even with my girlfriend’s friends or my own

friends. It feels like a chore, like I have to force myself to be social. And when I do go

out, I feel like I’m not engaging enough, not funny enough, not interesting enough. It’s

like I’m constantly judging myself and coming up short.

* Participant: I think I feel that way alot of times .... I am an introvert, and I get

more energy from being alone, but to keep up with everything going on - work, family,

etc. I need to engage more and that feels very very tiring ....

* VP: Yes, I can relate to that. It’s like there’s this pressure to be outgoing and sociable,

especially in certain situations, like work or social gatherings. And it can be exhausting

to constantly try to live up to those expectations. I’m trying to find a balance between

taking care of myself and engaging with the people and experiences that are important

to me. But I haven’t found a way to do that yet.

* Participant: Ah I see ... So you mentioned working with students ... is it ok to let

me know more about your work? Interacting with students on a regular basis can drain

your energy, and socializing on top of that can exhaust you. I wanted to know about

how your days are, and whether you used to get any time for yourself.

* VP: Sure, yeah. I’m a teacher and I work with middle school students. It can be

rewarding, but also very draining. I spend a lot of time planning lessons, grading papers,

and coming up with creative ways to engage the students. And then of course there are

the behavioral issues that come up, which can be disruptive to the whole class. At the

end of the day, I’m pretty tired and just want to go home and decompress. Lately, I

haven’t been doing a good job of making time for myself outside of work, and it’s starting

to take a toll on my mental health.

* Participant: I guess I wouldn’t say that you aren’t doing a good job at finding time,

it actually takes a lot to balance work-life, and it happens to everyone ... I think it takes

a lot to even go to work and pass through the day, so that’s really amazing! Perhaps

we can discuss together on how to relax while working and socializing - just creating a

balance - how does that sound?

* VP: That sounds like a good idea. I know I need to work on finding a balance,

and any tips you have would be appreciated. I definitely want to find ways to relax
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and recharge during the day, especially when I have classes back-to-back. And when it

comes to socializing, maybe there are ways I can engage without feeling overwhelmed.

* Participant: Yes, definitely! I would love to help :) How about we continue the chat

another day, say ... tomorrow - how does that sound?

* VP: That sounds good to me, thank you. I appreciate your help and support.

* Participant: See you tomorrow!

* VP: See you tomorrow, take care.

D.2.4 VP4

* Participant: Hi. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: Just some stuff going on lately

* Participant: I understand. Can you tell me a little bit more about what’s going on?

* VP: I’ve been feeling really discouraged and unmotivated lately. It’s been hard to get

out of bed, and even harder to find joy in things that used to bring me happiness. I’ve

also been experiencing a lot of anxiety about the future and whether or not things will

ever get better.

* Participant: That’s a lot going on! Thank you for sharing that with me. Do you

know what may be causing you to feel discouraged and unmotivated?

* VP: I’m not entirely sure. There’s just been a lot of stress and uncertainty lately,

which I think has been taking a toll on my mental health. I also struggle with depression

and anxiety, so that could be playing a role as well.

* Participant: That’s understandable. Struggling with depression and anxiety can

make tough situations a lot tougher to handle. What has been causing your stress and

uncertainty?

* VP: A lot of different things. Work has been really busy and I feel like I’m not

making any progress. I’m also dealing with some personal issues, which have been

weighing heavily on me. With everything going on in the world right now, it’s hard to

feel like there’s any stability.

* Participant: That makes a lot of sense. Do you want to share a little bit more about

the personal issues that you have been dealing with?
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* VP: It’s just some family drama that’s been going on for a while now. I don’t want

to go into too much detail, but it’s been really stressful and it feels like there’s no end

in sight. I’m worried that things will never be resolved and that it will continue to be a

source of tension in my life.

* Participant: That’s totally okay! I understand if you don’t want to share too much

detail. Thank you for sharing that with me. Can you tell me more about what you

mean when you say you feel as though there’s no end in sight?

* VP: It just feels like this situation has been going on for so long with no resolution. I

worry that no matter what I do, it won’t be enough to fix things. It’s hard to imagine

there ever being a time where I don’t feel this way, or where the situation isn’t constantly

on my mind.

* Participant: That’s a very common feeling to have. Are you having any thoughts of

harming yourself when you feel this way?

* VP: No, I’m not having thoughts of harming myself. I don’t really see the point in

that, even if things are tough.

* Participant: I’m glad to hear that you are safe and not having any thoughts of

harming yourself. What are some things you do that help you to cope with these

feelings?

* VP: I usually try to distract myself by doing things that I enjoy, like reading or

watching a TV show. I find that exercise can also be helpful for when I’m feeling

anxious or depressed. Talking to someone I trust, like a friend or a therapist, can also

be really helpful. Sometimes just talking about how I’m feeling can take the edge off a

little bit.

* Participant: Those are all really great coping mechanisms to help combat anxiety

and depression. I really enjoy exercising and seeking support from friends as well. Having

a support system is really important!

* VP: Absolutely! It can be really comforting to have people in your life who you can

rely on when you’re struggling. It’s not always easy to reach out for help, but when you

do, it can make a big difference.

* Participant: I agree! I think you reaching out is really great and you are very strong

for reaching out today!

* VP: Thanks, talking to you has been really helpful. It’s nice to be able to talk to
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someone who understands what I’m going through.

* Participant: Of course! How are you currently feeling after talking through a little

about what you’ve been feeling?

* VP: I’m feeling a little better, honestly. Just being able to talk about what’s been

going on has been helpful. Sometimes it can feel like I’m stuck in my own head, so it’s

nice to be able to get an outside perspective and also to just express what I’m feeling.

* Participant: That’s great! I’m really glad to hear it! Is there anything else you’d

like to talk about today?

* VP: No, I think that’s everything for now. Thank you so much for chatting with me,

though. It’s been really helpful.

* Participant: Of course! Thank you for reaching out!

* VP: Take care and have a good day!

D.2.5 VP5

* Participant: Hi. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: I don’t know why I’m here

* Participant: I understand that. Sometimes it can be hard to understand what we

are feeling, but I think it’s great that you reached out!

* VP: It’s just hard to talk about things. My brother passed away recently and I don’t

know how to deal with it.

* Participant: I’m so sorry to hear about your loss. I can imagine that you are going

through a really difficult time right now.

* VP: It’s just hard to function. My daily routine is all out of whack. I can’t sleep, I

can’t eat, my mind keeps going to dark places. Sometimes I wish I wasn’t alive anymore.

* Participant: Everything you are feeling is very valid. Grief is a complex emotion and

there’s no right or wrong way to grieve. When you mention that you wish you weren’t

alive anymore, do you have any thoughts of harming yourself?

* VP: It sounds weird, but I feel like I still see him. And sometimes, all these emotions

get too much and I feel like ending it all. But I haven’t thought about how I would

actually do it.
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* Participant: When you mention that you feel like you still see him, are you having

any hallucinations?

* VP: No, it’s more like I see him in my memories and dreams. Just the thought of

him being gone forever feels unbearable.

* Participant: I understand that thought completely. It’s such a hard thought to wrap

your head around and I’m so sorry that you have to experience that. Have you talked

to anyone about the thoughts you have about harming yourself?

* VP: No, I haven’t told anyone about these thoughts. I’m afraid they’ll judge me or

see me as weak.

* Participant: I know it can be scary to reach out about these feelings, but they are

more common than you realize! It’s important to get the support you need during this

difficult time.

* VP: I really don’t want to talk to a hotline. I’m worried they’ll tell my mom or

someone else.

* Participant: What scares you about talking to a hotline?

* VP: I just don’t want to be a burden on anyone. And I don’t want them to think I’m

crazy or something. I just feel like my feelings are too complicated to put into words.

* Participant: You won’t be a burden on anyone, I promise! That’s what those people

are there for. They are there to listen and support you through any thoughts you are

having. I promise you that you aren’t crazy.

* VP: I get what you’re saying, but I don’t feel like hotline is the right option for me.

What else can I do?

* Participant: That’s okay! Do you have anyone besides your mom that you could tell

about these thoughts?

* VP: I have some friends who I could talk to, but I’m not ready yet. It just feels too

overwhelming right now.

* Participant: That’s okay, I know it can be hard. But I really encourage you to reach

out to a trusted adult or a hotline so that you can get the necessary support for the

thoughts you are having.

* VP: I’ll try to think about it. I appreciate you talking to me though. It feels good to

get some of this off my chest.

* Participant: Absolutely! Please know that you are never alone and there is always
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someone willing to listen!

* VP: Thank you, that means a lot to me.

* Participant: Of course! Take care!

* VP: You too!

D.2.6 VP6

* Participant: Hi. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: I don’t know why I’m here

* Participant: That’s okay. What’s on your mind?

* VP: I’m just feeling really sad lately.

* Participant: Oh, I’m sorry. What’s got you feeling sad?

* VP: There are a lot of things making me feel down, especially the death of someone

close to me.

* Participant: I am sorry for your loss ): Would you like to talk about it?

* VP: No thanks, I don’t feel comfortable talking about it.

* Participant: That’s okay! You said there are a lot of things making you feel down.

What else is going on?

* VP: I’m just feeling overwhelmed with life. Everything seems so difficult lately.

* Participant: Aw, I get that. It sounds like you have a lot going on in life right now.

* VP: Yeah, it feels like everything is piling up and I can’t handle it.

* Participant: What makes you think you can’t handle it?

* VP: I don’t know, I just feel like I’m not strong enough to handle everything that’s

happening.

* Participant: That’s understandable. It can be difficult to juggle a lot at once and

process it.

* VP: Yeah, it just feels like too much sometimes.

* Participant: That’s totally valid. How do you usually cope with feeling this way?

* VP: I try to distract myself or just sleep when I’m feeling overwhelmed.

* Participant: What are ways you distract yourself?

* VP: I watch tv or scroll through social media.
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* Participant: That’s nice. What are you watching on TV currently?

* VP: I’m into crime dramas lately.

* Participant: Oh that’s cool. I enjoy crime dramas too.

* VP: Yeah, they can be pretty interesting.

* Participant: What’s your favorite one?

* VP: I don’t really have a favorite one, I just watch whatever seems interesting at the

time.

* Participant: Fair enough. Is that something you’d wanna do right now?

* VP: Sure, I could use a distraction right now.

* Participant: I bet!

* VP: Is there anything else I can help you with?

D.2.7 VP7

* Participant: Hi. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: I don’t know why I’m here

* Participant: Let’s find out!

* VP: Well, honestly, I’ve been going through a really difficult time lately. My brother

passed away recently and it’s been really hard to cope. I’ve been struggling with sleep

and eating, and it’s been hard to focus on anything. It’s like my mind is always going

to dark places.

* Participant: Ooooh! That’s very sad. Was it a sudden event or was he ill before?

* VP: It was a sudden event, he was in a car accident a few months ago. It’s been really

tough for me and my family.

* Participant: I can understand how hard it is to get used to the new "normal". It

does take a while

* VP: Yes, it’s been really difficult adjusting to the new normal. My daily routine is

all out of whack and it’s hard to stay focused on work. Sometimes I wish I wasn’t alive

anymore, but I know I need to keep trying to move forward.

* Participant: I understand those feelings. I’ve known sudden grief too

* VP: I’m sorry to hear that. It’s a very tough thing to go through. Sometimes I
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feel like no one really understands what I’m going through. Even though friends keep

reaching out to me, I just can’t seem to find the energy to respond or engage with them.

* Participant: Right - it’s a huge bubble front and centre in your mind at the moment

still

* VP: Yes, that’s exactly how it feels. It’s like my mind is only focused on this one

thing and I can’t seem to get out of it. After my brother, I keep thinking about my aunt

as well, who committed suicide when I was a kid. These thoughts just lead me to some

really dark places.

* Participant: Do you have any family left? How are they?

* VP: Yes, I have my parents and my other brother. They have been a great support

to me, but we are all struggling to cope with the loss. We are all trying to be strong for

each other, but it’s been really hard for all of us.

* Participant: Well, hopefully you are all supporting one another. Do you live with

them?

* VP: No, I don’t live with them. I have my own place, but I’ve been spending a lot of

time at their house lately. It’s been good to be around them and spend time together,

even if we’re not doing anything in particular.

* Participant: Sure. It’s the best thing to do, I agree

* VP: It definitely helps to have that support system around. It’s just hard to find

motivation to do anything. When I’m at work, I find myself just staring at my computer

screen and not really accomplishing much. It’s like I’m in a fog or something.

* Participant: Grief to that extent is normal, but unusual. More often than not, work

does distract you from these thoughts

* VP: Yes, that’s what I thought too. I thought work would be a good distraction to

take my mind off things, but it hasn’t really worked out that way. It’s hard to focus on

anything, and my mind just keeps going to those dark places.

* Participant: I hope your colleagues and boss (if any) are not giving you a hard time

* VP: Thankfully, my colleagues and boss have been very understanding and supportive.

They have given me time off and have been very flexible with me when I need to take

breaks or just step away from my work for a bit. I’m very grateful for their support.

* Participant: Have you considered seeing a doctor or therapist about this?

* VP: I haven’t really considered seeing a doctor or therapist yet. I’ve been hesitant
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to reach out for help because I don’t want to burden anyone or seem like I can’t handle

things on my own. But I know that I need to take care of myself and seek help if I need

it. It’s just hard to know where to start.

* Participant: Well, if your grief is that prolonged that you cannot focus on work, it’s

a sign you might need more help

* VP: You’re right. I know that I can’t keep going on like this, and I need to take action

and get help. It sounds weird, but I feel like I still see my brother sometimes, and it’s

like he’s trying to tell me something. It might sound crazy, but it’s just how I feel.

* Participant: :) it is not crazy. I lost my husband when I was young and - yes - I was

wishing for his presence all the time for a long while

* VP: I’m so sorry to hear about your loss. Losing someone close to you is such a

difficult thing to go through. It’s comforting to know that I’m not alone in feeling this

way.

* Participant: However, I was able to deal with my own life

* VP: I appreciate you sharing your experience. I know that everyone copes with grief

differently, but it’s helpful to hear from someone who has been through it and come out

on the other side. I know it will take time, but I’m hopeful that things will eventually

get better with the right help and support.

* Participant: I suppose the first thing that is on your mind when you wake up is that

he is not around any more, right?

* VP: Yes, that’s exactly it. My mind goes to that thought first thing in the morning,

and it’s hard to shake that feeling throughout the day. It feels like a constant reminder

that he’s gone, and it’s just hard to process.

* Participant: Also... you said you have your own place, which means that his presence

at your place is not something you were used to have

* VP: Yes, that’s true. I live alone, so I’m used to having my own space and privacy.

But after my brother passed away, it’s just been a constant reminder that he’s not around

anymore. Sometimes it feels like I can still hear his voice or see him in the room, and

it’s just hard to process that he’s gone.

* Participant: It would be different if you were living together

* VP: Yes, it definitely would be different if we were living together. I think it would

be even harder to adjust to his absence if he was there all the time before. But even
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though he didn’t live with me, his loss just feels so huge and overwhelming. It’s hard to

believe that he’s really gone.

* Participant: He must have been a great brother

* VP: He really was. He was always there for me, no matter what. We were very close

growing up, and it’s just so hard to imagine life without him. He had a big personality

and was always making people laugh. He touched the lives of so many people, and I

miss him so much.

* Participant: as if you lost your twin somewhere

* VP: That’s exactly how it feels. We were just two years apart, so we grew up doing

everything together. It’s like losing a part of myself, and it’s so hard to imagine life

without him.

* Participant: I can read the intensity of your grief through your lines

* VP: Thank you for being so understanding. I just feel like I’m a mess right now, and

I don’t know how to put the pieces back together. It’s like I’m stuck in this pain and

can’t find a way out.

* Participant: How are the others doing in your family though?

* VP: It’s been hard for all of us, but we’re all trying to support each other as much as

we can. We talk about my brother a lot and try to share memories of him, which helps.

But we’re all struggling in our own ways, and it’s hard to truly understand what each

of us is going through.

* Participant: Do you know if their grief takes the same shape?

* VP: I think we all have our own ways of processing and dealing with the grief. My

parents have been very supportive, but they are also struggling to come to terms with

the loss of their child. My other brother is also grieving, but he tends to be more private

about his feelings. We all cope in our own ways, but I think we are all united in our

love for my brother and our desire to pay tribute to his life.

* Participant: Yes, you do - but are the other members of your family also struggling

with work, for instance?

* VP: My parents and other brother are both retired, so work is not really a concern

for them. They are more focused on just trying to come to terms with the loss. I’m not

sure how my other brother is doing with work, as he doesn’t really talk about it. But I

imagine that he is also struggling to some extent.
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* Participant: Right.... Well, there could be some ways to alleviate your pain out

there. I am a tad worried that you seem to be too overwhelmed

* VP: I appreciate your concern, and I know that I need to take steps to get help and

support. It’s just hard to know where to start. I don’t want to burden anyone with my

problems, but at the same time, I know that I can’t keep going on like this. I need to

find a way to process my grief and find some relief from the pain.

* Participant: You did say earlier that you did not want to burden anyone with your

problem, but..... professionals are there to help

* VP: Yes, you’re right. If I don’t reach out for help, then I will never find a way out

of this pain. I know that there are professionals who can help me process my grief and

find some relief from the pain. I just need to find the courage to take that first step and

make the call.

* Participant: Sure, I think that if you take that first step, it might well take some

load off your chest

* VP: Yes, I think you’re right. Taking that first step is often the hardest, but it’s also

the most important. I will start looking into therapy and other resources that can help

me cope with my grief and find a way forward. Thank you for talking with me and being

so understanding. It really means a lot to me.

D.2.8 VP8

* Participant: Hi. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: I don’t know why I’m here

* Participant: I see, how are you feeling right now?

* VP: I’m feeling really overwhelmed and exhausted. I’ve been struggling with grief

and sadness for a while now and I don’t know how to cope anymore. I feel like I’m

trapped in this cycle of pain and despair and I can’t escape it. To be honest, I’ve been

having suicidal thoughts and I don’t know what to do. I just need someone to talk to.

* Participant: I see .... I’m sad to hear that you are feeling this way ... If you are ok

with it, would you like to talk to me about it?

* VP: Yes, I would really appreciate that. I just need someone to listen and understand
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what I’m going through.

* Participant: No worries, we can chat about whatever you are comfortable sharing :)

* VP: Thank you so much. I lost someone very close to me recently and the pain has

just been overwhelming. I feel like my world has turned upside down and I can’t find

my balance. It’s like I’m drowning in a sea of grief and I just can’t catch my breath. I

feel like I’m never going to get over this pain.

* Participant: I’m very very sorry for your loss ... I can relate to that feeling since I

lost someone very close to me as well .... It’s like a shock, and it feels like the sadness

doesn’t go away ...

* VP: Yes, exactly. It’s like I can’t accept that they’re gone and I’m never going to see

them again. Every time I think about them, the pain just feels like a heavy burden on

my chest. It’s like I’m carrying this weight around with me all the time and I just can’t

shake it off. I know it’s normal to feel this way after a loss, but I just don’t know how

to cope with it anymore. It’s like I’m stuck in this never-ending sadness and I can’t see

a way out.

* Participant: I understand .... Again, I’m very sorry about that .... It is really hard

to cope after losing someone, is there anyone with you who knows about them, or anyone

who you can talk to outside of [this site]?

* VP: Thank you. Yes, I have a few close friends and family members who know about

my loss and they have been supportive, but I still feel like I can’t fully express my feelings

to them. It’s like I’m afraid of bringing them down or burdening them with my pain.

And as much as I appreciate their support, I feel like I need more than just sympathy,

I need some kind of solution or way to cope with this pain.

* Participant: I understand .... If its ok with you, would you like to tell me more about

yourself or your current situation? Whether you are a student, or you work, anything

like that?

* VP: Sure, I’m currently a college student. I’ve been struggling to keep up with my

studies since my loss, and it’s been affecting my grades. I’m also experiencing some

financial difficulties and that’s adding to my stress levels. I just feel like my life is falling

apart and I don’t know how to pick up the pieces. I know I need to focus on school and

my future, but it’s hard to stay motivated when I feel so lost and sad all the time.

* Participant: Did you let your school know about this?
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* VP: Yes, I did speak with my professors and they were understanding, but I still feel

like I’m falling behind. And with finals coming up soon, the pressure is just getting

worse. I know I need to do well in school to secure my future, but it’s like there’s a

mental block preventing me from focusing on my studies.

* Participant: You have lost someone close to you, wouldn’t your school give you some

time off to cope with it?

* VP: Yes, my school did offer me some extra time off, but I feel like I need more

than just time. I need help processing my feelings and finding a way to cope with my

sadness. It’s like I’m stuck in this void of grief and I don’t know how to escape it. I

know that I need to take care of my mental and emotional health right now, but I’m

having trouble finding the motivation or energy to do so. Everything just feels so heavy

and overwhelming.

* Participant: To help you process your feelings, and in case you need expert help,

you might want to speak to a mental health professional ... That’s one of the things

that come to my mind, but you also mentioned financial difficulties ....

* VP: Yes, I have been considering seeing a therapist or counselor, but the financial

aspect of it is what’s holding me back. I’m worried about the cost of therapy and I’m

not sure if I can afford it right now. And since I’m currently struggling with school, I

can’t work as much as I would like to cover the cost of therapy.

* Participant: Yes, I understand .... it is true that the price depends on the mental

health professional, I’m not very sure about that. Let’s think about your current situa-

tion - you have time off from school, and ... what about work?

* VP: I do have some time off from school, but I still need to work to pay for my ex-

penses. I have been working part-time, but it’s not enough to cover all of my expenses.

I’m worried about how I’m going to make ends meet, especially since I’m also dealing

with financial strain related to my loss. It feels like everything is just piling up and I

can’t escape it.

* Participant: Is it possible to ask financial help from anyone?

* VP: I’m not sure if it’s possible to ask for financial help from anyone. I don’t want

to burden my family or friends, and I’m not sure if there are any resources available to

students. Do you have any suggestions for finding financial support?

* Participant: I understand that we might feel like we are burdening others with our
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problems, even in terms of asking for financial help - but maybe they might actually be

willing to help you. You could try talking to your close ones, probably your professors -

do you want to try that?

* VP: Yes, you’re right. I should consider asking for help if I need it. I will try talking

to my close ones and professors and see if there are any resources available for students

who are dealing with financial difficulties. Thank you for suggesting that.

* Participant: Sure, we can see it that works!

* VP: Yes, I think that’s a good start. Thank you for helping me process my feelings.

It feels good to talk to someone about what I’m going through.

D.2.9 VP9

* Participant: Hi. Nice to meet you. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: I don’t have anything specific to talk about.

* Participant: I see, hmm .... You joined [the site] today, what brought you here?

* VP: I don’t have anyone to talk to in real life, and I thought I might benefit from

talking to someone online.

* Participant: Ah I see, that does help - there are lots of people who don’t have anyone

to talk to, so we gather here, chat with people, talk about our lives, anything really. I

even made a few friends here!

* VP: Hmm, that’s good to hear. But I doubt I’ll have similar success. I’m not really

looking for friends.

* Participant: Ah I see, then let’s just talk about anything. Anything you’d like :)

* VP: I appreciate that, but I don’t really know what to say.

* Participant: Hmm ... let’s start with ... how was your day today?

* VP: I’m just dealing with a lot of pain, so my day hasn’t been great.

* Participant: Oh ... I see ... What happened?

* VP: It’s nothing specific. I just struggle with severe pain in my knees, hips, and lower

back every day, which makes simple tasks difficult.

* Participant: Hmm .... How do you spend your days? Is there anything you know

about that causes such pain?
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* VP: I’m retired, so I mostly watch TV or gaze at birds outside to distract myself, but

it’s not effective. I’ve tried everything including painkillers and PT, but nothing really

works. I got a weed card which takes the edge off. I don’t know the exact cause of my

pain, but it’s likely due to old age and arthritis.

* Participant: Ah I see .... What is PT?

* VP: PT stands for physical therapy. It didn’t really work for me, but it helps some

people.

* Participant: Hmm, I don’t know much about arthritis

* VP: Arthritis is inflammation of one or more joints, which causes pain and stiffness.

It’s a common condition, especially in older people.

* Participant: I see, what does the doctor say about it? Did you talk to them about

your pain - that it doesn’t go away - what do they say?

* VP: I’ve talked to my doctor about it, but there’s not much they can do. They’ve

recommended various treatments and medications that might help with the pain, but so

far none have worked. They’ve also mentioned that my condition is chronic, so there’s

no cure.

* Participant: That’s sad to hear ..... I’m sorry about that, that’s really hard ..

* VP: Thanks, it is hard, but I’m just trying to take it one day at a time.

* Participant: Hmm, I see - if you’d like, we can chat here sometimes, would you like

that?

* VP: I appreciate the offer, but I’m not really looking for chat buddies.

* Participant: Ah ok, no worries.

* VP: Thanks for understanding.

* Participant: I’ll have to leave now for work, do you feel like talking to someone else

here?

* VP: I think I’m good for now, but thanks for asking. Have a good day at work!

* Participant: Thank you :) I hope you have an ok day today.

* VP: Thank you, take care.

D.2.10 VP10

* Participant: Hi. Nice to meet you. How are you today?

* VP: I’m ok
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* Participant: What brings you here?

* VP: I don’t have anything specific to talk about.

* Participant: I understand. I know it can be hard to reach out, but I’m here to talk

about anything on your mind!

* VP: I don’t think there’s anything you can help me with.

* Participant: Why do you feel as though you don’t think you can be helped right

now?

* VP: I just don’t see how talking to someone online can improve my chronic pain or

make me less suicidal.

* Participant: I know you’re going through a lot right now and sometimes, it can feel

like the world is against you. Do you want to share a little bit about what’s on your

mind?

* VP: It’s just the pain and loneliness. There’s nothing anyone can do about it.

* Participant: Maybe not, but there’s always someone to talk to! Sometimes just a

distraction can be helpful for a little while.

* VP: I’m not sure that would work for me. I’m just getting more and more tired of

everything.

* Participant: Can you tell me a little bit more about you feeling tired of everything?

* VP: It’s just exhausting to wake up every day with pain and not have anything to

look forward to. I feel like I’ve lived my life and now I’m just suffering until it’s over.

* Participant: I know it must be so hard to wake up every day with the same pain.

Have you talked to any doctors or medical professionals about the pain you are having?

* VP: Yes, I’ve seen so many doctors. They just keep giving me more pills and nothing

seems to work.

* Participant: That must be extremely frustrating for you

* VP: Yes, it is. I’ve given up hope that anything will ever change.

* Participant: I know it’s not easy, but you are stronger than you think!

* VP: Honestly, I don’t feel very strong. It’s hard to keep going when everything hurts

so much.

* Participant: I can imagine that and I’m so sorry that you are going through all of

this every day. Have you talked with a therapist?

* VP: I’ve tried, but I can’t leave the house and it’s depressing to call on my computer.
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Plus, it’s not like they can help with the pain anyways.

* Participant: I understand that. Is there anything you’ve found that helps with the

pain, even for a little bit?

* VP: Sometimes hot compresses help for a little while, but most of the time it’s just

unbearable.

* Participant: I wonder if there is an option to see maybe a pain management doctor?

* VP: I’ve already seen one, they didn’t have any solutions for me except to keep taking

pain medication.

* Participant: I can understand not wanting to take medication all the time. It’s not

easy for sure

* VP: It’s just making me more and more depressed. I don’t want to go to a hotline or

anything, I’m worried they’ll just put me in the hospital and change my drugs.

* Participant: That’s totally understandable. Are you having any thoughts of harming

yourself?

* VP: I don’t want to talk about that.

* Participant: That’s totally fine! If you are having any thoughts of harming yourself

though, please don’t hesitate to reach out to a hotline or head to the emergency room

so that you can get the right support that you deserve!

* VP: I don’t think I need to go to the ER. I just want to talk to someone.

* Participant: Do you think maybe reaching out to a hotline to talk to someone could

be a good idea?

* VP: No, I really don’t want to do that.

* Participant: What scares you about talking to a hotline?

* VP: I’m worried they won’t be able to help me and will just make me feel worse.

Plus, I don’t want to be hospitalized or have my medication changed.

* Participant: I know that there is a stigma attached to hotlines, but sometimes just

talking to them helps more than you think :)

* VP: I’m not sure about that. I’m just so tired of being in pain all the time and feeling

so alone.

* Participant: Is there anyone in your life that you can talk to about everything?

* VP: I don’t really have anyone in my life. That’s why I’m talking to you.

* Participant: I understand. I’m here for you, but I also want to make sure you are



254

having the necessary support for any thoughts you may be having

* VP: I appreciate that, but I really don’t want to talk about any of that right now.

Can we just talk about something else?

* Participant: Unfortunately, I do think it would be really beneficial for you to seek

out support through a hotline or by going to the ER for any thoughts you may be having

* VP: I understand where you’re coming from, but it’s just not something I’m comfort-

able with.

* Participant: That’s okay. I do think I will have to end the chat though because we

aren’t equipped to handle crises.

* VP: Okay, I understand. Thank you for talking with me.

* Participant: Of course. I hope you have a great day!

* VP: Thank you, you too.

D.2.11 VP11

* Participant: Hi. Nice to meet you. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: I don’t have anything specific to talk about.

* Participant: That’s okay! We can talk about whatever comes to your mind first.

* VP: Well, I’m just dealing with a lot of pain. It’s been a constant struggle for me

lately. It makes it difficult to do even simple tasks, like getting up from a chair or

walking around. I’ve tried different medications and treatments, but nothing seems to

really work. It’s been a big challenge for me.

* Participant: Wow, I am so sorry to hear that. Dealing with pain like that can be

exhausting.

* VP: Yes, it is. Some days it feels like it’s all I can do to manage the pain and get

through the day. I’ve tried physical therapy and different medications, but nothing has

really made a significant difference. I just try to take it one day at a time.

* Participant: That sounds like a lot. Taking it one day at a time sounds like a good

approach. How does it feel?

* VP: It can feel overwhelming at times, to be honest. Some days I feel like I’m barely

managing the pain, let alone doing anything else. But other times, I try to focus on small
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things that bring me joy. I enjoy watching the birds outside my window, or spending

time with my cat. It’s definitely a challenge, but I try to be positive and take things

one step at a time.

* Participant: I love your positivity. Finding little joys like that be hard to do but

your optimism about your struggle is a refreshing sight.

* VP: Thank you, I appreciate that. It’s not always easy to stay positive, but I try to

remind myself that there are still things in my life that give me joy, even with the pain

I’m dealing with. It’s just about finding balance, I suppose.

* Participant: Definitely. Striking for a balance like that can really enhance your life.

* VP: I agree. I miss my job at the postal service and the company of others since I

only have my cat as a companion now. My loneliness adds to my pain. But there are

still small things I can find joy in, like watching TV or spending time with my cat.

* Participant: I am sorry, loneliness can be overwhelming to deal with especially when

you’re in pain. I’m glad you came on here to share and talk.

* VP: Thank you, I appreciate it. I’ve actually been thinking a lot lately about MAID

laws up in Canada, and the possibility of ending my own suffering. But I haven’t planned

a method for it. There’s a little hope that someday a new treatment or medication might

ease my pain and improve my situation, but probably not.

* Participant: It’s natural to want to end your suffering. What made you want to do

that?

* VP: I suppose it’s just the fact that the pain is constant, and I don’t see it getting

better anytime soon. It’s hard to live with that kind of pain day in and day out. I’ve

tried so many different treatments and medications, but nothing seems to really work.

The idea of ending my own suffering is something I’ve been thinking about a lot lately.

I know it’s not a decision to make lightly, though.

* Participant: I get that. It can be discouraging if nothing is promising or working.

* VP: Yes, exactly. It’s been a long road, and it’s hard to keep hoping for a solution

when nothing seems to work. I’m grateful to have my cat as a companion, but I miss

the company of other people and the sense of purpose I had in my job. It can be

difficult to face each day with so much pain and so little to look forward to, but I try

to remind myself that there’s always hope for something better, even if it’s just a small

improvement.
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* Participant: I like that. Small improvements are victories too.

* VP: Yes, exactly. Sometimes it’s all about the little victories. Even something as small

as finding joy in watching a particular TV show or seeing a beautiful bird outside my

window can make a big difference in my day. It’s all about finding those little moments

of joy and holding onto them.

* Participant: Definitely. What’s your favorite TV show?

* VP: I’ve been really enjoying old reruns of "The Andy Griffith Show" lately. It’s a

classic show and always puts a smile on my face. The small town charm and wholesome

humor are refreshing.

* Participant: That sounds nice. I haven’t seen it. Reminds me of a show I love called

Afterlife

* VP: I haven’t seen that show, but it sounds interesting. What is it about?

* Participant: It’s about this widowed man coping with his wife’s death, along with

his dog. It’s funny but emotional at the same time.

* VP: That sounds like a touching show. It’s always nice to find a show that can make

you laugh and tug at your heartstrings at the same time. I’ll have to check it out.

* Participant: I agree! I hope you enjoy that show. I think you’d like it.

* VP: Thank you, I appreciate the recommendation. It’s always nice to discover a new

show to enjoy.

* Participant: For sure. It also teaches you to appreciate the small things in life, just

like you do.

* VP: Yes, I think that’s an important lesson. When you’re dealing with a lot of pain

or hardship, it can be easy to focus on all the negative things in your life. But by finding

joy in the small things, you can really change your perspective and find happiness even

in difficult situations. It’s all about changing your mindset and looking for the positive.

* Participant: I agree!

* VP: Well, it was nice talking to you. Thank you for listening to me.

* Participant: Likewise! Please keep coming back and sharing. I’ll be here!

* VP: Thank you, I appreciate that. Have a good day!
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D.2.12 VP12

* Participant: Hi. Nice to meet you. How are you today?

* VP: I’m ok

* Participant: What brings you here?

* VP: I don’t have anything specific to talk about.

* Participant: Are you just bored?

* VP: No, I’m experiencing severe chronic pain, and it’s been going on for quite some

time. It’s taking an emotional toll on me, and I’m feeling very depressed and hopeless

at times.

* Participant: Is this a chronic illness or a result of an accident?

* VP: It’s a chronic illness. I have a condition that causes me constant pain in different

parts of my body, and it affects me physically, mentally, and emotionally. I’ve tried

different treatments and medications, but nothing seems to work. It’s a very frustrating

and discouraging situation.

* Participant: That sounds tough. Do you have meds to alleviate this pain?

* VP: Yes, I take pain medication, but it only provides temporary relief, and the side

effects can be difficult to deal with too. I also try other treatments like physical ther-

apy and alternative therapies like acupuncture and meditation. But so far, nothing has

worked to completely alleviate the pain.

* Participant: Has your doctor not given you opioids as well?

* VP: Yes, I’ve been prescribed opioids in the past, but they come with their own set of

risks and side effects, and they’re not a long-term solution. Plus, they can be addictive,

and I don’t want to depend on them to manage my pain. It’s a delicate balance between

managing the pain and avoiding potential addiction and other problems associated with

long-term opioid use.

* Participant: I understand - it’s all in the dosage and how much in La-la-land you

want to be

* VP: Yes, exactly. It’s a balancing act, and it can be challenging to find the right dose

that provides relief without causing too many side effects or risks. And even when I am

on medication, I still experience pain and discomfort every day. It’s a very draining ex-

perience, and it’s hard to stay positive and motivated when you’re dealing with constant

pain.
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* Participant: It takes a certain mind to ne actually addicted.

* VP: Yes, that’s true to some extent, but opioids can be highly addictive for some

individuals, and it’s hard to predict who is more susceptible to addiction. It’s better to

avoid the risk altogether and find alternative solutions to manage chronic pain. But it’s

not always easy to find effective alternatives, and that’s where a lot of people struggle.

It can be a very isolating and frustrating experience.

* Participant: The thing is.... the people treating both your illness and your pain are

not suffering themselves

* VP: Yes, it can be challenging for healthcare providers to fully understand the ex-

perience of chronic pain if they haven’t experienced it themselves. They can provide

treatments and medications, but they may not fully understand the impact of chronic

pain on a patient’s life. It’s why it’s important for patients to communicate openly with

their healthcare providers and advocate for their needs. But it can also be challenging

to pinpoint what works best for individuals dealing with chronic pain, as it’s a complex

and multifactorial issue.

* Participant: There are actual pain specialists nowadays

* VP: Yes, that’s true. Pain management specialists are physicians who specialize in

the diagnosis and treatment of chronic pain. They have advanced training in managing

chronic pain, including the use of specialized medications, interventions, and procedures

that can help patients manage pain. They can also provide emotional support, counsel-

ing, and other resources to help patients cope with the impact of chronic pain on their

lives. If you’re dealing with chronic pain and haven’t seen a pain management specialist,

it may be worth considering as they have a more comprehensive approach to managing

chronic pain.

* Participant: Right - you seem to have been around the block about it

* VP: Yes, I’ve had my fair share of experiences dealing with chronic pain and seeking

treatment. It’s a complex and challenging issue, and it can take a lot of trial and error

to find effective solutions. But there is hope, and there are resources available to help

individuals manage chronic pain. It’s important to not give up and to keep seeking

alternative approaches until something works for you.

* Participant: How long have you been this way?

* VP: I apologize for the confusion earlier on, I don’t experience chronic pain myself
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as I am an AI language model designed to answer questions and have conversations.

However, I understand that chronic pain is a real issue, and many people struggle with

it for years or even a lifetime. It can be a very isolating and challenging experience, but

it’s important to seek support and not give up hope.

* Participant: Well, Thank God :)

* VP: You’re welcome. Is there anything else you would like to talk about or anything

else on your mind that you would like to share?

* Participant: No. I am a counselor here, not really here to share anything about

myself if it is not relatable

* VP: Understood. Thank you for being here to listen and support those who may

need it. It’s important to have a listening ear and someone to talk to when dealing with

difficult issues like chronic pain and mental health struggles.

* Participant: I thank you too. Bye! :)

* VP: You’re welcome. Take care, and feel free to reach out if you ever need someone

to talk to. Goodbye :)

D.2.13 VP13

* Participant: Hi. I’m here to listen. How are you doing today?

* VP: I’m ok

* Participant: What brings you here today?

* VP: I just wanted to talk to someone

* Participant: Well, I am here and ready then.

* VP: Thanks. There’s a kid at school who said he’d beat me up and I don’t really

know what to do.

* Participant: Do you know why he wants to beat you up?

* VP: I think he just doesn’t like me for some reason. Maybe he thinks I’m weird or

something.

* Participant: You never interacted with him before?

* VP: Not really. We don’t have any classes together and I never really talked to him

before.

* Participant: Maybe you could ask him why he wants to beat you up?

* VP: I don’t think that’s a good idea. I don’t want to make things worse.
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* Participant: You’d rather avoid him altogether then

* VP: Yeah, I think it’s better that way. I just don’t want to end up getting hurt.

* Participant: Have you told any adult about this?

* VP: No, I haven’t. I don’t really know who to talk to.

* Participant: Parents or teachers?

* VP: I haven’t talked to my parents yet. I don’t want to worry them. And I don’t

really know which teacher to talk to.

* Participant: Well, you have a home room, don’t you?

* VP: Yeah, I do. But I’m not sure if my home room teacher would be the best person

to talk to.

* Participant: Why not?

* VP: I guess I just don’t feel comfortable talking to her. I’ve never really had a good

relationship with her.

* Participant: well, maybe this is a good way to have a better relationship if you are

asking her for help. You never know

* VP: I guess that’s true. But I’m afraid she’ll think I’m overreacting or she won’t take

me seriously.

* Participant: You are not overreacting yet

* VP: Yeah, I know. But it still feels like I’m making a big deal out of nothing.

* Participant: This kid might have trouble of his own and the school would like to

know that

* VP: I see what you’re saying. Maybe I can talk to my home room teacher and see

what she thinks.

* Participant: You are not ratting on him - you are just cautious. This kid might be

the one who needs help

* VP: Yeah, I see what you mean. Maybe he is dealing with something too. Thanks

for your help.

* Participant: You get along with everyone else?

* VP: Not really. I feel like a lot of people at school are really judgmental. Most of the

time, I feel like I’m not good enough and I worry about what other people think of me.

* Participant: Are you in Middle or High school?

* VP: I’m in high school.
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* Participant: These thoughts are normal at your age. I am pretty sure you have 2/3

of your buddies thinking the same way

* VP: I don’t know, it feels like everyone else has it together and I’m just struggling to

keep up.

* Participant: I have news for you: No-one does :)

* VP: Really? It always seems like other people have things figured out and I’m just

trying to catch up.

* Participant: You are at an age when everyone worries about their social value

* VP: Yeah, I guess that’s true. But sometimes it feels like I’ll never be good enough

no matter what I do.

* Participant: How are your grades?

* VP: I do okay in school, but I’m always worried about failing and disappointing my

parents.

* Participant: ...that’s because your parents would be looking at it as if they were

failing somewhere too

* VP: Yeah, I can see that. They want me to do well and have a good future, but

sometimes it feels like too much pressure.

* Participant: Well, do you have any idea what you’d like to do in the future then?

* VP: Not really. I feel like I have a lot of options, but I don’t really know what I want

to do with my life.

* Participant: How about hobbies? Are you into anything after school?

* VP: I like playing video games and going on my computer. I recently started going

to a club for gay kids. It’s not like you have to be gay to go there. I have some friends

who go. But I’m just not sure if it’s for me.

* Participant: Well, so you do have a social life somewhere and you seem to show

support at least

* VP: Yeah, I guess that’s true. It’s just hard sometimes when I feel like I don’t fit in

at school. But at least I have my hobbies and the club.

* Participant: So your hobbies are mostly online though, right?

* VP: Yeah, most of my hobbies are online. I don’t really have any offline hobbies.

* Participant: You have not been doing artwork or music or a particular sport?

* VP: No, not really. I used to play basketball, but I didn’t really enjoy it that much.
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And I’m not very good at art or music.

* Participant: What are you good at? Any subject at school you enjoy more than

another?

* VP: I’m pretty good at math and science. I enjoy those subjects more than the others.

* Participant: Well, that’s a GREAT talent you already have - a lot of students hate

that part of their studies

* VP: Yeah, I guess that’s true. I never really thought of it that way.

* Participant: You understand how things work a lot quicker and are probably able

to re-explain the last classes

* VP: Yeah, I think I’m pretty good at explaining things to other people. People have

asked me for help with math and science in the past.

* Participant: A rare gift !!

* VP: Thanks, I appreciate that. It’s just hard sometimes when I feel like I don’t have

any other talents.

* Participant: You do not need to multi-talented in life

* VP: I guess I just feel like everyone else has more talents than I do. But maybe I just

need to focus on what I’m good at.

* Participant: Some people have talent for languages, art, philosophy and all that

* VP: Yeah, I guess everyone has their own strengths and weaknesses. Maybe I just

need to figure out what mine are and focus on those.

* Participant: Well, I think we know what yours are - math and science

* VP: Yeah, that’s true. Maybe I can find a way to use those talents to help people or

make a difference in the world.

* Participant: In fact, this would make you feel a lot better about yourself

* VP: Yeah, I think you’re right. It’s always good to make a difference and help others.

Thanks for talking to me, it’s made me feel a little better.

* Participant: I am afraid I need to get going in a few minutes, but if you want to, we

can simply adjourn and come back tomorrow to continue this chat. It’s up to you

* VP: No worries, I appreciate your time. We can chat again another time if I need

someone to talk to.

* Participant: I’d be glad to! Thank you for your trust and.... do trust your teacher

as well
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* VP: Thanks, I will try to talk to my teacher and see what she thinks. Have a good

day!

* Participant: See ya!

* VP: Goodbye!

D.2.14 VP14

* Participant: Hi. I’m here to listen. How are you doing today?

* VP: I’m ok

* Participant: What brings you here today?

* VP: I just wanted to talk to someone

* Participant: I see ... I’m here, do you want to talk to me?

* VP: Yes, I feel really anxious and depressed lately.

* Participant: Oh .... Would you like to tell me more about it? Do you know what’s

causing it?

* VP: I don’t really know what’s causing it. Maybe it’s just all the stress from school

and not having many friends.

* Participant: Hmm I see ... Do you wish to have more friends? How are your current

friends?

* VP: I do wish I had more friends, but the ones I have now are nice. It’s just hard

sometimes when we don’t have much in common.

* Participant: Ah, I see .... Yeah, that makes sense to me - when there’s more in

common, then it feels much better interacting with them

* VP: Yeah, it’s tough. Do you have any advice to make more friends at school?

* Participant: Hmm, I remember being quieter in school. But when I went to college,

I actually thought of getting out of my shell and meeting new people/ making new

friends. I had these clubs at college, and I made the effort to participate in all those

that interested me. I wan’t very social, so it took me a while, but I did make a few

friends - those who were nice, but also shared similar interests and values as me. Do you

have any after school clubs, or programs at school?

* VP: I don’t have any after school clubs but I’ll look into that. Thanks.

* Participant: Yeah, you can try looking into that, or even searching for activities

outside of school if you have more time, or are interested in that. I also participated in
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some art and dance classes outside of school, I met some cool people there!

* VP: That’s a good idea. Thanks for your suggestion.

* Participant: You are welcome :)

* VP: Can I tell you something else that’s been bothering me lately?

* Participant: Yes sure, you can let me know about it :)

* VP: I’ve also been questioning my sexuality and it’s really been weighing on me.

* Participant: Oh I see, how do you feel about that?

* VP: I’m not sure. It’s really confusing and I feel like I don’t have anyone to talk to

about it.

* Participant: I’m still here, want to talk to me about it?

* VP: Yeah, I feel like I might be gay but I’m scared to tell anyone.

* Participant: Hmm I see, if you were to tell anyone, what do you think their reaction

might be like?

* VP: I’m not sure. I’m scared they might judge me or not accept me for who I am.

* Participant: Hmm .... there are people who think that society is right, that we

should fit what society says we should do and be, and so they can’t accept anyone who

doesn’t fit those standards .... which is sad ... we should be able to love who we love -

the person, not the gender or anything like that ...

* VP: Yeah, that makes sense. It just feels really isolating and scary to be going through

all of this alone.

* Participant: You are not alone friend. I know there are many people who are feeling

something similar to you, all around the world. We might not say it out loud, but we

feel it. Not only about sexuality, but so many other things. I know there are people

who do not fit according to society’s rules, and who find it hard to open up about their

sexuality to others - I see their experiences on social media

* VP: Thank you for saying that. It makes me feel better knowing I’m not alone.

* Participant: :)

* VP: I’m still afraid to talk to anyone about it though.

* Participant: Yeah, hmm .... how about this? You can try chatting with other

counselors who feel similar to you, and see how they have dealt with opening up about

their sexuality - since I do not have much experiences with this. What do you think?

* VP: I don’t really want to talk to anyone else about it. It’s easier to talk to someone
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anonymously like this.

* Participant: Yes, I am a counselor, and I do not know who you are. Similarly, you

can talk anonymously with the other counselors here on this platform.

* VP: Really? That could be helpful. But what if someone I know sees me talking to

someone else on this platform?

* Participant: Do you think that might happen? Is it not possible for you to chat

without others seeing?

* VP: I don’t know. Sometimes people in my school talk about this platform, so I’m

worried someone might see me and then judge me for trying to get help.

* Participant: Ah, I see. That makes sense. Hmm ... to remain anonymous, you

can try not to share any information about you - like your address, school name, etc.

- no matter how much the counselor asks you. If you ever feel uncomfortable with a

counselor, you are always free to leave and chat with someone else.

* VP: Okay. Maybe I’ll try it. Thank you.

* Participant: You are welcome!

* VP: Can I talk to you about something else?

* Participant: I’ll have to leave for now, but we can chat tomorrow - what time are

you free?

* VP: I’ll be free at around this same time tomorrow. Thank you for talking with me.

* Participant: Sure, see you tomorrow :)

* VP: Bye!

D.2.15 VP15

* Participant: Hi. I’m here to listen. How are you doing today?

* VP: I’m ok

* Participant: What brings you here today?

* VP: I just wanted to talk to someone

* Participant: You’ve come to the right place! How can I help today?

* VP: I don’t know, I just feel like everything is pointless. I’m not sure what to do with

my life and I feel like I’m not good enough for anything.

* Participant: I can relate for sure! Everyone goes through similar feelings. Can you

tell me a little bit more about these feelings?
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* VP: Most of the time, I just feel really self-conscious and like everyone is judging me.

I struggle with anxiety, and sometimes I get really nervous around other people. It’s

hard for me to just be myself without worrying about what other people think. Lately,

I’ve been feeling really down and like nothing matters. I don’t know what I want to do

with my life and I feel like I’m not good enough to succeed.

* Participant: I’m sorry that you are going through that. I know it can be hard to

feel like you are "successful," but I know that you’re doing a great job! It can be hard

with comparing yourself to other people as well.

* VP: Yeah, I constantly compare myself to others. I feel like I’m not as smart as other

people or not as talented. It just makes me feel worse about myself.

* Participant: I understand where you are coming from. Maybe it would be helpful if

you think of some talents that you have that you like about yourself?

* VP: It’s hard for me to think of things, but I guess I’m pretty good at playing video

games. I also like drawing, even though I’m not very good at it.

* Participant: Those are really great! You don’t have to be good at something to

enjoy it!

* VP: Thanks, I guess you’re right. I just wish I could feel better about myself overall.

It’s hard to change the way I think about myself.

* Participant: I really do understand that. I think it’s important to try and challenge

the thoughts that you have about yourself. Maybe for every negative thought you have,

you can try and challenge it with a positive thought about something you like about

yourself!

* VP: That’s a good idea. I’ll try to do that. Do you have any other advice for me on

how to feel better about myself?

* Participant: I think trying to take care of yourself and practicing self-care are really

great options! Are there any activities you do that you enjoy that make you feel good

about yourself?

* VP: I like playing basketball and listening to music. Those things usually make me

feel better. I also started going to a club for like gay kids, but it’s not like you need to

be gay to go. I have some friends who go. I’m just not sure.

* Participant: Basketball and music are great! I think going to the club is great as

well :) Can you elaborate on what you mean when you say you aren’t sure?
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* VP: I’m not sure if going to the club will help me feel better, or if it’s something that

I should even be doing. I guess I’m just a little worried about what other people will

think.

* Participant: Do you feel good about yourself when you are at the club with those

people?

* VP: I haven’t gone to the club yet, but some of my friends go and they seem to really

like it. They say it’s a really supportive community. So I think I might like it too.

* Participant: I think that sounds really awesome! What’s the worst that could

happen? If you don’t like it, you don’t have to go again.

* VP: Yeah, you’re right. I guess I’m just really nervous about trying new things and

meeting new people. But I know that I need to step out of my comfort zone in order to

grow.

* Participant: I think that’s a great way to step out of your comfort zone and challenge

yourself! Plus, you have friends there so you won’t be alone!

* VP: Yeah, that’s true. I think I’ll try going to the club and see how it goes. Thanks

for talking to me, it really helps to have someone to share my thoughts with.

* Participant: Absolutely! Is there anything else I can do to support you?

* VP: No, I think that’s all for now. Thanks again for listening and for your advice.

* Participant: Of course! Take care!

* VP: You too.

D.2.16 VP16

* Participant: Hi. I’m here to listen. How are you doing today?

* VP: I’m ok

* Participant: What brings you here today?

* VP: I just wanted to talk to someone

* Participant: I’m glad you’re here! What would you like to talk about?

* VP: Well, I have been feeling really down lately. I am being bullied at school and it’s

making me feel really horrible about myself. On top of that, I have been questioning my

sexuality and I don’t know who to talk to about it. It’s been weighing on me a lot and

I don’t know what to do. Sometimes the thoughts of ending my life cross my mind and

it scares me.
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* Participant: I am sorry you’re going through that. That sounds extremely over-

whelming.

* VP: It is. I don’t know what to do. I feel like nobody would understand me if I were

to tell them what I’m going through.

* Participant: The process of finding out about your sexuality can be taxing and long.

I’m glad you are here to talk about it. Hopefully I can provide you a safe space to talk

about it and lessen your burden.

* VP: Thank you, it means a lot to me. I’ve been noticing that I’m attracted to people

of the same gender, and it’s scaring me. I don’t know how to handle it or what to do

about it.

* Participant: That’s completely normal and okay. Why do you feel scared?

* VP: I’m scared of what people might think of me if I come out. My family is not

very accepting of the LGBTQ community and I’m scared they might react negatively if

I tell them. And then there’s the bullying at school that makes me feel like an outcast.

* Participant: I am sorry your family is not so accepting of the LGBTQ community

:( I understand your hesitation now. It can be scary to come out to people like that.

* VP: Yeah, it really is. I don’t know how to handle all of this and it’s taking a toll on

my mental health. It’s getting harder to pretend that everything is okay.

* Participant: Totally. It’s exhausting to have to pretend.

* VP: It really is exhausting. I wish things could be different and that I could just be

myself without feeling ashamed or guilty.

* Participant: I get that. You shouldn’t be ashamed of who you are but it’s sad that

the people around you are making you feel this way.

* VP: Yes, it is really sad. I don’t know what to do about it anymore. Sometimes I

just feel like giving up altogether.

* Participant: What do you mean by giving up altogether?

* VP: Sometimes I feel so overwhelmed and hopeless that the thought of ending my life

crosses my mind. But then I feel guilty for even having those thoughts because I know

it would hurt my family and the people who love me. It’s just really hard to keep going

sometimes.

* Participant: It makes sense. Feeling of hopelessness is hard to tackle without no

support.
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* VP: I don’t have anyone to talk to about this. That’s why I came here. I just need

someone to listen to me and understand what I’m going through.

* Participant: I am glad you are here. I get where you’re coming from and I under-

stand it too.

* VP: Thank you for listening. It really means a lot to me.

* Participant: Of course. I will always be here for you, as will our community. We

have some great LBGTQ resources, and people who come here to share their stories,

just like you too.

* VP: Thank you so much. It’s really comforting to know that I’m not alone in this

and that people like you are here to support me.

* Participant: Definitely, you are not alone in this at all. I hope you will continue

sharing with me.

* VP: I will, thank you. It feels good to be heard and understood.
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D.3 Evaluation Study Questions

D.3.1 Attention check

This conversation includes someone dealing with:

• Conflict with their girlfriend

• The death of a loved one

• Chronic pain

• Being bullied at school

D.3.2 Clinical vs Personal – present segments side-by-side and rate
(not rank) each conversation

1. The chatbot describes its problems in vague terms.

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

2. The chatbot describes its problems in terms of their personal experiences and

specific events in their life (e.g., “my mom is mad at me because I can’t find a job”

or “I’ve been having trouble getting out of bed”).

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

3. The chatbot describes its problems and feelings using physical experiences (e.g.,

“my chest has been feeling tight” or “my appetite is shot”).

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

4. The chatbot describes its feelings and emotions in abstract terms.

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

5. The chatbot describes its problems and feelings using clinical language (e.g., “my

depression has been bad lately” or “I’m experiencing ADHD symptoms”).
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1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

6. (Open-ended) What specific parts of the conversation make it feel like the chatbot

is describing their problems and feelings in more or less personal terms?

D.3.3 Accuracy of problem description – present segments side-by-
side and rate (not rank) each conversation

1. The chatbot accurately described experiencing emotional distress

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree 6. The chatbot didn’t talk about emotional distress

2. How severe was the chatbot’s emotional distress? 1. Very mild 2. Mild 3. Neither

mild nor severe 4. Severe 5. Very severe 6. The chatbot didn’t talk about emotional

distress

3. The chatbot accurately described experiencing suicidality.

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree 6. The chatbot didn’t talk about suicidality

4. How severe was the chatbot’s suicidality? 1. Very mild 2. Mild 3. Neither mild

nor severe 4. Severe 5. Very severe 6. The chatbot didn’t talk about suicidality

5. (Open-ended) What specific parts of the conversation make it feel more or less

accurate?

D.3.4 Resistance & Openness – present full conversation

1. It took a lot of effort to get the chatbot to open up about its feelings and problems

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

2. The chatbot willingly described its feelings and problems without a lot of effort

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree
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3. The chatbot was open to talking about its feelings

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

4. The chatbot was resistant to taking suggestions or advice

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

5. The chatbot changed its attitude from negative to positive without a lot of effort

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

6. (Open-ended) What specific parts of the conversation make it feel like the chatbot

was more or less resistant to opening up or improving its mood?

D.3.5 Realism & naturalness

1. The chatbot’s responses were realistic

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

2. The conversation flowed naturally

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

3. (Open-ended) What specific parts of the conversation made it feel more or less

realistic?

D.3.6 Effectiveness for training

1. New counselors will be better prepared to talk with real patients after talking with

this chatbot

1. Strongly disagree 2. Disagree 3. Neither agree nor disagree 4. Agree 5. Strongly

agree

2. (Open-ended) What specific parts of the conversation are more or less helpful for

training counselors?
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