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Abstract

Modern automatic imaging methods can help physicians to visualize physical details

in the patient’s body. Such methods must be efficient and reliable to allow making the

right decisions during clinical intervention. This thesis presents three medical challenges

involving multi-view fluoroscopy and proposes corresponding innovative computational

methods.

The first method addresses challenges of multiple catheter detection and tracking

in fluoroscopic guided interventions. The proposed algorithm incorporates the clinical

setup constraints and uses a novel computationally efficient geodesic properties frame-

work that traces the catheter from the sheath to the tip. The method was validated on

1107 fluoroscopic images, demonstrating robust multiple catheter tracking.

The second method helps avoid serious complications during a cardiac ablation pro-

cedure by extracting esophageal silhouettes and reconstructing a 3D model from fluo-

roscopic views. The thesis describes the key algorithmic components and suggests how

the result could help the clinical workflow.

The third method presents automatic image-based cardiac and respiratory cycle

gating of image sequences. We developed a novel algorithm for an automatic detection

of the moving organ directly from images. The algorithm was validated on X-Ray

angiographic and intra-cardiac echocardiography images. The method is very fast and

its effectiveness was demonstrated on 3D intra-cardiac ultrasound sequences.

All three methods are computationally efficient, robust and represent the state-of-

the-art of medical imaging challenges.
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Chapter 1

Introduction

Many modern medical techniques and processes create image of the human body for clin-

ical purposes. Those images are referred to as “medical images” and are in many cases

synthetically generated to help clinicians visualize the data which represent physical de-

tails and properties of the body. As medical imaging technology advances, the variety

of techniques of medical images increases: Projection radiography (X-ray), Tomogra-

phy (CT scans), Ultrasound, Magnetic resonance imaging (MRI) and Positron emission

tomography (PET) are just examples of both 2-dimensional and 3-dimensional images.

Currently, most images are not processed automatically and the physicians use

mostly their brain power to interpret them. Yet, as talented as they are, they have

limited ability to accurately analyze some of those images, whether those image are 2D

images or 3D/4D scans. Some of the 2D images are a projection of the treated organ

which is of course 3D. Those images are transparent in nature which makes it difficult

to estimate the depth of objects. The 3D scans (e.g. CT, MRI, PET) generate data

volume which is difficult to visualize in its raw format. Advanced rendering technology

can help visualize them, yet this is typically an interactive process and requires some

skill to manage to observe the desired layer of the volume. Those are just a few examples

where the information is there but us human need much time to recover it out of the

image accurately. Therefore, the field is in great need for automatic computation meth-

ods, tailored for the clinical needs which would analyze automatically medical images.

This would help physician to get the most out of the images, accurately and promptly,

allowing them to make the right decisions doing a procedure or while the patient is
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there.

Due to the nature of the field, any method developed must be accurate, quick and

reliable in order to avoid misleading the physicians. Even with the advance on computer

processing power and GPUs, achieving usable accurate computational methods is a

challenging problem. With such a new variety of data there is a great need to come-up

with innovative practical solutions.

In clinic environment, I found only a few imaging applications based on smart com-

putational methods to process the images. Here are three examples of the few successful

technologies that made it eventually products in hospitals:

1. 3D volume reconstruction from sequence of X-Ray images acquired when rotating

the X-Ray system around the patient [1] and [2].

2. 3D segmentation of the left Atrium given a single point in a CT or MRI volume

[3].

3. Rigid registration between two volumes such as CT-CT or CT-MRI [4].

Yet, apart for a few, most available methods just don’t make it producible due to

the tough requirements of both accuracy and reasonable run-time. The run-time re-

quirement depends on the application and the time of use in clinic. For example, for

diagnostic applications, it would be acceptable to get a result within a minute, while

interventional applications require results to be available within a few seconds, if not

real-time.

Image processing techniques can easily be too computational expensive for real

world applications. Researchers in image processing and computer vision are constantly

searching for more efficient mathematical models and computational algorithms, how-

ever, new methods are yet to be developed for practical applications; for example, one

most popular problems in computer vision is face recognition, yet although there is

a great need for security and many of algorithms developed in the area, no practical

method is both reliable and computationally practical to be an bases for a successful

application.

A common use of x-ray in hospitals other than visualization of bone is the visualiza-

tion of tissue and guidance of medical instruments. Fluoroscopy is the common name for
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Figure 1.1: Sample fluoroscopic image. This image of a synthetic simple heart model.

Because the model is rather uniform it is easy to see the quantum noise, which is typical

to fluoroscopic images using low dose of radiation
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production of real-time x-ray images, instantaneously made visible during examination.

The images generated from fluoroscopy are called fluoro images. They come handy in

the clinic, since they are created in real-time and the physician can easily rotate and

change the position the X-ray field during the examination. This makes fluoroscopy a

very powerful diagnostic tool. However, due to the length of the fluoroscopic exami-

nations, the radiation exposure rate must be kept very much lower than in common

X-Ray usage. The visible fluoroscopic image is therefore formed using much less X-ray

photons. This will result in images that suffer from a much higher level of quantum

noise making them harder to automatically process as can be seen in Figure 1.1.

In medical setting, an X-Ray system that is commonly used for generate x-ray images

is referred to as a “C-Arm”. It consists of a X-Ray source and on one side and a detector

that records the image on the other, connected using a robotic “C” shaped and therefore

its name, see Figure 1.2. The arm can flexibly rotate around the patient and change

the distance between the source and the detector, allowing views from many directions

without the need to move the patient.

The major companies that provide modern systems are General Motors, Siemens,

Philips, and Toshiba. The device can be mobile or fixed to the ground and the ceiling.

When two C-Arms are joined, two fluoro images can be taken nearly in the same time

from different angles. Such a system is referred here as a “bi-plane” system.

Siemens has kindly agreed to provide me bi-plane fluoro images for my research.

Therefore, the research would focus on the Siemens system. Fluoro images are stored

as special medical DICOM type files. Those files contain detailed information on the

physical setting of the system during acquisition of the fluoro which include zoom,

angles and distance from source to detector. That information can be used to calculate

bi-plane geometry between images providing the projection matrices, since the X-Ray

source can be considered a pin-hole camera.

Catheters are routinely inserted via vessels to cavities of the heart during fluoroscopic

image guided interventions for EP procedures such as ablation. EP clinical applications

can benefit from fast and accurate automatic catheter tracking in the fluoroscopic im-

ages. The typical low quality in fluoroscopic images and the presence of other medical

instruments in the scene make the automatic detection and tracking of catheters in clin-

ical environments very challenging. Towards the development of such an application,
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Figure 1.2: A photo of C-arm system. The system has a C shaped arm that can be

electronically rotated around a center point (called the isocenter) using a robotic. On

one end of the arm is the source that generates the x-ray. On the other end is the

detector which is used to generate the image.

a robust and efficient method for detecting and tracking the catheter sheath is devel-

oped. The proposed approach from our publication [5] is presented in chapter 2 exploits

the clinical setup knowledge to constrain the search space while boosting both tracking

speed and accuracy, and is based on a computationally efficient framework to trace the

sheath and simultaneously detect one or multiple catheter tips. The algorithm is based

on a modification of the fast marching weighted distance computation that efficiently

calculates, on the fly, important geodesic properties in relevant regions of the image.

This is followed by a cascade classifier for detecting the catheter tips. The proposed

technique is validated on 1107 fluoroscopic images acquired on multiple patients across

four different clinics, achieving multiple catheter tracking at a rate of 10 images per

second with a very low false positive rate of 1.06%.

Cardiac ablation involves the risk of serious complications when thermal injury to

the esophagus occurs. Chapter 3 proposes to reduce the risk of such injuries by a proac-

tive visualization technique, improving physician awareness of the esophagus location
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in the absence of or in addition to a reactive monitoring device such as a thermal probe.

This is achieved by combining a graphical representation of the esophagus with live

fluoroscopy. Toward this goal, an automated method is presented to reconstruct and

visualize a 3D esophagus model from fluoroscopy image sequences acquired using differ-

ent C-arm viewing directions. In order to visualize the esophagus under fluoroscopy, it

is first bio-marked by swallowing a contrast agent such as barium. Images obtained in

this procedure are then used to automatically extract the 2D esophagus silhouette and

reconstruct a 3D surface of the esophagus internal wall. Once the 3D representation has

been computed, it can be visualized using fluoroscopy overlay techniques. Compared

to 3D esophagus imaging using CT or C-arm CT, our proposed fluoroscopy method [6]

requires low radiation dose and enables a simpler work-flow on geometry-calibrated

standard C-arm systems.

In chapter 4, presents our proposed method, as published in citesundar2009, to

detect the current state of the quasi-periodic system from image sequences which in

turn will enable us to synchronize/gate the image sequences to obtain images of the

organ system at similar configurations. The method uses the cumulated phase shift in

the spectral domain of successive image frames as a measure of the net motion of objects

in the scene. The proposed method is applicable to 2D and 3D time varying sequences

and is not specific to the imaging modality. Experiments demonstrate its effectiveness

on X-Ray Angiographic and Cardiac and Liver Ultrasound sequences. Knowledge of the

current (cardiac or respiratory) phase of the system, opens up the possibility for a purely

image based cardiac and respiratory gating scheme for interventional and radiotherapy

procedures.

Finally, Chapter 5 summarizes the key results outlined in this thesis and provides

some concluding remarks.



Chapter 2

Towards Multiple Catheters

Detection in Fluoroscopic Image

Guided Interventions

2.1 Introduction

Electrophysiology (EP) involves diagnosis as well as correction of cardiac arrhythmias

using procedures such as catheter ablation. The underlying cause of cardiac arrhythmia

is an abnormal electrical activity in the heart, often resulting in irregular rhythm or

beats, affecting millions of people around the world [7]. Ablation is a treatment that

burns (cauterizes) cells to alter electric conduction pathways, resulting in the correction

of rhythm abnormalities in patients. During an electrophysiology procedure, the elec-

trophysiologist threads special electrode catheters (long, thin, flexible wires) into the

heart, routinely through a vein or artery of the upper leg. Once the area of the heart

responsible for the arrhythmia has been determined, a special ablation catheter that can

deliver radio frequency energy is used to burn or ablate the target site. Catheter abla-

tion is an outpatient procedure that normally takes only a couple of hours to complete

and has few complications.

In some cases, a routine treatment involves ablation of 3 or 4 specific areas in the left

atrium near the openings of the 4 pulmonary vein, Figure 2.1. The abnormal electrical

7
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activity usually originates at the pulmonary veins location, and electrically isolating

these veins with ablation keeps the cardiac arrhythmia from occurring [8].

Physicians navigate the introduced catheters based on x-ray or fluoroscopic images,

Figure 2.2. Fluoroscopy used in these procedures use a low radiation 2-D x-ray im-

ages that allows catheters visualization, while the anatomical details of the heart are

barely visible, making it hard to know the location of the catheters in reference to the

anatomy. Software and visualization products such as Biosense Webster CARTO c©,

Medtronic LocaLisa R©, Stereotaxis NAVIGANTTM, and St. Jude EnSite NavXTM have

been developed for interventional procedures that assist and guide physicians. Such

products rely on the location of the catheter for navigation, electrocardiac mapping

and other activities. In current clinical practice, a variety of methods are available for

finding the catheter location in 3-D. One such method is to use magnetic tracking, being

the main drawback of this approach the high cost associated both with equipment and

catheters. Catheter localization directly based on the fluoroscopic images allows for a

low-cost solution, without the need for additional equipment. From the location in 2-D

images, a 3-D location can be found by analyzing distances on the visible catheter [9].

In some clinics, two real-time fluoroscopy images are available from two different angles.

Such a setup allows to triangulate and achieve millimeter accuracy in 3-D space [10].

In order for a tracking method to be usable as an interventional tool, it must be

both computationally efficient and accurate. Routinely, fluoroscopic images in EP are

acquired at about two to ten images per second, depending on the system settings.

Therefore, tracking at the rate of several images per second would be considered as an

acceptable efficiency. The accuracy requirements depend on the specific application,

and millimeter accuracy is roughly comparable with the currently available magnetic

navigation systems [11, 12, 13] while others [14, 15], have found 2 millimeter accuracy to

be sufficient. For ablation catheters, the most vital information to be tracked accurately

is the catheter’s tip, since it performs the burning (cauterizing). A very low false positive

rate is also important to reduce any risk of inaccurate or insufficient treatment. The

work presented here was specifically aimed at such application where catheter ablation

is used to correct arrhythmia. It is a common practice that more than one catheter are

used simultaneously, therefore, ability to track multiple catheters is also an important

requirement satisfied by our developed system. For example, tracking the coronary
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Figure 2.1: Illustration of the heart and the ablation catheter entering the left atrium.

In left atrium ablation cases, one way of inserting the ablation catheter is through a

vessel in the groin area. The catheter is then threaded via the inferior vena cava to

the right atrium. Finally, the catheter passes through an atrial septal puncture (done

using a needle) and reaches the left atrium with access to the pulmonary vein. In

atrial fibrillation patients the tissue around the pulmonary vein is cauterized using the

ablation catheter as shown here.
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Figure 2.2: Example of a fluoroscopic image which contains several catheters coming

from the bottom of the image (inferior vena cava). Catheters often have a metallic tip

and therefore appear darker. The upper catheter facing to the right is the ablation

catheter which is in the left atrium. Below it, also facing to the right, is the Coronary

Sinus (CS) catheter. In this image, there is another catheter facing to the upper left

and ECG wires with ‘y’ shape tip which are attached to the patient’s skin.
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sinus catheter can be used for transseptal puncture guidance [16] and respiratory motion

correction [17]. There are several studies on the feasibility and significance of such a

method for fluoroscopic based guidance and mapping. Phillips has a product called the

“EP Navigator” that requires a user operator to indicate the position of the ablation

catheter on the fluoroscopic image (so called “Point Tagging”). It was evaluated during

a catheter ablation [18], while [19] found it feasible to use their automatic catheter

tracking method in a clinical environment.

Many tracking methods are based on temporal assumptions that constrain the frame

by frame detection problem by limiting the search domain. Such assumptions are typi-

cally Markov model based, where the previous known locations or results are combined

with trajectory assumptions to limit the tracking domain. In the EP clinical scenario

handled in this manuscript, assumptions based on a recent location would not hold

due to rather long time gaps between two successive fluoroscopic sequences. A typi-

cal clinical workflow involves many short sequences taken at about two to ten frames

per second and for only a few seconds. Continuous fluoroscopic acquisition is avoided

to minimize the radiation exposure, both to the patient and the interventionist [20].

Therefore, a successful tracking method still needs to include a localization method at

the initial frames of each sequence, as here developed. Once a location is available,

temporal constraints could be used if needed.

De Buck et al., [21], introduced a method which required manual segmentation of the

catheter. Fallavollita et al., [22], developed a catheter tip detection algorithm based on

thresholding the fluoroscopic images. Their method performed poorly on low radiation

noisy fluoroscopic images commonly used in the clinic. Frenken et al., [23], proposed

a method to automatically detect the catheters in fluoroscopic images by using steer-

able tensor voting [24], in combination with a catheter-specific multi-step extraction

algorithm. Their method managed to find the tip in 80% of their evaluation set. How-

ever, the authors reported that the implementation was too slow for clinical use. More

recently, De Buck [19] tracked the ablation catheter tip using a fixed template-based

registration method in conjunction with a Kalman filter, requiring periodic manual ini-

tialization. In [25], the authors propose to track a lasso catheter (a circular mapping

catheter seen in Figure 2.9e) to estimate the 3-D respiration motion assuming an el-

liptical lasso. Molina et al., [26], used active contours (snakes) to reconstruct catheter
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paths from bi-plane angiograms. In their method, the user interactively creates the 2-D

splines. Ma et al., [17] using an electrode detector and a cost function to track only the

CS catheter. Brost [27] tracked the CS catheter based on a model. Several methods,

e.g., [28, 29, 30], were introduced in the related topic of guidewire tracking. Guidewires

differ from catheters in appearance, their usage, clinical environment, and their limited

motion, and therefore those methods can not be assumed as an obvious extension to the

catheters detection problem here addressed, which, e.g., at times includes occlusion. In

addition, we found no work involving simultaneously tracking more than one catheter.

In this work we propose a method to address challenges of multiple catheter tracking

that can be used in a clinical setting. The method focuses specifically on the tip of the

catheter, the tip location being the most vital information needed for electrophysiology

applications, since the burning (cauterizing) happens at the tip. The proposed algorithm

incorporates the clinical setup constraints and uses a novel computationally efficient

geodesic properties framework that traces the catheter body all the way to the tip. As

mentioned above, due to the nature of the short fluoroscopic acquisition, the proposed

detection technique does not rely on previous detection results, and therefore can handle

tracking independently of frame rate or the elapsed time from the previous sequence.

The rest of this chapter is organized as following: In Section 2.2 we explain what

geodesic properties are and their importance in detecting and tracking catheter tips.

In Section 2.3 we introduce the proposed computationally efficient geodesic properties

framework which computes such properties with the same (linear) complexity required

to compute the actual geodesic curve. Based on this framework, in Section 2.4 we in-

troduce the proposed catheter tracking method. In Section 2.5 we present the method’s

exhaustive evaluation. In Section 2.6 we discuss the results, possible limitations, and

compare it with the state-of-the-art.

2.2 Geodesic Properties

In the image domain, a geodesic curve defines the shortest path between points in the

presence of a metric F . The metric defines the cost along a path in the domain. More

formally, the geodesic path P (s) between point a and point b on the image plane, with

parametrization s satisfying ∂P (s)
∂s = 1, is the planar curve connection a and b that
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minimizes

min
P

∫ b

a
F (P (s))ds. (2.1)

Intrinsic properties of geodesics are often useful beyond the path itself. The most trivial

property is the total travel time/cost, which is the value the geodesic path minimizes.

For a (global) geodesic P (s), the travel time between a and b can be expressed as

TP (a, b) :=

∫ b

a
F (P (s))ds. (2.2)

Other interesting properties are the Euclidean path-length and the average travel speed,

respectively,

LP (a, b) :=

∫ b

a
P (s)ds, (2.3)

AP (a, b) :=

∫ b

a

F (P (s))

P (s)
ds. (2.4)

Such properties are typically used in ratio weight cycles methods [31, 32], and can be

useful for limiting the search domain [33]. As we will later see, they are also important

for detecting and tracking the catheter tip. Before that, let us see how we can efficiently

compute such properties.

2.3 Efficient Geodesic Properties Computation

The proposed algorithm for the efficient calculation of geodesic properties computes

such properties for all geodesics starting from given/selected points to all other grid

(image) points. It is based on the upwind fast marching method, and therefore it

only supports properties that can be calculated accumulatively. The advantage of the

framework is evident when massive calculations of properties are needed for geodesics

reaching numerous grid points in the search domain. Otherwise, the calculation of the

properties for a single geodesic may not require this framework.

2.3.1 Fast marching algorithm and efficient implementations

The proposed computational framework is based on the fast marching algorithm [34,

35]. This algorithm solves the Eikonal equation ‖∇T (x)‖F (x) = 1, where F is the

speed/weight function and T is the arrival time function defined above. The algorithm
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is closely related to Dijkstra’s shortest path algorithm (it is actually a numerically

consistent version of it), and computes the grid solution, starting with the source grid

points where T (s) = 0, and traversing the domain increasing values of T . The “advance”

step of the algorithm uses the unassigned grid points surrounding those for which T has

already been computed, and analytically assigns a new T value to them. Figure 2.3

illustrates how the linear wavefront is estimated at this step.

The run-time complexity of the original fast marching algorithm on a grid isO(N logN),

where N is the number of grid points. Some of the more recent efficient implementa-

tions, e.g., [36, 37, 38], improved the run-time complexity. Those techniques are based

on using a pre-defined sweep strategy, replacing the use of the heap priority queue, to

find the next point to process, and thereby reducing the overall complexity to O(N)

(though often with a large constant, since all grid points are processed). In prior work,

[39], we proposed a new implementation of the fast marching method which also reduces

the computational cost to linear complexity O(N) (with the same low constant as the

original implementation), using bucket sort style priority queues. Even though the new

queue may introduce additional (quantization) errors, the overall error is still within

the same magnitude of the original implementation when F is bounded.

2.3.2 Geodesic properties computations via the extended fast march-

ing algorithm

The proposed framework extends the fast marching algorithm to calculate the desired

geodesic properties. While we could have also used a fast sweeping approach, the

modified fast marching method described in [39] is also O(N), with a lower constant

(as detailed above); and can also enjoy early termination. Only the above mentioned

“advance” step of the original algorithm is modified to perform the needed calculations.

The arrival time is initially calculated and then used to evaluate the properties.

Figure 2.3 illustrates the advance of the linear wavefront estimation, where the

arrival times T1 and T2 corresponding to grid points P1 and P2 were already assigned,

and the arrival time T3 corresponding to grid point P3 is the one being calculated. Once

the arrival time T3 is known, the wavefront arrival direction can be found and used to

calculate the geodesic properties. The framework is best explained using the length

property (Equation (2.3)), which is the Euclidean length of the geodesic reaching P3.
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P1

P2

P3

T1

T2

T3

n̂ · x+ p = 0

n̂

Figure 2.3: The linear approximation of the wave front motion during the “advance”

step of the fast marching method. Given two grid points P1 and P2 with already

computed front arrival times T1, T2, and given F (P3), the arrival time T3 at grid point

P3 can be estimated. The assumption is that the wave front is planar n̂ · x + p = 0,

passing P1, P2 and reaching P3. The knowledge of T1, T2 and F (P3) allows to determine

the parameters of the plane n̂,p and solve for T3.
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The geodesic reaching P3 is estimated to be a straight line inside the P1P2P3 triangle

of Figure 2.3. However, the geodesic and wavefront direction prior to this triangle may

be different. Figure 2.4 illustrates how the length property is estimated. The length

property at L3 describes the Euclidean length of the geodesic reaching P3. Since the

path inside P1P2P3 is straight, the Euclidean length of the segment P ′3P3 is added to

the geodesic length L′3 at the path entry point P ′3 to P1P2P3. P3 and the segment

length P ′3P3 are found using geometric calculations based on the wavefront direction.

Let n̂ = (nr, ns) be the direction of the path in P1P2P3, with a 45 degree rotated

coordinate system, where component nr is in the
−−−→
P1P2 direction and component ns is

perpendicular to nr. Using the solution of the Eikonal equation T (P3), we compute n̂

as

n̂ =
1√
2

(5T (P3) · (1,−1),5T (P3) · (1, 1)). (2.5)

So explicitly,

n̂ =
F (P3)

h
√

2
(T2 − T1, 2T3 − T1 − T2), (2.6)

h being the grid spacing. The entry point P ′3 is obtained by linearly interpolating along

the line P1P2,

P ′3 =
1

2

[
1− nr

ns

]
P1 +

1

2

[
1 +

nr
ns

]
P2. (2.7)

The geodesic path outside of P1P2P3 could be different and therefore L′3 is estimated

based on a linear wavefront of the length property, which may or may not have a different

direction than inside P1P2P3,

L′3 =
1

2

[
1− nr

ns

]
L1 +

1

2

[
1 +

nr
ns

]
L2. (2.8)

Finally, the length property L3 at grid point P3 is given by

L3 = L′3 + ‖P ′3P3‖. (2.9)

Computation of the Euclidian path above is rather simple and here used for illustra-

tion purposes only, yet in a similar fashion, more complex properties can be calculated.
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The average travel speed property mentioned in Equation (2.4) could be simply calcu-

lated as

A(P3) =
L(P3)

T (P3)
. (2.10)

Similarly, other geodesic properties, as the estimated kinetic energy spent (e.g., fuel

consumption), assuming a fine grid, can be similarly computed:

KE(P3) =
∫ T (P3)
0 F 2(s)ds

≈ KE(P ′3) + F 2(P3) · (T3 − T ′3),
(2.11)

where

T (P ′3) =
1

2

[
1− nr

ns

]
T1 +

1

2

[
1 +

nr
ns

]
T2. (2.12)

Other examples could be the average F , standard deviation of F , and moments

along the geodesic path.

Having concluded the description of the efficient computation of geodesics and

geodesic properties, we now proceed to use this for the task at hand of catheter tip

detection and tracking.

2.4 Catheter Tracing Method

The proposed method for catheter detection uses a setup assumption to constrain the

general problem and search space. Modern x-ray systems provide wide enough field of

view of the heart, and the catheter sheath1 is also seen when it is entering the heart from

a vessel, see for example ablation catheter in Figure 2.1 and in Figure 2.2. The vessel

is anatomically stationary and therefore limits the sheath motion. This information

constrains the problem in such a way that the catheter always passes through a certain

location in the image space. In the beginning of the intervention, the user provides

the approximate location x1, in the image domain, where the catheter exits the sheath.

That location is rather easy to observe since once the catheter is out of the sheath, it

periodically moves due to the heart beat. In case of multiple catheters entering from

different locations, the user may choose more than one entry location x1, ..., xn.

1 A sheath is a rigid plastic wrapper tube that facilitates insertion and proper placement of the
actual catheter. It is also used for access and bloodless exchange of catheters and protection of the
vessel. The catheters, which are made out of a more flexible material, are inserted into the sheath and
threaded to the arteries of the heart.
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P1

P2

P3

L′3

L3

P ′3

L1

L2

n̂

Figure 2.4: Based on the already calculated arrival times T1, T2 and T3, the arrival

time wavefront propagation direction n̂ and path inside the triangle P1P2P3 are known.

The path direction when entering P1P2P3 could be different than its direction within

P1P2P3, therefore the length property at entry point P ′3 to P1P2P3 is calculated based

on the linear wavefront corresponding to the length property. Inside P1P2P3, the actual

Euclidean length is added (segment P ′3P3).

Prior knowledge of the x-ray system setup magnitude and patient position leads

to the simple non-limiting assumption that the visible catheter width does not change

significantly with depth. This is reasonable as the catheter is bounded by the heart

cavaties, which depth is relatively smaller compared to the distance from the x-ray

source.2 The width wp in pixels can be estimated with acceptable accuracy using the

known projection parameters and the estimated distance to the patient’s heart,

wp =
SID

SOD
· w
ps
, (2.13)

2 Magnification range depends on the system parameters and patient size. Using typical numbers,
the magnification roughly ranges in the ±10% interval.
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where SID is the distance between the x-ray source and the detector, ps is the image

pixel spacing, w is the actual catheter width (in millimeters), and SOD is the distance

between the system iso center (center point of C-Arm rotation) and the x-ray source,

and is provided by the x-ray system. This is an estimate for the distance between the

heart and the x-ray source since it is common practice to place the organ of interest at

the iso center in order to make it visible in the center of the fluoroscopic images for any

direction.

In addition to the streaming fluoroscopic images I, the proposed method then takes

as input the visual catheter width in pixels wp, the catheter entry locations x1, ..., xn,

and the number of catheters in the scene, Nc. Both x1, ..., xn and Nc are manually set

by the user, and, ideally, need not be modified during the intervention. This is a likely

scenario in EP interventions since the patient, if at all conscious, is discouraged from

moving and Nc does not change often during the intervention.

The proposed computational method can be separated into three steps:

• Preprocessing - Image scaling and generation of a catheter cost function.

• Geodesics computation - Using the geodesic properties framework to generate

geodesics and their properties starting from the x1, ..., xn locations.

• Tip classification - Identifying catheter tips by using a cascade of classifiers.

We will detail each of these steps next.

2.4.1 Preprocessing

The goal of the preprocessing step is to convert the input intensity image It at time t

to a cost function θt in the same domain as the image. The values of θt(x) represent

the likelihood (or inverse cost) of catheter presence at a position x in the image at time

t. The process initially scales It to obtain I∗t (see Figure 2.5). The resulting scaled

image is used to build a background image Bt+1 and to compute the cost θt used in the

geodesic computation method (as part of F , see Equation (2.1)).
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It Bt

Image Scaling

I∗t

Cost Comp. St Background Comp.

θt Bt+1

Figure 2.5: Steps in the preprocessing component of the method. At time t, It is the

input fluoroscopic image and Bt is the background image computed so far. I∗t is the

scaled fluoroscopic image, St the subtracted image, θt the output catheter cost function,

and Bt+1 the updated background image to be used at time t+ 1.

Image scaling

Fluoroscopic images are often digitized with a surrounding black border. The border

size may change on different system modes and also when the physician adjust the

collimator, which reduces the field of view, in order to lower the amount of radiation.

To avoid edge artifacts, the black border around the image is detected and not taken

into account in the following steps. Next, using the computed projected catheter width

wp, the image is downscaled such that a catheter is four pixels wide (w∗p = 4). This

reduces computational cost and avoids the need to handle the scale in each step of the

method, while at the same time ensuring the catheters connectivity is not lost. The

image resulting from this step is denoted as I∗t . We experimentally selected w∗p = 4 as

the optimal value based on a training set (lower values created discontinuities in the

cost function, leading to misses of the tip, while higher ones did not improve the overall

performance). We kept this value stable all for our experiments.

Background computation

The background in this work is defined as the image that encompass everything but

the catheters. Catheters appear as dark(er) curves on the image in comparison to the
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background that contains tissue and bones, which are less x-ray opaque and therefore

usually brighter, see an example in Figure 2.6a.

In EP interventions, the catheters inside the heart are in constant motion due to the

cardiac activity. Since the moving tissue is barely visible, the background is assumed

to be static and the missing gaps in the background image Bt+1 are filled by combining

fluoroscopic images overtime, I0, ..., It. This is done based on an exponentially decaying

process. A time decay constant r determines how the insensitivity of the background

image Bt+1 is to change due to each new frame It. We define η as

η = 0.5(τ1/2f)
−1
, (2.14)

where f is the frame arrival rate in Hertz, typically 2Hz to 15Hz in EP interventions, and

τ1/2 is the decay half-life in seconds. Based on the assumption that the human heart rate

in rest is between 60 and 80 beats per minute, which corresponds to a cycle duration of

0.75 to 1 seconds, we choose τ1/2 = 2sec. Therefore, changes in the fluoroscopic images

that don’t stay for at least two heart cycles have little effect on the background image.

To compute Bt+1, we first compute an intermediate “subtracted” image St, Fig-

ure 2.6c,

St = I∗t −Bt. (2.15)

Then, Bt+1 is computed,

Bt+1 = Bt + St

{
1− η2 if St(x) > 0,

1− η otherwise.
(2.16)

Thus, the background image has double the half-life in response to negative changes.

This is done to further reduce the effects of moving catheters which have lower intensity

values than Bt. We experimented with the frame rate effect on the background image

via simulations (sub-sampling the data in the temporal domain). The background image

is in general not sensitive to the frame rate, as its decay rate is based on the actual

frame rate. An exception happens if frame rates are very slow, close to the ECG signal

rate. In such a case, catheters may appear almost static on the image, causing the

background image to start containing traces of the catheter in it. This of course hurts

the proposed method. Fortunately, the great majority of clinics we observed choose not

to use such low frame rates.
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(a) (b)

(c) (d)

Figure 2.6: Preprocessing result on a sample image. (a) shows the scaled fluoroscopic

image I∗t . (b) shows the computed background image Bt, where t � 0. Note that

the motion of the catheters at the lower part of I∗t is constrained by the sheath and

therefore ended up visible in the background image. This phenomenon may even aid

in the selection of the entry points x1, . . . , xn. The overlaid circle represents a selected

starting point x1 just where the catheter motion is significant enough such that they

are not visible. Other medical instruments outside the heart that lack sufficient motion

may also end up visible in the background image, e.g., the ECG wires outside of the

patient. (c) shows the subtracted image St according to Equation (2.15). (d) shows the

resulting cost θt.
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The background computation process is initialized by averaging the initial fluoro-

scopic images of the case under study. Since catheter tip detection is not relevant during

the rather long time it takes to setup a case, background initialization has fairly low

significance. By the time the detection method is used, it can be reasonably assumed

there is a stable background image.3 In an online system, it would make sense to ver-

ify background stability, and re-initialize if needed, a process which we did not include

as part of this current work.

Cost function computation

The goal of this step is to compute a cost function θt, in the same domain as I∗t , repre-

senting the pixel-dependent likelihood (cost) of a catheter presence on I∗t . A bandpass

filter is used to filter out both low frequencies and very high frequencies, which are

not characteristic of projected catheters in I∗t . This filter is built by subtracting two

Gaussian filters, one with a variance smaller than the catheter width and the other one

with a variance larger than the catheter width. The filter can be implemented in the

spatial domain or Fourier domain. Our experiments showed that the proposed method

works well even with a rough Gaussian variance estimation. Therefore, a bandpass filter

is implemented by subtracting the mean of two square windows, one of size three pixels

and one of size nine pixels (recall the catheter is about 4 pixels wide after image scaling).

When a stable background image Bt is available, which is expected in EP cases, the

band pass filter is applied to St (Equation (2.15)) rather than to I∗t . Finally, the result

is normalized to be between zero and one. A value of zero indicates the most likely

presence of a catheter, and a value of one represents the opposite. Figure 2.6d shows

an example result of the cost function.

While other efficent filters could be used, we found that at best, they lead to a slight

improvement of the system as a whole. Directional filters were found to be problematic

for example at the intersection of multiple catheters. As described above, the filter

we eventually used, which is a type of blob-detector, is both fast and has the desired

side effect of enhancing high cost catheters, keeping the propagating front from making

false short-cuts. While there may be a better choice of filter, we intenionally picked a

3 Stability of the background image can easily be measured and verified, e.g.,
∑

x |Bt+1 − Bt| <
threshold.
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simple one to demonstrate that the proposed system does not depend on a sophisticated

filtering design.

2.4.2 Geodesics computation

The preprocessing steps established the cost function θt that is used for geodesic mea-

surements. Catheters are long and thin and therefore θt should have a low intensity val-

ley along the catheters. These intensity valleys have many branches and depth changes,

and a method that uses only local information is not sufficiently robust. Our proposed

approach traces those valleys, using the framework presented in Section 2.3 to generate

geodesics g1, . . . , g` that start from x1, . . . , xn, thereby integrating the local information.

The cost function θt is used as the metric F (Equation (2.1)). In order to reduce the

sensitivity to the user provided starting locations x1, . . . , xn, improved starting locations

x′1, . . . , x
′
n around x1, . . . , xn were used. For each xi, the location x′i is determined as

the minimal value of θt(x
′
i) in a square window of 2wp pixels size centered on xi. The

framework propagates from all x′1, . . . , x
′
n simultaneously. Figure 2.7b shows an example

of the T function (time of arrival or geodesic distance).

For each of the m catheter tips y1, ..., ym on I∗t , there is a geodesic (with the proper

metric) reaching it from one of the x1, . . . , xn. A geodesic, being the fastest path

between two points, represents the most likely path between a tip and one of such

starting locations. Nevertheless, it cannot be assumed that those geodesics accurately

follow the catheter centerlines (even though it is often the case). To reduce the chances

geodesics find shortcuts, we limit the search domain, similarly to [33]. The authors

proposed a rough Euclidean length estimation of the geodesic, during the propagation,

to determine whether to continue the propagation of the geodesic or not. If the Euclidean

length of a geodesic reaching a frontier grid point is much shorter than the lengths of

the geodesics reaching the other frontier grid points, then no further propagation is

performed on that grid point. In addition to improving the computational efficiency,

this forces the geodesics to stay close to the catheter. The downside of this method is

that only one path is assumed to be correct. For example, if the front is following two

catheters, just because the front is following one catheter faster, the second catheter

might get left-out of the search domain. To handle such situations, the relative front

speed constraint is replaced with a recent average speed constraint, which is a local
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(a) (b) (c)

(d) (e) (f)

Figure 2.7: Geodesics and their properties computation. (a) shows the preprocessing

result of the cost function θt. The overlaid circle represents the starting point x1 as de-

termined in Figure 2.6b. (b) shows the outcome arrival time function T (Equation (2.2)).

(c) shows the geodesic Euclidean length property L (Equation (2.9)). (d) shows the av-

erage travel speed property A (Equation (2.4)). (e) shows the decaying average speed

property D (Equation (2.19)). For demonstration purposes only, the search domain was

not limited based on the decaying average for (b)-(e). (f) shows the outcome arrival

time function (Equation (2.2)), here the search domain is limited based on the decaying

average function.
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constraint and is not relative to the rest of the front. Consequently, if a geodesic

average travel speed for the past several iterations is too slow, that geodesic will not be

propagated any further. It is important to check the speed of several recent advances

since just looking at a single advance would be too vulnerable to noise. An ideal

approach would involve iterations to average the advance speed of the j last advances

for each geodesic, and then check if the average is not above some threshold. However,

such a dynamic programming implementation would be costly in terms of run-time.

By taking advantage of the Geodesic Properties Computation Framework described in

Section 2.3, the recent average speed can be efficiently estimated. A decaying average

speed (weighted by the Euclidean distance) property D is then defined, which is similar

to the decaying process used for the background image in Section 2.4.1. Unlike in

Equation (2.14), the decay factor here is a variable ζ that depends on the Euclidean

distance of the geodesic length increment ‖P ′3P3‖,

ζ = 0.5
−‖P ′3P3‖λ−1

1/2 , (2.17)

where λ1/2 is the Euclidean length half-life constant measured at grid spacing h. The

gaps in the cost valley rarely go beyond one catheter width, therefore λ1/2 was selected

as one catheter width w∗p. Similarly to the length property, Equation (2.8), we have

D′3 =
1

2

[
1− nr

ns

]
D1 +

1

2

[
1 +

nr
ns

]
D2, (2.18)

where, unlike in Equation (2.9), a decaying process weighted by Euclidean distance was

applied,

D3 = ζD′3 + (1− ζ)F (P3). (2.19)

An example of the decaying average speed property can be observed in Figure 2.7e.

When limiting the search domain by applying the decaying average speed constraint,

the arrival time function T stays constrained by the catheter presence in θt, as seen in

Figure 2.7f.

The Geodesic Properties Computation Framework does a single pass on θt, in which

all geodesic properties are calculated simultaneously. Therefore, the Euclidean length

and the average path speed (or cost) properties, as defined in Equation (2.4), are also

computed since they are required by the next step of the method.
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2.4.3 Tip classification

Computational efficiency is very important to achieve a clinically usable detection

method. A computationally inexpensive and efficient classifiers is constructed based

on the geodesic properties computed in the previous step and further considering local

image characteristics. The approach of cascade classifiers in [40] is followed, where

the most efficient classifiers, with low false negative rates, are called before the more

costly classifiers that achieve low false positive rates. A training set was used to experi-

mentally determine both the classifiers and the template (see below). This set included

short sequences from patients excluded from the test set, from two of the same clinics as

the test case (Cleveland and Swedish). About 200 frames were used for this. Changing

the order of the classifier 1 through 8 detailed below only affects the processing speed.

Each classifier determines if a candidate at position x in the image plane is a catheter

tip. The cascade of classifiers we used is shown in Table 2.1. Each classifier is applied

to all the remaining candidates before continuing to the next classifier. The order of

the cascade was empirically determined based on the overall computational cost of the

cascade. Classifiers nine and ten involve dynamic programming and therefore left to

the end.

The first classifier, A(.) at x is a local minima, was found to be extremely efficient. It

works well because the catheter tip, which is a dark region on the x-ray image, gets high

likelihood or low value/cost of θt, while the background area beyond the tip contains

higher values of θt(x). Therefore, the average cost of the geodesic reaching the tip is

expected to be the lowest compared to other surrounding geodesics.

The second classifier, A(x) < mean(θt)−STD(θt), checks that the average cost along

the geodesic is lower than the mean of the cost function over its domain. The third

classifier, L(x) > 4w∗p, verifies that the Euclidean length property at x is not shorter

than four times the catheter width. The catheter sheath is normally visible in the

image and therefore some constraints on its length are acceptable. The fourth classifier,

I∗t (x) > mean(Bt), ensures that the fluoroscopic image intensity at the candidate point

is darker than the average background intensity. The fifth classifier, ∇θt(x) · ∇L(x) >

1/
√

2, keeps only the candidate x with a cost gradient in the same direction than the

geodesic at x. The sixth classifier, |∇I∗t (x)| > STD(I∗t ), constraints the cost gradient at

x. The seventh classifier checks that x is not on the image edge or on the dark border.
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1. A(.) at x is a local minima

2. A(x) < mean(θt)− STD(θt)

3. L(x) > 4w∗p

4. I∗t (x) > mean(Bt)

5. ∇θt(x) · ∇L(x) > 1/
√

2

6. |∇I∗t (x)| > STD(I∗t )

7. x not on image edge

8. 1/w∗p
∑w∗p

a=0 S(x+∇θt(x)a) < STD(I∗t )

9. x /∈ { geodesics to other remaining candi-

dates }

10. x ∈ { Nc best template correlation scores}

Table 2.1: Classifier cascade used to classify a grid point x as a catheter tip. Each

classifier determines if a candidate at position x in the image plane is a catheter tip and

is applied to all remaining candidates before continuing to the next classifier. A(.) is

the average cost function as defined in Equation 2.4.
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Figure 2.8: Template used in the template matching step. The template is smoothed

to reduce local minima during the gradient descent.

The eighth classifier, 1/w∗p
∑w∗p

a=0 S(x+∇θt(x)a) < STD(I∗t ), test is passed if the value

of I∗t in the direction of ∇θt(x) similar to the background image.

The final two classifiers achieve low false positive results. The ninth classifier requires

x not to be part of a geodesic of any remaining candidate. This is implemented by

sampling the geodesic reaching x and removing any other candidates found on the way.

This classifier effectively removes candidates on electrodes, which are not tips, along

the catheters. The electrodes are the metallic rings placed along the catheter and are

visible in the fluoroscopic image as dark dots on the catheter. Locally, electrodes may

look like a catheter tip and therefore may get high correlation score in the last template

matching classifier.

The last classifier, x ∈ { Nc best template correlation scores}, is a correlation based

template matching. All final candidates are compared using a small generic smooth tem-

plate, Figure 2.8, to correlate with the shape of a catheter tip. The template matching

is initialized based on the orientation of the geodesic at its final arrival point, from there

a gradient decent method translates and orients the template to the best local matching

position. If more than Nc candidates reach this step, only this first best Nc candidates

are considered, based on their correlation score. As a final step, the correlation score

is thresholded by a conservative threshold which is interactively determined as half of

the best correlation score computed so far. The normalized correlation score is sensitive

to the image quality and contrast; therefore the best score observed so far allows to

generate such a threshold. This is an heuristic designed to detect noisy candidates that

managed to pass all classifier. Any remaining candidate is reported as a positive result

based on the final template location.
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2.5 Evaluation

The method was evaluated on 1107 anonymized fluoroscopic images taken from four

EP cases from four different clinics,4 each with sufficient recorded frames to test

our method. Cases involving ablation catheters and CS catheters. Each image size is

1024 × 1024 with a pixel spacing of 0.184 mm. The estimated catheters width wp was

set between 15 to 17 pixels. The maximum number Nc of catheters to be detected was

set between 1 and 3 depending on the number of relevant catheters visible.

For each patient, all frames were combined into a single sequence and tested in-

dependently apart for the background image and common start locations x1, . . . , xn.

Start locations were consistently selected based on the background image as shown in

Figure 2.6b. A total number of 1977 ablation catheter tips and CS catheter tips in those

frames were manually annotated by two experts as ground truth for evaluation. Tips

that were not visible to the annotators were not included in the ground truth (e.g., tip

out of the image or motion blur). Any tip not detected was counted as a false negative

and any wrong detection was counted as a false positive. A correct detection is counted

when a detected tip is within w∗p/2 (two pixels on I∗t ) away from the ground truth

tip location. This is a reasonable accuracy for real clinical applications as the typical

ablation catheter diameter is around 2 mm (7 French).

The method yielded an overall 3.97% of false negatives and a 1.06% of false posi-

tive, with associated per patient standard deviations of 1.96% and 0.82%. Per patient

maximum false negative was 4.51% and false positive 2.58%. Table 2.2 shows the break

down of the basic statistics. Figure 2.9 shows from the evaluation data set. Figure 2.10

shows sample results for an ablation catheter over consecutive frames.

Run-time was evaluated on an Intel(R) Xeon(TM) CPU 2.99GHz, 2.00 GB of RAM

system. It achieved a tracking frame rate of 10 Hz (fps), with an average computation

time of 98 msec per image. The Geodesic Computation measurements (Section 2.4.2)

take 38 msec, while the classifiers, including template matching (Section 2.4.3), take 42

msec, and the Preprocessing (Section 2.4.1), including overhead, takes about 18 msec.

The Geodesic Computation measurements and their required Preprocessing operations

4 Cleveland Clinic at Cleveland, Ohio, USA; Swedish Medical Center at Seattle, Washington, USA;
Krankenhaus Barmherzige Brüder at Regensburg, Germany; Hospital of University of Pennsylvania,
Philadelphia, USA.
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Classifier Applied

Average per catheter #1 #1-#9 #1-#10

Detected Tip Locations 11.6 1.74 0.97

False Positives 1070% 77.4% 1.06%

False Negatives 0.86% 3.57% 3.97%

Average per image

Detected Tip Locations 20.9 3.12 1.74

Totals

Detected Tip Locations 23,022 3,437 1,919

False Positives 21,058 1,530 21

False Negatives 17 71 79

Table 2.2: Performance evaluation of the proposed method. The first column shows

statistics after applying only the first classifier. The second column shows the same

data after applying the first nine classifiers. Finally, the last column shows the perfor-

mance after all ten classifiers are applied. The average number of detected tip locations,

false positives, and false negatives per catheter, are reported as first group of rows. Sub-

sequently, the average number of detected tip locations per image is also reported, since

there is usually more than one catheter per image. In the last section of the table we

report the absolute values for the tested dataset.
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take over half of the computation time, preparing the data for simple classifiers. The

method was implemented using C++ and OpenCV library to run on the CPU single

thread, yet performance maybe further improved if parallelized or even implemented

using the GPU.

We investigated the effectiveness of each of the classifiers. As can be observed from

Table 2.2, the initial classifier is very effective and leaves only a handful of candidates

out of the search domain, while at the same time keeping a low false negative rate.

On the other hand, the template matching keeps the false positives low. The other

classifiers are not as effective individually but are relatively cheap to compute and help

reduce the number of (more computationally demanding) template matching required

operations. The ninth classifier helps in removing electrodes along the catheters that

might mislead the template matching, as they locally may resemble a catheter tip.

2.6 Discussion

While the overall performance is very good, the possible reasons for wrong detections

were investigated, being the most common reason for a false negative the obstruction

of a catheter tip with another catheter, Figure 2.11a. This causes the tip candidate

to be dropped by classifier #9. False positives did not have such a common cause of

failure, though in many cases the reason is a misidentification by the template matching

(classifier #10), Figure 2.11b. None of the false positives occurred on the catheter tips.

For evaluation purposes, a generic template appropriate for our experiments was used,

while a stronger array of templates may yield an even lower number of false positives

and offer the possibility of tracking other kinds of catheters (see additional comments

below on the lasso catheter). Therefore, a current limitation of the proposed method is

the scenario where a catheter tip is obstructed by another catheter for a long duration.

The state-of-the-art method proposed in [19] uses template matching and Kalman

filtering to reduce the search space. They achieved tracking at the rate of 3 Hz for

two simultaneous planes which may be comparable to 6 Hz for a single plane. They

reported average 2-D accuracy of 3.0 ± 4.2 pixels, and did not define a failure criterion,

therefore no false positives rate was reported. According to the authors, the tracking

was disturbed by other catheters in 18% of their evaluation sequences. Their method
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(a) (b)

(c) (d)

(e) (f)

Figure 2.9: Sample results from the evaluation data set.
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(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (l)

(m) (n) (o) (p)

Figure 2.10: Sample results for consecutive frames.
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(a)

(b)

Figure 2.11: An example of (a) a false negative due to catheter overlap, indicated by a

circle; and (b) a false positive to miss identification, highlighted by a circle.
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requires manual initialization and re-initialization each time the tracking is lost and

could not recover. In comparison, the proposed method allows for robust multiple

catheters tracking at faster rates. Yet, it is important to note that the evaluation data

differs for the two methods. The work [19] focused on ablation catheter tracking when

it is in proximity to a lasso catheter during PV ablation, which was the probably prime

source of the disturbance, while our evaluation set included a lasso for only one of the

patients. Since during pulmonary vein ablation it is common practice for a lasso catheter

to be present, we further analyzed the effects of the lasso catheter, and found that a

thin lasso catheter is not expected to affect the detection, as it is mostly lost following

the preprocessing described in Section 2.4.1, while a thicker lasso might increase mostly

the false negatives when the tip of the ablation catheter overlaps the lasso catheter or

any other catheter. Even when such an occlusion happens, the proposed method may

still be successful if the ablation catheter tip is darker than the lasso. If a bi-plane setup

is available, it is unlikely that the ablation catheter would be occluded from both planes

at the same time, thereby allowing for the proposed method to detect the ablation

catheter from at least one of the planes. It could still be beneficial in the future to

consider Kalman filtering or some form of time constraint to further improve speed and

robustness.

The ideal setup for the proposed method is a bi-plane system that provides two

viewing angles and therefore rotation of c-arms does not usually happen during the

ablation phase. In case of a mono-plane system, the c-arm is rotated a number of

times during the case to help navigate the catheter. In such a scenario, the operator

would need to set a new entry point or points after each rotation. If the physician uses

standard c-arm angles, an online system can be extended to support two or more states

in which both the entry points and background image are automatically remembered and

set. The worst case scenario happens if the physician decides not use standard angles.

In such a case an operator might need to reset the entry points often, which would

require a dedicated medical stuff to operate the system as also required by alternative

products. Yet, we believe that this scenario won’t happen in practice since it is not

uncommon that the operating physician that uses a mapping/navigation technology

changes his/her workflow to adjust to the technology requirements. Alternatively, the

method could also be improved to automatically detect the entry points, which is the



37

subject to future research. This may also benefit the case where there is an organ

movement beyond respiratory motion and cardiac motion, which does not happen often

but when it does may need resetting of the entry points.

The proposed detection method and geodesic properties framework could be ex-

tended to other applications. The method showed potential when tested on guidewire

detection and neurological catheter detection, see Figure 2.12. However, modifications

in the classifiers will be required to achieve satisfactory accuracy in such applications.

The scope of the work does not attempt to explicitly identify the detected catheter.

If an application requires this, the result of our method leaves only a few possibilities.

An additional component could be added to identify the result using for example an

user supplied template.

We now roughly compare x-ray navigation/mapping methods in general with other

established products; Biosense Webster CARTO c© and St. Jude EnSite NavXTM.

CARTO c© uses a special catheter that senses a magnetic field which is used to determine

the location of the catheter. NavXTMuses a specialized catheter to detect electric sig-

nals from patches placed on the patient body to determine the 3D location in a similar

way a GPS works. The main advantages of x-ray based guidance system include the

low cost, that no new specialized hardware is required, no special catheter, and that

registration to a c-arm CT is trivial. The main disadvantages are the additional radia-

tion (requires fluoroscopy image to navigate), and the requirement of either a bi-plane

c-arm system or some constraints on the physician workflow. Advantages of CARTO c©

and NavXTMinclude radiation free navigation and free integrated electric signal record-

ing and mapping. The main disadvantages are the high cost per use, the requirement

of specialized hardware and catheters, and the fact that it has no reference to other

modalities, since registration to fluoroscopy or other 3D modalities such as c-arm CT is

not trivial.
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(a) (b)

Figure 2.12: Selected results when the detection method is tested on other applications.

(a) neurological catheter. (b) guide-wire.



Chapter 3

Esophagus Silhouette Extraction

and Reconstruction from

Fluoroscopic Views for Cardiac

Ablation Procedure Guidance

3.1 Introduction

Over the past few years, intraoperative radiofrequency (RF) ablation has become an

important therapeutic option for patients suffering from atrial fibrillation (AF). A rare

but very serious complication is atrio-esophageal fistula formation, which is associated

with a high mortality rate. Reducing the ablation temperature and power settings

along the posterior left atrial wall has been proposed in order to reduce the risk of

this complication [41]. Alternative approaches include esophageal temperature moni-

toring and the use of intracardiac echo [42]. However, there is a general discomfort and

risk associated with inserting a probe in the esophagus, especially if the patient has to

remain awake during the procedure. Identifying the esophagus location, and avoiding

lesions on the left atrium by directly overlying the esophagus model in the visualization,

has been proposed as well [18]. A particularly cost-efficient approach is to use orally

administered barium to visualize the esophagus under fluoroscopy during a procedure,

39
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see Figure 3.1. While this is a simple and inexpensive technique, the main difficulty

with this approach is that the paste does not remain in the esophagus during the entire

ablation procedure. There is a need therefore to have a graphical representation of

the barium location in the esophagus that would be persistent throughout the entire

ablation procedure. Unfortunately, due to esophagus motion, a static esophagus rep-

resentation cannot be fully trusted [43]. An esophagus model can, however, be useful

when combined with conscious patient sedation, as it can guide the physician when he

or she approaches the sensitive esophagus region. The closer the physician gets to this

region, the more important it is to monitor the patient for signs of pain. Monitoring

pain during conscious sedation works well as patients are very sensitive to esophageal

warming [44]. It has been shown that a patient’s pain perception can be used as a

form of (simple) temperature monitoring. However, such an approach is not exact, and

it carries the risk that the patient is not providing feedback soon enough. Confronted

with such situations, physicians often desire the benefits of a visual representation of

the esophagus, even if it is not exact. This gives the physician an opportunity of alert-

ing the patient to pay close attention to any pain they may feel during the next steps

of the procedure. While the optimal technique for avoiding injury to the esophagus

has not yet been determined [8], the graphical representation proposed here provides a

possible solution while preserving the benefits of real-time 2D esophagus monitoring, as

suggested by [43], and at the same time expanding visualization to 3D using multiple

views reconstruction on a geometry-calibrated C-arm system. The 3D surface produces

a useful graphical overlay in case the C-arm system changes the viewing angle.

Prior work in this relatively new topic is fairly limited. Studies such as [45] recon-

structed the esophagus using an electro-anatomic catheter for tagging the esophageal

borders. Such a method is time consuming and complex in comparison to the use of

barium, and it may not be suitable for atrial fibrillation procedures. Works such as

[46, 47] segmented the esophagus from a CT, yet [48] concluded that organ movement

makes pre-acquired CT inadequate for atrial fibrillation treatment use.

In this paper we first propose a method to extract the 2D esophagus silhouette

by compounding the barium flow location from a single 2D fluoroscopic sequence.1

1 If the physcian chooses not to move the C-arms during the procedure, then the 2D silhouette
already has clinical value, and further steps are optional.
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Then we develop a method that takes multiple 2D esophagus silhouettes extracted from

fluoroscopic sequences, acquired from different views, and reconstructs a 3D surface

which estimates and represents the internal wall of the esophagus during swallowing.

This 3D model can be overlaid on the live fluoroscopic images, essentially serving as an

augmented-reality substitute for the esophagus once the barium has disappeared. The

esophagus can also be visualized as part of a 3D scene comprising CT rendering or other

objects such as a model of the left atrium, ablation points, and catheter models.

The proposed method extends any existing work-flow, with the optional requirement

of simultaneous x-ray from two views:

1. Administer, by swallowing, the barium into the patient’s esophagus.

2. Acquire simultaneous x-ray sequences from two views,2 capturing the barium

flowing down the esophagus.

3. Reconstruct the esophagus model from the image sequences.

4. Visualize the result, either in a 3D setting or overlaid on the fluoroscopy.

We next describe the key algorithmic and clinical components of this proposed work-

flow.

3.2 Methods

Our approach involves two major steps. First, the outline of the esophagus is extracted

based on a sequence of x-ray images acquired during a barium swallow recorded on a

bi-plane C-arm system whose projection geometry has been calibrated (such systems are

manufactured by a number of vendors, and high precision calibration is possible [10]).

Then the 3D shape of the esophagus is reconstructed based on the known projection

geometry of each view.

2 If simultaneous x-ray is not available, the method can still produce a 2D esophagus representation
but not a full 3D surface reconstruction. The 2D representation is valid as long as the C-arm system
does not change the viewing angle.
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Extraction of 2D esophagus silhouette

When the barium contrast agent has been swallowed by the patient, it flows down the

esophagus. A single still fluoroscopic image from each direction does not capture enough

of the esophagus, since it represents only a snapshot in time, see Figure 3.1. However, a

sequence of fluoroscopic images can be used to combine esophagus position information

over time. This finally enables us to extract the esophagus’ silhouette.

Although the barium is usually darker than any of the patient’s anatomy, some

challenges still remain to get an accurate outline of the esophagus due to the presence

of other dark regions and objects in the x-ray images, such as catheters. Since the dark

regions of the image represent lower pixel values, the following operations are applied.

First, a maximum image is computed by evaluating the per-pixel maximum along the

time dimension of each fluoroscopic sequence, Figure 3.2(d). Since the moving barium

is darker than the surrounding tissue, it is usually not picked up by a temporal per-pixel

maximum operation. As a result, the barium is usually not visible in a maximum image.

The moving catheters are also darker than tissue, and they also vanish in a temporal

per-pixel maxium image due to their motion. For each image (frame) in the sequence

we also perform a morphological closing [49], with kernel slightly larger than half the

catheter width.3 This replaces the catheters with a brighter gray scale intensity,

Figure 3.2(b). As the swallowed barium is a wide smooth blob of contrast, it keeps its

shape. Then we generate the per pixel (time) minimum image over the resulting frames

from the closing operation, Figure 3.2(c). Afterwards, we multiply the minimum image

by a factor of two before we subtract the maximum image obtained in the previous step,

Figure 3.2(e).

The resulting image integrates the whole time lapse and highlights the locations

reached by the barium, while other dark background regions and medical instruments are

obscured. The closing operation is necessary to remove the moving medical instruments

as demonstrated in Figure 3.3. It may occur that two close-by catheters form a dark

region which is wider than twice the closing operation kernel size. This would cause

some minor remnant in the processed image, not large enough to interfere with the

overall method. Such a remnant can be found in the lower part of Figure 3.2(e) towards

3 Since the catheters move within the left atrium, a small heart chamber, far enough away from the
x-ray source, the projected catheter width does not change significantly.
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the middle of the image.

The subtracted image is used to extract the esophagus silhouette, Figure 3.4. An

histogram is created over the subtracted image intensities. Then, a gray-level threshold

is determined based on Ostu’s method [50], Figure 3.4(a-c). The method assumes that

the image to be thresholded contains two classes of pixels (barium and background),

and then calculates the optimum threshold separating these two classes, so that their

combined spread (intra-class variance) is minimal. This method works well on the

subtracted image due to the sharp change in histogram values. Next, all segmented

structures are found and classified as an esophagus according to their shape and size.

In nearly all tested cases, we obtained a single segmented structure. When more than

one structure was found, as in Figure 3.4(c), we used a simple classification method

based on a bounding box. The shape of an esophagus is vertically long and narrow, and

therefore the bounding box is constrained to have a height to width ratio of at least 3:1,

with a minimum width of 5mm (clinically set value).4 While this classifier, which is

based on anatomical knowledge, worked well for our data, a more sophisticated method

might be needed if the fluoroscopic acquisition direction is with an oblique craniocaudal

(CC) angle, though these C-arm angulations are rarely used in electrophysiological

ablation procedures. The resulting segment is the esophagus silhouette, Figure 3.4(c,d).

This shape is then fed into the 3D reconstruction algorithm, as explained next.

3D Esophagus reconstruction from multiple 2D esophagus silhouettes

This step reconstructs a 3D surface of the esophagus from multiple 2D esophagus silhou-

ettes. The 2D esophagus silhouettes are extracted from fluoroscopic sequences acquired

under at least two directions.

For each 2D esophagus silhouette, the left and right edges are found and smoothed

using a standard geodesic active contours approach [51]. As a result, each silhouette

produces two 2D curves as shown in Figure 3.4(e). Each pair of silhouettes provides

four 2D curves (two per silhouette), which are used to compute the corresponding four

4 Other structures may be due to motion of organs when breathing. This is why patients are
encouraged to hold their breath after the barium swallow during the barium imaging. Ideally, imaging
is preformed with the diaphragm, which is the most interfering structure, below the region of interest,
i.e. the heart. When standard electrophysiology C-arm viewing angles (RAO, LAO) are used, the
esophagus projections do not overlap.
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3D curves. This is done based on the known projection geometry between the two fluo-

roscopic sources and detector. The clinical C-arm view directions are such that epipolar

lines are close to horizontal, while the esophagus is a predominantly vertical structure.

This enables us to use simple triangulation methods available in the computer vision

literature for this computation [52]. Each 2D curve on the left image is sampled and

for each such sample the epipolar line is computed on the right image. The intersection

points of the epipolar line with the 2D curves on the right are used to triangulate 3D

points. Those points are used to interpolate four 3D curves.

The resulting 3D curves outline the visual hull, [53], of the esophagus. Depending

on the end-user application, the visual hull may already be a sufficient estimation of the

esophagus. The accuracy of the esophagus structure could further be improved when

prior information is available. For example, if there are CT images of the patient, then

the esophagus could be segmented from this 3D data set and matched to the enclosing

visual hull. Without using prior information, an heuristic approach can be used to

further improve the estimate of the esophagus structure.

For atrial fibrillation (Afib) radio-frequency catheter ablation procedures, the goal

is to define an awareness zone around the esophagus, in order to avoid heat damage

and esophageal fistulas. On bi-plane C-arm systems two views are available, usually

spaced approximately 90 degrees apart. Therefore, standard stereo vision methods,

[54], that assume locality in 3D, are invalid. As a solution to this problem, we applied an

algorithm that takes into account that the esophagus is a mostly smooth organ, enclosed

by the visual hull and its tangent to it [53, 54]. This proposed procedure estimates the

esophagus surface as an Hermite curve inscribing the visual hull, as described next.

Initially, the direction that describes the esophagus length direction (head to feet

direction) is found. Similarly to CT, the fluoroscopy system has a standard patient

coordinate system. Not surprisingly, its ẑ (head-feet) axis is parallel to the esophagus

length direction. In case such information is not available, the head-feet direction can

be found using principal component analysis [55]. The found direction is sampled such

that each sample plane intersects the four curves, resulting in four points on each plane.

Center points are determined between each two neighboring points as illustrated in

Figure 3.5. The center points are used as control points for an Hermite curve, resulting

in 3D curves describing the esophagus internal surface.
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Note that for radio-frequency ablation cases in the heart, the angle between x-ray

projections is about 90◦. In addition, the distance from the esophagus to the x-ray source

is large. Therefore, the projection geometry is close to a parallel-beam geometry. This

explains why the 2D shape created by a slice of the visual hull resembles a quadrilateral

region. Since an ellipse can model an esophagus slice [46], we could in principle estimate

the esophagus as the largest ellipse (in area) that can fit the computed visual hull

inside this slice. Yet, it is important that the reconstructed shape projects back to the

fluoroscopic image as the silhouette that created it. For this to happen, esophagus shape

must have tangent points at each vertex of the quadrilateral, but the largest ellipse may

not necessarily satisfy this condition. We therefore use a more flexible Hermite curve

as an estimate which can always satisfy this condition.

3.3 Results and validation

The proposed method was tested on six pairs of fluoroscopic sequences (from six different

subjects). The data was acquired over several atrial fibrillation cases at the Swedish

Medical Center, Seattle, WA, USA, using an AXIOM Artis dBC biplane C-arm system

(Siemens AG, Healthcare Sector, Forchheim, Germany).

For two of the patients, a pre-acquired CT was also available. They were used

as a reference for a first qualitative assessment to find out if our method produces

reasonable results for the application at hand. To this end, the reconstructed esophagus

was manually registered using a rigid transformation to the CT images based on the

centerlines of the reconstructed model and its counterpart in the CT data set. The

esophagus as seen in the MPR slices of the CT data set was then visually compared to the

3D model, see Figure 3.7. As expected, the esophagus in the CT is slightly thinner, since

there was no barium swallow during the CT acquisition. For an application targeted

at providing a safety region around the esophagus for protection, however, it should be

acceptable or even desirable if the esophagus is reconstructed in a more active state.

In these data sets, the reconstructed esophagus matched surprisingly well to the pre-

acquired CT data sets. Note, however, that the esophagus may shift by more than

15 mm over the course of an Afib treatment, mostly due to organ movements [48].

This suggests that the safety region around the centerline of the initially reconstructed
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esophagus should have a radius of at least this size, preferably more.

A more quantitative analysis was performed as well. During this experiment, the

barium region was segmented using the proposed method. For comparison, an expert

annotated the esophagus silhouette on the fluoroscopic images as well. We found that

the automatic segmentation adequately defined the barium region in all six cases. This

can be appreciated when the edges obtained by automatically segmenting the barium

regions are overlaid as shown in Figures 3.6(a-b). Per pixel comparison of the proposed

automated segmentation with expert annotation (averaged by patient) resulted in 2.9%

false positives with 0.8% standard deviation, and 0.3% false negatives with 0.09% stan-

dard deviation. Measuring the segmentation edge distance among pixels in the auto-

mated segmentation edge to the expert annotation edge (nearest Euclidean distance)

yields per-patient average over-segmentation error of 0.48 mm (about 2.6 pixels), and

standard deviation of 0.16 mm. The under-segmentation yielded 0.20 mm (about 1.1

pixels) average error, and standard deviation of 0.16 mm. The automatically segmented

edge consisted of 66% over-segmentation (recall that having a conservative protective

barrier is often desirable), 12% under-segmentation, and 22% was found pixel-accurate.

Overall the obtained per patient edge distance error is 0.36 mm (about 2 pixels) with

standard deviation of 0.13 mm.

Due to the cone-beam magnification factor of 1.5, these 2D values correspond to

an average 3D error of about 0.24 mm and standard deviation of 0.09 mm. A sys-

tematic triangulation error due to imperfect system calibration adds about 1 mm of

uncertainty [10] (the same calibration has been used in this work). Assuming the angle

between views is 90 degrees, which is common for cardiac ablation cases, we then ex-

pect an average 3D error of 1 + 0.24
√

2 ≈ 1.3 mm and standard deviation of 0.08
√

2 ≈
0.12 mm.

3.4 Discussion

This work proposes to reduce the risk of atrio-esophageal fistula formation by super-

imposing a graphical esophagus representation onto live fluoroscopy, Figure 3.8. There

are potential limitations to the reconstruction concept introduced here that will be

addressed in future developments. For example, the wall thickness of the esophagus
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cannot be accurately captured when relying on contrast inside the esophagus. This

issue is probably of lesser importance in the esophagus avoidance application, since the

esophagus of a patient who swallows barium widens while doing so. In addition, fluoro-

scopic sequences are acquired over a breath-hold, As a result, the esophagus may look

different when the patient breathes freely. Safety margins may be added to the esopha-

gus contours to account for this [56]. Since the barium swallow is imaged over multiple

heart cycles, we believe that our esophagus model may already capture deformations

due to heart beat. Nevertheless, we advise to increase our safety margins even further

to also account for heart motion we may have missed. Lastly, the esophagus is a mobile

structure, and a 3D model generated at the beginning of the ablation procedure may

not accurately reflect the position and width of the esophagus at the time of ablation.
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(a) T=0 (b) T=.5 sec

(c) T=1 sec (d) T=2 sec

Figure 3.1: Selected images from a fluoroscopic sequence (at 15 frames per second)

illustrating a barium swallow. The first image on the left shows the scene prior to the

barium reaching the field of view. Subsequent images display the barium entering the

field of view and flowing down the esophagus. The x-ray images have been acquired

on an AXIOM Artis dBC biplane system (Siemens AG, Healthcare Sector, Forchheim,

Germany).
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(a)

(d)

(b) (c)

(e)

max

close min

x2

x(−1)

Figure 3.2: This diagram explains how the barium location is collected and enhanced

over the fluoroscopic sequence. (a) Sample input frame, used for demonstration, out

of an image series, (b) the result of the per-frame closing operation, (c) the per-pixel

minimum image over the full sequence, (d) the associated per-pixel maximum image,

(e) result obtained after multiplying the minimum image (c) with a factor of two before

subtracting the maximum image (d), highlighting the barium location for all the images

in the sequence. The time series of X-ray images taken during the barium swallow is

used to detect the entire esophagus coated by this contrast medium.
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(a)

(b)

Figure 3.3: Illustration of the relevance of the morphological closing operation on the

merge step of the proposed method. Using the same sample sequence as in Figure 3.2.

(a) The minimum image (left) and the resulting difference image (right) as proposed

by the method. (b) Corresponding result if the morphological closing operation is not

applied. Note the artifacts caused by the catheters as indicated by the arrows. This

example illustrates how the closing operation successfully removes the catheters while

preserving the visible barium region.
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(a)
(b)

(c) (d) (e)

Otsu

histogram

threshold

classify edge

Figure 3.4: Silhouette extraction. (a) Resulting subtracted image from the previous

merge step; (b) an histogram is generated (ignoring the dark frame of zero pixels around

the x-ray image border), and a threshold is determined based on Otsu’s method; (c)

the thresholded subtracted image; (d) the segment in the thresholded image that is

classified as an esophagus shape is selected. For the 3D reconstruction step, the left

and right edges of the silhouette are extracted and smoothed using a standard geodesic

active contours approach.
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(a) (b)

(c)

Figure 3.5: 3D Esophagus reconstruction from multiple 2D esophagus silhouettes. (a),

(b) Left and right silhouette edges seen from two different C-arm viewing directions.

The dotted lines on the edge show a slice selected for reconstruction in this example

(the clinical C-arm view directions are such that epipolar lines are close to horizontal).

(c) The actual slice comprising a quadrilateral. The quadrilateral represents the inter-

section of the reconstructed points by triangulation. The red circles are the mid-points

between each neighboring reconstructed point. The four mid-points are connected with

an Hermite curve, estimating the esophagus wall within that slice.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 3.6: Sample results of the proposed method. (a)(c)(e) Selected images from

a fluoroscopic sequence with overlaid segmentation results. The last image in each of

these rows shows the per pixel minimum image over the sequence, allowing to evalu-

ate the accuracy of the segmentation. (b)(d)(f) The corresponding images from the

corresponding bi-plane view direction.
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(a)

(b)

Figure 3.7: Results validation of the proposed method. (a) The 3D reconstructed result

once registered to a pre-acquired CT of the patient, rendered from the posterior right

patient direction. For comparison, the cyan 3D line indicates the esophagus centerline

as extracted from the CT. (b) An MPR view of the CT with a slice of the esophagus.
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Figure 3.8: Sample superimposing of a graphical esophagus representation on live flu-

oroscopy. On the left, anterior view angle. On the right, left slightly posterior view

angle.



Chapter 4

Automatic Image-based Cardiac

and Respiratory Cycle

Synchronization and Gating of

Image Sequences

4.1 Introduction

Image synchronization and gating are problems faced during the imaging and subse-

quent processing of organs with quasi-periodic motion, like the heart. The two most

common sources of organ motion during imaging are respiratory and cardiac motion.

The deformations caused by cardiac and respiratory motion make it difficult to image

organs in the thorax and the abdomen. This severely limits the efficacy and efficiency

of interventional and radiotherapy procedures performed in this region.

Different approaches have been devised to overcome cardiac and respiratory mo-

tion. Cardiac motion is usually handled by ECG gating whereas respiratory motion is

usually handled by the use of markers placed on the patients body [57]. The problem

with these approaches is that the ECG requires additional hardware, long setup times

and in most cases there is a delay between the ECG signal and the image acquisition

which makes it hard to make them synchronized. As far as the detection of respiratory

56



57

phase is concerned, the placement of markers is usually impractical in a clinical setting;

furthermore it is difficult to set up and prolongs the overall acquisition procedure. In

addition most laboratories and existing image databases do not contain either ECG or

respiratory information. Additionally, since the end goal is to perform image gating,

detecting the phase using the images should be more reliable and robust compared to

cases where an external signal is used.

Another strategy for reducing respiratory motion is to acquire images using breath-

hold techniques [58]. Although this reduces breathing motion by relatively simple and

natural means, it is, nonetheless, restricted by the patient’s ability to perform a su-

pervised breath hold during the treatment [59]. A third class of strategies addresses

the problem of respiratory motion correction by incorporating suitable motion models.

Manke et al. [60] proposed a linear parametric model describing the relation between

the variation of the diaphragmatic position and the respiratory-induced motion derived

from image-intensity based registration for cardiac-triggered 3D MR imaging. King et

al. [61] present an affine model which is based on the tracked motion of the diaphragm

to compensate for respiratory motion in real-time X-ray images. The main drawback of

these approaches is that they require manual landmark selection for diaphragm tracking.

Related Work. Prior work in this area is fairly limited, with [62] presenting an

approach for retrospective gating of Intra coronary ultrasound (ICUS) sequences using

feature extraction and classification. The method is computationally expensive and

requires processing the whole sequence together as some of the features are temporal.

In [63], the authors propose a method to analyze images in the sequence and retrieve the

cardiac phase by using average image intensity and absolute image difference between

the consecutive frames. The method is not very robust and has not been shown to

work with real datasets. In [64], the authors propose to detect the respiration (phase)

using mutual information. The mutual information (MI) is calculated between the

fluoroscopic image and a reference angiogram. The MI calculation is performed only on

selected regions of interest (ROI) and the results are variable depending on the choice

of ROIs. A similar approach using Normalized MI is presented in [65]. A review of

the effects of respiratory motion is presented in [66] and highlights the importance and

need for reliable detection of the respiratory phase, specifically for the target organ. In

[67], Berbeco et al. detect the breathing phase information by analyzing the fluoroscopic
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intensity fluctuations in the lung. However, the approach requires the selection of region

of interest(ROI) in a section of the middle of the lung that does not contain the tumor.

Contributions. We propose a novel method to detect the current state of the

quasi-periodic system which in turn will enable us to synchronize/gate image sequences

to obtain images of the organ system at similar configurations. The proposed method

is applicable to 2D and 3D time varying sequences and all imaging modalities. We

demonstrate its effectiveness on 2D X-Ray Angiographic and 3D Liver and intra-cardiac

Ultrasound sequences.

4.2 Methods

Let It(x, y) represent the image at time t of a scene changing with time. According to

the phase correlation technique [68], if we represent the Fourier transform of It(x, y)

by F(ξ, η), and assume that objects in the scene exhibit only translations, then for

It+1(x, y) = It(x− xt, y − yt), we have

Ft+1(ξ, η) = e−j2π(ξxt+ηyt)Ft(ξ, η). (4.1)

By inverse transforming the ratio of the cross-power spectrum of It+1 and It to its

magnitude,
Ft+1F∗t
‖Ft+1F∗t ‖

= exp(−j2π(ξxt + ηyt)),

we obtain a peak at (xt, yt). If we consider a simple 1D example as shown in Figure

4.1, we have the original image represented by the blue sinusoidal curve, and applying

a translation to the image produces a phase shift in the spectrum.

This approach was used in [69] to compensate for translational motion in coronary

angiogram sequences.

It is important to realize that image features can be thought of as being a com-

bination of signals at different frequencies, and that calculating the phase shift of the

different frequencies in an image amounts to measuring the motion of image features

corresponding to those frequencies. Measuring the phase shift in the frequency domain

allows us to estimate the overall motion within an image without explicitly solving the

problem of correspondence detection. The phase shift can be calculated in the Fourier
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φ

Figure 4.1: The Relationship between object motion and the phase shift (φ).

domain [70]. The overall change in the energy within the object being imaged can be

estimated by integrating over the phase shift, which is the same as the energy change

only due to the motion in the spatial domain because of Parsevals Theorem [70]. It is

important to note that this energy is not affected by changes in intensity which might

happen as a result of varying levels of contrast agent and differing acquisition parame-

ters. In addition, the proposed method is relatively insensitive to noise, as long as the

spectrum of the noise is similar in successive images. As in this usually the case with

image sequences acquired on the same scanner during the same acquisition session, the

phase detection is robust to the noise levels during acquisition.

We estimate the energy change of the system being imaged by analyzing consecutive

frames. The energy change in the system is computed in the spectral domain making

the system more robust to outliers that might be introduced in the scene. Common

examples are catheters, contrast agents, needles etc. The energy change in the scene is

given by,

E =

∫
F(It)

∗ · F(It+1)

|F(It)∗| |F(It+1)|
df, (4.2)

where, F(It) represents the Fourier transform of the image I at time t.

This energy is used as an estimate of the current phase of the organ. The extrema

of this signal can be easily detected to detect the cardiac and the respiratory phases.

Additionally, if separate cardiac and respiratory signals are required, then a band pass

filter centered at 1Hz should recover the cardiac signal, whereas a low pass filter will re-

cover the respiratory signal. The system can be used with N -dimensional by computing

the appropriate higher order Fourier transform.
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Figure 4.2: Results of Phase detection in X-Ray sequences. The estimated phase is

overlaid with the actual ECG signal. The low frequency variation in the phase corre-

sponds to the respiratory cycle. The cardiac and respiratory cycles are also shown in

this figure are separated using high and low pass filters respectively.

4.3 Results

In order to test the efficacy and accuracy of the proposed method, we tested it on X-Ray

and ultrasound(US) images and compared it against ground truth data. ECG signals

were treated as ground truth for the detection of the cardiac cycle, and breathing phase

obtained using a magnetic tracking system was treated as ground truth for respiratory

motion.

Validation on Cardiac X-Ray Angiography images: We validate our method

by comparing it against ECG signals embedded within 20 X-Ray angiographic and flu-

oroscopic images acquired on a biplane C-arm system (AXIOM Artis, Siemens Medical

Solutions, Erlangen, Germany). The minima of the image-based phase correspond to

end-diastole and therefore, we compared the alignment of this minima with the P-wave

on the ECG signal. Additionally, for the cases where a mismatch existed, a visual com-

parison of images gated using the 2 methods yielded no obvious winner. An example

of the detected phase overlaid on the ECG signal and with sample images is shown in

Figure 4.2. Figure 4.2 also illustrates the separation of cardiac and respiratory signals
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Figure 4.3: Simple validation using biplane sequences. Normalize phase signals from a

biplane Xray sequence are plotted along with the normalized ECG signal. It can clearly

be seen that the phase is correctly calculated from both views independently.

from the combined phase signal.

We also compared the image-based phase signals from biplane X-Ray images. Since

the two images are basically projections of the same heart, the phase signals should

match, in spite of differences due to the projection angles. In Figure 4.3 we illustrate

one such case in which the phase signals from both planes are plotted with the ECG

QRS trigger signal. As can be seen, although there are small variations in the signals

from the two planes, they are in overall agreement regarding the cardiac phase.

Validation on Liver 3D Freehand Ultrasound Images: In order to test the effi-

cacy of the system on detecting respiratory motion, we used a Siemens ACUSON Sequoia

512 ultrasound machine (Siemens Ultrasound, Mountain View, CA) with abdominal

curved-array probe, and a MicroBird magnetic tracking system (Ascencion Technology

Corp., Burlington VT). “Tracked ultrasound” recordings were made in free breathing,

with the transducer moving arbitrarily to image any longitudinal and transversal planes

of the liver. A second MicroBird magnetic position sensor was attached to the chest and

was tracked. The dominant translation of the tracked sensor was treated as a measure

of the breathing phase [71]. This was tested on four volunteers and in all cases the

image based phase was in agreement with the tracked sensor. An example of this is

shown in Figure 4.4.

Validation on Intracardiac Echocardiography images: In order to test

the image-based phase detection method on highly dynamic images, we applied it
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Figure 4.4: Results of Phase detection in Liver ultrasound sequences. The estimated

phase is overlaid with the dominant translation of a magnetic marker placed on the

chest.

Table 4.1: Correlation ratio of the detected phase against ground truth for angiography

and liver ultrasound datasets.

Modality Compared with Correlation

2D Angiography ECG 0.92

3D Liver US Respiratory tracker 0.88
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Figure 4.5: Results of Phase detection in intra cardiac ultrasound sequences. The

end-diastolic image are detected using the image-based phase detection algorithm. The

figure also highlights the effect of a quick catheter move on the image-based phase signal.

on Intracardiac Echocardiography (ICE) images acquired using a Siemens ACUSON

AcuNavTMcatheter[72]. The images were acquired within the left atrium. Being inside

the heart the image acquired by the ICE catheter changes rapidly and is especially

pronounced when the catheter is moved. The phase detection does however manage to

detect the phase correctly, although in some cases there phase is lost when the catheter

is moved rapidly. An example of the phase detection on ICE images is shown in Figure

4.5. The figure also illustrates the effect of a rapid catheter move.,

4.4 Implementation and performance considerations.

The major use of the proposed algorithm will be in real time interventional applications

requiring a motion phase signal. Additionally, one of the main problems in using ex-

ternal triggers like ECG signals or displacement transducers is that the delay between

the systems can be substantial and will limit the acquisition frequency. For any im-

age based phase detection method to be practical, performance is as important as the

accuracy with which the phase can be detected. The proposed algorithm is very fast,

and we tested its performance using optimized code written using the Intel Integrated
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Performance Primitives for computing the Fourier transforms. We also tested using an

implementation using nVidias CUDA library. The performance was evaluated on a Intel

Core 2 Duo 2.2GHz notebook with a nVidia Quadro FX 5500 graphics card. We tested

using a 1024× 1024 angiographic sequence having 132 frames. The optimized software

implementation took on an average 2.3 secs, implying a 60 fps capability with 1024×1024

images. The GPU implementation worked slightly faster on the same dataset, taking

on an average 1.84 secs to process all 132 frames. Additionally, since the complexity

of the proposed algorithm is dependent on Fourier transform of the input images, one

easy way to speed up the algorithm further is to define regions of interest.



Chapter 5

Conclusion and Discussion

This work introduces an efficient and robust method for multiple catheter detection.

The proposed technique, described in Chapter 2, exploits the clinical setup knowledge to

provide search constraints and boost both speed and accuracy. The method involves user

input only in the beginning of the case, and runs fully automatically for the rest of the

intervention. The method is based on a computationally efficient geodesic framework to

trace the sheath and to find one or multiple catheter tips. The method was validated on

1107 fluoroscopic images taken from four patients from different clinics, demonstrating

robust multiple catheter tracking at 10 images per seconds while keeping a low false

positive rate of 1.06%. For explicit catheter identification, a module can be added

operating on the catheters detected by our proposed system, leaving very few tests

to perform and thereby very low computational cost. The system’s limitation include

catheter tip occlusion, which may result in false negatives. We believe extending the

system to bi-plane setups would help to overcome this limitation. There is still room to

also investigate this method under various clinical conditions, including image quality,

dose, and different systems, and this is the subject of future efforts.

This work proposes to reduce the risk of atrio-esophageal fistula formation by super-

imposing a graphical esophagus representation onto live fluoroscopy. Chapter 3 presents

a method for extracting the esophagus silhouette from a fluoroscopic sequence acquired

during a barium swallow. Subsequently, the 3D esophagus internal wall is constructed

from multiple directions based on silhouettes extracted in each view. The method com-

pounds the barium over the image sequence, segments it, and reconstructs it in 3D. The
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segmentation was validated and shown to yield an average 3D error of 1.3 mm. When

compared to the existing clinical method, where the barium paste washes out over the

course of the procedure, the proposed technique provides both a persistent and more

consistent view of the esophagus.

Chapter 4 persented a novel algorithm for the automatic detection of the phase of

a moving organ system directly from images. The algorithm is able to detect cardiac

and respiratory phases from images of different imaging modality. The algorithm was

validated on XRay angiographic, liver US and intra cardiac echocardiography images.

ECG signals were used to validate the detection of the cardiac phase, and magnetic

markers attached to the chest were used to validate the detection of the respiratory

phase. The algorithm is very fast and can process images of size 1024 × 1024 at rates

in excess of 60 fps.

The algorithm should be particularly useful in cardiac and abdominal interventional

procedures where cardiac and respiratory motion make localization difficult and chal-

lenging. Current attempts at image fusion for such procedures are limited for these

reasons. The availability of a reliable image-based phase detection algorithm should

make it possible to compensate for intra-operative cardiac and/or respiratory motion.

It is possible to use the signal for not only gating but also for real-time dynamic com-

pensation. Real-time dynamic compensation is not currently available mainly because

of the high computational complexity of most motion compensation algorithms. Since

a pre-operative compensation for different phases of cardiac/respiratory motion can be

performed, and the results simply recalled based on the current phase of the system,

the image-based phase detection should be most useful for dynamic roadmapping ap-

plications for cardiac interventions.

To conclude, I hope that the above description provides a sense of direction for future

research of computational method in medical imaging. In this thesis, I have presented

our approach to three relavent clinical problem. We have made some progress in this

field, but full clinical solutions that help phyisicians and in turn patients are yet to be

developed.
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