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Effect of Sample Size, Number of Biased Items,
and Magnitude of Bias on a Two-Stage
Item Bias Estimation Method
M. David Miller, University of Florida

T. C. Oshima, Georgia State University

A two-stage procedure for estimating item bias
was examined with six indexes of item bias and
with the Mantel-Haenszel (MH) statistic; the sample
size, the number of biased items, and the magnitude
of the bias were varied. The second stage of the
procedure did not identify substantial numbers of
false positives (unbiased items identified as biased).
However, the identification of true positives in the
second stage was useful only when the magnitude
of the bias was not small and the number of
biased items was large (20% or 40% of the test).
The weighted indexes tended to identify more true
and false positives than their unweighted item
response theory counterparts. Finally, the MH
statistic identified fewer false positives, but did not
identify small bias as well as the item response
theory indexes. Index terms: differential item func-
tioning, item bias, Mantel-Haenszel statistic, two-stage
bias estimation.

Studies of item bias or differential item func-

tioning have shown that statistical artifacts can
lead to the identification of unbiased items as bi-
ased and the underidentification of biased items

(e.g., Shepard, Camilli, & Williams, 1984). Bi-
ased items may be misidentified using item
response theory (IRT) because the biased items
are included in the initial estimation of item

parameters. These biased items could potentially
introduce some second trait into the unidimen-
sional estimates of the trait and item parameters.
Thus, the initial unidimensional parameter esti-
mates, which form the basis for the estimation
of bias, may be a weighted composite of two

or more traits (Ackerman, 1988; Wang, 1986). At
a minimum, the unidimensional estimate is
affected by some differential variability on the
nuisance dimension. Because of this concern,
Marco (1977) and Lord (1980), among others,
suggested using a multistage estimation proce-
dure to identify biased items using IRT. Lord
pointed out that when large numbers of items are
biased, the test may not be strictly unidimen-
sional. As a result, interpretation of the trait
estimates (0s) obtained for the two groups may
not be comparable. Thus, a two-stage estimation
procedure may be necessary to derive a unidi-
mensional trait to estimate bias.

Lord’s two-stage, or &dquo;purification,&dquo; procedure
is conducted as follows:

1. Initially estimate bias;
2. Remove the biased items and reestimate 0 for

both groups combined; and
3. With fixed Os, reestimate bias for the total

test.

This two-stage procedure makes the estimation
of 0 and the equating of groups onto a common
scale independent of the effects of potentially
biased items identified in Stage 1. However, the
reestimation aspect of the two-stage procedure
(Steps 2 and 3) has not been applied in practice
nor in studies of item bias.

Some researchers have examined fully iterative
procedures in the analysis of item bias. For
example, several non-IR’r indexes of item bias are
based on multistage estimation procedures, such
as the iterative logit method (Kok, Mellenbergh,
& Van der Flier, 1985; Van der Flier, Mellenbergh,
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Ader, & Wijn, 1984). In addition, a two-stage
version of the Mantel-Haenszel (MH) statistic has
been proposed by Holland & Thayer (1988).

Several researchers have examined an iterative

procedure for estimating item bias that focuses
on the equating or linking of groups using IRT
(Candell & Drasgow, 1988; Drasgow, 1987; Lau-
tenschlager & Park, 1988; Park & Lautenschlager,
1990). For example, Candell & Drasgow examined
a variation of the Lord (1980) two-stage proce-
dure. They emphasized the need for a common
metric to assess item bias and the need to exa-
mine linking, or equating, errors (Shepard et al.,
1984) that can lead to the spurious identification
of biased items. Candell & Drasgow’s iterative
procedure, which does not require the reestima-
tion of IRT parameters, is implemented as

follows: 
’

1. Initially estimate item bias;
2. Relink, or equate, items across groups

without the items identified as biased;
3. Reestimate item bias; and
4. Continue Steps 2 and 3 iteratively until no

difference in bias is found on two consec-
utive passes.

Candell & Drasgow found that iteratively link-
ing items improved the identification of biased
items in a simulation study.

However, relinking may be insufficient if the
biased items create a multidimensional test, as

suggested by Lord (1980). The multidimension-
ality will have different effects on the item

parameters in the two groups when their dis-
tributions and correlations of the traits differ (Ac-
kerman, 1988, 1992; Oshima & Miller, 1990;
Wang, 1986). Thus, Park & Lautenschlager (1990)
examined an iterative item bias estimation proce-
dure that included both relinking and trait scale
purification. They found this procedure to be
more effective than iterative linking alone.
A variation of the trait scale purification

procedure was examined here with systematic var-
iations in sample size, magnitude of bias, and
number of biased items. Because the final results
of Park & Lautenschlager (1990) were often

similar to the results after a single iteration (no
further iterations in two of four conditions and

only one additional item was identified in the two
conditions that had more than one iteration), a
two-stage bias estimation procedure was used
here. A parallel two-stage estimation procedure
was conducted using the MH statistic, which
requires less computing time and cost.

Method

Simulation

Items. Item parameters for a 40-item test
were generated for the two-parameter logistic
model (2PLM). The 2PLM was selected because
the recovery of the lower asymptote in the three-

parameter logistic model is poor (Hulin, Lissak,
& Drasgow, 1982), and poor estimation of an
item parameter would introduce a confounding
factor that could affect bias estimation.
A unidimensional model was used to simulate

data, and bias was introduced by altering the item
difficulty (b) parameter in the bias group as has
previously been done (e.g., Shepard, Camilli, &
Williams, 1985). An alternative approach to in-
troducing bias is to use a multidimensional IRT
model. However, no agreed on criteria for sim-
ulating bias have been established in the multi-
dimensional case. Ackerman (1992) pointed out
that several different parameter shifts can lead to
bias (e.g., difficulty or 0 parameters). In addi-
tion, Oshima & Miller (1992) showed that

traditional bias indexes may not be sensitive

enough to some multidimensional parameter
shifts, depending on the relative importance of
the secondary trait.

Using SAS (1985), the item discrimination (a)
parameters were generated to be log-normal and
the b parameters were generated to be normal
[N(O, 1)]. The resulting a distribution had a mean
of 1.13 with a standard deviation (SD) of .63 (a
ranged from .41 to 3.82). The b distribution had
a mean of .25 with a SD of 1.05 (range from
-1.99 to 2.10).

Simulated data. The 0 distributions were ran-

domly generated from a [IV(0,1)] distribution.
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The individual item responses were generated
using the probability of a correct response from
the 2PLM and a random uniform distribution. A
correct response was recorded when a random

number taken from a uniform distribution be-
tween 0 and 1 was less than or equal to the
probability of a correct response; otherwise, the
response to the item was considered to be

incorrect.
Conditions. A total of 26 datasets (two base-

line and 24 bias conditions) of item responses
were generated. To establish a baseline estimate
of differences in the item response functions

(IRFS), two baseline samples of 1,000 simulees
were generated using the item parameters and
simulation procedures described above. In addi-
tion, 24 bias conditions were simulated to

examine the two-stage item bias estimation proce-
dure. The 24 bias conditions were based on a

completely crossed design (2 x 3 x 4)-the
number of simulees (1,000 in each group or 1,000
in one group and 300 in the other group), the
magnitude of bias (small, moderate, or mixed),
and the number of biased items (5 % , 10 % , 20 % ,
and 40 % ) were varied in the bias samples.

The number of simulees was varied to examine
the effect of group size on item bias identifica-

tion ; that is, to examine effects when both the
baseline and bias group were equally large (e.g.,
N, = N2 = 1,000) versus when one group (e.g.,
minorities) was substantially smaller (e.g, the
N, = 1,000 and the N2 = 300 cases). The

magnitude of bias was specified as in Shepard
et al. (1985), who found that the average bias
found in an arithmetic test was a difference of

approximately .35 in the b parameter, and the
minimum detectable difference was a difference
of .20. Thus, in the small bias condition, b was
increased by .20. In the moderate bias condition,
b in the bias group was increased by .35. In the
mixed bias condition, half of the biased items
were assigned a small bias and half were assigned
a moderate bias.

Bias was introduced into the b parameters, and
in only one direction, for two reasons: (1) to be
comparable to other simulation studies of item

bias (e.g., Candell & Drasgow, 1988; Shepard et
al., 1985); and (2) because the cumulative effect
of item bias on the test response functions for
the subpopulations can be nonexistent when
different items favor different groups or when the
items differ only on the discrimination param-
eters (Stout & Shealy, 1991). As a result, the con-
sistency in the direction of the bias for this study
modeled the pervasive bias situation in which the
test response functions also are expected to differ
by subpopulation. The number of biased

items-5 % , 10%, 20%, or 40 % of the 40-item
test-ranged from what is typically found in
studies of ethnic, race, or gender bias (5 % to 10 %)
to the number of biased items found in studies

of instructional effects (20% to 40%; Miller &

Linn, 1988).

Analysis

PC-BILOG (Mislevy & Bock, 1985) was used to
estimate the 2PLM for each of the 26 datasets

using all the simulees and the default priors (i.e.,
a was log-normal; b and 0 were normal). A base-
line estimate of sampling fluctuations in the item
bias indexes was established using the two base-
line samples.

After linking the two sets of item param-
eters by the mean and sigma method (Hambleton
& Swaminathan, 1985, p. 207), six indexes of

differential item functioning based on IRT and
the MH statistic were calculated for each item.
The MH statistic was conditioned on the biased
item and the remaining unbiased items (Acker-
man, 1992). The six IRT indexes were: the signed
area (SA) and unsigned area (UA) between the
IRFS (Rudner, Getson, & Knight, 1980); the

signed and unsigned sums of squares (ssos and
usos, respectively; Linn, Levine, Hastings, &

Wardrop, 1981); and the weighted signed and
weighted unsigned sums of squares (wssos and
wusos, respectively; Linn et al., 1981). The base-
line estimates of the bias statistics were used to
decide when an item was biased. An item was

identified as biased if it exceeded the mean plus
two SDs from the distribution of indexes in the

baseline comparison.
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In Stage 1 of the bias estimation procedure,
each of the 24 bias conditions was compared to
the first baseline group. That is, the bias con-
dition item parameters were equated to the first
baseline condition and bias statistics for each
item were calculated. In Stage 2, the items identi-
fied as biased in Stage 1 were removed, and the
bias estimation procedure was repeated with the
reduced item datasets. That is, for each bias con-
dition, the biased items were removed from the
bias condition and from the first baseline con-
dition to model what would be done in practice
when items are multidimensional. The statistics
from the baseline condition based on a reduced
set of items would only affect the results if the
number of items affects the estimation of the
baseline distribution, because no multidi-

mensionality or bias exists in the baseline. Next,
the item parameters for the reduced tests were
reestimated with PC-BILOG, the two sets of item

parameters were equated, and the bias statistics
were calculated to identify biased items in Stage
2 with the same criteria.

Results

Table 1 reports the results of the comparison
of the IRFS for the two baseline conditions on the
six IRT indexes. Using the bias identification
criterion in Table 1, the numbers of biased items
identified as biased (true positives) are reported
in Table 2 for both stages of the estimation. In

addition, items that were identified as biased, but
were not (false positives), are reported in Table 3.

Although no consistent effect due to sample
size can be seen across conditions in the identi-

Table 1
Mean and SD of Bias Indexes for Baseline Group
and Value of the Bias Identification Criterion

fication of biased items, identification was bet-
ter for the larger number of simulees when the
number of biased items was small (5 % or 10 %)
and the magnitude of the bias was small. Interest-
ingly, these conditions approximate typical
studies of bias when care has been exercised in
the initial item/test construction phases. On the
other hand, a large and consistent effect across
conditions can be seen in the overidentification
of unbiased items (Table 3). When the bias group
contained 300 simulees, substantial numbers of
false positives were evident across magnitude of
bias, number of biased items, and the six IRT in-
dexes of bias-averaging 5.8 false positives in
Stage 1. In contrast, the average number of false
positives when Nl = NZ = 1,000 was 1.8 across
conditions and indexes in Stage 1. Although fewer
false positives were identified in Stage 2, the over-
all trend held. That is, fewer items were identi-
fied when the size of the bias group was larger
(averaging .5 item) than when the bias group was
smaller (averaging 1.1). This suggests that the
IRFS were less stable in the bias conditions with
the smaller sample size, which resulted in the
identification of larger numbers of false positive
items. One notable exception to this trend was
the MH statistic, which had far fewer false

positives.
The effect of the magnitude of the bias was

also substantial. In selecting a difference in the
b parameters of .2, Shepard et al. (1985) modeled
&dquo;the smallest detectable difference for items
found biased&dquo; (p. 87) on a mathematics achieve-
ment test. Consistent with their results, fewer
biased items were identified when the bias was
small (Table 2). With a moderate bias (.35), a
substantially higher proportion of the biased
items was identified, and the mixed bias condi-
tions fell between the small and moderate bias

conditions, as expected. In addition, in both the
moderate and the mixed bias conditions, 100 %
of the moderately biased items were detected
when the number of biased items was not large
(5 % or 10 % ) and the number of simulees was
large (N, = N, = 1,000). The trend from the
small to moderate bias conditions suggests that
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Table 2
Number of Biased Items Exceeding the Baseline Criterion (True Positives) After Stage 1

and Number Identified in Stage 2 (In Parentheses) for Each Bias Index by
Degree and Percent of Bias, for Datasets of Equal and Unequal Size

the proportion of true positives would probably
increase with an even larger bias introduced, such
as the b difference of .75 used in Candell &

Drasgow (1988).
The effect of different proportions of biased

items interacted with the magnitude of the bias
in the identification of biased items. For the larg-
er sample size, moderate bias, and 5 % or 10 %
of biased items, the hit rate for detecting the
biased items was 100%. The hit rate for larger
numbers of biased items (20 % or 40 %) was not
as high, but it was still substantial with mod-

erate bias. With the small bias, the identification
of bias was uniformly low across the number of
true biased items.

The two-stage bias estimation procedure had
a slight positive effect. When the number of
biased items was large (20 % or 40 % ), several
additional items were correctly identified as

biased in Stage 2. However, when there were fewer
biased items with a moderate magnitude, Stage
2 did not have the potential to identify additional
items because the true positives were usually
identified in Stage 1. On the other hand, there
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Table 3
Number of Unbiased Items Exceeding the Baseline Criterion (False Positives) After Stage 1

and Number Identified in Stage 2 (In Parentheses) for Each Bias Index by
Degree and Percent of Bias, for Datasets of Equal and Unequal Size

was not a negative consequence of using a second
stage to the estimation, because few false posi-
tives were identified during Stage 2 across the 24
conditions. Thus, many of the items that were
identified during Stage 2 were truly biased.

The index used to identify bias also had an
effect on the results. The weighted indexes

(Wssos and wusos) identified more biased items
initially, but after Stage 2 the differences across
indexes were small. During Stage 1, identification
of larger numbers of biased items was related to

the identification of more false positives, with the
weighted indexes (Wssos and wusos) identifying
more false positives. The MH statistic identified
moderate bias as well as the IRT indexes, and
identified fewer false positives across all condi-
tions. On the other hand, identification of items
with a small bias was not as good with the MH
statistic.

Conclusions

The two-stage bias estimation procedure did
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not have a substantial impact on the identifica-
tion of biased items when the number of biased
items was small (5 % or 10%). It had some im-
pact when the number of biased items was 20%
of the test or more and the magnitude of the bias
was not small. By contrast, the Candell &

Drasgow (1988) results indicated that their
iterative bias estimation procedure resulted in bet-
ter identification of bias than the comparable
noniterative estimation procedures under all con-
ditions. Consistent with the results presented
here, they had items with a large bias (differences
in the bs of .75) and a substantial number of
biased items (10% or 30%). Park &

Lautenschlager (1990) also used conditions in
which large numbers of items were biased.

Although large numbers of biased items have
been found in the instructional effects literature

(e.g., Miller & Linn, 1988), fewer items are found
in studies of racial, ethnic, or gender bias (e.g.,
Linn, et al., 1981). Therefore, the two-stage
identification of bias may be less useful than

single-stage procedures in the identification of
ethnic, race, or gender bias, when the number of
biased items is small and the magnitude of the
bias is weak.
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