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Abstract
This thesis deals with the problem of anomaly detection for time series data. Some of
the important applications of time series anomaly detection are healthcare, eco-system
disturbances, intrusion detection and aircraft system health management.
Although there has been extensive work on anomaly detection (1), most of the
techniques look for individual objects that are different from normal objects but do not
consider the sequence aspect of the data into consideration.
In this thesis, we analyze the state of the art of time series anomaly detection
techniques and present a survey. We also propose novel anomaly detection techniques
and transformation techniques for the time series data. Through extensive experimental
evaluation of the proposed techniques on the data sets collected across diverse domains,
we conclude that our techniques perform well across many datasets.
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Chapter 1

Introduction
Anomalies are patterns in data that do not conform to a well defined notion of normal
behavior. The problem of finding these patterns is referred to as anomaly detection.
The importance of anomaly detection is due to the fact that anomalies in data translate
to significant and actionable information in a wide variety of application domains (1).
For example, an anomalous traffic pattern in a computer network could mean that a
hacked computer is sending out sensitive data to an unauthorized destination (2). An
anomalous MRI image may indicate the presence of malignant tumors (3) or anomalies
in credit card transaction data could indicate credit card or identity theft (4) . Detecting
anomalies has been studied by several research communities to address issues in different
application domains (1).
In many domains, such as flight safety, intrusion detection, fraud detection, healthcare, etc., data is collected in the form of sequences or time-series. For example, in
the domain of aviation or flight safety, the data collected from flights is in the form
of sequences of observations from various aircraft sensors during the flight. A fault
in the aircraft results in anomalous readings in sequences collected from one or more
of the sensors. Similarly, in health-care domain, an abnormal medical condition in a
patient’s heart can be detected by identifying anomalies in the time-series corresponding
to Electrocardiogram (ECG) recordings of the patient.
In this thesis, we identify different definitions of anomalies in time series. We focus
on a specific problem formulation, semi-supervised anomaly detection (1). We study
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the relationship between the anomaly detection techniques and the nature of time series. Depending on this understanding we propose a novel transformation technique for
univariate time series which uses subspace based analysis.

1.1

Outline

This thesis is organized as follows.
• Chapter 2 is a survey on anomaly detection techniques for time series data.
It discusses the state of the art in this domain and categorizes the techniques
depending on how they perform the anomaly detection and what transfomation
techniques they use prior to anomaly detection.
• Chapter 3 discusses our novel subspace based transformation for univariate time
series data. It provides the motivation and methodology for this transformation.

• Chapter 4 provides the extensive experimental framework we developed and the

results obtained after transformation. We conclude with some observations and
future directions of research.

• Chapter 5 provides some discussions on various existing and proposed techniques
and we conclude with future directions of research.

Chapter 2

Anomaly Detection for Time
Series: A Survey
In this chapter we investigate the problem of anomaly detection for univariate time
series. Although there has been extensive work on anomaly detection (1), most of the
techniques look for individual objects that are different from normal objects but do
not consider the sequence aspect of the data into consideration. Such anomalies are
also referred to as point anomalies. Consider the example given in Figure 2.1 which
corresponds to the ECG data of a patient, which is usually periodic. The highlighted
region denotes an anomaly because the same low value exists for an abnormally long
time (corresponding to an Atrial Premature Contraction). Note that the low value by
itself is not an anomaly as it occurs at sevaral other places. Hence if the data is treated
as a collection of amplitude values, while ignoring their temporal aspect, the anomaly
cannot be detected.
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Figure 2.1 : Anomalous time series
The problem of anomaly detection for time series is not as well understood as the
traditional anomaly detection problem. Multiple surveys: Chandola et al (1), Agyemang
et al (5) and Hodge et al (6) discuss the problem of anomaly detection. For symbolic
sequences, several anomaly detection techniques have been proposed. They are discussed
in a survey by Chadola et al (7). While for the univariate and multivariate time series,
limited number of techniques exist.
Existing research on anomaly detection for time series has been fragmented across
different application domains, without a good understanding of how different techniques
are related to each other and what their strengths and weaknesses are. The survey part
of this thesis is an attempt to provide a comprehensive understanding and structured
overview of the research on anomaly detection techniques for time series spanning multiple research areas and application domains. We try to understand how the performance
of the techniques relates to the various aspects of the problem, such as nature of data,
nature of anomalies, etc.
The organization of the chapter is as follows. In Section 2.1 we discuss some of the
important applications of time series anomaly detection. Section 2.2 describes various
formulations for the problem of anomaly detection of time series and Section 2.3 deals
with the challenges involving this problem. We describe some of the different types of
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time series data in section 2.4. In section 2.5 we give a brief overview of existing techniques and categorize them into two orthogonal dimensions (a) the process of finding
anomalies (Procedural dimension, Section 2.7) and (b) the way the data is transformed
prior to anomaly detection (Transformation dimension, Section 2.6). Out of the three
problem formulations proposed in Section 2.2, we mainly deal with one of the formulation called semi-supervised setting, in this survey. Section 2.8 gives a brief overivew
of another problem formulation called discord detection, which can be adapted to our
problem formulation.

2.1

Applications

Some of the important applications of time series anomaly detection are :
1. Detecting anomalous heart beat pulses using ECG data (8; 9) : Usually ECG
data can be seen as a periodic time series. An anomaly in this case would be the
non-conforming pattern e.g., in terms of periodicity or amplitude, which could
indicate a health problem.
2. Attack detection in recommender systems : Shilling attacks, in which the attackers
introduce biased ratings in order to influence future recommendations (10).
3. Detection of anomalous flight sequences using sensor data from aircrafts: Typical
system behavior of flights is characterized by the sensor data information of different parameters which change during the course of flight. Any deviation from
the typical system behavior us anomalous (11).
4. Shape anomalies : Finding the shapes which interestingly differ from others, where
each shape is converted to a time series (12; 13). In the field of medical data
mining, given several shapes of a species, a shape that differs from others might
indicate an anomaly caused by genetic mutation. In anthropological data mining,
different shapes of interest can be pottery, bones, arrowheads etc (14; 13).
5. Outlier light curves in catalogs of periodic stars : Detection of outliers in periodic
variable stars involves finding the statistical deviance from the rest. The outliers correspond to some interesting intrinsic physical differences, such as slowly
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changing period or amplitude, which introduce noise in the light curve (15; 16).
6. Eco-system disturbances using earth science data such as vegetation or temperature (17).

2.2

Problem setting

The problem of anomaly detection for time series data can be viewed in different ways.
Here we discuss three possible definitions/settings.
Problem setting 1 : Detecting contextual anomalies in the time series.
In this setting of anomaly detection in a time series, the anomalies are the individual
instances of the time series which are anomalous in a specific context, but not otherwise.
This is a widely researched problem in the statistics community (18; 19; 20). Figure
2.2 shows one such example for a temperature time series which shows the monthly
temperature of an area over last few years. A temperature of 35F might be normal
during the winter (at time t1 ) at that place, but the same value during summer (at
time t2 ) would be an anomaly.
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Figure 2.2 : Contextual Anomaly at t2 in monthly temperature time series
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Problem setting 2 : Detecting anomalous subsequence within a given time
series.
A different setting of the anomaly detection problem tries to find an anomalous subsequence with respect to a given long sequence (time series). Figure 2.1 is an example of
a time series containing an anomalous subsequence (the highlighted region), where in
the same low value exists for an abnormally long time, though the low value by itself is
not an anomaly as it occurs at several other places.
This problem corresponds to an unsupervised learning environment due to the lack
of labeled data for training, but most part of the long sequence (time series) is assumed
to be normal.
If the anomalous subsequence is of unit length, this problem is equivalent to finding
contextual anomalies in the time series, which is the problem setting 1.
The anomalous subsequences are also called discords. The concept of discords was
introduced by Keogh et al (21) in the context of finding anomalous subsequences within
a large time series : “Discords are the subsequences of a longer time series that are
maximally different from the rest of the sequence (22).”
Problem setting 3 : Detecting anomalous time series w.r.t a time series data
base.
The third setting of anomaly detection problem tries to determine if a test time series is
anomalous with respect to a database of training time series. This database can be of two
types. One type consists of only normal time series, which is a semi-supervised setting
(1). In the other variant it consists of unlabeled time series (unsupervised anomaly
detection) of both normal and anomalous data, but it is assumed that the majority are
normal.
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Figure 2.3 : Reference (left) and Test (right) time series for the NASA disk defect data
(23)
In this thesis, we are primarily going to discuss the semi-supervised problem setting.
Figure 2.3 shows one such example, where a set of reference time series (on the left)
correspond to measurements from a healthy rotary engine disk (23) and a test set of
time series (on the right) correspond to measurements from healthy (solid) and cracked
(dashed) disks. Detecting when an engine disk develops cracks is crucial.
The normal time series in the reference database and the anomalous ones can vary
among themselves due to one or more of following factors :
1. The normal time series are generated from a single generative process. The
anomalous time series are generated by a completely different generative process. The
generative process for normal time series might be periodic and the anomalous ones
differ from the periodic ones in this aspect.
2. The normal time series are generated from a single generative process. In the
anomalous time series, majority of the observations are generated by the same process,
but a few observations are generated by a different process.
Many anomaly detection algorithms discussed in this survey are suitable for all the
problem settings, but some are more specific to a particular setting.

2.3

Challenges for Time Series Anomaly Detection

Some major challenges associated with anomaly detection for time series are :
1. There are many ways in which an anomaly occurring in a time series may be
defined. An event within a time series may be anomalous; a subsequence within
a time series may be anomalous; or an entire time series may be anomalous with
respect to a set of normal time series.
2. For detecting anomalous subsequences, the exact length of the subsequence is
often unknown.
3. The training and test time series can be of different lengths.
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4. Best similarity/distance measures which can be used for different types of time
series is not easy to determine. Simple measures like Euclidean distance do not
always perform well as they are highly sensitive to outliers and they also cannot
be used when the time series are of different lengths.
5. Performances of many anomaly detection algorithms are highly susceptible to noise
in the time series data, since differentiating anomalies from noise is a challenging
task.
6. Time series in real applications are usually long and as the length increases the
computational complexity also increases.
7. Many anomaly detection algorithms expect multiple time series to be at a comparable scale in magnitude while for most of the data it is not true.

2.4

Types of Time Series data

Most of the techniques in this survey use the training data to learn a model for normal
behavior and assign an anomaly score to a test time series based on the model. Thus
the performance of any technique depends on the nature of the normal time series as
well as the anomalous time series. The differences between normal and anomalous time
series are discussed in Section 2.2
We discuss two key characteristics of time series namely, periodicity and synchronous
nature. The combination of these properties would give 4 different kinds of time series.
We are given a dataset of n normal time series T = {t1 , t2 , . . . , tn } which can be viewed
as :

• Periodic and Synchronous : This is the simplest setting where every ti ǫ T has a
constant time period (p) and each of the time series are temporally aligned (start

from the same time instance). The power data set (24) in Figure 2.4 corresponds
to the weekly power usage by a research plant.
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Figure 2.4 : Periodic - Synchronous time series
• Aperiodic and Synchronous : The time series do not have any periodicity, but
they are temporally aligned. The valve data set (24) in Figure 2.5 corresponds to
current measurements recorded on a valve on a space shuttle.
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Figure 2.5 : Aperiodic - Synchronous time series
• Periodic and Asynchronous : Each time series has a specific time period, but they
are not temporally aligned. The motor data set (24) in Figure 2.6 corresponds to
functioning of an induction motor.
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Figure 2.6 : Periodic - Asynchronous time series
• Aperiodic and Asynchronous : The time series neither have periodicity, nor are
they temporally aligned. Figure 2.7 corresponds to physiological signals obtained
from PhysioNet repository (25).
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Figure 2.7 : Aperiodic - Asynchronous time series

2.5

Overview of Existing Techniques

Anomaly detection techniques for time series can be classified depending on the process
of finding anomalies (Procedural dimension) or the way the data is transformed prior to
anomaly detection (Transformation dimension). Both these dimensions are orthogonal;
The techniques are listed in Table 2.1.
In procedural dimension, we discuss 5 different techniques that address the Problem
setting 3. These techniques differ in many ways in their process of finding anomalies.
Window based and similarity based methods build a lazy learning model which compares
the test time series with the given training time series for assigning anomaly scores.
HMM and Regression based methods build parametric models on the training data
which probabilistically assign anomaly scores to a test time series. Segmentation based
methods build a finite state automaton on the given training data and predict the state
of the test time series. These techniques are discussed in detail in section 2.7.
To overcome some of the challenges described in section 2.3, transformation of the
data is performed prior to applying anomaly detection techniques. Aggregation focusses
on dimensionality reduction by aggregating consecutive values. Discretization and Signal processing based transformations reduce the dimensionality of the data in different
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ways and transform the input data into a different domain which can be used to obtain
computational efficiency. The transformation methods are discussed in detail in section
2.6.
As can be seen in Table 2.1, there are some domains which have been exploited
by the researchers like Aggregation - Window based, Discretization - Window based
etc., but there are some domains which are yet to be considered like Signal processing
- Prediction based etc. This survey serves as a path for the upcoming research on the
problem of anomaly detection for time series data.
Technique

Aggregation

Discretization

Window Based

(26; 27)

(26)

Similarity Based

(15; 16)

Prediction Based

(19)

(28)

HMM Based

(13)

(31; 32)

Segmentation

(33; 34; 35)

Signal Processing

(29; 30)

Table 2.1 : Techniques and Transformations

2.6

Transformation of Data

There exist many challenges associated with handling time series, such as high-dimensionality,
noise, scaling etc. Transformation of data is essential in overcoming these challenges.
Sometimes anomalies can be detected easily if the data is transformed and analyzed in
a different space.
Another motivation for transformation of the data is to achieve computational efficiency. Some anomaly detection techniques use nearest neighbor approach to find the
anomalous time series (or subsequences). These techniques transform the data into a
different space to obtain a lower bound on the similarity measure in the original space.
Finding the nearest neighbors using this lower bound on similarity would be computationally inexpensive as compared to working in the original space (21; 22; 36).
Many anomaly detection algorithms expect multiple time series to be at a comparable scale. Thus one needs to normalize the data so that each attribute contributes
uniformly for the similarity. This is a pre-processing step before any kind of further
transformation on the data.

13
In this section we discuss three different transformations that are commonly used
on continuous data to make them suitable for anomaly detection algorithms.

2.6.1

Aggregation

Aggregation methods compress a time series by replacing a set of consecutive values by a
representative value of them (usually their average). Aggregation can provide a number
of benefits. It reduces dimensionality of the data. In addition the resulting time series
is smoother and thus masks noise and missing values. However aggregation can also
mask some critical features of the data that may make it harder to detect anomalies.
This transformation deals with the time domain of the time series.
Lin et al (37) presented one of the simplest forms of aggregation called Piecewise
Aggregate Approximation. To reduce the time series from n dimensions to w dimensions,
the data is divided into w equal sized frames. The mean value of the data falling
within a frame is calculated and a vector of these values produces Piecewise Aggregate
Approximation (PAA) representation.
More formally, given a time series C = {c1 , . . . cn } of length n, it is transformed to

a w-dimensional space vector C̄ = c̄1 , . . . c̄w . The ith element of C̄ is calculated by the
following equation :
n

w
c̄i =
n

×i
w
X

cj

n
×(i−1)+1
j= w

If w is large and relatively close to n, then the aggregated time series would be
almost similar to the original one. If w is too small then there can be huge loss of
information.
A variation of the PAA representation is Adaptive piecewise constant approximation
(APCA) proposed by Keogh et al (38) which produces variable length frames. The
motivation behind this approach is that there can be a single segment in the area of
low variance and multiple segments in the areas of high variance instead of uniform
segments for all the areas(PAA).
Given a time series C = {c1 , . . . cn }, an APCA representation for this would be

C = {< cv1 , cr1 >, . . . , < cvm , crm >}, where cvi is the mean value of datapoints

in the ith frame and cri is the right endpoint of the ith frame. The algorithm works
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by first converting the problem into a wavelet compression problem, for which there
are well known optimal solutions, and then converting the solution back to the APCA
representation.
The drawback of this approach is that the obtained time series is no longer in the
standard format. A value in the output time series can correspond to varying number of
events in the original time series or just one instance value. Thus this transformation is
not yet used in any of the traditional anomaly detection algorithms, since they cannot
deal with the non-uniformity of the time series.

2.6.2

Discretization

The primary goal of discretization is to convert the given time series into a discrete
sequence of finite alphabets. This transformation deals with the amplitude domain
of the time series. Primary motivation behind discretization is to utilize the existing
symbolic sequence anomaly detection algorithms (39; 37). Another motivation is to
improve the computational efficiency (21; 22; 36). However discretization can also
cause loss of information.
Discretization involves the following steps : (i) Divide the amplitude range (maxmin) of the time series into different bins (ii) Assign a symbol to each of the bin which
can be an alphabet or an integer etc. (iii) Transform the time series by replacing every
data point with the symbol that is associated with the bin in which it lies. Figure 6
below shows an example of a simple discretization, where the amplitude range is divided
into equal sized bins.

Figure 2.8 : The time series amplitude (0-3) is divided into 3 equal sized bins and
assigned a, b, c. The symbolic representation of this time series would be bbccabaacc
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The discretization techniques vary according to how the bins and symbols are chosen.
Let us consider the variants in terms of symbols. Choices for the symbols can either
be integers or alphabets. Although the use of unordered alphabets is quite common
(37; 22), the use of integers retains more information. For example if integers 1, 2, 3
are used in the place of a, b, c in the example of Figure 2.8, one could easily determine
that the data points in bin c (integer 3) are closer to bin b (integer 2) than to bin a
(integer 1), which is not possible if unordered alphabets are used.
Forrest and DasGupta (40) discuss a discretization scheme that makes use of integers.
They number the bins using integers and then encode them into a binary form. Each
bin is thus associated with a binary number. Now each data point is given a binary
symbol depending on the bin where it falls. The 2 bins with all 0’s and all 1’s is not
considered during training so that the observations of the test time series which fall
outside the range of training time series are mapped to them depending on which side
of the range they cross. Thus there are 2m − 2 bins for m bits.

There are number of ways in which the intervals can be chosen. In the following, we

discuss three ways in which this can be done :
1. Equal bin size :
The amplitude range can be divided into n equal bins and each bin is assigned a unique
symbol. Figure 2.8 provides an illustration.
2. Equal frequency :
The amplitude range is divided into bins such that each bin has equal number of data
points (37).
3. Clustering :
The amplitude range is divided into different bins such that each bin has closely related
values and thus a unique discrete symbol can be assigned to each bin (41).
One of the most widely used discretization technique called SAX (Symbolic Aggregate approXimation) (37) uses the Piecewise Aggregate Approximation discussed in
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2.6.1 followed by equal frequency binning. The advantage of this method over many discretization techniques is that it is the only one that allows both dimensionality reduction
and lower bounding of Lp norms (distance measures) (21; 22; 36).
If the data distribution is known, equal frequency binning can be seen as the division
of this distribution into equal sized areas. Since the time series are normalized before
PAA, they tend to have a highly Gaussian distribution. In SAX transformation, a
notion called breakpoints is introduced which divide the gaussian into equal-sized areas.
Breakpoints are a sorted list of numbers B = β1 , . . . βα−1 such that the area under a
N (0, 1) Gaussian curve from βi to βi+1 = 1/α.

Figure 2.9 : A lookup table that contains the breakpoints that divides a Gaussian
distribution in an arbitrary number (from 3 to 5) of equiprobable regions (21)
Once the breakpoints are obtained, the PAA representation of the time series is
discretized considering symbols as alphabets. All PAA coefficients that are below the
smallest breakpoint are mapped to the symbol “a”, all coefficients greater than or equal
to the smallest breakpoint and less than the second smallest breakpoint are mapped to
the symbol “b”, etc.

Figure 2.10 : A time series (thin black line) is discretized by first obtaining a PAA
approximation (heavy gray line) and then using predetermined breakpoints to map the
PAA coefficients into symbols (bold letters). In the example above, with
n = 128, w = 8 and α = 3, the time series is mapped to the word cbccbaab. (21)
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Discussion:
Though transformation of the continuous data to discrete/segmented form helps there
exist a lot of discretization techniques which have some basic drawbacks with them.
Firstly, the dimensionality of the symbolic representation is the same as the original data
after some transformations, which is a challenge for the anomaly detection algorithms.
Secondly, although some distance measures can be defined on the symbolic sequences,
these measures do not correlate well with the distance measures of the original time
series. Finally, many approaches need access to the entire data for the creating the
representation.

2.6.3

Signal Processing Based

Sometimes anomalies can be detected more easily if the data is used in a different space.
Signal processing techniques like Fourier transforms, wavelet transforms help to obtain
this entirely different space of coefficients where the data can be analyzed (42; 29).
These techniques are also used to get a lower dimensional representation of time series.
Many of these transformations are useful in achieving lower bounding of norms, in order
to make the algorithm computationally efficient (43; 44).
One such signal processing technique that has been used in the context of anomaly
detection for time series data is Haar Transform. A 1-dimensional vector (x0 , x1 ) is
transformed as (s0 , s1 ) by Haar transform, using
1
(s0 s1 )T = D(x0 x1 ) , where D = √
2
T

1

1

1 −1

!

It can be seen that s0 , s1 are the sum and difference of x0 , x1 and scaled by

√1
2

to preserve energy. In general Haar transform can be seen as a sequence of averaging
and differencing operations on the consecutive values of a discrete time function. This
transformation preserves the Euclidean distance between two time series and is therefore
a useful technique for compression. If a prefix of the transformed time series is considered
instead of the entire sequence, the Euclidean distance between these prefixes will be
the lower bounding estimate of the actual Euclidean distance. Since the distance is
preserved even after the transformation, these prefixes which have lower dimension than
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the original time series, can be considered for the anomaly detection problem and hence
get a better computational time. These lower bounding estimates are clearly discussed
by Chan et al (45).
Shahabi et al. (46; 47) proposed a wavelet-based data structure called TSA-Tree
to efficiently retrieve trends and surprises in spatio-temporal data. The wavelet based
approaches tend to outperform the other methods : DFT and SVD, since these methods
only consider the frequency components of the time series, where as wavelets process
the data at different resolutions.
Ma et al (27) use one class SVMs for prediction which need a set of vectors as input
instead of a time series. Thus they convert the time series into a phase-space using
time-delay embedding process, i.e., create overlapping subsequences from a given long
sequence. These vectors are projected into an orthogonal subspace which acts as a high
pass filter used to filter out the low frequency components and allow only high frequency
ones (anomalies).

2.7

Detection Techniques

The discussion in the previous sections provided understanding on how the time series
look and how they can be transformed for the application of anomaly detection techniques. This section discusses the various anomaly detection techniques, some of which
have been proposed and evaluated in the literature, many others are new or slight variations of the existing techniques, to suit the Problem setting 3 mentioned in section 2.2.
In general, the process of anomaly detection consists of the following steps :
1. Compute the anomaly scores of individual observations or subsequences of a given
test time series using a detection technique.
2. Aggregate these anomaly scores to calculate the anomaly score of the given test
time series. This aggregation can be done in different ways, for example : (1)
mean of all the anomaly scores, (2) mean of top k anomaly scores (3) mean of log
of anomaly scores (4) number of times the running average of the anomaly scores
exceeds a threshold etc.
A test time series with anomaly score greater than a threshold is labeled anomalous.
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2.7.1

Window Based

The techniques in this category divide the given time series into fixed size windows
(subsequences) to localize the cause of anomaly within one or more windows. The
motivation behind this technique is that an anomaly in a time series can be caused due
to the presence of one or more anomalous subsequences.
Window based techniques (26) extract fixed length (= m) windows (subsequences)
from training and test time series by moving one or more symbols (hop) at a time. The
anomaly score of a test time series is calculated by aggregating the anomaly scores of
its windows. A formal description of a generic window based scheme is as follows :
1. Given a training database, Straining = {S1 , S2 . . . , Sn }, extract p windows of each

time series Si , si1 , si2 , . . . sip , where p can be calculated as |Si | + m − 1 when

sliding a window of size m, one step at a time. Similarly for the test database

Stest = {T1 , T2 , . . . , Tn }, divide each test time series Ti into |Ti | + m − 1 windows

, ti1 , ti2 , . . . ti ′ .
p

2. The anomaly score for each test window (A(tij )) is calculated using its similarity
to the training windows. This similarity function can be distance measures like
Euclidean, Manhattan or Correlation values, etc.
If the subsequences are obtained by sliding one step at a time, considering all possible
overlaps, it gets computationally inefficient since the number of windows is nearly equal
to the length of the time series. Hence one alternative to obtain the subsequences is
to slide a window of fixed length (m) across the time series and move it with a certain
hop (h) each time, that is skip h observations from the initial position of the current
window and start the next window. A special case would be hgeqm, where there is
no overlap between the windows. The disadvantage of the hop being too large is that
there can be some loss of information. For an appropriate value of window size m, if
h = 1 then the probability that the anomaly is captured by atleast one window is 1, but
when h > 1 this probability might reduce. Consider the training database containing n
similar time series abcabcabc, where each symbol is a real value. If the window size is 3,
the training windows for any value of h would include only the following subsequences
: abc, bca, cab. Let a test time series be abccabcabc, where the occurrence of c after the
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first abc is anomalous. Table 2.2 shows the test windows generated with different values
of hop.
hop (h)

Windows

1

abc, bcc, cca, cab, abc, bca, cab, abc

2

abc, cca, abc, cab

3

abc, cab, cab

4

abc, abc

Table 2.2 : Windows of size 3 for different hop values
Both h = 1, 2 capture the anomalous occurrence of c by the windows bcc and cca
as there will not be any neighbors of these among the training windows. Hops of 3, 4
fail to capture anomaly as they miss the c during the window shift. Thus the value of
h has to be carefully chosen.
The window based techniques can differ in their score assignment to a test window.
For example, the anomaly score of a test window can be the distance to its kth nearest
neighbor among the training windows (26). Ma et al (27) use the training windows to
build one class SVMs for classification. The anomaly score of a test window is 0 or 1
depending on whether it is classified as normal or anomalous using the trained SVM.
Once the windows are extracted from the training and test time series, one can apply
any traditional anomaly detection technique for multivariate data to assign an anomaly
score to each window of the test time series (1).
Strengths and Weaknesses : The drawback of window based techniques is that
the window size has to be chosen carefully so that it can explicitly capture the anomaly.
The optimal size of the window depends on the length of the anomalous region in
the anomalous time series. For example, in the power data set in Figure 2.11, the
anomalous region has the same length as the periodicity of the time series. Thus if m
is chosen to be smaller than the cycle length, the performance will be poor, while the
performance will improve if m is larger than the cycle length. Another drawback of
window based techniques is that they are computationally expensive. Since every pair
of test and training windows are compared, the complexity is O((nl)2 ), where l is the
average length of the time series, n is the number of test and training time series in
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the database. Most of the window based techniques are proposed for problem setting
2, the discord detection problem. These drawbacks of window size and computational
complexity are addressed by some of the discord detection techniques and are discussed
in section 2.8.
Window based techniques can capture all different kinds of anomalies mentioned in
the challenges (Section 2.3) : an anomalous observation in a time series, an anomalous
subsequence in a time series, an anomalous time series as a whole. Since the entire
time series is broken into smaller subsequences, we can easily identify if an observation
or the subsequence is anomalous. If the entire time series is anomalous then all the
subsequences are also anomalous, hence window based techniques would capture it well.
3
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Figure 2.11 : An anomalous time series (red), a normal time series (blue) of the power
data set. The anomalous time series has the last cycle missing (anomalous region).

2.7.2

Proximity Based

These techniques make use of the pairwise proximity between the test and training time
series using an appropriate distance or similarity kernel to compute the anomaly score
of the test time series. The assumption behind these techniques is that the anomalous
time series are “different” from the normal ones and this difference can be captured
using a proximity measure.
The anomaly score of a test time series with respect to the training database is
calculated using the following methodologies:
1. k-NN : The distance of the test time series to its kth nearest neighbor in the
training data set is its anomaly score.
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2. Clustering : The training time series are clustered into a specified number of
clusters and the cluster centroids are computed. The distance of the test time series to
its closest cluster centroid is its anomaly score.
The similiarity based techniques primarily differ in the choice of similarity measures
for the calculation of anomaly score. Different similarity/distance measures can be
adopted such as correlation, Euclidean, Cosine, DTW etc.
Simple measures like Euclidean, though are well understood and are faster to compute, they cannot be used when the time series are of different lengths. Also, consider
the physiological signals in Figure 2.7 which are all normal, but they have the spikes
at different time stamps. These time series are non-linearly aligned which is one of the
challenges in handling time series data. Euclidean distance measure would give high
anomaly score to these time series in case of similarity based techniques.
Dynamic time warping (DTW) (48) is a distance measure which is more suitable
for comparing time series which are non-linearly aligned or of different lengths. DTW
aligns the time series which are similar but with small variations in the time axis in such
a way that the distance between them is minimal. This minimal distance can be used
to characterize the similarity between the time series. The disadvantage of DTW is it
performs excessive matchings which can make the algorithm computationally expensive
and can also lead to distortion of the actual distance between time series.
Another challenge with time series data is that different time series can be generated
at different conditions and times and hence they may not be synchronous. Hence,
measures like Euclidean and DTW may consider two phase misaligned time series to
be dissimilar though they are almost similar. For example, consider the motor data set
in Figure 2.6, where all the time series are normal but they are not in phase (phasemisaligned). While DTW addresses the issue of non-linear alignment of the time series,
Cross Correlation, a similarity measure, addresses the issue of phase mis-alignments
(15). Given two time series, different phase-shifts of the pair are considered and the
correlation between them for each alignment is computed. The maximum of these
correlations is used as the cross correlation measure for these two time series. Thus,
two time series with phase misalignments will have high correlation in one of their
phase-shifted alignments, which shows that they have high similarity. Revisiting the
motor data set in Figure 2.6, the first two time series will have maximum correlation
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when one of them is considered with a

π
2

phase shift.

Anomaly detection techniques in this category include a k-nearest neighbor based
anomaly detection technique, which has been proposed by Propotopapas et al (15) to
compare catalogs of periodic light curves to obtain the anomalies. They handle the issues
of phase-misaligned data using cross correlation measure which is computed efficiently
in Fourier space using convolution theorem.
For the same problem of comparing periodic light-curves, Rebba Pragada et al (16)
use PCAD (Periodic Curve Anomaly Detection) clustering algorithm which is a variant
of k-means. The similarity of the test time series is a function of maximum cross
correlation measure between the time series and the cluster centroids obtained from
PCAD.
Strengths and Weaknesses : The drawbacks of similarity based techniques are
that, they can determine if the entire time series is anomalous or not, but cannot
exactly locate the anomalous subsequence. To localize the exact region(s) within the
time series which causes the anomaly, one needs to do post processing of the time
series. Also the phase misalignments and the non-linear alignments of different time
series, which are some common challenges for the time series data, restrict the usage
of different proximity measures for these class of techniques. Thus the performance of
these techniques is highly dependent on the proximity measure, which is often not easy
to choose. In detecting different types of anomalies, similarity based techniques might
fail when a single observation is anomalous in the time series as its effect might not be
prominent when the entire time series is considered at once.
These techniques would detect anomalies such as anomalous subsequences in a time
series or an anomalous time series as a whole.

2.7.3

Prediction Based

Anomaly detection using predictive models has been mostly investigated in the statistics
community (49; 50; 18), most of which look for single observations as outliers. The
motivation behind these techniques is that the normal time series are generated from
a statistical process and the anomalous time series do not fit this process. So the key
step is to learn the parameters of this process from the training database of normal time

24
series and then estimate the probability that a test time series is generated from the
learnt process.
A basic predictive model based anomaly detection technique consists of the following
steps (26):
1. Learn a predictive model on the given training time series, which uses m observations (history) to predict the (m + 1)th observation following them.
2. For a test time series, using the predictive model built in step 1, forecast the observation at each time step using the observations seen so far (previous m observations).
The prediction error corresponding to an observation is a function of the difference between the forecasted value and the actual observation and certain model parameters
such as the variance of the model.
The techniques differ in the prediction models used and can be broadly categorized
as follows.
1. Time series based models such as Moving Average (MA) (51), AutoRegression
(AR) (52; 51), ARMA (53), ARIMA (54), Kalman filters (55) etc. The input
to these models is the entire time series and the length of the history (m), also
denoted as the order of the model. These models differ in the kind of filters they
use to generate the output.
(a) Moving Average (MA) : The MA-models represent time series that are generated by passing the input through a linear filter which produces the output
y(t) at any time t using only the input values x(t − τ ), 0 ≤ τ ≤ m, also called
a non-recursive filter.

y(t) =

Pm

i=0 b(i)x(t

− i) + ǫ(t)

where, b(1), b(2), . . . b(m) are the coefficients of the non-recursive filter, ǫ(t)
is the noise at time t. If every instance t of a time series has a value equal
to the mean of its previous m values then it can be represented by a moving
average model, in which case b(i) =

1
m

and ǫ(t) = 0.

(b) Autoregression (AR) : The AR-models represent time series that are generated by passing the input through a linear filter which produces the output
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y(t) at any time t using the previous output values y(t − τ ), 1 ≤ τ ≤ m, also
called a recursive filter.

y(t) =

Pm

i=1 a(i)y(t

− i) + ǫ(t)

where, a(1), a(2), . . . a(m) are the autoregressive coefficients of the recursive
filter (autoregressive coefficients), ǫ(t) is the noise at time t.
(c) Autoregressive Moving Average (ARMA) : The ARMA models represent time
series that are generated by passing the input through a recursive and through
a nonrecursive linear filter , consecutively . In other words, the ARMA model
is a combination of an autoregressive (AR) model and a moving average (MA)
model . The orders of AR part of the model and MA part of the model can
differ.
y(t) =

Pm

i=0 a(i)y(t

− i) +

Pm

i=0 b(i)x(t

− i) + ǫ(t)

where, a(1), a(2), . . . a(m) are the autoregressive coefficients of the recursive
filter (autoregressive coefficients), b(1), b(2), . . . b(m) are the coefficients of
the non-recursive filter, ǫ(t) is the noise at time t.
(d) Autoregressive Integrated Moving Average (ARIMA) : The ARIMA models
which extend ARMA models, apply the ARMA model not immediately to
the given time series, but after its preliminary differencing, which is the time
series obtained by computing the differences between consecutive values of
the original time series.
(e) Kalman Filters : The basic idea of Kalman filter is described as follows Consider, a time series with Markov property, described by the following
equation:
x(t + 1) = Ax(t) + ǫ(t)
where x(t) represents a hidden state of the system and A is a matrix describing the causal link between current state (x(t)) and next state (x(t+1)). The
Kalman filter for time series X = (x(1) x(2) . . . x(n)) is described as follows
:
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y(t + 1) = Ax(t) + K(x(t) − y(t))
where K is called the Kalman gain.
2. General Regression (non-time series based) : Linear regression (56), Gaussian
process regression (57), Support vector regression (19), etc. The subsequences of
length m (history length), extracted from the original time series are the input
to these models. The training set would a set of subsequences given by, T =
{(X(t), y(t)), t = m, . . . n − 1}, where X(t) = [x(t − m + 1) . . . x(t)] and y(t) =

x(t + 1). A linear regression function is constructed using a weight vector W and
a mapping function Φ(X(t)), y = W T Φ(X(t)) + b. Different regression models
differ in how they fit the function.
(a) Linear regression : For simple linear regression the above equation is solved
by minimizing the sum of squared error of the residue (y(i) − x(i + 1)). The
mapping function here is identity,Φ(X(t)) = X(t).

(b) Support vector regression : These models use the ǫ-insensitive loss function
proposed by Vapnik (58). They solve the above equation by solving the
following objective function.
minimize P = 21 ||W ||2 + CΣli=1 (ζi + ζi∗ )
such that, yi − (W T Φ(X(t)) + b) ≤ ǫ + ζi
−yi + (W T Φ(X(t)) + b) ≤ ǫ + ζi∗
ζi , ζi∗ ≥ 0
This optimization criterion penalizes data points whose y values differ from f (x)
by more than ǫ. The slack variables ζ, ζ ∗ represent the amount of excess deviation.
Different kernel functions (59) such as polynomial, RBF and sigmoid can be used.
Ma et al (19) use m-length training subsequences and use support vector regression on
them for building an online novelty detection model which also uses statistical tests to
determine the anomalies with some fixed confidence.
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Chandola et al (26) use AR model on the original time series while Lotze et al (30)
use wavelet transformations of the training time series to produce multiple-resolution
data and then use AR model, Neural Networks on them for prediction.
Zhang et al (29) propose a simple prediction model built on the lowest wavelet
resolution (called trend) of the subsequences. Let the original subsequence be Xi =
x(1) x(2) . . . x(i − 1) , and its trend be Yi = y(1) y(2) . . . y(i − 1). The distribution of
the difference of Xi and Yi , called residual, is constructed. If the difference of the x(i)

and the trend y(i − 1) is statistically insignificant as per the residual distribution, then
the observation x(i) is termed anomalous.

Strengths and Weaknesses : The issues with prediction based techniques are
as follows. Similar to the window based techniques, the length of the history chosen
here is critical to exactly locate the anomaly. Referring to Figure 2.11, the anomalous
region has the same length as the periodicity of the time series. Thus if history length
m is chosen to be smaller than the cycle length, the performance will be poor, while
the performance will improve if m is larger than the cycle length. But if the value of
m is too large then we have a very high dimensional data, which might increase the
computational complexity. Also, because of the sparse nature of high dimensional data,
the curse of dimensionality comes into effect, i.e, the observations which are closer in
the smaller dimensional spaces will seem very far in high dimensional space because of
its sparsity.
Since these techniques assume that the data is generated from a statistical process,
if this assumption is true (Ex : motor (Figure 2.6), power (Figure 2.4)) these techniques
perform well, though the challenge is to find the right process and estimate its parameters, else if the data is not generated by a process (Ex : physiological signals (Figure
7)) they might fail to capture the anomalies.
All the prediction based techniques use fixed length histories. For the same time
series, sometimes a smaller history is sufficient for prediction but other times we might
need a longer history. Thus, one can use dynamic length history where in, if an observation cannot be predicted with high confidence given an m length history then increase
or decrease the history length to predict the observation with higher confidence.
Prediction based techniques calculate anomaly score for each of the observations
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in the time series. Hence they can capture all kinds of anomalies : an anomalous
observation in a time series, an anomalous subsequence in a time series, an anomalous
time series as a whole.

2.7.4

Hidden Markov Models Based

Hidden Markov models (HMM) (60) are powerful finite state machines that characterize
a system using its observable parameters. HMMs are widely used for sequence modeling
(60) and sequence anomaly detection(61; 62). They have also been applied to anomaly
detection in time series (63; 13).
The assumption behind HMM based techniques is that a given time series O =
O1 . . . On is the indirect observation of an underlying (hidden) time series Q = Q1 . . . Qn ,
where the process creating the hidden time series is Markovian, even though the observed
process creating the original time series may not be so. Thus the normal time series can
be modeled using a HMM, while the anomalous time series cannot be.
Given a training series, we can build a single HMM (λ) model, which consists of
parameters that describe the normal data, such as the initial state distribution, state
transition probabilities etc., (64). Every training time series can have a specific model
or there can be a unified model for all the training time series. A basic HMM based
anomaly detection technique operates as follows :
1. Given a training time series, Otrain = O1 . . . On , it is considered as a sequence of
indirect observations of the HMM model. There exists a well-established procedure which is able to determine the HMM parameters by maximizing the probability P (Otrain |λ) using a technique called the Baum-Welch (65) re-estimation
procedure.

′

′

2. In the testing stage, given an unknown time series Otest = O1 . . . On′ , the probability P (Otest |λ) is computed using the trained model. Among the test time series,

we can say that the anomalous ones are those which have the minimum value of
P (Otest |λ).

The existing techniques differ slightly in the HMM parameters used. He et al (63)
use the standard parameters like initial state distribution, state transition probabilities
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etc. Liu et al (13) use segmental HMM where the additional variable is the probability
distribution over the duration of each hidden state.
Strengths and Weaknesses : The issue of HMM based techniques is their assumption that there exists a hidden process which is markovian and generates the normal
time series. In the absence of an underlying markovian process, these techniques might
fail to capture the anomalies.
HMM based techniques build a markov model for the time series. Hence they estimate the anomalous behavior for each of the observations in the time series which helps
in capturing all kinds of anomalies (as long as the assumption holds) : an anomalous
observation in a time series, an anomalous subsequence in a time series, an anomalous
time series as a whole.

2.7.5

Segmentation Based

The basic approach of segmentation based anomaly detection techniques consists of
partitioning the training time series into a series of segments and learning an FSA to
model the transition between these segments. The assumption behind these techniques
is that the series of segments obtained from an anomalous time series will not “fit” the
FSA, while a normal time series will. Given a test time series, its segments are identified
and the probabilites of transitions between these segments (computed using the FSA)
are used to predict its anomalous nature. The standard framework of segmentation
based techniques is as follows :
1. Training phase : Given one or more training time series, construct a linear FSA in
which each successive state represents a homogeneous segment of the given time
series (one or more).
2. Testing phase : Given a test time series X = {x1 , x2 , . . . xn }, FSA is used to
predict whether it is anomalous or not as follows :

(a) For x1 , the current state is set to be the first state.
(b) For i = 2 : n
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(i) If xi (the current input) matches the characteristics of the current state, then
remain in the current state.
(ii) Else if xi matches the characteristics of the next state, then transition to
next state.
(iii) Else compute the anomaly score of xi and remain in the current state.
Three prominent techniques in this category are proposed by Chan et al (33; 34; 35).
Below is the discussion of two different segmentation based anomaly detection techniques
proposed by Mahoney et al (34) .
1. Path Modelling : This approach generates a d-dimensional space from the training
time series using feature extraction and uses bottom up segmentation where in, a given
d-dimensional time series X is approximated with k − 1 line segments defined by k

vertices using a greedy bottom-up approach. The other n − k vertices are removed by

vertex removal algorithm and a path is fitted. Figure 2.12 shows how the path is fitted

after removal of the vertex B. The error because of removing B and fitting the path is
approximately |A′ C ′ ||3BB ′ /4|2 . The vertex to be removed should have the minimum

error.

Figure 2.12 : Path Fitting - After removing vertex B, A and C are shifted 1/4rth the
distance from B’ to B. (34)
The states are defined by these k − 1 segments. Hence when a test sequence is

presented, the input xi is tested whether it is closest to the current or the next segment
(state) and its anomaly score is the closest distance to either of these segments.
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2. Box modelling : This approach also generates a d-dimensional space from the
training time series using feature extraction and uses bottom up segmentation which
is an extension of the MBR (minimum bounding rectangle) approach to form boxes
which minimize the volume expansion. A sequence of n points in a feature space is first
approximated by a sequence of n − 1 boxes, each enclosing a pair of adjacent points.
Then pairs of adjacent boxes are merged by greedily selecting the pair that minimizes
the increase in volume after merging. This greedy split attempts to find a sequence of k
boxes with the least total volume. The boxes have the d-dimensional co-ordinates which
characterize the states. Hence the standard FSA is built on the states. To determine if a
test point xi belongs to a state, one has to check if it falls into the box corresponding to
the state. If the input does not fall into the current or next box then the anomaly score
of it is defined as the minimum distance to either of those boxes. The box modelling
approach has been extensively discussed in (33) by Chan et al. They use a 3D feature
space obtained from the data.
From the above illustrations, one could see that the variations in this category come
from (i) the methods used for constructing the FSA or the segmentation of time series,
(ii) the matching functions used to determine if an observation belongs to a certain state
and (iii) the anomaly score computation for each observation.
To construct an FSA, one or more training time series are partitioned into a series of
homogeneous segments, where each segment is termed as a state and the homegeneity
of a segment is characterized using a criterion function. There are different approaches
for segmenting a time series to obtain discrete states (66). Some traditional approaches
are : (i) Sliding window : Grow the segments from the time series until the error is
above a specified threshold, then start a new segment. (ii) Top-down : The entire time
series is recursively split until the desired number of segments is reached, or an error
threshold is reached (35). (iii) Bottom-up : The approaches by Mahoney et al (33; 34)
use this segmentation where they start with

n
2

(or n − 1) segments, the 2 most similar

adjacent segments are repeatedly joined until a stopping criterion is reached .

Salvador et al (35) propose a top-down approach using Gecko clustering to form the
initial groups. The rules which characterize these clusters are generated using RIPPER
(67). All the above techniques generate one FSA per time series. Box Modelling (33)
approach was extended to multiple time series by initially finding the boxes for one time
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series and expanding the boxes to fit in the rest of the training time series.
The other variation in terms of matching function for a time series and anomaly
score assignment relate closely to how a state is characterized. The approaches described
above (33; 35; 34) use the following scheme. (1) If the state is enclosed, then check if xi
lies in that state, in which case its anomaly score is 0; If it does not lie in that state or
the next state, then it is either termed anomalous (35) or its anomaly score is computed
as the shortest distance to either of the states (current or next) (33). (2) If the state
is not enclosed, then the anomaly score of xi is its shortest distance to the current or
state.
The testing phase of above FSA is not robust to slight variations in the data which are
effected by the rigid boundaries of a state. Assume xl , . . . , xm and xm+2 , . . . , xt match
a state sp , while xm+1 which is slightly outside sp and matches the next state sp+1 .
According to the above FSA, once xm+1 falls into sp+1 the current state is modified to
sp+1 and all the following observations, xm+2 , . . . , xt are considered anomalous as they
do not match either the current state, sp+1 or the next state, sp+2 , though they are
not anomalous. This issue is handled by Chan et al (33) by modifying step (b) of the
FSA, such that a transition to the next state (snext ) occurs only if a specified number
of consecutive observations match the next state. Thus in our example, though xm+1
matches sp+1 , xm+1 , . . . xt do not match sp+1 , hence xm+1 is considered anomalous and
the current state would still be sp .
Strengths and Weaknesses : The assumption of segmentation based techniques
is that the all the training time series can be partitioned into a group of homogeneous
segments. In cases where this cannot be done, segmentation based approaches might fail.
Also these techniques are highly inefficient as both the training phase of segmentation
and testing phase of checking each observation of each test time series with the FSA
are computationally intensive.
Segmentation based techniques build an FSA for the time series and compute anomaly
score for each of the observations in the time series. This helps in capturing all kinds
of anomalies : an anomalous observation in a time series, an anomalous subsequence in
a time series, an anomalous time series as a whole.
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2.8

Discord Detection

The other important problem setting in anomaly detection as discussed in Section 2.2 is
discord detection. The general approach for finding the discord in a given test time
series Sq is as follows.
1. Divide Sq into t windows(subsequences), w1 , w2 , . . . wt , where t = |Sq | + m − 1 by
sliding a window of size m, one step at a time.

2. Calculate the anomaly score for each window (A(wi )) by calculating its distance
from the other windows. Different distance/similarity measures like Euclidean,
Manhattan or Correlation can be chosen.
3. The window with maximum anomaly score is declared as the discord for the given
time-series.
As discussed in section 2.7.1, the windows can be obtained by sliding one or more
steps at a time, also called hop (h). If h < m, then the windows are overlapping. An
important issue to be considered in discord detection is : while comparing subsequences
with overlap, there is a chance that significant anomalies might be missed. This can be
seen in the following example. Consider the time series abcabcDDDabcababc , where
each symbol represents a real value and a sliding window of length 3. The significant
anomaly as can be seen is DDD. If the discord is defined as a subsequence farthest from
its nearest neighbour, then bab becomes our first discord as DDD has a close match
DDa within one step, which is also called a partial self-match, whereas bab does not
have a closer nearest neighbor. One way to avoid this problem, proposed by Keogh et
al (22), is to only consider non-self matches, i.e, a window is compared only with the
windows which do not overlap with it. Hence in the above example, DDD will not be
compared with cDD or DDa and will be considered as a discord.
A non-self match is formally defined as : “Given a time series T , containing a
subsequence C of length m beginning at position p and a matching subsequence M
beginning at q, we say that M is a non-self match to C at distance of Dist(M, C) if
|p − q| > m.” (22)

The issues with the window based approaches in discord detection are described

below. The techniques in this category mainly differ from each other in terms of how
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they handle these issues.
1. Window size (m) :

As discussed in Section 2.7.1, choosing the window size

is critical as it should be able to explicitly capture the anomaly. Most of the techniques
have a user defined window size parameter. Some of the techniques, as described in
(68; 69; 70) use the window size equal to the periodicity of the data which is computed
using the correlogram of the time series. A correlogram is known to be a graphical
representation of the auto correlation functions of the time series plotted with different
lags. The assumption is that if the time series is periodic then the correlation of the
original time series with a phased lagged version of it would give a maximum value, if
the phase lag is equal to its periodicity . Also the correlogram would have the same
periodicity as the process generating the original time series (69). Following the same
idea, Chuah and Fu (8) analyze ECG data using the window size as one heartbeat’s
length.
2. Anomaly score (A(sq )) :

Calculation of anomaly score depends on which

similarity/distance measure is chosen and how the discord is defined. Palshikar et al
(71) define discord as the window which has maximum number of nearest neighbours
whose distance is greater than a user defined threshold. Their anomaly score is the
distance of a window to its nearest match including partial self-matches. For many
other techniques, discord is defined as the window which has the largest distance to its
nearest non-self match (72; 22; 39; 14). The anomaly score in this case is the distance
of a window to its nearest non-self match. Most of the discord detection techniques
consider the Euclidean distance measure. Das Gupta et al(40) discretize the time series
to obtain a binary representation and use simple matching of the windows, that is two
windows are identical if and only if r continuous bits match between the windows.
Cheng et al (17) proposed a graph based technique with the vertices being windows
and edge weights being the distances between the windows. The anomaly score, A(sq ),
of a vertex is calculated as the connectivity of that vertex measured by a random walk on
the graph. An anomalous vertex would be highly different from others, so its similarity
(edge weight) with the other vertices in the graph would be small. Hence the probability
of visiting this vertex when performing a random walk is small. The authors generalized
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this work to multivariate time series (17), where the same graph based priniciples are
applied in finding anomalous subsequences.
3.

Efficiency :

The general approach for window based anomaly detection

problem is O(n2 ) , where n is the length of the time-series. This is because, each possible
subsequence is considered (outer loop) and its distance to all the other subsequences
(inner loop) is calculated to find the nearest among them (71).
Most of the window based techniques for discord detection (72; 22; 39; 14) use an
approximation to the following heuristic ordering of the subsequences in order to make
the algorithm linearly scalable. For the outer loop : the subsequences are sorted by
descending order of the non-self distance to its nearest neighbor so that the true discord
is the first subsequence in the loop. For the inner loop: the subsequences are sorted
in ascending order of their distance to the current candidate. For such a heuristic,
since the first subsequence of the outer loop is the true discord, the largest nearest
neighbor distance (lmax ) is found in the first pass of the inner loop. The subsequent
invocations of the inner loop will terminate in O(1) time as the distance of the outer loop
subsequence to its first inner loop subsequence is less than the existing threshold of the
maximum nearest neighbor distance (lmax ) thus the outer loop subsequence cannot be
a discord, thus giving an O(n) algorithm. The approximation to this heuristic ordering
was obtained by specific data structures built on the SAX representation (22), wavelet
representation (44) of time series and these representations are also useful to improve
the efficiency further.
Instead of finding the most unusual discord, few approaches generalize it to finding
top-k discords (44). Also an important application of window based approaches is the
detection of shape anomalies (14). 2D shapes are converted to time series which are
shape invariant and the anomalies are detected using the same approaches mentioned
above.

2.9

Conclusions

This chapter summarizes the state of the art of anomaly detection techniques for univariate time series. In Chapter 4, we investigate the behavior of these techniques on
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publicly available data sets, each with different properties as discussed in Section 2.4.

Chapter 3

Subspace based transformation
for univariate timeseries
In the previous chapter, we discussed the problem of anomaly detection for time series
data and categorized the existing techniques based on their methodology and the way
they transform the data prior to anomaly detection. In this chapter we discuss a novel
transformation technique for univariate time series which uses concepts from the window based scheme discussed in section 2.7.1. We present the motivation behind this
transformation and the methodology in the following sections.

3.1

Motivation

In the discussion of window based techniques (section 2.7.1), we suggested that, once
the univariate test and training time series are divided into windows, any traditional
anomaly detection technique for multivariate data can be applied to these sets of windows. The reason for this application is that if a normal univariate time series is
generated by a process, the windows of the normal time series also follow a generative
process in the multivariate space. Hence the set of fixed-length windows obtained from
a univariate time series can be considered as a multivariate time series. Univariate
anomalous time series follow a different process or do not follow any process; hence the
windows obtained from them need not follow the same process as the windows obtained
from normal time series.
37
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We explain this with an example. Consider the normal time series in Figure 3.1(a).
The first few windows of it are shown in Figure 3.1(c) (obtained with parameters: window length n = 250 and number of steps (hop) h = 10). We consider each of the time
instance of a window as a variable, i.e., if the window length is n then the multivariate
time series has n variables. In Figure 3.2 we show the time series corresponding to a
sample of these variables. Figure 3.2(a) shows the time series corresponding to time
instances (variables) 50 , 150 and 200 of the windows obtained from normal time series
in Figure 3.1(a). We will refer to these variables as normal variables. Similarly Figure 3.2(b) shows the time series corresponding to same time instances of the windows
obtained from the anomalous time series in Figure 3.1(b). As can be seen, the time
series of normal variables follow a periodic pattern, while the time series of anomalous
variables does not follow the periodic pattern. Hence these windows from univariate
time series can be considered as multivariate time series as they follow a specific process
in the multivariate space.
With this motivation we proceed to present a brief overview of multivariate time
series and anomaly detection techniques in this domain in section 3.2.

3.2

Detecting Anomalies in Multivariate Time Series

Data collected in many application domains consists of multivariate time series. For
example, a single aircraft generates different univariate time series, which are considered
as a single multivariate time series. Each of these univariate time series correspond to
data coming from a single sensor or a switch on the aircraft (73). Similarly the daily
network log stored for network intrusion detection depicts a multivariate time series,
where each variable measures certain aspects of the time series (74).
Anomaly detection for multivariate time series data is distinct from traditional
anomaly detection for multivariate data as well as anomaly detection for univariate
time series data. This is because the anomaly detection techniques for multivariate
data analyse only the multivariate aspect of the data, while the techniques for univariate time series data analyse the sequence aspect of each variable independently. Often,
the anomaly in a multivariate time series can be detected only by analyzing the sequence
of all (or a subset of) variables.
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Figure 3.1: Windows of Univariate Time series
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(a) Variables of Normal Time Series

(b) Variables of Anomalous Time Series

Figure 3.2: Time series corresponding to normal and anomalous variables
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A real life instance of anomalies in multivariate time series data can be found in
aviation safety domain (73). During the course of the flight of an aircraft, multiple
sensors measure different aspects of the flight, thereby generating a multivariate time
series. An fault or accident during the flight of the aircraft can be detected by finding
anomalies in the multivariate time series data. To detect such anomalies in multivariate
sequences, multivariate aspect as well as the sequence aspect needs to be simultaneously
modeled.
A multivariate anomaly detection technique proposed by Chandola (75), is a window
based technique which accounts for both the multivariate and sequence aspects of the
data while detecting anomalies. The key underlying idea is to reduce a multivariate time
series into a univariate time series by exploring the change in the correlation structure of
the time series, using subspace monitoring. We discuss subspace monitoring in section
3.2.1 and the anomaly detection technique for multivariate time series using subspace
monitoring, W INSS in section 3.2.2.

3.2.1

Subspace Monitoring for Multivariate Time Series

Subspace monitoring for damage detection and other related areas falls under the broad
purview of statistical process control (76; 77). Jordan et al (78) proposed the original
concept of comparing two subspaces using the angles between their principal components, which was later explained as canonical correlation by Hotelling (79). Chandola
et al (75) provide a detailed discussion of the angle between subspaces using principal
angles.
Comparison of multivariate time series often use subspace based analysis, so as to
compare their generative models such as vector AR models (80), ARMA models (81),
and linear dynamical systems (76). It has been shown that the modes and modal shapes
of vibrating structures (76) coincide with their system eigenstructure. Any change in
this structure can be computed using covariance driven identification methods which
use the change in subspaces.
The anomaly detection technique proposed by Chandola et al (75) measures the
change between two subspaces, SA and SB , which is defined as the following (77):
Change in subspace when SA changes to subspace SB is equal to the maximum distance
between an arbitrary unit vector x̂ in SB and the subspace SA . This change δAB is given
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as:
δAB =

p

1 − λmin

(3.1)

where λmin is the minimum eigen value of B T (AAT )B. A and B are the m-dimensional
basis vectors of subspaces A and B, respectively. For proof see (77).

3.2.2

Converting a Multivariate Time Series to Univariate Time Series

Chandola et al (75) propose a novel anomaly detection technique, W INSS which consists of two steps. Each training and test multivariate time series is converted into a
univariate time series in the first step and the second step involves using an existing
univariate anomaly detection technique on the transformed univariate time series to
detect anomalies.
Let S ∈ ℜ|S|×m be a multivariate time series of length |T | and consisting of m

variables.

A w length window of S starting at time t is denoted as Wt = S[t]S[t + 1] . . . S[t +
w − 1]. Thus T − w + 1 such windows are extracted from S. Consider two successive

windows Wt , Wt+1 ∈ ℜw×m. Vt denotes the subspace spanned by the top few1 principal

components of Wt . Similarly Vt+1 denotes the subspace spanned by the top few principal
components of Wt+1 . Note that Wt and Wt+1 can have a different number of basis

vectors. The change between the two successive subspaces, δt,t+1 can be defined using
3.1 as:
δt,t+1 =

p

1 − λmin

(3.2)

T V . Thus the multiwhere λmin is the minimum eigenvalue of the matrix VtT Vt−1 Vt−1
t

variate time series S can be transformed into a univariate time series δ1,2 δ2,3 . . ..
The transformed univariate time series captures the dynamics of the subspace structure of a multivariate time series, such that the normal time series are expected to follow
similar dynamics, while anomalous time series are different. Any traditional univariate
anomaly detection technique can be applied to this transformed time series. Chandola
et al (75) use a window based anomaly detection technique in the second step.
1

Capturing α% of the total variance.
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3.3

Transformation

Section 3.2.2 describes how the anomaly in the multivariate space can be captured using
the subspace based analysis by exploring the correlation structure of the multivariate
time series. With this motivation, we proceed further to apply the subspace analysis
to the windows obtained from univariate time series which can be considered as multivariate time series. The process of this subspace based transformation is : converting a
univariate time series to a multivariate time series and back to another univariate time
series.

3.3.1

Methodology

For a given univariate time series T of length N , T = t1 t2 . . . tN , overlapping windows of length n are created. Let wi be the ith window which can be represented as
ti ti+1 . . . ti+n−1 . These windows are stacked and are considered as multivariate time
series, W , represented as :


=
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Each time instance of a window is considered as a variable, so the columns correspond
to time series of different variables. The time series corresponding to kth variable is
tk tk+1 tk+2 . . . and the length of the multivariate time series is the number of windows
extracted. As discussed in section 2.7.1, the windows from a univariate time series can
be obtained by sliding one or more steps at a time, also called hop (h). In the above
case we considered h = 1. If h < n, the windows are overlapping. For any general hop
h, the time series corresponding to kth variable is tk tk+h tk+2h . . ..
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Each training and test time series in the database is converted to a multivariate
time series which is further transformed to another univariate time series by using the
subspace based transformation described in 3.2.2. This approach explores the change
in correlation structure of the variables and the sequence aspect of a multivariate time
series. Overlapping windows of a multivariate time series are created and the change
in subspaces of consecutive windows is computed to obtain the univariate time series.
Once the transformation is applied on all the time series, the existing univariate anomaly
detection techniques can be applied.
Figure 3.3 shows a set of univariate normal time series and their corresponding
transformations. As can be seen the transformed time series capture the periodicity
of the original time series well. That is the angle between consecutive subspaces keeps
repeating with similar periodicity.
Figure 3.4 shows a set of univariate anomalous time series and their corresponding
transformations. The transformed anomalous time series do not have similar characteristics as transformed normal time series. The change in subspaces corresponding to
two normal windows is different from the change in subspaces corresponding to two
anomalous windows, which highlights the existence of anomaly. The properties of the
transformation are clearly discussed in the Chapter 4.
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Figure 3.3: Original and Transformed normal time series
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Figure 3.4: Original and Transformed Anomalous time series

Chapter 4

Experiments and Discussion
In this chapter we investigate the behavior of the anomaly detection techniques discussed in Chapter 2 and also the transformation technique discussed in Chapter 3. The
experimental evaluation of the existing anomaly detection techniques on various publicly
available datasets has been thoroughly discussed by Chandola et al (26).
This chapter provides results and discussions from two different experiments. One
is a brief discussion on the strengths and weaknesses of the existing anomaly detection
techniques on the original time series and their discretized versions. The other one,
which is the focus of the thesis, is on the comparison of existing anomaly detection
techniques (see chapter 2) on a variety of publicly available datasets, with the same
techniques after applying the subspace based transformation (see chapter 3) on these
datasets.
We provide a thorough experimental framework for understanding these techniques
on the transformed time series obtained from the subspace based transformation. The
transformation essentially converts a given univariate time series to a multivariate time
series and back to another univariate time series. We provide the experimental evaluation using data sets with different properties to understand the types of time series on
which the transformation works best.
The rest of the chapter is organized as follows. Section 4.1 briefly describes the
different anomaly detection techniques for time series data. Section 4.2 describes the
different kinds of data sets used for this experimental evaluation. Section 4.3 summarizes
our experimental results of using different anomaly detection techniques on the publicly
47
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available data sets. Section 4.4 shows the results of using different anomaly detection
technniques on the transformed time series.

4.1

Anomaly Detection Techniques

The following techniques were investigated by Chandola et al (26).
• Proximity Based Techniques These techniques make use of a proximity mea-

sure defined for every pair of time series. We evaluate a nearest neighbor based
technique, called KN N C (k-nearest neighbor for continuous time series) (82),
that utilizes this proximity measure. KN N C assigns an anomaly score to a test

time series, as equal to its distance to its kth nearest neighbor in the training
database, X.
A discrete version of KN N C called KN N D is also evaluated (where ‘D’ stands
for Discrete), where a continuous time series is initially discretized into a sequence
of symbols using symbolic approximation (SAX) technique (22).
For KN N C, we evaluate three distance measures, viz., Euclidean Distance, Dynamic Time Warp (DT W ) (83), and Cross Correlation (84).
• Window Based Techniques These techniques extract fixed length (w) windows

from a test time series, and assign an anomaly score to each window. The perwindow scores are then, aggregated to obtain the anomaly score for the test time
series. The score assignment to a window and the score aggregation can be done
in different ways.
We denote the window based techniques for continuous time series as W IN C.

The experimented version of W IN C assigns an anomaly score to each window
of a test time series equal to the Euclidean distance between the window and
its kth nearest neighbor in the set of windows extracted from the training time
series. The anomaly score for the test time series is equal to the average score
of all its windows. W IN C estimates the density of w-dimensional windows using
the windows extracted from the training time series and then determine if the
windows extracted from a test time series lie in the dense regions or not.
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The discrete version of this called W IN D is also evaluated. We evaluated two
variants of W IN D: W IN D and tST IDE. W IN D is similar to W IN C with
the only difference being that the score for each window from a test sequence is a
likelihood score (inverse of anomaly score), and is equal to the similarity between
the window and its kth nearest neighbor in the set of windows extracted from
the training sequences. For tST IDE (proposed by Forrest et al (85) for symbolic
sequences), the likelihood score for each window is equal to, the number of times
the window occurs in the set of training windows (windows extracted from the
training sequences), divided by the total number of training windows.
• Prediction Based Techniques These techniques learn a predictive model from
the training time series. Testing involves forecasting the next observation in a test

time series, using the predictive model and the test time series observed so far, and
comparing the forecasted observation with the actual observation to determine if
an anomaly has occurred.
We evaluate three predictive techniques: AR (using Auto Regressive models (52)),
SV R (using Support Vector Regression (86)), and F SAz (using Finite State Automata based technique for symbolic sequences (87)). For AR and SV R, the
anomaly score for each observation in a test time series is equal to the difference
between the forecasted value and the actual observation. The anomaly score of the
test time series is equal to the average anomaly scores for all of its observations.
For F SAz, a likelihood score is obtained for each symbol in the discretized test
sequence which is equal to the conditional probability of observing the symbol in
the training sequences, given the previous few symbols. The anomaly score for the
discretized test sequence is equal to the inverse of the average likelihood scores for
all of its symbols.

4.2

Data Sets Used

To evaluate the performance of each algorithm, 18 publicly available data sets are used.
Table 4.1 summarizes the different data sets for the cross-domain experimental evaluation. These datasets are grouped into different categories, each with distinct characteristics as discussed in Section 2.4. For the periodic time series, the last column denotes
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Name (#)
disk (2)
motor (4)
power (1)
valve (1)
shape1 (1)
shape2 (1)
l-ecg (4)
s-ecg (4)
evi (2)

L
64
1500
672
1000
1614
1614
2500
360
220

|X|
10
10
11
4
10
30
250
500
500

|Y|
|YN | |YA |
500
50
10
10
33
8
4
8
10
10
30
10
250
25
500
50
500
50

λ
0.09
0.50
0.19
0.67
0.50
0.25
0.09
0.09
0.09

A
s
p
s
s
p
p
s
p
p

P
×
√
√
×
×
×
√
×
√

S
√
×
√
√
×
×
×
×
√

l
–
250
96
300
–
–
250
50
12

Table 4.1: Details of different data sets used in the experiments. # - number of data
sets in each group, L - length of sequences, X - Training database, Y - Test database,
YN - Normal test time series, YA - Anomalous test time series, λ - Baseline Accuracy,
√
A - Anomaly Type (Process - p, Subsequence - s), P - Periodic (Yes - , No - ×), S √
Synchronized (Yes - , No - ×), l - Cycle/Characteristic Pattern Length.
the cycle length and for the non-periodic time series, the last column denotes the length
of a definitive pattern in the time series. For example, for the valve data set, the
bump between time instances 100 and 400 can be considered as a pattern. For some
non-periodic data sets (edb1-2, shape12), it was not possible to define a characteristic
pattern. For some data sets, we adapted the actual data sets to create suitable evaluation time series. The general methodology to create the data sets was the following:
For each data collection, a normal database, N, and an anomalous database, A, of time
series is created. A training (reference) database, X, is created by randomly sampling
a fixed number of time series from N. A test database, Y, is created by randomly sampling m normal time series from N-X and n anomalous time series from A. All time
series were normalized to have a zero mean and unit standard deviation.
The ratio

n
m+n

determines the “baseline level” of accuracy for the given test database,

e.g., if baseline accuracy is 0.50, a “dumb” technique that declares all time-series to be
anomalous will perform correctly 50% of the time. Thus a real technique should perform
significantly better than the baseline to be considered effective. The different data sets
are:
• Motor Current Data Set (motor) (24). The normal time series correspond to the
current signals from the normal operation of a induction motor. The anomalous

time series correspond to signals obtained from a faulty motor. Different data sets
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(motor1 motor4) correspond to different kinds of faults in the motor.
• Power Usage Data (power) (24). The normal time series correspond to weekly

time series of power consumption at a research facility in 1997 for weeks with no
holidays during the weekdays. The anomalous time series correspond to power
consumption during weeks with a holiday during the week.

• NASA Valve Data (valve) (24). The normal time series consists of TEK solenoid

current measurements recorded during the normal operation of a Marrotta series
valves located on a space shuttle. The anomalous time series correspond to the
faulty operation of the valve.

• Shape Data (shape1 and shape2) (24). The normal time series correspond to one
or more shapes, while the anomalous time series correspond to other shapes. For

the shape1 database, the normal time series correspond to a pencil shape, while
the anomalous time series correspond to other similar shapes (e.g., fork). For the
shape2 database, the normal time series correspond to shapes of cups, glasses,
and crosses, while the anomalous time series correspond to distinctly dissimilar
shapes.
• Electrocardiogram Data (l-ecg and s-ecg) (25). Each data set corresponds to an

ECG recording for one subject suffering with a particular heart condition. The
ECG recording is segmented into short time series of equal lengths. Each short
time series is added to the normal database if it does not contain any annotations
of a heart condition2 , and is added to the anomalous database if it contains one
or more annotations indicating a heart condition. The l-ecg databases contain 10
second long time series. Four such databases (l-ecg1l-ecg4) were constructed from
BIDMC Congestive Heart Failure Database and Long-Term ST Database. The
s-ecg databases contain 1 second long time series. Four such databases (s-ecg1secg4) were constructed from European ST-T Database and MIT-BIH Arrhythmia
Database.

• EVI Data (evi1 and evi2) (88). Enhanced Vegetation Index essentially serves as
a measure of the amount and “greenness” of vegetation at a particular location.

Each land location has a time series of length T which corresponds to T monthly
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observations at that location. A normal time series corresponds to periodic cycles
of vegetation with high values in summer and low values in winter. An anomalous
time series corresponds to places where there was land cover change because of a
natural calamity or forest fires. This dataset is used only for the experiments on
the transformation technique.
• Disk Defect Data Set (disk) (89). The normal time series corresponds to blade

tip clearance measurements obtained from a simulated aircraft engine disk and the
anomalous time series correspond to the measurements obtained from a disk with
a crack. Different data sets (disk1 – disk3) correspond to different speeds at which
the disk is rotating. This dataset has not been used for transformation evaluation
but used for the generic comparison of anomaly detection techniques.

4.3

Comparison of Anomaly Detection Techniques

In this section we first provide the results for the experimental evaluation of anomaly
detection techniques discussed by Chandola et al (26). For each technique, we use the
parameters that result in the best average performance over all datasets. The accuracy
results (or precision on normal class) of the techniques using these best parameter
settings are reported in Table 4.3. The results reveal several interesting insights into
the performance of the different techniques. At a high level, our results indicate that
none of the techniques are superior to others across all data sets, but have certain
characteristics that make them effective for certain types of data sets, and ineffective
for certain others. Here we summarize some high level conclusions:
• Techniques that operate on the continuous time series are generally superior to tech-

niques that operate on discrete sequences. Moreover, techniques for continuous time
series are more robust to parameter choices such as distance measure (KNNC vs.
KNND) or window length (W IN C vs. W IN D).

• Overall, kernel and window based techniques, which are model independent, tend to

outperform predictive and segmentation based techniques, that try to build a model
for the time series data. This seems to indicate that building a predictive model for
time series data is challenging.
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• For kernel based techniques, the choice of distance or similarity measure is critical,

and for window based techniques, the choice of window length is critical. Kernel based
techniques are faster than window based techniques, though indexing techniques, that
were originally proposed to improve the time complexity of discord detection techniques
(21; 22; 43; 44), can be employed for W IN C and W IN D to make them faster. If online

anomaly detection is desired, techniques such as KNNC and KNND, which require the
knowledge of entire test time series are not suitable, while window based and predictive
techniques can be adapted to operate in an online setting.
• For periodic time series data, window based techniques are superior to other techniques.

The reason is that if the training time series are periodic, they can be represented using
a small set of windows which form dense regions in the w dimensional space. Thus
nearest neighbor based techniques can learn a tight boundary around the dense regions,
and can differentiate well between the windows from a normal test time series and those
from an anomalous time series. On the other hand, for non-periodic time series data,
a larger set of windows is required to represent the training time series, and hence
the windows form sparse regions in the w dimensional space. This results in relatively
poor performance for W IN C compared to other techniques on non-periodic time series
data, e.g., shape2.

• If the time series data contains process anomalies, kernel based techniques give the best
performance, e.g., KNND for shape2, while the performance is poor if the time series

data contains subsequence anomalies, e.g., KNNC for l-ecg. The reason is that the
kernel based techniques assume that the anomalous test time series are significantly
different from the normal time series, which is true for data with process anomalies,
but not for data with subsequence anomalies. For the latter type of data, window
based and predictive techniques are better suited since they analyze windows within
the time series and are more likely to detect the anomalous subsequences.
• We learnt several relationships between the nature of the normal and anomalous data
and the performance of different techniques. For example, KNNC with the DTW

measure is suited for non-periodic time series while W IN C is more suited for periodic
time series. W IN C performs poorly for data sets in which the normal time series
belong to multiple modes (e.g., shape2), while KNNC and KNND are better suited to
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handle such data sets.
Data
disk1
disk2
disk3
motor1
motor2
motor3
motor4
power
valve1
shape1
shape2
chfdb1
chfdb2
ltstdb1
ltstdb2
edb1
edb2
mitdb1
mitdb2
Avg
time (s)

KNNC
0.88
0.96
0.96
0.60
1.00
0.90
1.00
0.88
0.75
1.00
0.80
0.20
0.40
0.52
0.44
0.74
0.30
0.78
0.94
0.74
8

KNND
0.26
1.00
0.96
1.00
1.00
1.00
1.00
0.88
1.00
1.00
0.90
0.36
0.12
0.12
0.28
0.76
0.30
0.70
0.86
0.71
291

WINC
0.98
0.96
1.00
1.00
1.00
1.00
1.00
0.88
0.75
1.00
0.50
0.40
0.32
0.56
0.28
0.78
0.16
0.90
0.94
0.76
73

WIND
0.09
0.09
0.52
1.00
1.00
1.00
1.00
0.62
0.75
0.50
0.25
0.72
0.24
0.40
0.20
0.74
0.14
0.66
0.84
0.57
609

tSTIDE
0.32
1.00
0.96
1.00
1.00
1.00
1.00
0.75
0.75
0.80
0.20
0.24
0.04
0.16
0.32
0.56
0.12
0.32
0.56
0.58
2

SVR
0.09
1.00
0.98
1.00
1.00
1.00
1.00
0.62
0.75
1.00
0.30
0.48
0.04
0.04
0.04
0.74
0.36
0.70
0.90
0.63
7

AR
0.74
0.40
0.48
1.00
1.00
1.00
1.00
0.50
0.75
1.00
0.00
0.20
0.00
0.00
0.20
0.02
0.00
0.00
0.02
0.44
1

FSAz
0.08
1.00
0.96
1.00
1.00
0.90
1.00
0.62
1.00
0.80
0.40
0.52
0.16
0.16
0.24
0.74
0.22
0.38
0.62
0.62
18

BOX
0.94
0.92
0.94
0.80
0.80
0.90
0.90
0.50
0.62
0.80
0.70
0.72
0.04
0.60
0.08
0.66
0.10
0.18
0.18
0.60
857

Table 4.2: Comparing results across all techniques.

4.4

Comparison of Original and Transformed Time Series

In this section we provide the experimental results of some univariate anomaly detection
techniques, applied on the original time series and on their subspace based transformations. Another set of experiments show the effect of the transformation on noise induced
data. Uniform gaussian noise has been added to all the data sets in Table 4.1 and the
performance of techniques on the noisy data and the transformed noisy data have been
observed. As per the results in Table 4.3, we can see that W IN C and KN N C performed best for the continuous time series. Therefore we also wanted to investigate the
behavior of these techniques on transformed data also.
We denote the techniques applied on original time series as W IN C, KN N C with
Euclidean measure (KN N CEU C ) and KN N C with Cross Correlation measure (KN N CCORR ).
The techniques applied on transformed time series are represented as TW IN C , TKN N CEU C
and TKN N CCORR respectively. All the 6 techniques are compared on the public data sets
using the Accuracy evaluation metric. The results of Accuracy (or precision on normal
class) on original and transformed time series are shown in Table 4.3 and the results on
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their noisy counterparts are shown in 4.4. These tables show the best accuracies of the
techniques on all data sets over different parameter settings.
Figure 4.1 shows the average accuracies of the techniques over the periodic and nonperiodic datasets separately and Figure 4.2 the same for the noise induced datasets.
These tables show the best accuracies of the techniques on all data sets over different
parameter settings.
For all the techniques, we experimented with different parameter settings listed
below :
• Window size (w1 ) to extract windows to form the multivariate time series :
( 2l , l , 2l), where l is the Cycle/Characteristic Pattern Length in the time series.

• Window size (w2 ) to extract windows from the multivariate time series for the
transformation : (4 , 6 , 8 , 10)

• The percentage of total variance captured by the subspace, α : (0.75 − 0.95)
The effect of these parameters settings and the characteristics of the data on the
transformation are discussed in the section 4.5.
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.

DataSet
motor1
motor2
motor3
motor4
power
chfdb1
chfdb2
ltstdb1
ltstdb2
evi1
evi2
valve1
edb1
edb2
mitdb1
mitdb2
shapes1
shapes2
Avg
Time(s)

W IN C
1.00
1.00
1.00
1.00
0.88
0.72
0.32
0.80
0.28
0.98
0.88
0.75
0.78
0.16
0.84
0.94
1.00
0.50
0.74
74

TW INC
1.00
1.00
1.00
1.00
0.75
0.64
0.44
0.80
0.32
0.75
0.83
0.75
0.50
0.22
0.64
0.70
1.00
0.20
0.64
80

KN N CEU C
1.00
1.00
1.00
1.00
0.88
0.12
0.16
0.12
0.24
1.00
1.00
0.75
0.68
0.22
0.70
0.90
0.90
0.90
0.65
6

TKNNCEU C
1.00
1.00
1.00
1.00
0.88
0.76
0.52
0.80
0.44
0.98
0.96
1.00
0.52
0.30
0.60
0.70
1.00
1.00
0.78
15

Table 4.3: Accuracy Results

KN N CCORR
1.00
1.00
0.90
1.00
0.88
0.20
0.40
0.52
0.44
0.30
0.10
0.75
0.74
0.38
0.80
0.94
1.00
0.80
0.63
9

TKNNCCORR
1.00
1.00
1.00
1.00
0.88
0.68
0.40
0.76
0.32
0.36
0.39
0.75
0.40
0.28
0.50
0.60
1.00
0.80
0.65
17
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Figure 4.1: Average accuracies of original time series
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Figure 4.2: Average accuracies of noise induced time series
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1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13
14.
15.
16.
17.
18.

DataSet
motor1
motor2
motor3
motor4
power
chfdb1
chfdb2
ltstdb1
ltstdb2
evi1
evi2
valve1
edb1
edb2
mitdb1
mitdb2
shapes1
shapes2
Avg
Time(s)

W IN C
0.70
0.90
0.80
0.90
0.63
0.36
0.36
0.76
0.20
0.92
0.90
0.63
0.68
0.16
0.64
0.92
0.80
0.40
0.57
73

TW INC
0.90
0.90
0.90
0.90
0.75
0.28
0.36
0.70
0.40
0.70
0.72
0.88
0.30
0.18
0.36
0.40
0.80
0.60
0.56
80

KN N CEU C
0.70
0.70
0.50
0.90
0.88
0.12
0.24
0.16
0.08
1.00
1.00
0.75
0.58
0.20
0.68
0.82
0.90
0.70
0.52
6

TKNNCEU C
0.90
0.90
0.90
0.80
0.88
0.32
0.30
0.68
0.36
0.98
0.96
1.00
0.34
0.20
0.34
0.36
0.80
0.60
0.58
16

KN N CCORR
0.70
0.90
0.70
0.70
0.88
0.24
0.32
0.48
0.44
0.14
0.12
0.75
0.74
0.20
0.70
0.80
0.60
0.75
0.53
11

TKNNCCORR
0.90
0.90
0.90
0.80
0.88
0.24
0.32
0.60
0.40
0.38
0.32
0.88
0.32
0.20
0.34
0.34
0.70
0.60
0.51
18

Table 4.4: Accuracy Results for noisy data

4.5

Observations

The results show significant promise for application of the transformation on univariate
time series to improve anomaly detection. As per the properties of the transformation,
it behaves differently on different types of time series. The wide range of public data
sets considered in our analysis enable us to study the performance of this transformation
under different circumstances. We discuss the performance of different algorithms on
original and transformed data below.
The transformation behaves differently on periodic and non-periodic data sets and
hence they are studied separately. The first 11 datasets in Table 4.3 are periodic and
the others are non-periodic.
For the data without noise, we make the following high level conclusions.
• For periodic time series :
– TKN N CEU C performs significantly better than KN N CEU C . TKN N CCORR performs comparably to KN N CCORR and similar relation holds with TW IN C
and W IN C. TKN N CEU C performs consistently better than W IN C which
performs the best on the original data. These observations are justified below.
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– For window based technique, W IN C, the optimal size of the window depends
on the length of anomalous region in the anomalous time series. Anomalies in
periodic time series can vary such as irregular periods, anomalous values etc.
Hence if the parameters such as window length, hop and nearest neighbors
are set appropriately, W IN C performs well.
– The phase-misalignments and non-linear alignments, which are some common
challenges of periodic time series data, restrict the usage of different proximity
measures for the proximity based techniques. Thus KN N CEU C performs
well only when the time series are synchronous, while KN N CCORR works
moderately well given that it tries to align phases and compute similarity.
– After the transformation, the normal periodic time series become periodic or
constant valued time series. Since the normal periodic time series would not
have varying periods or anomalous values, the change in angle between consecutive subspaces of windows nearly remains constant or varies with some
periodicity. The transformed anomalous time series highlight the existence
of anomaly. Since the change in angle between consecutive subspaces is governed by the maximum distance between an arbitrary unit vector in one
subspace and the other suspace, even a small change in one of the subspaces
will change the angle significantly. This property of the transformation enables it to highlight the existence of the anomaly in the time series. Thus the
transformed anomalous time series is signigicantly different from the normal
time series. In figure 3.4, the spikes in the transformed anomalous time series correspond to the entry and exit of the anomalous portion of the original
time series in the windows of the multivariate time series.
– The above aspects of the transformed time series make them more suited for
the proximity based scheme with Euclidean distance measure (TKN N CEU C )
as it performs consistently the best when (i) the normal time series are synchronous (the constant valued time series) while the anomalous portions are
highlighted in the anomalous time series, or (ii) when the normal time series
are periodic and the portions of anomalous time series are highly different
from the normal ones.
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– TW IN C is not always better than W IN C because the performance of a window based scheme is highly dependent on the appropriate parameter setttings.
– Performance of TKN N CCORR is typically next to TKN N CEU C in most cases.
This is because for the anomalous time series, the correlation measure finds
the best “phase-shifted” version of the normal time series or vice-versa. Even
if the anomalous portion is highlighed in the transformed anomalous time
series, it might happen that its “phase-shifted” version is similar to a normal
time series and hence the anomalous time series appears to be normal. This
property of correlation measure makes it unsuitable for evi data as they
originally have noise and their anomalous time series might be phase-aligned
with some noisy normal time series and hence appear normal.
• For non-periodic datasets :
– W IN C performs consistently better than KN N CEU C or KN N CCORR . This
is because KN N CEU C is incapable of capturing the anomaly especially when
the time series are not synchronous and KN N CCORR might not perfectly
capture the anomaly given the above reasons of phase-alignments of anomalous and normal time series, while for W IN C if the parameters are set appropriately, the anomalies can be captured better.
– The transformation of a non-periodic time series does not result in either
constant valued time series or a periodic time series. Also the transformed
anomalous time series need not be significantly different from normal ones.
Hence the TW IN C , TKN N CEU C or TKN N CCORR need not necessarily be better
than their original counterparts.
For noise induced data, we make the following high level conclusions.
• The performances of all the algorithms are affected by noise. W IN C performs
consistently best among all the algorithms including the transformed ones.

• The reason for best performance of W IN C even though there is noise in the time

series is because the time series is broken down into smaller windows and the
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normal windows would find some nearest neighbors while the anomalous windows
might not find any.
• KN N CEU C and KN N CCORR are affected by noise because they consider the
entire time series at once and suffer with the curseof dimensionality.

• For periodic time series, TKN N CEU C still performs better than KN N CEU C be-

cause the euclidean distance measure fails on the original periodic data, while
the transformed time series still maintain the properties of nearly constant valued
time series or periodic time series with some noise.

Another significant property of this transformation is that it is resistant to scaling of
time series. Consider the Figure 4.3(a) which shows a normal time series and its scaled
version obtained after multiplying with a linearly increasing factor. Though there is
significant difference between these two time series, the transformation results in same
time series. Similarly 4.3(c) shows a normal time series and its scaled version obtained
after adding a linearly increasing factor but the transformation, as shown in Figure
4.3(d), results in the same time series. This is because the transformation calculates
the change in subsequent subspaces, which remains the same even after scaling. This
property could also be a drawback of the transformation as the linear scale difference
could anomalous.

4.6

Conclusions and Future Work

We proposed a novel transformation for univariate time series using change in subspace
structures. The properties of this transformation result in significant improvements of
performance for anomaly detection techniques on periodic time series. Though window based schemes perform well on the original periodic time series, the parameter
settings might be tedious. On the other hand experimental results indicate that all the
techniques perform well on the transformed time series and the parameter settings for
the transformation are consistent across many datasets. The transformation performs
best when the window size w1 = l, where l is the Cycle/Characteristic Pattern Length
in the time series, w2 ≈ 8. The performance is not sensitive to the choice of α for

0.85 ≤ α ≤ 0.95. For α > 0.95, the successive subspaces for normal windows become
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Figure 4.3: Effect of Transformation on Scaled Time Series

63
unstable and hence result in a high false alarm rate. For α < 0.85, the successive
subspaces for anomalous windows do not differ significantly and hence result in a low
detection rate.
A critical aspect of the proposed technique is the computation of eigen vectors for
the moving window which could become a computational bottleneck, especially when
the dimensionality and length of the time series becomes large. A potential solution is
to update the eigen vectors for sucessive windows incrementally using techniques such
as Matrix Perturbation (90) to avoid computation of the eigen vectors for every window,
and is suggested as a future direction of research.

Chapter 5

Conclusions and Future Work
The existing research on anomaly detection for time series is limited to developing techniques that are suitable for specific application domains. In this thesis we provided
a comprehensive understanding and structured overview of the research on anomaly
detection techniques for time series spanning multiple research areas and application
domains. Each application domain possesses unique characteristics in terms of the data
on which the anomaly detection techniques operate. Our study reveals that the performance of the anomaly detection techniques is closely tied to the nature of the underlying
data, and hence the techniques exhibit varying performance across application domains.
The results of our thorough experimental studies for time series data can help a domain
scientist find the technique which is best suited for an application domain.
We also proposed a novel transformation for univariate time series using change in
subspace structures. The properties of this transformation result in significant improvements of performance for anomaly detection techniques on periodic time series. Though
window based schemes perform well on the original periodic time series, the parameter
settings might be tedious. On the other hand, the transformation removes the periodicity of the time series and highlights the anomalies, hence is a better scheme. Since
the transformation is window based, there is the aspect of redundancy, since successive
windows, are often highly similar to each other and do not provide any additional information. Removing this redundancy can speed up the performance of the technique.
This aspect of redundancy needs to be understood and is suggested as a future direction
of research. Also as mentioned in chapter 4, computation of eigen vectors for successive
64
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windows can be made efficient using Matrix Perturbation (90).
Since we are dealing with periodic time series, a direction of future work could be
using signal processing techniques to handle the periodicity of the time series. One can
remove the periodicity from the time series, i.e., transform them using signal processing
techniques, such that the normal and anomalous time series look differently.
The subspace based transformation proposed, though motivated from the work for
multivariate time series anomaly detection, is essentially a transformation from a unvariate time series to another univariate time series. Thus the process of the transformation
could be seen in this perspective and better understood.
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