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Abstract: This interview was conducted by CBI for CS&E in conjunction with the 50th 

Anniversary of the University of Minnesota Computer Science Department (now Computer 

Science and Engineering, CS&E). Professor David Hung-Chang Du begins by discussing his 

education at National Tsing-Hua University in Taiwan and then his doctoral work and Computer 

Center work at the University of Washington in Computer Science.  The bulk of the interview is 

his professional career at the University of Minnesota.  He discusses his wide-ranging computer 

science research in integrated circuits (VLSI), disk drives/storage, artificial intelligence, 

computer networking, security and privacy, and other areas.  This includes his work with IBM 

Rochester, Seagate, Unisys and other companies, and he emphasizes the importance of working 

with more senior managers at companies so university and company interests can be aligned 

and can have local buy-in at the company, that resources will come if that there. He relates his 

leadership with the UMN-led Center for Research and Intelligent Storage: a multi-university 

partnership with industry supported by National Science Foundation.  
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Du:  Hello! Good afternoon.  

Yost:  How are you? 

Du:  Pretty good. I think we haven’t met before, right? 

Yost:  I think so, very briefly. I’m not certain.  

Du:  Ok. 

Yost:  I did give a colloquium in Computer Science about a decade ago when I was associate director.  

Du:  Wow! A decade ago-wow! Ok. 

Yost:  Yes, I’ve been at CBI for 23 years.  

Du:  Oh, really?  

Yost:  Yes, I started under Bob Seidel and then Arthur Norberg. 

Du:  Yes, I knew Arthur Norberg really well.  

Yost:  Ok. Do you have any questions before we begin?  

Du:  I read your email. I guess it’s related to the 50th celebration of the department or something like 

that?  

Yost:  Yes, the department is trying to collect recollections and document its history and we’re very 

interested in doing that at the Babbage Institute and so it’s kind of a joint effort. So, I’ll just begin with 

some questions. 

Du:  Sure! 

Yost:  This is an interview being conducted for Computer Science and Engineering and the Babbage 

Institute. I’m director of CBI and it is July 29, 2021. And I’m here this afternoon with Professor David 

Hung-Chang Du. May I call you David? 

Du:  Yes, that’s fine.  
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Yost:  I’ll begin with some basic biographical questions. Can you tell me when and where you were born? 

Du:  Well, I got my degree in 1981. This is my first job. I joined department in September 1981. 

Yost:  And where were you born?  

Du:  I was born in Taiwan.  

Yost:  What were your interests growing up, both in school and potentially outside? 

Du:  I think my interest from day one was always—I wanted to be an engineer but then I went through 

college with a degree of mathematics and at that time the computer had just started out. I was quite 

interested in computing. In fact, I even got my degree in mathematics, I would need to do quite a bit, 

two or three courses in computing in some way. I also worked as a student helper or assistant at the 

University, at the Computer Center. So, I was one of few students being taught the computer early on, 

especially in Taiwan, right, at that time.  

Yost:  And this is at National Tsing-Hua University in Taiwan. So, you mentioned you took a couple 

courses, do recall what those were? 

Du:  Yes, we, I took all the programming courses on FORTRAN. Also, we had one person—actually, he 

was working at Bell Labs and visiting our University—who arrived the third year I was a student. He was 

teaching a general computing course and I ended up working with him for my team to build one of the 

small computers in Taiwan at that time.  

Yost:  Can you tell me a little bit about that effort? 

Du:  Yes, I think this, we even designed a simple CPU and created a printed circuit board and were 

putting things together. It was a very simple set of instructions, what we were doing there. And the guy 

turns out to be very experienced because he worked at Bell Lab before for 10-20 years at that time. So, 

he’s very capable. He was rising at Bell Labs. So, I think that got my interests really started. 

Yost:  And you mentioned you worked at the University’s Computer Center. Can you describe the Center 

and do you recall— 

Du:  Yes. The Center, the Computing Center at National Tsing-Hua University, basically later on had a 

mainframe, a CDC, I think, 6000 or something like that but at the moment I was there, I think we have 

this DEC PDP-11, right? And a small IBM machine. So, at that time, even when I came to the US, if you 

run any computer assignment, you have to go to the computer center and you have to submit your deck 
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of FORTRAN code. And they run that. I can recall when I came over as a graduate student, joined 

University of Washington, and the first course I took is operating systems. So, we have to write more 

than a thousand lines of code and you have to carry that pack of FORTRAN cards. If you drop that you’re 

really in trouble because none of us really type in the line number. It’s like one line, two lines, three, 

whatever, so you have to be very careful to hold them. And if you go to the Computer Center at that 

time, at University of Washington, Seattle, you can run your program maybe twice in the whole night. 

So, we’re spending the whole night at the Computer Center because you submitted your job, two, three 

hours later, that job gets printed out. You don’t know—you must be continuously checking whether the 

printout is coming out or not, and you want to make sure your program is correct, or you have to correct 

all the errors, right? So that’s the state that we were in, I think. I was getting a research assistantship at 

the University of Washington, and we also ran the PDP-11 machine. I recall the machine running, making 

a kind of sound or music coming from the machine. And you even, in certain cases, you submitted this, 

what is called a paper tape. You’re writing your program on the paper tape, you run this, and if machine 

has trouble, we must go over to take a look at what is the content, what is the error code being 

displayed on the machine? So those are the, were the early days. At the University of Washington, it’s 

sort of the beginning of a, you know even most of the computer science departments starting from late 

60s, well, I was at an early one starting in late 60s, ’68-’69, maybe the earliest one like ’67, I don’t know. 

But this was, I joined the University of Washington Computer Science Department in 1977. This was still 

fairly primitive I would say. The equipment was really, really primitive.  

Yost:  And you graduated with your bachelors in ’74, I believe.  

Du:  Yes. 

Yost:  Did you work in those three years before you began graduate study? 

Du:  Well, I was in military service for two years after graduation. So unfortunately, I was, my unit was in 

a small island very close to mainland China. I don’t know whether you heard this called location called 

Kinmen. Have you heard of this location or— 

Yost:  No, I have not. 

Du:  Yes. It’s a small island, it’s about 5,000 meters away from mainland China and we actually, I spent 

two years over there. So in order to come to the US to study, you have to take a GRE, you have to take a 

TOEFL exam, and I have no chance because I was on a small island, and never went back home for one 

and a half years at least. Yes. So, I went back after the military service and became a graduate student 
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for a year at National Tsing-Hua University. And at that time, they all started up a Computer Science 

Master’s degree or something like that, so I was in that for one year before I joined University of 

Washington as a graduate student.  

Yost:  What led you to choose University of Washington?  

Du:  I think, well, all this is by luck. We don’t know too much about this and one of my professors at 

National Tsing-Hua University mentioned to me he knows this guy, he turns out to be my advisor later, 

so he recommended for me to go to University of Washington, so I did that. 

Yost:  And who was that?  

Du:  This person called Jean-loup Baer. B-A-E-R is the last name.  

Yost:  And you mentioned the batch processing that was done in a stack of punch cards, and was there 

also time-sharing in the late 1970s at the University of Washington?  

Du:  I’m not sure. I think later on maybe after I joined there’s some kind of terminal design, which it 

doesn’t have any computing power but you’ll being able to type in on the terminal and access the 

mainframe or something like that. So, I think that was the situation. At University of Washington, they 

only had graduate degrees in CS; they don’t even have an undergraduate degree at that time. They 

started an undergraduate degree later. I think it’s like in 1980 right before I graduated with my PhD 

degree in 1981. So, things are changing dramatically, compared with today it’s a totally different thing.      

Yost:  Right. That was fairly unusual, wasn’t it? Most departments that I’m aware of had a major by the 

time they offered a doctorate.  

Du:  They decided to start out the graduate program first. 

Yost:  Right. 

Du:  Then when the graduate program was firmly established, they had enough number of faculty, then 

they wanted to start out the undergraduate degree. A number of places following graduate program 

first then you start the bachelor’s degree, the undergraduate degree.  

Yost:  So, your dissertation was entitled “Some Design and Analysis Problems for Parallel Processing.” 

Can you describe how you came to this area of research and briefly describe your dissertation? 
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Du:  Parallel processing was a big deal at that time because you needed multiple processors running 

together and so on. So, I think my dissertation included several parts of parallel processing. I can 

describe to you one part is how do you process your data on a research tree in a parallel way. If you look 

at that, that’s very simple today. We consider those are the very basic ones. And I also studied fairly 

early on that part of my thesis is on parallel disk drive access. That turned out to be a very important 

aspect because the database, you know, if you put it on a single disk drive, then you are bounded by 

that access speed. At that time, the access speed is really, really slow. And if you want to access any 

data, you wanted to access data which is stored on multiple disk drives, and then you can access them 

parallelly and that was a major work. I have some number of citations related to how do you allocate 

data; how do you access them in a parallel way. How do you support whether you have a relational 

database, you can access them based on the table form, then how the table gets partitioned and 

marked allocated to different disk drives, and you can access them fairly quickly to be able to pull them 

together. So that’s actually very, very early to looking at how the parallel databases are, parallel disk 

drives can be used to speed up the access speed.  

Yost:  You briefly mentioned your advisor. Can you describe him as a mentor to you, his influence on 

you? 

Du:  He’s really a scholar-type of person. He worked on architecture, computer architecture so even, my 

interests are a little bit wider, part of the reason is actually when I was a graduate student in the third 

year, he took a sabbatical leave, and he went back to France. He’s a French guy and he went back for a 

year. And by the time he came back, I already wrapped up my work. I talked to—he actually asked me to 

talk to another faculty, then I was also personally working with another faculty. I was talking to two 

other guys. Then by the time he came back, I’m pretty much wrapping up my thesis. But he’s a—I 

learned quite a bit from him. He’s a scholar-type of person and one thing we had a big contrast in is 

actually, he worked on one single issue from graduate student all the way until retired. He only worked 

on cache coherence problem. He’s very famous for that problem. He covered a little bit of other things, 

but his research is always cache coherence. And my work has been going around in so many different 

areas because I usually enjoy looking at some new challenges in a different area and see whether I can 

do some research in there or not. He was still a fairly good advisor from that point of view.  

Yost:  When you were in graduate school, was your career ambition to become a professor or were you 

also considering industry or government or a different type of career?  
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Du:  I did an interview with industry. I had some offers from Bell Lab and from IBM, but I was thinking I 

wanted to join a university as faculty. And you probably know, I don’t know, you know that 1981 is a 

golden time for PhD graduates. You know, I can recall every year the announcement is saying we need 

900-1000 fresh PhD students to go to university and each year throughout the 1980s, each year, only 

200-250 PhD students graduated and that doesn’t count the industry demand. In fact, the industry pays 

a lot more than academic. Today it’s the same thing; the industry is always paying a lot more than 

academic can really offer to the new PhD students.  

Yost:  Can you tell me about your job search and how you ended up at the University of Minnesota?  

Du:  I think I remember I interviewed, as I mentioned to you some industry position and I probably 

interviewed at 10 departments at that time. University of Minnesota is the last one I interviewed. I was 

really tired of flying around and I ended up with—joining this department. I think at the time I joined in, 

including me and two other faculty, that year, the department’s really lucky there were three of us. I 

don’t know whether you know this or not, Dan Boley and John Carlis and myself, we all joined in 1981, 

and we all stayed with the department. John Carlis passed away three, four, I don’t remember exactly, 

several years ago. But Dan Boley and I are still with the department. I think we are the most senior 

faculty now in terms of how many years we’ve been with the department. 

Yost:  Yes, I think so. I’ve interviewed some of the people that were there from the beginning. 

Du:  Yeah, I think there’s was a faculty called Ben Rosen that was the chair. I think Ben Rosen passed 

away— 

Yost:  Right. 

Du:  —several years ago. You mentioned Marvin Stein, Kris Frankowski, right? They were all in the 

department. 

Yost:  Yeah. I interviewed Kris and Elaine Frankowski and Bill Franta.  

Du:  Elaine, later on, was actually a student of our department, right? 

Yost:  Right. So, what was the draw with Minnesota? What led you to decide on Minnesota in this fairly 

attractive job market? 

Du:  I don’t exactly know but my wife told me I couldn’t go to California because California has 

earthquakes. That’s part of the reason I joined University of Minnesota. Ok? 
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Yost:  Difficult winters but no earthquakes. 

Du:  Yeah, well, I had no idea how cold this place is. Actually, the worst winter is 1981 and 1983. If you 

check the record, ’81 and ’83 are really two bad, cold winters, and once you pass ’83, the weather is not 

a problem anymore.  

Yost:  Right. Well, I came to Macalester College then went away to grad school and came back, so I’m 

obviously am not bothered by the winters. Were there particular faculty members that you connected 

with early in terms of either collaboration or just as friends and socially? 

Du:  I think there, one faculty I actually worked with was Oscar Ibarra. I don’t know whether you heard 

his name. There’s also Professor Sahni. Sartaj Sahni. They both left the department. I don’t know 

whether you heard this, this is a very bad instance in the department. But I had been working with two 

of them, especially Oscar Ibarra. 

Yost:  Yes, the College took leadership for a short time, didn’t they? 

Du:  The College, I think was also changing leadership for, you know, I’ve been here 40 years I don’t even 

recall—many things, several things at least, right? 

Yost:  Right. What did you see as the greatest strengths of Minnesota when you arrived, and did you also 

see some weaknesses of the department? 

Du:  I think that the department at the beginning are, most of the faculty are converted from the 

mathematics department. I think Kris Frankowski was from the mathematical department. But the 

department was gradually getting built, becomes bigger and bigger. I would say, actually, Minnesota is 

supposed to be a very strong place for computer research because if you consider in the 1980s, Control 

Data is here, Univac is here. Then eventually Univac becomes, using a different name. But also, there 

were quite a few companies around here. Some of the work we do, or I do, at the early days are 

associated with the local companies. They are not a local company, for example, Honeywell has some 

big locations in here. Even today they still have some of that, but I did work on a couple things triggered 

by some local support. I will give you two examples. In the early days, I decided to work on computer 

aided design for very large integrated circuit, and my first funding is coming out of Honeywell. They had 

a location, they had a facility, they have a team working for integrated circuit. That helps. Then my 

research on the networking, computer network site, we were approached by Northern Telecom. It used 

to be a very big company based in Canada. It’s a telephone equipment company, Northern Telecom, and 
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they had a location also in town here, so they talked to our department. I think you talked to Bill Franta, 

right? 

Yost:  Yes. 

Du:  Bill Franta is one of the persons who very early was working on the computer networks. But at that 

time, Bill Franta already left the department. He left in the later part of the 80s, I think. Then they came 

to the department, saying we wanted to find out if anybody is interested in working on computer 

networks with us and turns out they have the first generation of the network to integrate data and voice 

together. So, they’re asking whether anybody was interested in that, so I raise my hand and then I work 

with them for two years on that. I think Minnesota is actually a very good place in the 80s to get 

something going, especially in the computer science side.  

Yost:  I was fortunate to be one, along with Tom Misa, one of the lead advisors for a documentary in 

Minnesota computing done by public television. I don’t know if you saw Solid State, the documentary 

but I can send you a link to it. 

Du:  Ok. That would be great. Yeah.  

Yost:  It’s an hour-long documentary on the history of computing in Minnesota and it goes back to the 

ERA, Engineering Research Associate days and Sperry-Univac, Control Data, Honeywell, Cray Research— 

Du:  There’re also the supercomputer Cray, right? ETA, right? Those are— 

Yost:  Lawson Software, so there was a lot of activity. As Tom Misa asked, my predecessor, as the 

director of CBI, said on screen, Minnesota really was Silicon Valley before there was Silicon Valley.  

Du:  Yeah. I think so. I think somehow, we lose that opportunity—clearly also in the 90s, I worked a lot 

with IBM Rochester. 

Yost:  I wrote a, with Arthur Norberg, I co-wrote a 50-year history of IBM Rochester which was an 

interesting project.  

Du:  Yeah, it’s an interesting process. I think I’ve been, you know, not only for the research purpose also, 

in the early days, I think even up to 2000 we still have to drive over to Rochester to teach in a reverse 

manner. I don’t know whether you know this, and we were always having my class, computer network 

class, had to be offered from Rochester. I think Rochester was pulling some strings, political strings out 

of, from the university though, so we wanted to offer courses over there. So, we actually had in person, 



11 
 

face-to-face teaching in Rochester and that was very, very interesting. And at that time, I think, 

Rochester IBM is a big location for IBM, AS 400, mid-range computer is selling really well. And 

unfortunately, today, they really reduced the number of people working at IBM Rochester, and not only 

that, I think there’s almost no single focus on the IBM Rochester now, right?  

Yost:  Right. It’s— 

Du:  The reason, maybe six, seven, eight years ago, you got a dozen divisions. Each one of them have a 

few people there at Rochester. It’s not like it used to be. AS 400 is the center of Rochester in some sense 

like that.  

Yost:  Yeah, it was home to the whole mid-range series that proceeded the AS 400 and then the that 

family and then families of servers since then but with IBM’s transformation to become primarily 

services and now moving more into cloud and analytics. 

Du:  Well, they claim they are an AI company now and cloud. AI and the cloud are the two things they 

stick to.  

Yost:  They were fairly slow to transition into cloud. They could’ve done a whole lot better if they moved 

more rapidly because companies like SalesForce.com are larger, capitalized companies than IBM now. 

34.55 

Du:  Yeah. 

Yost:  So, industry was really important to funding research and the really rich partnership between 

faculty and computer science and— 

Du:  I always tell my industry partners the funding is less important. Let me tell you one interesting 

story. I think this must be in the late 90s or…There’s IBM Rochester AS 400 division general manager, I 

think his names is Steve Levitz and he was doing this—the relationship with University of Minnesota. So, 

he came over and had our dean and also some of our faculty talk about it, how do we enhance the 

relationship by doing more collaboration. So, I told him a story. I told him I’m being funded by IBM 

Rochester for the last five, six years, ok? But I built a very bad reputation because anybody who works 

with me, from my personal experience, after a few months, six months, at most a year, disappears, gets 

laid off or went on to some other place. He was totally shocked. He was saying, “Wow! What’s going on 

here?” Then I explain to him at that time IBM third-line, four-line manager had quite a bit of money in 

their pocket. So basically, I can approach them, talk about some research project. And then they say, 
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“Great! Ok, this sounds good. Maybe we should work together with you.” And he went back to his 

organization and announced and said, “We are looking for volunteers to work with Professor Du.” You 

know, IBM at that time is fairly busy, and anybody who raised the hand and says, “I wanted to be a 

volunteer,” is usually that person is in a very shaky position, right? Because that person’s view is if they 

work with me, it strengthens their position a little bit. And actually, my message to him is money is not 

the most important thing. The most important thing is I like to team up with the key developers within 

IBM Rochester. This is actually true for any industrial collaboration we do. If you don’t find people really 

in the key positions, understanding what the company’s direction, understanding what things they are 

developing at this moment. And unfortunately, the key developers are the persons who carry clout 

within the organization, they are really busy. If you’re asking if anybody wants to volunteer for 

collaboration, they will not raise their hand. So, I told Steve Levitz about this situation. I told him I 

learned a lot by working with so many different companies and this situation. So, he heard me. He on 

the spot appointed a third-line manager to work with me, and this person has clout within IBM 

Rochester. Eventually this person rose up to become VP at the start of some division in IBM San Jose. 

But we had another five years, very close relationship because of that. Because if the key developers, 

the person knows what’s going on within the organization, you can see the major difference because 

this person can call up several other guys, say, “Hey! We have a meeting with Professor Du. I wanted 

you guys to participate in that.” Those people are going to come. The volunteer usually doesn’t have 

that kind of clout, right? So, he will be the only person to talk to me and doesn’t know too much about 

what IBM Rochester wanted to do. I think there’s a huge difference with this kind of situation. 

Yost:  Is that a lesson you learned on another project or did this come to you as to what is important to 

make something impactful happen? 

Du:  I think to have a good industrial collaboration, one, does you partner from the industry really know 

what’s going on out there. I think that’s, in my view, I told all of them, that’s more important than the 

funding they provide because if that person can work with you, you define your project, which is 

meaningful to the company or meaningful to the computer industry, then the funding will come from 

one place or another. And if you don’t have that kind of a collaboration, you are shooting in the dark. 

And this is happening a lot of the time. I think the academic can quickly benefit by looking at what 

companies are trying to do. And they can share with you what the concerns or the directions they are 

moving to and then your research agenda can be much more concrete and, to be more impactful, you 
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can create a much bigger impact in terms of your research. I think having that kind of connection is more 

important than the funding. The funding will come one way or another.  

Yost:  Can you elaborate a bit on that project and what it achieved? 

Du:  We did a lot, actually worked with a number of companies. Let me give you one project we did 

together with both IBM and Seagate. So, the storage industry, like Seagate, and IBM has also produced 

disk drives before, and actually— 

Yost:  In both Rochester and San Jose. 

Du:  San Jose and Rochester, yeah. So, there’s one technology developed by IBM called SSA—I’m trying 

to think of that technology. It’s a competitor to Fibre Channel. I don’t know whether you’ve heard of 

Fibre Channel before.  

Yost:  No. 

Du:  Ok. Fibre Channel is an interface and also a network connection for connecting multiple disk drives 

to multiple computers. So, what happens here is Ethernet was a dominate computer network and is still 

popular today. However, the storage industry, like Seagate, feels if you are going to attach a single disk 

drive or multiple disk drives, typically you are attaching to the SCSI channel. S-C-S-I is SCSI channel. And 

you’re limited by, the SCSI channel can only have 15 devices, so the network connection is also going to 

be hooked up to SCSI channel. And eventually this interface was replaced by PCI-E collection, connecting 

server to the peripherals, to the network, to the storage and so on. So, they wanted to build a very large 

storage system which can hold hundreds of disk drives and could have potentially, have multiple 

computers link up to this. So, they develop several different types of what we called ‘storage network.’ 

It’s not used for internet but it’s much more efficient to accessing data and sending data from the 

computer to multiple disk drives and so on. So, there’s a standard called a Fibre Channel, and this was a 

technology pushed by Seagate. IBM has a proprietary technology based on some kind of ring network 

they developed, and they also opened it up. Basically, the story goes like this. IBM recognized if they are 

only using their proprietary connection, they cannot compete with the Fibre Channel. So, they are 

pushing for opening it up. They actually claim anybody who pays $500, you get free license using the 

technology they developed. You can develop your product based on that. Then there’s also Fibre 

Channel. So, I was surprised when I saw IBM pushing proprietary storage network. Then we have a Fibre 

Channel. It’s more standardized, open access. So, Seagate is really pushing this for Fibre Channel, then 

IBM is pushing for that proprietary storage network. To my surprise, IBM Rochester told me they want 
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to compare these two. So, they wanted to investigate what are the pros and cons of each one of these 

two. I was asking, actually asking my partner at IBM Rochester. I said, “Why do you want to compare the 

two?” He said, “We’re not bounded by just the proprietary work.” This is probably another part of IBM 

proposing if we wanted to push our product, we wanted to know under what conditions Fibre Channel 

works better and what conditions our network’s going to be better. So, I had a contract with IBM 

Rochester, they provide all the technical information to me, and I also have a contract with Seagate. 

Seagate also wanted to know. They wanted to compare what’s good about this, what’s bad about this 

and so on. So, there’s two contracts we have in my group and we investigated. We also do 

measurements, we do creative simulators to see under what conditions are better and how do we 

improve that, from those perspectives. It’s really a fun time in some sense, you can see this comparison, 

how it benefited both organizations, both companies and they are open to, wanted to see what is the 

comparison we can make. So, we’ve been working with many companies whether it’s local here or at 

different places. So, I’ve been working with industry quite a bit from that perspective.  

Yost:  Can you tell me about the origin and early development of the Center for Research and Intelligent 

Storage?  

Du:  Yeah. So, we actually worked with a number of companies including Seagate, StorageTek and some 

other companies. There are five or six companies, we formed an internal university consortium. This was 

at the time the digital technology center was formed, and Andrew Odlyzko was the first director for the 

Digital Technology Center. He’s very supportive. So, we formed, started a consortium because we were 

working with a number of companies, earlier from the storage industry. So there, I think there were five, 

six companies including IBM Rochester and Seagate and also StorageTek and other companies, couple 

two, three, little bit smaller ones. We also have Veritas locally here. So, we were doing research, and we 

stick to the open research. In some ways it allowed us to define meaningful projects with each company 

and then we shared all the results with all the companies. Actually, this has been a model for us, even 

when we run that for five or six years, before we turned that—became an NSF, one of the NSF IU/CRC 

Centers. IU/CRC stand for Industrial University Collaboration Research Center. So, we did that for 10 

more years. I think this year will be potentially the last year for doing that. But this was starting even 

before the consortium was formed, we’d been working with a number of companies, IBM Rochester, 

Seagate and two, three other companies, but then we just formalized them, becomes a consortium, and 

within the consortium, we don’t work on the proprietary things. We wanted to work on the project out 

in the field. Just like the example given to you, they feel they can benefit by looking at any of these 
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projects from different companies. So, we’ll work with a different company, but the research results will 

all be shared amongst all the companies. So that’s the model. So, when NSF, having this IU/CRC center, 

we look at it, we can easily roll over to the NSF IU/CRC Center, so we did that.  

Yost:  I understand Temple and Texas A&M were partners in this. Is that correct? 

Du:  Yeah, that’s part of the NSF requirement. You need three universities coming together. Even in the 

early days, we do have other universities partnered together with us. It’s like making the Center have 

more projects because each one of us has some number of projects and we have a meeting, we call an 

industrial advisory committee meeting, every six months, that’s part of the NSF requirement, so you can 

talk about what project you are working on, everything’s open. So, there’s also IP rights associated with 

the Center. I think that the Center can decide whether we want to open source the code we developed, 

or we wanted to apply for a patent. The patent, the industrial companies can sponsor to apply a patent 

for, but we ended up putting everything’s open. I think these days, if you’re working on research in open 

space, you want it to be open. You want it even to provide the source code. You developed it to 

whomever wanted to access that.  Instead of in the older days, all the companies wanted to apply a 

patent for it and used it only to protect for themselves. Today, if you have a proprietary product, nobody 

wanted to use it. You basically have to open it up and develop open standards, otherwise there’s 

nobody to adopt that, right? Even in the example I just talked about, IBM wanted to open it up, but 

people are still concerned because your company owned the technology. You say you’re going to open 

to us, but nonetheless you’re also are competitors. I think that’s really the issue. This is also the issue for 

Seagate. They wanted to become a different company, not just selling disk drives but they have a harder 

time because all their major customers are, well, become their competitors. If you move onto their turf, 

then you’re competing with them. Then they are not too happy about it. So, I think it’s a challenge for a 

company to change their direction and want to produce different products. 

Yost:  I haven’t asked you about teaching yet. Can you talk a little bit about your teaching philosophy 

both in terms of undergraduate instruction as well as your managerial style and mentorship style of 

graduate students? 

Du:  Yeah, I think, except at the beginning, at the beginning, I’m teaching data structural class, algorithm, 

classes, but fairly soon since, I think I started to work on the computer networks, and I was, over a 

couple years, I was the only person teaching networking classes. So even today, I’m still teaching 

network classes. So, we have three, four network course and however, we have three, four faculty 
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majoring in networking now, instead of just me, the only person. But I’m still coordinating and teaching 

networking courses even, I would say in the last maybe 30 years. So, my students have been working on 

a couple different areas. Early days, I worked in parallel processing, then I started to work on the 

computer network and also Computer Aided Design for large-scale integrated circuits. So that too 

becomes the focal point for me so the work I did on, I also investigated the database. In fact, my first 

NSF grant is on databases. So, I worked on parallel processing, databases right after, from school, from 

University of Washington and then within five, six years, less than 10 years, I start to switch into 

computer networks and also VLSI electronics. So, I’ve been working on them for 10, 15 years on the CAD 

for VLSI and also working on computer networks until today. A few years ago, I graduated my maybe, 

the last networking student. But on the other hand, the things we’re working on today is actually how 

are we integrating the computing resources, networking resources and the storage resources together 

because what we have today is this global internet, is a single system we are facing. In some sense, the 

network speed has been increased. We reached the point we need to integrate them together. And the 

other thing has been the virtualization of resources. We have virtual machines and we have virtual 

networks, we have different things like that and we can allocate a bunch of resources to it to have a 

virtual cloud formed for you and how do you manage this? So, I think the good news is at least you no 

longer can draw the boundary you wanted to. You don’t only do networking research because there’s a 

lot of networking research which is going to be integrated together with storage research because you 

need to access data. And you need it to manage them and we are building bigger and bigger systems. 

Used to be you hire a lot of people to manage them. Today the system has to be fully automated in 

some way. There’s a lot of dangers of doing that. On the other hand, this is the only way to do it. I was 

joking, we were working on the storage research, I was saying you want to buy one terabyte storage 

space before, you need a million dollars 20 years ago. Then you can hire an engineer to manage that. 

You pay this guy $100,000 a year but this guy has got to manage a million dollars, two million dollars 

equipment. Today you buy one terabyte: a hundred dollars. I don’t think you can hire anyone to manage 

that data, right? 

Yost:  Not unless they’ll work for $10 a year. 

Du:  Yeah, so that’s what we’re facing, and we have so many things, so cheap to integrate them 

together. I think it used to be, for example, I was responsible for the second CRI grant, applied to NSF. 

The reason we don’t have a CRI grant is because the university computing facility is so lagging behind 

compared with industry. So, there are many faculty in the 80s, early part of 90s who left the university 
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to join industry because the university has nothing. And because of that, they give you couple million 

dollars to buy equipment. Today, even if they give you $300,000, you can buy huge amounts of 

equipment. You can buy a lot more with five million dollars than before. So, I think the situations are 

changing dramatically.  

Yost:  So, you went through a number of your research areas and you discussed some of them like VLSI, 

and some with storage but you mentioned early in your career your work on databases. Can you talk a 

bit about database design a little bit and what you did in those first— 

Du:  Yeah, I think I was continuing my work on databases, mostly also focusing on efficient accessing of 

the database. I think one day I was, decided not to work on that. The major reason is this. That’s 

probably still true these days. For example, a lot of our faculty worked on big data. It’s very good. Big 

data is important because we have tons of data. On the other hand, we don’t have access to big data. 

It’s not like you work for Google, you work for Facebook. They have a real problem of big data. We don’t 

because we don’t have access to all the data. I was working on something called engineering database. I 

don’t know whether you heard this. And in the early days, in the 80s, 90s, I think the database also tried 

to design database machines, special machines designed for handling databases because the computer’s 

too slow. I was working on some of those and they eventually, they talk about a huge database holding a 

lot of engineering data. They were thinking engineering data is the bigger one. There’s no social 

network. So that’s the kind of things people are looking at. And, then all the sudden, it strikes me, I don’t 

have any access of an engineering database. So, in some ways this is the downside of working at the 

university. Still true today. A lot of work we do together with Facebook, with some other organizations, 

when they wrote their papers, people believe more, because why, because they have a lot of data and 

we can test them out, but we cannot test in the real environment. So, you lose out because if you don’t 

hold the real data—that’s sort of like even in a lot of papers from Microsoft before, more so from 

Google, from Facebook, Amazon today, they claim their design’s holding a lot of data, they’ve been 

applying this at their companies and so on. They carry a lot more weight. So that’s the reality we are 

facing. So, I was working on the engineering database and all the sudden I say, “Gosh, I’ve never 

accessed any big database, so maybe I should change into a different subject.” So that’s—but on the 

other hand, a couple years later, I start to work on storage system, file system and all this is supporting 

big databases. And in fact, we have more unstructured data than structured data. The database is for 

structured data. 90% of the data was have today are not in databases. There’s something called a ‘key 

values store.’ So, my group is working on key value store and trying to bridge the mostly new technology 
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to support key value store. I think I can recall a lot of this work related to the early days, even 35 years 

ago, when I was working on engineering databases, I was working on big databases. But in the 80s or 

90s, when you say, ‘big data,’ it’s not very big compared with what we have today. 1.05.38 

Yost:  So you’ve had, I believe, over 60 PhD students, over a hundred master’s students, can you talk a 

little bit about how you manage a fairly significant team and get the most out of the students and 

contribute in the best way to their development and education? 

Du:  Yeah. I think we, maybe you talked to all the assistant professors. We, over the years, worked with 

students very closely because our research required, we develop code, have some ideas and have to 

verify that. Either you deploy them in a system there or you have to emulate whatever the environment 

is you are talking about. So typically, in the early days we have group effort. So even today, I have, for 

example, every morning from Monday to Friday, I have my group meeting on different subjects, 9 

o’clock to 10 o’ clock is our group meeting, so all the students are going to be participating in that and 

we’re going to talk about what are the projects people need to do and what the progress of those 

projects—this is shared by all the students. I don’t like to do only individuals, no group effort. I think the 

group effort will allow the student to see a much bigger picture, instead of a small territory they look at 

for their own research. And they can benefit by looking at what other people are doing. So usually the 

student joins the group and the first two years they don’t say too much. And one way you decide if this 

guy should graduate or not is when you cannot stop them talking about it or discuss the technical issue, 

then this guy’s ready to graduate. So, in some sense, of course, they by that time, they already published 

a couple papers on those subjects. But at the beginning, the first two years, usually the students are 

fairly quiet. They don’t know what to say but I think they learn. So, I think the group effort is very 

important to me. The only downside of this phase, I would say, our system faculty tries to change that. It 

used to be, in the early days, the student actually has to pass a qualified exam at a PhD level or pass a 

qualified exam at a master’s level. Either you have to take exam to get a master’s degree, and today, 

there’s no exam for the master’s students. As long as you satisfy the coursework. Even not too long ago 

you have to do either plan A or plan B. Plan A is a thesis. Plan B is a project. The student today doesn’t 

even have to do that. They satisfy the coursework, they graduate. I think it’s really bad. At least for our 

students who want to work on the system aspect because you need some research experience, you 

need some hands-on development work. Not just the coursework. The coursework does have some 

projects, but those are very small projects. There’s no research, not enough research content in those 

projects. I think, at least I feel very bad about that, you can see my students, more than a hundred 
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master’s students, most of them finished before in the last ten years. I think there are some of them 

who finished recently but the number really goes down. So, the reason for that, we typically not only 

asking the master student to pass the WP at the master level and have to carry out a plan A or plan B 

project, plan A thesis. A majority of the students go for plan B. So, for the plan B, we actually team them 

up with the PhD students. They can learn not just from me, from PhD students because those are senior 

students who have been here for four years, five years, and so on. And they can learn a lot from working 

together with them. Today we don’t have that. That’s also part of the reason we have less and less 

master’s students working on projects or working on research thesis or something like that. So, the 

group effort for me is very important. And after the group meeting, each one of them have individual 

projects they’re working on, and they share with others. I think that’s the way you can learn a lot more 

instead of working by yourself or talking to one or two other students. Now in this case, my group used 

to be fairly large, having a dozen students. They can help each other, they can talk to each other, they 

can look at the project together in some way like that. Even, there’s one or two who are working on this, 

other people can learn from this project too. So, I think so far, I don’t recall, I’ve probably finished 65, 66 

or 67, I don’t recall exact numbers, there’s two, three students that just finished up this year. There’s 

one more who will finish up in the next month, I think. I enjoyed working with them. By the time you 

cannot stop them to talk about it, then that’s the time they should graduate. 

Yost:  Right. Well, that sounds like a very effective management strategy to both get students learning 

from each other, build a team effort and probably to motivate as well. 

Du:  Right, right.  

Yost:  I haven’t asked you about security at all. Can you talk about your work in security? 

Du:  I’ve actually worked at National Science Foundation for three years and one of my jobs was working 

with two other guys on cyber security research. So, I wouldn’t say I was an expert of security because in 

some sense I feel the security issue is never ending, it’s an arms race. On the other hand, security 

becomes more and more important. We have trained a bunch of students on how important the 

computer security is. And also, there are many courses. I think over a period of time, this was at the 

time that I was working at NSF, there’s a major effort trying to build a security curriculum and lead all 

the computer science departments to teach them. I think the early days the security problem is not too 

sophisticated. But today, the more you educate them, the more it becomes more sophisticated. So, it’s 

hard to say. The other thing is you can put in a lot of money for security but how much you accomplish, 
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it’s very hard to say. I tell you one interesting joke here. It’s a true story. We had a monthly meeting 

among the federal government agencies working on cyber security issues. There’s a lot of coordination. 

So, one day there’s a guy in the military said, “I have this issue. I needed to propose 500 million, 1 billion 

dollars to beef up our unit’s security,” whether this was an army guy, navy guy, whatever. Then the top 

general was going to ask me how much more secure you made it after you spent a billion dollars. That’s 

reasonable, right? You need some kind of measurement to know how much money I sank in, and how 

much improvement has been made. So, we were discussing this issue. The issue becomes how do we do 

the measurement, security measurement. How much can I make this more secure or not. And the funny 

thing is some federal government agency says, “We already have more than a hundred measurements. 

None of them are working,” because in the security case, you can beef up, you think as much as it is 

secure, unless you have one remaining vulnerability. Somebody breaks that, you’re no longer secure. So 

how do you measure that? It’s pretty hard. There’s no percentages here. It either something didn’t 

happen; you are secure, or somebody discovers a vulnerability and breaks through that, then you are 

not secure. You can go from secure to unsecure in one night. How do you measure that? It’s kind of an 

arms race. We know certain attack messages, then we rise up to defend ourselves adding more multiple 

layers to defend ourselves, make it harder to break in. But on the other hand, they always can come find 

us at some point to break in. It’s pretty hard to say. This is actually the thing we were discussing at NSF, 

saying whether we can, we put up a grant challenge to ask people to build a very secure system, and we 

can open for hackers to attack that. But then we decided not to do because you encourage this arms 

race in some way. As long as you put up a target saying, “This is a secure system. You guys can target us. 

See whether you can break in that system or not.” Then you really bring this up to a different level. So, 

the security issue is really hard to solve. 

Yost:  Yeah, I did a, I co-led an NSF project on the history of computer security and so I’ve interviewed a 

lot of people from NSA and IBM and RAND, MITRE, and I found that a really interesting area to study and 

I’m doing a book for MIT Press now— 

Du:  The other thing related to security is a privacy issue, right? 

Yost:  Right. 

Du:  And a trust issue. So, there are three things that are related to each other. If I trust you, I can be less 

secure, I’m still secure. If I don’t trust you, I have to be 100% secure, then there will be no privacy there. 

If you want privacy, you’re not going to have a secure system. So, we are running between all the three; 
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how do you really decide which one should be more important at this moment. You want privacy, you’re 

not going to have a secure system. This just conflicts with each other. If we consider trust, we might be 

able to build something that can be secure for certain persons, can be more privacy protected for 

another person and so on. But there’s no perfect solution here. The trust allows you to move between 

the secure and the privacy, security and privacy. On the other hand, the security and privacy go one 

against the other. If I wanted privacy, you shouldn’t know me. If you don’t know me, how do you make 

sure you can trust me and that I don’t do anything to break that trust or create a security problem. So, 

there is no solution it seems to me. This is going to continue being close unless you totally have an 

isolated system. This is the issue we are talking about. Whether you want it to be, in fact, I probably 

shouldn’t say this, the DoD is actually considering to build a certain way to make the system more 

secure but on the other hand, that can be very dangerous too.  

Yost:  One other area you’ve worked in is intelligent transportation systems both with motor vehicles 

and air transportation. Can you talk about that research space— 

Du:  Yeah, sure. So, the vehicles we have today already have a couple dozens of sensors and processing 

units on the vehicle. So if you drive your vehicle to a garage because you have some problem with your 

car and the first thing they do is they hook up with the diagnosis system, they download the data the car 

already collected and they have a program to analyze that, then they decide what’s wrong with your car. 

Not 100% they can discover the problem but 90% of the time they can discover the problem because 

the data has been collected in your car. So, the other issue which really comes out is going to be how do 

I avoid accidents? So the cars today, of course some of them can talk to each other so this is the kind of 

things that, there’s a standard called DSRC, and, which is a communication protocol and an 

implementation device so my car can talk to neighboring cars. So, the reason we do that, we want to 

make sure there’s no accident. So, if your car and my car talk to each other before they hit each other, 

one car is going to stop. This has been implemented in the airplane also, but the airplane mode is very 

simple. They, so when two aircrafts, airplanes, go to certain range, one is going to go higher, one is going 

to go lower automatically. They coordinate automatically, not the pilot, is going to be involved because 

that will be done automatically. I think Honeywell has some product related to that. Then the same 

thing for the car. So, if we wanted to avoid the cars hitting each other, they need to communicate with 

each other. They can take the break even faster than the driver. So, these are the kinds of things, the 

intelligent vehicle, they’re going to talk to the nearby vehicle. They can also talk to the infrastructure. So, 

the infrastructure may be in the intersection or on the roadside. People will deploy some 
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communication devices where they can talk to the car. They can make sure, there is a lot of research 

today going for that direction. In fact, the self-driving car is actually an example of that. But you don’t do 

self-driving; you can collect a lot of information. Some of them are urgent, some of them are less urgent. 

For example, there is congestion some place, you should be able to be notified and you can avoid that 

location or that route. You can take a different route. So, the major safety things are related. If the cars 

can talk to each other, we can make this much safer. And we’re capable of doing that today but there’s a 

question whether we want to retrofit all the cars because if you only have new cars having this 

capability, most of the neighboring cars don’t have these capabilities, they are not going to be very 

useful. So, I think the federal government is actually struggling on this. People may not know this but 

they’re struggling whether, just like we went from analog TV to digital TV. You have to retrofit all the 

analog TVs. They can still watch in the digital TV, otherwise all the sudden all the analog TVs have to be 

phased out. So, the government just put a, to give you the free equipment to do that conversion, 

otherwise they will never force this to happen. The same thing for the vehicle communication. We are 

capable of doing this. In some sense the requirement actually is not fairly stringent. So, the response 

time, people looking at it is within 0.1 second, ok? If some action can be taken within 0.1 second, not by 

the driver, because the driver takes at least one second, two seconds, or three seconds to take some 

action or take the brake. That’s the human reaction time, and however, with the vehicle 

communication, you can take 0.1 second, something can happen. So, the car, good or bad, because part 

of this is, in certain situations, you’re not controlling your car; the car controls itself to avoid an accident. 

And these kinds of things are happening, actually. The intelligent vehicle is trying to avoid accidents. 

Self-driving in some way but the self-driving has to potentially get help from the infrastructure or from 

other cars. If the current one, whatever, it’s Tesla or something like that, I know every company works 

on the self-driving, but nobody can or wanted to release that software until Tesla did. The Tesla is more 

like a computer company. I mean, a computer company, if our software goes wrong, we restart it. For 

the manufacturers of automobiles, they were so afraid of this because their liability is so high. If you 

have a self-driving car, you hit somebody, you’re going to be sued by this. I think we are in a totally 

different environment. In fact, I was working with GM, Ford before, and GM has this program called On-

Star. We talk about self-driving, they say, “Oh, that’s the secondary. We actually wanted to avoid 

accidents.” Safety related at first. All the sudden, Tesla releases this, then everybody works on self-

driving because it’s being pushed by Tesla for that purpose. And safety is the number one concern for a 

lot of these automakers. I think somehow the intelligent vehicle is really showing, this is before self-

driving, we are already talking about how these things, the communication between cars, the 
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communication between infrastructure, can really help to avoid accidents, something like that. We are 

still far away from that, as I said. In some sense, even the technology is capable of doing certain things 

but whether you are allowed to retrofit all the vehicles or not, that’s really a sticking point. At what 

moment you want to say, “Hey, we wanted to make all the driving much safer, then we have to retrofit 

all the cars,” and they can do this. The older car may not have that capability.  

Yost:  How do you see machine learning solving challenging systems management issues? 

Du:  I think machine learning is one part of optimization except in the older days, you have analysts, a 

person, a human being collecting the analysis, the results of analyzing something and making a decision. 

So, the machine learning, one part of that machine learning, we don’t talk about neural network of deep 

learning, we talk about only machine learning. This has been studied and carried out except today, as I 

indicated, the system has to be fully automated. Then you don’t have a human being in the middle. The 

machine has to be taking care of this, has to decide, follow certain decisions. That’s called machine 

leaning. The neural network deep learning is totally different. Actually, in the 90s, early part of the 90s, I 

was working on the neural net. One day I was working and talking to the Boeing folks, actually I paid a 

visit to Washington State, they have a big Boeing manufacturing facility. You know, it’s very interesting, 

the guy told me he did a benefit of using neural network for one job. What is that job is, you have a, you 

want to assemble the wing of the aircraft, so you have to use a bit drill to drill a hole and that hole has 

to be perfectly fit because if it’s a little bit bigger or looks a little smaller, you cannot fill that, link them 

together. But if you are a little bit wider, maybe ten years down the road, this thing is going to fall apart. 

So, you have to be perfect, drill a perfect hole. So, he told me the story. The bit they had to use to drill 

had to be really sharp. And after drilling 5,000 holes, they had to drop that because they cannot know if 

this hole is perfect or not. So, you had to use them for 5,000 holes, then you drop that bit. And each one 

of them cost them like, I don’t know remember, like $50,000 a drill bit or something like that. Those are 

the really special drill bits. A perfect hole gets drilled. Then he said, “Oh! I decided to use some kind of a 

sensor on the surface and using a neural network to decide whether the drill bit is still working perfectly 

or start to have a little bit of shaking, then we have to stop, not use this anymore before this causes a 

problem.” So, he wanted to do the detaching of that. He told me he saved one or two million dollars per 

year for Boeing because he’s using this way instead of when you drill 5,000 holes you have to replace, 

have to buy a new one. Now some of them can go for 10,000 holes instead of 5,000. And you can detect 

based on the vibration of the plate when you drill the hole, you can decide using a neural network 

model. He decided can this be continually used or not. This is actually a very useful application on the 
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deep learning in some way, and usually this neural network deep learning stuff is, we cannot find out a 

good way to really make a decision, this might be very useful to do that. And the same thing, the neural 

network deep learning was initially used to, by recognizing, you can watch hundreds of photos, how 

many of them has a dog in them? The dog has a different shape and different thing. You have a harder 

time teaching the computer program to do that. But if you build a neural network, you might be able to 

do this. It’s not 100% correct. It could be 90-95% correct. You can do that. So that’s sort of the newer AI 

machine learning. I think this is starting to be adopted by not just computer science folks, the civil 

engineering folks I talk to, they all know this. They’re all trying to do this now. So, I think this becomes a 

tool. I think this will be going for a little bit longer and our capabilities being raised up and then the 

harder problem is still going to be there. But we’re going to solve a bunch of problems we couldn’t solve 

before. So, it’s not that every problem can fit into the AI machine learning model but there—some of 

them are, can be greatly benefited from that.  

Yost:  So, before we conclude are there any topics or areas that you’d like to discuss? 

Du:  I’d just say, I’m lucky to see the development of the computer science field. I can tell you in the 

early days, early part of the 1980s, people actually talked about whether computer science should be a 

discipline or not. Actually, even reached almost to the 90s, people still had that question, whether this is 

just a set of tools and all that engineering can, you created those tools, then they can use it, then that’s 

it. There’s nobody challenging that anymore, today. In fact, in the last 10-20 years, we actually talk 

about computer science plus X. X can be any other discipline, especially the medical field. There are so 

many things we can help. But on the other hand, you probably no longer can just enter computer 

science research. You needed to have some other expertise together. That’s why the CS plus X is 

important. I think over the years, I also noticed, for example, all the electrical engineering students learn 

computer stuff. They may not devote as much time as our students do, but then our students are not 

devoted to any other subjects because the computer science course is expanding. You can look at how 

many courses we have today. Each student can only take a portion of that, so they have no knowledge 

of the other things. I think that’s, really can be a problem. For example, our work on CAD for VLSI, all my 

students, PhD students, have to take the design sequence of VLSI before they can work on CAD. Because 

if they have no knowledge of what is an integrated circuit, what is large scale integrated circuit, then 

they cannot work on the CAD tool. So that’s the kind of things I really see. Our students even don’t know 

what a computer is today because they have so many higher-level things they needed to learn. What is a 

computer? They don’t know. And on the other hand, there are so many things they have to learn. A lot 
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more than when I was a student. We have very limited knowledge for computers. But today we have a 

massive amount of knowledge in different things that need to be done. So, this is actually showing that 

the program continues growing, that the challenge is even bigger, is how do you organize different 

interests and be able to contribute more to certain disciplines together with the computer science. So 

that’s kind of a big challenge for us today, yeah.  

Yost:  Well, thank you so much David. This has been really fascinating and I’m so appreciative of— 

Du:  I don’t know if this, sort of—sort of a little bit of history. 

Yost:  Right, right. And the process is we’ll get this transcribed and then you’ll have a chance to make 

any edits you want and then it goes up on the web and is permanently archived with CBI. 

Du:  Ok. 

Yost:  Thank you so much— 

Du:  Ok. Thank you. Nice talking to you.  

Yost:  Have a great rest of your day. Bye. 

Du:  Yeah. You too. Ok, bye.  

 

  


