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Abstract

This dissertation consists of three chapters. In the first chapter, with coauthors Roger

Feldman and Stephen Parente, I use a novel data set from a private online marketplace to

estimate the demand for individual health insurance among a set comprising many high-

income consumers across 18 states. We find that consumers earning more than 4 times the

federal poverty level are willing to pay $30 to $135 per month to increase the actuarial value

of their insurance by 10 percentage points, much less than low-income consumers.

In the second chapter, I show that regulations to address adverse selection and com-

petition policy should be considered complements. To see the relationship, consider the

incentive for a firm to offer a product that appeals to low-risk consumers and leads high-risk

consumers to purchase insurance elsewhere. This incentive problem, which leads to ineffi-

cient consumer sorting, is worst in highly competitive markets and absent in a monopoly.

I estimate a model of the individual insurance market by combining the data from chapter

one with a risk prediction model to relate preferences to marginal cost. I find that the

largest welfare cost in the non-group market comes from high markups. Distortions com-

ing from extensive margin selection and inefficient sorting are significantly addressed by

current policies targeting adverse selection which are successful in improving total welfare.

However, in the most concentrated markets, insurance firms recapture most of the added

surplus through higher markups.

In the final chapter, I study the effect of competition on medical consumption through

the cost-sharing terms—e.g. copays and coinsurance rates— of the insurance products.

These terms determine the out-of-pocket price of medical care, which affect a patient’s

medical decisions and thus the patient’s health outcomes. Using medical claims data linked

to insurance products, I estimate a model of imperfect competition that incorporates adverse

selection, moral hazard, and selection on moral hazard. First, I show that, on average,

less competition leads to higher levels of cost-sharing but multi-product firms respond by

increasing the cost-sharing levels of some products and decreasing others. Second, I find

that medical consumption and health respond to cost-sharing terms. A $10 increase in the

primary care copay leads to a 5.4% decrease in medical consumption and a 0.1 percentage

point increase in inpatient mortality. Putting these results together, I find that a reduction

in competition via a merger leads to up to a 4% increase in the primary care copay, an

average reduction in medical spending of $17 per person, and an additional six inpatient

deaths per year. At estimates of the statistical value of a life, the reduction in spending is

more than outweighed by the cost of additional deaths.
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Chapter 1

The Demand for Individual

Insurance: Evidence from a

Private Online Marketplace

with Roger Feldman and Stephen T. Parente

1.1 Introduction

The non-group health insurance market, or individual market, is the only insurance

market available to nearly 40 million Americans who do not qualify for any public health

insurance program or receive an offer of health insurance through an employer. Prior to the

Affordable Care Act (ACA), this market exhibited low take-up rates and poor protection

against risk. The reforms introduced to the individual market by the ACA can be sorted

into two broad categories. The first category targets the supply of health insurance. The law

directly regulates the premiums and characteristics of insurance plans, requiring a threshold

of insurance quality and restricting explicit price discrimination based on health status.

While restricting price discrimination is desirable from a policy perspective, it worsens the

traditional problem of adverse selection that plagues insurance markets.

The second category of reforms targets consumers with a set of subsidies and a penalty

for being uninsured. In addition to directly assisting with insurance affordability, these

policies intend to mitigate adverse selection by encouraging broad consumer participation.

This is similar to the design of Medicare Part D, which regulates the private prescription

drug insurance market for Americans over the age of 65. A 75% premium subsidy and

steep penalties for late enrollment have been largely successful in solving the severe adverse

selection problem in prescription drug coverage (Atherly and Dowd (2009), Heiss et al.

(2009)).

Higher-income consumers that have previously been ineligible for premium assistance
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are an increasingly frequent target of policy making in the individual market. Recent

reforms include a temporary extension of health insurance premium subsidies to higher-

income households and efforts to make less comprehensive insurance products available

which might be attractive to households that do not receive subsidies and are more able to

bear the out-of-pocket risk of medical expenditures.

The necessity and efficacy of these reforms depend on the demand for health insurance

among the targeted set of consumers. In this paper, we estimate the demand for health in-

surance using a novel data set that provides evidence on the elasticities of consumer demand

in a new segment of the individual market: higher-income consumers. A large and growing

literature estimates discrete choice demand models for individual health insurance (Eric-

son et al. (2015), Shepard (2016b), Jaffe and Shepard (2017b), Tebaldi (2020b), Saltzman

(2019b), Drake (2019)), but because of data availability this literature focuses on purchases

made through government-run exchanges in a few states—primarily in Massachusetts and

California. While these data provide opportunities to study many aspects of market design,

they typically do not include many higher-income households that make up roughly a third

of eligible consumers and face higher, unsubsidized premiums.

Since government-run exchanges are the primary source of subsidies and the target

of enrollment efforts, most exchange consumers are low-income and currently qualify for

subsidies—87% of households buying insurance through the exchanges receive premium

subsidies (ASPE (2016))—and a substantial amount of previous work has found that income

is important in explaining health insurance choices (e.g., Tebaldi (2020b),Saltzman (2019b)).

This same income group represents only 69% of the national market.

Our data, which come from a large private online insurance broker, contain roughly

equal shares of low-income individuals who are eligible for subsidies and high-income in-

dividuals who are not. Therefore, it provides new evidence on the demand for individual

health insurance among higher-income households who do not typically purchase insurance

through the government-run exchanges. An additional advantage of our data is its broad

geographic coverage that complements existing insurance demand studies. Our estimation

sample has 126 local rating areas in 18 states.

We model consumer demand for individual health insurance using a nested logit model,

with different levels of insurance coverage in a single nest and the outside option of being

uninsured in a single-component nest. The data provide two sources of identification for the

premium elasticity of insurance demand. The first is within-market variation in household-

level premiums that results from the premium regulations in the ACA (Tebaldi (2020b),

Saltzman (2019b), Drake (2019)). The second source of variation comes from cross-sectional

differences in premiums across different geographies. Geographic variation in health care

costs and spending has been extensively documented; this provides an additional source of
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plausibly exogenous variation in the cost and price of insurance (Finkelstein et al. (2016),

Dartmouth Atlas).

We find that consumers’ willingness to pay for insurance falls dramatically with income.

Consumers in the lowest income group, earning less than 250 percent of the federal poverty

level (FPL), are willing to pay $64 to $231 per month for an additional 10 percentage points

in actuarial value. This is analogous to reducing the gross expected coinsurance rate by 10

percentage points. Consumers in the highest income group, earning more than 400 percent

of the federal poverty level, are willing to pay $30 to $135 per month, a reduction of 40

to 80 percent. We also find that consumers in our data are highly price-elastic, and the

lowest-income consumers are especially sensitive to insurance premiums.

The main contribution of this paper is to the literature on the demand for individual

health insurance. A recent literature has investigated many aspects of consumer demand in

the markets newly regulated by the ACA (Frean et al. (2017), Dafny et al. (2015), Abraham

et al. (2017b), Drake et al. (2020), Drake (2019), Tebaldi (2020b), Saltzman (2019b)). Our

paper builds on this work by studying the demand of consumers who purchase insurance

through a third party, online broker. We find price elasticities at the upper end of estimates

in the literature, which suggests that consumers seeking insurance via this third party

platform may be more price-conscious than previously reported.

Our demand estimates imply that the semi-elasticity of insurance coverage with respect

to a $100 increase in the mandate penalty is -7.0, -1.8, and -4.2 for households who earn less

than 250 percent of FPL, 250 to 400 percent of FPL, and more than 400 percent of FPL,

respectively. For example, a $100 increase in the annual penalty leads to an increase of 7.0

percent in the share of insured among low-income consumers. These estimates are consistent

with the literature, which finds estimates of the semi-elasticity of insurance coverage between

-1 and -10, and higher elasticities among low-income populations. Many of the estimates

on the high end of this range are based on low-income households (Finkelstein et al. (2019),

Jaffe and Shepard (2017b)), and lower estimates among higher-income populations (Tebaldi

(2020b), Sacks et al. (2018), Hackmann et al. (2015), Saltzman (2019b)).

Section 1.2 describes the institutional details of the post-ACA individual health insur-

ance landscape. In Section 1.3, we describe the data. In Section 1.4, we outline the demand

model. In Section 1.5, we present the results of the demand estimation.

1.2 The Individual Market for Health Insurance

The individual market covers roughly 18 million people and offers coverage to 20 mil-

lion more individuals who remain uninsured. Local markets are typically characterized by
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competition among several insurance companies offering dozens of different health insur-

ance plans. The set of available plans varies widely over 501 state-demarcated geographic

“rating areas,” but the financial characteristics of all plans are somewhat standardized.

Every insurance plan is required to cover certain benefit categories and preventive services.

Total allowable out-of-pocket expenditures must be below a federal limit of $8,200 for an

individual in 2020. The main feature of product differentiation is the network of medical

providers that are available within a particular insurance plan.

Companies offer menus of health insurance contracts that fall into four “metal” cat-

egories of ascending generosity: Bronze, Silver, Gold, and Platinum. The metal levels

correspond to plans with actuarial values (the percentage of expected expenditures cov-

ered) of 60%, 70%, 80%, and 90%, respectively. A fifth category of Catastrophic plans

covers many of the same benefits but with exceptionally high deductibles, typically equal

to the maximum allowable out-of-pocket expenditure. Companies set base premiums that

may vary by insurance plan and rating area.

In contrast to group health insurance, premiums in the individual market are household-

specific. The premium of any given plan varies by household size, the age of each household

member, and whether or not the enrollees smoke, according to a formula specified by regula-

tion. Most states have adopted the federal default age rating curve which, in 2015, required

insurance companies to charge the base premium to consumers between 21 and 24 years

of age. The premium increases monotonically to 3 times the base rate for a 64-year old

and charges a flat 0.635 times the base rate for children under the age of 21. A household

purchasing a family plan pays the cumulative premium for all adults and the first three

children. Additional children are covered for free. States may require that smokers pay up

to 50% higher premiums, and 40 states have chosen the maximum smoker surcharge.

Consumers are eligible for an income-adjusted premium subsidy if they do not have

an affordable offer of employer-sponsored insurance and are not eligible for another public

insurance program. Subsidy eligibility begins at 100 percent of the Federal Poverty Level

(FPL)—an income threshold that accounts for household size—and gradually phases out

up to 400 percent of FPL. Households at 100 percent of FPL are offered a fixed subsidy that

allows them to purchase the second-lowest price Silver plan for approximately 2 percent of

household income. The subsidy declines monotonically with income, until households at

400 percent of FPL pay 9.5 percent of household income for the second-lowest price Silver

plan. Consumers who earn more than 400 percent of FPL do not receive any subsidy.

Premium contributions for those receiving subsidies are adjusted annually to reflect the

excess premium growth over income growth. To date, these increases have been small (1-2

percent every year).

Consumers between 100 percent and 250 percent of FPL receive additional cost sharing
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subsidies that increase the generosity of Silver plans through lower deductibles and maxi-

mum out-of-pocket expenditure limits. These benefits are very large for households earning

between 100 and 150 percent of FPL and smaller for those earning over 200 percent of FPL.

A household that did not purchase health insurance was subject to the individual

mandate penalty until 2019. The penalty was the maximum of a fixed per-person fee

and a percentage of income. The fixed fee was $95 per adult in 2014, $325 per adult in

2015, and $695 per adult since 2016. The penalty for children was half of the adult value.

The percentage of income penalty was 1% of income above the tax-filing threshold for the

household’s filing status in 2014, 2% in 2015, and 2.5% since 2016. In both cases, the

maximum penalty was the national average annual premium for a Bronze plan.

Catastrophic plans were considered sufficient coverage to avoid the penalty only for

individuals under the age of 30 or households that qualified for a hardship exemption. Others

were required to purchase at least a Bronze plan. The individual mandate penalty was cut

to $0 by the Tax Cuts and Jobs Act of 2017 (PL 115-97), effective in 2019. Individuals are

nominally required to purchase insurance, but there is no penalty for choosing not to.

1.3 Data

1.3.1 Choice Data

The primary data for the choice model are individual plan choices through a private

online marketplace that sells plans both on and off the ACA health insurance exchanges.

Since the implementation of the ACA, households seeking coverage in the individual market

can purchase insurance plans through three main channels. First, households can purchase

insurance directly from an insurance firm, either through the firm’s website or by phone.

Second, households can enroll in insurance plans through the government-run ACA health

insurance exchanges in each state. The plans offered through the government-run website

are often referred to as “on-exchange” and are subject to some additional regulations, such

as requiring each participating insurance firm to offer both Silver and Gold plan options.

Finally, households can use the assistance of a third-party exchange or broker to view

available options and enroll in a plan. We look at choices made through one such broker—a

large private online marketplace. In addition to “on-exchange” plans, the online marketplace

offers some “off-exchange” plans as well. This distinction is minimal for insurance firms

that offer some plan types on and off the exchange. However, some insurance firms do not

participate in the government-run exchanges in some states and are therefore unavailable

through the government-run platform.

Consumers can visit this marketplace to view the available insurance options in their
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rating area and enroll in one of those plans. In 2015, this marketplace was authorized to

sell subsidized health insurance plans in many states, including states that use the federal

HealthCare.gov exchange. The data contain the choices of subsidized and unsubsidized

consumers in 48 states.

The data contain information on the age of the head of household, household income

(with some missing values), the number of members in the household, and whether or not

the household contains a smoker. The data also contain the value of a subsidy received

and information about the insurance plan selected including the metal level and the plan

name. Because the choice sets used in estimation are aggregated to the metal level (further

explained in Section 1.3.3), the only information we use from this data about the selected

plan is the selected plan’s metal level.

An observation in the data represents a household, but we observe only one age and

smoking status. We assume this is the age and smoking status of the head-of-household who

purchased the plan. However, to match the household to its relevant choice set, we have to

know the ages of every adult (over the age of 14) in the household. If the household contains

two people, we assume that it contains two adults of the same age. If the household contains

more than two people, we assume that it contains two adults of the same age and that all

additional persons in the household are children under the age of 20. We assume that

the smoking status refers only to the head of household and apply the maximum smoking

penalty allowed by the household’s state.

We can test our assumptions on household composition for a subset of observations

where we observe the total price paid for the selected plan. Using the observed total price

and the median premium within the selected metal level and insurance firm, we can impute

the household-level age rating. The correlation between our simple age rating rule and

the age rating in the imputed sample is 0.90. We experimented with more detailed rating

imputations based on the observed sample of prices paid and found it does not significantly

affect our results.

We observe or can compute the income of every individual who receives a subsidy. The

subsidy formula comes from a direct function of the price of the second-lowest price Silver

plan in the rating area, the household-level age rating, and household income expressed

as a percentage of FPL. By inverting this equation, we can compute the income of any

household that receives a positive subsidy. There is some error in this computation due

to the assumption about household age ratings, but it is negligible. Among the 41,000

households for which we observe both household income and the value of a subsidy, the

correlation between household income and the imputed income measure is more than 0.99.

We do not observe the incomes of most individuals who do not receive subsidies. We

assume these individuals have income levels that make them ineligible for subsidies. This
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assumption is not terribly restrictive. It requires us to assume that every individual eligible

for a subsidy receives a subsidy, or at least selects a plan as if they would receive the subsidy

for which they are eligible. There is some evidence that a non-trivial amount of subsidy-

eligible consumers do not receive them on a monthly basis. However, all eligible consumers

should eventually receive the full value of the subsidy for which they are eligible when they

file their income taxes.

We restrict the analysis to markets in which we observe the entire choice set and can

be reasonably confident that the marketplace represents the complete choice set of health

insurers. Using Medical Loss Ratio reporting data, we observe aggregate state-level market

shares for health insurance firms. We throw out any markets in which there are no purchases

from insurance firms that have more than 5% market share in the state. In this way, we

hope to ensure that the sample of choices is not limited to only a portion of the market.

We discuss the choice sets in Section 1.3.3.

After dropping additional observations because of missing data, the remaining data

set includes roughly 92,500 household health insurance choices across 126 rating areas in 18

states.

1.3.2 Uninsured

Our data on insurance product choices do not include the outside option: the choice

to be unsinsured. However, we can observe households that choose to be uninsured in the

2015 American Community Survey (ACS). We use the ACS to construct market shares for

uninsurance among households with similar observable characteristics as those in our data.

We match uninsurance rates in the ACS to households in our choice data conditional on the

state in which they live, whether or not the head of household is over the age of 35, whether

or not the household is eligible for a subsidy, and whether the household has one, two, or at

least 3 members. One limitation is that this relies on the assumption that households that

select insurance through the private online marketplace and appear in our data are similar

to households in the ACS, conditional on age, income, and household size.

We consider the population that might purchase individual health insurance to be any

legal US resident who is not eligible for Medicaid or Medicare and does not have affordable

access to health insurance through their employer. Technically, any individual can switch

from these insurance categories to the individual market at any time; however, the insurance

plans in the individual market are considerably more expensive and typically require more

cost sharing. This type of switching is likely to be infrequent. We consider an individual to

have an offer of health insurance through an employer if they are currently enrolled in such

a plan, their spouse is enrolled, or their parent is enrolled and they are still a tax dependent.
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We consider this offer to be affordable for family coverage if the average employer-sponsored

premium in 2015, $4,955, is less than 9.5% of household income (Claxton et al. (2015)).

Dependents who have access to employer-sponsored insurance through the head of the

household that exceeds 9.5% of household income are still eligible for premium subsidies

in the individual market. Some individuals have an offer of employer-sponsored insurance

but do not accept it, and we cannot observe them. We treat these consumers as identical

to other participants in the individual market, though by law they cannot receive health

insurance subsidies. This population is small (Planalp et al. (2015)).

To identify Medicaid coverage and tax dependents, we adapt a methodology outlined

by the Government Accountability Office (GAO (2012)). Medicaid eligibility is determined

by state-level eligibility categories defined by income, age, and family status. We assume

that everyone who is enrolled in Medicaid in the ACS is eligible. To address under-reporting

of Medicaid enrollment, we define any parent who receives public assistance, any child of

a parent who receives public assistance or is enrolled in Medicaid, any spouse of an adult

who receives public assistance or is enrolled in Medicaid, or any childless or unemployed

adult who receives Supplemental Security Income payments as being enrolled in Medicaid.

An individual is considered eligible for Medicaid or CHIP if his or her household income

falls within state-specific eligibility levels. We assume that individuals who are determined

to be eligible for Medicaid, but report enrollment in private individual or group coverage,

are enrolled in Medicaid. We believe this corrects for those who confuse Medicaid managed

care programs with private coverage, and Medicaid with employer-sponsored insurance.

1.3.3 Choice Sets

We observe only the ultimate choices made by consumers, not the set of available

options (the choice set). To construct choice sets, we use the HIX 2.0 data set compiled

by the Robert Wood Johnson Foundation. This data set provides detailed cost-sharing and

premium information on plans offered in the individual market between 2014 and 2017.

The data are nearly a complete depiction of the individual health insurance market for the

entire US, but in some markets, cost-sharing information is missing or insurance firms are

missing altogether.

The choice sets in each market are large. The median number of choices per market is

166, and these plans do not necessarily overlap with other markets. Because we observe only

a sample of choices, we do not observe many plans being chosen. This does not necessarily

imply that these plans have no market share, but simply that the choice set is large relative

to the observed number of choices.

To address the large number of plans relative to the number of choices, we model only
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five categorical choices, which correspond to the four metal levels and the Catastrophic

plan. This requires us to aggregate plans into plan types. We assume the consumer’s plan

choice is the plan with the 25th percentile premium in each product category in that rating

area. If that premium corresponds to plan A, then we set the cost sharing characteristics

(deductible and maximum out-of-pocket spending) equal to those of plan A. We prefer this

method over separately aggregating the premium, deductible, and maximum out-of-pocket

expense, as those variables may be related in endogenous ways. This specification is similar

to taking the median plan characteristics, or aggregating separately to the mean or median

of each individual characteristic. This approach abstracts from demand differences across

insurance firms, which is not the focus of our paper.

1.3.4 Descriptive Facts

We present two sets of descriptive facts about the data. First, we describe the de-

mographics of consumers in our data, and we show evidence that income is an important

factor driving selection into the private online market relative to other avenues for purchas-

ing insurance. Second, we show descriptive evidence on how consumer choices of whether

to buy insurance and which insurance plan to buy depend on the price of insurance, which

varies across households and geography.

In Table 1.1, we summarize the private online market and compare it to two other ref-

erences on the individual insurance market: the 2015 American Community Survey (ACS);

and enrollment through the federal health insurance website, HealthCare.gov. The ACS of-

fers the broadest depiction of the health insurance market across all purchasing platforms.

The US Department of Health and Human Services (HHS) publishes detailed descriptive

statistics for health insurance purchases through HealthCare.gov, which allows us to make

plan choice comparisons with our data. All data sources are restricted to the same set of

US states that are in our estimation sample.

The maximum age of households in the private online market is similar to the pop-

ulation of eligible households in the ACS. The ages of consumers who purchase insurance

through HealthCare.gov are similar, but we only have data on the age distribution of all

members rather than the maximum age of each household.

Consumers in the private online market have substantially higher incomes than those

in the ACS and those purchasing through Healthcare.gov. In the private online market,

57% of consumers earn over 400 percent of FPL, while only 20% of consumers in the ACS

and only 9% of consumers purchasing through Healthcare.gov meet that income threshold.

The most popular insurance products in both the private market and HealthCare.gov

are Silver plans, though these plans have a much higher market share on Healthcare.gov.
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Table 1.1: Comparing the Private Marketplace to Other Data Sources

Private Marketplace

ACS Healthcare.gov Estimation Re-weighted
Sample Sample

Maximum Household Age*

Under 18 0% 9% 0% 0%

18 to 25 16% 11% 8% 12%

26 to 34 23% 17% 27% 27%

35 to 44 21% 17% 25% 19%

45 to 54 23% 21% 23% 22%

55 to 64 17% 24% 16% 20%

Household Income

Less than 200% FPL 61% 75% 30% 75%

250% to 400% FPL 19% 16% 13% 16%

More than 400% FPL 20% 9% 57% 9%

Metal Level Selections

Catastrophic 1% 3% 1%

Bronze 23% 38% 24%

Silver 67% 44% 68%

Gold 7% 12% 6%

Platinum 2% 3% 1%

Sample Size* 118,427 4,084,834 92,502 92,502

Notes: The private marketplace data is higher income and more concentrated in bronze plans than

other data sources, but after controlling for income, plan choices are similar across data sources. The

first column contains data from households in the American Community Survey (ACS) that do not get

insurance through the government or an employer. The second column come from the public use files

describing enrollment through the federal Healthcare.gov platform. The final two columns describe the

data from a private insurance marketplace used in this paper. The first of these is the sample used for

estimation, and the second is a sample that has been re-weighted to match the income distribution of

the Healthcare.gov data.

* The maximum age distribution and the sample size refer to households, with the exception of the

Healthcare.gov data where household information is unavailable. The statistics for Healthcare.gov are

computed from individuals.

Nearly 70% of consumers on HealthCare.gov purchase a Silver plan, while less than half of

consumers on the private online marketplace do so.
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The preference for Silver plans is closely related to consumer income, both because

premium subsidies target the affordability of Silver plans and because low-income house-

holds receive cost-sharing reductions when purchasing Silver plans (see Section 1.2 for more

details). To show the importance of selection on income, we also compute demographic

distributions in the private online marketplace after re-weighting to match the geographic

and income distribution of consumers who purchase insurance through HealthCare.gov in

the same states. We compute this re-weighting using 50 percentage point increments of

household income as a percent of FPL and the rating area. The results are presented in the

final column of Table 1.1.

After re-weighting the estimation sample by income, the market share of each insurance

product in the private online marketplace is nearly identical to that in HealthCare.gov. The

re-weighting is also associated with some changes to the age distribution of households, but

these changes are relatively small. This suggests that income is an important aspect of

selection into the private online marketplace and that consumers appear to have roughly

similar preferences, conditional on income.

In Table 1.2, we demonstrate the variation in premiums and choices across demographic

groups. Due to the age rating curve, households with the oldest members face premiums

that are 2 to 3 times higher than those with young members. And due to premium subsidies,

low-income households face premiums that are roughly $200 per month cheaper than high-

income households that pay full price. Older and younger households select very similar

plans, but income is associated with large differences in plan selection. A large majority of

low-income households select Silver plans, while only 29 percent of high-income households

do so. This is partially due to the premium subsidies, but also the additional cost-sharing

reductions that are provided to low-income households enrolled in Silver plans.

In Figure 1a, we plot the share of insured individuals relative to the median premium

of a Silver plan in the household’s rating area, unadjusted for the age, income, or size of

the household. Each dot on the graph displays the average share of consumers who are

insured based on $20 increments in the median premium of a Silver plan, and the size of

the dot represents the number of consumers. Higher-income consumers are more likely to

be insured, and consumers facing a higher price of insurance are less likely to be insured.

However, the relation between the insurance rate and price is not very strong. For consumers

who earn at least 250 percent of FPL, a $100 increase in the monthly premium is associated

with only a 5 percent decline in the share of insured. For consumers who earn less than 250

percent of FPL, the share of insured is flat relative to the insurance premium.

We also show that consumers facing a higher relative premium of Silver plans are less

likely to select Silver plans. In Figure 1b, we plot the share of consumers who choose a

Silver plan among households that purchase either Silver or Bronze relative to the difference
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Table 1.2: Premiums and Market Shares Across Demographic Groups

Bronze Silver Gold Platinum

Average Monthly Premium

Maximum Household Age

18 to 25 131 167 212 293

26 to 34 167 207 257 348

35 to 44 180 222 276 373

45 to 54 209 266 341 471

55 to 64 261 347 460 661

Household Income

Less than 250% FPL 59 111 179 306

250% to 400% FPL 183 242 320 459

More than 400% FPL 260 308 370 475

Share of Plan Choices

Maximum Household Age

18 to 25 31% 55% 11% 3%

26 to 34 36% 46% 14% 4%

35 to 44 41% 42% 13% 4%

45 to 54 42% 43% 11% 3%

55 to 64 42% 47% 9% 2%

Household Income

Less than 250% FPL 19% 76% 5% 1%

250% to 400% FPL 43% 44% 10% 2%

More than 400% FPL 50% 29% 16% 5%

Notes: This table displays the average monthly premium and the share of

plan choices for each metal level (excluding Catastrophic) by household age

and household income. The average monthly premium is calculated as the

average of the 25th percentile of premiums available to a particular house-

hold within a particular metal group, after adjustments to the premium due

to age, income, and family size. This matches the methodology used in es-

timation, but the variation across groups and plans is similar if we use the

median or the mean of premiums available to a particular household.

between the median Silver plan premium and the median Bronze plan premium. Each dot

on the graph displays the average Silver share for $5 increments in the difference between

the Silver and Bronze premium, and the size of the dot represents the number of consumers.
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Lower-income consumers are more likely to select Silver plans over Bronze plans. This is

especially true for consumers who earn less than 250 percent of FPL and receive cost-sharing

subsidies that increase the value of Silver plans. However, it remains true even for income

groups above 250 percent of FPL that face the same level of Silver plan cost-sharing.

This variation is central to the demand estimation that follows. The parameters will be

identified using variation in the monthly premium for the same products across households,

as well as similar households in different geographic areas that face different prices. A

detailed description of the model follows in the next section.

(a) (b)

Figure 1.1: Demand and Price

Note: This figure displays the raw relationship between the quantity sold of insurance products and the

price of insurance. The left panel shows the share of individuals that purchase insurance with respect to

the median price of a silver plan for those households. The right panel shows the share of households that

purchase a Silver plan among households that purchase either Silver or Bronze relative to the difference

between the median Silver plan premium and the median Bronze plan premium. Source: ACS, Private

Online Marketplace, HIX 2.0

1.4 Empirical Model

In this section, we present the empirical discrete choice model of health insurance

demand. We first present a general description of the environment and model, and then

provide details on the estimation and identification of the key parameters.
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1.4.1 Model Description

There are R rating areas, indexed by r, and Jr health insurance plans offered to the

households in each region. Product characteristics are the annual premium (p); observed

attributes (X) which include the annual insurance deductible and the maximum allowed

out-of-pocket spending; and unobserved product quality (ξ).

The choice set for each household consists of up to five available metal levels (See

Section 1.3.3). Every household has at least three options: Bronze, Silver, and Gold. Only

some rating areas have Platinum plans available and only households with no one over the

age of 30 may purchase Catastrophic plans.

Household demographics (Z) include age, income, and household size. The premium

of each insurance plan depends on these characteristics. In particular, a household has an

associated age rating factor (a) that depends on the size, age composition, and smoking

status of the household, and a premium subsidy (b) that depends on the size and income of

the household. The premium paid by household i for plan j in region r is a linear function

of the base premium of the insurance plan, pijr = aipjr − bi, with a minimum allowable

premium of $0.

If a household does not select an insurance plan and instead decides to be uninsured,

the household is still charged a price equivalent to the mandate penalty (m), which also

depends on household characteristics. Since the mandate penalty was in place during 2015,

the time period of our data, we maintain this price in estimation.

Households choose a plan j or the outside option of being uninsured to maximize

utility. The indirect utility of household i in rating area r selecting plan j or the outside

option (j =0) is given by:

uijr = γ′Zi + αipijr + β′iXjr + ξjr + εijrui0r = αimi0r + εi0r (1.1)

where γ captures how the mean value of insurance depends on household demographics,

βi represents preferences for observed product attributes, and αi is the utility value of

money, which applies equivalently to the mandate penalty and the insurance premium. We

do not allow individuals to value the mandate differently than premium dollars. There is

some evidence that individuals are more sensitive to a mandate because of a preference for

compliance (Saltzman 2019), but individuals may appear to be less sensitive to the statutory

level of the mandate penalty because they pay less than the full value of the penalty (Lurie,

Sacks, and Heim 2019).
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1.4.2 Estimation Strategy

Our estimation strategy captures two features of the demand for health insurance.

First, we quantify the extent to which being uninsured is a close substitute for insurance

products. Roughly half of the households in each market area we analyze are uninsured, a

much higher rate than the market share for any particular product. Such a large market

share would imply substantial substitution between each insurance product and uninsur-

ance, unless insurance products are closer substitutes to one another than to uninsurance.

To capture this pattern of substitution, we estimate a nested logit specification that

allows individuals to have unobserved idiosyncratic preferences for insurance. Formally,

εijr = ζir + (1− σ)ωijr ∀j 6= 0 (1.2)

where ωijr is distributed by type I extreme value, and ζir is distributed such that εijr

is type I extreme value. The parameter σ governs the substitutability of insurance products

and uninsurance. The case of equal substitutes if given by σ = 0, with σ =⇒ 0 implying

that the products are not substitutes for uninsurance.

The second important feature of demand is that premiums may be correlated with

unobserved product quality, leading to potentially biased estimates of the premium elasticity

of demand and the effect of the insurance mandate penalty. We identify the premium

elasticity by using the regulated, non-linear price function itself as a source of variation in

premium uncorrelated with the unobserved quality of insurance (Tebaldi (2020b), Drake

(2019), Saltzman (2019b)).

We aggregate consumers into demographic groups θ, which consist of three-year age

brackets, household size (up to 4 members), and 50 percentage point increments in household

income relative to the federal poverty limit (up to 400 percent). From Berry (1994), we can

write the nested logit model as a linear equation:

log(Sθjr)− log(Sθ0r) = γ′Zθr + αθpθjr + β′θXjr + σ log(Sθjr/(1− Sθ0r)) + ξθjr (1.3)

where Sθjr is the market share of product j in market r among demographic group θ and

pθjr is the average premium of the product for consumers in demographic group θ in market

r. The vector of demographic characteristics Zθr includes 4 age categories (18-30, 31-40, 41-

50, and 51-64), three income categories (less than 250 percent of FPL, 250 to 400 percent of

FPL, and more than 400 percent of FPL), and whether the household is a single consumer

or not. Importantly, these are coarser than the demographic groups that define θ. The

premium elasticity parameter and the preferences for observed attributes also depend on

these same household demographic characteristics, i.e. αθ = α′Zθr.

We allow the unobserved quality, ξθjr, of each insurance product to potentially be
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different across demographic groups. We use two sets of fixed effects to assist in the identi-

fication of the premium elasticity. First, we use fixed effects for the rating areas in which the

products are offered and a dummy variable for whether or not the insurance plan exceeds

an actuarial value of 80%. Second, we use the Cartesian product of these two categorical

variables. Through these fixed effects, we allow the quality of an insurance product to be

market-specific, and in the most flexible specification, we allow variation in quality across

markets to be different for the most and the least comprehensive insurance products.

The key assumption to identify price sensitivity is that pθjr and ξθjr are uncorrelated.

Our data contain two plausibly exogenous sources of variation in the insurance premium.

The first source is due to the premium regulation formula, which adjusts the premium paid

for the same product according to the age, income, and size of the household. While we

allow preferences for insurance to depend on coarse measures of these demographics, the

remaining variation within each coarse demographic groups provides identification. This

argument is outlined in detail in Tebaldi (2020b). The second source of identification comes

from geographic variation in insurance premiums, driven in part by the large variance in

health care costs (Finkelstein et al. (2016), Dartmouth Atlas). After controlling for varia-

tion in the quality of insurance in each rating area through fixed effects, some identifying

variation remains in the relation between consumer behavior and the relative prices of dif-

ferent insurance products in each area. In Section 1.3.4, we describe the variation in the

data that drives this identification.

Intuitively, the nesting parameter σ is identified through the relation between the value

of the nest of inside goods, i.e. the different types of insurance products, and the share of

consumers who decide to purchase any insurance at all. While the value of the inside good

is only a model concept, the same variation in price across households can identify this

parameter through its association with the likelihood that those households are insured.

The nesting term in the regression, log(Sθjr/(1 − Sθ0r)), requires an instrument to

deal with the easily apparent endogeneity. We use a measure of the “leave-out share”—the

average inside market share of the same metal level for households of type θ in all states

other than the state that includes region r. This is similar to other methods that have been

used to identify both the nesting and premium elasticity terms (e.g. Panhans (2017)), and

it targets the key exogenous variation in the data that motivates both the identification of

the nesting and price elasticity terms.

Finally, we estimate two versions of our demand equation with different sets of observed

product characteristics. The first estimation uses two measures of the out-of-pocket risk

of the insurance plan: the deductible and excess out-of-pocket risk after the deductible.

The deductible measures the amount consumers must spend before receiving any insurance

benefits. The excess out-of-pocket risk measures the difference between the deductible
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and the maximum allowable out-of-pocket spending in the insurance plan. In the second

estimation, we use the actuarial value of the insurance plan to summarize the observable

attributes. The actuarial value represents the average expected insurance coverage rate of

the plan. For example, an insurance plan with an actuarial value of 70% is expected to

cover 70% of a consumer’s medical expenses, on average.

Since the demographic groups are small, the data contain some observations where

Sθjr is equal to zero. We follow the common solution to this problem by adding a small

constant to each share. We estimated the demand equation with a wide range of constant

values and present results for the value of 10−6. At this magnitude, the results are robust

to changes in the value of the constant.

1.5 Estimation Results

In Table 1.3, we present the results of our demand estimation. Columns 1 and 2 present

results for the demand specification with deductible and excess out-of-pocket risk with each

set of fixed effects. Columns 3 and 4 present results for the demand specification with the

actuarial value of insurance with each set of fixed effects. The nesting parameter (σ) and

the premium sensitivity parameters are consistent across all of these specifications. The

willingness to pay for insurance, while measured differently in each specification, is also

consistent. We will focus in this section on the specification with actuarial value and the

finest set of fixed effects, presented in column 4.

Table 1.4 presents the results from the first stage regression that identifies the nesting

parameter. The leave-out share is a statistically significant predictor of the endogenous

nesting term, and the F-statistic is larger than 10,000. Therefore, there is little concern for

a weak instrument.

Demographics are an important determinant of premium sensitivity, which decreases

with age, household size, and income. Income has the largest effect on premium sensitivity.

Low-income consumers are roughly twice as elastic to the premium as consumers with

a household income more than 250 percent of FPL. Families are less premium sensitive

that single households, and while households with older members are slightly less premium

sensitive, these findings are not statistically significant.

Consumer preferences for insurance are declining with income. In Table 1.5, we display

consumer willingness to pay for 10 additional percentage points of actuarial value, analogous

to moving from a Bronze plan to a Silver plan. For nearly every demographic group of age

and household size, the willingness to pay for insurance is decreasing in income. In the

youngest age group, the willingness to pay for additional insurance declines from $164 per

month and $212 per month for single and non-single households earning less than 250
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Table 1.3: Demand Estimates

(1) (2) (3) (4)

Coeff. Std. Err. Coeff. Std. Err. Coeff. Std. Err. Coeff. Std. Err.

Household Premium -1.016 0.051 -1.059 0.052 -1.111 0.053 -1.114 0.053

Age 31 - 40 -0.066 0.058 -0.066 0.058 -0.117 0.060 -0.120 0.060

Age 41 - 50 -0.030 0.053 -0.019 0.053 -0.045 0.055 -0.048 0.055

Age 51 - 64 0.070 0.050 0.101 0.049 0.049 0.052 0.050 0.052

Family 0.187 0.022 0.181 0.022 0.188 0.023 0.183 0.023

250 - 400% FPL 0.619 0.036 0.584 0.036 0.767 0.038 0.759 0.038

More than 400% FPL 0.495 0.031 0.484 0.031 0.621 0.032 0.622 0.032

Deductible -1.299 0.033 -1.394 0.033

Age 31 - 40 -0.006 0.036 -0.012 0.036

Age 41 - 50 0.001 0.035 -0.006 0.034

Age 51 - 64 -0.006 0.032 -0.007 0.032

Family -0.061 0.023 -0.091 0.024

250 - 400% FPL 1.195 0.034 1.137 0.034

More than 400% FPL 1.165 0.031 1.170 0.031

Additional OOP Risk -1.003 0.035 -1.084 0.035

Age 31 - 40 0.149 0.041 0.145 0.041

Age 41 - 50 0.002 0.040 -0.002 0.040

Age 51 - 64 -0.066 0.038 -0.068 0.038

Family -0.059 0.027 -0.080 0.027

250 - 400% FPL 0.892 0.035 0.848 0.035

More than 400% FPL 0.998 0.033 0.997 0.033

Actuarial Value 21.702 0.564 21.978 0.568

Age 31 - 40 0.695 0.601 0.721 0.600

Age 41 - 50 0.420 0.581 0.491 0.581

Age 51 - 64 0.699 0.548 0.669 0.549

Family 1.277 0.392 1.729 0.398

250 - 400% FPL -19.873 0.576 -19.601 0.578

More than 400% FPL -19.555 0.515 -20.187 0.519

σ 0.616 0.010 0.606 0.011 0.621 0.010 0.614 0.010

Fixed Effects

Market Y Y

Product Category Y Y

Market-Category Y Y

N 62,384 62,384 62,384 62,384

Notes: This table displays the results from the demand estimation. All dollar values used in estimation are

denominated in thousands, including annual base premium, annual household premium, deductible, and

additional out-of-pocket (OOP) risk. The number of observations is equal to the product of the number

of demographic groups ( 15,460) and the size of the choice set (4.04 choices on average). Each panel of

the table displays the base value for a given characteristic followed by the demographic interaction terms.

Every specification also includes the same set of demographic variables as fixed effects.
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Table 1.4: First Stage of Demand Estimation

Log Market Share

Log Leave-Out Share 0.831

(0.007)

Constant Y

N 62,384

F-statistic 12,550

R2 0.1679

Notes: This table displays the results from the first

stage of demand estimation. The instrument is used

to identify the nesting parameter in the demand spec-

ification.

percent of FPL to $30 per month and $95 per month for single and non-single households

earning more than 400 percent of FPL. This large decline is typical of each age group and

monotonic across the three income categories, with the exception of non-single households

with a member over the age of 50.

These results suggest that higher-income households are more willing to self-insure

their out-of-pocket costs. This is consistent with other research that shows protecting

against medical expenses is a motivation for wealth accumulation (De Nardi et al. (2010)).

When insurance is sold at a premium above its actuarial value, households that have the

ability self-insure against medical risks may choose to do so rather than pay the markup

for additional insurance. In this environment, households have more affordable access to

insurance that covers all catastrophic medical events that exceed about $6,600 during the

year, which likely makes the choice to self-insure for the remaining out-of-pocket expenses

more attractive.

While low-income consumers have higher willingness to pay for additional insurance,

they also have negative average consumer surplus from purchasing insurance. Average

consumer surplus for Silver plans is -$5 per month among low-income consumers. That

low-income consumers still have a lower willingness to pay than the total price of insurance

is consistent with other studies of low-income insurance demand (Finkelstein et al. (2016)).

Low-income consumers in our data have relatively high rates of uninsurance, and conditional

on purchasing insurance, they select generous insurance products. This data drives the

finding of both a high willingness to pay for additional insurance and low total consumer

surplus.
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Table 1.5: Willingness to Pay for Additional Insurance

Household Income (% of FPL)

< 250% 250% - 400% >400% FPL

Single Households

Age 18 - 30 164 56 30

Age 31 - 40 153 54 34

Age 41 - 50 161 59 35

Age 51 - 64 177 83 46

Non Single Households

Age 18 - 30 212 199 95

Age 31 - 40 194 138 82

Age 41 - 50 206 175 94

Age 51 - 64 231 326 135

Notes: Higher-income consumers have a lower willingness to pay for

additional insurance than low-income consumers. This table displays

consumer willingness to pay for a 10 percentage point increase in the

actuarial value of an insurance plan in dollars per month. The results

are computed from specification 4 in Table 1.3 by dividing the demo-

graphic specific coefficient for actuarial value by the demographic specific

coefficient for price.

In Table 1.6, we present the estimated cross-product semi-elasticities for each income

group. These semi-elasticities represent the percentage change in the aggregate market share

of each metal level (rows) as a result of a $100 increase in the annual premium of another

metal level (columns). We also include the semi-elasticity with respect to a $100 increase in

the mandate penalty. The nested logit demand model assumes that semi-elasticities between

products within each nest are identical, which appears for Bronze, Silver, and Gold plans.

The semi-elasticities for Catastrophic and Platinum plans differ slightly because they are

offered only to a subset of consumers. Our estimated nesting parameter σ governs the extent

to which these within-nest semi-elasticities are similar to the semi-elasticity of uninsurance.

We find that the lowest-income consumers who earn less than 250 percent of FPL

are the most premium elastic, especially for products other than the Silver plans. A $100

increase in the annual Bronze, Gold, or Platinum premiums leads to a 34.3% to 38.4%

reduction in the plan’s market share among low-income consumers. The semi-elasticity

with respect to the Silver plan premium is much lower at -15.6, which results from the

popularity of Silver plans among these consumers. Households with incomes above 250
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Table 1.6: Semi-Elasticity By Product Category and Income Levels

Earning Less Than 250% of FPL

Catastrophic Bronze Silver Gold Platinum Man. Penalty

Catastrophic -12.2 1.6 7.7 0.4 0.1 2.5

Bronze 0.0 -34.3 24.2 1.4 0.3 8.3

Silver 0.0 5.5 -15.6 1.4 0.3 8.3

Gold 0.0 5.5 24.2 -38.4 0.3 8.3

Platinum 0.0 5.0 23.0 1.3 -37.4 8.1

Uninsured 0.0 1.3 5.4 0.3 0.1 -7.0

Earning Between 250% and 400% of FPL

Catastrophic Bronze Silver Gold Platinum Man. Penalty

Catastrophic -1.1 0.3 0.4 0.1 0.0 0.3

Bronze 0.0 -7.6 4.0 0.9 0.2 2.5

Silver 0.0 3.6 -7.2 0.9 0.2 2.5

Gold 0.0 3.6 4.0 -10.3 0.2 2.5

Platinum 0.0 3.4 3.7 0.9 -10.4 2.4

Uninsured 0.0 0.8 0.8 0.2 0.0 -1.8

Earning More Than 400% of FPL

Catastrophic Bronze Silver Gold Platinum Man. Penalty

Catastrophic -1.5 0.5 0.4 0.2 0.1 0.3

Bronze 0.4 -9.2 4.0 2.1 0.6 2.0

Silver 0.4 7.0 -12.1 2.1 0.6 2.0

Gold 0.4 7.0 4.0 -14.1 0.6 2.0

Platinum 0.4 6.5 3.8 2.0 -14.7 1.9

Uninsured 0.1 2.1 1.2 0.6 0.2 -4.2

Notes: Higher-income consumers are less price-elastic than low-income consumers. This table

displays average own-price and cross-price semi-elasticities. Each elasticity represents the

percent change in market share with respect to a $100 increase in the annual premium. The

last column indicates the percent change in market share with respect to a $100 increase in

the individual mandate penalty.

percent of FPL are less premium elastic, with semi-elasticities between -7.2 and -14.7.

Our estimates suggest that these consumers are highly premium elastic, similar to

some estimates in the literature. Drake (2019) finds semi-elasticities that range from about
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-1 to -24 depending on the demographic group and Shepard (2016b) finds an average semi-

elasticity of -25, both in similar populations. Other recent work on the demand for insurance

in this market finds average semi-elasticities that range from -1 to -10 (Ericson et al. (2015),

Saltzman (2019b), Tebaldi (2020b), Chan and Gruber (2010)). One possibility is that

consumers who use third party brokers to purchase health insurance are among the more

premium elastic consumers in the market.

The semi-elasticities among insurance products reflect, in part, that consumers consider

the different categories of insurance products to be close substitutes. Consumers are less

likely to forgo insurance entirely. The semi-elasticity with respect to the insurance mandate

penalty is -7.0, -1.8, and -4.2 among households earning less than 250 percent of FPL, 250

percent to 400 percent of FPL, and more than 400 percent of FPL respectively. This implies

that a $100 increase in the annual penalty for being uninsured will decrease the uninsurance

rate by 7.0% among the lowest-income consumers and 2 to 4 percent among higher-income

consumers.

In Table 1.7, we present another view of consumer substitution toward being unin-

sured: the diversion ratios. This table displays the probability that a marginal consumer

who leaves their current plan due to a premium increase will choose to become uninsured.

The interquartile range of diversion ratios among all consumers is 13.0 to 30.7. The diver-

sion ratios make clear that, while the lowest-income consumers are the most price elastic,

consumers who earn less than 250 percent of FPL and consumers who earn up to 400 per-

cent of FPL are similarly likely to forgo purchasing any insurance if they leave their current

plan, with median diversion ratios of 22.3 and 23.4. Consumers who earn more than 400

percent of FPL are about half as likely to decide to be uninsured with a median diversion

ratio of 11.7.

Our findings on the extensive premium elasticity of insurance are comparable to those

in the literature. Finkelstein et al. (2019) exploit discontinuity in the premiums offered to

low-income consumers (between 1.5 and 3 times FPL) in Massachusetts and find extensive

margin semi-elasticities of -5 to -9 percent. Jaffe and Shepard (2017b) look at the effects of

implementing a mandate penalty in Massachusetts in 2008 on the same population and find

an extensive margin semi-elasticity of -9.7. Hackmann et al. (2015) use a similar method to

Jaffe and Shepard (2017b), but focus on the higher-income, non-subsidy-eligible population,

and find an elasticity of -2.5. These results mirror our finding that the elasticities are larger

among low-income consumers than those with middle to high incomes.

Outside Massachusetts, other work has found the elasticity of insurance coverage to be

quite low. Our findings are within the range of those that use a similar demand estimation

approach. Studies using choice data from the individual markets in California and Wash-

ington find semi-elasticities from -0.08 to -3.7 (Tebaldi (2020b), Saltzman (2019b)). Others
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Table 1.7: Diversion to Uninsured

By Income

25th Percentile Median 75th Percentile

All 13.0 20.4 30.7

¡ 250% FPL 16.0 22.3 32.7

250 - 400% FPL 16.8 23.4 34.4

¿400% FPL 5.9 11.7 22.1

By Product

25th Percentile Median 75th Percentile

Catastrophic 11.4 17.0 24.4

Bronze 15.0 23.6 38.6

Silver 15.3 32.2 100.0

Gold 11.5 17.3 24.0

Platinum 12.0 17.2 23.0

Notes: Higher-income consumers are less likely than low-income con-

sumers to decide to be uninsured when switching insurance products.

This table displays the distribution of diversion ratios towards uninsur-

ance. Each value represents the probability that a marginal consumer

will become uninsured, rather than purchase another product. The top

panel displays the distribution diversion ratios among consumers within

each income category and across all products. In the bottom panel, the

distributions are conditional on consumers purchasing a product of a

particular metal level.

use variation in the mandate penalty itself to identify the elasticity. Frean et al. (2017)

exploit geographic variation in the incidence of the mandate during the implementation of

the ACA and find economically negligible effects. Lurie et al. (2019) use tax data from a

national sample and discontinuities in the mandate formula and find a semi-elasticity of

-0.5 with respect to the statutory penalty. However, they find that there is substantial

underpayment and that the semi-elasticity with respect to the actual mandate penalty paid

is -1.6.

1.6 Conclusion

This paper analyzes consumer demand in a segment of the individual health insurance

market that has previously been opaque: consumers who do not purchase insurance through
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the government-run web portals. These consumers tend to have higher incomes and con-

stitute large segments of the market. We find that the own-premium semi-elasticities with

respect to a $100 increase in the annual premium range between -7 and -38 across insurance

products and income ranges. Low-income consumers are the most premium-elastic, and

they also have the highest willingness to pay for additional insurance, ranging from $164 to

$231 per month for an additional 10 percentage points of actuarial value across demographic

groups. Higher-income consumers are willing to pay between $30 and $135 per month.

Our estimates are consistent with the higher end of elasticity estimates in the literature

(Drake (2019), Shepard (2016b)), which suggests that the consumers who use third-party

platforms to select insurance plans may be among the more price-sensitive consumers. We

also find that the willingness to pay for more generous insurance among higher-income

consumers is relatively low compared to low-income consumers. Both these features of

consumer demand are of first-order concern as policy makers consider options to make health

insurance more affordable and more valuable to consumers who are currently ineligible for

premium subsidies.

The demand for health insurance on the extensive margin is relatively less price elastic,

with semi-elasticities that range from -1.8 to -7.0 across income groups. Our estimates are

consistent with the literature on insurance demand. Studies of higher-income populations

across broad areas of the US find semi-elasticities from -1 to -4 (Tebaldi (2020b), Sacks et al.

(2018), Hackmann et al. (2015), Saltzman (2019b)). Studies of low-income populations in

Massachusetts have found much larger semi-elasticities, which supports our conclusion that

income is an important determinant of demand (Finkelstein et al. (2019), Jaffe and Shepard

(2017b)).

Our results on the extensive margin demand for insurance, together with the expanding

body of literature on the individual mandate, suggest that the individual mandate penalty

was not critical to the existence of the individual market for health insurance for large seg-

ments of the population, even after the regulatory policies of the ACA increased traditional

channels of adverse selection. This is likely for several reasons. First, the ACA subsidies

provide premium assistance that greatly exceeds the mandate penalty for low-income house-

holds—the most price-elastic with respect to coverage (Finkelstein et al. (2019), Saltzman

(2019b)).

Further, our results suggest that the extensive margin may not be the most important

aspect of adverse selection. While consumers do not consider uninsurance to be a close

substitute for insurance products, consumers are price elastic when choosing products within

the market. This suggests that policies such as risk adjustment are likely more critical than

the mandate penalty in mitigating the effects of adverse selection among insurance plans

(Geruso et al. (2019a)).
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Chapter 2

Market Power in the Presence of

Adverse Selection

2.1 Introduction

The welfare costs of adverse selection and market power are well studied, but past

research and policy making has given less attention to their interaction. To see the relation-

ship, consider the incentive for a firm to offer a product that appeals to low-risk consumers

and leads high-risk consumers to purchase insurance elsewhere. This incentive problem

is worst in highly competitive markets and absent in a monopoly. Through this interac-

tion, regulations to address adverse selection and competition policy should be considered

complements. This paper develops a model of welfare in the health insurance market that

directly characterizes the relationship between adverse selection and market power. Mar-

ket power has welfare benefits by reducing inefficient sorting of consumers among available

plan options, a symptom of adverse selection. However, because market power also carries

the welfare cost of higher markups, the magnitude and net direction of the effects are an

empirical question. I estimate the model for the non-group market using novel choice data

from a private online broker and a risk prediction model to relate preferences to marginal

cost. I find that the largest welfare cost in the non-group market comes from high markups.

Distortions coming from extensive margin selection and inefficient sorting are significantly

addressed by current policies targeting adverse selection. These policies are successful in

improving total welfare. In the least concentrated markets, consumers are more likely to be

insured and pay lower prices. In the most concentrated markets, insurance firms recapture

the added surplus through higher markups.

Adverse selection is a first-order concern in the non-group health insurance market,

frequently called the “individual market.” The Affordable Care Act (ACA) was passed
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in 2010 in response to high rates of uninsurance, limited insurance coverage, and frequent

coverage denials in the market (Obama (2009)). Many of the regulations implemented by the

law are in direct response to the symptoms of adverse selection identified in the literature

(e.g., Cutler and Zeckhauser (2000), Van de ven and Ellis (2000), Gruber (2008)). For

instance, the individual mandate taxes individuals who do not purchase health insurance to

mitigate extensive margin selection. The ACA also implemented a risk adjustment policy

that taxes firms with healthier-than-average consumers and subsidizes those with above-

average risks in order to mitigate intensive margin selection.

The ACA also included efforts to increase the degree of competition in the market.1

However, the local insurance markets regulated by the ACA still vary widely in their market

concentration. The largest firm in the non-group health insurance market has a market share

of over 85% in five states and less than 33% in another five states. Since the enactment

of the ACA, market concentration has increased, and some local markets are served by a

single insurance firm.

I study market power in the presence of adverse selection using a model of the non-

group health insurance market with strategic firms that compete in price with a fixed set

of insurance products. Consumers make a discrete choice over the available options, which

depends on the characteristics of the offers and an individual-specific health risk. The health

risk of the consumer affects the costs of the firms, bu firms cannot condition prices on this

health risk, which creates an asymmetric information problem and adverse selection. The

products are differentiated, which provides each firm with market power, i.e., an ability to

charge a markup over marginal cost.

The total welfare loss in an equilibrium can be decomposed into three sources: (i)

extensive selection, (ii) markups, and (iii) inefficient sorting. The first distortion is the

classic welfare cost of adverse selection: the average expected cost of insured consumers

is greater than the expected cost of the marginal consumer (Einav et al. (2010)). The

second distortion, markups, further drives a wedge between price and marginal cost. This

distortion is increasing in the degree of market concentration and exacerbates the extensive

selection problem. The final distortion is the inefficient sorting of consumers among the

available insurance options, a symptom of adverse selection on the intensive margin of

which insurance product to purchase. This distortion is the result of an externality between

firms—a firm can affect its competitors costs through the prices of its own products—and

is decreasing in the degree of market concentration.

The welfare effect of market power can be represented through this decomposition. An

increase in market power will decrease welfare through the markup channel and increase

1For example, the ACA provided start-up grants to new entrants and funded an online platform on

which consumers could browse all available plans.

26



welfare through the intensive selection channel—a reduction in the cream-skimming incen-

tive between firms. Because of these two channels, the net effect on both the individual and

market level is ambiguous.

To estimate the model, I use new data on household health insurance choices in the

non-group health insurance market made through an online insurance broker. These data

are unique in two respects. First, the data contain a substantial fraction of both low- and

high-income consumers, in contract to recent work using government-run marketplace data

which tend to be predominantly low-income (ASPE (2016)). Second, the data span more

than 100 local markets as defined by regulated rating areas, which allow me to estimate

equilibrium outcomes in a diverse cross-section of market structure.

To identify the relationship between demand and cost, I use a novel approach that

combines standard discrete choice demand techniques with moments that link demand to

average costs via the Health and Human Services Hierarchical Condition Categories (HHS-

HCC) risk prediction model.2 Data that link non-group health insurance product choices

with measures of health status are rare, and recent approaches rely on simulated variation

in demand and average costs or the assumption that prices are set optimally as specified by

the model (Tebaldi (2020a)). I improve on this approach by using HHS-HCC moments in

the non-group market to discipline a method of simulated moments approach with moments

on the distribution of costs and risk in the Medical Expenditure Panel Survey, which does

not require any optimality conditions.3

With the estimated supply and demand of health insurance, I measure the welfare

costs of each distortion in equilibrium with and without the budget-neutral risk adjustment

policy of the ACA. In the absence of a risk adjustment policy, the welfare costs of markups

and inefficient sorting are of similar magnitudes—$21.4 and $20.9 per person per month,

respectively. While the risk adjustment transfers do not optimally price the externality

between firms, the policy succeeds in reducing the welfare cost of inefficient sorting to $4.4

per person per month. The least concentrated markets see the largest benefits to total

welfare where the potential cost of the distortion is also largest.

To demonstrate the complementarity between selection regulation and competition

policy, I simulate a merger between Aetna and Humana, which was proposed in 2015 but

blocked by the Justice Department. In the absence of a risk adjustment policy, the merger

would have increased both consumer and producer surplus in the least concentrated markets

by reducing the welfare cost of inefficient sorting.4 In the most concentrated markets, where

2The HHS-HCC risk prediction model is used to administer the risk adjustment transfer system in the

non-group market.
3A similar risk adjustment system exists for Medicare (CMS-HCC), which can be more easily observed

and has been used in a similar demand specification (Aizawa and Kim (2018), So (2019)).
4This conclusion supports the theoretical results of Veiga and Weyl (2016) that suggest that welfare
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this welfare cost is already small, the merger is harmful for consumers. In the presence of a

risk adjustment policy, the merger has only a small effect on the sorting incentives among

firms and all consumers are harmed by the increase in markups. The average harm to

consumers from the proposed merger is larger in all markets under the risk adjustment

policy than without it.

I evaluate equilibrium outcomes under four policy regimes: the baseline policy that

has both risk adjustment and the mandate penalty in effect, two regimes in which one of

the policies is no longer in effect, and one regime in which neither policy is in effect. In

the least concentrated markets, the risk adjustment and mandate penalty policies have the

intended effect. The risk adjustment policy reduces the premium spread between the most

and least comprehensive insurance products, and the individual mandate penalty increases

the total number of insured and lowers premiums. In the most concentrated markets, risk

adjustment is ineffective and the individual mandate is harmful. Firms with substantial

market power that respond to the increase in demand caused by the fee on being uninsured

by increasing prices with larger markups rather than passing along the benefits of lower

average costs to consumers.

This paper makes three main contributions. First, I provide a model and intuition

for the trade-off between two sources of inefficiency—markups and inefficient sorting—in

markets with adverse selection. I build on a theoretical literature on contract design in

markets with adverse selection that documents the ways in which private firms deviate

from the socially optimal (e.g., Akerlof (1970), Rothschild and Stiglitz (1976), Veiga and

Weyl (2016), Lester et al. (2015)) and an empirical literature measuring the effects of these

deviations in health insurance markets (e.g., Einav et al. (2010), Handel et al. (2015), Layton

(2017)).

While U.S. health insurance markets are highly concentrated, there has been less focus

in the literature on the effects of market power on adverse selection and policy design.

Veiga and Weyl (2016) show in a theoretical model that a monopolist has an optimal sorting

incentive when choosing the quality of a single product offering. In this paper, I show that an

analogous result appears in multi-product markets with fixed qualities: a monopolist has an

optimal sorting incentive when setting the relative price of each differentiated product. Some

recent theoretical work uses elasticity estimates from the literature to show that welfare in

insurance markets may be U-shaped in the degree of competition and that monopolists have

an efficient sorting incentive in the quality of a single product (Mahoney and Weyl (2017),

Veiga and Weyl (2016), Lester et al. (2015)). This paper extends these theoretical results

to a setting with multiple differentiated products and estimates the model in the non-group

market, a focus of the policy debate around adverse selection and competition.

could be U-shaped in market concentration.
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Recent work by Geruso et al. (2018) evaluates the relationship between intensive and

extensive margin selection. While their work focuses on a model of perfectly competitive

firms that make zero profits, the intuition behind the forces driving consumer sorting is sim-

ilar to the arguments made here about inefficient sorting and markups (roughly analogous

to a tax on the extensive margin). This paper highlights that policy makers should view

competition as a lever that can influence the selection properties of the market. Second,

I build on a literature that uses structural models of differentiated products to analyze

the welfare impacts of policies addressing adverse selection and market concentration in

health insurance markets. There is a growing literature on evaluating policies in regulated

health insurance markets with a model of imperfect insurance competition (Miller et al.

(2019), Jaffe and Shepard (2017a), Tebaldi (2020a), Ericson and Starc (2015), Starc (2014),

Saltzman (2017)), and a related literature that studies health insurance firms’ specific mech-

anisms and incentives to engage in risk selection (Aizawa and Kim (2018), Decarolis and

Guglielmo (2017)).

I build on this literature by providing estimates of the demand for health insurance

using novel data: non-group health insurance purchases through a national, non-government

broker. Previous literature on the demand for health insurance in the non-group market

focused on plans purchased through government-run marketplaces, frequently in California

and Massachusetts (Tebaldi (2020a), Ericson and Starc (2015), Shepard (2016a), Saltzman

(2017), DeLeire et al. (2017)), or addressed only the elasticity of the decision to enroll in

any insurance (Marquis et al. (2004), Gruber and Poterba (1994), Frean et al. (2017)).

In addition to providing demand estimates from new data, I also implement a new

approach to identifying the joint distribution of preferences for health insurance and health

risk, the key feature of adverse selection. In markets in which the data are available, this

relationship can be identified through observing measures of health status (Aizawa and Kim

(2018), So (2019), Shepard (2016a), Jaffe and Shepard (2017a)). However, these data are

uncommon for the non-group market. One approach is to estimate the relationship between

a random willingness to pay for coverage generosity and firm-level average costs (or opti-

mality conditions) through the simulated distribution of enrollment (Tebaldi (2020a)). I

improve on this method by applying the HHS-HCC risk prediction model to the Medical

Expenditure Panel Survey (MEPS), which contains information on health status, demo-

graphics, and health expenditures in the non-group insurance market. I use these moments,

along with risk score moments published by regulators, to robustly estimate the relationship

between demand, risk, and cost.

There is a substantial empirical literature on the effects of competition on insurance

prices that is motivated by the two-sided nature of the market—insurance firms with market

power may be able to raise markets but also lower costs through hospital bargaining (Ho and
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Lee (2017), Dafny et al. (2012)). These papers, as well as recent empirical work on the non-

group market (Dafny et al. (2015), Abraham et al. (2017a)), show that competition typically

leads to lower prices. However, this paper shows that the effects of market power may also

be uneven across different product offerings. In particular, the effect of competition on the

most comprehensive plan offerings may be small and even positive, before accounting for

bargaining effects. For example, Cutler and Reber (1998) show that a policy intervention

that increased price competition between insurance plans led to more intensive margin

adverse selection. This paper incorporates this insight into a structural model.

Finally, this paper contributes to a large body of literature that studies the effects of

policies designed to address adverse selection. There is a large body of literature on the

effects of the individual mandate penalty (Frean et al. (2017), Graves and Gruber (2012),

Hackmann et al. (2015), Saltzman (2017), Ericson and Starc (2015), Geruso et al. (2018)).

Much of this work finds that the mandate had an important effect on coverage during the

Massachusetts health reform in 2008. However, it may not be generalizable to the national

implementation of the penalty in 2014 (Frean et al. (2017)). Hackmann et al. (2015) also

find that the Massachusetts health reform led, in general, to lower markups, though they

attribute this change to many of the other market reforms that came with the mandate

penalty. This paper extends this insight by demonstrating how the effect of the individual

mandate depends on the local market structure. I am also contributing to a literature

on how risk adjustment transfer systems relate to firm strategies (Glazer and McGuire

(2000), Ellis and McGuire (2007), Geruso and Layton (2015), Brown et al. (2014), Aizawa

and Kim (2018), Layton (2017), Saltzman (2017), Geruso et al. (2018)). Most of this

work focuses on the Medicare Advantage market, where risk adjustment has a much longer

history and takes a slightly different form. Layton (2017) shows how the imperfections in

the ACA risk prediction can be exploited in competitive markets. Geruso et al. (2018)

and Saltzman (2017) explore the welfare implications of the ACA risk adjustment system

in conjunction with the individual mandate. In this paper, I explicitly characterize the

externality that leads to inefficient sorting and assess the degree to which the risk adjustment

policy implemented by the ACA mitigates this externality.

In section 2, I present the model and illustrate how market structure relates to two

sources of inefficiency. In section 3, I explain the non-group health insurance environment

and the data. In section 4, I describe the demand estimation and results, and in section

5, I describe the cost estimation. In section 6, I decompose the sources of welfare loss in

the non-group insurance market, and in section 7, I estimate the policy counterfactuals.

In section 8, I present two robustness exercises: allowing firms to internalize the effect of

the subsidy formula on consumer elasticities and welfare results that include the cost of

government spending.
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2.2 Model

2.2.1 Environment

There are a set of M markets, J insurance contracts, and F firms, indexed by m, j,

and f . I will write Jm for the subset of products that are sold in market m; Jf is the subset

of products owned by firm f ; and Jmf are the products in area m that are owned by firm

f . Insurance contracts have some characteristics which are local, e.g. network coverage,

so products are assumed to be market specific: j ∈ Jm =⇒ j /∈ Jm
′

for m 6= m′. An

insurance product is a fixed tuple of observed and unobserved characteristics, (Xj , ξj), and

has a base premium pj . The outside good, uninsurance, also has a price in the form of

a penalty for being uninsured. However, the characteristics of uninsurance, (X0, ξ0), are

normalized to have no value to consumers.

Consumers

A household, i, located in market m, has a set of characteristics, τ , and preferences

θ. The household pays a premium for product j, P (τ, pj), the amount of which depends

on the household’s age, income, and size due to age-rating regulation and income-based

subsidies. Importantly, the premium is not conditional on any direct measure of health

status. I will write Pj(τ) for the household-specific premium for product j. There are

a continuum of households in each market distributed by Fm(τ, θ). Households also have

idiosyncratic preferences over products {εij}j∈Jm , which I assume are independently and

identically distributed by type I extreme value. The indirect utility that household i receives

from purchasing a product j is given by

νij = u(Pj(τ), Xj , ξj ; θi) + εij (2.1)

where u is a utility function that depends on θ, and on τ via the premium. For a shorthand,

I will write uτθj ≡ u(Pj(τ), Xj , ξj ; θ). The share of households with characteristics τ and

preferences θ that choose to purchase product j is

Sτθj (pm) =
eu

τθ
j

eu
τθ
0 +

∑
k∈Jm e

uτθk
(2.2)

where pm = {pj}j∈JM .
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Firms

A firm, f , may compete in several markets Mf ⊂M , and has a profit function defined

as

Πf =
∑

m∈Mf

Lm
∑
j∈Jmf

∫
τ,θ
Sτθj (pm)

(
Pj(τ)− Cf (Xj , τ, θ)− Tj(pm)

)
dFm(τ, θ), (2.3)

where Lm is the size of market m, and Cf (X, τ, θ) represents the firm-specific expected

marginal cost of enrolling a household with characteristics τ and preferences θ in a product

with characteristics X. I will write cτθj as a short hand for Cf (Xj , τ, θ).

The transfers, Tj(pm) represent risk adjustment transfers to firms that depend on the

equilibrium outcome of the market via equilibrium prices.5 The risk adjustment transfers

take the form

Tj(pm) =
E[
∑

k S
τθ
k c

τθ
j ]

E[
∑

k S
τθ
k ]︸ ︷︷ ︸

Pooled Cost

−
E[Sτθj c

τθ
j ]

E[Sτθj ]︸ ︷︷ ︸
Average Cost

These transfers are positive and represent a tax on a particular insurance plan when the

enrolled population of the plan has a lower expected cost than the overall population. The

transfers are negative and represent a subsidy to a plan if the enrolled population is more

costly on average than the population.

Price Regulation

The price functions Pj(τ) can be written as

Pj(τ) = pjA(τ)−B(p2lps, τ)

where A(·) and B(·) are price modifiers that are set by regulation and not firms. The

multiplicative term, A, alters the base premium based on the size and age composition of

the household. The additive term, B, represents a household-specific subsidy that depends

on household income, and the price of the second lowest-priced Silver plan, p2lps.

For the main results of this paper, I will assume that the firm does not consider the

effect of its own prices on the subsidies in equilibrium, i.e., ∂B(p2lps,τ)
∂p2lps

, for the firm which

offers the second lowest-priced Silver plan. This isolates the mechanisms of interest from

firms’ strategic interactions with government spending. In Appendix Section A.4.1, I relax

this assumption in an extension.

5Other markets are governed by risk adjustment transfers that more explicitly depend on personal

attributes rather than the distribution of risk in the market. However, these transfers could still be written

in this “average risk transfer” form.
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2.2.2 Market Structure and Adverse Selection

Consider the problem of a constrained social planner that chooses prices subject to a

constraint on promising a total profit of Π̄ to the insurance industry.6

max
{pj}j∈Jm

∫
τ,θ
CSτθ(pm)dF (τ, θ) (2.4)

such that

∫
τ,θ

∑
k∈Jm

Sτθk (Pk(τ)− cτθk )dF (τ, θ) ≥ Π

where

CSτθ(pm) = Eεi

[
max
k∈Jm

u(Pk(τ), Xk, ξk; θi) + εik

]
For exposition of the welfare mechanisms, I make several simplifications. Suppose that

prices are constant across all consumers, Pj(τ) = pj . Consumers may receive subsidies, but

those subsidies are fixed. I will drop the market subscript m, unless necessary. Consider

a single product in this market, j. The consumer welfare maximizing price, given some

guaranteed industry profit, solves

pj +
λ− 1

λ

Sj
S′j

=

E

[
∂Sτθj
∂pj

cτθj

]
S′j

(2.5)

where λ is the Pareto welfare weight of profit. This is similar to the standard first order

condition of a firm, where the difference between price and marginal cost is a markup term

given by
Sj
S′j

. In this case, the markup term is modified by the Pareto weight, λ. Under

utilitarian welfare with equal weight between consumers and producers (λW = 1), the

markup term vanishes and the welfare maximizing price is equal to the average cost of the

marginal consumer.

In markets with adverse selection, the marginal cost curve is downward sloping in

quantity and always below average cost, which leads to the first source of inefficiency:

extensive selection. Firms are not covering costs at λW , and the break-even price, pExtj ,

solves equation 2.5 with λExt > λW = 1. The resulting welfare cost is the classic welfare

cost of adverse selection in which some consumers with a willingness to pay that exceeds

their marginal cost do not purchase insurance. The welfare cost is the triangle labeled A in

Figure 2.1 (Einav et al. (2010)).

The second source of inefficiency is standard to any market in which firms have market

power: markups. Market power allows firms to extract more surplus in the form of profit,

6The results of this section do not depend on the specifics of a demand or consumer surplus specification,

only that ∂CSτθ(Pm)/∂pj = −Sτθj (Pm), which holds under much less restrictive assumptions on demand

(Small and Rosen (1981)).
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Figure 2.1: Single Product Adverse Selection

and the welfare maximizing price conditional on granting this additional profit can be

expressed as a solution to 2.5 with λMkup > λExt.

A competitive equilibrium in which a monopolist selects its prices to maximize profit is

represented as λ→∞. In the case of a single product market, this equilibrium is depicted

as pMkup in Figure 2.1, and the additional welfare cost that results from this market power

is given by the area labeled by B.

If there is only a single product in the market, these two mechanisms are a full de-

scription of difference between the competitive equilibrium and the welfare maximizing

allocation. In the case of multiple differentiated products, there is a third welfare cost:

inefficient sorting. In setting the prices of its own products, a firm alters the costs of its

competitors by affecting the distribution consumers (and expected costs). This external-

ity between firms leads to inefficient sorting of individuals across the plans available and

inefficiently high total costs in the market.

In a multi-product setting, the welfare maximizing price of product j conditional on a

given level of industry profit is given by

pj +
λ− 1

λ

Sj
S′j

=

E

[
∂Sτθj
∂pj

cτθj

]
S′j︸ ︷︷ ︸

Private Marginal Cost

−
∑
k 6=j

E
[
∂Sτθk
∂pj

(pk − cτθk )
]

S′j︸ ︷︷ ︸
Sorting Externality

(2.6)

The sorting externality term represents the effect of a change in the price of product

j on the earnings of other products in the market. If there is no selection concern, a price
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increase for one firm’s product has a positive externality on other products through the

diversion of profitable consumers. In an environment with adverse selection, this term has

an ambiguous sign because some consumers have cτθk > pk.

This term is closely related to why change a change in market structure has an am-

biguous effect on equilibrium prices. In merger analysis, the sorting externality is referred

to as the upward-pricing-pressure that would result from a merger-to-monopoly (Farrell and

Shapiro (2010)). It characterizes the additional incentive for firms to raise prices through

the reduced opportunity cost that a consumer will purchase the product of a competitor. In

the presence of adverse selection, it is possible that some portion of diverted consumers are

not profitable. The sign of the externality term between the merging products determines

whether a merger between those products is likely to increase or reduce the price of each of

the products.

2.2.3 Policy Effects

In this paper, I focus on two policies to address adverse selection. The first policy is

the the individual mandate penalty, a tax on being uninsured. The intention is to increase

the demand for insurance, thereby reducing the marginal cost of providing insurance and

lowering the price. However, in the presence of market power, an increase in the demand for

insurance has two effects: a decrease in the marginal cost and an increase in the markup.

In a single product market where everyone has a marginal benefit of insurance greater

than the marginal cost, the total welfare will unambiguously increase as the portion of the

population that purchases insurance goes up. However, the increasing markup will limit

gains for consumers and potentially reduce consumer welfare through higher equilibrium

prices. The effect of mandate penalty in the context of possibly increasing markups was the

focus of Hackmann et al. (2015), which studied the implementation of a similar mandate

penalty in Massachusetts prior to the ACA.7

The second policy is a risk adjustment policy. This policy is a transfer between firms

that is equal to the difference between the firm’s own average cost and the implied average

cost of the firm if it were to insure the same risk balance as the market as a whole (Pope

et al. (2014)).8

7Geruso et al. (2018) also show that an increase in market-wide demand can increase the degree of

inefficient sorting.
8The implemented policy has to approximate this transfer using a risk-scoring system, but I will assume

for theoretical simplicity that the regulator has full information about consumer risk.
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Tj(P ) =
E[
∑

k S
τθ
k c

τθ
k ]

E[
∑

k S
τθ
k ]︸ ︷︷ ︸

Pooled Cost

−
E[Sτθj c

τθ
j ]

E[Sτθj ]︸ ︷︷ ︸
Average Cost

In the presence of risk adjustment transfers, the equilibrium price can be written as

p∗j +
Sj
S′j

= Ψj

E
[
(
∑

k
∂Sτθk
∂pj

)cτθj

]
∑

k
∂Sk
∂pj

+
(
1−Ψj

)E[
∑

k S
τθ
k c

τθ
k ]∑

k Sk
(2.7)

where,

Ψj =
Sj∑
k Sk

∑
k
∂Sk
∂pj

S′j

There are two important features of equilibrium under risk adjustment. First, the

transfers adjust the private incentive of the firm according to how the marginal cost of its

products deviates from the market-wide average cost. The policy-induced incentive is not

the optimal sorting incentive in equation 2.6 that penalizes or reward firms based on the

profitability of their marginal consumers.

Second, this particular policy converges to the firm’s own private incentive as the

market share of a particular product increases or if one firm merges with others in the

market. The policy follows the importance of intensive selection by fading out with market

concentration.

2.3 Non-group Market Data

The primary data used in this chapter is identical to the data used in Chapter 1 with

some differences in the sample selection and the construction of choice sets. This section

reviews the data and describes the relevant selection process for this chapter.

2.3.1 Choice Data

Consumers in the individual market can purchase insurance by contacting an insurance

firm directly, visiting the government-run online marketplace, or shopping for insurance

through a third-party marketplace. Not all plans are offered on all platforms, and insurance

firms may elect to list some products on certain platforms and not on others. However, apart

from insurers that do not list on the government marketplace at all, the kinds of plans listed

by insurers typically have only small differences across platforms.9

9Analysis of the Robert Wood Johnson Foundation HIX 2.0 data on plan offerings shows minimal

differences between plan offerings on and off the exchange in premiums or deductibles.
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The data on health insurance purchases come from a third-party online broker. The

website sells plans that are offered both on and off the ACA health insurance exchanges. In

2015, the website was authorized to sell subsidized health insurance plans in most states. I

observe the choices of subsidized and unsubsidized consumers across 48 states.

The data contain information on the age of the consumer, the first three digits of the

consumers’ zip code, the plan purchased by the consumer, and the subsidy received. A

single observation in the data represents a household, but I observe only one member’s

age. I assume that this is the age of the head-of-household, i.e., the purchaser of the plan.

However, in order to match the household to its relevant choice set, I have to know the ages

of every adult (over the age of 14) in the household. I assume that every household that

contains more than one individual contains two adults of the same age, and any additional

persons are children under the age of 14. 10

The data contain the income of the consumers with some missing values. For subsidized

consumers, income can be imputed from the observed subsidy value and the household

size. I use this imputed income for subsidized consumers with missing income information.

However, doing so is not possible for the consumers that do not receive a subsidy. I assume

that those in the data without a reported subsidy amount have an income greater than

the subsidy qualification threshold. After dropping observations because of missing data or

incomplete choice sets, the remaining data includes roughly 75,000 individual and family

health insurance choices across 14 states and 109 rating areas.11

In Table 1, I summarize the online broker data and compare it to other references

on the individual insurance market: the 2015 American Community Survey (ACS) and

the Office of the Assistant Secretary for Planning and Evaluation (ASPE) at the U.S.

Department of Health and Human Services. The ACS survey design offers the broadest

depiction of the market across all market segments. ASPE publishes detailed descriptive

statistics on purchases made through the federally-facilitated HealthCare.gov. Relative

to the ACS, enrollment through HealthCare.gov is weighted heavily towards low-income,

subsidy-eligible consumers. As a result, the plan type market shares reported by ASPE are

weighted heavily towards Silver plans that have extra cost-sharing benefits at low incomes.

The online broker data is disproportionately higher income and younger enrollees. The

last panel shows plan type market shares conditioned on earning at least 400% FPL, and

the choices are roughly similar with higher enrollment in Bronze plans through the online

10The choice data contains information on the premium paid for a subset of the observations. In combi-

nation with the base premium of the purchased product, the premium paid can be used to impute household

composition. Using the median base premium in the selected firm and metal-level, I construct an imputed

household age-rating measure. The correlation between this imputation and the more simple age-rating rule

applied to the rest of the sample is 0.89. The results are robust to alternative assumptions about age rating.
11Choice sets are discussed below.
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broker.

Table 2.1: Data Description

Private Online Marketplace ACS Healthcare.gov

Age Distribution

Under 18 0.0% 0.0% 8%

18 to 26 17.5% 11.3% 11%

26 to 34 23.7% 16.9% 17%

35 to 44 20.4% 20.0% 17%

45 to 54 20.4% 24.2% 22%

55 to 64 18.0% 27.1% 25%

Income Distribution

Under 200% FPL 27.6% 29.5% 68%

200% to 400% FPL 21.8% 34.5% 31%

Over 400% FPL 50.6% 36.1% 2%

Metal Level Market Shares

Catastrophic 5.4% 1%

Bronze 35.5% 22%

Silver 46.1% 67%

Gold 9.8% 7%

Platinum 3.2% 3%

Metal Level Market Shares (Income > 400% FPL)

Catastrophic 7.8% 7%

Bronze 46.8% 35%

Silver 25.8% 32%

Gold 14.9% 19%

Platinum 4.7% 8%

Notes: The ACS numbers come from heads of household who are insured through the

individual insurance market. The ASPE numbers come from the 2015 Open Enrollment

Report for enrollments through HealthCare.gov. The age numbers are not adjusted for

head of household.

The estimation data is created by treating the choice data as a random sample from the

population of insured individuals, conditional on subsidy eligibility and geographic market.

Each observation from the choice data within a particular subsidy eligibility category and

market is given an equal weight such that the weights sum to the size of the population as

determined by the ACS. The ACS also provides a weighted random sample of the uninsured
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population. For more detailed information on processing the ACS, see Appendix Section

A.1.1.12

Choice Sets

The choice data contain only the ultimate choices made by the consumers, not the

scope of available options. In order to construct choice sets, I use the HIX 2.0 data set

compiled by the Robert Wood Johnson Foundation. This data set provides detailed cost-

sharing and premium information on plans offered in the individual market in 2015. The

data set is nearly a complete depiction of the market for the entire United States, but there

are some markets in which some cost-sharing information is missing, or insurance firms are

absent altogether.

I restrict the analysis to markets in which I observe characteristics of the entire choice

set and can be reasonably confident that the online broker presents nearly the complete

choice set of health insurers. Using state-level market shares from the Medical Loss Ratio

reporting data, I throw out any markets in which I do not observe any purchases from

insurance firms that have more than 5% market share in the state. In this way, I hope to

ensure that my sample of choices is not segmented to only a portion of the market.

The choice set in each market is large. The typical market has about 150 plans to

choose from, and these plans do not necessarily overlap with other markets. Because I

observe only a sample of choices, there are many plans that I do not observe being chosen.

The lack of observed choices does not necessarily imply that these plans have a zero market

share and may be due to the fact that the number of options is large relative to the observed

number of choices. The median number of choices per market is 300.

To simplify this problem, I aggregate to the level of firm-metal offerings in a particular

market. For example, all Bronze plans offered by a single insurance firm are considered

a single product. While firms typically offer more than one plan in a given metal level,

the median number of plan offerings per metal level is three, and the 75th percentile is

five. Wherever there is more than one plan per category, I aggregate by using the median

premium within the category. The only other product attributes I use in estimation are

common to all plans in each category.

12The weights do not significantly alter the price elasticity and risk preference estimates from demand

estimation. They are important for how well the model predicts untargeted moments like aggregate insurance

rates and the firm first-order conditions.
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2.3.2 Cost Data

To identify the relationship between marginal cost and demand, the key feature of

adverse selection, I use moments on consumer medical risk in both the demand and cost

estimations. The 2015 Medical Expenditure Panel Survey (MEPS) Medical Conditions

File (MCF) contains self-reported diagnoses codes, which can be linked to information

on household demographics, insurance coverage, and medical expenses in the Full Year

Consolidated File. I apply the HHS-HCC risk prediction model coefficients, published by

Center for Medicare and Medicaid Services (CMS), to the self-reported diagnoses to compute

risk scores. For details on the processing of the MEPS data, see Appendix Section A.1.2.

To identify the relationship between risk scores and demand, I use aggregate moments

on the risk distribution among market enrollees. CMS publishes annual reports on the

results of the risk adjustment transfer program. Since the beginning of the program in

2014, they publish average risk scores by state and total member-months by state. Since

MEPS contains a nationally representative distribution of risk scores, I target the national

average risk score in the non-group market in 2015.

Beginning in 2017, CMS published average risk scores by metal-level and market seg-

ment. I use four moments on the average risk score in Bronze, Silver, Gold, and Platinum

plans. In order to make it comparable to my data, I use the average of on- and off-exchange

market segments, and scale the risk scores by the ratio of the 2015 national average risk

score to the 2017 national average risk score.

In order to allow for consumers of different risk to value firms differently, I target the

average risk score among groups of firms using data Medical Loss Ratio data.13 Firms are

divided into four groups based on whether they are in the top 25th percentile of average risk,

and whether they are large (high average value to consumers) or small (low average value

to consumers). I divide large and small firms based on whether the firm enrolls at least 5%

of the insured population in each state. See the appendix for more detail on processing the

Medical Loss Ratio data (Appendix Section A.1.4) and computing firm-level average risk

(Appendix Section A.1.5).

In the cost estimation, I estimate marginal costs from the simulated distribution of

the age and risk of consumers in each insurance product and a combination of moments

on the relative costs of individuals by age and risk, the average cost of insurance product

categories, and the average costs of each firm. The individual level moments come from

MEPS (Appendix Section A.1.2), the product category level data come from rate filings to

state insurance regulators (Appendix Section A.1.3), and the average firm-level costs come

from the Medical Loss Ratio data (Appendix Section A.1.4).

13These additional moments may capture consumer value of broad networks, for example.
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2.4 Demand

2.4.1 Empirical Specification

In the empirical specification, households have characteristics τi = (ai, yi, Zi, r
HCC
i ),

where a is an average age-rating of all household members, y is household income, Z is a

vector of demographic variables, and rHCC is an unobserved risk score. Households also

have preferences θi = (γi, αi, βi).

Geographic markets are defined as the rating areas, and all products are aggregated to

the firm-metal-market level. For example, one product is a Bronze plan offered by Aetna in

the Georgia’s 1st rating area. A product j in market m is a tuple of observed characteristics

and an unobserved quality, (Xjm, ξjm), and a base premium, pjm. The observed charac-

teristics include the actuarial value of the insurance plan and three categorical variables:

whether or not the firm enrolled less than 5% of the insured population of the market in

2015, whether or not the firm’s enrolled population was among the top quartile of aver-

age risk, and the interaction of these two categories. These variables allow for risk-related

preferences over firms.

I parameterize u(Pj(τi), Xj , ξj ; θi) as

uijm = γi + αi(aipjm −B(yi)) + βiXjm + ξjm

ui0m = αiM(yi)

where B(y) is a function that maps income to subsidies and M(y) maps income to the

mandate penalty. I allow the preference for insurance, γi, and the utility-value of money,

αi, to be demographic specific. The preference over observed characteristics, βi, depends

on a households risk score, rHCC .

γi =γ0 + γ′zZi + γrr
HCC
i

αi =α0 + α′zZi

βki =β0 + βkr r
HCC
i

Risk is treated as an unobserved household characteristic. Risk scores are distributed ac-

cording to a distribution that can depend on household demographics, Zi.
14

rHCCi ∼ G(Zi)

2.4.2 Risk Score Distribution

The risk scores in the demand model correspond to the output of the Health and Human

Services Hierarchical Condition Categories risk adjustment model (HHS-HCC), used in the

14I use the demographics of the head-of-household as the representative demographics for the household.
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individual market for the purpose of administering risk adjustment transfers. The HHS-

HCC risk adjustment model is designed to predict expected plan spending on an individual,

based on demographics and health condition diagnoses. It is the result of a linear regression

of relative plan spending on a set of age-sex categories and a set of hierarchical condition

categories based on diagnoses codes.

Plan Spendingit
Avg. Plan Spendingt

= γ0 +
∑
g

γage,sextg AgeigMaleig +
∑
g′

γHCCtg′ HCCig′ + ηit

The prediction regressions are performed separately for different types of plans t, where

t represents the metal category of the plan. The resulting risk score for an individual is

a normalized predicted relative-spending value. Because all independent variables in the

regression take a value of either 1 or 0, the risk score is equal to the sum of all coefficients

that apply to a particular individual.

rit =
∑
g

γage,sextg AgegMaleg︸ ︷︷ ︸
rdemit

+
∑
g′

γHCCtg′ HCCg′︸ ︷︷ ︸
rHCCit

Unless specifically noted, rHCCi will refer to the Silver plan HCC risk-score component and

represent standard a measure of health status across all product types.

Parametric Distribution

The distribution of risk scores, Ĝ, is estimated from the 2015 Medical Conditions File

(MCF) of the Medical Expenditure Panel Survey. The MCF contains self-reported diagnoses

codes and can be linked to demographic information in the Population Characteristics

file. The publicly available data only list three-digit diagnoses codes, rather than the full

five-digit codes. I follow McGuire et al. (2014) and assign the smallest five-digit code

for the purpose of constructing the condition categories and matching the HHS-HCC risk

coefficient.15

In the data, a majority of individuals have no relevant diagnoses, i.e., rHCCi = 0.16 In

order to match this feature of the data, the distribution combines a discrete probability that

an individual has a non-zero risk score and a continuous distribution of positive risk scores.

With some probability δ(Zi), the household has a non-zero risk score drawn from a log-

normal distribution, i.e., log(rHCCi ) ∼ N(µ(Zi), σ). With probability 1− δ(Zi), rHCCi = 0.

15For example, I treat a three-digit code of ’301’ as ’301.00’. McGuire et al. (2014) find that moving from

five-digit codes to three-digit codes does not have a large effect on the predictive implications for risk score

estimation. In this case, there is measurement error as the model used was originally estimated on 5-digit

codes.
16I exclude uninsured individuals from the analysis to avoid low diagnoses rates because of infrequent

contact with medical providers.
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(a) Incidence of Positive Risk Scores (b) Distribution of Positive Risk Scores

Figure 2.2: Risk Score Distribution Model Fit

Note: The data distribution comes from applying the HHS-HCC risk prediction methodology to the distri-

bution of self-reported diagnoses in the 2015 Medical Conditions File of the MEPS. The model distribution

comes from predicting the distribution risk scores in the ACS sample. In both cases, the risk score of the

Silver metal-level is displayed.

I allow the probability of having any relevant diagnoses and the mean of the log-normal

distribution to vary by two age categories, above and below 45 years old, and two income

categories, above and below 400 percent of the federal poverty level.

Table 2.2 displays the moments of the risk score distributions for each metal level in

the data. Figure 2.2 compares the risk distribution in the MCF with the simulated risk

distribution in the estimation sample.

Table 2.2: Parametric Distribution of Risk Scores

Age Income Bronze Silver Gold Platinum

(% of FPL) δ(Zi) µ(Zi) σ µ(Zi) σ µ(Zi) σ µ(Zi) σ

≤45 ≤400% 0.16 0.31 1.32 0.47 1.07 0.57 0.96 0.66 0.91

>400% 0.13 0.40 1.32 0.53 1.07 0.61 0.96 0.71 0.91

>45 ≤400% 0.33 0.71 1.32 0.80 1.07 0.86 0.96 0.95 0.91

>400% 0.24 0.65 1.32 0.74 1.07 0.81 0.96 0.89 0.91

Notes: This table displays three aspects of the distribution of HHS-HCC risk scores in the 2015

Medical Conditions File of the MEPS. The first column displays the portion of risk scores that are

positive for four categories divided by age and income. The next columns display the mean and

variance of the log of the risk score for each metal-level specific risk score. The mean depends on

these same demographic groups, and the variance is calculated across the whole population.
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2.4.3 Estimation

This model has two primary identification concerns. First, a plan premium’s price

may be correlated with the unobserved quality ξjm, leading to biased estimates of αi. In

this environment, the premium regulations provide a source of variation in price, which is

exogenous to variation in unobserved quality (Tebaldi (2020a)). The age-adjustment on

premium, ai, increases monotonically and non-linearly with age, and strictly increases with

every age after 25. Income-based subsidies are available to households that earn below 400

percent of the federal poverty level. These subsidies decline continuously within the subsidy-

eligible range. I am able to allow price sensitivity to also depend on age and income, but

only in broad buckets. Intuitively, the variation in price within each demographic bucket

defined by Zi identifies α for that particular demographic.

I use fixed effects to control for ξjm, and I allow for progressively greater flexibility in

the fixed effects. While this is not a formal test of the exogeneity assumption, it provides

a sense of whether the price coefficient estimates are sensitive to the degree that I control

for unobserved quality.

The second concern is the identification of the risk coefficients, (γr, {βkr }). These pa-

rameters are incorporated into the estimation equations in the same manner as variance

parameters for distributions of unobserved consumer preferences (e.g. Berry et al. (1995)).

However, because I have data on the distribution of risk in the market and moments on

the average risk of individuals that choose certain products, I am able to incorporate these

“macro” moments to ensure that the model captures the appropriate risk-related substitu-

tion patterns and improve identification (Petrin (2001)).

The demand model targets nine moments on the distribution of consumer risk: the

average risk score of all insured consumers, the average risk score of enrollees in the Bronze,

Silver, Gold, and Platinum plan categories, the average risk score among firms in the top

quartile of risk for both large and small firms, and the risk score for the remainder of large

and small firms.17

Estimation Procedure

To estimate the demand model, this paper follows Imbens and Lancaster (1994) to

combine maximum likelihood with macro moments. The model includes two sets of mo-

ments: the gradient of the log-likelihood function with respect to the parameters and the

difference between the simulated risk moment targets and data values.

17I denote a large firm as a firm that had at least a 5% share of the insured population in the state where

it operated in 2015.

44



Due to the large number of fixed effects that control for unobserved product characteristics—

each specification of the model contains at least 1,000 parameters—it is computationally

difficult to robustly locate the minimum of the objective function. Instead, I use a two-

step estimation procedure that divides the parameter space into risk and non-risk related

parameters: θr = (γr, {βkr }) and θ−r = (γ0, γz, α0, αz, β0, ξjm).

The log-likelihood gradient moments are also divided by risk and non-risk parameters.

Let m1(θ) represent the gradient of the log-likelihood function with respect to θ−r, m2(θ)

represent the gradient with respect to θr, and m3(θ) be the difference between simulated

aggregate risk moments and those in the data.

m1(θ) =
∂ lnL(θ)

∂θ−r

m2(θ) =
∂ lnL(θ)

∂θr

m3(θ) = {Rdata
q − E[rij |consumer i purchases a plan j ∈ Jq]}

where the qth risk moment applies to a group Jq of products. These groups consist of

all products, products in each metal level, products of firms that are small and non-risky,

products of firms that are large and non-risky, products of firms that are small and risky,

and products of firms that are large and risky. (For the data definitions of large and risky,

see Section 2.3.2). When computing the risk scores that are comparable to data moments,

the simulated moments must also account for metal-level differences in product-specific

risk scores. To approximate the relationship between metal level and risk score, the risk

distributions of each metal level are assumed to be perfectly correlated. An individual is

assigned a set of product-specific risk scores, {rij}, such that the risk scores of each product

occupies the same point in the CDF of the metal-level-specific risk-score distribution. In

the data, the correlation between the risk scores of any two metal levels is at least 0.998.

The intuition of the two-stage procedure is to separate the parameters that require

extra moments for identification from those that can be solved for using the well-behaved

likelihood function. The estimate for risk parameters, θ̂r, solves

θ̂r =argmin M((θ̃−r(θr), θr))
′WM((θ̃−r(θr), θr))

where θ̃−r(θr) represent the non-risk parameters that maximize the likelihood of the data

given the risk parameters θr.

This two-step procedure is in the same spirit of the δ inversion implemented in Berry

et al. (1995) to separate the mean utility of each product from the parameters governing

preference heterogeneity. Instead of matching aggregate market shares, the algorithm finds
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the best fit parameters that maximize the likelihood of observing the micro data, given the

guess of parameters governing risk preferences. For more detail on the estimation procedure

and an argument for the consistency of the estimate, see Appendix Section A.2.

2.4.4 Results

Table 2.3 presents the results from the demand estimation. The GMM specifications

are supplemented with maximum-likelihood specifications that do not target risk-score mo-

ments. The maximum-likelihood specifications arrive at similar results as the GMM spec-

ifications, with the exception of a larger estimate of the price sensitivity of families. The

maximum-likelihood estimation cannot identify different preference parameters that relate

to the unobserved risk score without additional moments. As a result, it includes only an

unobserved preference for actuarial value that depends on the risk score distribution and

finds a stronger relationship between risk and willingness to pay for coverage. The discrep-

ancy appears for two reasons. First, identification comes only from substitution patterns,

which could suggest that there is larger preference variation that is not related purely to

health risk. Second, the restriction of a single dimension of heterogeneity puts more em-

phasis on the actuarial value parameter. Together, these results suggest that substitution

patterns in the data are consistent with health risk being an important, unobserved aspect

of demand. The additional moments on risk score provide additional identification, allow

for more detailed heterogeneity in demand, and allow for better targeting of important

aspects of the market that are relevant for counterfactual simulations, such as the average

risk level of a firm.

The specifications use increasingly-flexible fixed effects to control for unobserved qual-

ity. When the fixed effects account for product category, the estimated willingness to pay

for additional actuarial value increases substantially. This increase indicates that consumers

are more willing to switch from Bronze to Silver or Gold to Platinum metal levels, but may

be less willing to jump from Silver to Gold plans. In the analysis that follows this section,

the GMM-2 is used as the preferred specification. For more fine levels of fixed effects, the

simulation sample, based on the ACS, has consumers with options that do not appear in the

choice data. Due to sample size, the estimation data may not have low-income households

that are offered a Silver plan with a cost-sharing reduction in a particular rating area, for

instance. In that case, the fixed effect for that product category would not have a value.

The GMM-2 specification is used to avoid dropping these observations. The specification

GMM-3, which estimates the Cartesian product of the fixed effects in GMM-2, has nearly

identical results.

In the preferred specification, the mean consumer willingness to pay for a 10% increase
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Table 2.3: Demand Estimation Results

Maximum Likelihood GMM

(LL-1) (LL-2) (GMM-1) (GMM-2) (GMM-3)

Premium -1.46 -1.26 -1.31 -1.25 -1.23

(0.00) (0.00) (0.00) (0.00) (0.00)

Age 31 - 40 0.24 0 .24 0.24 0.26 0.26

(0.00) (0.00) (0.00) (0.00) (0.00)

Age 41 - 50 0.34 0.29 0.31 0.31 0.30

(0.00) (0.00) (0.00) (0.00) (0.00)

Age 51 - 64 0.69 0.55 0.60 0.55 0.54

(0.00) (0.00) (0.00) (0.00) (0.00)

Family -0.17 -1.13 -0.09 -0.07 -0.07

(0.00) (0.00) (0.00) (0.00) (0.00)

Subsidized 0.09 0.21 0.12 0.19 0.20

(0.00) (0.00) (0.00) (0.00) (0.00)

AV 4.40 9.36 4.23 9.35 9.48

(0.00) (0.00) (0.01) (0.01) (0.01)

Risk Preference

Constant 0.06 0.09 0.08

(0.01) (0.00) (0.00)

AV 1.19 0.90 0.62 0.60 0.61

(0.00) (0.00) (0.00) (0.00) (0.00)

High Risk Firm 0.01 0.01 0.00

(0.01) (0.00) (0.00)

Small Firm -0.06 -0.05 -0.06

(0.00) (0.00) (0.00)

Small & High Risk 0.05 0.06 0.07

(0.01) (0.01) (0.02)

Fixed Effects

Age, Fam., Inc. Y Y Y Y

Firm Y

Firm-Market Y Y

Firm-Category Y

Firm-Mkt-Cat. Y Y

Notes: The top row of price coefficients corresponds to the estimate for households that do

not fall into any of the listed subgroups (single, high income, 18 to 30 year olds). The price

coefficients for other households are obtained by adding the relevant demographic adjustments

to the top line. Premiums are in thousands of dollars per year.
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in the actuarial value of an insurance plan is $98.6 per month. This actuarial increase is

roughly equivalent to switching from a Bronze plan to a Silver plan. The average price

difference to consumers between Bronze and Silver plans is about $62 per month. There is

substantial variation in willingness to pay. The 10th percentile of willingness to pay is $73.6

per month, and the 90th percentile is $141 per month. A $10 increase in the premium of

a product decreases enrollment by an average of 9.1%, and a $10 increase in the monthly

premium of all insurance products decreases the probability that the average consumer will

purchase insurance by 0.4%. These semi-elasticities are similar to other estimates in the

literature (Tebaldi (2020a), Saltzman (2019a)).

2.5 Marginal Cost

2.5.1 Empirical Model

The average cost of covering a particular household with a particular insurance product

is estimated through Method of Simulated Moments (MSM) using moments on average

firm costs and health care expenditures by age and risk. This method does not require the

assumption that firms are playing optimal strategies according to the specification of the

model. I specify the expected cost function, Cf (Xj , τi, θi), as

log(cijm) = ψf + φ1AVjm + φ2Agei + φ3r
HCC
i + ωijm

where φf is a firm-state specific fixed effect, AVjm is the actuarial value of the product,

Agei is the average age of the household, and rHCC is the risk score of household. This

specification assumes that the identically and independently distributed errors in the cost

function, ωijm, are orthogonal to the preference draws in the demand estimation.

E[εijmωijm] = 0

This assumption implies that the only mechanisms through which cost and preferences

are correlated are through age and risk scores.18 If this assumption is violated and the

remaining endogeneity is consistent with adverse selection, then the coefficient on actuarial

value will be biased upward.19 The result of this bias is to attribute some portion of the

18An alternative specification could treat expected total medical spending as a household characteristic.

Then, I could allow preferences to vary with this characteristic instead of risk scores. Doing so has the

advantage of circumventing this particular exogeneity assumption, but the principle concern that residual

costs unobservable to the econometrician are correlated with demand errors would remain.
19For illustration, suppose I estimate φ̂ to solve for a single product and single observable type,

E[Sijcij ]

Sj
−ACdata = 0

E[Sijcij ] = SjAC
data.
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selection differences of cost to product differences of cost. In the context of this study, this

attribution leads to conservative conclusions about the implications of adverse selection.

Reinsurance

In 2015, the ACA implemented a transitional reinsurance program, which mitigates

a portion of the liability to insurance firms of very-high-cost enrollees. This policy was

important in limiting the amount of realized adverse selection facing insurance firms and is

included in cost estimation in order to match the post-reinsurance average firm costs. The

federal government covered 45% of an insurance firm’s annual liabilities for a particular

individual that exceeded an attachment point, c = $45, 000, and up to a cap, c̄ = $250, 000.

For an individual with a cost cijm, the insurance firm is liable for the cost creinijm under the

reinsurance policy.

ccovijm = min
(

max(cijm − c, 0), c̄− c
)

cexcijm = max(cijm − c̄, 0)

creinijm = min(cijm, c) + 0.45ccovijm + cexcijm

Estimation

The MSM estimation procedure targets four sets of moments which each identify four

sets of parameters. The age and risk parameters are identified using moments from the

Medical Expenditure Panel Survey (Appendix Section A.1.2). For clear identification of

costs by age separate from risk score, the estimation targets age moments among adults

that have a risk score of zero. The moments are computed as the ratio of average covered

expenditures within five-year age brackets for adults between 25 and 64 years old to the

average covered expenditures of adults between 20 and 24 years old. The cost parameter

on risk is identified using the ratio of average covered expenditures among adults with a

positive risk score to those with a risk score of zero.

The parameter on actuarial value is identified using the ratio of experienced cost of

each metal level to Bronze plans from the 2016 rate-filing data. And conditional on these

three cost parameters, φ, the firm-specific cost parameter, ψ, is set to precisely match the

This is equivalent to

SjE[cij ] − cov(Si, cij) = SjAC
data.

I assume that, conditional on age and risk score, this covariance term is 0. If there is an endogeneity problem

consistent with adverse selection, this covariance term would be positive and increasing in plan generosity,

leading to an upward bias in the estimated coefficient on adverse selection.
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Table 2.4: Cost Estimation Results

(GMM-1) (GMM-2)

Age 0.47 0.47

(0.02) (0.02)

Risk 0.10 0.10

(0.00) (0.00)

Actuarial Value 4.20 3.84

(0.04) (0.05)

State-Firm Y Y

Note: The specifications correspond to the different demand estimation

specifications that are used to simulate the moments.

projected average cost in the 2015 rate-filing data. See Appendix Section A.1.3 for more

detail on the data.

When simulating moments that match data from the insurance firm rate filings, I use

the reinsurance adjusted cost, creinijm . The moments from the Medical Expenditure Panel

Survey are computed using total covered expenses across all insured individuals. Thus, I

use the predicted cost cijm to compute these moments.

Cost is estimated using two-stage MSM to obtain the efficient weighting matrix. The

estimated demand parameters are used to simulate the distribution of consumer age and

risk throughout products in each market, using ACS data as the population of possible

consumers (see Appendix Section A.1.1). For a detailed description of the cost estimation

procedure, see Appendix Section A.3.

2.5.2 Results

Table 2.4 displays the results of the cost estimation. The table presents results for each

GMM demand specification used to simulate the moments targeted by the cost estimation.

The estimation suggests a substantial amount of adverse selection. One measure of adverse

selection is the relationship between consumer price elasticity and consumer cost. The

problems associated with adverse selection will be more severe if the covariance is strong.

These estimates imply that the mean cost in the lowest decile of semi-elasticity is $84 per

month and the mean cost in the highest decile of semi-elasticity is $850 per month. The

means of the top and bottom decile of costs, without considering elasticities, are $35 and

$1200 per month, respectively. These results suggest that consumer semi-elasticity explains
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a substantial amount of the variation in expected consumer costs and that adverse selection

is an important feature of this market.

Table 2.5: Cost Estimation Fit of Cost-Ratio Moments

Data Model Fit

(GMM-1) (GMM-2)

Age (rHCC = 0)

18 - 24 1.0 1.0 1.0

25 - 29 1.34 1.29 1.32

30 - 34 1.44 1.62 1.65

35 - 39 2.08 2.48 2.46

40 - 44 2.98 2.31 2.32

45 - 49 1.74 2.91 2.90

50 - 54 3.49 3.18 3.26

55 - 59 2.98 3.90 3.99

60 - 64 3.57 3.96 4.11

Risk

rHCC = 0 1.0 1.0 1.0

rHCC > 0 3.57 3.35 3.30

Metal Level

Bronze 1.0 1.0 1.0

Silver 2.28 3.11 2.56

Gold 3.80 3.02 2.93

Platinum 4.28 8.13 7.62

Note: This table displays the targeted and estimated cost

ratios that are used to identify the marginal cost parameters

in Table 2.4. In each category—age, risk, and metal level—

the ratios are defined relative to the first row. The first row

of each category is equal to one by construction. The two

columns of estimated moments represent the two demand

estimation specifications used to simulate the moments.

Table 2.5 presents the targeted and estimated moments used in the cost estimation.

The age and risk moments are matched more closely than the metal-level ratio moments.

In particular, the cost specification leads to overestimates of the cost of covering individuals

with Platinum coverage. The combination of ordered risk preferences, age preferences, and
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Figure 2.3: Marginal Revenue vs Marginal Cost in Baseline Model

log-linear costs in actuarial value lead to the implication that the difference in average

costs among expensive and generous plans (Gold and Platinum) is much greater than the

difference in average cost among the less comprehensive options (Silver and Bronze). The

model also predicts Silver plan average costs that are very similar to Gold plan average

costs, which are a result of high-cost selection into Silver plans among individuals who

receive cost-sharing reductions.

In estimating the parameters of demand and marginal cost, firms are not assumed to

be setting prices to optimally maximize profit. Figure 2.3 plots the marginal revenue and

marginal cost implied by estimated parameters under the baseline policy regime, which

includes a mandate penalty, risk adjustment, and reinsurance. This plot can be used to

assess whether the estimated model implies that firms are behaving as profit maximizers

by setting prices to equate marginal revenue and marginal cost.

On average, the baseline model suggests that firms are setting marginal revenue close

to marginal cost. The largest deviations come from firms in very concentrated markets.

The median of estimated marginal cost less marginal revenue in the most competitive two-

thirds of markets (markets with an HHI of less than 5200) is $4.99 per month, and the

mean is $10.2. In the most concentrated third of markets, the median difference is $34.2
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per month and the mean is $54.0. A possible explanation for marginal costs that exceed

the implied marginal revenue in very concentrated markets is that state insurance agencies

are successful in negotiating lower markups on behalf of consumers. This mechanism will

not be modeled in this paper, but influences how the results should be interpreted for near

monopoly markets.

2.6 Welfare Analysis

In this section, I decompose the total welfare cost in the non-group insurance market.

The decomposition is computed by comparing the total welfare for each market at four price

vectors: (i) the total welfare maximizing price, pA; (ii) the consumer welfare maximizing

price conditional that average revenue is at least average cost, pB; (iii) the consumer welfare

maximizing price conditional that aggregate profit is at least equilibrium aggregate profit,

pC ; (iv) the competitive equilibrium price, pD. All four prices are computed with and

without the risk adjustment policy of the ACA.20 Total welfare is measured as the sum of

consumer surplus and aggregate profit, and each welfare cost is computed as follows:

Extensive Selection Cost = SW (PA)− SW (PB)

Markup Cost = SW (PB)− SW (PC)

Intensive Selection Cost = SW (PC)− SW (PD)

To cleanly demonstrate the relationship between welfare and market structure in the

presence of adverse selection, consider the problem of a social planner that seeks to maximize

consumer and producer surplus—possibly with a constraint on producer surplus—without

consideration of the government’s budget constraint. The level of premium subsidies is held

fixed at the pre-merger equilibrium level when computing the welfare maximizing prices

and post-merger prices in order to cleanly characterize the relationship between welfare

and market structure without changing the generosity of the subsidy. After holding the

generosity level fixed, net government spending still depends on consumer choices, which in

turn depends on prices. To avoid contending with the many possible objectives a government

may have in mind when setting this policy, such as the social cost of uninsurance or aspects

of consumer welfare that do not affect demand, the changes in government spending on

subsidies and government revenue through the mandate penalty are ignored in this section.

20The welfare maximizing price, pA, and consumer welfare maximizing break-even price, pB , do not

depend on the risk adjustment policy. In both cases, the social planner optimally adjusts for all risks.

The consumer welfare maximizing price that is constrained by equilibrium profit depends only on the risk

adjustment policy through the policy’s effect on profit.
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Section A.4.2 shows how this analysis changes if the planner considers a dollar of government

revenue identical to a dollar of consumer surplus.

The only policy analyzed in this section is the budget-neutral risk adjustment policy.

Section 2.7 contains a more general welfare analysis with both risk adjustment and the

individual mandate.

Cross-sectional Analysis

The first welfare cost, extensive selection, is a symptom of adverse selection and does

not depend on market structure.21 The welfare cost of markups increases as firms gain

market power and increase the aggregate profit earned. This source of welfare loss is absent

if firms are operating at break-even prices. The final source of welfare loss is attributable

to inefficient sorting that results from selection on the intensive margin, as described in

Section 2.2.2. This source of welfare loss is absent if the market is fully monopolized.

While the qualitative relationship of each source of welfare loss is evident from theory,

the relative magnitudes and the implication for the welfare costs of market concentration are

ambiguous. Using the estimated demand and supply of insurance in the non-group market,

I measure the average per-person welfare cost of each source in each market. The data

contain 109 markets, which span HHI values of 1,890 to 10,000—the value that indicates a

monopoly.

The welfare cost of extensive margin selection is small, with an average of $3.28 per

person. The low magnitude is likely a result of the subsidy structure and individual man-

date, which mitigate the number of individuals who go uninsured due to a high price of

insurance. While the rate of uninsurance is still quite high, around 50%, these estimates

suggest that this reflects consumer willingness to pay that is lower than the marginal cost

of coverage.22

In the absence of a risk adjustment policy, the average welfare costs of markups and

intensive selection are large and of similar magnitude, $21.4 and $20.9 per person, respec-

tively. As shown in Section 2.2.2, the two welfare costs have opposite associations with

market concentration. In markets with an HHI of less than 3,500, the average welfare cost

of markups is less than the welfare cost of intensive margin selection. In the more concen-

trated markets, the welfare cost of markups dominates. However, intensive margin selection

is an important source of welfare loss in even highly concentrated markets.

The risk adjustment policy primarily targets intensive selection and is successful at

21The degree of adverse selection in a market affects this first category of loss and could also affect the

equilibrium market structure, though this is not the focus of this paper.
22Finkelstein et al. (2019) find that consumer willingness to pay is substantially below the marginal cost

of coverage in Massachusetts.
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Table 2.6: Welfare Costs in the Cross-Section

Without Risk Adj. With Risk Adj. # of

HHI Level Ext. Sel. Markup Int. Sel. Markup Int. Sel. Mkts Mkt Size

< 3,000 2.49 16.8 28.0 21.7 2.10 23 2,099

3,000 - 3,500 3.22 17.4 31.4 23.4 4.13 20 1,662

3,500 - 4,000 3.69 19.7 15.2 25.4 4.58 8 1,295

4,000 - 4,500 3.07 17.2 17.6 23.2 3.92 12 1,956

4,500 - 5,500 3.04 17.4 19.9 23.7 3.59 13 1,723

5,500 - 6,500 4.24 23.8 19.5 27.6 6.58 14 2,222

6,500 - 9,000 3.13 32.7 12.8 32.5 10.5 14 1,011

9,000 - 10,000 3.33 68.6 5.14 69.5 5.20 5 351

All Markets 3.28 21.4 20.9 26.2 4.72 109 12,320

Notes: This table displays the average welfare cost from extensive selection, markups, and intensive

selection within each category of market concentration, measured by the HHI. It also shows the welfare

benefit (displayed as a negative cost) from the revenue neutral risk adjustment policy. All values in the

left panel are in dollars per person per month. The averages are weighted by market population. The

right panel displays the total number of markets and total population in thousands of the markets in

each HHI category. Welfare is measured as the sum of consumer and producer surplus.

reducing the welfare cost of inefficient sorting to low levels, $4.72 per person. While the

risk adjustment policy does not optimally tax the sorting externality, it is still successful

in reducing the welfare cost of intensive selection in the least concentrated markets to

negligible levels.23 The welfare cost of markups increases as a result of the risk adjustment

policy, which reflects that firms are able to capture some of the gain in total surplus. The

effectiveness of the risk adjustment policy declines with market concentration, where the

welfare cost of intensive selection is already small.

Merger Analysis

One channel to prevent firms from accumulating market power is through strict scrutiny

of mergers. In this section, I simulate the effect of a proposed—and subsequently blocked—

merger between Aetna and Humana on the non-group insurance market in Georgia, where

both firms had substantial market share. This merger affects 10 local markets in Georgia.

Prior to the merger, five of the markets have an HHI of less than 3800 and five of them

23The risk adjustment policy considered in this paper abstracts from the ways in which the administered

taxes and subsidies differ from the conceptual transfers targeted by the policy. For instance, I do not consider

the possibility that some risks may be unobservable to the government, or that the particular parameters of

the policy may differ from the theoretical optimal parameters.
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have an HHI of greater than 3800. The resulting change in HHI ranges from 211 to 2430,

with a median change of 839.

The welfare effect of the merger is presented in Table 2.7. The effects are split into the

most and least concentrated markets pre-merger and the results are presented both with and

without a risk adjustment policy. The intuition of these results follows the previous section.

In the absence of a risk adjustment policy, less concentrated markets have a high welfare

cost of intensive margin selection. And in these markets, consumers can be made better off

as the result of an increase in market power that lowers the welfare cost of intensive margin

selection. This can be seen in the first row of the Table 2.7, where both consumers and

producers benefit from a merger.

When the welfare cost of intensive margin selection is low, either because the market

is already highly concentrated or because of a risk adjustment policy, there is little to gain

from a merger and consumers suffer from higher markups. One implication of these results

is that the presence of a risk adjustment should be paired with an increased scrutiny of

mergers in the health insurance industry.

Table 2.7: Effect of a Merger on Producer and Consumer Welfare

Change in Welfare Source of Change # of

∆ CW ∆ PS ∆ Markup ∆ Int. Sel. Mkts Mkt Size

W/out Risk Adj.

HHI<3800 0.20 1.4 -2.4 4.0 5 1,279

HHI>3800 -2.7 2.0 -2.6 1.9 5 365

With Risk Adj.

HHI<3800 -3.1 0.7 -2.3 -0.16 5 1,279

HHI>3800 -6.0 2.0 -3.6 -0.42 5 365

Notes: This table displays the average change in producer and consumer surplus as a result of a

merger between Aetna and Humana in the state of Georgia. It also decomposes the total welfare

change into a portion attributable to higher markups and a portion attributable to less (or more)

intensive adverse selection. All values in the left two panels are in dollars per person per month.

The averages are weighted by market population. The right panel displays the total number of

markets and total size of all markets in each HHI category.

2.7 Policy Analysis

This section studies equilibrium under four separate policy regimes. The baseline

regime assumes that both risk adjustment and the individual mandate are in effect, as well
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as the other rules and regulations of the ACA. This includes price-linked subsidies, age-

rating, reinsurance, and the medical-loss ratio requirements.24 While the level of subsidies

does depend on price level in the market, as determined by the price-linking formula specified

by the ACA, firms treat the subsidies as given rather than possibly linked to a plan that they

offer. Section A.4.1 shows how these results change if firms behave strategically with respect

to the subsidy formula.25 The risk adjustment policy included in this model is a “perfect”

risk adjustment system, where the policy makers and firms both have full information about

the relationship between risk and cost and an accurate measure of risk. It does not assume

that risk is perfectly predictable but that all predictable risks are accounted for in the

adjustment.

Next, I consider three policy regimes: i) no individual mandate, ii) no risk adjustment

policy, and iii) neither the risk adjustment policy nor the individual mandate. The purpose

of this analysis is twofold. The first is to demonstrate the heterogeneity of policy effects

across different levels of market concentration. The second is to show how the effects of

market concentration depend on the policy regime.

Cross-sectional Analysis

Table 2.8 shows the results of each policy regime by market concentration. Market

concentration is determined by baseline market shares. In the baseline scenario, 36 markets

have a Herfindahl-Hirschman Index (HHI) of less than 3350, 36 markets have an HHI of

between 3350 and 5200, and 37 markets have an HHI of at least 5200. For brevity, only

the results for the least concentrated third and most concentrated third of markets are

displayed.

Panel A demonstrates the effects of risk adjustment and the individual mandate in

the most competitive markets. The intended complementarity of the individual mandate

and risk adjustment is evident in this setting. Risk adjustment, both with and without the

individual mandate, has an economically significant effect on reducing premiums substan-

tially for Silver and Gold plans, and leads to only small increases in the premiums of Bronze

plans. However, in the presence of risk adjustment, the individual mandate has a relatively

small effect on prices. In comparing column (2) to the baseline, repealing the individual

mandate would raise average premiums by between 3 and 6 percent. However, if there were

no risk adjustment, the individual mandate has a much larger effect. Comparing column

24In 2015, the ACA also included another other risk protection programs: risk-corridors. I assume that

the reinsurance program only affects the household-specific cost liability to the insurance firms, does not

directly enter the firms’ problem. I don’t model the risk-corridor program, which provides profit risk-sharing

across firms. Sacks et al. (2017) find that the risk corridor program leads to lower prices among some firms.
25Jaffe and Shepard (2017a) show that this leads to lower effective elasticities and higher markups.
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Table 2.8: Cross-Section: Effects of Risk Adjustment and the Mandate Penalty

Panel A: Less than 3350 HHI

Observed Baseline (1) (2) (3)

Risk Adjustment Y Y Y

Mandate Y Y Y

Prices

Bronze 172 158 152 163 155

Silver 212 226 272 240 392

Gold 237 243 480 256 623

Welfare

Consumers 48.2 41.6 71.5 67.5

Producers 47.9 50.8 35.6 39.1

Government -15.7 -22.8 -36.6 -46.7

Insurance Rate 53.9 47.8 45.7 37.2 36.0

Panel B: Greater than 5200 HHI

Observed Baseline (1) (2) (3)

Risk Adjustment Y Y Y

Mandate Y Y Y

Prices

Bronze 166 214 211 204 199

Silver 230 311 321 306 316

Gold 265 331 401 326 396

Welfare

Consumers 38.7 39.4 71.3 73.5

Producers 69.0 70.9 48.4 50.1

Government -58.4 -66.8 -76.5 -85.4

Insurance Rate 46.7 43.0 43.6 35.2 36.3

Notes: All price levels represent the base premium per month, before age

rating and subsidies are applied. Welfare calculations are also in dollars

per month and the insurance rate is the percent of eligible consumers that

purchase insurance. All model averages are computed using the baseline

enrollment distribution. The observed averages are computed using the ob-

served enrollment distribution. I do not control for market compositional

effects across the HHI categories.
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(3) to column (1), average premiums for Silver and Gold plans are 44% and 30% greater

without the individual mandate in place. This suggests that risk adjustment is a crucially

important feature of providing firms an incentive to provide generous plans at affordable

prices.

The estimates of welfare in each policy regime tell a similar story. The risk adjustment

policy provides a substantial increase in consumer welfare, with a small decline in profit

earned by the firms. The individual mandate decreases consumer welfare overall, because

the benefits through lower prices are not enough to offset the incidence of the tax. However,

the insurance rate does increase substantially in competitive markets, the primary objective

of the tax.

In Panel B, the least competitive markets, the effects of both risk adjustment and

the individual mandate are more ambiguous. Risk adjustment leads to lower prices among

the more comprehensive insurance categories, but higher prices among the cheaper Bronze

plans. Moreover, the effect of the importance individual mandate is less dependent on the

presence of risk adjustment. Similarly, consumer and producer welfare are both slightly

lower under the risk adjustment policy, both with and without the individual mandate.

Since market concentration provides better implicit risk sorting, the presence of a policy

adjusting prices between plans is both less effective and less necessary. The individual

mandate also has the opposite of the intended effect on prices than in competitive markets,

leading prices to increase slightly. When markets are very concentrated, firms respond to

increased demand for insurance with higher markups than outweigh the pressure to lower

prices that come from broadening the pool of insured. While the insurance still increases

significantly under the individual mandate, it is to a lesser degree than in the competitive

markets. This result is intuitive in light of other research that show modest reductions in

average cost associated with modest changes in the number of insured (Panhans (2017)).

An important consideration is how well this model of profit-maximizing firms in Nash-

Bertrand competition matches the observed prices. Figure 2.3 shows that marginal costs

are slightly higher than marginal revenue, and Table 2.8 shows that the model substantially

over-estimates equilibrium prices in the most concentrated markets. One potential reason

is that state insurance regulators negotiate more fiercely when facing near monopolists. If

states are effective in negotiating lower markups, it is possible that the benefits of more

concentrated markets may outweigh the harms.

Merger Analysis

To isolate the effect of market concentration, I simulate the outcome of a proposed

merger between Aetna and Humana. The merger was initially proposed in 2015 and the
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Department of Justice subsequently sued successfully to block both mergers in court due to

competitive concerns both in the non-group market, as well as in the employer-sponsored

and Medicare Advantage markets. In the counter-factual, 10 local markets in Georgia would

have been affected by the merger. The median pre-merger HHI in affected markets is 3739,

and the median change in HHI is 839.

Table 2.9: Merger Analysis: Effect of Market Concentration

Baseline (1) (2) (3)

Risk Adjustment Y Y

Mandate Y Y

Merging Party Prices

Bronze 8.0% 8.7% 2.9% 5.0%

Silver 3.5 -2.8 0.3 -4.0

Gold 2.6 -2.3 -0.6 -2.9

All Other Prices

Bronze -0.2 -0.5 -0.3 -0.7

Silver -0.2 -1.7 -0.3 -1.4

Gold -0.7 -2.0 -0.5 -1.7

Welfare

Consumers -1.0 -3.1 1.0 -0.2

Producers 6.4 1.7 2.3 -1.2

Government -11 3.8 -2.9 2.5

Insurance Rate -1.6 -1.1 0.1 -0.1

Notes: All values are percent changes that result from the simu-

lated merger. The top panel shows changes for only the merging

parties’ products, and the middle panel takes all products into

account. The last panel shows changes in consumer, producer,

and government surplus. Positive values of change in govern-

ment surplus correspond to a net reduction in federal spend-

ing. The pre-merger averages are computed using pre-merger

enrollment and post-merger averages are computed using post-

merger enrollment. Thus, the percent changes include changes

in consumer choice.

The results in Table 2.9 highlight the two first-order predictions of increased concentra-

tion in markets with adverse selection: Prices increase on average across all coverage levels,

and the price spread between high and low actuarial value insurance decreases. These ef-

fects are present across all policy regimes. Bronze plans have the highest price increases,
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and increase in price across all policy regimes. Silver and Gold plans increase in price by a

smaller amount, and decrease in price in the absence of either a risk adjustment policy. The

increased market power that results from the merger decreases the welfare cost of inefficient

sorting, which drives large spreads in prices between high and low actuarial value plans.

Market power has a similar effect to a risk adjustment policy in this manner. The details of

the welfare decomposition in the baseline model is presented in Section 2.6. These results

suggest that the benefits to consumers are larger in the absence of a risk adjustment policy

or the individual mandate.

The intuition behind in the individual mandate results hold in the merger analysis

as well: the mandate penalty increases the market power of the participating firms. In

comparing the baseline column to column (2) and column (1) to column (3), the presence

of the individual mandate increases the price effects of the merger, by several percentage

points in each product category. In the absence of the individual mandate, consumers are

better off on average after the merger and the number of insured remains roughly constant.

This highlights the substitutability of market concentration and selection regulations like

risk adjustment and the individual mandate.

2.8 Conclusion

This paper combines household level choices in the non-group health insurance market

and the HHS-HCC risk prediction model with aggregate moments on cost and risk to

identify the joint distribution between the willingness-to-pay for health insurance and the

expected cost to an insurance firm. The estimates are employed in a framework of imperfect

competition over a fixed set of products to demonstrate how market power interacts with

three sources of welfare loss in markets with adverse selection: i) extensive margin selection,

ii) markups, and iii) intensive margin selection. Market power reduces total welfare through

large markups but also reduces the welfare cost of intensive margin selection. This result

is similar to theoretical results on the efficient sorting incentive of monopolists that choose

product quality in a market with adverse selection (Veiga and Weyl (2016)). I show that

under certain market conditions, an increase in market power can improve average consumer

welfare through a reduction in the welfare cost of intensive margin selection that is not

wholly offset by the additional welfare cost of higher markups.

This paper also demonstrate how market structure interacts with two common policies

intended to correct the distortions of adverse selection—the individual mandate, a penalty

for being uninsured, and risk adjustment transfers—by simulating equilibrium in four policy

regimes with both, either, or neither policies in effect. I show the relationship between

market power and these policies both across the cross-section of markets and by simulating
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a proposed merger. The policy analysis results in two main takeaways. First, the individual

mandate increases the market power of the participating insurance firms. Markets that are

very concentrated have higher prices under an individual mandate than without it. The

increase in markups that results from the mandate outweighs the reduction in average cost

caused by an increase in the percentage of consumers that purchase insurance. Similarly,

mergers in markets with the individual mandate will have larger price effects than if the

mandate were not in place.

Additionally, the risk adjustment transfer policy is not effective at altering the equi-

librium price in highly concentrated markets. However, highly concentrated markets do

not suffer from a large welfare cost of intensive margin selection, the primary target of a

risk adjustment policy. Therefore, while the policy is less effective, it is also less necessary.

Moreover, in the absence of a risk adjustment policy, a merger accomplish a similar goal of

narrowing the price difference of high and low quality insurance products through increasing

market power.

Taken together, these results suggest first and foremost that policy makers must be

aware of market power when designing policies to help consumers. For example, a monopoly

will implement the optimal “risk adjusted” pricing without the prompting of any policy. In

many areas, this degree of market power is likely more costly than the benefits of perfect risk

adjustment would merit. However, it may suggest that policies designed to encourage com-

petition through less target incentives, like establishing a website to aid consumer search,

may be less effective that allowing firms to retain market power and protecting consumers

from the harm of markups.

In future work, I hope to extend this research by using a model of imperfect competition

in which firms may endogenously choose the generosity of their contracts. This margin

can be important for determining plan characteristics such as network breadth and drug

formularies, and is likely important when considering the welfare effects of adverse selection

and market power.
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Chapter 3

How does Insurance Competition

Affect Medical Consumption?

3.1 Introduction

Government-sponsored health insurance markets are a common tool to provide access

to medical care. The competition in these markets affects not only the monthly premium but

also the cost-sharing terms—e.g. copays and coinsurance rates— of the offered products.

These terms are particularly important because they determine the out-of-pocket price of

medical care and therefore may affect a patient’s medical decisions. These decisions may

then affect the health outcomes of the patient. While there has been substantial research

on the effect of competition on the monthly premiums for insurance, there is relatively

little research on how competition affects cost-sharing terms and the subsequent effects on

medical consumption and health.

Medicare Advantage (MA), a private insurance alternative to the government-run tra-

ditional Medicare program, is an important setting to study the effect of competition on

medical consumption via cost-sharing terms. Insurance firms compete to attract benefi-

ciaries by choosing the monthly premium, cost-sharing terms, and other characteristics of

their products, which must meet standards required by Medicare. Firms are provided with

large, risk-adjusted subsidies allowing many products to be offered at low or $0 monthly

premiums. As a result, other dimensions of the product such as the cost-sharing terms are

especially important to understand consumer demand, competition among firms, as well as

the effect of a myriad of policies and regulations that govern the market.

In this paper, I provide a framework to evaluate the effect of changes in the market

structure or market design of the insurance market on the health and health care use of the

beneficiaries through the cost-sharing terms of insurance. I estimate a model of insurance
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competition, medical consumption, and health in MA. There are three main findings. First,

I show that, on average, less competition leads to higher levels of cost-sharing, but a merger

between multi-product firms may lead the cost-sharing levels of some products to increase

and others to decrease. Second, I find that consumers respond to cost-sharing terms in their

demand for medical care. A $10 increase in the primary care copay leads to a 5.4% decrease

in medical consumption. Finally, I find that the cost-sharing terms of insurance have an

effect on the health outcomes of patients. In particular, a $10 increase in the primary care

copay leads is associated with a 0.1 percentage point increase in inpatient mortality. Using

the fully estimated model, I find that a reduction in competition via a merger leads to up

to a 4% increase in the primary care copay, an average reduction in medical spending of

$17 per person, and an additional six inpatient deaths per year.

The model of consumer demand occurs in two stages. In the first stage, consumers

make a discrete choice over the available health insurance plans. In the second stage, con-

sumers make a sequence of monthly medical consumption decisions given their choice of

insurance plan. The model incorporates whether consumers respond to higher cost shar-

ing by decreasing medical consumption (moral hazard), whether insurance preferences are

correlated with expected cost (adverse selection), and whether insurance preferences are

correlated with medical consumption elasticities (selection on moral hazard).

The model of supply consists of strategic, multi-product firms that simultaneously

select both the monthly premium and the cost-sharing terms of differentiated insurance

products.1 I show that the effect of competition on cost-sharing terms is ambiguous for two

reasons. The first reason follows from standard incentives facing a firm that competes in

both price and a non-price quality that consumers value. The level of cost-sharing (or more

generally, any product quality) that firms will provide depends on consumer willingness to

pay to reduce cost-sharing and the marginal cost to the firm of doing so (Spence (1975),

Schmalensee (1979)). This substitution between price and quality is further complicated

by the second reason: not all consumers generate expected profit. The standard intuition

of competition assumes that when a product lowers its price (or cost-sharing level) it at-

tracts more profitable sales, but this may not be the case in markets with adverse selection

(Mahoney and Weyl (2017), Veiga and Weyl (2016), Lester et al. (2015)).

In order to quantitatively evaluate these mechanisms, it is crucial to characterize con-

sumer preferences for insurance, elasticities of medical consumption, expected cost, and

the relationship between each of these features. I accomplish this by using data on insur-

ance plan choices linked to insurance claims data in the Medicare Advantage market in

Massachusetts. Using the medical claims, I can construct detailed information on health

status—e.g. specific diagnoses—and link these characteristics to an individual’s choice of

1This model is similar to one in which firms to set a price and an aspect of product quality.
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an insurance plan with particular cost-sharing terms. Importantly, I can directly relate this

data on choices to the expected cost of insuring this group of consumers.

In the first stage, I estimate discrete choice demand for insurance, extending the

methodology of Miller et al. (2019) to incorporate information on medical diagnoses and

their interaction with the cost-sharing terms of insurance. I find that consumers are elastic

to the monthly premium and the primary care copay of insurance, but elasticities with

respect to other cost-sharing terms are relatively small. The median willingness to pay

to reduce the primary care copay by $10 is relatively large at $43 per month, suggesting

that consumers may be willing to pay for lower cost-sharing terms in anticipation of its

affect on their medical consumption. Consumers in the 95th percentile of expected cost are

willing to pay $63 per month, about 50% greater than the median consumer. Due to high

variance in the costs of the high-risk population, willingness to pay is U-shaped in net-cost

when risk-adjusted subsidies are taken into account, which is consistent with the findings

of Brown et al. (2014).

In the second stage, I estimate consumers’ elasticity of medical consumption with

respect to cost-sharing terms using within product variation in the cost-sharing terms of

insurance. This source of variation is common in settings where the sample is enrolled in a

single product (Brot-Goldberg et al. (2017)), and I extend this intuition to a multi-product

setting where consumers face considerable inertia in plan choices (Ho et al. (2017), Miller

et al. (2019), Drake et al. (2020)). While a price elasticity of medical consumption could be

identified using the non-linear features of the insurance—as in Aron-Dine et al. (2015) and

Ellis et al. (2017)—this strategy directly estimates the elasticity of interest: the average

change in medical consumption that will result for a change in the cost-sharing terms of

insurance. I focus this identification on the primary care copay, which has substantial year-

to-year variation within products. Roughly 65% of the sample experiences a change in the

primary care copay of the product in which they are enrolled at some point during the

sample period.

I find that a $10 increase in the primary care copay leads to a 5.4% decline in medical

consumption, as measured by total medical spending. Additionally, I find that individuals

with highest and lowest medical risk scores (a measure of expected total spending) are least

elastic with respect to primary care copays. In order to compare to the literature, I can

convert the primary care copay into its contribution to an effective coinsurance rate. I find

that the implied coinsurance elasticities are between -0.09 and -0.25, which are consistent

with other estimates (Manning et al. (1987), Ellis et al. (2017)).

Next, I investigate the relationship between primary care copays and inpatient mortal-

ity. Using rich controls for plan-level mortality and consumer health status, I estimate the

direct effect of the primary care copay on inpatient mortality (patient deaths in hospitals
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or hospice care facilities). I find that a $10 increase in the primary care copay is associated

with a 0.1 percentage point increase in inpatient mortality. The magnitude of the effect is

in line with other estimates on the causal differences in mortality among insurance plans in

Medicare Advantage (Abaluck et al. (2020)).

With data on the cost of insurance linked to estimates of the demand for insurance

and medical consumption, I study the effect of competition on medical consumption by

reducing the number of firms in the market through potential mergers. I study three

potential bilateral mergers among the three largest firms in the Medicare Advantage market

in Massachusetts and focus on monthly premium and the primary care copay as the key

endogenous features. Each merger leads to increases in both the average premium and

the average primary care copay of the products offered by the merging firms. I also show

that these findings are consistent with reduced form estimates from a national, market-level

panel of competition and cost-sharing terms (including the primary care copay), following

the methodology of Bresnahan and Reiss (1991).

The largest premium increases occur alongside the smallest copay increases. In a

merger between the largest and second largest firms, the average premium increases by $12.3

(10.2%) and the average primary care copay increases by only $0.1 (0.07%). This highlights

that the premium and primary care copay are substitutes and shows the importance of

evaluating the effect of a merger on cost-sharing terms. Among the mergers studied, I find

that those with the smallest premium effect have the largest effect on the primary care

copay and medical consumption.

Changes in the primary care copay affect the total medical spending in the market.

The average effect on medical spending in each merger ranges from an increase in $7.3

per person per year to a decrease of $17.0 per person per year. These effects average a

substantial degree of heterogeneity. In the merger between the largest and second largest

firm, 35% of consumers experience decreases in the primary care copays of the products in

which they were enrolled pre-merger. Spending by these consumers increases by $77.4 per

person per year. Because of the distribution of cost across consumers, the mean effect of

this merger is a spending increase, despite a small average increase in the copay.

This leads to an important tradeoff. An increase in cost-sharing terms as a result of a

merger will decrease the total spending on medical consumption but also increase expected

mortality. By combining the estimates of cost from the merger analysis with the effect on

inpatient mortality, I find that the reduction in spending per expected additional death is

$320 and $388 thousand dollars. This is well below estimates of the statistical value of a life,

which range between $4 and $10 million for the general population and exceed $1 million

per life even for individuals over the age of 80 (Aldy and Viscusi (2007)). This implies that

the welfare benefit of a decrease total spending that results from a merger is outweighed by
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the welfare cost of an increase in mortality.

Relation to the Literature

There is a substantial body of literature that studies premium competition among

insurance firms. However, there is comparatively little research on the effect of competition

on the cost-sharing terms of insurance, and still less known about how this dimension

of competition affects the medical consumption and health care outcomes of insurance

beneficiaries.

This paper makes two main contributions. First, I estimate a model of imperfect com-

petition between insurance firms that incorporates both adverse selection and moral hazard

in consumer behavior. This builds on a literature that estimates models of differentiated

products to study the effects of adverse selection and market concentration in health in-

surance markets (Ryan (2020), Miller et al. (2019), Jaffe and Shepard (2017a), Shepard

(2016b), Tebaldi (2020a), Ericson and Starc (2015), Starc (2014), Saltzman (2017)). More

specifically, there is a growing literature that explores the mechanisms through which firms

seek a more favorable risk pool (Cao and McGuire (2003), Brown et al. (2014), Newhouse

et al. (2015), Newhouse et al. (2015), Aizawa and Kim (2018), Decarolis and Guglielmo

(2017), Geruso et al. (2019b)). And in particular, there is a literature on managed care

in Medicare Advantage that document mechanisms and incentives to screen for profitable

consumers through the generous (or sparing) provision of certain types of service (Glazer

and McGuire (2000), Frank et al. (2000), Ellis and McGuire (2007)). I build on this work by

estimating a model in which firms can chose the cost-sharing terms of insurance, in addition

to the premium, in an environment with both adverse selection and moral hazard.

I am building on a literature that estimates the two-stages of consumer decision making

in health insurance markets: the purchase of insurance and the consumption of medical

care (Marone and Sabety (2020), Einav et al. (2013), Cardon and Hendel (2001)). Marone

and Sabety (2020) estimates a model in which consumers have beliefs over their out-of-

pocket expenditures and preferences over insurance plans that depend directly on their

distributions of out-of-pocket spending. Building on insights that consumers make mistakes

when selecting health insurance (Handel and Kolstad (2015), Handel et al. (2019), Afendulis

et al. (2015), Dalton et al. (2020), Bhargava et al. (2017)), I estimate a model where

consumer insurance demand can depend flexibly on consumer medical conditions and the

cost-sharing characteristics of the insurance plan but does not necessarily assume any un-

biased projection of health expenditure by the consumer. This first stage of the estimations

adds data on medical diagnoses and service-specific cost-sharing terms to standard discrete

choice insurance demand estimation methods (Town and Liu (2003), DeLeire et al. (2017),
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Miller et al. (2019), Tebaldi (2020a), Drake (2019), Geruso (2016)).

In the second stage, I extend work on estimating the reduced form price-elasticity of

medical care to multi-product, non-group insurance markets. Beginning with the RAND

Health insurance experiment, a randomized experiment on insurance benefits (Manning

et al. (1987)), the literature has studied medical consumption in larger contexts using natu-

ral experiments (Duarte (2012), Brot-Goldberg et al. (2017)), contract non-linearity (Aron-

Dine et al. (2015),Ellis et al. (2017)), variation in the choice set (Lavetti et al. (2019),Marone

and Sabety (2020)), and instrumental variables (Kowalski (2016)). In this paper, I exploit

inertia in consumer insurance choices and year-to-year changes in the copays applicable to

each type of service in order to estimate the elasticity of consumer spending to key variables

set by the insurance firm.

The second contribution is estimating the effect of a change in competition in Medicare

Advantage on medical consumption and inpatient mortality through cost-sharing terms.

This contributes to a literature that studies market structure in health insurance (Cutler

and Reber (1998), Town (2001), Dafny et al. (2012)). Previous research moves beyond

the focus on the insurance premium to study competition in the context of contracting

with provider networks (Shepard (2016b), Ho and Lee (2017), Dafny et al. (2018)), the

Medicare Advantage bidding rules (Cabral et al. (2018), Curto et al. (2021)), and the ways

that insurance product design feeds back into the market structure of the provider industry

(Capps et al. (2003), Gowrisankaran et al. (2015)). This paper builds on this work to study

the effect market structure on medical consumption and patient health through the cost-

sharing terms of insurance. My findings also contribute to a more broad literature of how

competition and mergers affect product quality (Bloom et al. (2015), Fan (2013)).

3.2 Setting: Medicare Advantage

The Medicare Advantage market is a regulated market in which private insurance

firms offer subsidized insurance plans to individuals eligible for the Medicare program. This

market is an important setting to study the importance of competition and cost-sharing

terms for three reasons: i) the program design is based on the notion that encouraging

competition will benefit consumers and save money for the government, ii) the degree of

competition varies substantially across local markets and merger activity is common, and

iii) equilibrium premiums are low and occasionally zero, which encourages competition on

cost-sharing parameters.

The traditional Medicare program (TM) is a government-sponsored, fee-for-service

health insurance plan available to U.S. citizens or permanent residents who are over the

age of 65 or disabled. In 2003, the government formalized Medicare Advantage (MA):
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a companion program available to the same individuals in which insurance firms receive

substantial government subsidies and compete to offer insurance plans which cover at least

the same services as TM. An important motivation for establishing MA was the notion

that, by allowing firms to compete and offering consumers more choices of insurance, the

government could provide greater benefits to consumers at a lower cost than could be

achieved through TM (Bush (2002)).2

While MA was not the first program to make private insurance plans available to

Medicare beneficiaries, it prioritized making the market attractive for insurance firms in

order to generate competition. The MA program provided larger subsidies that were more

accurately adjusted for risk, and the result was both a substantial increase in the number of

participating insurance firms and a steady increase in the number of Medicare beneficiaries

that opt into MA (McGuire et al. (2011)). Despite these successes, the degree of competition

still varies substantially across the nation. Only a single insurance firm offered insurance

through MA in roughly one out of seven counties between 2011 and 2019, while many of

the largest counties had more than 10 competing insurance firms.

The MA market is also a frequent stage for merger activity. Since 2003, the Antitrust

Division of the Department of Justice has sued to prevent or require divestitures in three

health insurance mergers because of potential anti-competitive effects in MA.3 Still more

mergers have been consummated that have not risen to such high levels of antitrust concern.4

Due to the large subsidies and associated rules, competition between firms is often

concentrated on the cost-sharing parameters rather than the monthly premium. Insurance

plans submit a “bid” to the government, which determines the base level of subsidy that the

plan will receive for each enrollee. Most plans submit a bid that is below a set benchmark

level and are rewarded with an additional subsidy, termed a “rebate”, which the plan is

required to return to consumers via either a lower premium or more generous cost-sharing

terms. However, if the insurance plan wishes to reduce its premium below zero, it must

do so through a rebate to consumers in their social security checks. While many insurance

plans have premiums that are low or exactly equal to zero, these rebates are rare—perhaps

due to low salience among the consumers. As a result, MA plans compete on the broad set

of cost-sharing terms and tend to provide substantially more generous cost-sharing terms

2This reasoning is not unique to Medicare Advantage, and played a role in the creation of the Medicare

prescription drug program, Part D, and the health insurance marketplaces created by the Affordable Care

Act.
3These mergers include Aetna-Humana, blocked in 2018; Humana-Arcadian Management Services, con-

summated with divestiture in 2012; and United-Sierra Health, consummated with divestiture in 2008. MA

was not necessarily the only antitrust concern in each case.
4For instance, Aetna-Coventry in 2013 and United-PacifiCare in 2005.
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than TM. 5

3.3 Model

This section presents a model with three components: i) a model of consumer demand

for insurance that incorporates adverse selection and moral hazard, ii) a model of medical

consumption given the cost-sharing terms of the chosen insurance plan, and iii) a model

of competition between insurance firms that set both a monthly premium and cost-sharing

terms. The model can then be used to characterize the effect of a change in regulation or

market structure on the cost-sharing terms of insurance and the medical consumption of its

beneficiaries.

3.3.1 The Environment

Consumers

Consumers, indexed by i, face a two stage decision following Cardon and Hendel (2001)

and Dubin and McFadden (1984). In the first stage, consumers select an insurance plan,

j, during an annual period for open enrollment. In the second stage, consumers face a

realization of medical needs and consume an amount of medical care each month, m, at the

out-of-pocket prices set by the insurance plan in which they are enrolled.

For exposition, consider a single, annual medical consumption decision in the second

stage.

U∗ij(ω) = U∗(ω; pj , Xj ,Wj , ηi) = max
m

U(m,ω; pj , Xj ,Wj , ηi) (3.1)

where ω is a preference shock for medical demand, pj is the monthly premium of the

insurance plan, Xj is a vector of cost-sharing parameters that govern the out-of-pocket

price of medical consumption, Wj is a vector of non-financial insurance plan characteristics,

and ηi represents the characteristics of the consumer which may include a signal about ω.

The function U represents the indirect utility of an amount of medical consumption, m,

given the characteristics of the insurance plan, and the function U∗ incorporates the optimal

level medical consumption, m∗(ω,Xj , ηi), which I assume does not depend on the premium

or non-financial plan characteristics.6

5While MA cost-sharing terms are typically more generous than TM, a substantial fraction of TM

enrollees purchase additional secondary insurance coverage, or “Medigap” insurance.
6This requires that the income effect of the premium is small, which is reasonable given the low level of

premiums in Medicare Advantage.
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In the first stage, a consumer who purchases insurance plan j for the plan year t

receives an indirect expected utility given by

vijt = V
(
εij , E

[
U∗ij(ω)|ηi

])
(3.2)

where εij is an idiosyncratic preference of consumer i for product j and E is the consumers

subjective expectation of their second stage utility given their characteristics, η.

Consumers select the insurance plan that maximizes the total indirect utility of the

insurance plan choice. The probability that a consumer, i, selects an insurance plan j is

sijt = Pr{vijt ≥ max
k

vikt} (3.3)

The expectations in E are complex. Because the cost-sharing terms in Xj represent

detailed categories of service (e.g. primary care visits, diagnostic imaging, urgent care

visits, etc.), consumers must have beliefs regarding each specific service.7 Not only are

these expectations difficult to compute and parameterize, there is evidence that consumers

themselves may not be very good at making consistent predictions of their medical use at

the time of purchasing insurance (Kling et al. (2012), Handel and Kolstad (2015), Handel

et al. (2019)).

The empirical estimation focuses on separately estimating sijt and m∗ and avoids ex-

plicitly specifying the distribution of consumer beliefs. More information on the specifica-

tion, identification, and estimation of the two stages of the consumer problem are presented

in sections 3.5 and 3.6.

Firms

Insurance firms choose monthly premiums, p, and a vector of cost-sharing parameters,

X, each year to maximize the static, one-year profit of the firm.8 The profit of a single

product, j, depends on the probability that each individual will enroll, sijt, the monthly pre-

mium, pjt, an individual-specific subsidy, bijt, and the expected individual-specific marginal

cost, mcijt.

Πjt =

∫
i
sijt(pjt, Xjt,p−jt,X−jt)

(
pjt + bijt(pjt, Xjt)−mcijt(Xjt)

)
dF (i) (3.4)

pjt ≥ 0 ; xjtk ∈ Xjt ≥ 0

7The literature that assumes that consumers evaluate U directly typically has cost-sharing terms gov-

erned by only a few general parameters, such as a deductible, coinsurance rate, and out-of-pocket limit

(Cardon and Hendel (2001), Marone and Sabety (2020)).
8The firms do internalize the same switching costs as the consumers. In this way, the dynamic incentives

of the firm are restricted to reacting to state-dependence, but not internalizing the effect of current decisions

on future payoffs.
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where p−jt and X−jt represent the premium and cost-sharing terms for all other products

in the market.

Firms cannot set the cost-sharing parameters or the monthly premium to be below

zero. In the case of the monthly premium, firms are allowed to send premium rebates to

consumers via their social security checks. However, this is rare and non-existent in the

Massachusetts market, despite a significant portion of plans with a premium equal to zero.

(See Appendix Figure B.1). In the model, I abstract from these micro-foundations and

treat both constraints as imposed on the firms.

The marginal cost of insuring a particular beneficiary, mcijt, depends on the health of

the beneficiary and the cost-sharing parameters of the product. Marginal costs are given

by

mcijt(Xjt) =Eω

[∑
τt

miτ (ω,Xjt)−Ojt
(
Xjt,

∑
τt

miτ (ω,Xjt)
)]

+ ajt (3.5)

Ojt(Xjt,M) = min

{
OOP-Limitjt, φjt

(
Xjt,M

)
M

}
(3.6)

where τt indexes the months of an individual’s enrollment during year t, Ojt is the function

governing the out-of-pocket costs of medical consumption, φjt is an effective coinsurance

rate, and OOP −Limit is the maximum allowable out-of-pocket spending of the consumer.

The total medical spending on an individual is given by the annual sum of monthly medical

consumption, m∗iτ (ω,Xjt). The firm covers all of these expenses less the out-of-pocket prices

paid by the consumer, Ojt. This function is specified as the minimum of the plan-specific

maximum out-of-pocket spending limit and an effective coinsurance rate φjt on the total

annual spending. The details of specifying and estimating the effective coinsurance rate are

presented in Appendix Section B.2.

In addition to medical consumption, the products face an additional marginal cost, ajt,

which includes the average per-member administrative and drug costs for each firm. These

costs are assumed to be constant across all enrollees and constant within firms. This is a

strong assumption for prescription drug costs, however these costs tend to be small relative

to medical costs. Firm-level average drug costs range from $60 to $100, without accounting

for the subsidies firms receive for providing that coverage.

The per-person subsidy, bijt, depends on the risk score of the individual and a “bid”

submitted by the plan, which reflects the plan’s risk-adjusted expected costs.9 The bid can

be modeled as a function, bidj(pj , Xj), which depends on the characteristics of the plan

set by the firm, holding fixed all other policy variables that affect plan bids. In Appendix

9The submission is not a bid in the economic sense because there is no auction. There is a strategic

component to submitting the bid, which has been studied at length (e.g. Miller et al. (2019), Curto et al.

(2021))
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Section B.3, I provide more detail on the formula for the risk adjusted subsidy and show

how the bid function is estimated from the national panel of Medicare Advantage product

characteristics and payments.

Equilibrium

An equilibrium in this model, for a given year t, is defined as the set of premiums and

cost-sharing parameters, {(pjt, Xjt)}j , such that for every product, j,

(p∗jt, X
∗
jt) = arg max

(p,X)

∑
k∈Jf(j)

Πkt(p,X,p−jt,X−jt) (3.7)

where Jf(j) indicates the set of products offered by the firm that offers product j, and all

other premiums and product characteristics, (p−jt,X−jt) ≡ {(pkt, Xkt)}k 6=j , are held fixed.

When setting the level of a cost-sharing term, xjt ∈ Xjt, the firm faces a trade off

between gaining additional sales and increasing the net cost of selling insurance. Consider

the first order condition of a single-product firm.10

0 =

∫
i

∂sijt
∂xjt

(
pjt + bijt −mcijt

)
dF (i)︸ ︷︷ ︸

Profit from Marginal Sales

+

∫
i
sijt

(
∂bijt
∂xjt

− ∂mcijt
∂xjt

)
dF (i)︸ ︷︷ ︸

Infra-marginal Change in Net Cost

(3.8)

The two terms of equation (3.8) each represent the two features of consumer behavior

that this model must capture. The first term concerns adverse selection: the profitability

of additional (or reduced) sales resulting from a reduction (or increase) in the cost-sharing

term of product j. This term depends crucially on the covariance between the elasticity of

demand for product j with respect to this cost-sharing term and the individual-specific net

profit of insurance.11 Thus, the incentive to change a cost-sharing term is related to the

degree of adverse selection with respect to that particular term. This is also an important

feature of the firm’s optimal monthly premium.

The second term concerns moral hazard: the effect of a change of a cost-sharing term on

the medical consumption of consumers, which determines the net marginal cost of insurance.

For individuals that do not exceed the out-of-pocket spending limit, the change in gross

marginal cost is given by the sum of the expected change in medical consumption at the

current out-pocket-price and the change in the out-of-pocket price of expected medical

consumption.

10This exposition assumes the non-negativity constraints are non-binding.
11The first term can also be written as∫
i

∂sijt
∂xjt

(
pjt + bijt −mcijt

)
dF (i) = E

[
∂sijt
∂xjt

]
E

[
pjt + bijt −mcijt

]
− Cov

(
∂sijt
∂xjt

, pjt + bijt −mcijt

)
where E evaluates the mean over all consumers.
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∂mcijt
∂xjt

= Eω

[∑
τt

∂miτ

∂xjt
(1− φjt) +

∑
τt

miτ
∂φjt
∂xjt

]
(3.9)

Due to the subsidy rules of MA, the change in gross marginal cost is reinforced by the

change in the subsidies. MA requires that subsidies are decreasing in the cost-sharing

terms of insurance. Thus,
∂bijt
∂xjt

is negative.

These two features—adverse selection in the demand for insurance and moral hazard in

medical consumption—are at the center of evaluating how any feature of market structure

or market design will impact the levels of cost-sharing provided in the market and the

consumption of medical care. In the following sections, I outline the data and methods that

allow me to identify these features. Finally, in Section 3.7, I use the fully estimated model

to evaluate the effect of a change in the level of competition via a merger.

3.4 Data and Descriptive Results

The data come from the Massachusetts All Payer Claims Database and the Medicare

Advantage Plan Benefits Data provided by the Center for Medicare and Medicaid Services.

In this section, I describe the data and two sets of descriptive results. First, I show that

the average effect of competition on cost-sharing terms is negative across most cost-sharing

terms in the data. This effect is particularly pronounced for the copays for primary care

office visits. Second, I show that over 90% of MA beneficiaries in Massachusetts make at

least one office visit a year and spend roughly one quarter of all out-of-pocket spending

on office visit copays. These results together suggest that cost-sharing terms are an im-

portant margin of competition and that primary care copays are a particularly important

mechanism.

3.4.1 Data

The data on consumer behavior come from the 2013 through 2017 Massachusetts All

Payer Claims Database (APCD). For each de-identified enrollee, I observe their sex, zip code,

age group, a history of plan enrollment from 2013 to 2017, and the contents of their medical

insurance claims during that same period. The medical claims data include information on

patient diagnoses, the procedures performed by the physician, the total amount paid by

the insurance provider, and the value of any copay, coinsurance, or deductible paid by the

patient.

These data serve two key functions. First, they provide detailed information on the

health status of each consumer. Using the diagnoses codes that are submitted as a part
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of each medical claim, I can construct indications for whether each consumer is diagnosed

a with a set of medical conditions as well as a summary risk score that measures the

overall health of the consumer. To construct these measures, I use the Center for Medicaid

and Medicare Services Hierarchical Conditions Categories (CMS-HCC) algorithm and risk

coefficients. This method has the advantage of being designed to measure clinical conditions

that are related to high medical consumption.

Second, the APCD provide a direct measure of medical consumption. The baseline

measure is total medical spending, which is common in the literature (Manning et al. (1987),

Brot-Goldberg et al. (2017), Aron-Dine et al. (2015), Ellis et al. (2017)). In addition to

this measure, I include an adjusted measure of physician service intensity that removes

variation in the payment for a particular service across insurance products and years. The

measure is created by predicting the payment for a particular service based on the features

of the claims data–e.g. principal diagnoses, procedure modifiers, place of service, etc. I

use the least absolute shrinkage and selection operator (LASSO) to select the most relevant

features, and estimate the prediction coefficients separately for each procedure in the data.

The adjusted measure is computed by predicting the price of each claim for a representative

firm and year.

A crucial and novel aspect of this paper is linking the medical claims data to the

insurance choices of the beneficiaries. The claims data includes identifiers for the firms and

the products. While the names of the Medicare Advantage firms are known in the data, the

identity of the products is not. I link the product identifiers in the APCD to the publicly

available product information using the county-level enrollment panel in each data set.

The key data on product characteristics come from the Plan Benefit Package (PBP)

data. The PBP data contain detailed information (over 1,000 features) that describe the

cost-sharing terms and covered services of each insurance plan offered in the Medicare

Advantage program. The data provide granular cost-sharing terms that govern each type

of service (e.g. primary care, medical devices, or diagnostic lab tests). For instance, it

indicates whether a plan has a copay, coinsurance rate, or service-specific deductible for a

particular type of service and the value of the cost-sharing term if it applies.

The granular data on cost-sharing terms is important for two reasons. First, Medicare

Advantage plans typically have no general medical deductible in which beneficiaries have

to pay the full cost of care up to some threshold. Instead, the primary form of cost-sharing

are type of service specific copays and coinsurance rates. Second, the cost-sharing terms

vary widely across different types of service, which can be seen in Table 3.1. For example,

primary care visits generally cost between $0 and $30 per visit while emergency room visits

range between $50 to $150 per visit.

The data are combined to create two analytical data sets. The first is an annual panel
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of plan enrollment. Plan enrollment decisions are made when the consumers first become

eligible Medicare and each subsequent year during the open enrollment period between

January and March. These individuals first become eligible three months before turning

65.12 This data set includes the available demographic information of the enrollees, a

summary risk score that corresponds to their expected spending, and indicator variables

for whether the consumers are diagnosed with each of a set of clinical disease categories.

The data include every insurance product option for each consumer during each year, an

indicator for which product was chosen, and interaction terms between the individual-level

demographic and clinical variables and the characteristics of the product. The second data

set is a monthly panel of medical consumption. For each month that a consumer is in the

data, the baseline measure of consumption is the total medical spending by the insurer and

the patient.

For more detail on sample selection, linking the APCD and PBP data, measuring

health status, and constructing the adjusted medical consumption measure, see Appendix

Section B.1. The appendix also includes details on using Medical Loss Ratio filings to

supplement the claims data with data on administrative and prescription drug expenses.

3.4.2 Descriptive Results

The first set of results show that, on average, cost-sharing terms are lower (i.e. lower

out-of-pocket prices for care) in markets with more competition. To show this in detail, I

use data on every county (each a local market) in the US from 2011 through 2019, which

contain substantial variation in the level of competition. However, the qualitative facts

described in this section are also present in the estimation sample from the 14 counties of

Massachusetts between 2013 and 2017.

Table 3.1 presents mean characteristics for the Medicare Advantage, separated by the

number of firms that offer plans in each market. The degree of competition varies widely

across counties. Only one firm offers insurance products in 13% of counties, while at least 7

firms offer products in 7% of counties. However, even markets with 10 or more participating

firms tend to be concentrated, with the top 2 firms accounting for 60% of total Medicare

Advantage enrollment.

In general, the average level of cost-sharing is lower across all types of service in markets

with more firms. However, the declines appear to be stronger in some categories more than

others. As shown in Table 3.1, the primary care copay falls consistently across each category

for a total decline of 73% from monopoly markets to markets with 10 or more firms. The

12Medicare is also available to some individuals under the age of 65 who are disabled and receive social

security benefits, but I exclude these individuals from the sample.
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Table 3.1: More Competitive Markets have Lower Average Cost-sharing Levels

Number of Firms 1 2 - 3 4 - 6 7 - 10 10+

% of Markets 0.13 0.44 0.36 0.06 0.01

Share of Top 2 1.00 0.94 0.78 0.65 0.60

Eligible Population 4,130 8,740 25,900 72,000 261,000

Enrollment Weighted Characteristics

Premium (monthly) 35.1 27.2 22.1 16.1 2.4

Part B Rebate 0.13 0.08 0.06 2.64 2.15

Deductible 17.6 20.8 17.9 11.5 4.79

OOP Limit 6590 6090 5640 5530 4700

Copays

Primary Care 15.5 12.6 10.3 8.28 4.20

Specialist 35.5 34.6 33.6 31.9 13.3

Outpatient 121 102 119 108 46

Radiology 80.6 67.5 58.6 45.5 40.3

Lab Tests 4.31 3.78 4.27 4.33 4.36

Emergency 70.0 67.8 68.1 68.7 62.6

Inpatient 295 272 253 250 137

Ambulance 213 195 191 194 167

Coinsurance Rates

Outpatient 0.102 0.088 0.059 0.051 0.040

Radiology 0.062 0.062 0.69 0.079 0.047

Med Devices 0.190 0.192 0.180 0.171 0.140

Outpt Drugs 0.163 0.162 0.160 0.163 0.141

Note: Cost-sharing terms are lower on average in counties with more partici-

pating firms. The data come from Medicare Advantage plans offered in every

US county from 2011 to 2019. Each column represents counties in which a

certain number of firms offered plans. The top panel displays market char-

acteristics of those counties, and the bottom panel displays the average level

of each product characteristic weighted by the number consumers that select

each product.
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out-of-pocket spending limit, radiology copay, and inpatient copay also falls by substantial

amounts. Other cost-sharing characteristics tend to be lower in markets with more firms,

but the relationship may not necessarily be monotonic.

Table 3.2: Evidence that Competition Reduces Cost-sharing Levels

First Stage IV Estimates

Firms Prem. Primary Spcl. Emerg. Radio. Inpt.

# of Firms −3.37∗∗∗ −1.50∗∗∗ −1.00∗∗∗ −0.04∗∗∗ −2.08∗∗∗ −9.96∗∗∗

(0.12) (0.04) (0.05) (0.02) (0.44) (0.52)

Log Market Size 0.86∗∗∗

(0.01)

Income ($000) −1.56∗∗∗ −3.82∗∗∗ −1.10∗∗∗ −2.56∗∗∗ 0.95∗∗∗ −2.55 −4.15

(0.11) (1.33) (0.38) (0.58) (0.18) (4.72) (5.55)

% White 0.00 0.18∗∗∗ 0.00 0.02∗∗ 0.01 0.48∗∗∗ −0.25∗∗

(0.00) (0.02) (0.01) (0.01) (0.00) (0.08) (0.10)

Among Eligible

% over 85 1.33∗∗∗ 9.50∗∗ 15.16∗∗∗ 6.11∗∗∗ −1.52∗∗∗ −9.60 66.86∗∗∗

(0.33) (3.90) (1.11) (1.71) (0.53) (13.81) (16.24)

% Employed 1.27∗∗∗ 1.37 8.83∗∗∗ 5.84∗∗∗ −0.73 15.81 67.41∗∗∗

(0.29) (3.43) (0.98) (1.51) (0.47) (12.16) (14.31)

% Cog. Dis. −0.85∗∗∗ 11.56∗∗∗ 5.13∗∗∗ 1.17 0.42 −61.40∗∗∗ 30.27∗∗

(0.30) (3.61) (1.03) (1.59) (0.49) (12.79) (15.04)

Resources (per 1000)

PC Docs −0.38∗∗∗ 2.26∗∗∗ −0.01 −0.36∗∗ −0.11∗∗ −2.37∗ 1.99

(0.03) (0.36) (0.10) (0.16) (0.05) (1.28) (1.50)

Hosp. Beds −0.00 0.08∗∗∗ 0.02∗∗∗ 0.05∗∗∗ 0.00 −0.14 −0.15

(0.00) (0.03) (0.01) (0.01) (0.00) (0.10) (0.12)

Fixed Effects

State & Year X X X X X X X

Effect

Data Mean
-0.18 -0.16 -0.03 0.04 -0.04 -0.04

(0.20) (0.10) (0.01) (0.04) (0.03) (0.02)

Note: An additional firm leads to lower cost-sharing levels, and this effect is large for the primary care copay relative

to the mean level. As displayed in final row of column three, an additional firm leads to a 16% decline in the primary

care copay. The unit of observation is a US county in a given year between 2011 and 2019. The dependent variable is

the enrollment weighted average of a product characteristic: prem - monthly premium; primary - primary care copay;

spcl - specialist copay; emerg - emergency room copay; radio - radiology copay; and inpt - inpatient copay. Each effect

is negative with the exception of the outpatient copay, which may display substitution with an outpatient coinsurance

rate.
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To better evaluate the relationship between competition and cost-sharing characteris-

tics, I follow Bresnahan and Reiss (1991) in using the eligible population and other char-

acteristics of the market as an instrument for the number of firms that decide to enter the

market. The intuition behind the first stage of this model is that larger markets can sup-

port more firms by allowing firms to spread the fixed costs of entry over more sales. This

approach has been used in the health insurance literature to show that more competitive

health insurance markets have lower average premiums (Abraham et al. (2017a), Dickstein

et al. (2015)) and that local and national insurance plans are differentiated (Dranove et al.

(2003)).

The first and second stage of the model are given by equations (3.10) and (3.11). The

dependent variable, ysmt is the enrollment weighted cost-sharing characteristic s in county m

and year t. The first stage predicts the number of firms that will enter a market as a function

of the log of market size, Mmt, and a vector characteristics about the county, Xmt. The

second stage then uses the predicted number of firms as an instrument for competition in

the county, with the same sets of controls as the first stage. The county-level characteristics

are meant to capture aspects other than market size and competition that may affect the

supply of insurance. I include measures that may affect demand (average income, race,

and senior employment), the use of health care (disability among seniors and population

over 85), and bargaining power with health care providers (the number of primary care

doctors and hospital beds per capita). I also include state fixed effects to control for the

local regulatory environment and year fixed effects to control for time trends.

Nmt = α log(Mmt) + γ′Xmt + εmt (3.10)

ysmt = βN̂mt + γs′Xmt + εmt (3.11)

The estimation shows that competition has significant and negative effects on many,

but not all of the cost-sharing parameters. Table 3.2 presents the results of this estimation

for a selected set of cost-sharing parameters. I find that an additional firm decreases the

average primary care copay by $1.50, 16% of the mean value. Aside from the monthly

premium, this is the largest effect relative to the mean. The other cost-sharing parameters

generally have significant negative effects of -3 to -4% relative to their mean values. Ap-

pendix Tables B.1 and B.2 display the results for a much broader set of cost-sharing terms.

13

The next set of results show that primary care is both commonly used and a large

13These findings are consistent with Pelech (2018), which finds that a reduction in competition via a

large-scale exit of one plan type in Medicare Advantage led to higher expected out-of-pocket spending by

the beneficiaries.
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portion of out-of-pocket spending. Table 3.3 displays annual summary statistics on use and

out-of-pocket across a number of clinical categories, as identified by Berenson-Eggers Type

of Service Codes (BETOS). More than nine out of ten medicare beneficiaries have a office

visit, the clinical category for primary care doctor visits, at least once during the year. The

next most frequent category of use is specialist visits, which are only used by roughly half

of beneficiaries.14

Table 3.3: Primary Care is a Large Component of Out-of-pocket Spending

Out-of-pocket Spending

% Use Mean Conditional Mean

Office Visit 0.912 116 128

Specialist Visit 0.516 21.5 41.7

Maj/Min Procedure 0.346 65.2 188

Imaging 0.340 43.9 130

Lab Tests 0.259 12.0 46.5

Emergency Room 0.202 16.3 96.6

Inpatient 0.169 107 695

Ambulance 0.154 25.9 199

Medical Devices 0.130 10.2 80.1

Outpatient Drugs 0.034 6.46 188

Other 0.202 24.4 121.1

Note: The primary care copay is an important aspect of medical consump-

tion for Medicare Advantage beneficiaries. Office visits, the clinical category

associated with primary care, are frequently used and make up roughly one

quarter of all out-of-pocket spending. The service categories are defined using

CPT procedural codes and BETOS service categories. The tables displays

the percent of beneficiaries which use that service during the year, total mean

out-of-pocket spending on each category by all consumers, and the mean out-

of-pocket spending conditional on using the service. The data come from the

Massachusetts APCD.

Despite the copays that typically range from $0 to $30 dollars, the mean out-of-pocket

14These clinical categories depend on the procedure code billed by the physician, not the physician’s

specialty. And while it is likely that office visits are primarily billed as primary care visits and specialist

visits primarily billed as such, some office visits may be billed to insurance firms as specialist visits or another

cost-sharing category.
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spending on office visits is $116, which suggests that the average beneficiary pays a copay to

see the doctor several times throughout the year. As a result, any changes to the primary

care copay are felt multiple times over by the beneficiaries. The average out-of-pocket

spending on office visits is the largest of any category and constitutes roughly one quarter

of all out-of-pocket spending. The category with the next highest amount of out-of-pocket

spending is inpatient hospital stays, which affect only about one in six beneficiaries but

feature high prices conditional on use.

Importantly, Medicare Advantage plans typically have no deductible which would re-

quire the consumer pays the full cost of care before reaching some threshold. Instead,

the primary source of out-of-pocket spending on medical care comes from the copays and

coinsurance rates on frequently used services. The summary in Table 3.3 does not include

spending after individuals have reached the maximum out-of-pocket spending limit, but less

than 1% of beneficiaries reach that threshold.

These results provide two key facts. First, the average effect of competition is to

decrease the level of cost-sharing. As detailed in Section 3.7.1, this should be expected in

an environment where different products do not face widely different costs to insure the

same individual.

Second, the primary care copay is an important mechanism in the Medicare Advantage

market. The large effect of competition on primary care copays suggest that consumer

demand responds elastically to these copays. And the frequency and spending on office visits

suggest that primary care copays are also important in determining consumer spending on

medical consumption.

These average effects and descriptive facts hide important heterogeneity. In the fol-

lowing sections, I detail how I use these data to identify the key parameters in the model

that allow me to characterize product-level best response of cost-sharing terms with respect

to a change in the market structure or market design and the subsequent effect on medical

consumption and health. Following the results of this section, I will focus on primary care

copays as the key strategic aspect of cost-sharing in the counterfactual merger analysis.

3.5 Estimating Consumer Demand for Insurance

This section outlines the discrete choice model of consumer demand for health insur-

ance. The model follows a logit demand system with switching costs, as is standard in

consumer demand for health insurance. Unlike typical demand estimations in this market,

I am able to incorporate detailed heterogeneity on consumer health status by linking the

diagnosis information in the claims data with insurance choices. The mean estimated semi-

elasticity with respect to a $10 increase in monthly premium is -2.9. This is lower than the
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mean semi-elasticities with respect to primary care, –12.7, but greater than the elasticities

of most other cost-sharing parameters.

3.5.1 Specification

The model for consumer choices follows a discrete choice logit model with switching

costs and rich heterogeneity in consumer health status. Consumers in the model, indexed

by i, are characterized by a set of demographic characteristics, Zi = {zig}, where g indexes

the consumers’ age, sex, an indication of whether the individual is diagnosed with each of

a set of clinical conditions, and a summary medical risk score.

Consumers in the local market r and year t choose among a set of Jrt products. I

assume the products are market-specific: Jrt∩Jr′t = ∅, ∀r 6= r′. Products are characterized

by a monthly premium pjt, a vector of cost-sharing parameters, Xjt, a vector of non-financial

characteristics, Wjt, and an unobserved quality ξjt. Consumers also face a three-component

switching cost, Dijt = {dijtk}, where k indicates either a switch to a new product, a switch

to TM from MA, or a switch to MA from TM.

The base level of indirect utility from purchasing product j in year t, common across

all consumers, is specified as

δjt = α0pjt + β′0Xjt + γ′0Wjt + ξjt (3.12)

In addition to the base utility, δ, the total indirect utility to a particular consumer

depends on their demographics and the switching costs. The total indirect utility, vijt, that

consumer i receives from product j in year t is specified as

vijt = δjt + Υ′Dijt +
(∑

g

αgzig
)
pjt +

(∑
g

βgzig
)′
Xjt + εijt (3.13)

where εijτ is an i.i.d. type I extreme value idiosyncratic preference. Consumers have

heterogeneous preferences over premium and cost-sharing parameters that depend on the

components of their demographics, zig ∈ Zi. Importantly, this heterogeneity can capture

that consumers with particular medical conditions may seek out plans with specific cost-

sharing characteristics that suit their expected medical needs.

Consumers select the plan that maximizes their indirect utility during the year. While

there is state-dependence in the choice, via the switching cost terms, consumers are assumed

to be myopic and do not consider how state-dependence will affect future decisions. I write

sijt to express the probability that a consumer i selects plan j in year t.

sijt = Pr
(
vijt = max

k
vikt
)

(3.14)
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3.5.2 Estimation

The parameters governing the consumer demand for insurance can be split into those

governing consumer heterogeneity, θz = (Υ, {αg, βg}g) and those governing the base level of

product quality θ0 = (α0, β0, γ0, {ξjt}). These two sets of parameters are estimated in two

stages, following Goolsbee and Petrin (2004).

In the first stage, the parameters governing consumer heterogeneity are estimated with

maximum likelihood. Following Berry et al. (1995), I can compute the values of δjt for each

product given any candidate of the heterogeneity parameter, θz, such that the aggregate

predicted markets shares of each product precisely match the observed share in the data.

The parameters in θz are identified by the correlation between the shares of consumers

with a particular value of Z that select products with particular premiums and cost-sharing

terms, (p,X). This requires the assumption, as expressed in equations (3.12) and (3.13)

that there is no unobserved component of utility that is common to some groups consumers

and not to others. This assumption is standard among the demand estimation literature

(e.g Goolsbee and Petrin (2004), Tebaldi (2020a)).

The base parameter vector, θ0, is estimated with a linear, two-way fixed effects model

using the panel structure of the data. The identifying assumption is that the transient

unobserved quality component has the form ξjt = ξ̄j + νjt, and that the first difference of

the monthly premium and cost-sharing parameters are uncorrelated with the first difference

of the transient unobserved utility component, νjt.

δjt − δjt−1 = α0

(
pjt − pjt−1

)
+ β′0

(
Xjt −Xjt

)
+ νjt − νjt−1 (3.15)

The primary threat to identification is that insurance products change in some unob-

served way that is recognized by the consumers and reflected in updates to the premium

or a particular cost-sharing characteristic. One potential source of endogeneity are changes

in the provider network. However, I find that the networks change very little from year to

year. In this sample, 95.6% percent of medical claim reimbursements go to providers that

are also in the network the following year. And among the providers that are no longer in

the network, more than two thirds exit the data entirely, which suggests that it may be due

to organizational changes rather than true network exits.15 Given the high dimensionality

of insurance contracts, and the difficulty of consumers to assess attributes that I do not ob-

serve, these changes are unlikely to be a significant problem (Abaluck and Gruber (2011),

Kling et al. (2012)).

As a robustness check, I also use Hausman instruments—the average of a particular

product’s characteristic in other markets—for the monthly premium and the primary care

15There is more variation at the product level, but 96% of member months are in plans where at least

90% of reimbursements are paid to providers that are in network the following year.
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copay. In addition to this IV strategy, I can also use the insurance firm’s decisions on each

characteristic to infer the demand parameters, following the methodology of Petrin and Seo

(2019). Because I observe data on marginal cost, the only missing parameters in the firm’s

first order condition are demand parameters. Results from this method are forthcoming.

3.5.3 Results

The implied semi-elasticities of demand are summarized in Table 3.4. Consumer de-

mand is most elastic with respect to the primary care, followed by the monthly premium.

Consumers are largely inelastic with respect to other cost-sharing parameters, with the es-

timates either close to zero or statistically insignificant. The coefficient estimates for the

base-level of indirect utility are presented in Table B.4 using both the two-way fixed effect

approach and Hausman-style instruments. Because the results are of similar magnitude and

the instrumental variable specification has larger standard errors, I use the two-way fixed

effects results as the baseline specification.

The mean semi-elasticity with respect to premium is -2.9. This implies that the average

consumer is 2.9 percent less likely to select a plan given a 10$ increase in the monthly

premium. This elasticity is low relative to consumer preferences over the copays for primary

care, which has a mean semi-elasticities of -12.7. This may be due to the fact that more

than 90% of the consumers make an office visit during the year, and typically multiple times

throughout the year. Therefore, consumers likely expect to pay the copays for primary care

and specialists several times throughout the year.

The low elasticities are also due in part to the sizeable switching costs. For entering

consumers that face no switching costs, the semi-elasticities for premium and primary are

copays are -10.9 and -37.6, respectively. Consumers face an average switching cost of $640

per month, which is much greater than the average monthly premium (see Table B.5).

Consumer heterogeneity depends on age, sex, the six most common clinical conditions

(listed in order from most to least prevalent), the aggregate risk score, and the aggregate

risk score squared. The estimates for a select number of cost-sharing terms are presented in

Table 3.5, and the remainder are presented in Appendix Table B.3. These estimates show

that demand for insurance depends on consumer health in important ways that go beyond

aggregate measures of health status. For instance, consumers tend to have low sensitivity to

cost-sharing for out-patient drugs, which governs chemotherapy. The exception is consumers

that have been diagnosed with breast or prostate cancer.

The median willingness to pay to reduce the primary care copay is relatively large at

$43 per month. If medical consumption were inelastic and deterministic, this would only

be rationalized if the median used a primary care service more than four times per month,
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Table 3.4: Insurance Demand Responds Elastically to the Primary Care Copay

All Consumers Entering Consumers

Semi-elasticity Std. Error Semi-elasticity Std. Error

Premium -2.91 0.54 -10.9 1.73

Primary Care -12.74 2.36 -37.6 7.54

OOP Limit 5.80 2.73 18.8 7.59

Specialist 4.94 4.00 9.21 12.8

Outpatient 0.57 0.52 2.51 1.68

Outpatient Coins 2.67 1.02 8.84 3.28

Inpatient Stay -0.05 0.10 0.73 0.30

Emergency Room -0.09 0.96 0.03 3.06

Ambulance -1.01 0.27 -3.20 0.85

Medical Devices -0.92 0.43 -2.55 1.36

Outpatient Drugs 1.02 0.31 3.15 0.99

Imaging -1.18 0.39 -2.90 1.28

Note: Consumer demand is most elastic with respect to the primary care, followed by the

monthly premium. The tables shows the mean semi-elasticities of demand with respect to

each cost-sharing term in the demand estimation, both for all consumers and for entering

consumers that face no switching cost. Each characteristic denotes a copay with the exception

of premium, the out-of-pocket limit, and the outpatient coinsurance. All semi-elasticities

represent the percent change in the probability a consumer purchases their chosen plan given

a $10 increase in the characteristic. For the outpatient coinsurance rate, the elasticity is

computed with respect to a single percentage point increase.

which is substantially higher than observed in the data. The average Medicare Advantage
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Table 3.5: Health Status is an Important Determinant of Insurance Preferences

Copays ($10)

Premium ($10) Primary Specialist Outpatient Inpatient Imaging

Over 75 0.027∗∗∗ 0.000 0.132∗∗∗ -0.004 -0.021∗∗∗ -0.017∗∗∗

(0.003) (0.021) (0.026) (0.004) (0.001) (0.003)

Female 0.008∗∗∗ -0.069∗∗∗ 0.053∗∗ 0.000 -0.002 -0.008∗∗∗

(0.003) (0.019) (0.024) (0.003) (0.001) (0.002)

Heart Arrythmia -0.018∗∗∗ 0.065∗∗ 0.008 0.008 -0.017∗∗∗ -0.010∗∗

(0.004) (0.033) (0.038) (0.005) (0.002) (0.004)

Vascular Disease 0.009∗ 0.080∗∗ -0.037 0.016∗∗∗ -0.023∗∗∗ -0.005

(0.005) (0.033) (0.040) (0.005) (0.002) (0.004)

Diabetes w/ Compl. 0.024∗∗∗ -0.044 -0.122∗∗∗ -0.001 0.005∗∗ -0.011∗∗∗

(0.005) (0.034) (0.040) (0.005) (0.002) (0.004)

Diabetes w/o Compl. 0.010∗∗ -0.001 0.077∗ -0.001 0.002 -0.002

(0.005) (0.033) (0.040) (0.006) (0.002) (0.004)

Breast/Prost. Cancer 0.006 0.063 0.002 0.010 -0.017∗∗∗ -0.013∗∗

(0.006) (0.039) (0.047) (0.006) (0.002) (0.005)

Rheum. Arthritis 0.022∗∗∗ 0.036 -0.082 0.003 -0.008∗∗∗ -0.018∗∗∗

(0.007) (0.047) (0.055) (0.007) (0.003) (0.006)

Agg. Risk Score 0.003 -0.162∗∗∗ 0.044 -0.034∗∗∗ 0.018∗∗∗ 0.001

(0.003) (0.024) (0.030) (0.004) (0.001) (0.003)

Agg. Risk Score2 0.001 0.013∗∗∗ -0.002 0.004∗∗∗ -0.002∗∗∗ 0.001

(0.000) (0.003) (0.004) (0.000) (0.000) (0.000)

Note: Demand for insurance is heterogeneous in the observed measures of health status. This table displays the coefficients

of the demand estimation that govern the heterogeneity in demand for insurance. Negative values for copays imply that

consumers are more willing to pay a high monthly premium in order to have a low level of cost-sharing in that category. The

significance stars ∗∗∗, ∗∗, and ∗ denote statistical significance at the 1%, 5%, and 10% level respectively.

beneficiary has a primary care office visit about 7 to 8 times per year.16 This suggests that

consumers may be willing to pay for lower cost-sharing terms in anticipation of its affect on

their medical consumption.

The relationship between health status and demand for insurance is summarized in

Figure 3.1, which plots average willingness to pay to reduce the primary care copay by

$10 across the distribution of total and net cost. As expected, the willingness to pay for

low cost-sharing increases with the total cost of the consumers (Figure 3.1a). This reflects

the key feature of adverse selection: those with the highest value of insurance are also the

16This the average number of office visit claims during the year, which is likely an upper bound on the

actual number of office visits.
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most costly to insure. However, after accounting for risk adjusted subsidies, the forces of

selection are not so clear. Figure 3.1b shows that willingness to pay is U shaped in net

cost. This is likely due to the fact that cost variance spending grows with the mean. As

a result, consumers with high expected spending provide opportunities for both adverse

and advantageous selection relative to the risk adjusted subsidy. This phenomenon is also

documented by Brown et al. (2014).

(a) Total Cost (b) Net Cost

Figure 3.1: Adverse Selection Plays an Important Role in Insurance Demand

Note: The willingness to pay for low primary care copays is increasing in gross cost but U-shaped in net

cost. This figures shows the average willingness to pay for a $10 reduction in the primary care copay at each

percentile of expected cost. The left panel plots willingness to pay across the distribution of gross costs.

The right panel plots willingness to pay across the distribution of net cost, after accounting for risk adjusted

subsidies.

3.6 Estimating Elasticities of Medical Consumption

This section outlines the model for medical consumption given plan benefits and the

heterogeneous health of consumers. The model follows the literature in estimating a log-

linear demand equation for medical consumption (Buntin and Zaslavsky (2004), Aron-Dine

et al. (2015), Ellis et al. (2017)). The elasticity of consumption with respect to primary

care copays can be identified through year-to-year changes in the copay within insurance

products and inertia in consumer choice. I find that the semi-elasticity with respect to a

$10 increase in the primary care copay is -5.4%. I also find suggestive evidence that a $10

increase in the primary care copay is associated with a 0.1 percentage point increase in

inpatient mortality.
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3.6.1 Specification

The model of medical consumption is log-linear in plan characteristics, an unobserved

individual fixed effect, monthly fixed fixed effects, and an idiosyncratic medical demand

error. Let miτ be a measure the total medical spending of an individual i in month τ . Let

Xj(i)τ be the vector of cost-sharing parameters of product j, in which individual i is enrolled

in month τ . Each individual has a constant idiosyncratic health status, ηi and a monthly

idiosyncratic medical demand ωiτ .

Medical consumption is specified as

log(miτ +
1

12
) = ηi + β′Xj(i)τ + λτ + γ′Fj(i) + ωiτ (3.16)

where λt and Fj(i) are month and firm fixed effects. Unless necessary, I will simplify the

j(i) notation to j.

The log specification of medical consumption follows a long literature on predicting

medical expenditures and estimating elasticities (Manning et al. (1987), Aron-Dine et al.

(2015), Ellis et al. (2017)). I follow Ellis et al. (2017) in using miτ + 1
12 in order to allow

elasticities to be comparable to annual elasticity estimates that use miτ + 1.17

3.6.2 Estimation

The central obstacle to consistently estimating the elasticity of patients with respect

to the primary care copay is that individuals may select into plans with certain cost-sharing

characteristics with knowledge of their future medical needs. The two-way fixed-effect

regression specified in equation (3.16) may produce biased estimates of β because a potential

correlation between Xj(i)τ and ωiτ .

The standard identification approach in the literature, which uses non-linear nature

of health insurance contracts during the benefit year to identify the elasticity of consumers

to cost-sharing parameters, is not suitable for in this setting (Brot-Goldberg et al. (2017),

Aron-Dine et al. (2015)). Estimates that exploit non-linearities in the contract recover elas-

ticities that are local to those non-linearities. This is particularly important in the context

of Medicare Advantage, where deductibles are typically zero and the out-of-pocket maxi-

mum is only reached by 0.5% of beneficiaries. These consumers, who typically have among

the highest total medical spending, may not be representative of the whole population.

These elasticities are likely not the same as those internalized by firms setting cost-sharing

parameters which affect spending throughout the year.

17While more than 90% of beneficiaries use some medical service during the year, only about 60% of

beneficiaries have non-zero spending in any given month.
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This paper exploits the plausibly exogenous variation for within-product changes in

cost-sharing terms to consistently identify the elasticity. In order for this strategy to be

valid, it must be the case that consumers have some degree of inertia in their plan choice

and do not optimally select a new plan each year. Fortunately, there is a large literature on

consumer inattention and switching costs that documents this to be the case (Heiss et al.

(2016), Ho et al. (2017), Miller et al. (2019), Drake et al. (2020)). As a result, the change in

the primary care copay for the product that an individual was enrolled in during the prior

year is a strong predictor of the change in the individual’s actual primary care copay.

This approach has the benefit of using the variation that firms are interested in when

making product design decisions: the change in medical consumption caused by a change

in a product’s cost-sharing term. However, the estimation abstracts from the relationship

between short-run elasticities and dynamic price responses, which may be important for

consumers that expect to approach the out-of-pocket spending limit. In a forthcoming

robustness exercise, I re-estimate the model 12 times using only observations from one

month during the year in each regression.

Identification is focused on the consistent estimation of the primary care copay, which

was shown in Section 3.5 to be an important aspect of insurance demand. Additionally,

year to year changes in the primary care copay—the key source of identifying variation—are

frequent. In Table 3.6, I show that 65% of the sample experience are at some point enrolled

in a product that changes its primary care copay in the following year. The members that

experience an increase in their product’s primary care copay in a particular year are similar

to those that do not in their demographics and medical risk.18 There is only one instance of

a product reducing its copay, which affected only a small portion of consumers. Consumers

in insurance plans that increase the primary care copay have a lower average switching rate.

This disparity is partially mechanical: primary care copay increases only occur in plans that

are offered in consecutive years, while a portion of the total switches in a year are due to

plans that are no longer offered.

Equations (3.17) and (3.18) formally describe the estimated model. To be explicit, I

separate the primary care copay from the vector of cost-sharing terms, x ∈ X.

∆im̃iτ = βo∆̂ixj(i)τ + β′−o∆iXj(i)τ + ∆iλτ + γ′∆iFj(i) + ∆iωiτ (3.17)

∆ixj(i)τ = ρ∆jxj(i)τ + µiτ (3.18)

The ∆i operator represents a 12-month, forward difference at the individual level. For

example, ∆ixj(i)τ is the difference in the primary copay applicable to consumer i in month

τ and month τ + 12. The ∆j operate is a 12-month, forward difference at the product level.

18While these groups are not required to be as good as randomly assigned, the similarity on observed

attributes should provide readers some confidence that they experience parallel trends.
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Table 3.6: Changes in Primary Care Copays are Common

Product Copay Change

Increase Decrease No Change

Unique Members 100,244 1,220 57,410

Member - Months (000s) 1,135 13 4,328

Switch Rate 0.031 0.046 0.078

Copay Change

Product-level 11.92 -5.00 –

Consumer-level 12.13 -5.03 -0.086

Risk Score 1.040 0.79 1.032

Female 0.588 0.506 0.582

Over 75 0.526 0.247 0.473

Note: Roughly 65% of unique Medicare Advantage beneficiaries are enrolled

in an insurance plan which changes its primary care copay for the following

year, providing the key source of variation in estimating the medical con-

sumption elasticity. This table shows summary statistics for consumers that

experience increases, decreases, and no change in their primary care copay.

The unit of observation used to compute averages is a member month.

For example, ∆jxj(i)τ is the difference in the copay of product j in time τ (at which time

consumer i is enrolled in product j), and the copay of product j in time τ + 12, regardless

of whether or not consumer i remains enrolled in that product. The first stage of the

estimation uses the latter operator as an instrument for the former.

While the identification strategy addresses the possibility of selection on the primary

care copay, the model relies on the assumption that product level changes in the primary care

copay are exogenous with respect to individual medical needs, E
[
∆jxj(i)τ∆iωiτ

]
= 0. One

way in which this assumption may be violated is if specific products or firms foresee a cost

increase via higher negotiated rates with a physician group, for example. This would appear

as an increase in the medical expenditures of its beneficiaries, given a particular quantity,

and could bias the response to a change in the copay. I address this concern by including

a specification that uses predicted physician services spending given the characteristics of

the procedures and patients as a measure of medical consumption. Appendix Section B.1.4
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details how this measure is constructed.

3.6.3 Results

Table 3.7 displays the results of the medical consumption estimation. I estimate six

versions of the medical consumption model. First, I estimate the model separately for four

groups of consumer separated into approximate risk quartiles. I divide the sample based

on the pooled distribution of aggregate risk scores with one adjustment: the first quartile

is expanded to include all individuals with no clinical diagnoses. The only differences in

this group are due to age, which is not measured precisely in the data. The risk quartiles

are defined by the aggregate risk score of the consumer in the first period of the 12-month

difference.19 Finally, I estimate the model on the full sample for both the baseline and

adjusted measure of medical consumption.

The mean semi-elasticity of medical spending with respect to the primary care copay

is -5.4%. All variables are copays denominated in $10, with the exception of outpatient

coinsurance (percentage points) and out-of-pocket limit (dollars). The coefficients represent

the semi-elasticities, or the percentage decrease in the dependent variable associated with

a unit increase in the independent variable.

I find that the semi-elasticity of primary care copays is lowest among the consumers

with the lowest and highest medical risk. The right panel of Table 3.7 contains the results

for each risk quartile. This U-shaped elasticity-health relationship is likely a result of two

countervailing forces. Individuals in the first quartile of risk visit the doctor the least often,

and as a result, a increase in the copays for each doctor visit is not likely have a large

effect on their expected annual out-of-pocket costs. The out-of-pocket price increase for

consumers in the higher risk quartiles is more substantial because they are charged the

copay many times a year. Of course, these consumers are also medically needy and perhaps

less likely to forgo necessary medical care. In the highest risk quartile, this second force

takes over and consumer elasticity falls.

When using the adjusted measure of medical consumption that controls for provider

price differences across products and years, I find that the semi-elasticity is greater but

similar: -7.7% relative to -5.4% in the baseline measure. This suggests that there firm’s

responding to provider price increases may be biasing the baseline estimates downward. In

the counterfactual analysis, I use the estimates using the baseline measure instead of the

adjusted measure because it is not straightforward to convert the adjusted measure into the

actual costs incurred by the insurance firms. I believe this is still reasonable given that the

19Risk scores are persistent but do vary over time. 51.3% of consumers are in a single risk quartile

throughout the entire sample and 89.7% are in two or fewer.
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Table 3.7: Medical Consumption Responds to Primary Care Copays

Risk Quartiles Full Sample

1st 2nd 3rd 4th Baseline Adjusted

Primary Care −0.029∗∗∗ −0.058∗∗∗ −0.058∗∗∗ −0.039∗∗∗ −0.054∗∗∗ −0.077∗∗∗

(0.001) (0.002) (0.002) (0.002) (0.001) (0.001)

Specialist −0.004∗∗∗ 0.001 −0.021∗∗∗ −0.063∗∗∗ −0.033∗∗∗ −0.009∗∗∗

(0.001) (0.001) (0.001) (0.001) (0.001) (0.001)

Outpatient −0.037∗∗∗ −0.044∗∗∗ −0.042∗∗∗ −0.039∗∗∗ −0.036∗∗∗ −0.040∗∗∗

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)

Outpatient Coins −0.024 −0.241∗∗∗ −0.093 0.174∗ −0.019 −0.055

(0.049) (0.070) (0.061) (0.082) (0.030) (0.030)

Inpatient Stay 0.000 −0.003∗∗∗ −0.004∗∗∗ −0.004∗∗∗ −0.003∗∗∗ 0.001∗∗∗

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)

Emergency Room −0.018 −0.009 −0.089∗∗∗ 0.498∗∗∗ 0.162∗∗∗ 0.019∗∗∗

(0.009) (0.013) (0.010) (0.011) (0.005) (0.005)

Ambulance −0.011∗∗∗ −0.010∗∗∗ −0.008∗∗∗ −0.000∗ −0.009∗∗∗ −0.012∗∗∗

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)

Medical Devices 0.034∗∗∗ 0.041∗∗∗ 0.048∗∗∗ 0.045∗∗∗ 0.039∗∗∗ 0.038∗∗∗

(0.001) (0.002) (0.002) (0.002) (0.001) (0.001)

Outpatient Drugs −0.001 −0.002 −0.005∗∗∗ 0.003 0.001 −0.007∗∗∗

(0.001) (0.002) (0.002) (0.002) (0.001) (0.001)

Imaging 0.004∗∗∗ 0.001∗∗ −0.001∗∗∗ −0.003∗∗∗ 0.004∗∗∗ 0.009∗∗∗

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)

OOP Limit −0.004∗∗∗ −0.003∗∗∗ −0.003∗∗∗ −0.004∗∗∗ −0.004∗∗∗ −0.005∗∗∗

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)

Monthly Fixed Effects X X X X X X

Firm Fixed Effects X X X X X X

N (000s) 1,875 992 1,404 1,205 5,478 5,478

Note: All consumers are responsive to primary copays in their medical consumption, but those with the lowest and

highest risk scores are the least elastic. The tables shows the results of the medical consumption elasticity estimation,

where the baseline measure of medical consumption is total monthly spending. All variables are copays denominated

in $10 with the exception of outpatient coinsurance (percentage points) and OOP limit (dollars). In each regression,

the primary care copay coefficient is identified using the product-level 12-month change as an instrument. The left

panel displays the results of separately estimating each risk quartile of consumers,defined the aggregate risk score in

the first period of the 12-month difference. The first quartile is expanded to include all individuals without any HCC

diagnoses. The right panel displays the pooled estimation as well as a specification that uses the adjusted measure of

physician work intensity as a measure of medical consumption.

92



two elasticity estimates are quantitatively similar.

The mean implied coinsurance elasticities range between -0.09 and -0.25. This measure

is more comparable to standard estimates in the literature and can be computed by dividing

the medical consumption elasticity estimate by the effect of the copay on the effective

coinsurance rate (0.033), and multiplying by the mean effective coinsurance rate, 10.5%.

Manning et al. (1987) find an overall coinsurance arc-elasticity of -0.2 in the Rand Health

Insurance experiment. More recent estimates that target more specific types of service,

including primary care office visits find elasticities of similar magnitudes (Aron-Dine et al.

(2015), Ellis et al. (2017)). Details on estimating the effect of the primary care copay on

the effective coinsurance rate are in Appendix Section B.2.

3.6.4 Cost-sharing Parameters and Health

Policy makers are not only concerned about the cost of medical care but also the

resulting health of its beneficiaries. It is not a trivial task to identify the effect of changes in

cost-sharing parameters on consumer health. In this section, I present a model that takes

advantage of the level of detail available in claims data to provide suggestive evidence on the

relationship between primary care copays and inpatient mortality. However, because the

identification strategy discussed in Section 3.6.2 cannot be applied to a dependent variable

like mortality, these results are suggestive.

Let diτ+s be an indicator variable that represents whether consumer i has died in an

inpatient facility, i.e. a hospital or hospice facility, by month τ + s. I specify the following

linear probability model.

diτ+s = ηi + βs
′′Xjτ + λsτ + ζsj + ωsiτ (3.19)

ηi = Γs′Zi + νsi (3.20)

Since individual inpatient mortality is an absorbing state, the estimation equation can-

not be differenced to control for the individual fixed effect as in the medical consumption

equation. Instead, I specify individual health status as function of Zi, a vector of demo-

graphics and clinical conditions. I include 50 clinical conditions that have higher than a

0.5% prevalence in the Medicare Advantage population.

Figure 3.2 shows the coefficient estimates and confidence intervals for the relationship

between a $1 increase in the primary care copay and inpatient mortality. Figure 3.2a shows

the absolute effect size and Figure 3.2b shows the magnitude of the association relative to

the mean level of inpatient mortality for a given time in the future. The estimates show

a steadily increasing absolute effect which is consistent at nearly every date with a 0.6%
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(a) Absolute Effect Size (b) Effect Relative to Mean Inpatient Mortality

Figure 3.2: Higher Primary Care Copays are Associated with Higher Inpatient Mortality

Note: A $1 increase in the primary care copay is associated with a 0.6% increase in the 12-month inpatient

mortality rate. The left panel plots the coefficients and 95% confidence interval from estimation of equation

equation (3.19), where the x-axis indexes the dependent variable of the regression from concurrent inpatient

mortality to 36-month inpatient mortality. The right panel presents these results normalized by the mean

inpatient mortality rate in the sample.

percent increase in inpatient mortality. At twelve months, this corresponds to roughly a

0.01 percentage point increase in inpatient mortality.

3.7 Merger Analysis

To assess the effects of competition, I study three counterfactual mergers between two

of each of the three largest firms in the Medicare Advantage market in Massachusetts:

Tufts Health Plan (Tufts), Blue Cross Blue Shield of Massachusetts (BCBS), and United

Healthcare (United).

3.7.1 Effect of a Merger

The effect of a merger on the cost-sharing terms and the premiums of the merging

products is ambiguous for two reasons. The first follows from the incentives facing a firm

that competes in both price and a non-price quality that consumers value. The level of

cost-sharing (or more generally, any product quality) that firms will provide depends on

the willingness to pay for low cost-sharing among the marginal consumers and the cost of

providing low cost-sharing.

A reduction in competition through firm exit or a merger may alter this trade-off in

either direction. For example, suppose the consumers of a particular firm have a below
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average willingness to pay for low cost-sharing and instead prefer low premiums. If this

firm exits, the remaining firms may lower premiums, offset by cost-sharing increases, in

order to attract these consumers. Of course, this incentive would be flipped if this group of

consumers instead had a greater-than-average willingness to pay for low cost-sharing. This

observation has been theoretically and empirically investigated in many different settings

(Spence (1975), Schmalensee (1979), Hörner (2002), Matsa (2011)).

The second reason concerns the characteristics of consumers. To illustrate this, con-

sider the first order condition of a single product firm j with respect to the primary care

copay, xj ∈ Xj . For exposition, I assume that the non-negativity constraints are non-

binding and drop the t subscripts.

0 =

∫
i
sij

(
∂bij
∂xj
− ∂mcij

∂xj

)
dF (i)︸ ︷︷ ︸

Infra-marginal Profit Increase

−
∫
i

∂sij
∂xj

(
mcij − bij − pj

)
dF (i)︸ ︷︷ ︸

Loss of Diverted Consumers

(3.21)

If firm j increases the primary care copay, it will earn additional profit on the consumers

enrolled in its product through a reduction in net cost—first term in equation (3.21)—

and lose the profit of marginal consumers which decide not to purchase its product—the

second term. The first order condition is met when the firm optimally balances these two

considerations.

The primary care copay of firm j also affects the other firms in the market. Consider

another single-product firm k. An increase in the primary care copay of firm j will cause

some individuals to decide to purchase from firm k instead. In Farrell and Shapiro (2010),

this effect is called upward pricing pressure in the context of mergers in standard product

market, because in those standard markets, this effect will always lead to an increase in the

price after a merger. The concept was further generalized to generalized pricing pressure

by Jaffe and Weyl (2013) to incorporate non-Bertrand competition.

Because the effect concerns the cost-sharing terms as well as the premium and the

pressure will not always be upward, this paper will refer to the effect on the profit of firm

k from an increase in characteristic l of firm j is referred to as the diverted average profit

(DAPljk). For exposition, I will write the expression for the primary care copay, DAPcopay.

DAPcopayjk =

∫
i

∂sik
∂xj

(
pk + bik −mcik

)
dF (i) (3.22)

In a standard market, DAPljk is positive because firms operate at a price that exceeds

marginal costs and the costs do not depend on the characteristics of a consumer. In this

case, if firms j and k were to merge, the new merged firm would internalize the additional

benefit to firm k from an increase in the copay. The tradeoff expressed in equation (3.21)
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would no longer be balanced at the pre-merger equilibrium and the merged firm would have

an incentive to raise price.

However, in the market for health insurance many consumers do not generate expected

profit. And importantly, these consumers may have systematically different preferences for

insurance, as is the case in the presence of adverse selection. As a result, there may be pairs

of products jk and characteristics l for which DAPljk is negative.

If DAPljk is negative, an increase in the copay of product j lowers the profit of firm k

because the consumers that switch to product k generate more cost than revenue. If firms

j and k were to merge, the new firm would internalize this cost. The trade-off in equation

(3.21) would again be unbalanced but now in the opposite direction, and the merged firm

would have an incentive to raise total profit by lowering the copay. The intuition is that high

copays can be rationalized in part because they divert costly consumers to other products.

This reduction in average cost helps to offset the reduced sales. However, the merged firm

no-longer realizes this reduction in average cost, as those consumers still select one of the

firm’s products. Thus, the optimal primary care copay is lower.

To see this formally, the post-merger first order condition for product j given a merger

with product k can be written as the combination of the original first order condition and

DAPcopayjk . The equation below is written in terms of marginal revenue and marginal cost.

1
∂sj
∂xj

∫
i
sij

(
∂bij
∂xj
− ∂mcij

∂xj

)
dF (i) + pj︸ ︷︷ ︸

Marginal Revenue

= − 1
∂sj
∂xj

∫
i

∂sij
∂xj

(
mcij − bij

)
dF (i)

︸ ︷︷ ︸
Marginal Cost

−
DAPcopayjk

∂sj
∂xj

(3.23)

The left-hand side of the equation represents the marginal revenue, the first term on

the right represents marginal cost, and the final term is the DAP divided by the total

number of diverted consumers. This final term is analogous to the upward pricing pressure

in the antitrust literature (Farrell and Shapiro (2010)).

Finally, while a merger between two particular products is unclear, the average effect of

competition may be less ambiguous. At the pre-merger equilibrium, the average profitability

to firm j of all the diverted consumers (to product k as well as other products and the

outside good) must be positive. This term is represented by the loss of diverted consumers

in equation (3.21). As long as higher primary care copays generate additional revenue per

consumer—the infra-marginal profit increase is positive—then a pre-merger equilibrium

must have positive loss from the diverted consumers. If all products were identical in

their per-consumer expected profit, this would imply that the mean DAP is also positive.

However, this may not be the case if different firms and products face different expected

costs to insure the same individual.

Importantly, this mechanism exists for the premium as well as the cost-sharing terms.
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In Ryan (2020), I investigate this aspect of competition in the Affordable Care Act exchanges

where product characteristics are fixed and firms compete primarily on the monthly pre-

mium. However, it is more likely that DAPljk will be negative for characteristics on which

there is more selection in consumer demand. For instance, if preferences for the primary

care copay are tied more closely to health status than preferences for premium, we would

expect to see more variance in DAPcopayjk than in DAPpremjk . And because the firms set both

features in equilibrium, the DAP for the primary care copay will affect the firms optimal

premium, and vice versa.

3.7.2 Approximating a Merger

This paper follows the local approximation approach of Jaffe and Weyl (2013) to predict

the effect of a merger. This approach is desirable for two reasons.

First, it uses only the local properties of the pre-merger equilibrium: first and second

derivatives of the demand and cost of each insurance products. This requires less reliance on

the functional form assumptions of demand for insurance and medical consumption. Rather,

the approach focuses on making predictions from the estimated elasticities that make up

the crucial mechanisms, as outlined in Section 3.7.1.20 Second, it avoids the computational

difficulty of locating an equilibrium in a market where firms with many products choose two

strategic variables per product that each affect the costs of the firm and its competitors.

To reiterate the firm’s problem expressed in equations (3.21) and (3.23), consider a

single product firm j. I will write the pre-merger first order condition of the firm with

respect to the primary care copay, xj ∈ Xj , as

0 ≤ fxj (P ,X) ≡ 1
∂sj
∂xj

∫
i
sij

(
∂bij
∂xj

+
∂mcij
∂xj

)
dF (i) + pj +

1
∂sj
∂xj

∫
i

∂sij
∂xj

(
mcij − bij

)
dF (i)

(3.24)

where P and X are the vectors of the premiums and primary care copays of all the products

in a market. There also exists an analogous pre-merger first order condition with respect

to price given by 0 ≤ fpj (P ,X).

Now consider a merger between j and another single product firm k, the post-merger

first order condition can be expressed as hpj (P ,X) ≡ fxj (P ,X) + gxjk(P ,X) where g repre-

sents the diverted average profit normalized by the total amount of diverted consumers.

gxjk(P ,X) = −
DAPcopayjk

∂sj
∂xj

20The functional form assumptions still play a role in determining the second order properties of demand

and cost.
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Analogous functions, hpj and gpjk, exist for the merger incentive and post-merger first

order conditions with respect to the premium.

The insight of Jaffe and Weyl (2013) is that the changes to a firm’s first order condition

due to a merger, g, affects the firm’s decision in the same way as a change in their marginal

cost. The incentive will be passed-through to consumers via a pass-through matrix. The

methodology involves characterizing the merger incentives, which depend on the diverted

average profit for premiums and cost-sharing parameters, and the pass-through matrix of

the merged firm.

This methodology can be easily extended to a setting where firms choose both a pre-

mium and a component of the cost-sharing parameter vector. I focus the counterfactual

on the monthly premium and the primary care copay, and assume that firms hold all other

aspects of their insurance plans fixed.

Jaffe and Weyl (2013) show that pre-merger premium pass-through can be charac-

terized as the derivative of the first order conditions, ∂fp

∂p , and that post-merger premium

pass-through is the derivative of the post-merger first order conditions, ∂hp

∂p . In Appendix

Section B.4, I show that the logic easily extends to the combined first order conditions of

premium and copay.

In the case that all product first-order conditions are binding with equality in the

pre-merger equilibrium, a first-order approximation of the merger can be expressed as[
∆pj

∆xj

]
=

∂hpj∂P

∂hxj
∂P

∂hpj
∂X

∂hxj
∂X

−1∣∣∣∣∣∣(
P 0,X0

) gjk(P 0,X0

)
(3.25)

where (P 0,X0) are the pre-merger equilibrium vectors of premium and primary care copays

and gjk is a stacked vector of gpjk and gxjk.

Because some products have premiums or primary care copays that are equal to 0, it

is unlikely that the first-order constraints for those products are just-binding in the pre-

merger equilibrium. In the event that the conditions are not binding, there are two cases.

In the first case, the post-merger first order is non-negative at the pre-merger equilibrium,

e.g. hpj (P ,X) >= 0 and pj = 0. In this case, the additional pressure from the merger is

not large enough to justify any incentive to raise the premium and the local approximation

of the effect of the merger on this particular product is 0.

In the second case, the pre-merger first order condition is not binding, but the incentive

from the merger is still large enough to justify a premium increase, i.e. hpj (P ,X) < 0.

In this case, the effect of the merger depends on the degree of slack in the pre-merger

first order condition. Measuring the slack in the first order condition requires imposing

the model predicted marginal revenues and marginal costs and making assumptions about
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which deviations in the data are due to structural errors and which are due to the optimal

response to constraints.

Instead of imposing these assumptions on equilibrium, I assume in the baseline pre-

dictions that all slack first order conditions in the pre-merger equilibrium remain slack in

the post-merger equilibrium and the effect of the merger on those product characteristics

is zero—a lower bound on the effects of a merger. In a forthcoming appendix section, I

show results with the alternative assumption that all first order conditions are just-binding,

which represents the upper bounds on the effects of the merger.

3.7.3 Results

I predict the effects of a merger between two of each of the three largest firms in the

Medicare Advantage (MA) market in Massachusetts: Tufts Health Plan (Tufts), Blue Cross

Blue Shield of Massachusetts (BCBS), and United Healthcare (United). The summary

statistics for all six firms that operate in the state are displayed in Table 3.8.

Table 3.8: Firms are Differentiated in their Premiums, Copays, and Risk Distributions

MA Average Average Avg. Risk Risk Adj. Cost

Share Premium Copay Data Model Data Model

Tufts 0.47 112 11.6 1.24 1.28 556 579

BCBS 0.26 113 19.0 0.98 0.97 628 595

United 0.14 26.5 16.0 0.82 0.85 606 687

Fallon 0.06 92.6 20.3 1.20 1.13 629 530

Health New Engl. 0.05 130 20.1 1.19 1.11 579 554

Harvard Pilgrim 0.03 117 13.4 1.14 1.13 592 591

Note: This table shows summary statistics for the six firms that offer Medicare Advantage plans in

Massachusetts. The market share, average premium, and average copay are matched precisely to the

data. The average risk and cost comparisons show that the model can capture the risk heterogeneity

among the firms.

Tufts is the largest firm in the state and insures nearly half of all MA beneficiaries.

Tufts also attracts the highest average risk of all the firms and charges the lowest average

primary care copay. BCBS is the next largest and covers 26% of the MA market. BCBS

products have a similar average premium to Tufts, but charge a higher primary care copay

and enroll a healthier base of consumers. United is the third largest firm, with 14% of the

market. United also charges the lowest average premium of any firm in the market and
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enrolls the lowest risk pool of consumers.21

Table 3.9 displays the mean pre-merger values of the premium and primary care copay,

the average effect of the merger, and the average DAP for each characteristic. Each merger

results in an increase in monthly premium and the primary care copay, on average. The

largest average price increase is also associated with a low average primary care copay

increase.

Table 3.9: Mergers Lead to Higher Average Premiums and Primary Care Copays

Pre-merger Mean Merger Effect DAP

Premium Copay Premium Copay Premium Copay

Tufts - BCBS 120 13.5 12.3 0.11 24.3 24.2

Tufts - United 93.9 11.6 4.07 1.08 6.51 4.42

BCBS - United 86.4 16.9 8.42 1.33 3.93 0.33

Note: In all three mergers analyzed, the mean premium and mean primary care copay increase

as a result of the merger, with the largest effect on the premium occuring with the smallest

effect on the primary care copay. This table shows the mean effects of the merger analysis

of three hypothetical mergers among the three largest firms in the Massachusetts Medicare

Advantage market. The mean pre-merger values and the mean diverted average profit are

presented for context.

Figure 3.3a explores these dynamics at the product-level in the merger between the two

largest firms, Tufts and BCBS. Each dot represents the merger effect on a single product

in a single county, and the size of the dot is relative to the pre-merger enrollment of that

product. The figures make it clear that the average conceals a great deal of heterogeneity

in the effect of the merger. Figure 3.3b shows that while the majority of merger effects

are concentrated in modest price and copay increases, there are a number of products with

sizeable decreases in the primary care copay and some with decreases in the premium.

Moreover, Figure 3.3b demonstrates the substitutability of premium and the primary care

copay. Large increases in the premium are typically paired with decreases in the primary

care copay and vice versa.

From the averages presented in 3.9, the average DAP does not have a clear relationship

with the average merger effect. Figure 3.3 shows that the relationship is more clear at the

product-level. Nearly every product with a negative DAP value experiences a decrease in

21Table 3.8 shows state wide averages, but there is substantial variation in county-level competition.

For example, United is popular in western Massachusetts, but not in the Boston area, possibly due to the

composition of its network.
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(a) Product-level Merger Effects (b) Copay Effect vs Copay DAP

Figure 3.3: High Premium Effects are Associated with Low Copay Effects

Note: Large premium increases as the result of a merger are typically compensated with primary care copay

reductions, and the products with large opposite effects tend to be those with negative diverated average

profitability values. This figures shows the product-level effect of the Tufts-BCBS merger. The size of each

dot represents the relative size of pre-merger product enrollment. The left panel shows the relationship

between the effects on premium and primary care copay. The right panel shows the relationship between

the primary care copay effect and the diverted average profit with respect to the copay.

the primary care copay as a result of the merger. The interaction of the two strategic

variables through the substitution effect weakens this correlation. There are still many

negative effects of the merger even for products with positive values of DAP.

The effects of these changes on consumers are displayed in Table 3.10. To characterize

the heterogeneity in the effects, I separate the consumers into two groups: those that

experience a reduction and those that experience an increase in their share-weighted primary

care copay. Intuitively, this is the effect of their merger on the expected primary care copay

of an individual if their product choice probabilities are held fixed. In each merger, there

are large groups of consumers in each category.

For example, in the merger between the largest two firms, Tufts and BCBS, 98 thousand

individuals face a primary care copay increase as a result of the merger, and the merger

leads their copays to increase by an average of $1.08 dollars. These consumers respond by

decreasing their medical consumption by $31 per person per year. In this same merger, 54

thousand individuals face a primary care copay decrease with an average effect of -$1.92.

These consumers increase their medical consumption by an average of $77.4 dollars per

person per year. Averaging across both of these groups, the primary care copay effect is

negligible and total spending increases slightly by $7.33 dollars per person per year.

The results can quantify the resource cost or benefit of increasing or decreasing the
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Table 3.10: Consumer-level Effects of a Merger are Heterogeneous

Population Primary Care Medical Cons. Mortality Savings per

Affected (000s) Copay Effect Effect ($/year) Effect (pp) Life ($000s)

Tufts - BCBS

Mean Effect 152 0.02 7.33 0.000 -

Increase 98 1.08 -31.2 0.010 315

Reduction 54 -1.92 77.4 -0.018 441

BCBS - United

Mean Effect 127 0.30 -10.6 0.002 388

Increase 55 1.61 -57.1 0.015 387

Reduction 72 -0.71 25.2 -0.006 386

Tufts - United

Mean Effect 127 0.58 -17.0 0.005 320

Increase 39 3.00 -91.6 0.028 332

Reduction 88 -0.49 16.0 -0.005 353

Note: While the average effects of a merger are small, groups of consumers face concentrated

increases or decreases in their primary care copay depending on their county of residence

and the plans in which they are enrolled. For each group of consumers, the reduction in

spending per increase in expected life lost is between $320 and $441 thousand. This table

displays the consumer level effects of each merger, averaged across all consumers, those that

experience an increase in their share-weighted reduction in the primary care copay, and those

that experience an reduction. The final column is the result of dividing the predicted change

in medical consumption by the predicted change in twelve month inpatient mortality.

medical consumption of Medicare Advantage beneficiaries via changes in the primary care

copay. However, in order to discern if additional medical consumption at a higher total cost

should be viewed as welfare improving or not, it is important to put these results in the

context of their effect on the health of the consumers.

The descriptive evidence on the relationship between inpatient mortality and primary

care copays presented in Section 3.6.4 suggest that a $1 increase in the primary care copay

is associated with a 0.01 percentage point increase in the 12-month inpatient mortality

rate. This implies that the two mergers which result in a meaningful increase in the average

primary care copay will lead to an average increase in 12-month inpatient mortality of 0.002

and 0.005 percentage points. Relative to the amount of additional spending or savings, this

corresponds to between $320 and $388 thousand in medical spending per expected life.
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These figures are well below estimates for the value of a statistical life (VSL), which range

between $4 million and $10 million. Even when taking into consideration a reduced life

expectancy, VSL estimates for individuals in the Medicare eligibility age range exceed $1

million (Aldy and Viscusi (2007)). This is consistent with findings in the literature that

patients cut back on all types of care in the face of higher out-of-pocket prices, rather

than the most unnecessary or wasteful care (Chandra et al. (2010), Baicker et al. (2015),

Brot-Goldberg et al. (2017)).

Taken together, these results suggest that mergers in the insurance can have a mean-

ingful impact on medical consumption and health via the cost-sharing terms of insurance.

The decline in medical spending that results from an increase in the level of cost-sharing

is more than offset by the negative effect on the health of the consumers. Moreover, the

magnitude of the effect of a merger on medical consumption and consumer health is not

proportional to the effect on premiums, the current focus of competition policy. This shows

that a framework that can assess the impact of a merger on the ultimate medical consump-

tion of the insurance beneficiaries should be an important aspect of competition policy.

3.8 Conclusion

This paper follows from the observation that, by setting the cost-sharing terms of

insurance, competition in the insurance industry has an effect on medical consumption and

patient health. I estimate a model using detailed data that links insurance product choices to

medical claims in order to incorporate adverse selection, moral hazard, and the effect of cost-

sharing terms on patient health. I find that this channel is indeed important. Competition

between insurance firms reduces the level of cost-sharing, on average. Consumers respond

to lower levels of cost-sharing by increasing their medical consumption. And lower levels of

cost-sharing lead to lower rates of inpatient mortality.

I combine these estimates with the observed costs of insurance in the claims data to

characterize the effect on insurance competition on the cost-sharing terms. In a counterfac-

tual exercise, I vary the degree of competition in the Massachusetts Medicare Advantage

market through potential bilateral mergers between the three largest firms and focus on

the primary care copay as the endogenous cost-sharing term. Each merger leads to both

higher premiums and higher primary care copays, on average. However, the effects on par-

ticular products are heterogeneous, with the largest premium increase occurring alongside

reductions in the primary care copay and vice versa.

These changes in the primary care copay have implications for both medical consump-

tion and patient health. In the merger with the largest effect on the primary care copay,
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average medical spending declines by $17 per person per year and the likelihood of an inpa-

tient death in a twelve month period increases by 0.005 percentage points. This corresponds

to an expected 6.3 additional deaths as a result of the decrease in competition, with a sav-

ings reduction of about $320 thousand per death. At estimates of the value of a statistical

life, the cost of the additional deaths far outweigh the savings from the reduction in medical

spending.

This framework explores the ways in which competition in health insurance affects not

only the monthly premium of insurance but also the cost-sharing. The cost-sharing terms

are of course not the only important non-price feature of insurance. Other ways in which

insurance firms compete includes the design of the hospital and physician network (Capps

et al. (2003), Shepard (2016b), Ho and Lee (2017)), the design of drug formularies, the

use of “gate-keepers”, and the use of non-financial ways to allocate medical care such as

prior authorization requirements. Each of these may also be a mechanism through which

insurance competition affects the amount and type of medical care received by insurance

beneficiaries. The extension of this model to incorporate these other mechanisms is an

important agenda for future research.
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Appendix A

Appendix to Chapter 2

A.1 Data Processing

A.1.1 American Community Survey

This paper uses the 2015 American Community Survey (ACS) to match the demo-

graphic distribution of the uninsured population and the income distribution of the insured

population in each market. The population of individuals who might consider purchasing

individual market health insurance is any legal US resident that is not eligible for Medicaid,

Medicare, and is not enrolled in health insurance through their employer. Technically, any

individual can switch from these insurance categories to the individual market at any time,

however the insurance plans in the individual market are considerably more expensive and

typically require larger amounts of cost sharing, so that kind of switching is likely to be

small. An individual that is not enrolled in employer sponsored insurance but has an offer

that they chose not to accept is assumed to be in the individual market. These consumers

are treated as identical to the rest of the population, though by law they are not allowed

to receive health insurance subsidies. This population is small (Planalp et al. (2015)).

In order to address under-reporting of Medicaid enrollment, any parent that receives

public assistance, any child of a parent that receives public assistance or is enrolled in

Medicaid, any spouse of an adult that receives public assistance or is enrolled in Medicaid or

any childless or unemployed adult that receives Supplemental Security Income payments are

assumed to be enrolled in Medicaid. Besides Medicaid and CHIP enrollment, an individual

is considered eligible for either program if his or her household income falls within state-

specific eligibility levels. If an individual is determined to be eligible for Medicaid through

these means but reports to be enrolled in private coverage, either non-group coverage or

through an employer, they are assumed to be enrolled in Medicaid. This accounts for

those that confuse Medicaid managed care programs with private coverage, and Medicaid
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employer insurance assistance.

This paper follows the Government Accountability Office methods (GAO (2012)) to

construct health insurance purchasing units. This method first divides households as iden-

tified in the survey data into tax filers and tax dependents, linking tax dependents to par-

ticular tax filers. A tax filing household, characterized by the single filer or joint filers and

their dependents, is generally considered to be a health insurance purchasing unit. In some

cases, certain members of a tax household will have insurance coverage through another

source, e.g. an employer or federal program. In this case, the health insurance purchasing

unit is the subset of the household that must purchase insurance on the non-group market.

A.1.2 Medical Expenditure Panel Survey

The Medical Expenditure Panel Survey (MEPS) is a nationally representative house-

hold survey on demographics, insurance status, and health care utilization and expenditures.

In this paper, MEPS provides moments on the distribution of risk scores in the insured

population and the relative costs of households by the age and risk score of the head of

household and the risk. All moments are constructed using all surveyed households with

health insurance in order to avoid the effect of access barriers on the reported expenditures,

utilization, and diagnoses.

The 2015 Medical Conditions File (MCF) of MEPS contains self-reported diagnoses

codes. The publicly available data only list 3-digit diagnoses codes, rather than the full

5-digit codes. I follow McGuire et al. (2014) and assign the smallest 5-digit code for the

purpose of constructing the condition categories. For example, I treat a 3-digit code of ’571’

as ’571.00’. This implies that many conditions in the hierarchical risk prediction framework

are censored. However McGuire et al. (2014) find that moving from 5-digit codes to 3-digit

codes does not have a large effect on the predictive implications for risk scores.

I link the MCF to the Full Year Consolidated File to identify the age and sex of the

individual, and then apply the 2015 HHS-HCC risk prediction methodology (Kautter et al.

(2014)). The risk coefficients are published by CMS and publicly available.

A.1.3 Rate Filing Data

The Center for Medicare and Medicaid Services (CMS) tabulates the Premium Rate

Filings that insurance firms must submit to state insurance regulators if they intend to

increase the premiums for products they will continue to offer. In these filings, insurance

firms include information on the cost and revenue experience of the insurance product in

the prior year and projections for the following year.

The data contain information on the firms’ projected costs and experienced average
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costs. I use projected firm-level average cost and the average ratio of experienced costs

across metal levels for all firms. 1 Unfortunately, the rate filing data do not fully cover

every firm. As a result, firm-level average costs are supplemented by Medical Loss Ratio

data.

The rate filing data are divided into two files—a firm-level worksheet and a plan-

level worksheet—and contain information on the prior year experience of the plan and the

projected experience of the plan in the coming year.

To construct moments on the ratio of average cost across metal level categories, I use

the prior year experience submitted in the 2016 rate filings data. To recover the average

cost after reinsurance, I subtract the experienced total allowable claims that are not the

issuer’s obligation and the experienced risk adjustment payments from the total allowable

claims.

The ratio of average cost across each metal level category is computed as the weighted

average of every within firm ratio. I compute the average cost across all plans within each

metal level category in each firm, and then compute the weighted average of the ratios

across each firm. Each step is weighted using the reported experienced member months.

The model moments are constructed in the same manner.

To estimate firm average costs, this paper takes advantage of the firm’s projected

costs for the 2015 plan year. During the first several years of the market, insurance firms

experienced higher than projected costs, which led many firms to exit the market in the

first three years. In order to capture this expectation in the strategies of the firms, I use

the projected firm level average cost from the 2015 plan year firm-level rate filing data. I

compute post-reinsurance projected costs by subtracting projected reinsurance payments

from “projected incurred claims, before ACA Reinsurance and Risk Adjustment.”

For the firms that do not appear in the risk filing data, I compute the projected average

cost for those firms by adjusting the experienced average cost reported in the Medical Loss

Ratio filings by the average ratio of projected to experienced claims. In 2015, the average

ratio of project to experienced claims for firms in my sample is 71.5%.

A.1.4 Medical Loss Ratio Data

CMS makes publicly available the state-level financial details of insurance firms in the

Individual Market for the purpose of regulating the MLR.2 This information includes the

1Using projected average costs and experienced ratios lead to the best fit for untargeted firm first order

conditions. This could possibly be because the product-level projections are distorted by the firms incentives

to meet the rate review requirements. While the decision to use projected or experienced costs does affect

the marginal cost estimation, it does not qualitatively impact the results.
2Insurance firms in this market are restricted in how much premium revenue they may collect, relative

to an adjusted measure of medical costs. This constraint is not typically binding. Excess revenue is returned
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number of member-months covered by the insurance firm in the state and total costs.

This paper uses two pieces of information from the Medical Loss Ratio filings: average

cost and average risk adjustment transfers.

Firms are defined by operating groups at the state level. Some firms submit several

medical loss ratio filings under for different subsidiaries in a given state. I group these filings

together.

Average cost is defined as total non-group insurance claims divided by total non-group

member months, current as of the first quarter of 2016. This computation includes claims

and member months that may not be a part of the non-group market as it is characterized

in this analysis. For instance, grandfathered insurance plans that are no longer sold to new

consumers are included. These are likely to be a small portion of the overall market.

To compute the average risk adjustment payment, some adjustment to the qualifying

member months is required. Unlike medical claims, grandfathered plans (and other similar

non-ACA compliant plans) are not included in the risk adjustment system. Dividing the

total risk adjustment transfer by the total member months will bias the average transfer

towards zero.

The interim risk adjustment report published by CMS includes the total member

months for every state. And the MLR filings separately list the risk-corridor eligible mem-

ber months, which are a subset of the risk adjustment eligible member months. I define

”potentially non-compliant” member months as the difference between risk-corridor eligible

member months and total member months. I scale the potentially non-compliant member

months of all firms in each state proportionally so that total member months is equal to

the value published by CMS, with two exceptions. First, firms that opted not to partici-

pate in the ACA exchange in that state have zero risk-corridor eligible member months. I

do not reduce the member months of these firms, as I cannot isolate the potentially non-

compliant months. Second, if the risk-corridor eligible member months exceed the total

member months published by CMS, I assume that the risk-corridor eligible member months

are exactly equal to the risk adjustment eligible member months.

A.1.5 Computing Firm-level Risk

This paper firm-level risk transfers to infer the equilibrium distribution of risk across

firms. With a bit of simplification, the ACA risk transfer formula at the firm level can be

written as

Tf =

[
R̄f∑

f ′ Sf ′R̄f ′
−

Āf∑
f ′ Sf ′Āf ′

]
P̄s

to consumers via a rebate.
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where R̄f is the firm level of average risk and Āf is the firm level average age rating,

where the average is computed across all the firms products and weighted by members,

a geographic adjustment, and a metal-level adjustment. Sf is the firm’s state-level inside

market share, and P̄s is the average total premium charged in the state.

Every element of this formula is data available in the Interim Risk Adjustment Report

on the 2015 plan year, except for the plan-level market shares, the plan-level average age

rating, and the plan-level average risk. As a simplification, I assume that the average age

rating is constant across all firms, and that the weighting parameters in the risk component

are negligible. I compute the implied firm-level average risk as

R̄f =

(
Tf
P̄s

+ 1

)
R̄

where the risk transfer Tf is the average firm-level risk adjustment transfer from MLR data,

P̄s is the average state level premium reported in the interim risk adjustment report, and

R̄ is the national average risk score reported in the interim risk adjustment report.3

Another potential method to capture the relative risk of firms is simply to target the

risk adjustment transfer itself, Tf , while everything else depends on the parameters of the

demand model. In smaller samples of the data, I have found that this does not substantially

alter the results of the estimation but introduces non-linearities in the moment calculations

that make the task of finding a minimum to the GMM objective function considerably more

difficult.

A.2 Demand Estimation Procedure

A.2.1 The GMM Objective Function

The GMM objective function is a composite of aggregate data moments and the first

derivatives of the likelihood function. The likelihood function is defined as

L = ΠiΠj∈JM(i)

(∫
r
Sijr g(r;Zi)dr

)Yij
where JM(i) is the set of products that are available to consumer i, Sijr is the predicted

probability that consumer i will choose product j, conditional on having a risk score of r,

g(·;Z) is the probability density of the risk score, conditional on the demographic vector of

3The formula implies that the state average risk score should go in place of the national average. However,

I do not allow the risk distribution among consumers to vary by geography (other than through composition).

I use the national risk score to abstract from these geographical differences.

122



consumer i. The risk score integral can be broken into two parts.∫
r
Sijr g(r;Zi)dr = (1− δ(Zi))Sij0 +

∫
r>0

Sijr g(r;Zi)dr

where δ(Z) =
∫
r>0 g(r;Zi)dr is the probability that a risk score for an individual is greater

than 0. The distribution of positive risk scores is log-normal, and I compute the integral

by simulation using 1,000 halton draws.

The parameter set θ is divided into two sets, θr = (γr, {βkr }) and θ−r = (γ0, γz, α0, αz, β0, ξjm).

The moments are divided into three sets. m1(θ) represents the gradient of the log-likelihood

function with respect to θ−r, m2(θ) is the gradient with respect to θr and m3(θ) is difference

between simulated aggregate risk moments and those in the data.

m1(θ) =
∂ lnL(θ)

∂θ−r

m2(θ) =
∂ lnL(θ)

∂θr

m3(θ) = {Rdata
q − E[rij |consumer i purchases a plan j ∈ Jq]}

For a positive definite weighting matrix, W , the GMM objective function is given by

Q(θ) = m(θ)′ W m(θ)

where m(θ) =


m1(θ)

m2(θ)

m3(θ)


A.2.2 Two-Stage Estimation Procedure

The size of the parameter set θ−r is very large due to the large number of fixed effects

used to control for ξjm. Because of the large parameter space, it is computationally difficult

to robustly locate the minimum of the GMM objective function, Q(θ), for even simple

weighting matrices. However, the likelihood function is smooth and concave in the non-

risk parameters, θ−r, for large portions of the parameter space. Locating the maximum of

the log-likelihood function with respect to θ−r, given any choice for θr is computationally

expedient. Notice also that, at the maximum of the likelihood function, m1(θ) = 0.

Let θ̃−r(θr) be the parameters θ−r that maximize the likelihood of the data conditional

on the parameters θr.

θ̃−r(θr) =argmaxθ′−r lnL(θ′−r, θr)
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Then, instead of minimizing the objective function, Q(θ), I estimate θ by minimizing

Q̃(θr) = m̃(θr)
′ W m̃(θr)

where m̃(θr) =

[
m2(θ̃−r(θr), θr)

m3(θ̃−r(θr), θr)

]

The function Q̃ is minimized using an iterated two-stage procedure. For an initial

starting parameter, θ0
r , I find θ0

−r = θ̃−r(θ
0
r). Holding fixed θ0

−r, I find the next iteration of

θ1
r by minimizing Q̃(θr). Then I find θ1

−r = θ̃−r(θ
1
r) and the procedure repeats. This two-

stage iteration repeats until |θn−1
−r − θ̃−r(θnr )| < ε, where ε is some small number such that

θn−1
−r is within the likelihood maximization tolerance levels of the true maximum θ̃−r(θ

n
r ).

The minimum of Q̃(·) and the maximum of L(·, θr) are each found using a Newton-

Raphson methodology. Since computing the hessian matrix is computationally expensive,

the hessian is initially computed and subsequently updated using the BFGS algorithm.

The optimization algorithm is greedy in its search for higher (or lower) function values. If

a better point cannot be found with the initial newton step, it conducts a brief line search

by reducing the magnitude of the step uniformly until a better point is found. If a better

point cannot be found, as is sometimes the case with the approximated hessian matrix, the

true hessian is recomputed and the step is repeated.

I perform this two-stage estimation procedure twice. First using the identity matrix

for W to recover an estimate of the asymptotic variance of the moments, V̂ , and then

re-estimating with W = V̂ −1.

Since not all of my moments apply to all observations in the data, I follow Petrin (2001)

to compute moments that do apply to each observation—e.g. the product of an indicator

function of whether a product is a bronze plan and the expected bronze plan risk score—and

a function to translate these universal moments into the relevant estimation moments. If

the universal moments are h(θ), then the asymptotic variance can be estimated with

V̂ = E[∇hM(h(θ))
(
MM ′

)
∇hM(h(θ))′]

where M(h(θ)) = m(θ)

A.2.3 Consistency of Demand Estimation

Imbens and Lancaster (1994) show criteria under which a GMM estimation that com-

bines moments on aggregate data moments with the first order conditions of the log-

likelihood function is consistent and efficient. The two-stage estimation detailed in the

previous section imposes the constraint that m1(θ) = 0. Were the system just-identified,

this would not be a constraint and indeed a property of any solution. But since the num-

ber of moments exceed the number of parameters via the addition of macro moments, the
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solution to the unconstrained problem may have a m1(θ) not equal to 0.

However, the two-stage estimate is still consistent. The argument stems from two

observations. First, note that the true parameter, θ0, meets the constraint. Under the

specification and identification assumptions of GMM, the true parameter θ0 has m(θ0) = 0.

Let Θ̄ be the compact parameter space of the original GMM problem, and let Θ ⊂ Θ̄ be

the subset of parameters, also compact, that meet the constraint imposed by the two stage

constraint, Θ = {θ | θ−r = θ̃−r(θr)}. Since θ0 has m1(θ0) = 0, it is clear that the non-risk

parameters solve the first order conditions of the maximum likelihood function conditional

on the risk parameters. Thus, θ0 ∈ Θ.

Second, for any parameter vector θ ∈ Θ, the moments in the standard GMM problem

are equivalent to those in the adjusted problem, by construction.

m1(θ̃−r(θr), θr) = m1(θ)

m2(θ̃−r(θr), θr) = m2(θ)

m3(θ̃−r(θr), θr) = m3(θ)

Thus, the two-stage procedure used in this paper can be viewed as a restriction of the

parameter space that does not exclude the true parameter vector, θ0. Proposition 7.7 of

Hayashi (2000) shows the conditions under which non-linear GMM is consistent, and all of

those conditions can be applied in this setting.

Another argument for consistency can be made using the weighting matrix of the

standard GMM problem. Let θ̂ ∈ Θ be the solution to the two-stage minimization problem.

For any other parameter vector in the original parameter space, θ ∈ Θ̄, there is a diagonal

weighting matrix that places a large enough weight on the moments, m1, such that θ does

not lead to a lower value of the objective function that θ̂. If L is the supremum of all such

“large enough weights,” then a diagonal weighting matrix that places weight L on moments

in m1 and weight 1 on moments in m2 and m3 will give θ̂ as the solution to the original

GMM problem. Since this weighting matrix is positive definite, the estimate is consistent.

A.3 Cost Estimation Procedure

The cost parameters are estimated by matching a number of moments on firm-level

costs and individual-level costs. The estimation is constrained to precisely match the

projected-firm level average costs. The remaining cost parameters are estimated to fit

three sets of moments: the ratio of the average cost of each metal level to the average cost

of a bronze plan, the ratio of the average cost of each age group to the average cost of a

21-year old conditional on having a risk score of zero, and the ratio of the average cost of
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individuals with a positive risk score to those with a risk score of 0.4 See appendix section

A.1.2 through A.1.4 on constructing these moments from the data.

Matching Firm Moments

Let C̄obsf be the observed projected firm-level average cost. The firm-specific cost

parameters, ψ̃(φ), can be set such that these moments are matched exactly. Without

incorporating reinsurance, ψ̃(φ) can be computed analytically.

C̄obsf = eψf
1∑

j∈Jf Sj

∑
j∈Jf

∫
i
Sije

φ1AVjm+φ2Agei+φ3r
HCC
i dF (i)

ψ̃f (φ) = log

(
1∑

j∈Jf Sj

∑
j∈Jf

∫
i
Sije

φ1AVjm+φ2Agei+φ3r
HCC
i dF (i)

)
− log(C̄obsf )

When incorporating reinsurance, the parameters ψ can no longer be separated from φ

because they interact in determining how much reinsurance an individual receives. Instead,

ψ̃ can be found by iteration.

ψ̃n+1
f = ψ̃nf +

[
log

(
1∑

j∈Jf Sj

∑
j∈Jf

∫
i
Sijc

rein
ijm (ψf , φ)dF (i)

)
− log(C̄obsf )

]

Without any reinsurance, this iteration method gives the analytic result at n = 1 given any

feasible starting point, ψ0. The reinsurance payments are not particularly sensitive to ψ

which affects average payments and have less effect on the tails targeted by reinsurance. As

a result, ψ̃ can be precisely computed with only a handful of iterations.

Method of Simulated Moments

I will write the moments as d(φ) to represent the remaining moments on the cost ratios

by metal level, age, and risk, incorporating the predicted parameters of ψ̃(φ). φ̂ is estimated

by minimizing, for a weighting matrix W ,

φ̂ = argminφ d(φ)′Wd(φ)

The minimum of the function is found using the non-gradient Neldermead methodology.

I estimate φ̂ in two stages. In the first stage, I use the identity weighting matrix and obtain

estimates of the variance of the moments, V . In the second stage, I use W = V −1. Similar

to the demand estimation, the moments do not necessarily apply to every observation of the

data. I use the same procedure from Petrin (2001) to compute the variance of the moments

(see section A.2.2).

4I have also experimented with including moments on risk adjustment transfers for groups of firms, which

does not substantially affect the results.
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A.4 Robustness

A.4.1 Price-Linked Subsidies

The main analyses of this paper maintain the assumption that, while the equilibrium

subsidies are determined by a price-linked formula, the participating insurance firms do

not incorporate this formula in their price setting strategy. This is equivalent to firms

behaving as though the formula is using the prices of some other firm as the benchmark.

This assumption is more realistic in markets in which there are many firms than those with

only one or two competitors.

To relax this assumption, this section follows Jaffe and Shepard (2017a) and assumes

that the price elasticity internalized by the firm that owns the benchmark silver plan ac-

counts for the fact that an increase in the price of the benchmark silver plan will also

increase the subsidy for all subsidy eligible households in the market. This has two impor-

tant implications. First, the price elasticity for the benchmark silver plan is zero for all

subsidized households: the net price paid by subsidized households does not change with

the base premium. Second, an increase in the price of the benchmark plan can increase

total market-wide enrollment by causing an effective price decrease for all other insurance

products. The quantity of consumers that enroll all other products may exceed the quan-

tity of consumers that dis-enroll from the benchmark plan. These two features lead to a

substantial inflation of silver plan premiums.

In order to smooth the computation of equilibrium, I assume that firms have an expec-

tation over the probability that each silver plan they offer is the benchmark premium. Let

p2lps represent the second lowest-price silver plan, i.e. the benchmark premium specified by

regulation. All silver plans in the market are assigned a probability that each plan is the

benchmark plan,πj , given by

πj =
e−χ|pj−p

2slps|∑
k e

χ|pk−p2slps|
. (A.1)

The parameter χ governs the certainty with which firms’ know if they offer the benchmark

premium. In the limiting case of a very large χ, this probability distribution collapses to

certainty. In the results in this section, I set χ = 0.1, which corresponds roughly to a firm

knowing with 99% probability that its plan is the benchmark silver plan if the absolute

price difference of the next closest silver plan is more than $40. In the baseline equilibrium,

the benchmark plans in 59 out of 109 markets are assigned probabilities greater than 70%,

and in 90 markets the probabilities exceed 50%. Increasing the certainty parameter does

not substantially alter the results of this section.

A summary of the policy results when firms have full information on the price-linked

subsidy formula is displayed in Table A.1. There are two main differences between the
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Table A.1: Effects of Selection Policies with Full Information on Price-Linked Subsidies

Panel A: Less than 3350 HHI

Observed Baseline (1) (2) (3)

Risk Adjustment Y Y Y

Mandate Y Y Y

Prices

Bronze 172 161 152 164 153

Silver 212 263 300 277 322

Gold 237 246 320 254 357

Panel B: Greater than 5200 HHI

Observed Baseline (1) (2) (3)

Prices

Bronze 166 224 227 204 216

Silver 230 360 378 306 371

Gold 265 341 384 326 376

Panel C: Merger Analysis

Merging Party Prices

Bronze 10.7% 12.4% 6.7% 9.3%

Silver 8.6 4.5 6.1 3.2

Gold 5.3 4.7 2.5 2.3

Welfare

Consumers 1.4 3.2 2.7 3.3

Producers 11 10 11 9

Government -16 -14 -11 -10

Insurance Rate -1.7 0.32 1.1 2.7

Notes: Panels A and B of this table display the same results as shown in

Table 2.8, with the assumption that firms incorporate the price-linked subsidy

formula in their strategies. All price levels represent the base premium per

month, before age rating and subsidies are applied. Welfare calculations are

excluded here. Panel C shows merger analysis information that mirrors Table

2.9. Values display the percent change as a result of a merger in each policy

scenario. Negative values in government surplus change represent an increase

in net federal spending.

results shown here and those in Tables 2.8 and 2.9. First, the overall price level is higher.

Second, the average price of Silver plans is much greater. These are intuitive outcomes of
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a reduction in the price elasticity of the benchmark Silver plan. In particular, the average

price of Silver plans is greater than the average price of Gold plans in the baseline scenario,

despite having lower costs. In the presence of risk adjustment, the profitability of shifting a

consumer from a Silver plan to a Gold plan benefits from metal-level specific risk adjustment

which increases payments to a plan for the same consumer, if that consumer is enrolled in

a higher metal tier. This, in conjunction with the subsidy effect of the benchmark Silver

plan, leads many firms to offer expensive Silver plans and cheaper Gold plans.

While the landscape of average premiums is different, the key results on the rela-

tionship between market power and adverse selection regulations still holds. The individual

mandate leads to lower prices in the most competitive markets but higher prices in the least

competitive markets. And the risk adjustment policy narrows the gap between the most

expensive and least expensive plans (with the additional complication of the Silver-Gold

plan inversion), but the policy does not have as large of an effect in the most competitive

markets.

In the merger analysis, it still holds that price increases are concentrated in the least

generous plans, which lead to a narrowing the premium gap between Bronze and Gold plans.

However, the merger results in premium increases across all plans in every policy scenario.

When firms have full information about the subsidy formula, the benefit from a merger not

only includes the normal sales recapture, but also an increased probability in offering the

benchmark silver plan. This larger increase in market power leads to larger price effects.

However, because the majority of consumers do not experience large net premium increases

and also benefit from smaller relative price differences between Bronze and Gold plans,

average consumer welfare increases in every policy scenario. This increase coincides with a

large increase in producer surplus and a still larger increase in government spending.

A.4.2 Welfare and Government Spending

Section 2.6 decomposes the sources of welfare loss in a competitive equilibrium with

respect to a social planner that is seeking to maximize consumer and producer surplus, but

does not consider government spending. Since this paper does not seek to characterize an

optimal policy, this provides a useful illustration of the relationship between market power

and welfare. This section relaxes this assumption to show how the welfare decomposition

would change if the social planner considered government spending on subsidies net of the

tax revenue gained from the individual mandate.

Suppose that the social planner considers a reduction in a dollar of government spend-

ing equivalent to an additional dollar of consumer or producer surplus. The planner treats

government subsidies determined in equilibrium as fixed vouchers—i.e. cannot affect the
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amount of the subsidy—but does consider the subsidy as a part of the net cost of provid-

ing insurance to a particular customer. Recall that cτθj represents the household-product

specific cost of coverage and let bτ be the household-specific premium subsidy. Then, the

solution to the constrained planner problem given in equation 2.5 becomes

pj +
λ− 1

λ

Sj
S′j

=

E

[
∂Sτθj
∂pj

(
Cτθj + bτ

)]
S′j

(A.2)

Including the subsidies in the welfare calculation results in an increase in the marginal

cost of insurance for households that are eligible for subsidies. The main implication of this

change is that the extensive margin distortions of the competitive equilibria disappears. The

total welfare maximizing price vector in every local market also has positive total profits.

Therefore, there is no longer any extensive margin welfare distortion that results from firms

setting prices that cover average costs. Intuitively, this is a result of consumer willingness

to pay that does not exceed the true cost of coverage.

Table A.2: Welfare Costs in the Cross-Section, Including Government Spending

Without Risk Adj. With Risk Adj.

HHI Level Markup Int. Sel. Markup Int. Sel. # of Mkts Mkt Size

< 3,000 1.79 16.12 2.97 1.26 23 2,099

3,000 - 3,500 1.10 14.73 2.23 1.75 20 1,662

3,500 - 4,000 0.33 5.56 0.33 1.23 8 1,295

4,000 - 4,500 0.94 7.23 1.76 1.48 12 1,956

4,500 - 5,500 0.90 7.09 1.13 1.42 13 1,723

5,500 - 6,500 2.61 9.59 3.15 4.80 14 2,222

6,500 - 9,000 4.38 7.06 4.02 5.86 14 1,011

9,000 - 10,000 21.2 2.56 21.3 2.06 5 351

All Markets 2.20 9.84 2.78 2.42 109 12,320

Notes: This table displays the average welfare cost from extensive selection, markups, and

intensive selection within each category of market concentration, measured by the Herfindahl-

Hirschman Index (HHI). It also shows the welfare benefit (displayed as a negative cost) from

the revenue neutral risk adjustment policy. All values in the left panel are in dollars per

person per month. The averages are weighted by market population. The right panel displays

the total number of markets and total population in thousands of the markets in each HHI

category. Welfare is measured as the sum of consumer and producer surplus. This table does

not display the extensive selection distortion, which is zero in all markets.

The results of the welfare decomposition in the cross-section of geographic markets

is displayed in table A.2. Beyond eliminating the extensive margin selection distortion,

130



incorporating government spending into the social planner problem also significantly reduces

the distortion from equilibrium markups. This occurs for the same reason as the extensive

selection distortion is zero: the efficient level of profits is positive and, in some cases, close

to the equilibrium level of profits.

The results concerning the intensive selection distortion are similar to those when

government spending is not taken into account. The welfare cost of intensive selection

is still substantial in the absence of a risk adjustment policy and declines with market

concentration. When the risk adjustment policy is present, the intensive selection distortion

is small, and does not have a strong relationship with market concentration.

The results displayed in this section should be interpreted with caution. The generos-

ity of the premium subsidies leads many households to have a ”marginal cost” of insurance

that exceeds their willingness to pay. This is consistent with the literature on the value to

consumer of government provided insurance Finkelstein et al. (2019). However, consumers

may face obstacles or biases that decrease the demand for insurance, which may be in-

ternalized by the government in the creation of the subsidy policy. The intention of the

government policy is clearly to increase the probability that these households will decide

to purchase insurance. This is at odds with the social planner in this section, which finds

a net welfare loss in insuring these households. A welfare function that discounts federal

spending relative to consumer surplus would likely be better able to rationalize the current

levels of spending.5 While estimating the correct discount rate is outside of the scope of this

paper, this exercise informs the direction and possible magnitude of changes to the main

results of the paper that result from taking the federal budget into account.

5Even in this setting, where one dollar of federal revenue is equivalent to one dollar of consumer surplus,

the total welfare when the current law policy is in place is greater than total welfare absent any subsidy or

mandate policy.
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Appendix B

Appendix to Chapter 3

Figure B.1: Histogram of Premiums (National, 2011-2019)
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Table B.1: Effect of Competition on Insurance Plan Characteristics - Full Results

First Stage Copays

Firms Prem. Pt B Reb. Deduct. OOP Primary Spcl. Otpt.

Log Market Size 0.86∗∗∗

(0.01)

# of Firms −3.37∗∗∗ 0.25∗∗∗ −3.24∗∗∗ −160.06∗∗∗ −1.50∗∗∗ −1.00∗∗∗ 4.60∗∗∗

(0.12) (0.01) (0.81) (13.18) (0.04) (0.05) (0.60)

Income ($000) −1.56∗∗∗ −3.82∗∗∗ 0.90∗∗∗ −4.51 −415.38∗∗∗ −1.10∗∗∗ −2.56∗∗∗ −2.14

(0.11) (1.33) (0.16) (8.72) (141.37) (0.38) (0.58) (6.41)

% White 0.00 0.18∗∗∗ −0.01∗∗∗ 0.37∗∗ 19.79∗∗∗ 0.00 0.02∗∗ −0.36∗∗∗

(0.00) (0.02) (0.00) (0.15) (2.47) (0.01) (0.01) (0.11)

Among Eligible

% Seniors over 85 1.33∗∗∗ 9.50∗∗ 1.07∗∗ 41.11 −106.67 15.16∗∗∗ 6.11∗∗∗ −82.76∗∗∗

(0.33) (3.90) (0.46) (25.53) (413.83) (1.11) (1.71) (18.76)

% Seniors Employed 1.27∗∗∗ 1.37 −1.52∗∗∗ −46.75∗∗ −842.45∗∗ 8.83∗∗∗ 5.84∗∗∗ 8.65

(0.29) (3.43) (0.40) (22.49) (364.62) (0.98) (1.51) (16.53)

% w/ Cog. Disability −0.85∗∗∗ 11.56∗∗∗ −1.45∗∗∗ −87.46∗∗∗ −125.67 5.13∗∗∗ 1.17 −27.64

(0.30) (3.61) (0.42) (23.65) (383.40) (1.03) (1.59) (17.38)

Resources (per 1000)

PC Docs (per 1000) −0.38∗∗∗ 2.26∗∗∗ −0.06 −3.40 −52.87 −0.01 −0.36∗∗ 2.10

(0.03) (0.36) (0.04) (2.36) (38.30) (0.10) (0.16) (1.74)

Hosp. Beds (per 1000) −0.00 0.08∗∗∗ 0.00 0.15 −22.57∗∗∗ 0.02∗∗∗ 0.05∗∗∗ −0.36∗∗∗

(0.00) (0.03) (0.00) (0.18) (2.98) (0.01) (0.01) (0.14)

Fixed Effects

State & Year X X X X X X X X

Effect

Data Mean
-0.18 0.20 -0.22 -0.03 -0.16 -0.03 0.04

(0.20) (0.68) (0.79) (0.01) (0.10) (0.01) (0.04)

Note: This table shows the results of the IV analysis of the effect of competition on insurance cost-sharing characteristics

detailed in Section 3.4.2. The unit of observation is a US county in a given year between 2011 and 2019. The dependent

variable is the enrollment weighted average of a product characteristic: prem - monthly premium; pt B reb - reduction

in the part B premium; deduct - deductible; oop - out-of-pocket spending limit; primary - primary care copay; spcl -

specialist copay; outpt - outpatient services.

133



Table B.2: Effect of Competition on Insurance Plan Characteristics - Full Results (Contin-

ued)

Copays Coinsurance Rates

Radio. Lab Emerg. Inpt. Amb. Outpt. Radio. Device Drug

# of Firms −2.08∗∗∗ 0.05 −0.05∗∗ −9.96∗∗∗ 0.98∗∗∗ −1.10∗∗∗ −0.43∗∗∗ −0.09∗∗∗ 0.10∗∗∗

(0.44) (0.03) (0.02) (0.52) (0.38) (0.05) (0.05) (0.02) (0.03)

Income ($000) −2.55 1.19∗∗∗ 1.14∗∗∗ −4.15 8.35∗∗ 0.58 1.00∗∗ 0.36∗ 1.06∗∗∗

(4.72) (0.36) (0.25) (5.55) (4.09) (0.50) (0.49) (0.20) (0.37)

% White 0.48∗∗∗ −0.00 0.01∗∗∗ −0.25∗∗ 0.19∗∗∗ −0.02∗∗ −0.04∗∗∗ −0.00 −0.02∗∗∗

(0.08) (0.01) (0.00) (0.10) (0.07) (0.01) (0.01) (0.00) (0.01)

Among Eligible

% Seniors over 85 −9.60 3.43∗∗∗ −2.14∗∗∗ 66.86∗∗∗ −10.43 10.81∗∗∗ 5.49∗∗∗ −1.08∗ 3.11∗∗∗

(13.81) (1.06) (0.74) (16.24) (11.96) (1.48) (1.44) (0.58) (1.08)

% Seniors Employed 15.81 6.64∗∗∗ −1.87∗∗∗ 67.41∗∗∗ 15.83 5.53∗∗∗ 5.72∗∗∗ 0.64 −0.45

(12.16) (0.94) (0.65) (14.31) (10.54) (1.30) (1.27) (0.51) (0.95)

% w/ Cog. Disability −61.40∗∗∗ 4.56∗∗∗ 0.11 30.27∗∗ 6.53 8.24∗∗∗ 12.84∗∗∗ −0.72 −0.16

(12.79) (0.98) (0.69) (15.04) (11.08) (1.37) (1.33) (0.54) (1.00)

Resources (per 1000)

PC Docs (per 1000) −2.37∗ 0.08 −0.21∗∗∗ 1.99 −1.98∗ −0.33∗∗ −0.19 0.22∗∗∗ −0.04

(1.28) (0.10) (0.07) (1.50) (1.11) (0.14) (0.13) (0.05) (0.10)

Hosp. Beds (per 1000) −0.14 0.01 0.01∗ −0.15 −0.08 0.05∗∗∗ 0.10∗∗∗ 0.00 0.02∗∗∗

(0.10) (0.01) (0.01) (0.12) (0.09) (0.01) (0.01) (0.00) (0.01)

Fixed Effects

State & Year X X X X X X X X X

Effect

Data Mean
-0.04 0.01 0.00 -0.04 0.01 -0.19 -0.06 -0.01 0.01

(0.03) (0.02) (0.00) (0.02) (0.00) (0.18) (0.05) (0.00) (0.00)

Note: This table shows the results of the IV analysis of the effect of competition on insurance cost-sharing characteristics

detailed in Section 3.4.2. The unit of observation is a US county in a given year between 2011 and 2019. The dependent

variable is the enrollment weighted average of a product characteristic: radio - diagnostic radiology; lab - lab tests; emerg

- emergency room visits; inpt - inpatient stays; amb - ambulance; outpt - outpatient services; device - medical devices;

drug - outpatient drugs.
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Table B.3: Estimates of Demand Heterogeneity - Continued

OOP Limit Copays ($10) Coinsurance Rates (pp)

($1000) Emergency Ambulance Outpatient Med Device Drug

Over 75 0.145 0.003 -0.001 -0.001 -0.009∗∗ -0.001

(0.010) (0.009) (0.003) (0.005) (0.004) (0.002)

Female 0.118 -0.004 0.001 -0.010∗∗ 0.005 -0.002

(0.009) (0.008) (0.002) (0.005) (0.004) (0.002)

Heart Arrythmia 0.754∗∗∗ 0.045∗∗∗ -0.023∗∗∗ 0.012 0.001 -0.010∗∗∗

(0.015) (0.013) (0.004) (0.008) (0.006) (0.004)

Vascular Disease -0.202 -0.027∗∗ 0.025∗∗∗ 0.000 0.014 -0.001

(0.016) (0.013) (0.004) (0.008) (0.006) (0.004)

Diabetes w/ Compl. -0.543∗∗∗ -0.026∗ 0.036∗∗∗ -0.004 0.010 0.013

(0.016) (0.013) (0.004) (0.008) (0.006) (0.004)

Diabetes w/o Compl. -0.661∗∗∗ -0.012 0.007∗ 0.014∗ 0.004 -0.001

(0.015) (0.013) (0.004) (0.008) (0.007) (0.004)

Breast/Prost. Cancer 0.605∗∗∗ -0.016 -0.001 0.003 0.008 -0.020∗∗∗

(0.018) (0.016) (0.005) (0.010) (0.008) (0.004)

Rheum. Arthritis -0.054 -0.056∗∗∗ 0.051∗∗∗ -0.018 -0.004 0.004

(0.023) (0.018) (0.006) (0.012) (0.009) (0.005)

Agg. Risk Score -0.436∗∗∗ -0.010 -0.011∗∗∗ -0.028∗∗∗ 0.004 0.005 ∗

(0.012) (0.010) (0.003) (0.007) (0.005) (0.003)

Agg. Risk Score2 0.056∗∗∗ 0.000 0.001∗∗∗ 0.006∗∗∗ -0.002∗∗∗ 0.000

(0.002) (0.001) (0.000) (0.001) (0.001) (0.000)
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Table B.4: Coefficients of Base-level Indirect Utility

Two-way IV

Monthly Premium −0.119∗∗∗ −0.110

(0.018) (0.063)

Primary Care −0.413∗∗∗ −0.505∗

(0.075) (0.319)

Out-of-Pocket Limit −0.092∗ −0.000

(0.049) (0.000)

Specialist 0.082 -0.000

(0.129) (0.507)

Outpatient 0.012 -0.004

(0.017) (0.049)

Outpatient Coins 0.085∗∗ 0.076

(0.033) (0.104)

Inpatient Stay 0.018∗∗∗ 0.014∗∗

(0.003) (0.007)

Emergency Room 0.003 -0.016

(0.031) (0.097)

Ambulance −0.042∗∗∗ −0.039∗

(0.008) (0.0204)

Medical Devices Coins −0.030∗∗ −0.020

(0.013) (0.030)

Outpatient Drugs Coins 0.037∗∗∗ 0.039

(0.010) (0.030)

Diagnostic Imaging −0.002 −0.015

(0.001) (0.029)

Fixed Effects

Year & Product X X

Offers Part D X X

Star Rating X X

Note: The results of the two-way fixed effect and the IV specifications are

quantitatively similar. The two-way specification will be used as the baseline

specification. All variables are copays denominated in $10 with the exception

of variables labeled with coinsurance (percentage points) and OOP limit

(thousands of dollars). The significance stars ∗∗∗, ∗∗, and ∗ denote statistical

significance at the 1%, 5%, and 10% level respectively.
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Table B.5: Coefficients of Base-level Indirect Utility

Switching Cost Estimates

Product-Level 5.54∗∗∗

(0.01)

MA to TM 2.12∗∗∗

(0.02)

TM to MA 1.60∗∗∗

(0.01)

Note: These switching cost estimates come

from the maximum likelihood demand esti-

mation. The significance stars ∗∗∗, ∗∗, and ∗

denote statistical significance at the 1%, 5%,

and 10% level respectively.

B.1 Data Processing

B.1.1 Linking Medical Claims to Products

The task of linking publicly available data on insurance products to the patients in the

MA APCD requires two tasks. The first is to correctly identify the APCD product identifier

in which each patient is enrolled in each month. The member file of the APCD lists the

products in which each patient is enrolled and the start and end months for their enrollment,

but these records are in general not unique. The membership file is first subset to include

only medical insurance for patients in Massachusetts, and only insurance products which

are indicated to be the primary source of coverage.

The membership records are de-duplicated for each patient in the following way. First,

only records with the highest membership eligibility ID for a particular product and activity

month are kept. Next, only records with the most recent activity date for a particular

product and start month are kept. Then, for each month between 2013 and 2017, I collect

all remaining records with a start date prior to that month and an end date that is either

missing or later than that month. The remaining records are prioritized first by coverage

type and then by activity month. Highest priority is given to fully insured plans and the

most recent record activity. Any remaining duplicate records are randomly assigned. This

ambiguity affects the product ID in 0.1% of member-months and the firm ID in less than
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0.01% of member months.

The next task is to link APCD product identifier to publicly available information.

The MA APCD makes publicly available the identity of some insurance firms in the data,

including all of the firms offering plans in Medicare Advantage. However, the APCD product

IDs are not linked to the public names of the products. The data are matched using

aggregate information on the market shares of each plan in each county. In the APCD,

MA products are identified in the product file using the line of business and insurance plan

market fields. Members in the ACPD are linked to counties through their 5-digit zip code.

Where the zip code does not fully identify the county, the observation is given a weight in

all counties that intersect that zip code proportional to the distribution of population in the

zip code. In Massachusetts, this affects a small number of observations. From this data, I

can compute the MA market share of each APCD product ID in each county and month.

This data set can be compared to the county-month level market shares computed

to the enrollment data made publicly available by CMS. Market shares from this data are

computed among the medical MA plans that are not Senior Care Options plans, which

are identified separately in the APCD. Then for each possible pair of a CMS plan ID and

APCD plan ID, I compute the percent of percent of variation in the vector of county-month

market shares in the CMS data that is present in the APCD data, similar to the R2 of a

regression. A pair is considered to be a match if they are close (explained variation exceeds

90%) and have no close match to any other plans in their respective data sets. This match

is performed separately for every calendar year, as some APCD product IDs change from

year to year. Some plans have ambiguous matches and are manually assigned based on the

identity of the firm and the share of enrollees that are enrolled in an identified plan the

following year.

Through this methodology, I am able to identify the insurance plan for 93% of all

medicare advantage beneficiaries and 97% of those enrolled in one of the three largest firms.

I drop all plans that have fewer than 11 individuals from both the APCD and CMS data.

B.1.2 Sample Selection for Insurance Demand Estimation

The demand for insurance relies on an annual panel of insurance enrollment deci-

sions made by Medicare beneficiaries. I exclude from this sample all enrollees in employer-

sponsored MA plans or Special Needs Plans (SNP), and all persons under the age of 65 who

may be eligible because of a disability.

Most consumers are enrolled in either a single plan for the entire calendar year or they

switch into a new plan during the open enrollment period that takes place from January

to March at the beginning of each year. For consumers which have two plans during the
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year, I treat the plan with the longest enrollment as the plan choice for that particular year.

This affects only 0.09% of member-years and abstracts from idiosyncratic special enrollment

windows that some consumers may experience during the year.

I treat individuals over the age of 65 that are not enrolled in any MA plan as eligible

to enroll but selecting traditional Medicare. I normalize the total relative size of the MA

and TM population using the MA county-level penetration rate documented in the Area

Health Resource File.

In order to balance the important sources of identification and the computational

burden of the large data set, I over sample among individuals that ever select a MA plan

and individuals that become eligible for MA during the sample period. I draw a random

sample of 30% of consumers that ever select an MA plan, and a 60% sample of consumers

that become eligible for MA during the sample period. For the remaining population that

always select TM, I draw a 1.5% sample. The estimation procedure uses the corresponding

probability weights.

B.1.3 Sample Selection for Medical Consumption Estimation

The estimation of the elasticity of medical consumption with respect to cost-sharing

terms relies on a monthly panel of medical consumption for Medicare Advantage beneficia-

ries. Conditional on being over the age of 65, this data exclude two populations. First, it

excludes any member-months of traditional Medicare enrollment. The medical consump-

tion of traditional medicare members is only observed for traditional Medicare enrollees

that are also enrolled in a Medigap plan. However, I am unable to link the precise Medigap

plan, and therefore do not have full information on the cost-sharing terms of the members’

insurance. As a result, I exclude all of these observations from estimation.

Second, there is a problem in the link between the insurance enrollment panel and

the medical claims data for members of United Healthcare. As a result, I am unable to

directly link the medical consumption of a patient identified in the claims data to the

enrollment of a particular member in the insurance enrollment panel. Because this breaks

the primary source of identification in the estimation, I also exclude all member-months of

United Healthcare enrollment from the estimation data, which account for roughly 14% of

all member months.

Additionally, I drop any member-months where there is disagreement in the product

in which a consumer is enrolled between the membership and medical claims data (3% of

member months). I drop any member-months after a month in which its been indicated

that a patient died in an inpatient facility. If the patient has non-zero spending, I allow for

up to two additional months after the indicated month.
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B.1.4 Measuring Medical Consumption

The baseline measure of medical consumption is the total medical spending—both out-

of-pocket and covered expenses—of a patient during a particular month. This measure is

convenient because it incorporates a notion of intensity (some medical services are higher

value or represent more in-depth care) and it has a direct relationship to the costs of the

insurance firms. However, the measure may be contaminated by differences in the negotiated

prices paid by each insurance product for a particular medical service in each year.

Ideally, a measure of medical consumption would result in equal quantities if two

individuals receive the same care but are enrolled in different insurance products at different

times. I construct such a measure to serve as a robustness check for the medical consumption

elasticity estimates presented in Section 3.6.

Consider a patient i, enrolled in product j, that receives a procedure p in year t. The

total spending on that procedure is given by

mipjt = qip + ιpKjt (B.1)

where qipjt represents the medical intensity of the service, Kjt is a vector of indicator

variables for each product-year and ιp is the procedure-product-year conversion factor that

adjusts the medical intensity of the service into a price paid by the insurance firm to the

provider, minus the out-of-pocket expenses of the patient.

The medical intensity itself is modeled as

qip = Γp0 + Γ′pLip + εip (B.2)

where g is a procedure specific function that maps a vector of characteristics, Lip, into

a quantity of medical intensity. The vector of characteristics contains indications of the

hospital revenue code, the principal diagnosis code, the first procedure modifier, the site of

service, and the provider specialty that apply to the procedure, each of which is coded as a

binary variable on the values that appear in the data for a given procedure. For example, for

many procedures, the site of service variables contain indication of whether the procedure

was performed in a physician’s office, a hospital outpatient center, or an ambulatory surgery

center (among other possibilities).

The goal is to estimate Γ̂p and use the predicted value of qip as an alternative measure of

quantity. To estimate the large number of parameters, I use the least absolute shrinkage and

selection operator (LASSO) on the data for in-network procedures among all MA patients

that receive each procedure. Because this method focuses on procedures themselves (i.e.

physician services), I ignore all spending related to medical facilities. The estimator solves
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min
Γ0p,Γp,ιp

1

N

N∑
i=1

1

2

(
yi − Γp0 − Γ′pLip − ιpKjt

)
+ λp

(
1

2

∣∣∣∣∣∣∣∣[Γp; ιp]∣∣∣∣∣∣∣∣2
2

+

∣∣∣∣∣∣∣∣[Γp; ιp]∣∣∣∣∣∣∣∣
1

)
(B.3)

I estimate this model for every procedure in the data where the total number of claims

for that particular procedure is at least 25. The vector Kjt excludes a large plan-year which

has coverage of most procedures in the data in order to provide a consistent interpretation

for Γp0 across procedures. The parameter λp determines the degree of regularization in

the regression and is selected for each procedure to minimize the mean squared error of

prediction on a sample withheld for cross-validation.

With the model estimated for each procedure, I predict q̂ip. The adjusted measure of

medical consumption is equal to the sum of all predicted medical consumption quantities

for all procedures that an individual receives during a given month.

B.1.5 Measuring Consumer Health Status

Consumer health status is summarized in two ways. The first is through a set of binary

variables that indicate whether the consumer is diagnosed with a particular disease, and the

second is a summary risk score. Both of these variables are constructed using the risk score

methodology that CMS uses administer the risk adjusted subsidies associated with the MA

program. The methodology can be reproduced using SAS code made publicly available by

CMS.

For each plan year, I compute the risk score of each consumer enrolled in a Medicare

Advantage or Medigap plan. The methodology also assigned hierarchical condition cate-

gories (HCCs) as building blocks of the risk score. I use the most prevalent of these HCCs

as clinical disease categories. In each case, these measures of health status are concurrent

to the plan year. For example, if an individual is indicated as having diabetes, it implies

that individual had some procedure during the current year in which diabetes was listed as

a relevant diagnoses.

The health status for two populations must be imputed. First, the medical claims of

members of United Healthcare cannot be linked properly to the enrollment panel. However,

the distribution of health status is known, conditional on the plan year, sex, and insurance

product. Therefore, I assign each consumer a random draw from this distribution. I first

assign a draw from the empirical distribution of HCC indications. I then assign a random

risk score drawn from a parametric log-normal distribution conditional on the plan year,

sex, insurance product, and the HCC indications. I truncate the parametric distribution at

the observed conditional maximum and minimum risk scores in the data in order to avoid

unreasonable outliers.
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Second, the medical claims of traditional Medicare beneficiaries that do not enroll in a

Medigap plan do not appear in the APCD, and as a result, these health measures can not be

constructed. To impute the health status of these enrollees, I follow the same methodology

as the previous case and assume that the enrollees in traditional Medicare without Medigap

come from the same distribution of health status as traditional Medicare enrollees with

Medigap.

B.1.6 Expected Medical Spending

The firms problem requires the model to make predictions about the expected medical

consumption of consumers that may or may not have enrolled in a particular product in the

data. This presents two problems: computing expected medical spending and computing

counterfactual medical spending in other products.

Because the estimation of medical consumption is log-linear, computing the expecta-

tions is not straightforward. If there is heteroskedasticty in the error, the typical formula

for the mean of a log-normal distribution no longer applies. More worrying are the non-

linearities in the out-of-pocket expenses. Rather than compute expectations with more

costly computational methods, I take advantage of the feature of the firm model that treats

all consumers that are identical in observable characteristics as identical. As a result, I

compute the expectation as the empirical mean across all consumers within an observable

type.

In Section 3.6.1, the medical consumption of an individual can be decomposed into

a component common to all members in a particular product, β′Xjτ + γ′Fj + λτ , and an

idiosyncratic component, ηi + ωiτ . I compute the counterfactual medical consumption all

the plans in a consumers choice set by applying the component common to all consumers

in each product. The differences in spending across products is not assumed to be causal,

and therefore these differences are not included in the estimates of spending changes in the

policy analysis.

This computation is further complicated for the two populations that were dropped

from the medical consumption estimation: members of United Healthcare and members of

traditional Medicare. Because I do not observe the medical spending of these consumers, I

assign each a draw from the empirical distribution of the idiosyncratic component of medical

consumption, ηi+ωiτ , conditional on the sex, year, the consumer’s risk score, the consumer’s

HCC diagnoses. This maintains the identified relationship between the preferences for

insurance (which depend on the measurements of health status) and the expected medical

consumption of the consumer. For United Healthcare plans, I also calibrate a plan-level

fixed effect in order to match the total predicted spending of the members in the data with
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the actual total spending on those members.

B.1.7 Measuring Additional Sources of Marginal Cost

In addition to the cost of medical claims, insurance firms also incur administrative

costs and costs associated to prescription drug claims. I assume that these costs fixed, per-

beneficiary expenses and are identical across all products offered by a firm in a particular

year.

The data on both administrative and prescription drug expenses come from the Medical

Loss Ratio filings (MLR). In years 2015 through 2017, the MLR data separately provide

information on each firm’s Medicare business in a particular state. Prior to 2015, I use the

category designated as “government program plans.”

Administrative expenses consist of the sum of expenses related to quality (health out-

come) improvement, preventing hospital re-admissions, improving patient safety and reduc-

ing medical errors, wellness and health promotion, health IT improvement, cost contain-

ment, direct sales salaries and benefits, agent and broker fees, taxes and assessments, fines

and penalties, claim adjustment expenses, and other general administrative costs. These

make up sections 4 and 5 of part 1 of the MLR filing, with the exception of costs related to

the implementation of the ICD-10 standard.

Prescription drug expenses are computed as the total spending on prescription drugs

less pharmaceutical rebates. The assumption that prescription drug expenses are constant

across products and consumers is quite strong. However, the per-consumer cost of prescrip-

tion drug coverage net of the subsidies associate with Medicare Advantage Part D is small

relative to the medical claims cost of insurance.

B.2 The Effective Coinsurance Rate

I estimate the effect of cost-sharing terms on a plan-level average coinsurance rate for

two reasons. First, it allows me to translate elasticity estimates on primary care copays

to a coinsurance elasticity that can be more easily compared to estimates in the literature.

Second, it is required to predict the expected change in out-of-pocket expenses charged to

each consumer given a change in the primary care copay but holding fixed their medical

consumption. This is a component of computing the firms’ expected marginal cost.

The coinsurance rate is modeled as linear in cost-sharing parameters and also depends

on a second-order, product-specific polynomial in individual medical spending. This cap-

tures the fixed nature of many of the out-of-pocket expenses. The average coinsurance rate

is decreasing in total medical spending up to the out-of-pocket spending limit.

The effective coinsurance rate, computed over the year t, is specified as
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φijt = β′Xjt + λt + γj1Mit + γj2M
2
it + ωcoinsijt (B.4)

where Mit is the total annual spending of consumer i in year t. I restrict the sample

to individuals that have non-zero medical spending during the year but do not reach the

out-of-pocket spending limit. The results are displayed in Table B.6.

B.3 Estimating the Bid Function

The per-person subsidy, risk-adjusted subsidy is given by

bijt = rsi

(
min{Benchj , bidj(pj , Xj)}+ Λj max{Benchj − bidj(pj , Xj), 0}

)
(B.5)

where rsi is the individual’s summary risk score, bidj is the bid submitted by the insurance

plan, Benchj is a plan specific benchmark subsidy level that depends on the counties where

the plan is offered, and Λj is a “rebate” share that depends on the plan’s quality rating.

The bid function is estimated from a national panel on Medicare Advantage plan

characteristics and payment information. While the plan bids are not directly observable,

the data do contain the rebate payment, mean risk score, and mean payment level. If

the plan-specific benchmark level was directly observable, the bid itself could be inferred

from equation (B.5). I follow Curto et al. (2021) in using an approximated plan-specific

benchmark from the enrollment weighted average of county-level benchmarks. This provides

an approximated bid that can be used to estimate the function, bidjt.

The plan bid function is specified as linear in the monthly premium, the primary care

copay, and a vector of product characteristics which include other cost-sharing parameters

and the plan specific benchmark.

bidjt = αpjt + βxjt + Γ′Xjt + γj + λt + ζjt (B.6)

The parameters, α and β are identified through a two-way fixed effects model. The

identifying assumption is that all plans experience parallel trends. In this context, it requires

that there is no idiosyncratic and transient shock, observable to the firm, that affects both

the bid and the premium or primary care copay.

The results of the bid estimation are presented in Table B.7. The monthly premium

and primary care copay are each replaced by bid dollars in a slightly less than 1-to-1 ratio,

which is consistent with the intended rules of Medicare Advantage and firms that have

market power. For firms that bid below the benchmark (nearly all firms), an increase in

the bid must be accompanied by an increase in the plan premium, an increase in the plans
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Table B.6: Cost-sharing Terms and the Effective Coinsurance Rate

Effective Coinsurance Rate

Primary Care 0.033∗∗∗

(0.000)

Specialist 0.010∗∗∗

(0.000)

Outpatient 0.000∗∗

(0.000)

Outpatient Coins 0.0005∗∗∗

(0.000)

Inpatient Stay −0.000∗∗∗

(0.000)

Emergency Room −0.007∗∗∗

(0.000)

Ambulance 0.000∗∗∗

(0.000)

Medical Devices 0.029∗∗∗

(0.000)

Outpatient Drugs 0.001∗∗∗

(0.000)

Year X

Product-specific Spending Polynomial X

Observations 897,030

Note: The tables average estimated effective coinsurance rate as predicted by the

cost-sharing terms of the insurance plan. The unit of observation is a person-year.

The estimation controls for year fixed effects and a product-specific polynomial

in the annual spending of each consumer. Coefficients marked with ∗∗∗ are

statistically significant at the 0.1% level.

cost-sharing, or both. If the plan held cost-sharing fixed, the Medicare Advantage rules

intend to require a premium increase by between 0.5 and 0.7, depending on the plan’s

rebate share. Since the plans have market power and the government cannot perfectly

observe the plans’ costs, these rules may not be followed exactly. A finding that the plan
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Table B.7: Medicare Advantage Plan Bid Function

(1) (2) (3)

Benchmark 0.611∗∗∗ 0.561∗∗∗ 0.893∗∗∗

(0.009) (0.010) (0.012)

Premium 1.080∗∗∗ 1.089∗∗∗ 0.822∗∗∗

(0.014) (0.014) (0.027)

Primary Care Copay 2.420∗∗∗ 2.232∗∗∗ 0.484∗∗∗

(0.083) (0.083) (0.095)

Specialist Copay 0.624∗∗∗ 0.629∗∗∗ 0.602∗∗∗

(0.053) (0.052) (0.065)

Outpatient Copay 0.022∗∗∗ 0.022∗∗∗ 0.017∗∗∗

(0.006) (0.006) (0.005)

Outpatient Coinsurance 1.251∗∗∗ 1.151∗∗∗ 0.669∗∗∗

(0.075) (0.074) (0.072)

Inpatient Copay 0.104∗∗∗ 0.105∗∗∗ 0.022∗∗∗

(0.006) (0.006) (0.005)

Emergency Copay −0.347∗∗∗ −0.226∗∗ 0.350∗∗∗

(0.069) (0.074) (0.069)

Ambulance Copay 0.072∗∗∗ 0.097∗∗∗ 0.099∗∗∗

(0.009) (0.009) (0.010)

Med Device Coins 2.421∗∗∗ 2.292∗∗∗ 0.002

(0.168) (0.166) (0.183)

Outpatient Drug Coins 0.080 0.199 0.011

(0.136) (0.135) (0.130)

Fixed Effects

Year X X

Product X

Note: ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

premium would increase by 0.822 on average is consistent with this model of firm behavior.

A similar rationale applies to changes in the copay, though it is less clear what the intended

substitution between bid dollars and the primary care copay should be.
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B.4 First Order Approximation of Merger Effects

In this section, I restate the proof of Theorem 1 in Jaffe and Weyl (2013), with minor

extensions to accommodate an environment with both copays and premium.

Let Q = [P ;O] be the stacked vector of premiums and copays selected for all products

in a market. Let f(Q) be the vector of pre-merger first order conditions and g(Q) be

the vector of upward pricing pressure, such that f + g = h, the post-merger first order

conditions. More detail on these functions is presented in Section ??.

Assumption 1 The vector of post-merger first order conditions, h, is locally invertible in a

neighborhood B around Q0, the pre-merger equilibrium, such that there is a vector QM ∈ B
with h(QM ) = 0.

This assumption requires that there is a locally unique equilibrium in the neighborhood

of the pre-merger equilibrium and demonstrates one key strength of this approach. If there is

a locally unique equilibrium, this first order approximation will point in that direction. This

is a conceptual strength, as it likely corresponds to how the firm’s themselves internalize

their change in incentive. And it is a computational strength, as more general solution

methods may have trouble locating the neighborhood of uniqueness. This assumption would

fail if there is no post-merger equilibrium in a neighborhood sufficiently small enough that

h is invertible throughout. However, if this is the case, it is likely infeasible to evaluate a

post-merger counterfactual with any method.

Theorem 1 Given assumption 1, then a first-order approximation of the change in Q

induced by the merger is

∆Q = −
(
∂h

∂Q
(Q0)

)−1

· g(Q0)

Proof Since f(Q0) = 0, h(Q0) = g(Q0) = r. The goal is to locate QM such that h(QM ) =

0. If h is invertible in a neighborhood that encompasses both the pre- and post-merger

equilibrium, then

∆Q = Qm −Q0 = h−1(0)− h−1(r) =

(
∂h−1

∂h
(r)

)
(0− r) +O(||r||2)

' −
(
∂h

∂Q
(Q0)

)−1

· g(Q0)
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