
Introduction 

Recent studies from Su et al., (2019, and Nguyen, et al., 2015) have shown that Deep Neural 

Networks may have a weakness when it classifies an image. They have shown that when 

perturbing a single pixel in an image of size 32x32, they were able to significantly change the 

output of the neural network. To generate an attack, Nguyen et al. used an Evolutionary Strategy 

called Differential Evolution (DE). Evolutionary Strategies are algorithms that mimic biological 

genetic evolution. By using DE, they were able to conclude that it was a viable method in the 

generation of these attacks. In their research, they mentioned that future work could be devoted 

to looking at additional Evolutionary Strategies to increase the likelihood of successful attacks. 

Therefore, in this research, we extended Nguyen et al.’s work by using DE algorithms proposed  

from Qin and Suganthan called Adaptive Differential Evolution (AdaptiveDE) in one-pixel-

attacks. Using this alternative algorithm we can generate more successful perturbations to 

increase the one-pixel-attack success rate.  

 

Fig. 1: 

Example of a one-pixel attack on an image of a dog. Due to the attack, the All Convolutional Network 

classified this image as a horse with 93.60% confidence. 

 

 



Methodology 

A. Neural Networks 

For this research, we trained three Convolutional Neural Networks from Su et al.: All 

Convolutional (AllCNN; Springenberg, et al., 2015), Network in Network (NiN; Lin, el al., 

2014), and VGG16 (Simonyan and Zisserman, 2015). The networks were structured closely to 

their original form, but were also influenced by the structures listed in Fooling Deep Neural 

Networks (Nguyen, et al., 2015) Notably, we had a hard time training the VGG16 model, 

therefore we instead used the original design as proposed by Simonyan and Zisserman (2015). 

To train the networks, we used the original CIFAR-10 dataset. The dataset consists of 60,000 

32x32 RGB images, of these 60,000 images, 50,000 images are solely for training and the 

remaining for testing. The images remained natural throughout training (i.e., there was no 

normalization applied to the images). Some networks use normalization to speed up the training 

and possibly increase accuracy, however, we found that there were no significant improvements. 

The images are organized in classes based on the object in the image. In CIFAR-10, there are ten 

classes: airplane, car, bird, cat, deer, dog, frog, horse, ship, and truck. The accuracy of each 

network depends on if it can correctly label the object in the image with its respective class. 

In our replication, the accuracy of AllCNN decreased 3.53%, NiN decreased 5.22%, and VGG16 

decreased 3.91% as seen in Table 1. The decreased accuracy of each network leads us to believe 

that the percentage error can be explained by some different aspects of our respective 

implementations. Since the errors are generally low and the network structures were kept 

somewhat similar, we felt confident in continuing with these networks. 

 



 AllConv NiN VGG16 

Original Accuracy 85.60% 87.20% 83.30% 

Replicated Accuracy 82.06% 82.65% 80.04% 

Table 1:  

Original and Replicated accuracy results by testing the networks with the CIFAR-10 dataset. 

B. Dataset 

We will be using images from the Kaggle CIFAR-10 (CIFAR-10, n.d.) testing dataset. This 

dataset consists of 300,000 images. The difference between the Kaggle dataset and the original 

dataset is that Kaggle added 290,000 modified images to the set. These modifications could 

consist of rotations, blurring, random cropping, duplications, and randomly added pixels. Kaggle 

does not supply a method to remove these images from the set. However, since we only care 

about what the network believes an image is, the addition of these images will simply give us 

more data to test. Just like the original dataset, the Kaggle dataset is organized by the same ten 

classes.  

C. Algorithm 

For each experiment on the three neural networks, we randomly select 500 images from the 

dataset. Then, for each image sequentially, we run the image through the respective experiment 

network to classify it. Once an image has been classified, we then run a targeted One-Pixel-

Attack on the image. A targeted attack consists of generating an adversarial perturbation to a 

specific classification. In our experiments, we do not target the original classification. Therefore, 

for each image, we run targeted attacks attempting to push the classification to the nine other 

classifications.  



To run a targeted attack, we first create an array (candidate solution) that contains a population 

of 400 perturbations. A single perturbation contains a fixed-length tuple with 5 elements: x, y, 

and RGB. Each initial perturbation tuple x-y coordinates are initialized by a uniform distribution 

U(1,32) and the RGB values are initialized by a Gaussian distribution N(µ=128, σ =127). At a 

max of 100 iterations, each iteration will create another 400 child perturbations. These child 

perturbations are created by the DE or AdaptiveDE formula (based on the experiment) as seen in 

Equations 1 and 2. Values r1, r2, r3, and r4 (Equations 1 and 2) are random mutually exclusive 

index values corresponding to the candidate solutions element at an index. We also set the scale 

parameter F to be 0.5 in the case of DE, but, in the case of AdaptiveDE, we set F to random 

values by a Gaussian distribution N(µ=0.5, σ =0.3). G is the current index of generation. 

"𝐷𝐸/𝑟𝑎𝑛𝑑/1": 𝑥𝑖,𝐺+1 = 𝑥𝑟1,𝐺 + 𝐹(𝑥𝑟2,𝐺 − 𝑥𝑟3,𝐺), 𝑟1 ≠ 𝑟2 ≠ 𝑟3 

Equation 1: From Vargas et al., “General Subpopulation Framework and Taming the Conflict Inside 

Populations.” 

"𝐷𝐸/𝑏𝑒𝑠𝑡/2": 𝑥𝑖,𝐺+1 = 𝑋𝑏𝑒𝑠𝑡,𝐺 + 𝐹(𝑋𝑟1,𝐺 − 𝑋𝑟2,𝐺) + 𝐹(𝑋𝑟3,𝐺 − 𝑋𝑟4,𝐺), 𝑟1 ≠ 𝑟2 ≠ 𝑟3 ≠ 𝑟4 

Equation 2: From Qin and Suganthan, Adaptive Differential Evolution. 

Once a child has been generated, we run that adversarial perturbation through the network. In the 

case of targeted attacks, only use the confidence of the target class (i.e., if the target is “cat”, then 

only report the confidence of the “cat” classification). If the confidence of the child is greater 

than the parent perturbation at its respective sequential index, then replace the parent with the 

child. The early stop criterion is triggered if and only if a child perturbation’s target class 

confidence is at or above 90%. We do not use the crossover step in either strategy. 



In the case of a non-targeted attack, no extra experiment must be run. A non-targeted attack 

succeeds if the original classification of an image is not the same as the resulting classification 

after the generation of perturbations. 

In the case of AdaptiveDE, we create another population-sized array containing values uniformly 

distributed in the range [0,1]. Since AdaptiveDE uses two formulas in its generation of 

perturbations, we use this additional array to select which one to use. To do this, we use the 

variables p1 and p2 which are initially set to be equal at 0.5.  The chance to use DE/rand/1 is p1 

and DE/best/2 is p2. As you iterate through the candidate solutions, you check the ith element 

probability and apply the respective formula. While doing this, we need to keep track of the 

successes and failures of generated perturbations. To do this, we use the variables ns1 and ns2 to 

keep track of the perturbations that replace their parent counterpart and nf1 and nf2 to keep track 

of the perturbations that fail to replace their parent counterpart. (The variables are respective to 

the formulas.) After 50 iterations, if no perturbation has met the early stop criterion, then we 

update the p1 and p2 values by using Equation 3. We do not update the probability array after its 

creation. 

𝑝1 =  
𝑛𝑠1(𝑛𝑠2 + 𝑛𝑓2)

𝑛𝑠2(𝑛𝑠1 + 𝑛𝑓1) + 𝑛𝑠1(𝑛𝑠2 + 𝑛𝑓2)
, 𝑝2 = 1 − 𝑝1 

Equation 3: From Qin and Suganthan, Adaptive Differential Evolution. 

Results 

Our results show in Table 2 that when replicating the DE algorithm for targeted attacks, our 

success rate (by which we mean, how often we are able to get the network to change its 

classification with our changes) increased 54.50% for AllConv, increased 5.66% for NiN, and 

decreased 23.30% for VGG16. However, for non-targeted attacks, each success rate decreased 



significantly. This shows that our attacks can be capable of targeting better but is unable to 

sufficiently change the classification to an arbitrary class. However, for VGG16, we saw a 

significant decrease in both targeted/non-targeted attacks.  

 AllConv NiN VGG16 

Original DE Targeted 19.82% 23.15% 16.48% 

Replicated DE Targeted 30.62% 24.46% 12.64% 

Original DE Non-Targeted 68.71% 71.66% 63.53% 

Replicated DE Non-Targeted 49.66% 43.75% 31.95% 

Table 2:  

Targeted/non-targeted attack results on the original paper DE results versus Replicated DE results. 

In the case of the VGG16 network, we believe that these results showcase the security of the 

network. The difference in implementations may show that the model we used is more secure. 

While the model used in Fooling Deep Neural Networks (Nguyen, et al., 2015) may have 

sacrificed security, in exchange for higher accuracy classification when conducting one-pixel-

attacks with DE and AdaptiveDE. 

By implementing AdaptiveDE into one-pixel attacks, the results in Table 3 and Table 4 show 

that there were significant improvements in targeted attacks on the AllConv and NiN networks. 

AllConv targeted one-pixel-attack success rate increased an astounding 155.70% while NiN 

targeted one-pixel-attack success rate increased 40.60%. However, the VGG16 network targeted 

one-pixel-attack success rate decreased 54.85%. Again, this result may be the result of the 

differing design in implementations which may be showing the strength of the networks. Also, 

worth mentioning is the time complexity of the runtime of AdaptiveDE. The time it took to run 



AdaptiveDE one-pixel-attacks was about two times faster than the execution of DE one-pixel-

attacks. 

 AllConv NiN VGG16 

Original DE Targeted 19.82% 23.15% 16.48% 

AdaptiveDE Targeted 50.68% 32.55% 7.44% 

Original DE Non-Targeted 68.71% 71.66% 63.53% 

AdaptiveDE Non-Targeted 66.52% 49.68% 21.64% 

Table 3:  

Targeted/non-targeted attack results on the original paper DE results versus AdaptiveDE results. 

 AllConv NiN VGG16 

Replicated DE Targeted 30.62% 24.46% 12.64% 

AdaptiveDE Targeted 50.68% 32.55% 7.44% 

Replicated DE Non-Targeted 49.66% 43.75% 31.95% 

AdaptiveDE Non-Targeted 66.52% 49.68% 21.64% 

Table 4:  

Targeted/non-targeted attack results on the replicated DE results versus AdaptiveDE results. 

Discussion 

Previous research has shown that neural networks are vulnerable to perturbations. A perturbation 

containing a single pixel modification can cause a neural network to classify an image 

incorrectly. The focus of this research was to first show that Fooling Deep Neural Networks 

published by Nguyen et al., was replicable and that using AdaptiveDE would perform better than 

using DE. 



The results of this research show that AdaptiveDE does increase the likelihood of performing a 

successful one-pixel attack. However, as we have addressed before, our VGG16 model was 

different in implementation due to the difficulty in training the network. Therefore, we believe 

that this difference causes results to be slightly skewed due to a potential increase in network 

security. 

I have found that this research opportunity has left me in amazement. Due to this UROP, I have 

decided to continue my education to receive a Master’s in Computer Science. If it weren’t for 

this opportunity and Dr. Richard Maclin’s advising and general help, I would not have applied to 

the graduate program at the University of Minnesota Duluth’s Computer Science department. 

In my proposal for the UROP, I mentioned another Convolutional Neural Network called 

AlexNet. Due to time constraints and unfinished results in Fooling Deep Neural Networks 

(Nguyen, et al., 2015), we did not run AdaptiveDE experiments on the network. Also, I 

mentioned two additional evolutionary strategies: Multi-Objective Novelty Algorithm and 

Covariance matrix adaptation evolution strategy. We were unable to think of a way to include 

these two algorithms in this problem’s optimization case. However, that is not to say that they 

could not be useful, since we leave the network and additional strategies for future research. 

The amount of time it took to complete this UROP was perhaps more than intended. Sometimes I 

would work all day and into some nights to finish a few lines of code to run the experiments. The 

proposal I wrote for this UROP underestimated the amount of time it would take to fully 

complete it. However, that is not to say that we did not complete the underlying problem at hand 

which was to implement another evolutionary strategy algorithm to improve the accuracy of one-

pixel-attacks. Ignoring those parts, the completion of objectives to further the research was as 



expected. I was able to complete these objectives week after week to achieve good presentable 

results. 

Conclusion 

This research has shown that using the AdaptiveDE algorithm to attack a convolutional neural 

network by perturbing a single pixel in an image is more effective than using DE. This 

advancement shows us that the addition of another differential evolution formula (Equation 2) 

greatly increases the chances of generating a perturbation that will change the outcome of a 

neural network classification.  
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