
INTRODUCTION
Human-robot collaboration is an important 

part of the field of autonomous robotics, which 
allows robots to act as assistive agents to humans 
in a number of domains. One such domain is that 
of underwater robotics wherein robots assist divers 
with tasks such as environmental surveillance, 
mapping and exploration. The utility of these 
robots is enhanced by diver following capabilities 
which allow these robots to be fully autonomous 
and execute their functions without the need for 
teleoperation. 

While some trivial algorithms for diver 
following have been implemented and have shown 
fair success, diver following algorithms have the 
potential to largely benefit from a diver predictor. 
Having the ability to estimate where the diver is 
going to be next can allow the robot to 
preemptively move so as to not lose the diver if 
they make a rapid change in motion. Therefore, 
such predictors should output the predictions in a 
format that can translate into motion controls for 
the robot itself, so that the robot continues to 
follow the diver in a suitable manner.

Shortcomings of Diver Predictors
Currently, one algorithm exists that utilizes 

LSTM networks to predict the future trajectory of 
scuba divers.1 The output from this algorithm is a 
sequence of predicted bounding boxes for each 
diver, indicating where the diver is expected to be 
as viewed from the current frame of observation. 
However, this output itself is very noisy and 
interpreting a single vector for the intended motion 
of the diver from the predicted bounding boxes is 
not trivial. Hence, there is a need to develop an 
algorithm that can generate smooth motion vectors 
from a sequence of predicted boxes, which can 
then be given to the robot to plan its motion 
trajectory.

PROPOSED COMPONENTS
1. Variance Thresholding

The output from LSTM diver predictors consists of two bivariate 
gaussians, and a sample from each gaussian gives the predicted corners 
of a bounding box for a diver. However, if the variance of the gaussians 
in either dimension is too large, it can increase the uncertainty of the 
prediction and a random sample for a wide gaussian will not be as 
reliable. Therefore, predictions in which any dimension of the two 
bivariate gaussians had a standard deviation > 8.0 was considered as an 
outlier.

2. Monocular Depth Estimation
While bounding boxes give a good estimate of a diver’s 2D 

displacement with respect to the robot, they can only give a loose 
estimate of the depth at which the diver is currently swimming. It is 
essential for the robot to be able to analyze its distance from the diver, 
and also estimate how far away they are going to be in the future. 
Predictions from LSTM networks cannot alone describe this information 
well. Hence, we evaluated various aquatic and terrestrial algorithms for 
monocular depth estimation on scuba divers and present results from 
UW-Net2 and AdaBins3

RESULTS
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ANALYSIS
We can see from Figure 1 that variance 

thresholding greatly reduces the number of outliers and 
is particularly good at removing boxes whose aspect 
ratio is dissimilar to that of the diver. In Figure 2, we 
can observe that UW-Net performs fairly well at 
predicting the depth of the diver. Since the network 
itself was never trained on data with human divers in it, 
it is understandable that the model does not perform as 
intended. While UW-Net does well at maintaining the 
finer details of the picture, it does have considerable 
background noise. In comparison, AdaBins has a fairly 
uniform background, but does not retain the details of 
the image. Given these results, a model to create a 
motion vector can be generated where the x and y 
components can be obtained from the relative 
displacements of the bounding boxes, while the z 
component can be obtained from the predicted depth of 
the diver and their estimated speed. 

CONCLUSION
In this project, we present methods to denoise 

the output from LSTM motion predictors for scuba 
divers. These algorithms allow the conversion of a 
sequence of 2D bounding boxes into a 3D estimated 
motion vector for a diver that can then be used by an 
aquatic robot to plan its controls. While this project 
provides a first attempt at this problem, further work is 
needed to improve monocular depth estimation for 
humans underwater and fuse outputs from different 
models to create an optimal prediction.

Figure 1:Results from variance thresholding. After thresholding, the black boxes 
are removed and only the colored boxes remain
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Figure 2: (a) Input image, (b) Depth predicted by UW-Net, (c) Depth predicted 
by AdaBins. Darker pixels are closer.
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