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Abstract

Effective monitoring of chemical processes is required to ensure safe and economical op-

eration. Data-driven monitoring methods are popular for detecting and diagnosing faults in

chemical plants. An effective approach for implementing a data-driven monitoring method

to detect and diagnose faults in large-scale systems such as chemical plants is to do so in a

distributed configuration. A decomposition (i.e. an allocation of sensors among different

sets called subsystems) must be selected before a monitoring method can be implemented

in the distributed configuration. The monitoring method is then applied to each subsystem

to come to a local decision as to whether a fault is detected or what the local diagnosis

is. Finally, a consensus strategy uses the local decisions of the subsystems to reach a fi-

nal fault decision. The performance of a fault detection method can be improved when

it is implemented in the distributed configuration. Some of the operational constraints

associated with implementing a monitoring method for a large-scale system can also be

satisfied in the distributed configuration. For example, distributed methods can be imple-

mented using computers installed at multiple locations if transmitting measurements from

all the sensors to a single location is difficult. The ability of the distributed configuration

to satisfy operational constraints and the performance of the distributed methods depend

on the selected decomposition. The first objective is to propose methods which find a de-

composition for which the performance of a distributed data-driven monitoring method in

detecting or diagnosing a set of faults is near optimal subject to user-imposed constraints.
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The proposed methods use greedy search algorithms to generate many feasible candidate

decompositions and subsystems and then use process data to directly evaluate the perfor-

mance of these candidates to find a near optimal decomposition. The second objective is

to propose methods which find the minimum number of locations required for distributed

monitoring and the monitoring tasks that should be implemented at each location subject

to user-imposed constraints. A commonality in the proposed methods is that they use al-

gorithms from graph theory. The proposed methods are also fully automated and software

for the methods is made available.
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Table 1: Nomenclature for commonly used notations

Notation Description
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x Standardized multivariate measurement sample
α Level of Significance

χ2
α(m) Inverse of the χ2 cumulative distribution function with m

degrees of freedom for a probability value of 1−α

xF Faulty sample
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θ Fault direction (where the standardized measurement of

the ith sensor represents the ith coordinate)
f Fault magnitude (standardized)
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D Set representing a system decomposition
S j Set containing the indices of sensors allocated to the jth

subsystem
T 2

j T 2 test statistic for the jth subsystem
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from sensors allocated to the jth subsystem
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MDR Missed Detection Rate
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imposed in the decomposition methods
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∀ for all

Bmax Maximum number of subsystems
Ntest Number of statistical tests employed by the distributed

fault detection method for a given decomposition
η Threshold for the poor performance constraint
ζ Threshold for the stopping criterion
n f Number of faults or fault directions

Sguess
j Set of sensors that have already been allocated to the jth

subsystem of the initial guess in the forward selection
algorithm

φ Set of faults or fault directions
φ j Set of faults that the jth subsystem will be optimized to

detect in the forward selection algorithm
MDR(S,φ) MDR of a subsystem S in detecting faults in the set φ

Sopt
j Optimal allocation of sensors to the jth subsystem

Dopt Optimal decomposition
RLF Recursive Largest First

P(Ev1 |C1) Probability of event Ev1 given condition C1
Θ Set of fault directions along which the detection

performance of the T 2 tests will be evaluated

x



Table 3: Nomenclature for commonly used notations (cont.)

Notation Description
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generated due to the kth fault
nk Number of faulty samples in the system’s historical
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‖v1‖2 Euclidean norm of a vector v1

fk Fault magnitude along θk used in evaluating the detection
performance of the T 2 tests

f (50)
k Fault magnitude along θk calculated using equation (2.20)

fthreshold Lower bound on fk if fk is set equal to f (50)
k

MDR(S j,θk) Metric that quantifies the detection performance of
subsystem S j in detecting a fault along the direction θk

Fjk(w) Cumulative distribution function of T 2
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Γ(s) Gamma function
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Table 4: Nomenclature for commonly used notations (cont.)

Notation Description
LFD Local fault decision
GFD Global fault decision
MCR Misclassification rate
Dspace Decomposition representing the search space in FSDPR
Sspace

j Set containing the sensors that can be added to subsystem j
of a decomposition without violating the cannot-link

constraints in FSDPR
G Undirected graph defined by the adjacency matrix A

Ncc Number of connected components of the graph G
V cc

k Set containing the indices of sensors belonging to the kth

connected component of G
mcc

k Number of sensors belonging to V cc
k

Dspace
k Part of search space of FSDPR in which only sensors

belonging to the kth connected component can be added to
subsystems

Sspace
jk Set of sensors that can be added to the jth subsystem of the

kth connected component in FSDPR
Bk Minimum number of subsystems that the sensors of the kth

connected component can be partitioned into without
violating any of the constraints

BUB
k Upper bound on the value of Bk
V Set of selected sensors for distributed pattern recognition

in EFSDPR
W Vector containing the sensor weights in EFSDPR
GS Subgraph of the graph of cannot-link constraints induced

by the set V
G′S Complement graph of GS

MCCMC Minimum Clique Covering with Maximum Cliques
Ω j Set of sensors not in S j that have no cannot-link constraints

with any of the sensors in S j
MN/TS Multi Neighborhood Tabu Search

OCI Out of control identification
SR Sensor ranking

IDthreshold Threshold used for fault identification
αID Level of significance of the statistical tests used for fault

identification
OC Set containing the out of control sensors
FID False identification rate
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Nsub

cc Number of connected components of Gsub
V sub

k Set of monitoring subsystems belonging to the kth

connected component of Gsub
BM

k Number of monitoring subsystems belonging to the kth

connected component of Gsub
V M

k Set containing the indices of sensors that are part of
monitoring subsystems belonging to the kth connected

component of Gsub
mM

k Number of sensors in the set V M
k

Msensor
lk Set containing the indices of sensors who transmit to the

lth monitoring location of the kth connected component of
Gsub

Msub
lk Set containing the indices of the monitoring subsystems

allocated to the lth monitoring location of the kth connected
component of Gsub

Nk Minimum number of monitoring locations needed for
distributed monitoring of the kth connected component of

Gsub
NUB

k Upper bound to Nk
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GEA Greedy Equal Allocation
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Chapter 1

Introduction

* Due to the increasing complexity of chemical plants, ensuring safe and cost-effective

operation has become more challenging over the years. Some of the worst accidents in

chemical plants have happened in recent times and the chemical industry loses billions of

dollars every year due to poor abnormal event management [1]. A fault is a process abnor-

mality or symptom which causes the process parameters or measurements to deviate from

an acceptable range [1]. A fault can occur in a chemical process due to gross disturbance

parameter changes (e.g. increase in the inlet concentration of a reactant from its desired

steady state value), gross process parameter changes (e.g. catalyst poisoning), actuator

malfunction (e.g. sticking valve) or sensor malfunction (e.g. sensor bias). Process mon-

*The dissertation contains material reprinted (adapted) with permission from (Shaaz Khatib, Prodromos
Daoutidis and Ali Almansoori. System decomposition for distributed multivariate statistical process moni-
toring by performance driven agglomerative clustering. Ind. Eng. Chem. Res., 57(24):8283-8298, 2018).
Copyright ©(2018) American Chemical Society.
The dissertation contains material reprinted (adapted) with permission from (Shaaz Khatib and Prodromos
Daoutidis. Generating optimal overlapping subsystems for distributed statistical fault detection subject to
constraints. J. Process Contr., 80:143-151, 2019). Copyright ©(2019) Elsevier Ltd.
The dissertation contains material reprinted (adapted) with permission from (Shaaz Khatib and Prodromos
Daoutidis. Optimal feature selection for distributed data-driven process monitoring. Ind. Eng. Chem. Res.,
59(6):2307-2317, 2019). Copyright ©(2020) American Chemical Society.
The dissertation contains material reprinted (adapted) with permission from (Shaaz Khatib and Prodromos
Daoutidis. Multiple hotelling’s T 2 tests for distributed fault detection of large-scale systems. Comput.
Chem. Eng., 136:106807, 2020). Copyright ©(2020) Elsevier Ltd.
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itoring involves the detection (i.e. determining whether a fault has occurred), diagnosis

(i.e. determining which fault has occurred) and removal (via plant maintenance) of a fault

so that process operation is returned to a region of required performance [2,3]. Monitoring

is needed to ensure that plant operation is safe, products of the required specifications are

synthesized and to minimize the excessive control action that would be needed to limit the

effects of a fault.

Monitoring chemical plants manually by relying only on human operators is difficult due

to their size and complexity [1]. Therefore, a number of methods for fault detection and

diagnosis have been developed that can easily be automated [1–6]. A method used for

fault detection or diagnosis will henceforth be referred to as a monitoring method. These

methods can be classified into three categories [3]:

1. Data-driven Methods: Use only previously measured data to derive tests for online

process monitoring.

2. Analytical Methods: Check the consistency between process measurements and a

mathematical model of the process.

3. Knowledge Based Methods: Use qualitative models.

Analytical methods [2, 6] are not popular in the chemical industry because it is difficult

to obtain an accurate mathematical model of a complex large-scale system [5]. Knowl-

edge based methods, on the other hand, are typically used in conjunction with analytical

and data-driven methods. Therefore, the focus of this thesis will not be on analytical and

knowledge-based method.

The focus of this thesis is instead on data-driven monitoring methods [7–9] which are

popular in the chemical industry since they are simple and don’t require a process model
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to implement them [5]. Fault detection is the first monitoring task when the system is in

operation. Its objective is to indicate to the operators when a fault has occurred while at

the same time ensuring that a large number of false alarms are not generated when process

operation is normal. Large number of false alarms will cause the operators to lose faith

in the monitoring system. Data-driven methods typically use statistical hypothesis testing

for fault detection [3, 7, 10]. In a statistical hypothesis test used for fault detection, sensor

measurements are first used to calculate a test statistic that provides a measure of the devi-

ation of the process from normal operation. A fault is detected when the value of the test

statistic goes above a certain threshold value. The detection threshold is often set based on

the probability distribution of the test statistic and a user defined level of significance (i.e.

the false alarm probability of the hypothesis test). Hotelling’s T 2 test [11] is a multivariate

hypothesis test that is widely used for fault detection. It is used in the work described in

the thesis. The value of the T 2 test statistic is a measure of the magnitude of deviation of

sensor measurements from their normal average values. The T 2 test also has a number of

optimal properties that are described in [12].

If a fault is detected, then data-driven fault identification methods [3, 13–15] can be used

to identify the sensors whose measurements are out of control due to the fault so that the

operators can use this information to diagnose the fault. Supervised pattern recognition

methods [16–18] like discriminant analysis, support vector machine or an artificial neu-

ral network are data-driven methods that can also be applied for fault diagnosis. These

methods find the most likely diagnosis for a newly generated faulty sample out of a set of

previously diagnosed faults.

The most apparent configuration to implement a data-driven monitoring method is the

centralized configuration (Figure 1.1) in which the monitoring method uses measurements
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from all the sensors to make a fault decision and is implemented using a computer installed

at a single monitoring location. If a statistical test used for fault detection is implemented

in the centralized configuration, then it would calculate a test statistic using measurements

from all the sensors. If a fault affects only a small fraction of the sensors, then some

of the sensors that are unaffected by the fault may have insignificant contributions to the

test statistic and a more conservative detection threshold would be required to account for

the variance of these sensors. Therefore, a statistical test could struggle to detect some

of the faults that are more local in nature and affect only a small fraction of the large

number of sensors of a large-scale system if it is implemented in the centralized configu-

ration [19, 20]. Another limitation of the centralized configuration is that it cannot satisfy

certain operational constraints [2, 21]. For example, the layout of a large-scale chemical

plant may make it difficult or impractical to transmit measurements from all the sensors to

a single monitoring location. Also, if a monitoring method is computationally expensive,

then implementing it using measurements from all the sensors of a large-scale system may

not be possible.

Figure 1.1: Centralized monitoring method

An effective approach for implementing a data-driven monitoring method to detect or

diagnose faults in large-scale systems that would address the limitations of the centralized

configuration is to do so in the distributed configuration [22] (Figure 1.2). In a distributed
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data-driven monitoring method, the sensors must first be allocated to different potentially

overlapping sets called subsystems. This allocation of sensors among different subsystems

is called the system decomposition. The data-driven monitoring method is then applied to

each subsystem in order to come to a local fault decision as to whether a fault is detected

by the subsystem or what the subsystem’s local diagnosis is. Finally a consensus strat-

egy [23–25] is used to combine the local fault decisions of the subsystems so that the mon-

itoring system as a whole can come to a fault decision [22]. A large number of distributed

data-driven monitoring methods have recently been proposed [24–29]. The performance

of a fault detection method can be improved if it is implemented in the distributed configu-

ration. If each subsystem is allocated sensors that are affected by and relevant to detecting

a similar set of local faults, then these faults will be more easily detected by the statistical

tests in the distributed configuration [22, 27]. Another key advantage of the distributed

configuration is that it can satisfy some of the operational constraints associated with im-

plementing a monitoring method for a large-scale system. Distributed methods can be

implemented using computers installed at multiple monitoring locations [30, 31]. There-

fore, if two sensors cannot transmit their measurements to the same monitoring location,

then the two sensors can be allocated to two different subsystems. The monitoring method

can then be applied to the two subsystems at two different monitoring locations. An upper

limit can also be placed on the number of sensors allocated to a subsystem in the dis-

tributed configuration if the monitoring method is computationally expensive.

Therefore, the ability of the distributed configuration to satisfy certain operational con-

straints and the performance of the distributed monitoring methods depend on the system

decomposition [30, 32]. A lot of recent research has focused on the development of de-

composition methods for distributed monitoring. The decomposition is selected based on

the process layout or the process topology in [26, 33, 34]. The decomposition methods
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Figure 1.2: Distributed monitoring method

in [21, 25] use normal operation data to find different subsystems, each of which contains

sensors whose variance can be mostly explained along a different orthogonal direction.

Certain operational requirements may also be imposed in selecting the decomposition

in [21]. The decomposition methods in [28, 35] use normal data to allocate sensors with

high correlation between them to the same subsystem. Normal data is also used in the

decomposition methods in [36, 37] to allocate sensors with similar probability distribu-

tions to the same subsystem. However, the optimal decomposition for a monitoring task

depends on the faults that have to be detected and diagnosed and on the monitoring task

itself [22, 30]. The limitation of the decomposition methods described above is that they

don’t take these factors into account.

The above factors can be taken into account if simulation optimization is used to select the

decomposition where heuristic search algorithms are first used to generate a large number

of candidate subsystems or decompositions, the performance of the monitoring method in

detecting or diagnosing a set of faults is then simulated using these candidate subsystem-

s/decompositions and the decomposition is selected based on the monitoring performance.

This approach is followed in [27] to select a decomposition for distributed fault detection.
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The decomposition method of [27] defines a different subsystem to detect each fault that

is known to affect the process. A genetic algorithm is used to generate a large number

of candidate subsystems and the performance of each candidate subsystem in detecting

samples generated by one of the faults is evaluated by simulating a fault detection method.

The candidate subsystem with the best performance in detecting a fault then becomes the

subsystem in the selected decomposition designated to detecting the fault. One of the limi-

tations of the decomposition method of [27] is that it does not incorporate any operational

constraints. Therefore, we propose a decomposition method for distributed fault detec-

tion [38] which uses the same approach as the method of [27], but it is able to incorporate

the user imposed operational constraints and it uses a variant of the forward selection al-

gorithm [39] (in which a sensor is sequentially added to a subsystem in each iteration)

to generate different candidate subsystems that satisfy the user imposed constraints. We

will call this decomposition method the Forward Selection for Distributed Fault Detection

(FSDFD) method. A limitation of the FSDFD method and the method of [27] is that they

select a decomposition with a prohibitively large number of subsystems if the number of

faults known to affect the system is large. The FSDFD method and the method of [27]

also cannot be applied using randomly generated faulty data if the process database does

not contain sufficient amount of faulty data since these methods designate each subsystem

to detect a specific fault.

We also proposed a novel simulation optimization method for finding a near optimal de-

composition to implement a distributed fault detection method called Performance Driven

Agglomerative Clustering (PDAC) in [22] which was found to perform better than the

decomposition method of [27] in a case study on the Tennessee Eastman Process [40].

The proposed PDAC method uses greedy search algorithms from graph theory [41, 42]

to generate a large number of candidate decompositions. The distributed fault detection

7



method is then simulated using these decompositions and its performance in detecting a

set of faulty samples is evaluated. The faulty samples can be generated using a randomized

algorithm if the process database does not contain an adequate number of faulty samples.

The decomposition selected by PDAC to implement the distributed fault detection method

is the candidate decomposition for which the performance of the distributed method in

detecting the faulty samples is the best. PDAC was extended in [32] to incorporate oper-

ational constraints including an upper limit on the number of subsystems in the selected

decomposition. An addition step was also added to PDAC in [32] which allows it to gen-

erate candidate decompositions with overlapping subsystems (i.e. subsystems with some

common sensors) and this modification was found to further improve its performance.

A limitation of both PDAC and FSDFD is that they may not be able to select a decom-

position of a system with a very large number of sensors within a reasonable amount of

time. Based on our experience, the maximum limit on the number of sensors in a system

to which PDAC and FSDFD can be applied to select a decomposition for distributed fault

detection is in the order of magnitude of 100. However, large-scale chemical plants can

have as many as 1500 sensors [1]. Therefore, in [38] we proposed modified versions of

PDAC and FSDFD that can scale to systems with a large number of sensors. The main

modification made in these newer versions is that they evaluate the detection performance

of a large number of candidate subsystems and decompositions using analytic expres-

sions that can be computed quickly while assuming that Hotelling’s T 2 test is used for

fault detection in each subsystem. The modified version of PDAC is called the PDACT2

(Performance Driven Agglomerative Clustering T 2) method and the modified version of

FSDFD is called FST2 (Forward Selection T 2). The advantage of the FST2 method over

the PDACT2 method is that it is easier to implement and computationally faster. However,

the limitation of the FST2 method over PDACT2 is that it will select a decomposition with
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a large number of subsystems if a large number of faults are considered in selecting the

decomposition. The proposed decomposition methods for distributed fault detection are

described in detail in Chapter 2 of the thesis.

We proposed a simulation optimization based decomposition method for distributed pat-

tern recognition called Forward Selection for Distributed Pattern Recognition (FSDPR)

in [30]. FSDPR is the first simulation optimization based system decomposition method

for distributed pattern recognition to the best of our knowledge. An integer linear program-

ming problem is solved in the first step of FSDPR to allocate all the sensors to a minimum

number of potentially overlapping subsystems with the subsystems having as many sen-

sors as possible allocated to them without violating the imposed constraints. This is done

because the performance of a distributed pattern recognition method tends to degrade as

the number of subsystems increases. A variant of the forward selection algorithm [39]

is then used in the second step of FSDPR to remove the sensors allocated to each of the

subsystems in the first step that do not improve the performance of the distributed pattern

recognition method in diagnosing a set of faulty samples. The limitation of FSDPR is

that it is computationally expensive and applying it to select a decomposition of a system

with more than 100 sensors may require an unreasonably large amount of time. Therefore,

in [31] we propose a method called Extended FSDPR (EFSDPR) which selects a decom-

position of a large-scale system for implementing a distributed pattern recognition method

such that its diagnostic performance is near optimal subject to user-imposed constraints.

The EFSDPR method first uses a filter based variable selection method [43] along with a

variant of the forward selection algorithm to select the sensors that will be used to imple-

ment the distributed pattern recognition method. Filter based variable selection methods

use an easy to compute metric to rank the variables based on their perceived importance

in correctly assigning a new sample to its correct class. The EFSDPR method then al-
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locates the selected sensors among a minimum number of subsystems without violating

the imposed constraints using scalable graph theoretic algorithms [44, 45]. The proposed

FSDPR and EFSDPR methods are described in detail in Chapter 3 of the thesis. Possible

approaches for implementing fault identification methods in the distributed configuration

are also described in Chapter 3.

Figure 1.3: Distributed monitoring using multiple monitoring locations

We proposed a framework for implementing the distributed monitoring methods using

computers installed at multiple monitoring locations in [30, 31] (Figure 1.3). The number

of monitoring locations required is first determined subject to user imposed constraints.

The computer at each monitoring location will receive measurements from a subset of the

system’s sensors. The measurements from each sensor will be stored at one of the moni-

toring locations. Each subsystem is allocated to a monitoring location and the computer at

the location will implement the monitoring method for the subsystem when the process is

in operation. The local monitoring decisions of the subsystems will be exchanged between

the monitoring locations and the consensus strategies of the distributed methods will be

implemented at all the monitoring locations so they reach the same monitoring decision.
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We proposed two methods for determining the number of monitoring locations and the

subsystem and sensor allocation among the locations in [30, 31]. The first method is the

Subsystem and Sensor Allocation (SASA) method [30] which first requires the selection of

the decompositions needed to implement the distributed methods. The SASA method then

solves a mixed integer linear programming problem to find the minimum number of moni-

toring locations required for implementing the distributed methods subject to the imposed

constraints. The SASA method also allocates each subsystem to a monitoring location at

which its computations will be carried out. A monitoring location will then be equipped

to receive measurements from all the different sensors of the subsystems allocated to it.

The limitation of the SASA method is that it requires the user to select the decompositions

for implementing the distributed methods before it can define the monitoring locations.

Applying the SASA method may be impractical or difficult if the data needed to select the

decompositions is not available before the plant operation starts. Data-driven monitoring

methods are typically trained using data that is collected during a phase just after plant

operation commences in which the plant operators gain knowledge about the plant and

analyze and classify the collected data [7, 46]. Therefore, the number of monitoring loca-

tions required and the set of sensors transmitting to each monitoring location may have to

be determined before the decompositions are selected in order to collect data. Therefore,

in [31] we proposed a method called the Extended SASA (ESASA) method that addresses

this limitation of the SASA method. Before plant operation begins, the ESASA method

uses graph theoretic algorithms [44, 45] to find the minimum number of monitoring lo-

cations required and the set of sensors that each monitoring location should be equipped

to receive measurements from subject to user imposed constraints. Data is then collected

at the different monitoring locations and used to select the decompositions needed to im-

plement the distributed methods. Each subsystem will then be allocated to a monitoring

location that is equipped to receive measurement from all of the subsystem’s sensors. The
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proposed SASA and ESASA methods are described in detail in Chapter 4 of the thesis

along with the proposed distributed monitoring framework.

Each chapter describing the proposed methods also contains descriptions of case studies

on the benchmark Tennessee Eastman Process [40] and on an artificial large-scale system

with 1000 sensors to illustrate the efficiency of the proposed methods. The calculations

involved in the case studies are carried out in MATLAB using a 2.7 GHz Intel Core i7-

7500U processor. Software for the proposed methods is available at z.umn.edu/PDAC.

Chapter 5 of the thesis contains some concluding remarks along with some directions for

future research. Some of the concepts and definitions from graph theory [47] needed to

fully understand this thesis are described in the appendix. Additional details and remarks

on the proposed methods are also added to the appendix.
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Chapter 2

System Decomposition for Distributed

Fault Detection

The proposed decomposition methods for distributed fault detection are described in this

chapter. A brief description of Hotelling’s T 2 test is given in the first section of this

chapter. Hotelling’s T 2 test is an integral part of the proposed PDACT2 and FST2 methods

and is used in the case studies described in this chapter. An example of a distributed fault

detection method is also given in the first section of this chapter. The optimization problem

whose solution represents the ideal decomposition we would like to select to implement a

distributed fault detection method is described in the second section of this chapter. The

proposed PDAC method [32] is described in the third section of this chapter. The proposed

FSDFD is described in the fourth section of this chapter. A description of the proposed

PDACT2 and FST2 methods [38] is provided in the fifth section of this chapter. Finally,

the efficiency of the proposed decomposition methods is shown through case studies on

the benchmark Tennessee Eastman Process [40] and on an artificial large-scale system

with 1000 sensors in the sixth section of this chapter.
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2.1 Hotelling’s T 2 Test and its Distributed Implementa-

tion

Hotelling’s T 2 test is a multivariate statistical hypothesis test that is commonly used for

fault detection which checks if a multivariate sample of measurements shows a signifi-

cant deviation from its normal average value. Consider a system in which m sensors are

selected for fault detection. The sensors are indexed from 1 to m. Let yi represent a mea-

surement sample of sensor i with µi and σi being the mean value and the standard deviation

of yi respectively when the process is under normal operation. The mean value and stan-

dard deviation of the sensors are typically estimated using normal operation data. Let YN

be a n×m matrix containing multivariate samples of the system’s measurements which

are generated when the system is under normal operation where n is the number of such

samples. Let us assume that the value of n is very large. The ith column of YN contains

measurement samples from sensor i. The mean values and the standard deviation can be

estimated using:

µi =
∑

n
l=1YN(l, i)

n
∀i ∈ [1...m] (2.1)

σi =

√
∑

n
l=1(YN(l, i)−µi)2

n−1
∀i ∈ [1...m] (2.2)

where [1...m] is the set of integers from 1 to m. Let the matrix XN contain standardized

values of the samples in YN . The standardized value (xi) of a measurement yi is:

xi =
yi−µi

σi
(2.3)

All sensor measurements mentioned henceforth in this chapter are equal to their standard-

ized values. Let R be the correlation matrix between the sensors when process operation

14



is normal. The correlation matrix can also be estimated using normal operation data:

R =
XT

N XN

n−1
(2.4)

Let us assume that the plant is in operation and the m× 1 vector x is a newly generated

multivariate measurement sample where x(i) is a measurement from sensor i. In the cen-

tralized configuration, a single T 2 test will use sample x to check if a fault is affecting the

system. The sample x is detected by the single T 2 test as having been generated when the

process is in faulty operation if:

T 2 = xT R−1x > χ
2
α(m) (2.5)

where α is the level of significance and χ2
α(m) is the inverse of the χ2 cumulative distribu-

tion function with m degrees of freedom for a probability value of 1−α.

If a fault is affecting the process, then the multivariate measurement sample (xF ) gen-

erated by the process can be represented by the equation [8]:

xF = xN +θ f (2.6)

where xN is a m×1 random vector with zero mean and correlation matrix R (i.e. the value

of the sample if no fault affected the process), θ is a m×1 unit vector representing the fault

direction and f is the magnitude of the fault. If we assume that xN follows a multivariate

Gaussian distribution and if the process is under faulty operation, then the T 2 statistic will

follow a non-central χ2 distribution [48] with m degrees of freedom and non-centrality
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parameter (δ):

δ = f 2
θ

T R−1
θ (2.7)

The average value of the T 2 statistic in this scenario is δ+m [48].

The distributed configuration is an effective approach for implementing the T 2 test to de-

tect faults in large-scale systems that affect a small fraction of the sensors [38]. A system

decomposition first has to be selected before the T 2 test can be used for distributed fault

detection. After the system is online, the T 2 test will be applied to the local measurements

of a subsystem to make a local decision as to whether a fault is detected by the subsystem

or not. A simple and effective strategy for combining the local decisions of the subsystems

is the veto voting strategy where a fault is detected by the monitoring system as a whole

if the fault is detected by at least one of the subsystems [32]. Therefore, in the distributed

configuration multiple T 2 tests are simultaneously used for fault detection with each test

utilizing measurements from a different group of sensors.

Let the set D = {S1,S2, · · · ,SB} represent the selected decomposition D where S j is a

set containing the indices of sensors allocated to the jth subsystem and B is the number of

subsystems. A fault is detected by the multiple T 2 tests when applied to the sample x if

there exist a subsystem j ∈ [1...B] for which:

T 2
j = xT

( j)R
−1
j x( j) > χ

2
α(m j) (2.8)

where m j is the number of sensors allocated to the jth subsystem, T 2
j is the T 2 test statistic

for the jth subsystem, x( j) is a m j× 1 vector containing the sample measurements from

sensors allocated to subsystem j and R j is the m j×m j correlation matrix for subsystem j.
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If the ith element of the set S j is denoted as S j(i), then:

x( j)(i) = x(S j(i)) ∀i ∈ [1...m j] (2.9)

R j(i1, i2) = R(S j(i1),S j(i2)) ∀i1, i2 ∈ [1...m j] (2.10)

Remark 2.1: If the value of n is not very large, then the estimated values of µi, σi and

R may not be equal to their actual values. A larger detection threshold (T 2
threshold) will

then have to be used in the T 2 test of equations (2.5) and (2.8) to account for errors in the

estimates of µi, σi and R. The larger detection threshold for the T 2 test of equation (2.5) is

given by [25]:

T 2
threshold =

m(n−1)
(n−m)

Fα(m,n−m) (2.11)

Remark 2.2: The T 2 test is more sensitive to potential faults if the normal variance of the

samples is smaller. One approach for reducing the variance could be to generate a sample

by taking the average of a certain consecutive number of measurements. This will help

reduce the normal variance of the sample due to variations in the measurements that take

place over a small time scale but not the measurement variation that takes place over a

longer time scale. The limitation of this approach is that it could increase the detection

delay particularly if the sampling times of the sensors are large.

Remark 2.3: If the correlation matrix is rank deficient or badly conditioned, then calcu-

lating its inverse may not be possible in the T 2 test. This limitation is addressed by adding

a small positive constant to the diagonal elements of the correlation matrix. The result-

ing matrix and all its principal submatrices will then be full rank. If R̃ is a rank deficient
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correlation matrix, then it is updated to have full rank using the equations:

R̄ = R̃+ εIm (2.12)

R(i, j) =
R̄(i, j)√

R̄(i, i)R̄( j, j)
(2.13)

where Im is the identity matrix and ε is a small positive constant whose value can be set

lower than the smallest eigenvalue of R̃ which does not tend to zero.

2.2 Optimization Problem for Decomposition

An optimization problem is used to represent the objectives and constraints associated

with selecting a decomposition for distributed fault detection. The proposed methods will

attempt to generate a near optimal solution to the optimization problem. The decision

variables of the optimization problem are the number of subsystems (B), the set of sensors

in the different subsystems (represented by sets S j with j ∈ [1...B]) and the level of signifi-

cance (α) of the statistical tests used by the distributed fault detection method. The missed

detection rate (MDR) is used to quantify the detection performance of the distributed fault

detection method. The MDR of a fault detection method is the fraction of faulty samples

that the method is expected to not detect. The MDR of a distributed fault detection method

when a particular decomposition is used will henceforth be referred to as the MDR of the

decomposition and the MDR of a fault detection method when it is implemented using the

sensors of a subsystem will be referred to as the MDR of the subsystem. The objective of

the optimization problem is to minimize the MDR of the decomposition.

The false alarm rate (FAR) of a decomposition is the fraction of normal samples that

are expected to be incorrectly detected as faulty by the distributed fault detection method
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when the decomposition is used. The MDR of two decompositions can only be compared

if their FAR are comparable in value. Therefore, the optimization problem includes a soft

constraint that requires the FAR to be close to a user defined threshold FARthreshold (i.e.

FAR≈ FARthreshold). The level of significance of the statistical tests is tuned to satisfy this

constraint in the proposed methods. The optimization problem also includes a constraint

requiring each of the m sensors selected for fault detection to be allocated to at least one

of the subsystems.

Cannot-link constraints are used in the optimization problem to impose some of the op-

erational requirements. A cannot-link constraint is imposed between two sensors if they

cannot be allocated to the same subsystem. For example, if the layout of the system

makes it difficult to transmit measurements from two sensors to the same monitoring lo-

cation, then a cannot-link constraint can be imposed between the two sensors. Also, if two

sensors have different sampling rates and are difficult to synchronize, then a cannot-link

constraint can be imposed between the two sensors so that they are allocated to different

subsystems that will implement the fault detection method using different sampling rates.

If different fault detection methods need to be applied to different groups of sensors, then

cannot-link constraints can be used to force sensors from different groups into different

subsystems. The cannot-link constraints are represented mathematically using the binary

symmetric adjacency matrix A whose diagonal elements are set equal to 1 where :

A(i1, i2) =


0, if a cannot-link constraint is imposed between sensors i1 and i2

1, otherwise
(2.14)

An upper limit (Nlim) can also be placed on the number of sensors allocated to each sub-

system if the fault detection method is computationally expensive.
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To summarize, the optimization problem is:

minimize
B,α,S1,S2...SB

MDR

subject to FAR≈ FARthreshold

B⋃
j=1

S j = [1...m]

A(i1, i2) = 1, ∀(i1, i2) ∈ S j, ∀ j ∈ [1...B]

|S j| ≤ Nlim ∀ j ∈ [1...B]

(2.15)

where |S j| is the number of elements in the set S j. Although this optimization problem

seems fairly simple, finding a solution to it isn’t so. The number of feasible decomposi-

tions of this high dimensional combinatorial optimization problem, in the unconstrained

case, increases faster than exponentially with the number of sensors. Therefore, develop-

ing a method that is guaranteed to find an optimal solution to the optimization problem

within a reasonable amount of time is impossible. Therefore, the proposed methods use

greedy heuristics to find a near optimal solution to the optimization problem.

Remark 2.4: An upper bound constraint on the number of subsystems in the selected

decomposition (i.e. B≤ Bmax) can be imposed in the proposed PDAC and PDACT2 meth-

ods if required , but not the FSDFD and FST2 methods. This constraint could be useful

for reducing the computation time required to apply the distributed fault detection method

online particularly if the parameters of the fault detection method (such as α) have to be

updated frequently as the process changes over time.

Remark 2.5: Setting the value of α to implement the distributed fault detection method is
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not an objective of the proposed methods. However, the value of α can have an effect on

the optimality of a decomposition [22]. Therefore, the soft constraint FAR≈ FARthreshold

is imposed to set the value of α close to its actual value that will be used to implement the

distributed fault detection method online.

Remark 2.6: The Šidák correction [49] is used in the proposed methods to set the value

of α for which FAR≈ FARthreshold . It assumes that all the statistical tests used for fault de-

tection are statistically independent. The value of α calculated using the Šidák correction

is:

α = 1− (1−FARthreshold)
1

Ntest (2.16)

where Ntest is the number of statistical tests employed by the distributed fault detection

method for a given decomposition. For example, if the distributed implementation of the

T 2 test described in section 2.1 is used for fault detection, then the value of Ntest is equal

to the number of subsystems.

Remark 2.7: The value of FARthreshold can be set in the 10−3− 0.1 range. Its value

should not be set equal to an extremely low value even if the sampling rate is high and

negligibly small number of false alarms are desired. If a very small value of the parameter

FARthreshold is used, then very conservative detection thresholds will have to be used in

the statistical tests to ensure FAR ≈ FARthreshold . This could make the distributed fault

detection method less sensitive to the faults. The number of false alarms generated by the

distributed method can also be controlled by requiring the detection of a fault in a certain

fraction of a consecutive number of generated samples before an indication is given to the

operators. This strategy can be used to control the number of false alarms to a negligibly

small value if required instead of increasing the detection thresholds to reduce the FAR to

a negligibly small value.
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2.3 Performance Driven Agglomerative Clustering

The PDAC method is described in detail in this section. The approach used in PDAC to

calculate the objective function is described in the first subsection and the three main steps

of PDAC are described in subsequent subsections.

2.3.1 Objective Function Calculation

PDAC generates a large number of candidate decompositions using greedy heuristics and

selects the decomposition with the lowest MDR for distributed fault detection. PDAC es-

timates the MDR of a decomposition by simulating a distributed fault detection method

using process data and calculating the fraction of undetected samples in a faulty dataset.

Certain inputs are required from the user to estimate the MDR of a decomposition. The

user must input a distributed fault detection method that will be simulated in PDAC to

calculate the MDR of a decomposition. The distributed fault detection method that the

user wishes to implement online should ideally be input into PDAC since the optimal de-

composition may depend on the distributed method [22]. However, if the distributed fault

detection method is computationally expensive to simulate, then a computationally faster

distributed fault detection method can be input by the user. Besides the distributed fault

detection method that is to be simulated, faulty data is required by PDAC to simulate the

performance of the method for different candidate decompositions. Normal data may be

input if it is needed to estimate the values of certain parameters needed to simulate the

fault detection method in each subsystem. Process data may be available in a plant’s his-

torical database or may be generated during pilot plant operation. Process data can also be

generated by simulations if a detailed process model is available. Normal data is generally

easily available, whereas faulty data is more difficult to obtain. If faulty data is unavail-

able, then it can be generated using a randomized algorithm [50]. A normalized faulty
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multivariate sample xF can be generated using the simple model of equation (2.6). xN is

sampled from the probability distribution used to model the normal operation data. The

vector θ can be generated randomly if no fault information is available. The value of the

fault magnitude should be set equal to a value for which the faulty samples are neither too

easy nor too difficult to detect if it is unknown. Additional parameter values that do not

depend on the subsystem but are needed to simulate the fault detection method in each

subsystem must also be input into PDAC.

PDAC requires the simulation of the distributed method to be divided into two stages.

In stage 1, process data is used to simulate the fault detection method for a subsystem

to calculate its local detection results. In stage 2, the local detection results of all the

subsystems of a decomposition are combined using the consensus strategy to calculate its

MDR. Most of the computations involved in the simulation of the distributed method take

place in stage 1, though the computations involved in stage 2 of the simulation are not

insignificant. The division of the calculations involved in the simulation of the distributed

method into two stages is required for the implementation of PDAC to be computationally

efficient. If multiple decompositions generated in PDAC have a common subsystem, then

the stage 1 calculations for that subsystem needs to only be carried out once in the cal-

culation of the MDRs of these decompositions. The two stage division of the distributed

implementation of the T 2 test is given as an example in the appendix.

2.3.2 Agglomerative Clustering

PDAC uses the agglomerative clustering algorithm [51] in its first step. Its objective is to

generate feasible non-overlapping decompositions with differing number of subsystems so

that we can find a non-overlapping decomposition with a low MDR and select the number

of subsystems. A non-overlapping decomposition is one in which each sensor is allocated
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to one of the subsystems. The constraint B ≤ Bmax is not imposed in the agglomerative

clustering algorithm. Each iteration of the algorithm requires an initial decomposition

to begin. In the first iteration, each sensor of the system is by itself a subsystem in the

initial decomposition. A candidate decomposition is then generated by combining two

subsystems of the initial decomposition to form one subsystem and leaving the remaining

subsystems of the initial decomposition unchanged. The feasibility of the candidate de-

composition is first checked and then its MDR is calculated by simulating the distributed

method. Candidate decompositions are generated and evaluated by repeating the same

procedure for every possible combination of two subsystems of the initial decomposi-

tion. The feasible candidate decomposition with the lowest MDR then becomes the initial

decomposition of the second iteration. The same process is repeated in subsequent iter-

ations until either no feasible candidate decomposition can be generated by combining

two subsystems of the initial decomposition (i.e. a dead end is reached) or when the ini-

tial decomposition is a single subsystem. This brings phase one of the algorithm to an end.

The agglomerative clustering algorithm may reach a premature dead end where a feasible

candidate decomposition with B subsystems cannot be generated by merging two sub-

systems of the initial decomposition although a feasible candidate decomposition with B

subsystems exists. A feasible decomposition generating algorithm can be used to address

this issue in which sensors are moved from one subsystem of an infeasible decomposition

to another until a feasible decomposition is generated. The fine tuning procedure of the

TABUCOL graph coloring algorithm [44] can be used as the feasible decomposition gen-

erating algorithm and it is described at the end of this section. Two different fine tuning

procedures are also proposed in [32] and [38] that are easier to implement than TABUCOL

but may not perform as well.
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The second phase of agglomerative clustering commences after a dead end is reached.

Every possible combination of two subsystems of the initial decomposition is considered

in an iteration to generate a set of infeasible candidate decompositions. The initial decom-

position of the next iteration is then the candidate decomposition with the lowest MDR.

At the end of every iteration of the second phase, the feasible decomposition generating

algorithm is applied to the candidate decomposition with the lowest value of MDR to

try and generate a decomposition that satisfies the cannot-link constraints and the upper

bound constraint on the number of sensors in each subsystem. If a feasible decomposition

cannot be generated, then the second phase comes to an end. The feasible decompositions

generated in the second phase are output decompositions of the agglomerative clustering

algorithm along with the initial decompositions of the first phase.

The agglomerative clustering algorithm is implemented in a way such that the number

of stage 1 evaluations in the algorithm is as small as possible. This means that if multiple

candidate decompositions in the algorithm have a common subsystem, then the stage 1

calculations for that subsystem will only be carried out once. A more detailed description

of the implementation of the agglomerative clustering algorithm in PDAC is added to the

appendix.

The agglomerative clustering algorithm is applied to the system in PDAC and a number

of decompositions are generated each with a different number of subsystems. The MDR

of each of these decompositions is then calculated after α is set equal to a value for which

FAR≈ FARthreshold in the distributed method simulation. One of the decompositions with

a low MDR and number of subsystems less than equal to the user defined upper bound

(B≤ Bmax) is then selected out of the decompositions output by agglomerative clustering

in order to apply the next step of PDAC.
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Fine Tuning Procedure of TABUCOL

The TABUCOL algorithm uses a fine tuning procedure which can be applied to an infea-

sible decomposition with the aim of generating a feasible decomposition with the same

number of subsystems. A sensor is shifted from one subsystem of the infeasible decom-

position to a different subsystem in each iteration of the fine tuning procedure such that

the magnitude of constraint violation of the resulting decomposition is as low as possible.

After a sensor is shifted to a different subsystem, then it can no longer be shifted back to

the same subsystem for a certain number of iterations unless shifting the sensor generates

a decomposition with lower constraint violation. The fine tuning procedure ends when it

generates a feasible decomposition or if the magnitude of constraint violation cannot be

reduced for a certain number of iterations. Pseudocode of the fine tuning procedure of

TABUCOL is a added to the appendix to describe it in greater detail.

2.3.3 Fine Tuning

PDAC uses a fine tuning algorithm in its second step which is based partly on the fine

tuning procedure adopted in the clustering algorithm of [42]. Its objective is to modify

the feasible non-overlapping decomposition with a low MDR that was selected in the first

step of PDAC in order to generate a feasible non-overlapping decomposition with a lower

MDR. Each iteration of the algorithm begins with an initial decomposition. The initial

decomposition of the first iteration is the feasible decomposition selected in the first step

of PDAC. A candidate decomposition is generated by moving a sensor from its current

subsystem in the initial decomposition to another subsystem provided that such a shift

does not leave a subsystem without any sensors. Candidate decompositions are generated

in the first iteration by considering all such possible sensor moves. The feasibility of each

candidate decomposition is first checked and then the values of the MDRs of the feasible
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candidate decompositions are calculated by simulating the distributed method. The initial

decomposition of the second iteration is then the feasible candidate decomposition with

the lowest value of MDR. The sensor that has been moved to generate the initial decompo-

sition cannot be moved to generate candidate decompositions in succeeding iterations of

the algorithm. The same process is repeated in succeeding iterations of the algorithm. The

algorithm comes to an end when no feasible candidate decompositions can be generated

or when each sensor has been moved once or when a stopping criterion based on the MDR

of the initial decomposition in an iteration is met. The decomposition output by the fine

tuning algorithm is then the feasible decomposition with the lowest MDR out of all the

decompositions generated in the algorithm including the initial decomposition to which

the algorithm is applied.

The fine tuning algorithm is again implemented in a way such that the number of stage

1 evaluations are minimal. A stopping criterion can be added to speed up the algorithm

where the algorithm stops when the MDR of the initial decomposition in an iteration be-

comes a certain fraction (ζ) higher than the MDR of the decomposition with the lowest

MDR up until that iteration. The fine tuning algorithm can also be sped up by incor-

porating an additional constraint into the algorithm, which we call the poor performance

constraint, wherein if the shift of a sensor from one subsystem to another subsystem gener-

ates a candidate decomposition whose MDR is a certain fraction (η) higher than the MDR

of the initial decomposition, then such a shift will be prohibited in subsequent iterations

until at least one of the subsystems involved in the shift has undergone a change in its con-

stitution. The poor performance constraint helps reduce the number of stage 2 evaluations

in the fine tuning algorithm. A more detailed description of the implementation of the fine

tuning algorithm in PDAC is added to the appendix.
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2.3.4 Forward Selection

PDAC uses a variant of the forward selection algorithm (represented as FSV1) in its third

step. The agglomerative clustering and fine tuning algorithms can only be used to gen-

erate a near optimal non-overlapping decomposition of the system where each sensor is

constrained to be part of only one of the subsystems. However, it is possible that placing

a sensor in multiple subsystems could improve overall detection performance particularly

if the sensor is relevant to detecting most of the possible faults. Therefore, the forward

selection algorithm is applied to modify the non-overlapping decomposition output by the

fine tuning algorithm by placing certain sensors in multiple subsystems, besides their sub-

systems in the non-overlapping decomposition, to generate an overlapping decomposition

with a lower MDR.

The forward selection algorithm requires an initial guess which is a set of B subsystems

Sguess
j ( j ∈ [1...B]). Sguess

j is the set of sensors already allocated to the jth subsystem before

the algorithm is applied. The initial guess is the non-overlapping decomposition output

by the fine tuning algorithm in PDAC. The forward selection algorithm also requires the

specification of the set of sensors that can be added to each subsystem in the algorithm.

Let Sadd
j ( j ∈ [1...B]) be the set of sensors that can be added to the jth subsystem at the

start of the algorithm. Each set Sadd
j initially includes all the sensors that are not part of

Sguess
j in PDAC. Each iteration of the algorithm starts with an initial decomposition. The

initial guess is the initial decomposition of the first iteration. Candidate decompositions

are generated in an iteration by considering every possible addition of a sensor from Sadd
j

( j ∈ [1...B]) to a subsystem j. The feasibility of each candidate decomposition is checked

and then the MDR of each feasible candidate decomposition is calculated by simulating

the distributed fault detection method. The candidate decomposition with the lowest MDR

becomes the initial decomposition for the next iteration. If sensor i is added to subsystem
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j to generate this initial decomposition, then the set Sadd
j is updated by removing sensor

i from it. The same procedure is repeated in subsequent iterations. The algorithm stops

when either no feasible candidate decompositions can be generated in an iteration, when

Sadd
j = /0 ∀ j ∈ [1...B] or when a stopping criterion is met. The decomposition with the

lowest MDR out of all the decompositions generated during the algorithm (including the

initial decomposition of the first iteration) is output by the algorithm. The decomposition

selected by PDAC to implement the distributed fault detection method is the output de-

composition of the forward selection algorithm.

The forward selection algorithm is also implemented in a way such that the number of

stage 1 evaluations of the distributed method are minimal. Like the fine tuning algorithm,

a poor performance constraint can be incorporated into the forward selection algorithm,

wherein if the addition of a sensor to a subsystem generates a candidate decomposition

whose MDR is a certain fraction (η) higher than the MDR of the initial decomposition,

then such an addition will be prohibited in subsequent iterations until the subsystem in

question undergoes a change in its constitution. A stopping criterion can also be used in

the algorithm where the algorithm stops when the MDR of the initial decomposition in an

iteration becomes a certain fraction (ζ) higher than the MDR of the decomposition with

the lowest MDR up until that iteration. A more detailed description of the implementation

of the FSV1 variant of the forward selection algorithm in PDAC is added to the appendix.

The appendix contains the steps of PDAC along with certain additional remarks to provide

a more detailed description of PDAC. MATLAB scripts containing the code of PDAC and

the different algorithms it employs can be downloaded from the link z.umn.edu/PDAC and

viewed. A schematic of PDAC is shown in Figure 2.1 [32]. Simple examples illustrating

the steps of the agglomerative clustering, fine tuning and forward selection algorithms can
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be found in the supporting information of [32].

Figure 2.1: Schematic of PDAC

2.4 Forward Selection for Distributed Fault Detection

The proposed FSDFD method is described in this section. The metric used in the FSDFD

method to quantify the detection performance of a candidate subsystem and its calculation

is described in the first subsection. The steps of FSDFD are described in subsequent

subsections.

2.4.1 Objective Function Calculation

The MDR of a subsystem in detecting the fault that it is designated to detect is the metric

used to compare the performance of different subsystems in the FSDFD method. Let n f

be the number of faults that are known to affect the system. The faults are indexed using

integers from 1 to n f . Let MDR(S,k) represent the MDR of a subsystem S in detecting the

kth fault. The value of MDR(S,k) for a subsystem is estimated in FSDFD by simulating a
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fault detection method using samples generated by the kth fault to calculate the fraction of

these samples that go undetected. The user must therefore input the fault detection method

that will be simulated in FSDFD to estimate MDR(S,k). The fault detection method that

is to be implemented in the distributed configuration should ideally be input. However,

if this fault detection method is computationally expensive, then a faster fault detection

method can be input to estimate MDR(S,k). The user must also input a faulty dataset in

which each sample is labeled based on the fault it is generated due to. Data clustering and

change point methods can be used to label the faulty samples into different groups based

on their diagnosis [46, 52] and n f is then the number of different faults for which data is

available. The faulty dataset cannot be generated by a randomized algorithm in FSDFD

(unlike PDAC) because each subsystem in FSDFD has to be designated to detect one of

the previously known faults for which data is available. The user may also input normal

data along with some additional parameter values if they are required in the simulation of

the fault detection method for a subsystem.

Remark 2.8: The value of α in the simulations of the fault detection method is set us-

ing equation (2.16). The decomposition selected by FSDFD will have close to n f number

of subsystems. Therefore, the value of Ntest used in equation (2.16) is the maximum num-

ber of statistical tests used by the distributed fault detection method if the decomposition

has n f number of subsystems. For example, if the distributed implementation of the T 2

test described in section 2.1 is used for fault detection, then Ntest is set equal to n f .

2.4.2 Forward Selection

The FSDFD method uses a variant of the forward selection algorithm (represented as

FSV2) in its first step which is different from the FSV1 variant of the algorithm used in

PDAC. The forward selection algorithm is applied to allocate the set of sensors to a sub-
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system for which the MDR of the subsystem in detecting a given set of faults is close to

optimal subject to the imposed constraints. An initial guess must first be defined which

is an initial set of B subsystems along with the set of faults that each subsystem will be

optimized to detect. Let Sguess
j be the set of sensors that have already been allocated to

the jth subsystem of the initial guess and φ j be the set of faults that subsystem j will be

optimized to detect. The sensors in the sets Sguess
j must not violate any of the imposed con-

straints. Let MDR(S,φ) represent the MDR of a subsystem S in detecting faults in the set φ.

The first iteration begins with an initial subsystem Sinitial
1 that is set equal to the initial

guess Sguess
1 . A candidate subsystem Scand

1 is then generated by adding one more sen-

sor to the initial subsystem. The feasibility of the candidate subsystem is checked and

then the value of the metric MDR(Scand
1 ,φ1) is calculated. Candidate subsystems are

generated and evaluated by repeating this process for every sensor that is not already

a part of Sinitial
1 . The feasible candidate subsystem with the lowest value of the met-

ric MDR(Scand
1 ,φ1) is identified and becomes the initial subsystem of the next iteration.

The same procedure is repeated in subsequent iterations. The algorithm stops when no

more feasible candidate subsystems can be generated or when a stopping criterion based

on the value of the metric MDR(Sinitial
1 ,φ1) is met. The subsystem Sopt

1 with the low-

est value of the metric MDR(S1,φ1) out of all the subsystems generated in the algorithm

including the initial guess is then output by the algorithm. The forward selection algo-

rithm is similarly applied to the remaining subsystems and we obtain the decomposition

Dopt = {Sopt
1 ,Sopt

2 , · · · ,Sopt
B }. Pseudocode of the implementation of the FSV2 variant of

the forward selection algorithm in FSDFD is added to the appendix.

FSDFD selects a decomposition with at least n f subsystems in which the kth subsystem is

optimized to detect the kth fault. FSDFD first applies the FSV2 variant of the forward se-
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lection algorithm (described above) to allocate sensors to a subsystem Sk (k∈ [1...n f ]) such

that the value of the metric MDR(Sk,k) is close to minimal and the imposed constraints

are satisfied. Therefore, in FSDFD the initial guess of the forward selection algorithm is a

set of n f empty subsystems (i.e. Sguess
k = /0 ∀k ∈ [1...n f ]) with the kth subsystem being op-

timized to detect the kth fault (i.e. φk = k ∀k ∈ [1...n f ]). The value of MDR(Scand
k ,φk) (i.e.

MDR(Scand
k ,k)) in the forward selection algorithm is calculated by simulating the fault de-

tection method using samples generated by the kth fault. The output decomposition of the

forward selection algorithm is then selected by FSDFD for distributed fault detection pro-

vided that each sensor is allocated to at least one of the subsystems. It is possible that some

of the sensors may not be relevant to detecting any of the faults and will thus not be allo-

cated to any of the subsystems. However, it is possible that these sensors may be relevant

to detecting an unknown fault that is not considered in evaluating the detection perfor-

mance. Therefore, if such sensors exist, then FSDFD will use a greedy algorithm to allo-

cate these sensors to a minimum number of new subsystems without violating the imposed

constraints. The Recursive Largest First (RLF) algorithm [31, 53] and the DSATUR algo-

rithm [38,54] are two simple greedy algorithms that can be modified and used to partition

sensors into a close to minimum number of subsystems subject to the imposed constraints.

A brief description of the RLF algorithm is given in the next subsection and the DSATUR

algorithm is described in [38]. Both the RLF and DSATUR algorithms were originally

proposed to find approximate solutions to the optimal graph coloring problem [53, 54].

A schematic of the FSDFD method is provided in Figure 2.2 [38] and pseudocode of the

method is added to the appendix. MATLAB scripts containing the code of FSDFD and

the different algorithms it employs can be downloaded from the link z.umn.edu/PDAC and

viewed.
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2.4.3 Recursive Largest First

The RLF algorithm is used to partition a group of sensors into a close to minimum num-

ber of subsystems subject to the imposed constraints. Each sensor is allocated to only

one of the subsystems in the algorithm. In each iteration, the algorithm generates a new

subsystem and tries to allocate as many of the remaining sensors to the subsystem as pos-

sible without violating the imposed constraints. A sensor that is more constrained is given

priority for earlier allocation to a subsystem in the algorithm. The RLF algorithm ends

when all the sensors have been allocated to one of the subsystems. The pseudocode of the

RLF algorithm is added to the appendix and it provides a more detailed description of the

algorithm.

Figure 2.2: Schematic of FSDFD

Remark 2.9: One of the major differences between the PDAC and FSDFD methods is

that PDAC generates and compares the MDR of candidate decompositions whereas FS-

DFD generates and compares the MDR of candidate subsystems. This is also the main

difference between the FSV1 and FSV2 variants of the forward selection algorithm used in

PDAC and FSDFD respectively. This implies that PDAC directly optimizes the detection

performance of the distributed method, whereas FSDFD optimizes the detection perfor-

mance of the method that is to be implemented in the distributed configuration. Therefore,
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if the optimal decomposition for implementing a distributed method depends strongly on

the consensus strategy used by the distributed method, then this factor can be taken into

account in PDAC in selecting the decomposition but not in FSDFD. However, the FSV2

variant of the forward selection algorithm and the FSDFD method do have shorter com-

putation times than the FSV1 variant and PDAC respectively.

Remark 2.10: The computation time of PDAC and FSDFD depend on the number of

multivariate samples in the faulty dataset. If the amount of available faulty data is very

large, then the faulty samples that are very easy to detect should first be excluded from the

faulty dataset used. If the faulty data is available as multiple time series, then the number

of faulty samples that are generated after the system reaches a steady state should not be

very large in the faulty dataset used in PDAC or FSDFD. If the faulty dataset is still large

after the easy to detect faulty samples and the excess steady state faulty samples have been

removed, then a smaller number of faulty samples will have to be sampled from the larger

faulty data set. The computation time of PDAC and FSDFD may also depend on the num-

ber of multivariate samples in the normal dataset if the calculations involved in simulating

the fault detection method for a subsystem require normal data to calculate certain param-

eters. The number of normal samples used in PDAC and FSDFD should be large enough

for accurate estimation of these parameters but should not be excessively large. Therefore,

if an excessively large number of normal samples is available, then only a fraction of these

samples should be used.

2.5 PDACT2 and FST2

The proposed PDACT2 and FST2 methods are described in this section. Both methods

assume that the distributed implementation of the T 2 test described in section 2.1 which

35



employs multiple T 2 tests is used for fault detection. Therefore, PDACT2 and FST2 find

near optimal decompositions to implement the multiple T 2 tests. A description of how

PDACT2 and FST2 evaluate the detection performance of different subsystems and de-

compositions is first given and then the steps of PDACT2 and FST2 are briefly described.

2.5.1 Evaluating the Detection Performance

The metrics used in PDACT2 and FST2 to quantify the detection performance of a subsys-

tem and of a decomposition will be described in this section along with the inputs required

to calculate these metrics.

Inputs

Four inputs are required to evaluate the detection performance of the T 2 tests of different

subsystems and decompositions. The first input is the indices of the sensors allocated to

each of the subsystems and the second input is the level of significance of the T 2 tests.

The user must specify the value of FARthreshold in PDACT2 and FST2 so that the level

of significance can be determined. The third input is the correlation matrix R which also

must be input by the user. Equation (2.4) and normal data can be used to estimate R.

The fourth input is the set of fault directions (Θ) along which the detection performance

of the T 2 tests will be evaluated. The set of fault directions must be input by the user in

PDACT2 and FST2. The fault directions are indexed from 1 to n f where n f is the number

of fault directions and θk is the kth fault direction in the set Θ. The fault directions can be

extracted from previously diagnosed faulty data. The faulty samples in the faulty dataset

have to be labeled into different groups based on the diagnosis. Change point methods and

clustering algorithms can be used to assign the faulty samples to different groups [46,52].

Let x(kl)
F represent a faulty sample generated due to the kth fault where l ∈ [1...nk] and nk
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is the number of such samples. The direction of the kth fault can be estimated using the

equations:

θk =
x̄(k)F

‖x̄(k)F ‖2

(2.17)

x̄(k)F =
∑

nk
l=1 x(kl)

F
nk

(2.18)

where ‖x̄(k)F ‖2 is the euclidean norm of x̄(k)F . The fault directions can also be generated

using a mathematical model of the system. If neither faulty data nor a process model is

available, then the fault directions can be generated using a randomized algorithm.

If the magnitude of a fault along a certain direction is very large, then the fault will easily

be detected by the multiple T 2 tests irrespective of the selected decomposition. Similarly,

if the fault magnitude is very small, then the decomposition will likely not have a signifi-

cant effect on the detection performance of the multiple T 2 tests. Therefore, the magnitude

of a fault along a certain direction will be set equal to a value for which the probability

of the fault being detected by the single T 2 test is neither too high nor too low. This is

achieved by setting the fault magnitude equal to the value for which the average value of

the T 2 statistic of equation (2.5) is equal to its detection threshold. If the fault magnitude

along the direction θk is set equal to fk, then:

f 2
k θ

T
k R−1

θk +m = χ
2
α1
(m) where α1 = FARthreshold (2.19)

fk =

√
χ2

α1
(m)−m

θT
k R−1θk

(2.20)

The fault magnitude calculated using equation (2.20) will be referred to as f (50)
k .

Remark 2.11: If the fault magnitude is set equal to f (50)
k and the number of sensors
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in the system tends to infinity, then the probability of the fault being detected by the single

T 2 test will tend to 50% [38].

Remark 2.12: The fault magnitude is set equal to f (50)
k if the cause of the fault is un-

known or if the fault magnitude is variable. For example, a fault caused due to a leakage

in a pipe will not be of the same magnitude every time it occurs. However, if the magni-

tude of a fault is fixed and is known beforehand, then the value of fk can be set equal to

the actual fault magnitude. If the samples x(kl)
F are generated due to a fault k that is known

to have a fixed magnitude, then the fault magnitude can be estimated using the equation:

fk = ‖x̄
(k)
F ‖2 (2.21)

Remark 2.13: A low value of f (50)
k indicates that the single T 2 test will easily detect a

fault along θk. If the value of f (50)
k is below a user defined limit fthreshold , then the value

of fk can be set equal to fthreshold instead of f (50)
k . This can be done to ensure that the

performance of a subsystem or decomposition is not evaluated using fault magnitudes that

are unrealistically low in value.

Remark 2.14: The initial direction of a fault may be significantly different from its direc-

tion when steady state is reached. Both the initial direction and steady state direction of a

fault can be added to the set Θ.

Evaluating the Detection Performance of a Subsystem

The metric used in PDACT2 and FST2 to evaluate the performance of a subsystem in

detecting a fault along a certain direction is the probability that the subsystem’s T 2 test
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will not detect the fault. Let us assume that the value of this metric has to be estimated for

the jth subsystem of a decomposition D for a fault along the direction θk with magnitude

fk. This metric is then represented as MDR(S j,k) and is given by the expression:

MDR(S j,k) = P(T 2
j ≤ χ

2
α(m j) | x = xN +θk fk) = Fjk(χ

2
α(m j)) (2.22)

where Fjk(w) is the cumulative distribution function of T 2
j when the fault direction and

magnitude are θk and fk respectively.

Let us assume that the sample x follows a multivariate Gaussian distribution with zero

mean and covariance R when process operation is normal. If a fault is affecting the system

along direction θk with magnitude fk, then T 2
j will follow the non-central χ2 distribution

with m j degrees of freedom and non-centrality parameter δ jk:

δ jk = f 2
k θ

T
jkR−1

j θ jk (2.23)

where θ jk is a m j element column vector with:

θ jk(i) = θk(S j(i)) (2.24)

The function Fjk(w) is then the cumulative distribution function of the non-central χ2

distribution and can be calculated using the equations [55]:

Fjk(w) = 1−Q(
√

δ jk,
√

w,0.5m j) (2.25)

Q(a,b,M) = e−0.5a2
∞

∑
d=0

(
a2dΓ(M+d,0.5b2)

Γ(M+d)2dd!

)
(2.26)
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Γ(s,r) =
∫

∞

r
ts−1e−tdt (2.27)

Γ(s) = Γ(s,0) (2.28)

The function Q(a,b,M) is the generalized Marcum-Q function, the function Γ(s,r) is the

upper incomplete gamma function and the function Γ(s) is the gamma function. Substi-

tuting the expression of equation (2.25) into equation (2.22) we obtain:

MDR(S j,k) = 1−Q(
√

δ jk,
√

χ2
α(m j),0.5m j) (2.29)

If the performance of the subsystem S j in detecting faults along a set φ of different fault

directions (with φ containing the indices of the fault directions) is to be evaluated, then the

metric MDR(S j,φ) is used where:

MDR(S j,φ) = ∑
k∈φ

MDR(S j,k) (2.30)

The performance of a large number of subsystems in detecting a large number of faults

will have to be compared in PDACT2 and FST2. Therefore, the value of the general-

ized Marcum-Q function will have to be calculated many times in PDACT2 and FST2.

However, calculating the value of the generalized Marcum-Q function is computationally

expensive. In order to calculate the value of MDR(S j,θk) quickly we define a function

Q∗(u,v,m j) where:

u =

√
δ jk

m j
(2.31)

v = log10(α) (2.32)

Q∗(u,v,m j) = 1−Q(u
√

m j,
√

χ2
10v(m j),0.5m j) (2.33)
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We have tabulated the function values of Q∗(u,v,m j) for a large number of different values

of its independent variables u, v and m j. In PDACT2 and FST2, the dataset for the func-

tion Q∗ is then used along with linear interpolation and extrapolation to quickly estimate

the value of MDR(S j,k). The dataset for Q∗ is part of the software for the PDACT2 and

FST2 methods which can be downloaded from the link z.umn.edu/PDAC.

The non-centrality parameter will also have to be calculated efficiently to ensure that the

detection performance of a large number of subsystems can be evaluated as quickly as

possible. Let the upper triangular matrix U j be the Cholesky decomposition of R j with

R j = UT
j U j. The value of the non-centrality parameter is then calculated using the equa-

tions:

δ jk = zT z (2.34)

zT =
(

fkθ
T
jk

)
U−1

j (2.35)

The methods used to calculate the Cholesky decomposition are reviewed in [56] and the

inverse of the Cholesky decomposition is calculated using back-substitution. The inverse

of the Cholesky decomposition of the correlation matrix of a subsystem will henceforth

be referred to as the Cholesky decomposition inverse of the subsystem. PDACT2 and

FST2 will update the Cholesky decomposition inverse of one subsystem to calculate the

Cholesky decomposition inverse of multiple other subsystems. This is done so that the

Cholesky decomposition inverse of a large number of subsystems can be calculated as

quickly as possible.

Evaluating the Detection Performance of a Decomposition

The metric MDR(D) quantifies the detection performance of a decomposition D. The

value of MDR(D) can be estimated using the values of MDR(S j,k) that are calculated
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for all the subsystems of the decomposition D and all the fault directions in the set Θ. Let

MDR(D,k) be the probability that the multiple T 2 tests will not detect a fault of magnitude

fk along the direction θk if D is the selected decomposition:

MDR(D,k) = P
(
T 2

1 ≤ χ
2
α(m1) ∩ T 2

2 ≤ χ
2
α(m2) ∩·· ·∩ T 2

B ≤ χ
2
α(mB) | x = xN +θk fk

)
(2.36)

An upper bound (MDR(D,k)) and a lower bound (MDR(D,k)) for MDR(D,k) can be

calculated using Fréchet’s inequalities [57]:

MDR(D,k) = min{MDR(S j,k) | j ∈ [1...B]} (2.37)

MDR(D,k) = max{0,
B

∑
j=1

(MDR(S j,k))−B+1} (2.38)

Two metrics (i.e. MDR1(D) and MDR2(D)) are used that are based on equations (2.37)

and (2.38) and assume that the probability of a fault occurring along each fault direction

is the same:

MDR1(D) =
B

∑
j=1

MDR(S j, [1...n f ]) (2.39)

MDR2(D) =
n f

∑
k=1

(
MDR(D,k)+MDR(D,k)

)
(2.40)

The metric MDR1(D) is directly related to the lower bound of equation (2.38) and is used

to compare the detection performance of different decompositions with the same num-

ber of subsystems. On the other hand, the metric MDR2(D) is directly proportional to

the average of the lower and upper bounds of MDR(D,k) and is used to compare the de-

tection performance of decompositions with different number of subsystems. The metric

MDR1(D) can be calculated more quickly than MDR2(D).

Remark 2.15: The calculation of the metric MDR1(D) is divided into two stages in
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PDACT2 similar to the PDAC method. In the stage 1 calculations of the metric MDR1(D),

the value of MDR(S j, [1...n f ]) is calculated for each subsystem S j in the decomposition

D and in stage 2 the value of MDR1(D) is calculated using equation (2.39). Most of the

computation time involved in calculating MDR1(D) is due to the calculations of stage 1,

whereas insignificant amount of computation time is required for the stage 2 calculations.

2.5.2 FST2

FST2 select a decomposition with at least n f subsystems in which the T 2 test of the kth

subsystem is optimized to detect faults along the kth fault direction. The steps of FST2

are almost the same as the FSDFD method described in section 2.4. The main mod-

ification made to FSDFD in FST2 is that the value of the metric MDR(Scand
k ,φk) (i.e.

MDR(Scand
k ,k)) in the FSV2 variant of the forward selection algorithm is calculated using

the quick to compute analytic expressions derived in section 2.5.1 in FST2 as opposed to

by simulating a fault detection method. This modification allows FST2 to scale to larger

systems than FSDFD. The Cholesky decomposition inverse of a large number of candidate

subsystems generated in the forward selection algorithm need to be calculated to evalu-

ate their detection performance in FST2. This is done efficiently by using the Cholesky

decomposition inverse of the initial subsystem in an iteration of the forward selection algo-

rithm to calculate the Cholesky decomposition inverse of each of the candidate subsystems

generated in the same iteration of the algorithm. The Cholesky decomposition inverse of

the initial subsystem is a leading principal submatrix in the Cholesky decomposition in-

verse of each of the candidate subsystems. This is because the correlation matrix of the

initial subsystem is a leading principal submatrix of the correlation matrix of each candi-

date subsystem and the Cholesky decomposition of the r order leading principal submatrix

of a matrix is equal to the r order leading principal submatrix of the Cholesky decompo-

sition of the matrix. Therefore, only a small fraction of elements of the Cholesky decom-
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position inverse of a candidate subsystem need to be calculated in the forward selection

algorithm. The calculation of the Cholesky decomposition inverse of a subsystem in the

forward selection algorithm is described in detail in the appendix [58]. MATLAB scripts

containing the code of FST2 and the different algorithms it employs can be downloaded

from the link z.umn.edu/PDAC and viewed.

2.5.3 PDACT2

PDACT2 is a modified version of PDAC in which the detection performance of the candi-

date subsystems and decompositions generated in the method are evaluated using the quick

to compute analytic expressions derived in section 2.5.1 and the quicker FSV2 variant of

the forward selection algorithm is used instead of the FSV1 variant of PDAC. PDACT2

first uses the agglomerative clustering and fine tuning algorithms of PDAC to find a fea-

sible non-overlapping decomposition for which the detection performance of the multiple

T 2 tests is close to optimal. PDACT2 then applies the FSV2 variant of the forward selec-

tion algorithm with the feasible non-overlapping decomposition being used as the initial

guess. The decomposition generated by the forward selection algorithm is then selected

by PDACT2 to implement the distributed fault detection method.

PDACT2 uses the agglomerative clustering algorithm in its first step. The metric MDR1(D)

is used to compare the performance of the different decompositions generated in each it-

eration of the algorithm. Besides this difference, the algorithm is essentially the same

as described in section 2.3.2. Two features of the implementation of the agglomerative

clustering algorithm make it possible to apply it to large-scale systems. First, the imple-

mentation prevents stage 1 calculations of a subsystem from being repeated multiple times

in calculating the values of MDR1 for multiple decompositions that the subsystem is a part

of. Second, the Cholesky decomposition inverse of the subsystems of the candidate de-
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compositions are calculated efficiently using the Cholesky decomposition inverse of the

subsystems of the initial decompositions. A detailed description of the equations [58] used

in the agglomerative clustering algorithm to calculate the Cholesky decomposition inverse

of subsystems is provided in the appendix.

The agglomerative clustering algorithm is applied to the system in PDACT2 and decompo-

sitions are output each with a different number of subsystems. The detection performance

of these decompositions is compared based on the metric MDR2(D). The value of α is set

using equation (2.16) for calculating MDR2(D). One of the decompositions with a low

value of MDR2(D) and number of subsystems less than equal to the user defined upper

bound (B≤ Bmax) is then selected out of the decompositions output by agglomerative clus-

tering in order to apply the next step of PDACT2.

PDACT2 uses the fine tuning algorithm in its second step. It is applied to the feasible non-

overlapping decomposition with a low MDR that was selected in the first step of PDACT2

in order to generate a feasible non-overlapping decomposition with a lower MDR. The

feasible decompositions generated in the algorithm are compared based on the value of

the metric MDR1(D). The poor performance constraint is not imposed in the algorithm

because the computation time of the stage 2 calculations of MDR1(D) is very small. These

are the main two modifications made to the fine tuning algorithm of PDAC. The fine tun-

ing algorithm is again implemented in a way that prevents the stage 1 calculations of a

subsystem from being repeated in the algorithm and the Cholesky decomposition inverse

of subsystems of the candidate decompositions are calculated by updating the Cholesky

decomposition inverse of the subsystems of the initial decompositions. These features of

the fine tuning algorithm are similar to the agglomerative clustering algorithm and make it

possible to apply the fine tuning algorithm to large-scale systems. The equations [58–60]
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used in the fine tuning algorithm to calculate the Cholesky decomposition inverse of the

subsystems are described in detail in the appendix.

PDACT2 used the FSV2 variant of the forward selection algorithm described in section

2.4.2 in its third and final step. The forward selection algorithm is applied to the non-

overlapping decomposition output by the fine tuning algorithm in PDACT2 to generate

an overlapping decomposition with better detection performance. The subsystems of the

non-overlapping decomposition output by the fine tuning algorithm are set equal to the

subsystems of the initial guess of the forward selection algorithm (i.e. Sguess
j j ∈ [1...B]).

The T 2 test of the jth subsystem is optimized in the forward selection algorithm to detect

a fault along a particular fault direction if the performance of Sguess
j in detecting the fault

is better than other subsystems of the initial guess. Therefore, the set of fault directions

that the jth subsystem is optimized to detect is calculated using the equation:

φ j = {k | j = argmin
l

MDR(Sguess
l ,k), k ∈ [1...n f ]} (2.41)

After the initial guess is set, the forward selection algorithm is applied and the decom-

position it generates is selected by PDACT2 to implement the distributed fault detection

method. Like in FST2, the value of the metric MDR(Scand
j ,φ j) is calculated using the

quick to calculate analytic expressions described in section 2.5.1 in the forward selection

algorithm used in PDACT2. The Cholesky decomposition inverse of the candidate sub-

systems is also calculated efficiently by updating the Cholesky decomposition inverse of

the initial subsystems in the forward selection algorithm.

A schematic of PDACT2 is shown in Figure 2.3 [38]. MATLAB scripts containing the

code of PDACT2 and the different algorithms it employs can be downloaded from the link
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z.umn.edu/PDAC and viewed.

Figure 2.3: Schematic of PDACT2

Remark 2.16: It is possible that some of the sensors of the system may have large vari-

ances and using their observations may degrade the performance of the fault detection

method. Therefore, the set of sensors that will be used for fault detection must first be

identified. A variable selection method [61, 62] can help identify these sensors. One

possible variable selection method is to apply the FSV2 variant of the forward selection

algorithm of PDACT2 with the initial guess being a single empty subsystem which will be

optimized to detect faults along all the directions in Θ. After the set of sensors is selected,

then PDACT2 or PDAC can be applied to allocate all the sensors selected for fault de-

tection to subsystems. A sensor should, however, only be excluded from the task of fault

detection after giving careful consideration since fault detection is the first line of defense

in the monitoring system and a sensor could always be relevant to detecting an unknown

fault.

Remark 2.17: The main limitation of PDACT2 and FST2 is that they are only guaranteed

to find a near optimal decomposition for implementing the multiple T 2 tests for distributed

fault detection. On the other hand, the PDAC and FSDFD methods are guaranteed to find

a near optimal decomposition for implementing most fault detection methods in the dis-
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tributed configuration. This is because PDAC and FSDFD can, in principle, optimize the

detection performance of most fault detection methods and select the decomposition since

they only require the fault detection method to be simulated.

2.6 Case Studies

The proposed PDACT2, FST2, PDAC and FSDFD methods are applied to the benchmark

Tennessee Eastman process to test their performance. The PDACT2 and FST2 methods

are also applied to an artificial large-scale system with 1000 sensors. The distributed

implementation of Hotelling’s T 2 test described in section 2.1 is used for fault detection

in both the case studies.

2.6.1 System with 1000 Sensors

Consider a system with 1000 sensors with correlation matrix R given by:

R(i, j) = 0.9|i− j| (2.42)

Hotelling’s T 2 is to be used for fault detection of the system. Let us assume that the con-

trollers of the system prevent faults from affecting the measurements of more than ten sen-

sors. Therefore, 1000 fault directions are generated each with at most ten non-zero compo-

nents. The performance of the multiple T 2 tests in detecting faults along these directions

is to be optimized. PDACT2 and FST2 are applied to find near optimal decompositions

of the 1000 sensors for implementing the multiple T 2 tests. No cannot-link constraints

are imposed in selecting the decompositions. The performance of the decompositions se-

lected using PDACT2 and FST2 is compared with three different configurations. First is

the centralized configuration in which a single T 2 test uses measurements from all 1000
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sensors for fault detection. Second is the univariate configuration in which univariate T 2

tests are used for fault detection. Each univariate test uses measurements from a single

sensor. Third is a system decomposition method [28] that uses Blondel’s fast unfolding

algorithm (FUA) to cluster sensors with strong correlation between each other to the same

subsystem. PDAC and FSDFD cannot be applied to select a decomposition of this system

within a reasonable amount of time. This is because the large number of sensors in this

system and the large number of faults that are known to affect the system would make the

PDAC and FSDFD approach of evaluating the detection performance of a large number

of candidate decompositions and subsystems by simulating the T 2 test to detect a large

number of faulty samples prohibitively expensive.

Table 2.1: Performance comparison of different decompositions of the system with 1000
sensors

Decomposition FST2 PDACT2 PDACT2
(B≤ 50)

FUA Centralized Univariate

MDR 0.0002 0.0124 0.0874 0.2318 0.5117 0.9470
fcritical 0.5680 0.6730 0.7781 0.8375 1.0020 1.8059

Two metrics are used to compare the detection performance of the different decomposi-

tions. The first metric is the MDR of a decomposition which is estimated as the fraction

of samples in a faulty dataset that are identified by the decomposition’s T 2 tests as being

normal. A faulty dataset containing 10000 samples is generated to calculate the MDR. Ten

faulty samples are generated along each of the 1000 fault directions using equation (2.6)

with the fault magnitude set equal to f (50)
k . The second metric (denoted by fcritical) is the

magnitude of a fault along a certain direction for which a decomposition’s T 2 tests will

detect fifty percent of the samples generated under the fault. The value of this metric is

calculated for a given fault direction and decomposition by generating different batches of
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1000 samples corresponding to different fault magnitudes using equation (2.6). The fault

magnitude for which the decomposition’s T 2 tests will detect approximately fifty percent

of the 1000 samples is then the value of the second metric for the given decomposition and

fault direction. The value of the second metric is scaled by f (50)
k for each fault direction

θk and then averaged over the 1000 fault directions. The input FARthreshold is set equal to

0.01. The value of α used in the T 2 tests to calculate the values of the two metrics for a

decomposition is set using equation (2.16).

Both PDACT2 and FST2 are able to select a decomposition within a reasonable amount

of time. The computation time of PDACT2 and FST2 are 889 seconds and 15 seconds

respectively. Therefore, FST2 is computationally faster than PDACT2. The number of

subsystems in the decompositions selected using PDACT2 and FST2 are 163 and 1001

respectively. The number of subsystems in the FST2 decomposition is significantly higher

than PDACT2 implying that a larger number of T 2 tests will have to be used if the FST2

decomposition is used. If a maximum limit of 50 is set on the number of T 2 tests, then

this constraint can be incorporated into PDACT2 but not FST2 which sets the number

subsystems based on the number of fault directions. PDACT2 is therefore also applied

with the constraint B ≤ 50 imposed and it selects a decomposition with 50 subsystems.

The performance of the different decompositions is compared in Table 2.1. The MDRs

of the decompositions selected using PDACT2 and FST2 are significantly lower than the

centralized and univariate configurations. This is because the T 2 test statistic is calculated

using measurements from all the sensors in the centralized configuration. Measurements

from most of the sensors will have an insignificant contribution to the T 2 statistic of the

centralized configuration in this case study and a large conservative detection threshold

will have to be set to account for the variance of all the sensors. The univariate con-

figuration performs poorly because the correlation between the sensors is ignored in the
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univariate T 2 tests and hence these tests tend to have conservative detection thresholds.

The PDACT2 and FST2 decompositions also perform better than the decomposition se-

lected using the method of [28] because this method does not use any fault information

in selecting the decomposition. The FST2 decomposition performs better than PDACT2

in this case study and the benefit of including the constraint on the number of T 2 tests

in PDACT2 comes at the cost of worse detection performance in this case study. Let us

assume that an alarm is sounded only if a fault is detected in a certain number of consec-

utive samples in order to keep the number of false alarms very low. Let us also assume

that a detection rate of at least fifty percent is required for an alarm to sound within a rea-

sonable amount of time after a fault occurs. The value of the metric fcritical quantifies the

fault magnitude required to detect the faults given these assumptions. Therefore, based on

the values of fcritical , the distributed implementation of the T 2 test is able to detect faults

of the system whose magnitudes are on average 32.8% and 43.3% lower than the fault

magnitudes that the centralized implementation is able to detect when the decomposition

is selected using PDACT2 and FST2 respectively. This shows that implementing the T 2

test in the distributed configuration with a near optimal decomposition can significantly

improve its detection performance particularly for a large-scale system whose faults affect

a small fraction of the sensors.

2.6.2 Tennessee Eastman Process

The Tennessee Eastman process (TEP) [40] is a benchmark case study in the area of pro-

cess monitoring. The main process units of TEP are a reactor, a condenser, a separator,

a compressor and a stripper. The reaction products are sent from the reactor to the con-

denser where the vapors of the reactor’s product stream are condensed. The separator

then separates the gaseous reactants from the product stream and the compressor recycles

the gaseous reactants back to the reactor. The stripper is finally used to further purify
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the product stream. A diagram of the process [30] is given in the appendix. TEP has 52

sensors and is known to be affected by 21 faults in this case study. The list of faults and

the list of sensors along with their indexing are available in the supporting information

of [22]. PDACT2, FST2, PDAC and FSDFD are applied to select a decomposition of

all 52 sensors of TEP for implementing Hotelling’s T 2 test in the distributed configura-

tion. Let us assume that the layout of TEP makes it difficult to transmit measurements

from some of the sensors of the reactor and some of the sensors of the stripper to a single

monitoring location. Therefore, we impose cannot-link constraints that prevent a sen-

sor from the set CR = {7,8,9,21,51} (sensors of the reactor) and a sensor from the set

CS = {15−19,37−41,49,50} (sensors of the stripper) from being allocated to the same

subsystem. The datasets of [3] are used in the case study and can be downloaded from

http://web.mit.edu/braatzgroup. The normal training dataset consists of 500 samples gen-

erated when the process is under normal operation. This dataset is used to standardize the

measurements and to estimate the correlation matrix. The faulty training dataset contains

480 samples for each of the 21 faults which adds up to a total of 10080 samples. This

dataset is used as an input in PDAC and FSDFD. The faulty training dataset is also used

to extract the directions of each of the 21 faults using equations (2.17) and (2.18) for use

in PDACT2 and FST2. The normal and faulty testing datasets contain 700 samples and

16800 samples (i.e. 800 samples per fault) respectively and are used to calculate the MDR

of the decompositions being compared in this case study.

The MDR is used to compare the detection performance of different decompositions and is

estimated as the fraction of samples in the faulty testing dataset that a decomposition’s T 2

tests will not detect. Since the mean and correlation matrix are estimated using the finite

number of samples in the training dataset, the detection threshold (T 2
threshold) of a subsys-

tem’s T 2 test is set using equation (2.11). In calculating the MDR of a decomposition, the
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level of significance is set equal to the highest value for which the FAR is 0.01. The FAR

is estimated as the fraction of samples of the normal testing dataset that are detected as be-

ing faulty by the T 2 tests of a decomposition. The value of FARthreshold is set equal to 0.01.

The performance of the decompositions selected using FSDFD, PDAC, PDACT2 and

FST2 are compared with each other and with three different configurations. First is the

centralized configuration in which a single T 2 test uses measurements from all 52 sensors

for fault detection. Second is the univariate configuration in which univariate T 2 tests

are used for fault detection. Each univariate test uses measurements from a single sensor.

Third is a system decomposition method [28] that uses Blondel’s fast unfolding algorithm

(FUA) and the normal training dataset.

The MDRs of the PDAC decomposition (0.1778), the PDACT2 decomposition (0.1754),

the FST2 decomposition (0.1758) and the FSDFD decomposition (0.1703) are all com-

parable in value with the MDR of the FSDFD decomposition being slightly lower than

the others in this case. The PDAC and PDACT2 decompositions use fewer T 2 tests (5

tests) than the FST2 decomposition (23 tests) and the FSDFD decomposition (22 tests).

The computation times of PDAC and FSDFD are 113 seconds and 15 seconds, whereas

PDACT2 and FST2 are able to select decompositions within one second. This is because

PDACT2 and FST2 are able to evaluate the detection performance of candidate subsystems

and decompositions more quickly than PDAC and FSDFD. The PDAC, PDACT2, FST2

and FSDFD decompositions also satisfy the cannot-link constraints. Therefore, the T 2

tests of the PDAC, PDACT2, FST2 and FSDFD decompositions can be implemented using

computers installed at two monitoring locations and thus satisfy the operational require-

ment of this case study. For example, the second and fourth subsystem of the PDACT2

decomposition contain sensors of the reactor whereas the remaining first, third and fifth

53



subsystem contain sensors of the stripper. Therefore, the computer at one monitoring lo-

cation will implement the T 2 tests of the second and fourth subsystem at one location

whereas the computer at the second monitoring location will implement the T 2 tests of

the first, third and fifth subsystem. The centralized configuration violates the cannot-link

constraints and has a slighter higher MDR (0.1895) than the PDAC, PDACT2, FST2 and

FSDFD decompositions. The method of [28] also selects a decomposition that violates the

cannot-link constraints and has a higher MDR (0.2086) than the PDAC, PDACT2, FST2

and FSDFD decompositions. Although the univariate configuration satisfies the cannot-

link constraints, its MDR (0.3137) is significantly worse than the PDAC, PDACT2, FST2

and FSDFD decompositions.

There is always a possibility that there may be no fault information or faulty data avail-

able for use in the proposed decomposition methods. In this case the fault directions or

the faulty dataset can be generated randomly. We now assume that the faulty training

dataset is not available. The FSDFD method cannot be applied given this assumption.

However, PDACT2 can be applied in this scenario using randomly generated fault direc-

tions. Therefore, we generate 1000 fault directions randomly for use in PDACT2. A fault

direction θk is generated randomly by first randomly selecting the number of sensors and

then randomly selecting the group of sensors which will be affected by a fault along θk.

The components of θk corresponding to the sensors that are unaffected by the fault are set

equal to 0 and each of the remaining components of θk are set equal to a random number

between −1 and 1 that is sampled from a uniform distribution. Following this, the vector

θk is normalized. PDACT2 is applied using the 1000 randomly generated fault directions

to select a near optimal feasible decomposition. FST2 can also be applied in this case, but

it would select a decomposition requiring at least 1000 T 2 tests which seems unreason-

ably high for this case study. The MDR (0.1839) of the PDACT2 decomposition when the
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randomly generated fault directions are used is slightly lower than the centralized configu-

ration but is slightly higher than the PDACT2 decomposition when the 21 fault directions

are used. PDAC can also be applied to select a decomposition in the scenario in which a

faulty dataset is not available. We generate 105 faulty samples randomly using equation

(2.6) for use in PDAC. The fault direction θ in equation (2.6) is generated randomly using

the same procedure employed to generate the 1000 fault directions for use in PDACT2.

The fault magnitude f in equation (2.6) is set equal to the minimum of 0.5 and the value

calculated using equation (2.20). PDAC select a feasible decomposition with a MDR of

0.1847 if it is applied using the randomly generated faulty data which is again slightly

lower than the centralized configuration but slightly higher than the PDAC decomposi-

tion selected when the faulty training dataset is used. Therefore, PDAC and PDACT2 can

be applied using randomly generated faulty data and fault directions and still generate a

feasible decomposition with a low MDR.
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Chapter 3

System Decomposition for Distributed

Fault Diagnosis

The proposed decomposition methods for distributed pattern recognition are described

in this chapter. An example of a distributed pattern recognition method is given in the

first section. The proposed FSDPR method [30] is described in the second section. The

proposed EFSDPR method [31] is described in the third section. Possible approaches for

implementing fault identification methods in the distributed configuration are described

in the fourth section. The proposed FSDPR and EFSDPR methods are applied to the

benchmark Tennessee Eastman Process case study [40, 63] and to an artificial large-scale

system with 1000 sensors in the final section of this chapter

3.1 Example of a Distributed Pattern Recognition Method

The distributed pattern recognition method described in this section can be used to identify

the most likely fault out of a set of previously known faults. Each fault in this set must

causes a mean shift in the measurements of the system’s sensors and each fault may have

a variable magnitude. The pattern recognition method implemented in each subsystem
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comes to the diagnosis that a new sample is most likely generated due to a specific fault

if the sample is most collinear with the specific fault’s direction when compared to other

fault directions. The local diagnoses of the subsystems are then combined using a voting

based consensus strategy in which each subsystem gives a vote to a particular diagnosis

based on its own local diagnosis and the fault diagnosis reached by the distributed pattern

recognition method is the diagnosis with the most votes.

Let n f be the number of known faults with each fault being indexed by a number from

1 to n f . The diagnosis that process operation is normal is given the index n f + 1. Each

of the known faults is characterized by a fault direction. Let the m× 1 unit vector θk be

the direction of the kth fault (where k ∈ [1...n f ]) in the standardized measurement space

whose ith coordinate represents the standardized measurements from the ith sensor. Let

us assume that the decomposition selected to implement the distributed pattern recogni-

tion method has B subsystems with S j representing the set containing the indices of the

sensors in the jth subsystem (where j ∈ [1...B]). Let m j be the number of sensors in the

jth subsystem with S j(i) being the ith element of the set S j. A new sample is generated

after a fault is detected in the system and it is standardized using equation (2.3). Let x be a

m×1 column vector which represents a newly generated multivariate faulty sample with

x(i) being a standardized sample from the ith sensor. The distributed pattern recognition

method uses the sample x to find which one of the n f faults is most likely. Let R be the

correlation matrix of the sensors when process operation is normal.

3.1.1 Pattern Recognition Method Implemented in Each Subsystem

The pattern recognition method implemented in each subsystem comes to the diagnosis

that a fault along θk is most likely if θk is most collinear with x out of all the known fault

directions. However, if the measurements of the sensors of a subsystem do not have a
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significant deviation from normal operation, then the local diagnosis of the subsystem will

be that process operation is normal. The jth subsystem comes to the diagnosis that the

fault with index LFD j is most likely based on the sample x:

LFD j =


n f +1, if xT

( j)R
−1
j x( j) ≤ χ2

α(m j)

argmax
k∈K j

θT
jkx( j)

‖θ jk‖2
, otherwise

(3.1)

where K j = {k | ‖θ jk‖2 > 0,k ∈ [1...n f ]}, θ jk is calculated using equation (2.24), x( j) is

calculated using equation (2.9), R j is calculated using equation (2.10) and α is the user

input level of significance for the T 2 test which determines if the subsystem comes to the

diagnosis that process operation is normal.

Each subsystem assigns a value (called the weighted vote) to a possible diagnosis that

quantifies the weight it gives to that diagnosis after it has reached a given local diagnosis.

The weighted votes are stored in a n f ×(n f +1) matrix WVj for each subsystem j ∈ [1...B].

The element WVj(k, l) is the weighted vote given by subsystem j to the fault diagnosis k

if it has reached the local diagnosis l. The matrix WVj is given by:

WVj(k, l) =


|{i|θ jl(i)>0}|
|{i|θl(i)>0}| , if l 6= n f +1 & ‖θ jl‖2 > 0 & ‖θ jk‖2 > 0 &

θT
jkθ jl

‖θ jk‖2‖θ jl‖2
= 1

0, otherwise
(3.2)

where:

Number of sensors in subsystem j affected by the fault l = |{i | θ jl(i)> 0}| (3.3)

Total number of sensors affected by the fault l = |{i | θl(i)> 0}| (3.4)
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3.1.2 Combining the Local Diagnoses of All the Subsystems

The distributed pattern recognition method uses a weighted voting strategy that uses the

local diagnoses of all the subsystems (LFD j) along with the matrices WVj to reach a

final diagnosis. The jth subsystem will give a weighted vote equal to WVj(k,LFD j) for

the diagnosis that fault k has occurred. The diagnosis reached by the distributed pattern

recognition method is the one with the maximum sum of weight of votes from all the

subsystems. The diagnosis that fault GFD has occurred is reached by the distributed

pattern recognition method:

GFD =


n f +1, if LFD j = n f +1 ∀ j ∈ [1...B]

argmax
k

∑
B
j=1WVj(k,LFD j), otherwise

(3.5)

Remark 3.1: The multivariate sample x can be generated by taking the average of mea-

surements over a certain consecutive number of time instants instead of using the mea-

surements generated at a single time instant. This can help reduce the variance of each

component of x and therefore improve the diagnostic accuracy of the pattern recognition

method. The limitation of taking the average over too many consecutive time instants is

that it could increase the time required by the pattern recognition to reach a correct diag-

nosis.

Remark 3.2: The statistical test employed in equation (3.1) is useful in the distributed

pattern recognition method for diagnosing faults with greater accuracy if most of the faults

affect only a small number of subsystems thereby leaving a large number of subsystems

unaffected by the fault. A subsystem will give a weighted vote of zero if it reaches the

diagnosis that process operation is normal after a fault has been detected by the monitor-
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ing system. Therefore, the statistical test can help prevent a subsystem whose sensors are

unaffected by a fault from giving a vote to an incorrect diagnosis. The limitation of the

statistical test is that it can prevent a subsystem from reaching a correct diagnosis if the

fault has a small effect on the system’s sensors. Therefore, the value of α should be se-

lected based on the performance of the distributed pattern recognition method. If most of

the subsystems are affected by most of the faults, then employing the statistical test may

not be useful for fault diagnosis. The value of α should tend close to one in such a case so

that the statistical test plays no role in the diagnosis.

Remark 3.3: It is possible that the fault affecting the system may not be one of the n f

known faults. The distributed pattern recognition method only gives a likely diagnosis out

of the previously known faults and the practitioner should always consider the possibility

that an unknown fault could have occurred. The unknown fault scenario can also be incor-

porated into the distributed pattern recognition method. Let us assume that the unknown

fault scenario is given the index n f +2. A subsystem is first allowed to reach its diagnosis

using equation (3.1). Let us assume that subsystem j reaches the diagnosis that fault k has

most likely occurred. If k 6= n f +1 and if the cosine similarity between θ jk and x j is below

a user defined upper bound, then subsystem j reaches the index n f + 2 diagnosis that an

unknown fault has occurred. An additional row and column also must be added to the end

of the matrices WVj with WVj(n f +2,n f +2)= 1 and WVj(k,n f +2)=WV j(n f +2,k)= 0

∀k ∈ [1...(n f +1)]. The consensus strategy can then be applied as described above to reach

a final diagnosis. The limitation of adding the unknown fault scenario into the pattern

recognition method is that it could degrade its performance in reaching the correct diag-

nosis when known faults occur. This is because it is more difficult to diagnose the correct

scenario if larger number of possible scenarios are assumed. The unknown fault scenario

is not incorporated into the distributed pattern recognition method in the case studies.
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3.2 Optimization Problem for Decomposition

The proposed FSDPR and EFSDPR methods will try to generate a near optimal solution to

an optimization problem which represents the objectives and constraints associated with

selecting a decomposition for distributed pattern recognition. The decision variables of

the optimization problem are the number of subsystems (B) and the set of sensors in the

different subsystems (represented by sets S j with j ∈ [1...B]). The misclassification rate

(MCR) is used to quantify the diagnostic performance of a distributed pattern recognition

method. It is the fraction of faulty samples that the method is expected to incorrectly diag-

nose. The MCR generated by a distributed pattern recognition method when a particular

decomposition is used will henceforth be referred to as the MCR of the decomposition.

The objective of the optimization problem is to minimize the MCR of the decomposi-

tion. The constraints of the optimization problem include the user imposed cannot-link

constraints (encoded in A). An upper bound constraint on the number of sensors in each

subsystem can be imposed if the pattern recognition method being implemented in the

distributed configuration is computationally expensive.

To summarize, the optimization problem is:

minimize
B,S1,S2...SB

MCR

subject to A(i1, i2) = 1, ∀i1, i2 ∈ S j, ∀ j ∈ [1...B]

|S j| ≤ Nlim ∀ j ∈ [1...B]

(3.6)
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3.3 Forward Selection for Distributed Pattern Recogni-

tion

The FSDPR method is described in this section. The approach used by FSDPR to esti-

mate the MCR of a decomposition is first described. The two steps of FSDPR are then

described.

3.3.1 Objective Function Calculation

The FSDPR method generates a large number of candidate decompositions in its second

step and compares these decompositions based on their MCR. The MCR of a decompo-

sition is estimated by simulating a distributed pattern recognition method to calculate the

fraction of samples in a faulty dataset that are incorrectly diagnosed. The user must in-

put a distributed pattern recognition method into FSDPR for estimating the MCR which

should ideally be the distributed pattern recognition method the user wishes to implement.

However, if this distributed pattern recognition method is computationally expensive to

simulate, then the user may input a distributed pattern recognition method that can be sim-

ulated more quickly. The user must also input a faulty dataset in which each sample is

labeled based on the fault it was generated due to. If a faulty dataset is required to train

the distributed pattern recognition method in its simulations, then the input faulty dataset

is further divided into two datasets. The first dataset is used to train the distributed pattern

recognition method and the second dataset is used to test the distributed pattern recogni-

tion method and calculate the MCR.

FSDPR requires the simulation of the distributed pattern recognition method to be di-

vided into two stages. In the first stage, the pattern recognition method is simulated for

a subsystem using the faulty dataset to calculate its local diagnosis results. In the second
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stage, the local diagnosis results of all the subsystems of a decomposition are fused using

the consensus strategy of the distributed pattern recognition method to estimate the MCR

of the decomposition. The simulation of the distributed pattern recognition method is di-

vided into two stages for the implementation of FSDPR to be computationally efficient. If

a subsystem is common among multiple decompositions generated by the FSDPR method,

then the simulation of the first stage for that subsystem needs to only be carried out once

in the estimation of the MCRs of the decompositions. An example of the two stage divi-

sion of a distributed pattern recognition method is provided in the supporting information

of [30].

3.3.2 Search Space Generation

The FSDPR method has two main steps. The objective of the first step is to generate

a search space within which the forward selection algorithm (that is used in the second

step) finds a near optimal decomposition. The search space is represented by the set

Dspace = {Sspace
1 ,Sspace

2 , ... ,Sspace
B } where the set Sspace

j contains the sensors that can be

added to a subsystem j of a decomposition without violating the cannot-link constraints.

The number of subsystems in the selected decomposition (B) is set equal to the smallest

number of subsystems that all the sensors can be allocated to without violating any of the

constraints. The performance of a distributed pattern recognition method tends to degrade

as the number of subsystems in the selected decomposition increases because it is difficult

to combine the different local diagnoses that a large number of subsystems can come to

and find the correct diagnosis [30, 31].

The cannot-link constraints can also be represented by an undirected graph G that is de-

fined using the matrix A as its adjacency matrix. The sensors of the system are vertices

in the graph. The absence of an edge between two sensors in the graph indicates that a
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cannot-link constraint exists between the two sensors.

FSDPR first partitions the graph G into its connected components where no edges ex-

ist between every two sensors belonging to different connected components. For example,

if the cannot-link constraints require that a sensor from one operating unit cannot be paired

in the same subsystem with a sensor from another operating unit, then the sensors from

each operating unit would induce a connected component in the graph G. The connected

components of a graph can be found using the depth first search algorithm [64]. Let Ncc be

the number of connected components. Let V cc
k be the set of sensors and mcc

k be the number

of sensors in the kth connected component. Sensors from different connected components

cannot be allocated to the same subsystem since cannot-link constraints exist between

every two sensors from different connected components. Therefore, in FSDPR the prob-

lem of finding the search space Dspace is decomposed into the subproblems of finding its

subspaces Dspace
k (k ∈ [1...Ncc]) within which only sensors belonging to the kth connected

component can be added to its subsystems:

Dspace =
Ncc⋃
k=1

Dspace
k (3.7)

Dspace
k = {Sspace

1k ,Sspace
2k , · · · ,Sspace

Bkk } (3.8)

Sspace
jk is a set containing the sensors from the kth connected component that can be added

to its jth subsystem and Bk is the number of such subsystems. The value of Bk is set equal

to the minimum number of subsystems that the sensors of the kth connected component

can be partitioned into without violating any of the constraints to ensure that the number of

subsystems used for distributed pattern recognition is minimal. The number of subsystems

in the selected decomposition is:

B =
Ncc

∑
k=1

Bk (3.9)
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FSDPR finds Dspace
k by solving an integer linear optimization problem that is based, in

part, on the optimization problem used to find the chromatic number of a graph [44]. Let

BUB
k be an upper bound on the value of Bk. The sensors in V cc

k , therefore, can be allo-

cated among BUB
k possible sets Sspace

jk (indexed j ∈ [1...BUB
k ]). The primary objective of

the optimization problem is to minimize the number of non-empty possible sets Sspace
jk to

find Bk with the secondary objective being the maximization of the sum of the cardinal-

ity of the sets Sspace
jk so that a large search space is available to select a decomposition.

A non-overlapping decomposition (D f easible
k ) must also exist within the search space in

which each sensor of the connected component is allocated to one of its subsystems and

the upper bound constraint on the number of sensors in each subsystem is satisfied by the

non-overlapping decomposition, besides the cannot-link constraints. Let S f easible
jk denote

a subsystem of this non-overlapping decomposition. The decision variables of the opti-

mization problem are a BUB
k ×1 vector Zk, mcc

k ×BUB
k matrix Yk and mcc

k ×BUB
k matrix Wk

where:

Zk( j) =


1, if at least one sensor is assigned to the set Sspace

jk

0, otherwise
(3.10)

Yk(i, j) =


1, if the ith sensor of the set V cc

k (i.e. (V cc
k (i)) is assigned to the set Sspace

jk

0, otherwise
(3.11)

Wk(i, j) =


1, if the ith sensor of the set V cc

k is assigned to the subsystem S f easible
jk

0, otherwise
(3.12)
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The optimization problem is:

minimize
Wk,Yk,Zk

(
mcc

k BUB
k +1

)BUB
k

∑
j=1

Zk(j)−
mcc

k

∑
i=1

BUB
k

∑
j=1

Yk(i, j) (3.13a)

subject to Yk(i1, j)+Yk(i2, j)≤ Zk( j),

∀{i1, i2 ∈ [1...mcc
k ] | A(V cc

k (i1),V cc
k (i2)) = 0, i2 > i1}, ∀ j ∈ [1...BUB

k ]

(3.13b)

Yk(i, j)≤ Zk( j), ∀{i ∈ [1...mcc
k ] |

mcc
k

∑
i2=1

A(V cc
k (i),V cc

k (i2)) = mcc
k },

∀ j ∈ [1...BUB
k ] (3.13c)

BUB
k

∑
j=1

Wk(i, j) = 1, ∀i ∈ [1...mcc
k ] (3.13d)

mcc
k

∑
i=1

Wk(i, j)≥
mcc

k

∑
i=1

Wk(i, j+1), ∀ j ∈ [1...(BUB
k −1)] (3.13e)

Yk(i, j)≥Wk(i, j), ∀i ∈ [1...mcc
k ], ∀ j ∈ [1...BUB

k ] (3.13f)

mcc
k

∑
i=1

Wk(i, j)≤ Nlim, ∀ j ∈ [1...BUB
k ] (3.13g)

Wk(i, j) ∈ {0,1}, ∀i ∈ [1...mcc
k ], ∀ j ∈ [1...BUB

k ] (3.13h)

Yk(i, j) ∈ {0,1}, ∀i ∈ [1...mcc
k ], ∀ j ∈ [1...BUB

k ] (3.13i)

Zk( j) ∈ {0,1}, ∀ j ∈ [1...BUB
k ] (3.13j)

In the objective function of the optimization problem in equation (3.13a), the factor(
mcc

k BUB
k +1

)
ensures that the primary objective of minimizing the number of non empty

sets Sspace
jk (i.e. ∑

BUB
k

j=1 Zk( j)) takes precedence over the secondary objective of maximizing

the size of the search space (∑
mcc

k
i=1 ∑

BUB
k

j=1Yk(i, j)). The constraint in equation (3.13b) is

active if a cannot link constraint exists between two sensors (V cc
k (i1) and V cc

k (i2)) of the

kth connected component. This constraint ensures that the cannot-link constraints are not
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violated. This is because the sum Yk(i1, j) +Yk(i2, j) would be equal to two if sensors

V cc
k (i1) and V cc

k (i2) were part of the same subsystem j which would exceed the value

of the binary variable Zk( j). The constraint in equation (3.13b) also ensures that all the

sensors in V cc
k , that are subject to at least one cannot-link constraint with another sensor

in V cc
k , are not added to a set Sspace

jk that is designated as empty. The set Sspace
jk is empty

if Zk( j) = 0. Therefore, the value of Yk(i1, j) and Yk(i2, j) would have to be equal to zero

to satisfy the constraint of equation (3.13b) which implies that sensors V cc
k (i1) and V cc

k (i2)

will not be a part of the set Sspace
jk . Similarly, the constraint in equation (3.13c) ensures

that none of the sensors in V cc
k , that are not subject to any cannot-link constraints with

another sensor in V cc
k , are added to a set Sspace

jk that is designated as empty. The constraints

of equation (3.13d) ensure that D f easible
k is a non-overlapping decomposition that includes

each sensor of the kth connected component in one of its subsystems. The constraint in

equation (3.13e) eliminates most of the identical solutions that would be generated by

simply permuting the columns of Wk and Yk and the elements of Zk. This helps speed

up the algorithm that is used to solve the optimization problem of equation (3.13) [44].

The constraints of equation (3.13f) ensure that D f easible
k is a part of the search space that

is generated by solving the integer optimization problem. The constraints of equation

(3.13g) ensure that D f easible
k does not violate the upper bound constraint on the number of

sensors in each of its subsystems. The integer linear optimization problem can be solved

using the branch and bound method and solvers that can be used to solve the problem are

reviewed in [65]. If Y ∗k and Z∗k represents the optimal solution to the integer optimization

problem, then:

Sspace
jk = {V cc

k (i) | Y ∗k (i, j) = 1, i ∈ [1...mcc
k ]} ∀ j ∈ [1...Bk] (3.14)
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where:

Bk =
BUB

k

∑
j=1

Z∗k ( j) (3.15)

The search space generating step of FSDPR is summarized in Figure 3.1 [30].

Figure 3.1: Schematic of the search space generating step of FSDPR

Remark 3.4: The value of BUB
k can be set equal to mcc

k since each sensor in a connected

component can be its own subsystem and not violate any of the constraints. A better ap-

proach would be to use the RLF algorithm described in section 2.4.3 to find a value for

BUB
k that is closer to Bk than mcc

k so that the number of constraints in equation (3.13) can

be reduced. The RLF algorithm can be applied to partition all the sensors of a connected

component into a close to minimum number of subsystems without violating the imposed

constraints. The upper bound BUB
k can then be set equal to the number of subsystems that

the RLF algorithm partitions the sensors into. The DSATUR algorithm [54] described

in [30] is another greedy algorithm that can be used to calculate a value of BUB
k that is

close to Bk.

Remark 3.5: If the upper bound constraint on the number of sensors in each subsys-
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tem isn’t imposed, then the integer optimization problem of equation (3.13) can be mod-

ified to reduce the number of decision variables and constraints. The decision variable

Wk is removed along with the constraints in equations (3.13f), (3.13g) and (3.13h) in the

modified integer optimization problem. The constraint of equation (3.13e) is modified

by replacing Wk with Yk. The constraint of equation (3.13d) is replaced by the constraint

∑
BUB

k
j=1Yk(i, j) ≥ 1 to ensure that each sensor in V cc

k is allocated to at least one of the sets

Sspace
jk .

3.3.3 Forward Selection

FSDPR uses the FSV1 variant of the forward selection algorithm described in section

2.3.4 to find a feasible decomposition within the search space whose MCR is close to

minimal. The initial guess of the algorithm is a set of B empty subsystems (i.e. Sguess
j = /0

∀ j ∈ [1...B]) in FSDPR. The set Sadd
j is set equal Sspace

j ∀ j ∈ [1...B] in FSDPR. The can-

didate decompositions generated in the forward selection algorithm are compared based

on their MCR in FSDPR. The feasibility of each candidate decomposition only needs to

be checked with respect to the upper bound constraint on the number of sensors in each

subsystem because each decomposition within the search space is guaranteed to satisfy

the cannot-link constraints.

The FSDPR method is summarized in Figure 3.2 [30]. MATLAB scripts containing the

code of FSDPR can be downloaded from the link z.umn.edu/PDAC and viewed.

Remark 3.6: The computation time of FSDPR will depend on the amount of faulty data

input to the algorithm. If large amount of data belonging to each of the fault classes is

available, then only a fraction of this data should be sampled and input into FSDPR to

ensure that its computation time is not very large.
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Figure 3.2: Schematic of the FSDPR method

3.4 Extended Forward Selection for Distributed Pattern

Recognition

The EFSDPR method is described in this section. EFSDPR has two stages. The first stage

involves the selection of sensors to implement the distributed pattern recognition method

and is described in the first subsection. A feasible near optimal decomposition will then

be generated in the second stage of EFSDPR in which the selected set of sensors will be

allocated to a minimum number of subsystems. This stage will be described in the second

subsection.

3.4.1 Stage 1: Sensor Selection

Let us assume that a large-scale system has m sensors that are indexed from 1 to m.

Some of these sensors may degrade the diagnostic performance of the pattern recogni-

tion method. In its first stage the EFSDPR method selects the set of sensors that will

be used to implement the distributed pattern recognition method. The user must input a

faulty dataset to implement this sensor selection stage in which each sample is labeled

based on its diagnosis. The user must then specify the filter method that will be used in

the sensor selection stage to rank the sensors based on their importance in distinguishing
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between the previously diagnosed fault classes, with the highest ranked sensor being the

most important. Some of the popular filter methods are listed in [43]. The user must also

specify a pattern recognition method which will be simulated in the sensor selection stage

using the faulty dataset to evaluate the performance of different subsets of the system’s

sensors. MCR is the metric used to quantify the diagnostic performance of the pattern

recognition method when different subsets of the system’s sensors are used. The MCR

calculated when the pattern recognition method is simulated using measurements from a

set of sensors will henceforth be referred to as the MCR of the set of sensors.

Let V be the set of selected sensors which is initially empty. Let U be the set of sen-

sors that can be potentially added to V . All the sensors are initially a part of the set U . The

first iteration of the sensor selection stage commences by simulating the pattern recog-

nition method to calculate the MCR of V (which is 1 since V is empty). The sensors in

the set U are then ranked using the filter method. Let iopt be the index of the highest

ranked sensor in U . The sensor iopt is then removed from the set U . The MCR of the set

V ∪{iopt} is then calculated by simulating the pattern recognition method. If the MCR

of V ∪{iopt} is less than the MCR of V , then the sensor iopt is added to the set V . This

step helps correct any grievous ranking errors in the filter method in which high ranked

sensors end up degrading the performance of the pattern recognition method when added

to the selected set of sensors. This brings the first iteration to an end. The same proce-

dure is repeated in subsequent iterations of the sensor selection stage. The first pass of the

sensor selection stage comes to end when the set U becomes empty. The second pass of

the sensor selection stage can then start using the set V from the end of the first pass and

setting U = [1...m] \V . The final pass of the sensor selection stage is the one in which

no sensors are added to V . The user can also specify a maximum limit on the number of

passes employed in the sensor selection stage. If the MCR of the set of all sensors (i.e.
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[1...m]) is lower than the MCR of the set V generated at the end of final pass, then V is

set equal to [1...m]. This brings the sensor selection stage of EFSDPR to an end. The

main output of the sensor selection stage is the set of selected sensors V . Another output

that can be generated in the sensor selection stage is an m element vector W where the

weight W (i) quantifies the relative importance of sensor i in distinguishing between the

previously diagnosed fault classes. The weights in W can be set equal to values based on

the metric used in the filter method for sensor ranking.

Remark 3.7: Filter methods can be classified into univariate filter methods and multivari-

ate filter methods [43]. Univariate filter methods rank each variable based on its individual

importance in distinguishing between the different classes. If a univariate filter method is

used in EFSDPR, then the sensors need to be ranked only once at the start of the sensor

selection stage. Multivariate filter methods, on the other hand, use a metric to quantify the

importance of a set of sensors in distinguishing between the fault classes. If a multivariate

filter method is used in EFSDPR, then the sensors in the set U will have to be ranked in

each iteration of the sensor selection stage. Each sensor i ∈U will be ranked based on the

value of the multivariate filter metric for the set V ∪{i}.

Remark 3.8: The pattern recognition input into the sensor selection stage should ide-

ally be the pattern recognition method the user wishes to implement in the distributed

configuration. It is possible that this pattern recognition method may be computationally

expensive to train or implement online. If such a pattern recognition method is used in the

sensor selection stage, then the computations involved in calculating the MCRs of multiple

sensor sets may become prohibitively expensive. A workaround would be to use a compu-

tationally efficient pattern recognition method to evaluate the performance of the different

sensor sets generated in the iterations of the sensor selection stage. The computationally
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expensive pattern recognition method can then be simulated to compare the MCRs of the

set of sensors selected at the end of the final pass and the set of all sensors. Similarly

if the number of samples in the faulty dataset is very large, then implementing the itera-

tions of the sensor selection stage may become prohibitively expensive. In such a case the

user can randomly sample an appropriate number of faulty samples from the large dataset

for each faulty condition in order to create a smaller faulty dataset for implementing the

sensor selection stage efficiently. If the user still perceives that the sensor selection stage

of EFSDPR is computationally expensive, then the user may use a computationally more

efficient variable selection method or may select all the system’s sensors to implement the

distributed pattern recognition method.

3.4.2 Stage 2: Sensor Allocation

The objective of the second and final stage of EFSDPR is to allocate all the selected sen-

sors to a minimum number of potentially overlapping subsystems with the sum of the

weights of sensors in each subsystem being maximum subject to the user imposed con-

straints. The sum of weight of sensors in each subsystem is maximized so that maximum

amount of information is available to the subsystem to make a local diagnosis. The inputs

of the second stage of EFSDPR are the set of selected sensors V , the adjacency matrix

A encoding the imposed cannot-link constraints, the upper limit Nlim on the number of

sensors in each subsystem and the weights in W .

The cannot-link constraints can also be represented using a vertex weighted undirected

graph in which the vertices represent the sensors, the ith vertex is given the weight W (i)

and the absence of an edge between two vertices represents a cannot-link constraint be-

tween the corresponding sensors. Let GS be the subgraph of the graph of cannot-link

constraints induced by the set of selected sensors V and let G′S be the complement of GS.
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A decomposition satisfies the cannot-link constraints if the sensors in each of its subsys-

tems form a clique in GS or an independent set in G′S. Therefore, a feasible decomposition

must be a clique covering in GS. If the upper limit Nlim isn’t imposed, then the ideal de-

composition would be a minimum clique covering of GS in which the sum of weights of

the vertices in each clique is maximum. Therefore, we will henceforth refer to the prob-

lem of finding the ideal decomposition as the Minimum Clique Covering with Maximum

Cliques (MCCMC) problem.

The problem of finding a near optimal solution to the MCCMC problem is simplified

by dividing it into two subproblems in EFSDPR. The objective of the first subproblem

is to find a feasible non-overlapping decomposition (i.e. a decomposition in which each

of the selected sensors is allocated to one of the subsystems) with minimum number of

subsystems. If the upper limit Nlim isn’t imposed, then an optimal solution to the first sub-

problem would be an optimal graph coloring of G′S. Therefore, a near optimal solution to

the first subproblem can be found by applying a graph coloring algorithm [44] to G′S after

the algorithm is modified to place an upper limit Nlim on the number of vertices that are

assigned the same color. The sensors (or vertices) that are assigned the same color by the

graph coloring algorithm will then be a part of the same subsystem in the non-overlapping

decomposition. The objective of the second subproblem is to find the additional set of

selected sensors that should be added to each subsystem generated after solving the first

subproblem so that the sum of weights of the additional set of sensors is maximum and all

the constraints are satisfied. Let S j be the set of sensors in the jth subsystem of the non-

overlapping decomposition generated after solving the first subproblem. Let Ω j be the set

of sensors not in S j that have no cannot-link constraints with any of the sensors in S j. If

no upper limit Nlim is imposed, then an optimal solution to the second subproblem for the

jth subsystem is a maximum weight clique of the subgraph of GS induced by vertices in
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the set Ω j. Therefore, a near optimal solution to the second subproblem can be found by

applying a maximum weight clique algorithm [45, 66] after the algorithm is modified to

include an upper limit on the number of vertices in the clique. The decomposition selected

by EFSDPR is the one generated after the additional sensors are added to each subsystem

of the non-overlapping decomposition. A large number of graph coloring and maximum

weight clique algorithms have been proposed and some of these algorithms are reviewed

in [44] and [45,66] respectively. An algorithm for solving the MCCMC problem based on

the tabu search heuristic is described below.

Tabu Search Based Algorithm

The tabu search based algorithm uses slightly modified versions of the TABUCOL algo-

rithm [44] and the Multi Neighborhood Tabu Search (MN/TS) algorithm [67] to find close

to optimal solutions to the first and second subproblems of the MCCMC problem respec-

tively. The algorithm starts by first partitioning the graph GS into its connected compo-

nents. If the graph GS can be partitioned into multiple connected components, then solving

the MCCMC problem for the entire graph GS is decomposed into solving the MCCMC

problem for each of the connected components. This is because there is a cannot-link con-

straint between every pair of sensors from different connected components and therefore a

feasible subsystem can only contain sensors from one of the connected components. The

depth first search algorithm [64] can be used to identify the connected components of a

graph.

Let us now consider that the tabu search based algorithm has to find a near optimal so-

lution to the MCCMC problem for a connected component. The TABUCOL algorithm

starts by applying the RLF algorithm [53] (described in section 2.4.3) to generate a fea-

sible non-overlapping decomposition of the selected sensors in the connected component.
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The TABUCOL algorithm then merges two subsystems of the feasible decomposition to

generate an infeasible decomposition with smaller number of subsystems. The fine tun-

ing procedure of TABUCOL (described in section 2.3.2) is then applied to this infeasible

decomposition to try to generate a feasible decomposition with the same number of sub-

systems as the infeasible decomposition. Two subsystems of this feasible decomposition

are then again merged to generate an infeasible decomposition and the same process is

repeated until a feasible decomposition cannot be generated using the fine tuning proce-

dure. The feasible decomposition generated in TABUCOL with the smallest number of

subsystems is then output by TABUCOL.

The additional set of selected sensors that are to be added to each subsystem of the decom-

position output by TABUCOL are determined using the MN/TS algorithm. Let us consider

that MN/TS is applied to one of the subsystems output by TABUCOL. The MN/TS algo-

rithm first uses a procedure to randomly add sensors to the subsystem without violating

the imposed constraints. Three operations are then used in each iteration of the algorithm

to modify the subsystem without violating the constraints. The first operation involves

the addition of a sensor to the subsystem, the second operation involves the removal of a

sensor from the subsystem and the third operation involves the swapping of a sensor from

the subsystem with a different sensor. The modification of the subsystem that would result

in the greatest increase or the least decrease in the sum of its sensor’s weights without

constraint violation is then carried out at the end of an iteration. If a senor is removed or

swapped out of the subsystem in an iteration, then the addition of the sensor back to the

subsystem will be prohibited for a certain number of iterations. Also, the sensors that are

allocated to the subsystem by TABUCOL cannot be removed throughout the algorithm. If

the sum of sensor weights in the subsystem cannot be improved for a certain number of

iterations, then the algorithm restarts by again randomly adding sensors to the initial set of
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sensors in the subsystem. MN/TS thus generates a number of possible sensor sets that can

be added to the subsystem without constraint violation and the sensor set with the largest

sum of weights is then permanently added to the subsystem. The resulting subsystem is

then one of the subsystem of the selected decomposition. The pseudocode of the tabu

search based algorithm is given in the appendix.

A schematic of the EFSDPR method can be seen in Figure 1.2 [31]. The pseudocode

of EFSDPR is added to the appendix. MATLAB scripts containing the code of EFS-

DPR along with the different algorithms it employs can be downloaded from the link

z.umn.edu/PDAC and viewed.

Figure 3.3: Schematic of the EFSDPR method

Remark 3.9: An approximate greedy algorithm for solving the MCCMC problem is de-

scribed in [31]. This algorithm uses the RLF algorithm [53] and the maximum clique

algorithm of [68] to find near optimal solutions to the first and second subproblems of

the MCCMC problem respectively. Both the approximate greedy algorithm and the algo-
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rithm based on the tabu search heuristic can be applied to systems with a large number of

sensors. The advantage of the algorithm based on the tabu search heuristic over the ap-

proximate greedy algorithm is that it should find a better solution to the MCCMC problem

if the approximate greedy algorithm doesn’t find the optimal solution. The limitation of

the algorithm based on the tabu search heuristic is that it is more difficult to implement

than the approximate greedy algorithm.

Remark 3.10: The advantage of the EFSDPR method over the FSDPR method is that

it has a much smaller computation time and it can therefore be applied to systems with a

larger number of sensors. This is because the EFSDPR method requires smaller number

of simulations of the pattern recognition method than the FSDPR method. The limitation

of the EFSDPR method is that it may select a decomposition with a higher MCR than the

FSDPR method because the FSDPR method generates a very large number of candidate

decompositions and it directly compares the MCR of these decompositions.

Remark 3.11: If the number of constraints in the integer optimization problem solved

in the first step of FSDPR to generate the search space is prohibitively large, then the tabu

search based algorithm can be used to generate the search space. The upper bound con-

straint on the number of sensors in each subsystem should not be imposed in the MN/TS

algorithm if the tabu search based algorithm is used to generate the search space in FSDPR.

Remark 3.12: The unknown fault and normal process operation scenarios should not

be incorporated into the pattern recognition method when it is simulated in the EFS-

DPR method and the FSDPR method. This is because the pattern recognition method

is simulated using data generated due to the previously known faults in both methods and

therefore the unknown fault and normal process operation scenarios are impossible in the
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simulations.

3.5 Fault Identification in the Distributed Configuration

After a fault is detected, fault identification methods are used to find the sensors whose

measurements are most affected by the fault. This information is used by the operators

to diagnose the fault. Fault identifications method(s) should be used for fault diagnosis if

the fault information or faulty data needed to implement patten recognition methods is not

available. If the faulty data or fault information needed to implement a pattern recognition

method is available, then the fault identification method(s) should be applied in paral-

lel with the pattern recognition method. In this case, the fault identification method(s)

should be used by the operators to confirm the diagnosis reached by the pattern recogni-

tion method and to find the correct diagnosis if the pattern recognition method reaches the

diagnosis that the fault is of unknown origin or if the pattern recognition method reaches

an incorrect diagnosis. Fault identification methods are applied to achieve two objectives.

The first objective is to identify the sensors that are out of control i.e. the sensors whose

measurements show a significant deviation from their normal expected values. The fault

identification methods that achieve this objective will be referred to as out of control iden-

tification (OCI) methods. The second objective is to rank the sensors based on a metric

that quantifies the extent to which their measurements are affected by the fault. The fault

identification methods that achieve this objective will be referred to as sensor ranking (SR)

methods. Some of the fault identification methods are reviewed in [13, 15].

Fault identification methods can also be classified as being univariate methods or multi-

variate methods. Univariate fault identification methods find that a sensor is out of control

or calculate the metric used to rank the sensor using only measurements from the sensor.
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Multivariate methods, on the other hand, use measurements from multiple sensors to iden-

tify whether a sensor is out of control or to calculate the metric used to rank the sensor.

Univariate fault identification methods do not require any modifications for implementa-

tion in the distributed configuration without violating any of the cannot-link constraints

since they use a decomposition in which each sensor is by itself a subsystem. On the

other hand, multivariate methods cannot be directly applied using measurements from all

the sensors as an input (i.e. in the centralized configuration) since this would violate the

cannot-link constraints. An example of a fault identification scheme that uses univariate

OCI and SR methods is described in the first subsection of this section. A general frame-

work for implementing multivariate OCI and SR methods in the distributed configuration

is then described in the second subsection of this section.

3.5.1 A Univariate Fault Identification Scheme

The univariate fault identification scheme described in this subsection uses a univariate

statistical hypothesis test to identify if a sensor is out of control based on a sample gener-

ated after a fault is detected. Let us consider that a multivariate sample y is generated after

a fault has been detected with yi being a sample from the sensor of index i ∈ [1...m]. The

sample yi is first standardized using the mean value µi of the sample yi and the standard

deviation σi of the sample yi:

xi =
yi−µi

σi
∀i ∈ [1...m] (3.16)

where xi is the standardized sample of sensor i. Sensor i is identified as being out of control

based on the value of xi if:

x2
i > IDthreshold (3.17)
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where IDthreshold is the identification threshold of the statistical hypothesis test. If we

make the assumption that y follows a multivariate Gaussian distribution, then IDthreshold

can be set equal to χ2
αID

(1). Therefore, if the set OC contains the indices of the sensors

that are identified as being out of control based on the sample x, then OC is given by:

OC = {i |
(

yi−µi

σi

)2

> χ
2
αID

(1), i ∈ [1...m]} (3.18)

The false identification rate (denoted by FID) is the probability that the m univariate sta-

tistical tests of equation (3.18) incorrectly identify at least one sensor as being out of

control when it is not. Let FIDthreshold be a user specified acceptable limit for FID. The

Šidák correction [49] can be used to set a value for αID based on a user specified value of

FIDthreshold:

αID = 1− (1−FIDthreshold)
1
m (3.19)

Another approach would be to run simulations using normal operation data and tune αID

until the estimated value of FID is equal to FIDthreshold [69] .

It is possible that a very large number of sensors are identified as being out of control

by the univariate tests. Therefore, the sensors in OC should be ranked based on the extent

to which they are affected by the fault so that the operators can focus on the sensors that

are most affected by the fault while diagnosing its cause. A possible univariate SR method

would be to rank the sensors based on the value of the univariate test statistic x2
i with the

higher ranked sensors having larger values of x2
i . The values of x2

i of the higher ranked

sensors can be plotted on a histogram along with the identification threshold for each sam-

pling instant so that the operators can visualize the extent to which the fault has affected

the system at that instant.
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Let us consider that a total of NID (indexed l ∈ [1...NID]) multivariate faulty samples are

available and the operator wishes to rank the sensors based on all of these samples. Let

x(l)i be the lth standardized sample from sensor i and let OCl be the set of sensors that are

identified as being out of control based on the lth sample using equation (3.18). Two uni-

variate metrics can be used to rank the sensors based on the NID samples. The first metric

(denoted by UIDM) is an averaged value of x2
i that is given by:

UIDM(i) =
∑l∈SOCi

(
x(l)i

)2

|SOCi|
if |SOCi|> 0 (3.20)

SOCi = {l | i ∈ OCl, l ∈ [1...NID]} (3.21)

where SOCi is the set of samples which indicate that sensor i is out of control and UIDM(i)

is the value of the UIDM metric for sensor i. The second ranking metric is the number of

samples which indicate that sensor i is out of control (i.e. |SOCi|).

Remark 3.13: It is possible that a sensor may be the root cause of a fault even if its

measurements do not show a significant deviation from its mean value. For example, a

malfunctioning sensor may give a reading that is constant. Such sensors can be identified

as being out of control by using a two-sided univariate statistical hypothesis test on the

variance of a sensor [3]. This test will identify that a sensor is out of control when its

variance goes below a threshold value.

3.5.2 Framework for Implementing Multivariate Fault Identification

Methods in the Distributed Configuration

Multivariate fault identification methods are applied using the same decomposition se-

lected for distributed fault detection in most distributed monitoring schemes [24,27,28,36].
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Let us assume that a decomposition D = {S1,S2, · · · ,SB} is selected for distributed fault

detection. Each subsystem in the decomposition is indexed using an integer j ∈ [1...B].

Let us consider that a multivariate OCI method is to be implemented in the distributed con-

figuration. The input of the multivariate OCI method is a sample x and its output MOCI(x)

is the set of sensors identified as being out of control based on the sample x. One approach

for applying the MOCI method in the distributed configuration would be to apply it to

each subsystem in which a fault has been detected at a sampling instant so that the out of

control sensors in these subsystems can be identified. Let us consider that a faulty sample

x( j) containing measurements from the sensors of the jth subsystem is generated at an in-

stant. Let us also consider that the set Jdet contains the indices of the subsystems in which

a fault has been detected at that instant, The set of out of control sensors (OC) identified

by the multivariate OCI method when it is applied in the distributed configuration is given

by:

OC =
⋃

j∈Jdet

MOCI(x( j)) (3.22)

Let us now consider that a multivariate SR method is to be applied in the distributed

configuration. The input of the SR method is a sample x and its output MSR(x) is a m

element vector whose ith component is the value of the metric used for sensor ranking for

the ith sensor. If the input sample x does not contain a measurement from the ith sensor,

then the ith component of MSR(x) is set equal to zero. One approach for implementing

a multivariate SR method in the distributed configuration would be to apply it to each

subsystem in which a fault is detected and then take the weighted sum of the calculated

ranking metric vectors. If the m element vector GSR contains the values of the sensor

ranking metric for the sensors based on a faulty sample generated at an instant when the
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multivariate SR method is applied in the distributed configuration, then GSR is given by:

GSR = ∑
j∈Jdet

(
wID

j MSR(x( j))
)

(3.23)

where wID
j is the weight given to the identification output of the jth subsystem and the

ith element of GSR is the value of the ranking metric for the ith sensor. The weight wID
j

should be larger if the effect of the fault is larger on the sensors of the jth subsystem. A

possible approach for setting the weights is proposed in [24]. If T S j is the value of the test

statistic of a statistical test employed by the jth subsystem and T Sthreshold
j is its detection

threshold, then the value of wID
j can be calculated using:

wID
j = e

−
T Sthreshold

j
T S j (3.24)

The sensors are ranked based on the ranking metric values in GSR and the operators can

then focus their attention on the higher ranked sensors while diagnosing the fault.

Remark 3.14: The limitation of multivariate fault identification methods is that they may

misidentify sensors due to the smearing effect [70]. This means that a sensor that is un-

affected by a fault (and whose measurements only deviate slightly from the mean value

after the fault has occurred) may incorrectly be given a high rank or identified as being

out of control by a multivariate fault identification method, if the sensor has a significant

correlation with another sensor that is affected by the fault. Univariate fault identification

methods, on the other hand, do not misidentify sensors due to the smearing effect.

Remark 3.15: The limitation of using univariate statistical tests for identifying out of con-

trol sensors is that they ignore the correlation between the sensors and they may therefore
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have conservative identification thresholds. This limitation can be addressed by generating

samples by taking the average of multiple consecutive measurements in order to reduce

the normal variation in the samples. Univariate identification methods also cannot identify

changes in the correlation between sensors.

3.6 Case Studies

The proposed FSDPR and EFSDPR methods are applied to the benchmark Tennessee

Eastman Process (TEP) [40, 63] to test their performance. The EFSDPR method is also

applied to an artificial system with 1000 sensors to show that it can scale to systems with

a large number of sensors.

3.6.1 Tennessee Eastman Process

TEP has 82 sensors and is known to be affected by 28 faults in this case study. The sen-

sors are indexed from 1-82. The sensors (along with their indexes) and faults of TEP are

listed in the supporting information of [30]. The TEP simulator described in [63] is used

to generate two faulty datasets which we call dataset 1 and dataset 2. The 28 faults were

simulated to generate the data in each of the datasets. Dataset 1 is used as an input to the

FSDPR and EFSDPR methods whereas dataset 2 is used to test and compare the perfor-

mance of different decompositions in this case study. Each of these datasets contains 960

samples for each fault class.

A distributed pattern recognition method is used for fault diagnosis of TEP which uses dis-

criminant analysis [3] for fault diagnosis in each subsystem and combines the local diag-

noses of the subsystems using a weighted voting consensus strategy [23]. This distributed

pattern recognition method is described in the supporting information of [30]. Let us also
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assume that the layout of TEP makes it difficult to transmit measurements from a sensor

of the reactor and a sensor of the stripper to the same location. Therefore, cannot-link con-

straints are imposed between any sensor from the set CR = {7−9,21,22,46−49,81,82}

(that are related with the reactor) and any sensor from the set CS = {15−19,37−41,80}

(that are related with the stripper). EFSDPR and FSDPR are applied to select the decom-

position of TEP for distributed pattern recognition subject to these cannot-link constraints.

The maximum number of passes in the first stage of EFSDPR is set equal to two. The

Laplacian Score [71] is the filter method used in the EFSDPR method for this case study.

It is implemented using the fsulaplacian function in MATLAB. The distance metric used

in the fsulaplacian function is the Mahalanobis distance. All other optional input parame-

ters of the fsulaplacian function are set equal to their default values. FSDPR and EFSDPR

are applied using dataset 1 which is divided into two equally sized datasets (dataset 1a and

dataset 1b) with samples generated at even sampling instants being part of dataset 1a and

samples generated at odd sampling instants being part of dataset 1b. This is done to make

sure that the trends of the time series in dataset 1 are there in dataset 1a and dataset 1b.

Dataset 1a is used to implement the filter method in EFSDPR and to train the discriminant

analysis method in its simulations in FSDPR and EFSDPR. The MCR of the candidate

decompositions and the MCR of the different sensor sets generated in FSDPR and EFS-

DPR respectively are estimated as the fraction of samples in dataset 1b that are incorrectly

diagnosed.

Both FSDPR and EFSDPR select feasible decompositions with two subsystems. Both

FSDPR and EFSDPR also do not allocate all 82 sensors of TEP to their two subsys-

tems. The EFSDPR decomposition allocates 69 sensors to its two overlapping subsystems,

whereas FSDPR allocates 77 sensors to its overlapping subsystems. The computation time

of EFSDPR is 142 seconds whereas the computation time of FSDPR is 3059 seconds. The

86



EFSDPR method has a smaller computation time in this case because the sensor selection

stage of EFSDPR requires much smaller number of simulations of the pattern recogni-

tion method than the variant of the forward selection algorithm employed by the FSDPR

method to select sensors in each subsystem. The use of the filter method in the forward

selection algorithm of EFSDPR helps keep the number of pattern recognition method sim-

ulations low in EFSDPR when compared to the FSDPR method which does not use a filter

method.

The MCR of each decomposition being compared in this case study is calculated as being

the fraction of samples in dataset 2 that are incorrectly diagnosed when the distributed

pattern recognition method is simulated using the decomposition. The MCR of the de-

composition selected using EFSDPR is 0.0561 whereas the MCR of the decomposition

selected using FSDPR is 0.0552. Therefore, the EFSDPR and FSDPR methods are com-

parable in terms of diagnostic performance in this case. If the sensor selection stage wasn’t

applied in the EFSDPR method and instead all 82 sensors were selected in the first stage,

then the EFSDPR method would select a decomposition whose MCR is 0.0640. There-

fore, sensor selection helps improve the diagnostic performance of the distributed pattern

recognition method in this case besides reducing the number of sensors required to imple-

ment the method. The MCR of the decompositions selected using FSDPR and EFSDPR

are compared with the MCR of a decomposition selected based on the process layout [72]

and the MCR of a decomposition that would be selected by FSDPR if no constraints were

imposed. The MCR of the decomposition selected based on the process layout is 0.1329

which is worse than the decomposition selected using FSDPR. This is because the pro-

cess layout based decomposition has a larger number of subsystems (i.e. nine subsystems)

with no removal of irrelevant sensors that degrade diagnostic performance and suboptimal

allocation of sensors among the subsystems. If no constraints were imposed, then FSDPR
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would select a single subsystem decomposition with the subsystem containing the sen-

sors relevant to diagnosing the faults. In this case the pattern recognition method would

be implemented in a centralized configuration in which the pattern recognition method is

applied to a single set of sensors. The MCR of the decomposition selected in the uncon-

strained case is 0.0443. Therefore, even though implementing the pattern recognition in

a distributed configuration offers operational advantages, the diagnostic accuracy of the

pattern recognition method may be better when it is implemented in a centralized config-

uration.

3.6.2 System with 1000 Sensors

The proposed EFSDPR method is applied to an artificial system with 1000 sensors to

show that it can be applied to large-scale systems. The mean value of all the sensors is

zero when process operation is normal and the covariance matrix (R) of the sensors is:

R(i1, i2) = 0.9|i1−i2| ∀i1, i2 ∈ [1...1000] (3.25)

The system is known to have been affected by 300 different faults. Each of these faults

causes a step change in the mean value of the measurements of a subset of the sensors.

The magnitude of each of these faults is variable. Therefore, each fault is characterized by

a specific direction in the measurement space. The direction of each of the 300 faults is

generated using a randomized algorithm. Let the unit vector θ j represent the direction of

the jth fault. θ j is generated by first randomly selecting the number of sensors affected by

the fault and then randomly selecting the sensors that are affected by the fault. The com-

ponents of θ j corresponding to the sensors affected by the fault are set equal to random

values between −1 and 1. The component of θ j corresponding to sensors unaffected by

the fault are set equal to zero. Finally, the resulting vector θ j is normalized.
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The EFSDPR method is applied to select a decomposition of the system with 1000 sen-

sors in order to implement the distributed pattern recognition method described in section

3.1. The decomposition for distributed pattern recognition is selected subject to cannot-

link constraints. The matrix A encoding these cannot-link constraints is generated using

a randomized algorithm in which the probability of a cannot link constraint between two

sensors is 0.1. The filter method used to implement the EFSDPR method ranks the sen-

sors based on the number of faults that each sensor is affected by. The sensor affected by

a larger number of faults is given a higher rank. The maximum number of passes in stage

1 of EFSDPR is set equal to two. The tabu search based algorithm is used to solve the

MCCMC problem and the weights in W are set equal to one. A faulty training dataset is

generated to implement the EFSDPR method and it contains 100 samples for each of the

300 faults. A sample contains a measurement from each of the 1000 sensors. The fault

magnitude is set between 3−4 to generate the samples in the dataset. The samples of the

same fault are generated using the same fault magnitude. Different fault magnitudes are

set to generate samples of different faults in the dataset.

The EFSDPR method selects a feasible decomposition with 23 subsystems. All 1000

sensors are selected by EFSDPR to implement the distributed pattern recognition method.

The computation time of the EFSDPR method is 6697 seconds in this case study. Almost

all of this time is spent on implementing the sensor selection stage of EFSDPR. The sensor

allocation stage takes a few seconds to complete in this case study. The FSDPR method

cannot be used to select a decomposition of this system for distributed pattern recognition

due to its size. The number of constraints in the integer optimization problem solved in the

first stage of FSDPR is in the order of 106 for this case study which is prohibitively large.

The number of feasible decompositions generated in the second stage of FSDPR increases
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with an increase in the number of sensors in the system and calculating the MCRs of the

large number of candidate decompositions generated in the second stage of FSDPR cannot

be done within a reasonable amount of time for this case study.

The performance of the EFSDPR decomposition will be compared with the centralized

configuration, the univariate configuration and the decomposition selected using PDACT2.

In the centralized configuration, the decomposition is a single subsystem containing all the

selected sensors. The centralized configuration violates all the cannot-link constraints and

it is the decomposition that EFSDPR would select if no constraints were imposed. In

the univariate configuration, the decomposition has 1000 subsystems with each subsys-

tem containing one of the selected sensors. The univariate configuration satisfies all the

imposed cannot-link constraints. The decomposition selected using PDACT2 also satis-

fies the imposed constraints and has 136 subsystems. A testing dataset is generated to

compare the performance of the different decompositions and calculate their MCRs. The

testing dataset also contains 100 samples per fault. However, each sample in the testing

dataset is generated by taking the average of 10 measurements of each sensor. This is done

to increase the signal to noise ratio in the sample. The fault magnitude is again set between

3−4 to generate samples for each fault. The fault magnitudes used to generate the testing

dataset are different from the fault magnitudes used to generate the training dataset. The

MCRs of the centralized configuration, the EFSDPR decomposition, the PDACT2 decom-

position and the univariate configuration are 0, 0.0233, 0.0463 and 0.6876 respectively.

The centralized configuration with the smallest number of subsystems has the smallest

MCR of the four decompositions, whereas the univariate configuration with the largest

number of subsystems has the largest MCR. This suggests that the performance of the dis-

tributed pattern recognition method has a tendency to degrade as the number of subsystems

increases, similar to the TEP case study. The higher MCR of the EFSDPR decomposition
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when compared to the centralized configuration shows that the operational benefit of sat-

isfying the imposed cannot-link constraints comes at the cost of poorer diagnostic perfor-

mance in this case. The MCR of the EFSDPR decomposition is however reduced to zero

if the samples in the testing dataset are generated by averaging 20 measurements instead

of 10. The higher MCR of the PDACT2 decomposition when compared to the EFSDPR

decomposition shows that the optimal decomposition for distributed fault detection may

not be optimal for distributed pattern recognition. Therefore, using a single decomposition

for both distributed fault detection and pattern recognition could lead to worse monitoring

performance than using a near optimal decomposition for distributed fault detection and a

different near optimal decomposition for distributed pattern recognition.
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Chapter 4

Subsystem and Sensor Allocation

The methods proposed for determining the number of monitoring locations required for

distributed monitoring and allocating the subsystems and sensors among the monitoring

locations are described in this chapter. The proposed SASA method [30] is described

in the first section of this chapter. The proposed ESASA method [31] is described in the

second section of this chapter. The proposed SASA and ESASA methods are applied to the

benchmark Tennessee Eastman Process case study [40, 63] and to an artificial large-scale

system with 1000 sensors in the final section of this chapter. The proposed framework for

implementing the distributed methods using multiple monitoring locations is described in

the case study on the Tennessee Eastman Process.

4.1 Subsystem and Sensor Allocation Method

Distributed monitoring methods are capable of being implemented using multiple inter-

acting computers that can be installed at multiple locations. This is useful if transmitting

measurements from all the sensors of a large-scale system to a single location is impracti-

cal or difficult. Each monitoring location is fitted with a computer to implement the mon-

itoring methods and to display results. If multiple monitoring locations are employed for
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distributed monitoring, then each subsystem of the decompositions selected for distributed

monitoring must be allocated to one of the monitoring locations. The computer at each

monitoring location will implement the monitoring methods for the subsystems allocated

to the location. Each monitoring location will also be equipped with some storage capac-

ity to store the measurements from a subset of the system’s sensors. The objectives of the

SASA method are to determine the minimum number of monitoring locations required

and to allocate the subsystems among the monitoring locations subject to user imposed

constraints. The computer at each monitoring location will then receive measurements

from the different sensors in the subsystems allocated to the monitoring location. The set

of sensors that the computer at a monitoring location is equipped to receive measurements

from will henceforth be referred to as the set of sensors allocated to that monitoring loca-

tion.

Cannot-link constraints are used to define which pairs of sensors cannot transmit to the

same monitoring location. The m×m binary symmetric matrix AM is used to encode these

cannot-link constraints where:

AM(i1, i2) =


0, if sensors i1 and i2 can’t transmit to the same monitoring location

1, otherwise
(4.1)

The diagonal elements of AM are set equal to one. If two sensors cannot transmit to the

same monitoring location, then these two sensors cannot also be part of the same sub-

system. Therefore, the cannot-link constraints encoded in AM must be a subset of the

cannot-link constraints imposed in selecting the decompositions for distributed fault de-

tection and diagnosis (i.e. the matrix AM −A must be a binary symmetric matrix). The

user can also place an upper bound NM
lim on the number of sensors allocated to a moni-
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toring location if the cost associated with equipping a computer to receive measurements

from a large number of sensors is significant. If this constraint is imposed, then the upper

bound Nlim on the number of sensors in each subsystem must be less than equal to NM
lim.

The SASA method first requires the selection of the decomposition(s) for implementing

the distributed monitoring methods subject to the imposed constraints. A decomposition

that satisfies all the constraints and yields near optimal performance for distributed fault

detection can be found using the proposed methods described in Chapter 2 of this thesis. A

feasible near optimal decomposition for implementing a pattern recognition method in the

distributed configuration can be selected using the proposed methods described in Chapter

3 of this thesis.

Each subsystem is given an index j ∈ [1...BM] where BM is the total number of subsystems

in the decompositions selected for distributed monitoring. Let the set SM
j contain the in-

dices of the sensors included in the jth subsystem. The BM×BM binary symmetric matrix

Asub is defined based on the cannot-link constraints encoded in AM and the composition of

the sets SM
j :

Asub( j1, j2) =


1, if AM(i1, i2) = 1 ∀i1 ∈ SM

j1 , ∀i2 ∈ SM
j2

0, otherwise
(4.2)

The graph Gsub is defined using the matrix Asub. The monitoring subsystems are the ver-

tices of the graph Gsub (Vsub = [1...BM]) and the absence of an edge between two sub-

systems indicates that the two subsystems cannot be allocated to the same monitoring

location. The SASA method first finds the connected components Gsub
k (k ∈ [1...Nsub

cc ]) of

the graph Gsub. Let V sub
k be the set of subsystems and BM

k be the number of subsystems in

the kth connected component. Subsystems belonging to different connected components
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cannot be assigned to the same monitoring location. Therefore, the problem of finding

the minimum number of monitoring locations for the system and allocating sensors and

subsystems among the monitoring locations is decomposed into solving the same problem

for each of the connected components.

Let the set V M
k contain the indices of the sensors that are part of subsystems in the kth

connected component.

V M
k =

⋃
j∈V sub

k

SM
j (4.3)

Let mM
k be the number of sensors in the set V M

k . The mM
k element vectors L jk ( j ∈ [1...BM

k ])

are defined based on the sensors in the subsystems of the kth connected component where:

L jk(i) =


1, if sensor V M

k (i) is a part of the subsystem V sub
k ( j)

0, otherwise
(4.4)

Let the set Msensor
lk contain the indices of the sensors whose measurements need to be trans-

mitted to the lth monitoring location of the kth connected component and let the set Msub
lk

contain the indices of the subsystems whose computations are carried at the lth monitoring

location of the kth connected component.

The SASA method solves a mixed integer linear optimization problem to find the min-

imum number of monitoring locations required and the subsystem and sensor allocation

for each connected component subject to the imposed constraints. Let Nk be the minimum

number of monitoring locations needed for distributed monitoring of the kth connected

component and let NUB
k be an upper bound to Nk. Therefore, a total of NUB

k monitoring

locations (indexed l ∈ [1...NUB
k ]) can be used without violating the constraints. A mixed

integer linear optimization problem is then solved to find Nk, Msensor
lk and Msub

lk . The deci-
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sion variables of the optimization problem are a NUB
k ×1 vector ZM

k , a mM
k ×NUB

k matrix

Y M
k and a BM

k ×NUB
k matrix W M

k where:

ZM
k (l) =


1, if at least one subsystem is allocated to the lth monitoring location

0, otherwise
(4.5)

Y M
k (i, l) =


1, if the sensor V M

k (i) is allocated to the lth monitoring location

0, otherwise
(4.6)

W M
k ( j, l) =


1, if the subsystem V sub

k ( j) is assigned to the lth monitoring location

0, otherwise
(4.7)

The primary objective of the optimization problem is to minimize the number of monitor-

ing locations required by a connected component. Smaller number of monitoring locations

is preferred because the costs associated with purchasing and installing hardware will be

smaller if the number of monitoring locations is smaller. The secondary objective of the

optimization problem is to allocate subsystems to monitoring locations in a way such that

the number of monitoring locations that each sensor has to transmit to is minimal and the

computational burden of running the monitoring methods is divided as close to equally

among the monitoring locations as feasible. This is achieved by primarily requiring the

number of sensors allocated to each monitoring location to be as close to equal as possi-

ble and by also requiring the number of subsystems allocated to each monitoring location

to be as close to equal as possible. The objective of the optimization problem is thus to

minimize the objective function:

g(Wk,Yk,Zk) = mM
k BM

k (NUB
k )2g1 +BM

k NUB
k g2 +g3 (4.8)
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where:

g1 =
NUB

k

∑
l=1

ZM
k (l) (4.9)

g2 =
NUB

k

∑
l=1

mM
k

∑
i=1

(
Y M

k (i, l)
)
−

mM
k

NUB
k

+

(4.10)

g3 =
NUB

k

∑
l=1

 BM
k

∑
j=1

(
W M

k ( j, l)
)
−

BM
k

NUB
k

+

(4.11)

and i+ = max(i,0). The function g1 is equal to the number of monitoring locations used

by the kth connected component. The function g2 penalizes the magnitude of inequality in

the number of sensors allocated among the monitoring locations whereas the function g3

penalizes the magnitude of inequality in the number of subsystems allocated among the

monitoring locations of the kth connected component. The coefficients that the functions

g1, g2 and g3 are multiplied by in equation (4.8) ensure that minimizing g1 takes prece-

dence over minimizing g2 which in turn takes precedence over minimizing g3.

The function g(Wk,Yk,Zk) is nonlinear and will be converted to an equivalent linear func-

tion in the optimization problem by introducing the NUB
k × 1 vectors Uk

1 and Uk
2 as addi-

tional decision variables in the optimization problem. The mixed integer linear optimiza-

tion problem solved by the SASA method is:

minimize
Uk

1 ,U
k
2 ,W

M
k ,Y M

k ,ZM
k

mM
k BM

k (NUB
k )2

NUB
k

∑
l=1

ZM
k (l)+BM

k NUB
k

NUB
k

∑
l=1

(
Uk

1(l)
)
+

NUB
k

∑
l=1

(
Uk

2(l)
)

(4.12a)

subject to Uk
1 (l)≥

mM
k

∑
i=1

(
Y M

k (i, l)
)
−

mM
k

NUB
k

 , ∀l ∈ [1...NUB
k ] (4.12b)

Uk
2 (l)≥

 BM
k

∑
j=1

(
W M

k ( j, l)
)
−

BM
k

NUB
k

 , ∀l ∈ [1...NUB
k ] (4.12c)
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W M
k ( j1, l)+W M

k ( j2, l)≤ ZM
k (l),

∀{ j1, j2 ∈ [1...BM
k ] | Asub(V sub

k ( j1),V sub
k ( j2)) = 0, j2 > j1},

∀l ∈ [1...NUB
k ] (4.12d)

W M
k ( j, l)≤ ZM

k (l), ∀{ j ∈ [1...BM
k ] |

BM
k

∑
j2=1

Asub(V sub
k ( j),V sub

k ( j2)) = BM
k },

∀l ∈ [1...NUB
k ] (4.12e)

mM
k

∑
i=1

Yk(i, l)≤ NM
lim, ∀l ∈ [1...NUB

k ] (4.12f)

mM
k

∑
i=1

(
L jk (i)×Y M

k (i, l)
)
≥
∣∣SM

J
∣∣×W M

k ( j, l), where J =V sub
k ( j),

∀ j ∈ [1...BM
k ], ∀l ∈ [1...NUB

k ] (4.12g)

NUB
k

∑
l=1

W M
k ( j, l) = 1, ∀ j ∈ [1...BM

k ] (4.12h)

BM
k

∑
j=1

W M
k ( j, l)≥

BM
k

∑
j=1

W M
k ( j, l +1), ∀l ∈ [1...(NUB

k −1)] (4.12i)

W M
k ( j, l) ∈ {0,1}, ∀ j ∈ [1...BM

k ], ∀l ∈ [1...NUB
k ] (4.12j)

Y M
k (i, l) ∈ {0,1}, ∀i ∈ [1...mM

k ], ∀l ∈ [1...NUB
k ] (4.12k)

ZM
k (l) ∈ {0,1}, ∀l ∈ [1...NUB

k ] (4.12l)

Uk
1 (l),U

k
2 (l)≥ 0 ∀l ∈ [1...NUB

k ] (4.12m)

Constraints (4.12b), (4.12c) and (4.12m) ensure that the objective function value of equa-

tion (4.12a) is equal to the objective function value of equation (4.8) for the optimal val-

ues of the decision variables. Constraint (4.12g) ensures that the sensors of a subsystem

will transmit measurements to the monitoring location that the subsystem is assigned to.

Constraint (4.12h) ensures that each subsystem is only assigned to a single monitoring lo-

cation. A solution to the mixed integer linear optimization problem can be obtained using
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the branch and bound method or a standard integer optimization solver [65]. If W M∗
k and

ZM∗
k represents the optimal solution to the mixed integer optimization problem, then:

Nk =
NUB

k

∑
l=1

ZM∗
k (l) (4.13)

Msub
lk = {V sub

k ( j) |W M∗
k ( j, l) = 1, j ∈ [1...BM

k ]} ∀l ∈ [1...Nk] (4.14)

Msensor
lk =

⋃
j∈Msub

lk

SM
j ∀l ∈ [1...Nk] (4.15)

The SASA method is summarized in Figure 4.1. MATLAB scripts containing the code of

the SASA method can be downloaded from the link z.umn.edu/PDAC and viewed.

Figure 4.1: Schematic of the SASA method

Remark 4.1: The value of NUB
k can be set equal to BM

k since if each monitoring loca-

tion is allocated only one of the subsystems, then none of the constraints will be violated.

A better approach would be to use the RLF algorithm (described in section 2.4.3) to find
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a value for NUB
k that is closer to Nk than BM

k so that the number of constraints in equation

(4.12) can be reduced. The RLF algorithm can be applied to allocate all the subsystems

of a connected component among a close to minimum number of monitoring locations

without violating the imposed constraints. The upper bound NUB
k can then be set equal to

the number of monitoring locations that the RLF algorithm allocates the subsystems to.

The DSATUR algorithm [54] described in [30] is another greedy algorithm that can be

used to calculate a value of NUB
k that is close to Nk.

4.2 Extended Subsystem and Sensor Allocation Method

The main limitation of the SASA method is that it requires the decompositions to be se-

lected before it can determine the number of monitoring locations required and the subsys-

tem and sensor allocation. If the data needed to select the decompositions is unavailable,

then the data will have to be collected from the plant after its operation begins. There-

fore, if data is initially not available and the SASA method is used, then the hardware

installation at the different monitoring locations will have to be carried out long after plant

operation has started which may be difficult. Therefore, we propose the ESASA method

to address this limitation of the SASA method. The first objectives of the ESASA method

before plant operation begins are to determine the number of monitoring locations required

and the set of sensors that the computer at each monitoring location should be equipped

to receive measurements from. The ESASA method will also determine the monitoring

location at which each sensor will store its data before plant operation starts. After plant

operation begins, data can be collected at the different monitoring locations and then used

to select the decompositions for distributed monitoring. The final objectives of the ESASA

method are then to allocate the subsystems among the monitoring locations and to find the

set of sensors that must transmit to each monitoring location. The computer at each mon-
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itoring location can then be programmed to implement the monitoring methods for the

subsystems allocated to the monitoring location.

Let us assume that plant operation has not started and we need to determine the number of

monitoring locations required for distributed monitoring. We also need to determine the

set of sensors that the computer at each monitoring location should be equipped to receive

measurement from. This set of sensors will now be referred to as the set of sensors allo-

cated to the monitoring location. Every sensor of the system must have the capability to

transmit to at least one monitoring location. The primary objective of the ESASA method

at this stage is to minimize the number of monitoring locations and the secondary objec-

tive is to maximize the number of sensors allocated to each monitoring location subject to

user imposed constraints. The number of sensors allocated to each monitoring location is

maximized so that the computer at each monitoring location will have access to maximum

amount of information.

Cannot-link constraints are used to define the pairs of sensors that cannot transmit to the

same location due to the system layout. The adjacency matrix AM encodes these con-

straints. An upper bound NM
lim on the number of sensors allocated to a monitoring location

can also be imposed by the user. If the user has process knowledge on the importance of

each sensor for fault detection and diagnosis, then a weight can be assigned to each sensor

in the vector WM that quantifies its importance for monitoring. The sum of the weights of

sensors allocated to a monitoring location can then be maximized instead of the number

of sensors. However, it is unlikely that this knowledge will be available before the system

starts operation and therefore WM is usually a vector of ones. The ESASA method allo-

cates a close to maximum number of sensors to a close to minimum number of monitoring

locations by applying a MCCMC algorithm (such as the tabu search based algorithm de-
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scribed in section 3.4.2) using the inputs AM, NM
lim, WM and considering that all the sensors

have to be allocated to at least one monitoring location. The MCCMC algorithm will be

allocating all the system’s sensors to monitoring locations in the ESASA method as op-

posed to the sensors selected for fault diagnosis to subsystems in the EFSDPR method.

Let NM be the number of monitoring locations selected and Msensor
k be the set of sensors

allocated to the kth monitoring location using the ESASA method.

The next objective of the ESASA method is to determine the monitoring location at which

each sensor will store its data. The task of storing data collected from all the system’s

sensors at multiple locations will be referred to as distributed data storage. The system

decomposition for distributed data storage has NM subsystems with Sstore
k being the set of

sensors allocated to the kth subsystem of this decomposition. The kth monitoring location

will store data collected from sensors in the set Sstore
k . The set Sstore

k must be a subset of

Msensor
k because the kth monitoring location can only store data acquired from sensors it is

equipped to receive measurements from. Therefore, one possible approach for selecting

the decomposition for distributed data storage would be to set Sstore
k = Msensor

k i.e. each

monitoring location stores data from the all the sensors allocated to it. However, it is possi-

ble that many of the sensors will be allocated to multiple monitoring locations. Therefore,

if data collected from the sensors allocated to each monitoring location are permanently

stored at the location and if some of the sensors are allocated to multiple locations, then

there will be identical data stored at different locations. Ideally we would like to store

the data from each sensor at one of the monitoring locations. Therefore, one of the ob-

jectives of the ESASA method is to select a feasible non-overlapping decomposition for

distributed data storage in which the number of senors in each subsystem is as close to

equal as feasible. Equal partition of the sensors into subsystems is favored for distributed

data storage so that the computational load of storing data is distributed equally among the
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monitoring locations. The ESASA method uses a greedy algorithm to select the decom-

position which will be referred to as the Greedy Equal Allocation (GEA) algorithm and is

described in the only subsection of this section.

Plant operation can begin after we’ve determined the number of monitoring locations,

the allocation of sensors among the monitoring locations and the location at which each

sensor’s data will be stored. Data-driven monitoring methods are typically implemented

in two phases [7,46]. Phase 1 is a period that begins just after plant operation commences

during which the operators gain knowledge about the plant, collect data and classify each

sample in the collected data as being representative of normal operation or as having been

caused due to a particular fault. The operator must then decide which monitoring meth-

ods should be used for fault detection and diagnosis and calculate the parameters needed

to implement these methods online. Therefore, after the data is collected we need to se-

lect the decompositions for distributed fault detection and distributed pattern recognition

subject to the imposed constraints. The methods described in Chapter 2 and 3 of this

thesis can be applied using the collected data to select feasible decompositions for dis-

tributed fault detection and distributed pattern recognition. The sensors in each subsystem

of the selected decompositions must be a subset of the sensors allocated to at least one of

the monitoring locations. This is because the computer at a monitoring location must be

equipped to receive measurements from all the sensors of a subsystem if it is to implement

the monitoring method for the subsystem. This constraint is imposed by placing a cannot-

link constraint between each pair of sensors that are not allocated to the same monitoring

location. Let the adjacency matrix A∗M encode these cannot-link constraints. The matrix
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A∗M is:

A∗M(i1, i2) =


1, if sensor i1 ∈Msensor

k and sensor i2 ∈Msensor
k for some k ∈ [1...NM]

0, otherwise
(4.16)

The cannot-link constraints encoded in A∗M must be a subset of the cannot-link constraints

imposed in selecting the decompositions (i.e. A∗M−A must be non-negative).

After the decompositions for distributed monitoring have been selected, then each sub-

system has to be allocated to one of the monitoring locations whose computer will im-

plement the monitoring method for the subsystem. Each subsystem will be allocated to a

monitoring location which is equipped to receive measurements from the subsystem’s sen-

sors. The ESASA method uses the GEA algorithm to allocate subsystems to monitoring

locations with the objective of equally allocating subsystems and sensors among the mon-

itoring locations so that the computational load of implementing the distributed methods

is divided equally among the monitoring locations. It is possible that some of the sensors

allocated to a monitoring location may not be part of any of the subsystems allocated to it.

Therefore, after the subsystems have been allocated to the monitoring locations, then each

set Msensor
k has to be updated to only include the sensors of the subsystems allocated to the

kth monitoring location. If Sk
j ( j ∈ [1...B(k)]) is the set of senors in one of the subsystems

allocated to the kth monitoring location, then Msensor
k is updated using:

Msensor
k =

B(k)⋃
j=1

Sk
j (4.17)

The set Msensor
k will now represent the set of sensors that will transmit to the kth moni-

toring location after the set has been updated. After the subsystems are allocated to the
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monitoring locations and the parameters needed to implement the distributed methods are

calculated using the collected data, then phase 2 of monitoring can begin. In phase 2

newly generated samples from the plant will be used by the distributed fault detection and

diagnosis methods to determine whether process operation is faulty and what the cause of

a faulty sample is.

A schematic description of the ESASA method is given in Figure 4.2. MATLAB scripts

containing the code of the algorithms used by the ESASA method can be downloaded from

the link z.umn.edu/PDAC and viewed. The GEA algorithm is described in the subsection

below.

Figure 4.2: Schematic of the ESASA method

4.2.1 Greedy Equal Allocation Algorithm

The GEA algorithm has two applications in the ESASA method. First, it selects the de-

composition for distributed data storage by assigning each sensor to a monitoring location

which will store the sensor’s data. Second, it is used to assign each subsystem to a monitor-

ing location. This includes the subsystems in the decompositions selected for distributed
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data storage, fault detection and fault diagnosis. The algorithm minimizes an objective

function to find the optimal assignment of sensors/subsystems that increases if the number

of sensors/subsystems assigned to a monitoring location exceeds the number of sensors/-

subsystems per monitoring location. This is done so that the computational load is divided

equally among the monitoring locations. For an assignment to be feasible each sensor/-

subsystem must be assigned to only one of the monitoring locations. The algorithm starts

by generating an initial assignment in which each sensor/subsystem is assigned to every

possible monitoring location it can be assigned to. A sensor/subsystem can be assigned to

a monitoring location if the monitoring location is equipped to receive its measurements.

The algorithm then finds the set of sensors/subsystems (denoted by Jrem) that have been

assigned to multiple monitoring locations in the initial assignment. In the first iteration,

the algorithm generates candidate assignments by considering every possible unassign-

ment of a sensor/subsystem in Jrem from one of the monitoring locations it is assigned to

in the initial assignment. The algorithm then calculates the objective function for each of

these candidate assignments. The candidate assignment with the lowest objective function

value then becomes the initial assignment for the next iteration and the set Jrem is updated

based on this new initial assignment. The same procedure is repeated in subsequent it-

erations and the algorithm stops when the initial assignment becomes feasible (i.e. when

Jrem = /0). The feasible initial assignment is then output by the algorithm. A more detailed

description of the algorithm is given in the pseudocode of the algorithm which is added to

the appendix.

Remark 4.2: If the cannot-link constraints encoded in A∗M are the only constraints im-

posed in the EFSDPR and FSDPR methods, then the second stage of EFSDPR and the

first stage of FSDPR do not have to be applied. The decompositions selected by EFSDPR

and FSDPR in this scenario will each have NM subsystems. If Sdiag
j represents the set of
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sensors in the jth subsystem of the decomposition selected by EFSDPR, then:

Sdiag
j = Msensor

j ∩V ∀ j ∈ [1...NM] (4.18)

The search space in the FSDPR method is:

Sspace
j = Msensor

j ∀ j ∈ [1...NM] (4.19)

Remark 4.3: The decomposition for distributed data storage can only be selected after the

allocation of sensors among the monitoring locations has been determined. Therefore, the

GEA algorithm can be applied to select the decomposition for distributed data storage in

the SASA method only after the number of monitoring locations required and the subsys-

tem and sensor allocation among the monitoring locations has been determined by solving

the mixed integer optimization problem.

4.3 Case Studies

The SASA and ESASA methods are applied to the benchmark Tennessee Eastman Process

(TEP) [40, 63] and to an artificial large-scale system with 1000 sensors in this section.

4.3.1 Tennessee Eastman Process

The TEP case study is used as an example to describe the SASA method, the ESASA

method and the proposed framework for implementing distributed monitoring methods

using multiple locations. TEP has 82 sensors and is known to be affected by 28 faults.

Let us assume that the distributed implementation of the T 2 test described in section 2.1

is to be used for fault detection. Let us also assume that a distributed pattern recognition
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method is to be used to find which one of the 28 faults is most likely after a fault has

been detected. The distributed pattern recognition method applies discriminant analysis

to each subsystem and combines the local diagnoses of the subsystems using a weighted

voting consensus strategy [23]. The list of sensors, the list of faults and a description of the

distributed pattern recognition method used in this case study is given in the supporting

information of [30]. Let us assume that it is difficult to transmit measurements from any

sensor of the set CR = {7− 9,21,22,46− 49,81,82} (that is associated with the reactor)

and any sensor of the set CS = {15−19,37−41,80} (that is associated with the stripper)

to the same monitoring location due to the layout of the process. Therefore, cannot-link

constraints are imposed (encoded in the matrix AM) that prevent any sensor of CS and any

sensor of CR from being allocated to the same monitoring location. Let us also assume that

an upper limit of 9 is placed on the number of subsystems in the decomposition selected

for distributed fault detection. No other constraints are imposed.

Let us first consider the scenario that process operation has not begun and no process

data is available. The ESASA method should be applied in this scenario. The MCCMC

problem is first solved subject to the cannot-link constraints encoded in AM using the tabu

search based algorithm. Two monitoring locations are required for distributed monitoring

with Msensor
1 = [1...82]\CS and Msensor

2 = [1...82]\CR. A computer is installed at the first

monitoring location near the reactor and another computer is installed at the second mon-

itoring location near the stripper. Wired connections are used to transmit measurements

from the sensors in Msensor
k to the computer at the kth monitoring location. The computers

also have the ability to communicate monitoring results with each other over a wireless

network. The matrix AM encoding the cannot-link constraints is updated using equation

(4.16) (A∗M = AM in this case). The GEA algorithm is also applied to select the decompo-

sition for distributed data storage. The selected non-overlapping decomposition has two
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subsystems (Sstore
1 and Sstore

2 ), each with 41 sensors. The first and second monitoring loca-

tions will store data collected from sensors of Sstore
1 and Sstore

2 respectively.

Process operation is now allowed to begin and data is collected in phase 1. The sam-

ples in the collected data are classified as being normal or faulty. The faulty samples

are further divided into different classes with the samples in each class being generated

by the process due to a specific fault. Outlier detection methods, change-point methods

and clustering methods can be used to classify the samples [46, 52]. After data analysis,

decompositions for distributed fault detection and distributed pattern recognition are se-

lected by applying the PDACT2 and EFSDPR methods respectively using the collected

data. These decompositions are selected subject to cannot-link constraints encoded in A∗M.

The constraint B ≤ 9 is also imposed in PDACT2. It should be noted that each of the

82 sensors of TEP are assigned to at least one of the subsystems in the decomposition

selected by PDACT2 even though some of these sensors may degrade the performance of

the T 2 test in detecting the 28 faults because there is always a possibility that a sensor

may be relevant in detecting an unknown fault even if it isn’t relevant in detecting any

of the previously observed 28 faults of TEP. The decomposition selected for distributed

fault detection has nine subsystems (Sdet
1 ,Sdet

2 , · · · ,Sdet
9 ). EFSDPR selects a decomposition

with two subsystems (Sdiag
1 and Sdiag

2 ) for distributed pattern recognition. The parameters

needed to implement the monitoring method in each subsystem are calculated using the

collected data after the decompositions are selected. The subsystems are then allocated

among the two monitoring locations using the GEA algorithm. The subsystems Sdet
1 , Sdet

4 ,

Sdet
5 , Sdet

6 , Sdet
7 , Sstore

1 and Sdiag
1 are allocated by ESASA to the first monitoring location

because each of these subsystems contain at least one sensor from the set CR. The re-

maining subsystems which contain at least one sensor from the set CS are allocated to the

second monitoring location. The sets Msensor
1 and Msensor

2 are then updated using equation
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(4.17). The number of sensors in Msensor
2 (i.e. 71) remains unchanged, but the number of

sensors in Msensor
1 is reduced to 67. Therefore, smaller number of sensors need to transmit

their measurements to the first monitoring location in phase 2 when compared to phase

1. Online process monitoring using the distributed fault detection and pattern recognition

methods can now begin.

Let us now consider a different scenario in which normal and fault data of TEP are avail-

able and process operation has not yet started. Both SASA and ESASA can be applied in

this scenario. Let us however apply the SASA method. The decompositions for distributed

fault detection and distributed pattern recognition are first selected using the PDACT2

method and the EFSDPR method respectively subject to the imposed constraints. The de-

compositions selected for distributed fault detection and pattern recognition in the SASA

method are the same as those selected in the ESASA method in this case. The normal and

faulty data are also used to calculate the parameters needed to implement the distributed

fault detection and pattern recognition methods after the decompositions have been se-

lected.

The subsystems in the decompositions selected for distributed fault detection and pat-

tern recognition are the monitoring subsystems. The SASA method now needs to find the

number of monitoring locations required and the allocation of these monitoring subsys-

tems among the monitoring locations. First, the number of connected components in the

graph defined based on the matrix Asub is found to be one. The RLF algorithm is then

applied to the connected component and the upper bound on the number of monitoring

locations is found to be two. The mixed integer linear optimization problem of equa-

tion (4.12) is then solved and the number of monitoring locations required is two which is

what we’d expect. The allocation of the monitoring subsystems calculated using the SASA
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method is the same as the ESASA method in this case. The sets Msensor
1 and Msensor

2 are

then calculated using equation (4.15). Each of these sets contains 67 sensors. After the

sensor allocation between the two monitoring locations has been determined in the SASA

method, the GEA algorithm is applied to select a decomposition with two subsystems for

distributed data storage. Process operation and online process monitoring can now begin.

The set Msensor
2 has smaller number of sensors in the SASA method when compared to

the ESASA method and the decomposition selected for distributed data storage is also dif-

ferent in both methods. This is because the SASA method selects the decomposition for

distributed data storage using the final sensor allocation in which the number of sensors

per monitoring location is lower than the initial sensor allocation used for selecting the

distributed data storage decomposition in the ESASA method.

Figure 4.3: Schematic of the distributed configuration used for monitoring TEP

Figure 4.3 shows the allocation of subsystems between the two monitoring locations and

is a schematic of the distributed configuration used to monitor TEP in this case study. In
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phase 2 the computer at each monitoring location will receive a new sample of measure-

ments from the sensors allocated to it. Each fault detection designated subsystem in both

monitoring locations will apply the T 2 test using its sensors’ measurements in the new

sample to check if the new sample is generated due to a fault. If a fault is detected by at

least one of the subsystems of a monitoring location, then this information will be com-

municated to the other monitoring location so that the process of diagnosing the fault can

commence at both monitoring locations. After the fault is detected, each subsystem des-

ignated to implement the pattern recognition method will use its sensors’ measurements

in the new faulty sample to reach a diagnosis as to which of the 28 faults is most likely or

if an unknown fault is expected. The local diagnosis of each subsystem will be commu-

nicated to the other monitoring location. The weighted voting consensus strategy will be

implemented in both monitoring locations using the local diagnoses of the two subsystems

so that a final diagnosis is reached. Fault identification methods (represented by the Fault

ID block in Figure 4.3) should also be implemented at each monitoring location after the

fault is detected to find the sensors that are out of control and to rank the sensors allocated

to each monitoring location based on their deviation from normal operation. For example,

let us consider that the univariate fault identification scheme described in section 3.5.1

is used in this case study. The univariate statistical hypothesis tests should be applied to

the sensors allocated to each monitoring location to identify which of these sensors are

out of control and the out of control sensors at each location should be ranked based on

the value of the univariate sensor ranking metrics. This information should then be used

by the operators to confirm the diagnosis reached by the distributed pattern recognition

method and to reach the correct diagnosis if the distributed pattern recognition method

finds that the fault is not one of the previously diagnosed 28 faults. No communication

between the computers installed at the two locations is needed to implement the univariate

fault identification scheme.
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One of the advantages of the distributed monitoring framework is that it offers some tol-

erance to hardware or transmission failures. For example, if the computer at one of the

monitoring locations fails, the computers at the other monitoring locations will still have

the capacity to detect and diagnose faults. If the computers are unable to communicate

information due to the failure of the wireless network, then the operators can still use the

local monitoring results at each location to detect and diagnose faults.

4.3.2 System with 1000 Sensors

The SASA and ESASA methods are also applied to the artificial large-scale system with

1000 sensors that was described in section 3.6.2. Let us assume that the distributed im-

plementation of the T 2 test described in section 2.1 is to be used for fault detection and

the distributed pattern recognition method described in section 3.1 is to be used for fault

diagnosis. Let us assume that the covariance matrix of the sensors and the direction of

the faults is known through process knowledge before the system’s operation is started.

Therefore, both the SASA method and the ESASA method can be applied in this case

study. Let us assume that AM = A i.e. the cannot-link constraints that define the pairs

of sensors that cannot transmit to the same location are the same cannot-link constraints

imposed in section 3.6.2 to select the decomposition for distributed pattern recognition.

No other constraints are imposed.

Let us first apply the ESASA method. The MCCMC problem is first solved for the system

using the tabu search based algorithm. The algorithm is able to find the number of mon-

itoring locations required and the allocation of sensors among the monitoring locations

for this case study within a few seconds. A total of 23 monitoring locations are required

for distributed monitoring. The GEA algorithm is then applied in this case study to select
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the decomposition for distributed data storage and it is able to select the decomposition

within a few seconds. The matrix AM is then updated based on the sensor allocation among

the monitoring locations using equation (4.16). It should be noted that A∗M 6= AM in this

case study implying that additional cannot-link constraints have to be imposed to ensure

that the subsystems can be allocated among the 23 monitoring locations and additional

monitoring locations are not required. The decomposition for distributed fault detection

is selected using the PDACT2 method subject to the cannot-link constraints encoded in

A∗M. This decomposition has 53 subsystems. The decomposition for distributed pattern

recognition is selected using the EFSDPR method. After the decompositions are selected,

the GEA algorithm is applied to allocate the subsystems among the monitoring locations

and the sets Msensor
k are then updated using equation (4.17).

Let us now apply the SASA method. In the SASA method, the decompositions for dis-

tributed fault detection and distributed pattern recognition are first selected subject to the

cannot-link constraints encoded in AM using the PDACT2 and EFSDPR methods respec-

tively. The decomposition selected for distributed pattern recognition is the same as the

one selected in the ESASA method. However, the decomposition selected for distributed

fault detection is different and has 136 subsystems. The mixed integer linear optimization

problem is then solved in the SASA method to find the minimum number of monitoring lo-

cations and to allocate the sensors and subsystems among the monitoring locations subject

to the imposed constraints. In the SASA method, the decomposition for distributed data

storage is selected after the mixed integer linear optimization problem is solved to find the

number of monitoring locations and the subsystem and sensor allocation. The number of

monitoring locations calculated using the SASA method is 150 in this case study which is

much higher than the ESASA method. This is because the minimum number of monitor-

ing locations in the SASA method is calculated subject to the cannot-link constraints and
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constraints that require each subsystem’s senors to be allocated to the monitoring location

that the subsystem itself is allocated to. The minimum number of monitoring locations

in the ESASA method, on the other hand, is determined only subject to the cannot-link

constraints. Additional cannot-link constraints are then imposed in the ESASA method to

select the decompositions to ensure that each subsystem can be allocated to one of the 23

monitoring locations that is equipped to receive the measurements from all of the subsys-

tem’s sensors. The decompositions in the SASA method, on the other hand, are selected

subject to the original set of cannot-link constraints encoded in AM. Therefore, the advan-

tage of the SASA method over the ESASA method in this case is that it imposes smaller

number of cannot-link constraints in selecting the decompositions and therefore the per-

formance of the decomposition it selects for distributed fault detection is better than the

decomposition selected in the ESASA method. The advantage of the ESASA method over

the SASA method is that it selects a smaller number of monitoring locations. It should

be noted that the large disparity between the number of monitoring locations selected us-

ing the ESASA and SASA methods in this case study is because the imposed cannot-link

constraints are set randomly and because the decomposition selected for distributed fault

detection in the SASA method has a large number of subsystems.
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Chapter 5

Conclusions and Future Research

5.1 Concluding Remarks

The objective of this thesis is to describe a general framework for implementing data-

driven monitoring methods in the distributed configuration. The proposed FSDFD and

PDAC methods are first described in Chapter 2 which find a near optimal decomposition

for distributed fault detection subject to the user-imposed constraints. FSDFD and PDAC

generate a large number of candidate subsystems/decompositions using greedy search al-

gorithms and evaluate the performance of these candidates by simulating a fault detection

method to find the fraction of undetected samples in a faulty dataset. It should be noted

that PDAC is a novel optimization method that uses the greedy search strategies of clus-

tering algorithms from graph theory to solve a simulation optimization problem. The

limitation of FSDFD over PDAC is that it may select a decomposition with a prohibitively

large number of subsystems if the system is known to be affected by a large number of

faults and it cannot be applied using randomly generated faulty data. The limitation of

PDAC over FSDFD is that is more difficult to implement and computationally slower than

FSDFD. An advantage of both PDAC and FSDFD is that they can, in principle, select a
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near optimal decomposition for most fault detection methods since they only require the

simulation of the fault detection method. On the other hand, a limitation of both PDAC

and FSDFD is that it may be difficult to apply these methods if the number of sensors in

the system is much greater than 100. Therefore, extensions to FSDFD and PDAC called

FST2 and PDACT2 respectively are proposed that can scale to systems with larger num-

ber of sensors than FSDFD and PDAC. This is because FST2 and PDACT2 use quick to

compute analytic expression to evaluate the detection performance of a large number of

candidate subsystems and decompositions while assuming that multiple T 2 tests are used

for distributed fault detection.

The decomposition selected for distributed fault detection may not be optimal for imple-

menting a pattern recognition method for fault diagnosis in the distributed configuration.

The proposed FSDPR and EFSDPR methods described in Chapter 3 use modified versions

of variable selection algorithms from machine learning along with algorithms and results

from graph theory to find a near optimal decomposition for distributed pattern recognition

subject to the imposed constraints. A common feature in both FSDPR and EFSDPR is

that they allocate the sensors to a minimum number of potentially overlapping subsys-

tems subject to the imposed constraints because the performance of a distributed pattern

recognition method has a tendency to degrade as the number of subsystems increases. The

advantage of EFSDPR over FSDPR is that it can scale to systems with larger number of

sensors than FSDPR. On the other hand, the advantage of FSDPR over EFSDPR is that

it could select a decomposition with a better diagnostic performance than EFSDPR par-

ticularly if the inclusion of some of the sensors degrades the performance of the pattern

recognition method. Two approaches for implementing fault identification methods in the

distributed configuration are also described in Chapter 3.
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Large-scale systems can be monitored using interacting computers installed at multiple

locations in the distributed configuration. The proposed SASA and ESASA methods de-

scribed in Chapter 4 find the minimum number of locations required for distributed mon-

itoring subject to the imposed constraints. The proposed SASA and ESASA methods

also find the set of sensors that should transmit to each location and the monitoring tasks

that should be implemented at each location without violating the imposed constraints.

The advantage of ESASA over SASA is that it can be applied in cases where sufficient

amount of data to select the decompositions is not available before process operation has

started. Another advantage of ESASA over SASA is that it may stipulate the need for

smaller number of monitoring locations than SASA. On the other hand, the advantage of

SASA over ESASA is that it may impose smaller number of constraints in selecting the

decompositions for distributed monitoring. The proposed framework for implementing

the distributed monitoring methods using multiple monitoring locations is also described

in Chapter 4.

A common feature in the proposed methods is that they use concepts and algorithms from

graph theory. The proposed methods are also fully automated and software for the pro-

posed methods can be accessed at the link z.umn.edu/PDAC.

5.2 Future Research

5.2.1 System Decomposition for Distributed Fault Detection

The FST2 and PDACT2 methods are guaranteed to select a feasible near optimal decom-

position for distributed fault detection if multiple T 2 tests are used for distributed fault

detection as described in section 2.1. The PDACT2/FST2 decomposition can also be used

to implement a different fault detection method in the distributed configuration. However,
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it is possible that the PDACT2/FST2 decomposition may not be near optimal in this case

particularly if the optimal decomposition depends strongly on the distributed fault detec-

tion method and if the fault detection method does not share any similarity with the T 2

test. Therefore, there is a need to compare the detection performance of the decomposition

selected using PDACT2 or FST2 with the decompositions selected using PDAC or FSDFD

when different fault detection methods are implemented in the distributed configuration.

This will help identify the distributed fault detection methods for which PDACT2/FST2

are unable to find a near optimal decomposition. Another approach for addressing this

limitation of PDACT2/FST2 would be to derive quick to compute analytic expressions for

evaluating the detection performance of other fault detection methods (such as the mul-

tivariate exponentially weighted moving average chart [73] and the generalized variance

test [74]) and use these expressions in modified versions of PDACT2 and FST2.

Possible randomized algorithms for generating the faulty data in PDAC and the fault di-

rections in PDACT2 are described in the case study on TEP. However, there is scope for

comparing the performance of PDAC/PDACT2 when different randomized algorithms are

used to generate the faulty data and the fault directions so that the best randomized algo-

rithms can be identified.

5.2.2 Improving the EFSDPR Method

The EFSDPR method still requires a significant number of simulations of a pattern recog-

nition method in its sensor selection stage particularly if the number of sensors in the

system is very large. Most of the computation time of EFSDPR is due to these simula-

tions. Therefore, the computation time of EFSDPR can be significantly reduced if a quick

to compute metric is used to evaluate the performance of different sensor sets in the sensor

selection stage instead of an estimate of the MCR that is calculated by simulating a pattern
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recognition method. A possible area for future research would be to find such a metric that

can be computed quickly and that correlates well with the MCR.

5.2.3 System Decomposition for Implementing Analytical Methods in

the Distributed Configuration

Unlike data-driven methods, which only use noisy process measurements for fault detec-

tion and diagnosis, analytical or model-based monitoring methods incorporate physical

understanding of the process in the detection and diagnosis of faults by using both pro-

cess measurements and a first principles mathematical model of the process. Therefore,

when a detailed and accurate mathematical model of the process is available, analytical

methods may outperform data-driven methods. Analytical methods generate residuals

that check the consistency between process measurements and the process model. For a

large-scale process, implementing an analytical monitoring method in a centralized con-

figuration could be computationally expensive and may not be feasible [5, 75]. Therefore,

analytical monitoring methods have been implemented in a distributed configuration in a

number of works [75–78]. A possible direction for future research is to modify and apply

one of the proposed methods (like PDAC or EFSDPR) to find a near optimal decompo-

sition for implementing a distributed analytical monitoring method. It is possible that a

modified version of one of the proposed methods could outperform existing decomposi-

tion methods for distributed analytical monitoring (like [79, 80]) or at least incorporate

constraints that are not incorporated in the existing methods.

120



Bibliography

[1] Venkat Venkatasubramanian, Raghunathan Rengaswamy, Kewen Yin, and Surya N
Kavuri. A review of process fault detection and diagnosis part I: Quantitative model-
based methods. Comput. Chem. Eng., 27(3):293–311, 2003.

[2] M. Blanke, M. Kinnaert, J. Lunze, and M. Staroswiecki. Diagnosis and Fault-
Tolerant Control. Springer, Berlin, 2016.

[3] Leo H Chiang, Evan L Russell, and Richard D Braatz. Fault Detection and Diagnosis
in Industrial Systems. Springer, London; New York, 2001.

[4] Venkat Venkatasubramanian, Raghunathan Rengaswamy, and Surya N. Kavuri. A
review of process fault detection and diagnosis part II: Qualitative models and search
strategies. Comput. Chem. Eng., 27(3):313–326, 2003.

[5] Venkat Venkatasubramanian, Raghunathan Rengaswamy, Surya N Kavuri, and
Kewen Yin. A review of process fault detection and diagnosis part III: Process his-
tory based methods. Comput. Chem. Eng., 27(3):327–346, 2003.

[6] Rolf Isermann. Fault-Diagnosis Systems : An Introduction from Fault Detection to
Fault Tolerance. Springer, Berlin, 2006.

[7] Robert L Mason and John C Young. Multivariate Statistical Process Control with
Industrial Applications. SIAM, Philadelphia, 2002.

[8] S Joe Qin. Survey on data-driven industrial process monitoring and diagnosis. Annu.
Rev. Control., 36(2):220–234, 2012.

[9] Zhiqiang Ge, Zhihuan Song, and Furong Gao. Review of recent research on data-
based process monitoring. Ind. Eng. Chem. Res., 52(10):3543–3562, 2013.

[10] Cynthia A Lowry and Douglas C Montgomery. A review of multivariate control
charts. IIE Trans., 27(6):800–810, 1995.

[11] Harold Hotelling. The generalization of student’s ratio. Ann. Math. Stat., 2(3):360–
378, 1931.

[12] T. W. Anderson. An Introduction to Multivariate Statistical Analysis. Wiley, New
York, 1984.

121



[13] Sotiris Bersimis, John Panaretos, and Stelios Psarakis. Multivariate statistical pro-
cess control charts and the problem of interpretation: a short overview and some
applications in industry. In Proceedings of the 7th Hellenic European Conference on
Computer Mathematics and its Applications, Athens Greece, pages 1–6, 2005.

[14] Carlos F Alcala and S Joe Qin. Reconstruction-based contribution for process mon-
itoring. Automatica, 45(7):1593–1600, 2009.

[15] Sotiris Bersimis, Aggeliki Sgora, and Stelios Psarakis. Methods for interpreting
the out-of-control signal of multivariate control charts: A comparison study. Qual.
Reliab. Eng. Int., 33(8):2295–2326, 2017.

[16] Leo H Chiang, Evan L Russell, and Richard D Braatz. Fault diagnosis in chemical
processes using fisher discriminant analysis, discriminant partial least squares, and
principal component analysis. Chemom. Intell. Lab. Syst., 50(2):243–252, 2000.

[17] Leo H Chiang, Mark E Kotanchek, and Arthur K Kordon. Fault diagnosis based
on fisher discriminant analysis and support vector machines. Comput. Chem. Eng.,
28(8):1389–1401, 2004.

[18] Seongmin Heo and Jay H Lee. Fault detection and classification using artificial
neural networks. IFAC-PapersOnLine, 51(18):470–475, 2018.

[19] Prodromos Daoutidis, Andrew Allman, Shaaz Khatib, Manjiri A Moharir, Matthew J
Palys, Davood Babaei Pourkargar, and Wentao Tang. Distributed decision making
for intensified process systems. Curr. Opin. Chem. Eng., 25:75–81, 2019.

[20] Lijia Luo, Man Xu, Shiyi Bao, Jianfeng Mao, and Chudong Tong. Improvements to
the T 2 statistic for multivariate fault detection. Ind. Eng. Chem. Res., 58(45):20692–
20709, 2019.

[21] Mihajlo Grbovic, Christopher R Dance, and Slobodan Vucetic. Sparse principal
component analysis with constraints. In Proceedings of the Twenty-Sixth AAAI Con-
ference on Artificial Intelligence, pages 935–941, 2012.

[22] Shaaz Khatib, Prodromos Daoutidis, and Ali Almansoori. System decomposition
for distributed multivariate statistical process monitoring by performance driven ag-
glomerative clustering. Ind. Eng. Chem. Res., 57(24):8283–8298, 2018.

[23] Kaushik Ghosh, Yew Seng Ng, and Rajagopalan Srinivasan. Evaluation of decision
fusion strategies for effective collaboration among heterogeneous fault diagnostic
methods. Comput. Chem. Eng., 35(2):342–355, 2011.

[24] Zhiqiang Ge, Muguang Zhang, and Zhihuan Song. Nonlinear process monitoring
based on linear subspace and bayesian inference. J. Process Control, 20(5):676–
688, 2010.

122



[25] Zhiqiang Ge and Zhihuan Song. Distributed PCA model for plant-wide process
monitoring. Ind. Eng. Chem. Res., 52(5):1947–1957, 2013.

[26] S Joe Qin, Sergio Valle, and Michael J Piovoso. On unifying multiblock analysis
with application to decentralized process monitoring. J. Chemom., 15(9):715–742,
2001.

[27] Qingchao Jiang, Xuefeng Yan, and Biao Huang. Performance-driven distributed
PCA process monitoring based on fault-relevant variable selection and bayesian in-
ference. IEEE Trans. Ind. Electron., 63(1):377–386, 2016.

[28] Mengyu Rong, Hongbo Shi, and Shuai Tan. Large-scale supervised process monitor-
ing based on distributed modified principal component regression. Ind. Eng. Chem.
Res., 58(39):18223–18240, 2019.

[29] Ying Tian, Heng Yao, and Zeqiu Li. Plant-wide process monitoring by using
weighted copula–correlation based multiblock principal component analysis ap-
proach and online-horizon bayesian method. ISA Trans., 96:24–36, 2020.

[30] Shaaz Khatib and Prodromos Daoutidis. Optimal feature selection for distributed
data-driven process monitoring. Ind. Eng. Chem. Res., 59(6):2307–2317, 2019.

[31] Shaaz Khatib and Prodromos Daoutidis. Application of graph theory and filter based
variable selection methods in the design of a distributed data-driven monitoring sys-
tem. Manuscript submitted for publication. 2020.

[32] Shaaz Khatib and Prodromos Daoutidis. Generating optimal overlapping subsystems
for distributed statistical fault detection subject to constraints. J. Process Contr.,
80:143–151, 2019.

[33] Brian Siegfried Lindner. Exploiting Process Topology for Optimal Process Monitor-
ing. PhD thesis, Stellenbosch University, 2014.

[34] Jinlin Zhu, Zhiqiang Ge, and Zhihuan Song. Distributed parallel PCA for modeling
and monitoring of large-scale plant-wide processes with big data. IEEE Trans. Ind.
Informat., 13(4):1877–1885, 2017.

[35] Chen Xu, Shunyi Zhao, and Fei Liu. Distributed plant-wide process monitoring
based on PCA with minimal redundancy maximal relevance. Chemom. Intell. Lab.
Syst., 169:53–63, 2017.

[36] Qingchao Jiang, Bei Wang, and Xuefeng Yan. Multiblock independent component
analysis integrated with hellinger distance and bayesian inference for non-gaussian
plant-wide process monitoring. Ind. Eng. Chem. Res., 54(9):2497–2508, 2015.

[37] Jian Huang and Xuefeng Yan. Double-step block division plant-wide fault detection
and diagnosis based on variable distributions and relevant features. J. Chemom.,
29(11):587–605, 2015.

123



[38] Shaaz Khatib and Prodromos Daoutidis. Multiple hotellings T 2 tests for distributed
fault detection of large-scale systems. Comput. Chem. Eng., 136:106807, 2020.

[39] Girish Chandrashekar and Ferat Sahin. A survey on feature selection methods. Com-
put. Chem. Eng., 40(1):16–28, 2014.

[40] James J Downs and Ernest F Vogel. A plant-wide industrial process control problem.
Comput. Chem. Eng., 17(3):245–255, 1993.

[41] Joe H Ward Jr. Hierarchical grouping to optimize an objective function. J. Am. Stat.
Assoc., 58(301):236–244, 1963.

[42] Mark EJ Newman. Modularity and community structure in networks. Proc. Natl.
Acad. Sci. U.S.A., 103(23):8577–8582, 2006.
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Appendix A

Some Definitions from Graph Theory

• Undirected Graph: An undirected graph G is a set of vertices linked by a set of
edges with none of the edges having any specific orientation. A vertex weighted
undirected graph is one in which each vertex is assigned a weight. An example of
a vertex weighted undirected graph is given in Figure A.1. The set of vertices is
{1,2,3,4,5} and the set of edges is {(1,4),(2,3),(2,4),(3,4)} in the example. The
weight assigned to vertex i is wi in Figure A.1.

• Neighborhood: A vertex is a neighbor of another vertex if there is an edge directly
linking the two vertices. The set of neighbors of a vertex is its neighborhood. For
example, vertex 3 is a neighbor of vertex 2 in Figure A.1 and the neighborhood of
vertex 2 is {3,4}.

• Degree: The degree of a vertex is the cardinality of its neighborhood. The degree
of vertex 2 in the example graph is 2.

• Adjacency Matrix: An undirected graph can be encoded in a square binary sym-
metric matrix called the adjacency matrix. The number of rows of the adjacency
matrix is the number of vertices in the graph. A vertex directly links vertices i and j
if and only if A(i, j) = 1.

• Complement of a Graph: The undirected graph G′ is a complement of G if G′ has
the same vertex set as G and an edge directly links two vertices in G′ if and only if
an edge does not directly link the same two vertices in G. The complement of the
undirected graph of Figure A.1 is shown in Figure A.2.

• Induced Subgraph: GS is an induced subgraph of G if the vertex set of GS is a
non-empty subset of the vertex set of G and if an edge links any two vertices in GS
if and only if an edge links the same two vertices in G. The subgraph of G induced
by a vertex set VS is the induced subgraph with vertex set VS.

• Path: It is a distinct sequence of edges which link a distinct sequence of vertices in
a graph.
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• Connected Component: The connected component of an undirected graph G is an
induced subgraph of G in which there is a path between every two vertices of the
subgraph and there is no path in G between any one vertex of the subgraph and any
one of the remaining vertices of G. The Figure A.1 graph can be partitioned into 2
connected components with vertex sets {1,2,3,4} and {5} respectively.

• Clique: A clique is a subset of the vertices of a graph such that an edge directly
links every pair of vertices in the subset. Vertices 2, 3 and 4 form a clique in the
example graph of Figure A.1.

• Independent Set: An independent set is a subset of the vertices of a graph such that
there is no edge linking any of the vertices in the subset. Vertices 2, 3 and 4 form
an independent set in the complement graph of Figure A.2. A set of vertices form a
clique in a graph if and only if the same set of vertices form an independent set in
the complement of the graph.

• Maximum Clique: The maximum clique of a graph is a clique with the largest
number of vertices. The maximum weight clique of a graph is a clique whose ver-
tices have the maximum sum of vertex weights. The clique {2,3,4} is the maximum
weight clique of the example graph of Figure A.1.

• Clique Covering: It is a set of cliques of G such that each vertex of G is a member
of at least one of the cliques. The cliques {1,4}, {2,3,4} and {5} form a clique
covering in the example graph of Figure A.1.

• Clique Covering Number: The clique covering number of a graph is the minimum
number of cliques that a graph can be partitioned into. The clique covering number
of the example graph of Figure A.1 is 3.

• Minimum Clique Covering: A minimum clique covering is a clique covering in
which the number of cliques is equal to the clique covering number. The cliques
{1,4}, {2,3,4} and {5} also form a minimum clique covering in the example graph
of Figure A.1.

• Graph Coloring: A graph coloring is a partition of the vertices of a graph into
independent sets. The vertices in the same independent set of a graph coloring are
given the same label or ‘color’. The independent sets {1}, {2,3,4} and {5} form a
graph coloring in the complement graph of Figure A.2.

• Chromatic Number: The chromatic number of a graph is the minimum number of
independent sets that the graph can be partitioned into. The clique covering number
of a graph is equal to the chromatic number of its complement graph. An optimal
graph coloring of a graph is a graph coloring in which the number of independent
sets is equal to the chromatic number.

130



• Clustering: Allocating objects into different potentially overlapping groups so that
the objects within the same group are more similar with respect to some measure
relative to objects from different groups. An objective of clustering in graph theory
is to allocate the vertices to different groups so that the number of edges linking ver-
tices within the same group is high relative to the number of edges linking vertices
from different groups.

• Agglomerative Clustering: It is a class of algorithms in which clusters are itera-
tively merged at each step such that the constituents of each cluster are maximally
similar with respect to a certain desired characteristic.

Figure A.1: Example of a vertex weighted undirected graph.

Figure A.2: Complement of the graph of Figure A.1
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Appendix B

Description/Pseudocode of Methods and
Algorithms

B.1 Two Stage Division of the Distributed Implementa-
tion of the T 2 Test in PDAC

The two stage division of the simulation of the distributed implementation of the T 2 test
for applying PDAC is described using pseudocode in Algorithms 1, 2 and 3.

Algorithm 1 Stage 1 of the distributed implementation of the T 2 test in PDAC
1: procedure T2STAGE1(S j,R,XF ,α,n)
2: The input XF is a NF ×m matrix representing the faulty dataset where NF is the

number of multivariate samples in the faulty dataset XF . The element XF(k, i) is a
measurement/sample from the ith sensor in the kth multivariate sample of the faulty
dataset.

3: m j = |S j|
4: Define a m j×m j matrix R j with R j(i1, i2) = R(S j(i1),S j(i2)) ∀i1, i2 ∈ [1...m j]

5: Rinv = R−1
j

6: T 2
threshold =

m j(n−1)
n−m j

Fα(m j,n−m j)

7: Define a vector LFD with NF elements in which all the elements are initially set
equal to zero. LFD contains the local fault decisions of subsystem S j for the samples
in XF .

8: for k = 1 to NF do
9: Define a m j×1 vector x with x(i) = XF(k,S j(i)) ∀i ∈ [1...m j]

10: T 2 = xT Rinvx . Algorithm continues on the next page
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Algorithm 2 Stage 1 of the distributed implementation of the T 2 test in PDAC (cont.)

11: if T 2 > T 2
threshold then

12: LFD(k) = 1
13: end if
14: end for
15: return LFD

16: end procedure

Algorithm 3 Stage 2 of the distributed implementation of the T 2 test in PDAC
1: procedure T2STAGE2(LFDtest)
2: The input LFDtest is a NF ×B matrix whose jth column is the vector LFD cal-

culated using the T2STAGE1 function i.e. the jth column contains the local fault
decisions of the jth subsystem of the decomposition whose MDR is to be calculated.

3: count = 0
4: for k = 1 to NF do
5: for j = 1 to B do
6: if LFDtest(k, j) = 1 then
7: count = count +1
8: break
9: end if

10: end for
11: end for
12: MDR = 1− count

NF

13: return MDR

14: end procedure
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B.2 Pseudocode of the Fine Tuning Procedure of TABU-
COL

The fine tuning procedure of the TABUCOL algorithm is described in Algorithms 4, 5 and
6.

Algorithm 4 TABUCOL algorithm
1: procedure TABUCOL(DI,A,Nlim,ρ1)
2: . ρ1 is the number of iterations for which no reduction in the

magnitude of constraint violation will be tolerated in the fine tuning procedure before
it is brought to an end

3: mA = No. of rows in A

4: AC = 1mA×mA−A . 1mA×mA is a mA×mA matrix of ones.
5: B = |DI| . Number of subsystems
6: DF = /0 . The set DF represents the feasible decomposition output by this

function. Its jth element is the set of sensors in its jth subsystem. If DF is an empty
set, then this means that no feasible decomposition can be generated by the function.

7: for i = 1 to mA do
8: NBRSi = {i1 | i1 ∈ [1...mA],AC(i, i1) = 1} . NBRSi is the set of neighbors of

sensor i in the complement graph
9: end for

10: Define a mA× 1 vector SUB whose ith element is the index of the subsystem to
which sensor i belongs in DI i.e. SUB(i) = j if i ∈ DI( j)

11: Nit
1 = 1 . Iteration number

12: Nit
2 = 0 . Number of iterations for which there has been no reduction in the

magnitude of constraint violation
13: Define a mA×B matrix T where T (i, j) is the iteration number until which sensor

i cannot be moved to subsystem j in the algorithm. T is initially a matrix of zeros.
14: Define a mA × B matrix C where C(i, j) is the number of cannot-link con-

straints between sensor i and the sensors of the jth subsystem of DI i.e. C(i, j) =

∑i1∈DI( j)AC(i, i1) ∀i ∈ [1...mA], ∀ j ∈ [1...B].
15: MCV = 0 . Magnitude of constraint violation of DI

16: . Algorithm continues on next page

134



Algorithm 5 TABUCOL algorithm (cont.)
17: for j = 1 to B do
18: ∆N( j) = max{ |DI( j)|

Nlim
−1,0}

19: MCV = MCV +∆N( j)+0.5∑i1∈DI( j)∑i2∈DI( j)AC(i1, i2)

20: end for
21: MCVmin = MCV

22: while Nit
2 < ρ1 do

23: MCV cand
min = ∞

24: for i = 1 to mA do
25: s = SUB(i)

26: if C(i,s) 6= 0 or ∆N(s)> 0 then . A sensor will be shifted out of its
subsystem only if it is responsible for a constraint violation in its original subsystem

27: for j ∈ [1...B]\ s do
28: MCV cand = MCV + C(i, j) − C(i,s) + max{ |DI( j)|+1

Nlim
− 1,0} +

max{ |DI(s)|−1
Nlim

−1,0}−∆N(s)−∆N( j) . MCV cand

is the magnitude of constraint violation of the decomposition generated when sensor
i is shifted from subsystem s of DI to subsystem j

29: if MCV cand = 0 then
30: MCV cand

min = 0
31: iopt = i

32: jopt = j

33: break
34: end if
35: if MCV cand < MCV cand

min AND (MCV cand < MCVmin OR T (i, j) <

Nit
1 ) then

36: MCV cand
min = MCV cand

37: iopt = i

38: jopt = j

39: end if
40: end for
41: end if
42: if MCV cand

min = 0 then
43: break . Algorithm continues on next page
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Algorithm 6 TABUCOL algorithm (cont.)
44: end if
45: end for
46: if MCV cand

min = ∞ then
47: return /0

48: end if
49: DI( jopt) = DI( jopt)∪{iopt}
50: DI(SUB(iopt)) = DI(SUB(iopt))\{iopt}
51: MCV = MCV cand

min

52: if MCV = 0 then
53: DF = DI

54: return DF

55: end if
56: if MCV < MCVmin then
57: MCVmin = MCV

58: Nit
2 = 0

59: else
60: Nit

2 = Nit
2 +1

61: end if
62: for i ∈ NBRSiopt do
63: C(i,SUB(iopt)) =C(i,SUB(iopt))−1
64: C(i, jopt) =C(i, jopt)+1
65: end for
66: ∆N( jopt) = max{ |DI( jopt)|

Nlim
−1,0}

67: ∆N(SUB(iopt)) = max{ |DI(SUB(iopt))|
Nlim

−1,0}
68: Generate a random integer r from 1 to 10
69: T (iopt ,SUB(iopt)) = Nit

1 + round(0.6MCV −1+ r)

70: SUB(iopt) = jopt

71: Nit
1 = Nit

1 +1
72: end while
73: end procedure
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B.3 Steps of the Agglomerative Clustering Algorithm
The steps of the agglomerative clustering algorithm in PDAC when the distributed imple-
mentation of the T 2 test is used for fault detection are given below.

1. Set B = m, where B is number of subsystems in the current initial decomposition.
In the initial decomposition (Dinitial), each sensor is its own subsystem:

Dinitial = {S j | j ∈ [1...B]} (B.1)

where the subsystems are indexed as j ∈ [1...B] and S j = { j} is a set containing the
sensors in subsystem j. Dinitial is one of the decompositions output by the algorithm.
If Nlim = 1 or A is an identity matrix, then the algorithm stops at this step.

2. Simulate T2STAGE1 for each of the B subsystems of the initial decomposition and
store the calculated LFD in the NF ×B matrix LFDinitial . For example, the LFD of
subsystem j for the NF faulty samples are calculated by simulating T2STAGE1 for
subsystem S j and are stored in the jth column of LFDinitial .

3. The faulty samples are indexed as k ∈ [1...NF ]. Define a set Fundecided containing the
indices of the faulty samples that are detected by less than 3 subsystems in Dinitial
i.e.

Fundecided = {k |
B

∑
j=1

LFDinitial(k, j)< 3} (B.2)

Fundecided contains Nundecided faulty samples. The samples not in Fundecided are guar-
anteed to be detected by every candidate decomposition generated by merging two
subsystems of the current initial decomposition.

4. Candidate subsystems are formed by merging two of the subsystems of the initial
decomposition. Each candidate subsystem is represented by the ordered pair ( j1, j2)
(with j2 > j1) where subsystems j1 and j2 are merged to form the candidate sub-
system. Find the set of feasible candidate subsystems CS:

CS = {( j1, j2) | j1 ∈ [1...B], j2 ∈ [1...B], j2 > j1,A( j1, j2) = 1} (B.3)

Each candidate subsystem is also indexed by a single number p ∈ [1...Ncand] where
Ncand is the number of feasible candidate subsystems in CS. Candidate subsystems
with smaller values of j1 are given a smaller index. If candidate subsystems have
equal values of j1, then the candidate subsystem with the smaller value of j2 is given
the smaller index.

5. Define an NF ×Ncand matrix LFDcand . Simulate T2STAGE1 for each of the can-
didate subsystems in CS and store the calculated LFD in LFDcand . For example,
the LFD of candidate subsystem p for the NF faulty samples are stored in the pth

column of LFDcand .
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6. A candidate decomposition consists of a candidate subsystem ( j1, j2) and the sub-
systems of the initial decomposition excluding subsystems j1 and j2. A candidate
decomposition is represented by the ordered pair of the candidate subsystem it con-
tains. Find the MDRs of all the candidate decompositions in CS. To find the MDR
of a candidate decomposition ( j1, j2), define an Nundecided× (B−1) matrix LFDtest .
The first column of LFDtest is filled by the LFD of the candidate subsystem ( j1, j2)
for the faulty samples in Fundecided taken from the pth column of LFDcand . The re-
maining columns of LFDtest are filled by the LFD of the subsystems of the initial
decomposition, excluding subsystems j1 and j2, for the faulty samples in Fundecided
taken from the matrix LFDinitial . Simulate T2STAGE2 using LFDtest to calculate
the MDR of the candidate decomposition.

7. Find the candidate decomposition with the lowest MDR. The candidate decomposi-
tion popt formed by merging subsystems jopt

1 and jopt
2 has the lowest MDR. Update

Dinitial:

Dinitial = {S jopt
1
∪S jopt

2
,S1,S2, · · · ,S jopt

1 −1,S jopt
1 +1, · · · ,S jopt

2 −1,S jopt
2 +1, · · · ,SB}

(B.4)
Dinitial is output by the algorithm.

8. Set B = B−1. The index of subsystem S jopt
1
∪S jopt

2
in the initial decomposition is set

equal to 1 and the remaining subsystems of the initial decomposition are re-indexed
using the following rules:

S j−1 = S j if j > jopt
2

S j = S j if jopt
1 < j < jopt

2

S j+1 = S j if j < jopt
1

9. Update the matrix LFDinitial . Remove columns jopt
1 and jopt

2 of LFDinitial without
changing the order of the remaining columns. Append the pth

opt column of LFDcand
to the first column of LFDinitial .

10. Repeat step 3 for the new initial decomposition.

11. Delete the LFD of the candidate subsystems formed by merging either subsys-
tem jopt

1 or subsystem jopt
2 with another subsystem of the initial decomposition in

the previous iteration from LFDcand . Therefore the set of candidate subsystems
(CSdelete) whose LFD are deleted from LFDcand is:

CSdelete = {( jd
1 , jd

2) | ( jd
1 , jd

2) ∈CS, jd
1 = jopt

1 or jd
1 = jopt

2 or jd
2 = jopt

1 or jd
2 = jopt

2 }
(B.5)
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12. Update the set CS for the new initial decomposition.

CS = {( j1, j2) | j1 ∈ [1...B], j2 ∈ [1...B], j2 > j1,

∑
i1,i2∈S j1∪S j2

A(i1, i2) = (m j1 +m j2)
2,m j1 +m j2 ≤ Nlim} (B.6)

The number of sensors in the subsystem j is m j. The candidate subsystems in CS
are indexed using the rules described in step 4. If the set CS is empty go directly to
step 15. Otherwise, go to the next step.

13. Let CS1 be the set of candidate subsystems in CS formed by merging subsystem 1
with another subsystem of the initial decomposition.

CS1 = {(1, j) | (1, j) ∈CS} (B.7)

Nsim is the number of elements in the set CS1. Simulate T2STAGE1 for each of the
candidate subsystems in CS1 and append the calculated LFD to the first column of
LFDcand so that the first Nsim columns of LFDcand are the LFD of the candidate
subsystems in CS1 and the LFD of a candidate subsystem with a smaller index is the
column of LFDcand with a smaller index.

14. Repeat steps 6-13 and stop when either B = 2 in step 8 or when CS is empty in step
12. If B = 2 and if all the elements of the matrix A are 1, then the decomposition
with a single subsystem containing all the sensors is also output by the algorithm. If
B = 2, then the algorithm stops in this step.

15. No feasible candidate decompositions can be generated by merging subsystems of
the initial decomposition at this stage. If there is a possibility of the dead end in the
algorithm being premature, then go to the next step. Otherwise, the algorithm ends
at this step.

16. The set of infeasible candidate subsystems formed by merging two subsystems of
the initial decomposition is:

CS = {( j1, j2) | j1 ∈ [1...B], j2 ∈ [1...B], j2 > j1} (B.8)

The candidate subsystems are indexed by p ∈ [1...Ncand] using the rules described
in step 4. Ncand is the number of candidate subsystems in CS.

17. Repeat steps 5 and 6.

18. Find the candidate decomposition with the lowest MDR. The candidate decomposi-
tion popt formed by merging subsystems jopt

1 and jopt
2 has the lowest MDR. Update

Dinitial using Equation (B.4). Apply the fine tuning procedure of TABUCOL de-
scribed in Algorithm 4, 5 and 6 using Dinitial , A and Nlim as inputs. If a feasible
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decomposition is generated, then the feasible decomposition is output by the algo-
rithm. If no feasible decomposition is generated, then the agglomerative clustering
algorithm comes to an end.

19. Repeat steps 8-11.

20. Repeat step 16 followed by step 13 and then step 6.

21. Repeat steps 18-20 until the algorithm comes to an end.
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B.4 Steps of the Fine Tuning Algorithm
The steps of the fine tuning algorithm in PDAC when the distributed implementation of
the T 2 test is used for fault detection are given below.

1. Consider a system with m sensors indexed as i ∈ [1...m]. The algorithm is applied
to a feasible decomposition of the sensors into B subsystems indexed as j ∈ [1...B].
This initial decomposition Dinitial is represented by the sets {S j | j ∈ [1...B]}. The
set S j contains the indices of the sensors in subsystem j and m j is the number of
sensors in S j. Let η and ζ be the poor performance constraint threshold and the
stopping criterion threshold respectively.

2. Simulate T2STAGE1 for each of the B subsystems of the initial decomposition and
store the calculated LFD in the NF ×B matrix LFDinitial . For example, the LFD of
subsystem j for the NF faulty samples are calculated by simulating T2STAGE1 for
subsystem j and are stored in the jth column of LFDinitial .

3. Calculate the MDR of Dinitial (MDRinitial) by simulating T2STAGE2 using LFDinitial .
Let Dopt be the decomposition with the lowest MDR (MDRopt). Initially set MDRopt =
MDRinitial and Dopt = Dinitial .

4. The faulty samples are indexed as k ∈ [1...NF ]. Define a set Fundecided containing the
indices of the faulty samples detected by less than 3 subsystems in Dinitial i.e.

Fundecided = {k |
B

∑
j=1

LFDinitial(k, j)< 3} (B.9)

The samples not in Fundecided will be detected by every candidate decomposition
generated by shifting a sensor from one subsystem of the initial decomposition to
another. Let Nundecided be the number of faulty samples in Fundecided .

5. Define a set MVBC containing sensors which are not the only constituents of their
subsystems in the initial decomposition.

MVBC = {i | i ∈ [1...m],S j 3 i, |S j| 6= 1} (B.10)

Sensors not included in the set MVBC cannot be shifted to generate candidate de-
compositions in the current iteration.

6. Let MVperm be the set of sensors that have been permanently shifted. MVperm is set
equal to an empty set.

7. A candidate decomposition is generated in an iteration of the algorithm by shifting
a sensor from its current subsystem to another subsystem provided the shift is fea-
sible. Define a m element set PM containing the set of feasible shifts in the current
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iteration. The ith element of PM is a set PMi containing the set of subsystems that
sensor i can be shifted to from its current subsystem pi.

PM = {PMi | i ∈ [1...m]} (B.11)

PMi =

{
{ j | j ∈ [1...B], j 6= pi,∑i1∈S j A(i, i1) = m j,m j < Nlim}, if i ∈MVBC

/0, otherwise
(B.12)

Each subsystem in PMi is given an additional membership index q∈ [1...Nci] (where
Nci is the number of subsystems in PMi) based on its order in the PMi i.e. the
subsystem whose index j is the qth smallest index in PMi is given an additional
index q for its membership in the set PMi.

8. Let MV be the set of sensors that will be shifted in the current iteration.

MV = {i | i ∈ [1...m],PMi 6= /0} (B.13)

If MV is empty, then the algorithm stops at this step.

9. Candidate subsystems are generated when sensors are shifted from their current
subsystem in the initial decomposition to other subsystems. Define NF × (Nci +1)
matrices LFDcand

i ∀i ∈ MV . The LFD of the candidate subsystems are calculated
by simulating T2STAGE1 and are stored in the matrices LFDcand

i . For example, the
LFD of the candidate subsystem generated when sensor i is shifted out of its current
subsystem pi are stored in the first column of LFDcand

i . The LFD of the candidate
subsystem generated when sensor i is shifted to subsystem j with membership index
q are stored in the (1+q)th column of LFDcand

i .

10. A candidate decomposition that is generated by shifting sensor i ∈MV from its cur-
rent subsystem pi to the subsystem j ∈ PMi with membership index q ∈ [1...Nci] is
represented by the ordered pair (i, j). Find the MDRs of all the candidate decompo-
sitions generated in the current iteration. To find the MDR (MDR(i, j)) of a candidate
decomposition (i, j), define an Nundecided ×B matrix LFDtest for the candidate de-
composition (i, j). The first column of LFDtest is filled by the LFD of the candidate
subsystem generated when sensor i is shifted out of its current subsystem pi for the
faulty samples in Fundecided taken from the first column of LFDcand

i . The second
column of LFDtest is filled by the LFD of the candidate subsystem generated when
sensor i is shifted to subsystem j (with membership index q in PMi) for the faulty
samples in Fundecided taken from the (1+ q)th column of LFDcand

i . The remaining
columns of LFDtest are filled by the LFD of the subsystems of the initial decompo-
sition, excluding subsystems pi and j, for the faulty samples in Fundecided taken from
the matrix LFDinitial . The value of MDR(i, j) is:

MDR(i, j) =
Nundecided

NF
MDRtest (B.14)
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MDRtest = T 2STAGE2(LFDtest) (B.15)

11. Find the candidate decomposition (iopt , jopt) with the lowest MDR (MDR(iopt , jopt)).

12. Define a m element set DM. The ith element of DM is a set DMi that contains
the indices of subsystems such that shifts of sensor i to these subsystems generate
candidate decompositions that perform poorly.

DM = {DMi | i ∈ [1...m]} (B.16)

DMi =

{
{ j | j ∈ PMi, j 6= piopt , j 6= jopt ,

MDR(i, j)−MDRinitial
MDRinitial

> η}, if i ∈MV
/0, otherwise

(B.17)

13. Update Dinitial by shifting sensor iopt from subsystem piopt to subsystem jopt i.e.
Spiopt

= Spiopt
\{iopt} and S jopt = S jopt ∪{iopt}. Set MDRinitial = MDR(iopt , jopt).

14. If MDRinitial−MDRopt
MDRopt

> ζ, then the algorithm stops at this step.

15. If MDRinitial < MDRopt , then set Dopt = Dinitial and MDRopt = MDRinitial .

16. Update LFDinitial . Column piopt of LFDinitial is replaced by column 1 of LFDcand
iopt

.
Column jopt of LFDinitial is replaced by column 1+qopt of LFDcand

iopt
where qopt is

the membership index of subsystem jopt .

17. Repeat step 4.

18. Update MVperm by adding the sensor iopt to it.

19. Update MVBC:

MVBC = {i | i ∈ [1...m],S j 3 i, |S j| 6= 1}\MVperm (B.18)

20. Set PMold = PM. After this update the set PM:

PM = {PMi | i ∈ [1...m]} (B.19)

PMi =


{ j | j ∈ [1...B], j 6= pi,

∑i1∈S j A(i, i1) = m j,m j < Nlim, j /∈ DMi}, if i ∈MVBC

/0, otherwise
(B.20)

21. Set MVold = MV . Repeat step 8 to update MV. The algorithm stops if MV is empty.

22. Update the matrices LFDcand
i . Define sets Idelete = MVold \MV , Icommon = MV ∩

MVold and Iadd = MV \MVold . Delete LFDcand
i ∀i ∈ Idelete. For each sensor i ∈ Iadd ,
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define a NF × (Nci+1) matrix LFDcand
i . The LFD of the candidate subsystems that

are generated when sensor i ∈ Iadd is shifted from its current subsystem to other
subsystems are calculated by simulating T2STAGE1 and are stored in the matrix
LFDcand

i as was done in step 9. For each sensor i ∈ Icommon, define sets PMdelete =
PMold \PM and PMadd = PM \PMold . Delete the LFD of the candidate subsystems
generated when sensor i ∈ Icommon is shifted to a subsystem in PMdelete from the
matrix LFDcand

i . The LFD of the candidate subsystems that are generated when
sensor i∈ Icommon is shifted from its current subsystem to other subsystems in PMadd
are calculated by simulating T2STAGE1 and are appended to the matrix LFDcand

i
(with the position of the calculated LFD in the matrix LFDcand

i depending on the
membership indices of the subsystems). The LFD of each candidate subsystem
generated by shifting a sensor i ∈ MV either out of or into subsystem jopt or piopt

is calculated by simulating T2STAGE1 and stored in the appropriate position in the
matrix LFDcand

i .

23. Repeat steps 10-11.

24. Set DMold = DM. Update DM:

DMi =


{ j | j 6= piopt , j 6= jopt ,

( j ∈ PMi AND
MDR(i, j)−MDRinitial

MDRinitial
> η)

OR j ∈ DMold
i } if i ∈MV OR DMold

i 6= /0

/0, otherwise
(B.21)

25. Repeat steps 13-22.

26. Repeat steps 23-25 until the algorithm stops. The optimal decomposition Dopt is
output by the algorithm.
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B.5 Steps of the Forward Selection Algorithm (FSV1)
The steps of the FSV1 variant of the forward selection algorithm in PDAC when the dis-
tributed implementation of the T 2 test is used for fault detection are given below.

1. Consider a system with m sensors indexed as i ∈ [1...m]. The current initial decom-
position Dinitial is represented by the sets {S j | j ∈ [1...B]} where S j = Sguess

j ∀ j ∈
[1...B]. Each subsystem of the initial decomposition is given an index j ∈ [1...B].
The number of sensors in S j is m j. Let η and ζ be the poor performance constraint
threshold and the stopping criterion threshold respectively. Set Sadd

j = [1...m]\Sguess
j

∀ j ∈ [1...B].

2. Simulate T2STAGE1 for each of the B subsystems of the initial decomposition and
store the calculated LFD in the NF ×B matrix LFDinitial . For example, the LFD of
subsystem j for the NF faulty samples are calculated by simulating T2STAGE1 for
subsystem j and are stored in the jth column of LFDinitial .

3. Calculate the MDR of Dinitial (MDRinitial) by simulating T2STAGE2 using LFDinitial .
Let Dopt be the decomposition with the lowest MDR (MDRopt). Initially set MDRopt =
MDRinitial and Dopt = Dinitial .

4. The faulty samples are indexed as k ∈ [1...NF ]. Define a set Fundecided containing the
indices of the faulty samples detected by less than 2 subsystems in Dinitial i.e.

Fundecided = {k |
B

∑
j=1

LFDinitial(k, j)< 2} (B.22)

Let Nundecided be the number of faulty samples in Fundecided . The samples not in
Fundecided will be detected by every candidate decomposition generated by adding a
sensor to a subsystem of the initial decomposition.

5. A candidate subsystem is generated when a sensor i (in subsystem pi in the initial
decomposition) overlaps with (i.e. is placed in) subsystem j in the initial decom-
position. Each feasible sensor overlap is therefore represented by the ordered pair
(i, j). Define SO as the set of feasible sensor overlaps generated in the current itera-
tion:

SO = {(i, j) | j ∈ [1...B], i ∈ Sadd
j , ∑

i1∈S j

A(i, i1) = m j,m j < Nlim} (B.23)

If the set SO is empty, then the algorithm stops. The number of elements in the
set SO is Noverlap. Each sensor overlap in SO is also given a membership index
k ∈ [1...Noverlap] based on the order of sensor overlaps in the set SO i.e. the sensor
overlap with index k is represented by the kth ordered pair in the set SO.

145



6. Each candidate subsystem generated in the current iteration is also indexed by the
same ordered pair (i, j) and membership index k that is used to index the sensor over-
lap used to generate it. Therefore, SO is also the set of feasible candidate subsystems
generated in the current iteration. Define a NF ×Noverlap matrix LFDcand . The LFD
of the candidate subsystems in SO are calculated by simulating T2STAGE1 and are
stored in the matrix LFDcand . For example, the LFD of the candidate subsystem k
are stored in the kth column of LFDcand .

7. A candidate decomposition consists of a candidate subsystem (i, j)∈ SO and the re-
maining unmodified subsystems of the initial decomposition. Therefore, a candidate
decomposition is also indexed by the same ordered pair (i, j) and membership index
k that is used to index the candidate subsystem it contains. Find the MDRs of all the
candidate decompositions in the set CS generated in the current iteration. To find the
MDR (MDR(i, j)) of a candidate decomposition (i, j), define an Nundecided×B matrix
LFDtest for the candidate decomposition (i, j). The first column of LFDtest is filled
by the LFD of the candidate subsystem (i, j) for the faulty samples in Fundecided taken
from the kth column of LFDcand . The remaining columns of LFDtest are filled by
the LFD of the subsystems of the initial decomposition, excluding subsystem j, for
the faulty samples in Fundecided taken from the matrix LFDinitial . Calculate MDR(i, j)
using equations (B.14) and (B.15).

8. Find the candidate decomposition (iopt , jopt) with the lowest MDR (MDR(iopt , jopt)).
The membership index of this candidate decomposition is kopt .

9. Define a set DELper f that contains the membership indices of the sensor overlaps in
SO that will not be used to generate candidate decompositions in the next iteration
due to the poor performance of the candidate decompositions generated by these
overlaps in the current iteration.

DELper f = {k | k , (i, j) ∈ SO, j 6= jopt ,
MDR(i, j)−MDRinitial

MDRinitial
> η} (B.24)

Also define a set SOper f containing the ordered pairs of the sensor overlaps deleted
due to poor performance.

SOper f = {(i, j) | (i, j), k ∈ DELper f } (B.25)

10. Update Dinitial by placing sensor iopt in subsystem jopt i.e. S jopt = S jopt ∪{iopt}. Set
MDRinitial = MDR(iopt , jopt).

11. If MDRinitial−MDRopt
MDRopt

> ζ, then the algorithm stops at this step.

12. If MDRinitial < MDRopt , then set Dopt = Dinitial and MDRopt = MDRinitial .

13. Update LFDinitial . Column jopt of LFDinitial is replaced by column kopt of LFDcand .
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14. Repeat step 4.

15. Define a set DELconstr that contains the membership indices of the sensor overlaps
in SO that will not be used to generate candidate decompositions in the next iteration
since these decompositions will violate the imposed constraints.

DELconstr = {k | k , (i, jopt) ∈ SO, i 6= iopt ,A(i, iopt) 6= 1 OR m jopt = Nlim} (B.26)

16. Define a set DEL that contains the membership indices of the sensor overlaps in SO
that will not be used to generate candidate decompositions in the next iteration.

DEL = DELconstr∪DELper f ∪{kopt} (B.27)

17. Delete the columns with indices k ∈ DEL from the matrix LFDcand .

18. Update the set SO by deleting sensor overlaps with membership indices in the set
DEL from the set SO. Noverlap is now the number of elements in the updated set SO
and k is now the membership index used to represent sensor overlaps in the updated
set SO. The algorithm stops if the set SO is empty.

19. Update the matrix LFDcand . Define a set REC containing the membership indices
of the candidate subsystems in SO for which the LFD will have to be updated in the
matrix LFDcand .

REC = {k | k , (i, jopt) ∈ SO} (B.28)

The LFD of each candidate subsystem k ∈ REC (generated by placing sensor i in
subsystem jopt) are calculated by simulating T2STAGE1 and are stored in the kth

column of matrix LFDcand .

20. Repeat steps 7-8.

21. Define a set ADD containing the ordered pairs (i, j) of the sensor overlaps in the
set SOper f (i.e. the sensor overlaps that were earlier prohibited due to poor per-
formance) that will be allowed in the next iteration since there is a change in the
composition of subsystem j in the previous step.

ADD = {(i, jopt) | (i, jopt) ∈ SOper f } (B.29)

The candidate subsystems in ADD must also satisfy the imposed constraints.

ADD = {(i, j) | (i, j) ∈ ADD, ∑
i1∈S j

A(i, i1) = m j,m j < Nlim} (B.30)

Nadd is the cardinality of the set ADD. Update SOper f by removing the candidate
subsystems in ADD from it.
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22. Calculate the set DELper f using equation (B.24). Update SOper f by adding the
ordered pair of each candidate subsystem in DELper f to SOper f .

23. Repeat steps 10-17.

24. Update the set SO by first deleting sensor overlaps with membership indices in the
set DEL from the set SO and by adding the sensor overlaps from the set ADD to the
set SO. The last Nadd elements of the set SO are the ordered pairs taken from the set
ADD. Noverlap is now the number of elements in the updated set SO and k is now
the membership index used to represent sensor overlaps in the updated set SO. The
algorithm stops if the set SO is empty.

25. Append Nadd new columns to the end of the matrix LFDcand and then repeat step
19.

26. Repeat steps 20-25 until the algorithm stops. The optimal decomposition Dopt is
output by the algorithm.
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B.6 Steps of PDAC
The steps of PDAC when the distributed implementation of the T 2 test is used for fault
detection are provided below:

1. Set α = FARthreshold for the T2STAGE1 simulation and apply the agglomerative
clustering algorithm. The decompositions generated by the algorithm are repre-
sented as DB where B is the number of subsystems in the decomposition. The value
of B ranges from a certain minimum value Bmin (for which the algorithm can gener-
ate a feasible decomposition) to m (the number of sensors in the system).

2. Calculate the MDR of DB (MDRB) ∀B∈ [Bmin...Bmax] by simulating the T2STAGE1
and T2STAGE2 functions after setting α using the equation:

α = 1− (1−FARthreshold)
1
B (B.31)

3. Based on the value of Nlim, a user defined parameter, find the decompositions DB
with the Nlim smallest MDRs. Out of these decompositions, find the decomposition
with the largest number of subsystems (BFT ). This is the decomposition DFT

initial to
which the fine tuning algorithm is applied. For example, if Nlim = 3, then assume
D6, D7 and D8 are the decompositions generated by agglomerative clustering with
the 3 smallest MDRs MDR6, MDR7 and MDR8 respectively. D8 has the largest
number of subsystems out of these decompositions. Therefore, DFT

initial = D8. If the
user input Nlim > Bmax−Bmin +1, then set Nlim = Bmax−Bmin +1 and find BFT .

4. Apply the fine tuning algorithm using DFT
initial as the initial decomposition. Before

the algorithm is applied, the value of α in the T2STAGE1 simulation is set us-
ing equation (B.31) with B = BFT . The decomposition output by the fine tuning
algorithm is the decomposition DOD

initial to which the FSV1 variant of the forward
selection algorithm is applied.

5. Apply the FSV1 variant of the forward selection algorithm using the subsystems
of DOD

initial as the initial guess. The value of α in the T2STAGE1 simulations of the
forward selection algorithm is set using Equation (B.31) with B = BFT . The decom-
position output by the forward selection algorithm is the decomposition selected by
PDAC.

Remark B.1: The value of the input parameter Nlim in PDAC and PDACT2 is used to
select the number of subsystems in the decomposition. The decompositions output by
agglomerative clustering with the Nlim smallest MDRs are considered and the feasible
decomposition with the largest number of subsystems is selected to apply the fine tuning
algorithm and then the forward selection algorithm. A reasonable set of values for Nlim is
in the 1-5 range. If a larger value of Nlim is input, then the forward selection algorithm will
be applied to a decomposition with larger number of subsystems. The advantage of this
is that the forward selection algorithm has a greater potential of reducing the MDR of the
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near optimal non-overlapping decomposition to which it is applied if the decomposition
has larger number of subsystems. This is because more combinations of sensors can be
included into a decomposition with larger number of subsystems. If a smaller value of
Nlim is input, then the forward selection algorithm will be applied to a decomposition
with smaller number of subsystems and a lower MDR. The advantage of this is that the
forward selection algorithm will then select a decomposition requiring a smaller number
of subsystems and with smaller number of sensor overlaps among the different subsystems
of the decomposition. A sensor is said to overlap between two subsystems if it is allocated
to both the subsystems. If a sensor is allocated to two subsystems and the two subsystems
are allocated to two different locations, then the sensor’s measurements will have to be
transmitted to both locations. If the sensor is allocated to only one of these subsystems,
then its measurements will have to be transmitted to only one of the locations. Therefore, if
the distributed fault detection method is implemented using multiple monitoring locations,
then selecting a decomposition with a larger number of sensor overlaps can increase the
burden of transmitting sensor measurements to different locations.
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B.7 Pseudocode of the Forward Selection Algorithm (FSV2)
The pseudocode describing the implementation of the FSV2 variant of the forward se-
lection algorithm in FSDFD when the T 2 test is to be used for fault detection in each
subsystem is given in Algorithms 7 and 8.

Algorithm 7 Forward selection algorithm (FSV2)

1: procedure FSV2(Sguess,XF ,R,A,Nlim,α,ζFS,n)
2: . The feasible subsystem Sguess is the initial guess. The NF ×m matrix XF contains

faulty samples. The input ζFS is the stopping criterion threshold.
3: if |Sguess|= Nlim then
4: return Sguess

5: end if
6: m = No. of rows in R

7: NF = No. of rows in XF

8: Sinitial = Sguess

9: Sopt = Sinitial

10: Y = {1,2, · · · ,m}
11: Y = Y \Sinitial

12: STOP = 0
13: if Sopt 6= /0 then
14: LFD = T 2STAGE1(Sinitial,R,XF ,α,n)

15: MDRopt = 1− ∑
NF
k=1 LFD(k)

NF

16: else
17: MDRopt = ∞

18: end if
19: Yf easible = {i | i ∈ Y, A(Sinitial(i1), i) = 1 ∀i1 ∈ [1...|Sinitial|]}
20: . Y f easible is the set of sensors that can be added to the initial subsystem without

violating the imposed constraints . Algorithm continues on next page
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Algorithm 8 Forward Selection algorithm (cont.)
21: while STOP = 0 do
22: if Yf easible 6= /0 then
23: for i = 1 to |Yf easible| do
24: Scand = Sinitial ∪{Yf easible(i)}
25: LFD = T 2STAGE1(Scand,R,XF ,α,n)

26: MDRcand
i = 1− ∑

NF
k=1 LFD(k)

NF

27: end for
28: iopt = argmin

i
{MDRcand

i | i ∈ [1...|Yf easible|]}

29: MDRinitial = MDRcand
iopt

30: iopt = Yf easible(iopt)

31: Sinitial = Sinitial ∪{iopt}
32: Y = Yf easible \{iopt}
33: Yf easible = {i | i ∈ Y, A(iopt , i) = 1}
34: if MDRinitial−MDRopt

MDRopt
> ζFS then . Stopping criterion

35: STOP = 1
36: else if MDRinitial < MDRopt then
37: MDRopt = MDRinitial

38: Sopt = Sinitial

39: end if
40: if |Sinitial|= Nlim then
41: STOP = 1
42: end if
43: else
44: STOP = 1
45: end if
46: end while
47: return Sopt

48: end procedure
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B.8 Pseudocode of RLF
The pseudocode of RLF is given in Algorithms 9 and 10.

Algorithm 9 RLF algorithm
1: procedure RLF(A,Nlim,W )
2: W is vector of weights whose ith element is the weight of the ith sensor. A sensor

with a higher weight will be given priority for earlier addition to a subsystem in the
algorithm.

3: mA = No. of rows in A

4: X = [1...mA]

5: B = 0 . Number of Subsystems
6: while X 6= /0 do
7: B = B+1
8: iadd = argmax

i
{W (i) | i ∈ X ,∑i1∈X(A(i, i1)) = min

i2∈X
∑i1∈X(A(i2, i1))}

9: SB = {iadd} . In lines 8 and 9, the sensor in X which
has the largest number of cannot-link constraints with other sensors in X is identified
and is added to the new subsystem SB. If multiple sensors meet this criterion, then the
sensor with the largest weight is given preference.

10: if |SB|< Nlim then
11: X = X \{iadd}
12: Y = {i | i ∈ X ,A(i, iadd) = 0} . Y is

the set of sensors that cannot be added to the subsystem SB and have to be added to a
subsystem S j j > B later in the algorithm.

13: X = X \Y . X contains the sensors that can be added to SB

14: else
15: Y = X

16: X = /0

17: end if . Algorithm continues on next page
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Algorithm 10 RLF algorithm (cont.)
18: while X 6= /0 do
19: iadd = argmax

i
{W (i) | i ∈ X ,∑i1∈Y (A(i, i1)) = min

i2∈X
∑i1∈Y (A(i2, i1))}

20: SB = SB∪{iadd} . In lines 19 and 20, the sensor in X which has the
largest number of cannot-link constraints with sensors in Y is identified and is added
to the new subsystem SB. If multiple sensors meet this criterion, then the sensor with
the largest weight is given preference.

21: if |SB|< Nlim then
22: X = X \{iadd}
23: Y = Y ∪{i | i ∈ X ,A(i, iadd) = 0}
24: X = X \Y

25: else
26: Y = Y ∪X

27: X = /0

28: end if
29: end while
30: X = Y

31: end while
32: return D = {S1,S2, · · · ,SB}
33: end procedure

Remark B.2: The implementation of the RLF algorithm is slightly different in the
SASA method when compared to its implementation described in the pseudocode. The
RLF algorithm is applied to the adjacency matrix Asub that encodes the cannot-link con-
straints between the monitoring subsystems in the SASA method. The RLF algorithm
requires the set of sensors in each of the monitoring subsystems (i.e. SM

j ) as an input in-
stead of W if it is used in the SASA method. Let Msub

k be the set of monitoring subsystems
allocated to the kth monitoring location by the RLF algorithm in the SASA method. The
pseudocode of the RLF algorithm described above has to be modified to include the con-
straint

⋃
j∈Msub

k
SM

j ≤ NM
lim instead of the constraint |S j| ≤ Nlim if it is used in the SASA

method.
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B.9 Pseudocode of FSDFD
The pseudocode of FSDFD when the T 2 test is used for fault detection in each subsystem
is given in Algorithms 11 and 12.

Algorithm 11 FSDFD method

1: procedure FSDFD(XN ,XF ,FARthreshold,A,Nlim,ζFS)
2: n = No. of rows in XN

3: m = No. of columns in XN

4: R =
XT

N XN
n−1

5: Each sample in the faulty dataset XF is labeled based on the fault it was generated
due to. Each fault is given an index k ∈ [1...n f ] where n f is the number of known
faults. Let the nk×m matrix Xk

F contain samples generated due to the kth fault where
nk is the number of such samples.

6: B = n f

7: α = 1− (1−FARthreshold)
1
B

8: for k = 1 to B do
9: Sopt

k = FSV2( /0,Xk
F ,R,A,Nlim,α,ζFS,n)

10: end for
11: Vallocated =

B⋃
k=1

Sopt
k . Vallocated is the set of sensors allocated to subsystems so far

12: Vrem = [1...m]\Vallocated . Algorithm continues on next page
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Algorithm 12 FSDFD method (cont.)
13: if Vrem 6= /0 then
14: Define a |Vrem| × |Vrem| matrix AV where AV (i1, i2) = A(Vrem(i1),Vrem(i2))

∀i1, i2 ∈ [1...|Vrem|]
15: WV = 1|Vrem| . 1r is a vector of ones with r elements
16: {SRLF

1 ,SRLF
2 , · · · ,SRLF

BV
}= RLF(AV ,Nlim,WV )

17: for j = 1 to BV do
18: Define a set Sopt

j+B with number of elements equal to |SRLF
j |where Sopt

j+B(i)=

Vrem(SRLF
j (i)) ∀i ∈ [1...|SRLF

j |]
19: end for
20: B = B+BV

21: end if
22: return Dopt = {Sopt

1 ,Sopt
2 , · · · ,Sopt

B }
23: end procedure
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B.10 Pseudocode of MN/TS
The pseudocode of the MN/TS algorithm is given in Algorithms 13, 14 and 15.

Algorithm 13 MN/TS algorithm
1: procedure MN/TS(A,Nlim,W,ρ2,ρ3)
2: if Nlim = 0 then
3: return /0

4: end if
5: mA = No. of rows in A

6: Ob jFmax = 0
7: Nit

1 = 0
8: while Nit

1 < ρ2 do
9: Ob jFold

max = Ob jFmax

10: S = /0 . Set of sensors in the clique S

11: ADD = [1...mA]

12: while ADD 6= /0 do
13: Generate a random integer r from 1 to |ADD|
14: S = S∪{ADD(r)}
15: ADD = ADD\{ADD(r)}
16: if |S|= Nlim then
17: ADD = /0

18: else
19: ADD = {i | i ∈ ADD,A(i,ADD(r)) = 1}
20: end if
21: end while
22: if ∑i∈SW (i)> Ob jFmax then
23: Sopt = S . Set of sensors in the optimal clique Sopt

24: Ob jFmax = ∑i∈SW (i)

25: end if
26: S′ = [1...mA]\S . Algorithm continues on next page
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Algorithm 14 MN/TS algorithm (cont.)

27: Define a mA×1 vector T whose ith element is the iteration number until which
the ith sensor cannot be added to the clique S. T is a vector of zeros at this step

28: SWAP = {(i1, i2) | i1 ∈ S′,∑i3∈S A(i1, i3) = |S|−1, i2 ∈ S,A(i1, i2) = 0}
29: Nit

3 = Nit
2 = 0

30: while Nit
2 < ρ3 do

31: if SWAP 6= /0 then
32: (iswap

1 , iswap
2 ) = argmax

(i1,i2)
{W (i1)−W (i2) | (i1, i2) ∈ SWAP}

33: ∆Wswap =W (iswap
1 )−W (iswap

2 )

34: else
35: ∆Wswap =−∞

36: end if
37: if ADD 6= /0 then
38: iadd = argmax

i
{W (i) | i ∈ ADD}

39: if W (iadd)> ∆Wswap then
40: S = S∪{iadd}
41: S′ = S′ \{iadd}
42: else
43: S = S∪{iswap

1 }
44: S = S\{iswap

2 }
45: S′ = S′∪{iswap

2 }
46: S′ = S′ \{iswap

1 }
47: T (iswap

2 ) = q+7 where q is a random integer from 1 to |SWAP|
48: end if
49: else
50: irem = argmax

i
{−W (i) | i ∈ S}

51: if ∆Wswap >−W (irem) then
52: Repeat lines 43-47
53: else
54: S = S\{irem}
55: S′ = S′∪{irem}
56: T (irem) = 7 . Algorithm continues on next page
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Algorithm 15 MN/TS algorithm (cont.)
57: end if
58: end if
59: if ∑i∈SW (i)> Ob jFmax then
60: Sopt = S . Set of sensors in the optimal clique Sopt

61: Ob jFmax = ∑i∈SW (i)

62: Nit
2 = 0

63: else
64: Nit

2 = Nit
2 +1

65: end if
66: Nit

3 = Nit
3 +1

67: if |S|< Nlim then
68: ADD = {i | i ∈ S′,T (i)< Nit

3 ,∑i1∈S A(i, i1) = |S|}
69: else
70: ADD = /0

71: end if
72: if S = /0 and ADD = /0 then
73: break
74: end if
75: SWAP = {(i1, i2)|i1 ∈ S′,T (i1) < Nit

3 ,∑i3∈S A(i1, i3) = |S| − 1, i2 ∈
S,A(i1, i2) = 0}

76: end while
77: if Ob jFmax > Ob jFold

max then
78: Nit

1 = 0
79: else
80: Nit

1 = Nit
1 +1

81: end if
82: end while
83: end procedure
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B.11 Pseudocode of the Tabu Search Based Algorithm
The pseudocode of the tabu search based algorithm for finding a near optimal solution to
the MCCMC problem is given in Algorithms 16 and 17.

Algorithm 16 Tabu search based algorithm
1: procedure TABUSEARCH(A,Nlim,W,ρ1,ρ2,ρ3)
2: . The inputs ρ1, ρ2 and ρ3 are parameters that define the stopping criteria of the

TABUCOL and MN/TS algorithms
3: Find the connected components in the undirected graph defined by the adjacency

matrix A. Let Ncc be the number of connected components and let Vk (k ∈ [1...Ncc])
be the set of sensors in the kth connected component.

4: for k = 1 to Ncc do
5: Define a |Vk| × |Vk| matrix Ak with Ak(i1, i2) = A(Vk(i1),Vk(i2)) ∀i1, i2 ∈

[1...|Vk|]
6: Define a |Vk|×1 vector Wk with Wk(i1) =W (Vk(i1)) ∀i1 ∈ [1...|Vk|]
7: DF = RLF(Ak,Nlim,Wk) . DF is a set representing a feasible decomposition

with DF( j) being the set of sensors in its jth subsystem.
8: Ds1 = DF . The set Ds1 represents the non-overlapping decomposition output

after solving the first subproblem.
9: Bk = |DF | . Number of subsystems in the decomposition of sensors of the kth

connected component.
10: while DF 6= /0 AND Bk > 2 do
11: for j1 = 1 to (Bk−1) do
12: for j2 = ( j1 +1) to Bk do
13: N12 = |DF( j1)|+ |DF( j2)|
14: MCVj1 j2 = 0.5(N2

12−∑i1,i2∈DF ( j1)∪DF ( j2)(Ak(i1, i2)))+max{ N12
Nlim
−

1,0}
15: end for
16: end for . Algorithm continues on next page
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Algorithm 17 Tabu search based algorithm (cont.)

17: ( jopt
1 , jopt

2 ) = argmin
j1, j2

{MCVj1 j2 | j1 ∈ [1...(Bk−1)], j2 ∈ [( j1 +1)...Bk]}

18: DI = DF \{DF( jopt
1 ),DF( jopt

2 )}
19: DI = DI ∪{DF( jopt

1 )∪DF( jopt
2 )} . In lines 11-19, two subsystems

of DF are merged to form an infeasible decomposition DI such that the magnitude of
constraint violation of the infeasible decomposition is as small as possible.

20: DF = TABUCOL(DI,Ak,Nlim,ρ1) . If DF is an empty set, then a feasible
decomposition cannot be generated by modifying the infeasible decomposition DI in
the fine tuning procedure.

21: if DF 6= /0 then
22: Ds1 = DF

23: Bk = Bk−1
24: end if
25: end while
26: for j = 1 to Bk do
27: Ω j = {i | i ∈ [1...|Vk|]\Ds1( j),∑i1∈Ds1( j)Ak(i, i1) = |Ds1( j)|}
28: if Ω j 6= /0 then
29: Define a |Ω j| × |Ω j| matrix AΩ with AΩ(i1, i2) = Ak(Ω j(i1),Ω j(i2))

∀i1, i2 ∈ [1...|Ω j|]
30: Define a |Ω j|×1 vector WΩ with WΩ(i1) =Wk(Ω j(i1)) ∀i1 ∈ [1...|Ω j|]
31: Smnts = MN/T S(AΩ,Nlim−|Ds1( j)|,WΩ,ρ2,ρ3)

32: Define a set S with |S| = |Smnts| and S(i1) = Ω j(Smnts(i1)) ∀i1 ∈
[1...|Smnts|]

33: else
34: S = /0

35: end if
36: S = S∪Ds1( j)

37: Define a set S jk with number of elements equal to |S| where S jk(i1) =

Vk(S(i1)) ∀i1 ∈ [1...|S|]
38: end for
39: end for
40: return D = {S11,S21, · · · ,SB11,S12,S22, · · · ,SB22, · · · ,S1Ncc,S2Ncc, · · · ,SBNccNcc}
41: end procedure
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B.12 Pseudocode of EFSDPR
The pseudocode of EFSDPR when the tabu search based algorithm is used to find a near
optimal solution to the MCCMC problem is given in Algorithms 18 and 19.

Algorithm 18 EFSDPR
1: procedure EFSDPR(Inputs)
2: The inputs of EFSDPR include the adjacency matrix A encoding the cannot-link

constraints and the upper limit Nlim on the number of sensors in each subsystem. The
input XF is a faulty dataset. The input YF contains the index of the fault that each
sample in XF is generated due to. PRALG is a user input function that simulates the
pattern recognition method using different subsets of the system’s sensors and the
input PRInputs includes any additional inputs needed to run PRALG besides the set
of sensors, XF and YF . The input function FILT ER implements the filter method and
the input FilterInputs contains its inputs. The inputs ρ1, ρ2 and ρ3 are parameters
that define the stopping criteria of the TABUCOL and MN/TS algorithms. The input
W is the vector of sensor weights. If it is unspecified, then the value of W is calculated
using the FILT ER function. The input NPmax is the maximum number of passes of
the first stage of EFSDPR.

3: m = No. of rows of A . Stage 1 of EFSDPR starts here
4: if FILT ER is a univariate filter method then
5: RANK = FILT ER(FilterInputs) . RANK is a m×1 vector whose ith

element is the rank given to sensor i by the filter method
6: end if
7: If W is not input by the user, then it is calculated using the input filter method.
8: V = /0 . Set of selected sensors
9: MCRV = ∞

10: NP = 0 . Algorithm continues on next page
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Algorithm 19 EFSDPR (cont.)
11: while NP < NPmax do
12: ADD = [1...m]\V

13: if FILT ER is a multivariate filter method then
14: Use FILT ER to rank each sensor i ∈ ADD based on the value of the mul-

tivariate filter metric for the set V ∪ i. Store the sensor ranks in the variable RANK. If
a sensor i is not in ADD, then the value of RANK(i) is set equal to an arbitrary value.

15: end if
16: Vold =V

17: while ADD 6= /0 do
18: iadd = argmin

i
{RANK(i) | i ∈ ADD}

19: ADD = ADD\{iadd}
20: MCR = PRALG(V ∪{iadd},XF ,YF ,PRInputs)

21: if MCR < MCRV then
22: V =V ∪{iadd}
23: MCRV = MCR

24: Repeat steps on lines 13-15
25: end if
26: end while
27: if V =Vold then
28: break
29: end if
30: NP = NP+1
31: end while
32: MCRall = PRALG([1...m],XF ,YF ,PRInputs)

33: if MCRall < MCRV then
34: V = [1...m]

35: end if . Stage 1 of EFSDPR ends here
36: . Algorithm continues on the next page
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Algorithm 20 EFSDPR (cont.)

37: Define a |V |× |V | matrix AV with AV (i1, i2) = A(V (i1),V (i2)) ∀i1, i2 ∈ [1...|V |]
38: Define a |V |×1 vector WV with WV (i1) =W (V (i1)) ∀i1 ∈ [1...|V |]
39: DV = TABUSEARCH(AV ,Nlim,WV ,ρ1,ρ2,ρ3) .

The set DV represents the selected decomposition. DV ( j) is the set of sensors in the
jth subsystem. The indexing of sensors in DV may not be the indexing input by the
user at this step and may have to be updated

40: B = |DV |
41: for j = 1 to B do
42: S = DV ( j)

43: Define a set S j (with |S j|= |S|) containing the indices of the sensors in the jth

subsystem of the selected decomposition. It is given by S j(i) =V (S(i)) ∀i ∈ [1...|S|].
44: end for
45: return D = {S1,S2, · · · ,SB}
46: end procedure
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B.13 Pseudocode of the GEA Algorithm
The pseudocode of the GEA algorithm is given in Algorithms 21 and 22.

Algorithm 21 Greedy Equal Allocation Algorithm
1: procedure GEA(DM,M,ML)
2: The input DM is a set whose jth element is a set containing the indices of the

sensors of one of the subsystems that needs to be allocated to a monitoring location. If
the GEA algorithm is applied to select the decomposition for distributed data storage,
then input DM is a m element cell with DM(i) = {i} i.e. each element of DM represent
a single sensor. The input M is a set whose kth element is a set containing the indices
of the sensors that the kth monitoring location is equipped to receive measurements
from. The input ML is a |DM| × 1 vector. If ML( j) = k, then this means that a
constraint is placed that subsystem DM( j) must be allocated to the kth monitoring
location (DM( j)⊂M(k) for this constraint to be consistent). If ML( j)= 0, then DM( j)

can be allocated to any monitoring location that is equipped to receive measurements
from all of its sensors.

3: BM = |DM| . Total no. of subsystems
4: NM = |M| . No. of monitoring locations
5: m = max

i
{i | i = maxM(k),k ∈ [1...NM]} . No. of sensors in the system

6: Define a set MON with BM elements whose jth element is the set of monitoring
locations that subsystem j is allocated to.

7: for j = 1 to BM do
8: if ML( j)> 0 then
9: MON( j) = {ML( j)}

10: else
11: MON( j) = {k | k ∈ [1...NM],DM( j)⊂M(k)}
12: end if
13: end for . Algorithm continues on the next page
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Algorithm 22 Greedy Equal Allocation Algorithm (cont.)

14: Define a set Msub with NM elements whose kth element is the set of subsystems
allocated to the kth monitoring location. Msub(k) = { j | j ∈ [1...BM],k ∈ MON( j)}
∀k ∈ [1...NM]

15: for k = 1 to NM do
16: Msensor =

⋃
j∈Msub(k)

DM( j)

17: Ob jF(k) = (max{|Msensor|− m
NM

,0})×BM×NM +(max{|Msub(k)|− BM
NM

,0})
. Ob jF(k) is the contribution to the objective function by the kth monitoring location

18: end for
19: Jrem = { j | j ∈ [1...BM], |MON( j)|> 1} . Jrem is

the set of subsystems that have been allocated to more than one monitoring location.
The algorithm proceeds by deallocating subsystems in Jrem from monitoring locations
until each subsystem has been allocated to one of the monitoring locations.

20: while Jrem 6= /0 do
21: for j ∈ Jrem do
22: for k ∈MON( j) do
23: Msensor =

⋃
j1∈Msub(k), j1 6= j

DM( j1)

24: ∆Ob jFjk = (max{|Msensor|− m
NM

,0})×BM×NM +(max{|Msub(k)|−
1− BM

NM
,0})−Ob jF(k)

25: end for
26: end for
27: ( jopt ,kopt) = argmin

( j,k)
{∆Ob jFjk | j ∈ Jrem,k ∈MON( j)}

28: Msub(kopt) = Msub(kopt)\{ jopt}
29: MON( jopt) = MON( jopt)\{kopt}
30: if |MON( jopt)|= 1 then
31: Jrem = Jrem \{ jopt}
32: end if
33: Setting k = kopt , update Ob jF(kopt) using lines 16 and 17
34: end while
35: return Msub

36: end procedure
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Remark B.3: The primary objective of the GEA algorithm is to allocate the sensors
among the monitoring locations as close to equally as feasible and to minimize the over-
lap between the sets of sensors transmitting to the different monitoring locations. The
secondary objective of the GEA algorithm is to allocate the subsystems among the moni-
toring locations as close to equally as feasible. The GEA algorithm has these objectives in
order to minimize the number of monitoring locations that each sensor has to transmit to
and to equally distribute the computational load of implementing the monitoring methods
among the monitoring locations. Let the set SM

j ( j ∈ [1...BM]) be the set of sensors in a
subsystem (indexed by the integer j) where BM is the total number of subsystems. This
includes the subsystems in the decompositions selected for distributed data storage, fault
detection and fault diagnosis. Let Msub

k (k ∈ [1...NM]) be the set of subsystems allocated
to the kth monitoring location. The objective of the GEA algorithm is to select Msub

k to
minimize the objective function:

NM

∑
k=1

((
max{|Msensor

k |− m
NM

,0}
)
×BM×NM +max{|Msub

k |−
BM

NM
,0}
)

(B.32)

where:
Msensor

k =
⋃

j∈Msub
k

SM
j ∀k ∈ [1...NM] (B.33)

Each subsystem must be allocated to one of the monitoring locations. If a subsystem
is allocated to a monitoring location, then the monitoring location must be originally
equipped to receive measurements from all of the subsystem’s sensors. If the GEA algo-
rithm is applied to select the decomposition for distributed data storage, then set SM

i = {i}
∀i ∈ [1...m].
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Appendix C

Calculation of the Cholesky
Decomposition Inverse in PDACT2 and
FST2

C.1 Calculation of the Cholesky Decomposition Inverse
in the Agglomerative Clustering Algorithm of
PDACT2

Candidate decompositions are generated in every iteration of the agglomerative cluster-
ing algorithm by merging two subsystems of the initial decomposition. The Cholesky
decomposition inverse of all the subsystems of the candidate decompositions need to be
calculated in order to evaluate their detection performance. If the Cholesky decomposition
inverse of all the subsystems of the initial decomposition are calculated beforehand, then
only the Cholesky decomposition inverse of the merged subsystem in each of the candi-
date decompositions needs to be calculated.

Let us assume that subsystems Ŝ1 and Ŝ2 of the initial decomposition in an iteration are
merged to form a subsystem Ŝcand

1 in one of the candidate decompositions. Let m̂1 and m̂2
be the number of sensors in Ŝ1 and Ŝ2 respectively. Let us also assume that m̂1 ≥ m̂2. The
set Ŝcand

1 is obtained by concatenating sets Ŝ1 and Ŝ2:

Ŝcand
1 = {Ŝ1(1), Ŝ1(2), · · · , Ŝ1(m̂1), Ŝ2(1), Ŝ2(2), · · · , Ŝ2(m̂2)} (C.1)

The objective of this subsection is to calculate the Cholesky decomposition inverse of the
merged subsystem Ŝcand

1 as efficiently as possible.

Let the m̂1× m̂1 matrix R̂1 and the m̂2× m̂2 matrix R̂2 be the correlation matrices of sub-
systems Ŝ1 and Ŝ2 where:

R̂1(i, j) = R(Ŝ1(i), Ŝ1( j)) (C.2)
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R̂2(i, j) = R(Ŝ2(i), Ŝ2( j)) (C.3)

Let the m̂1× m̂2 matrix R̂12 contain the correlations between sensors of Ŝ1 and Ŝ2 where:

R̂12(i, j) = R(Ŝ1(i), Ŝ2( j)) (C.4)

If R̂cand is the correlation matrix of subsystem Ŝcand
1 , then:

R̂cand =

[
R̂1 R̂12
R̂T

12 R̂2

]
(C.5)

Let Û1 and Ûcand be the Cholesky decompositions of R̂1 and R̂cand respectively. The matrix
Ûcand is partitioned into blocks:

Ûcand =

[
G11 G12

0 G22

]
(C.6)

where G11 is a m̂1× m̂1 matrix, G12 is a m̂1× m̂2 matrix and G22 is a m̂2× m̂2 matrix. The
matrices G11, G12 and G22 can be calculated using the equations [58]:

G11 = Û1 (C.7)

G12 = G−T
11 R̂12 (C.8)

G22 = CHOL(R̂2−GT
12G12) (C.9)

where CHOL(P) is the Cholesky decomposition of a matrix P. The inverse of the block
matrix Ûcand is given by the equation:

Û−1
cand =

[
G−1

11 −G−1
11 G12G−1

22
0 G−1

22

]
(C.10)

The matrix Û−1
cand is also partitioned into blocks:

Û−1
cand =

[
H11 H12
0 H22

]
(C.11)

where H11 is a m̂1× m̂1 matrix, H12 is a m̂1× m̂2 matrix and H22 is a m̂2× m̂2 matrix.
Using the results of equations (C.7), (C.8), (C.9) and (C.10); the matrices H11, H12 and
H22 are calculated using the equations:

H11 = Û−1
1 (C.12)

G12 = HT
11R̂12 (C.13)

H22 = (CHOL(R̂2−GT
12G12))

−1 (C.14)
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H12 =−H11G12H22 (C.15)

Since H22 is an upper triangular matrix, its inverse in equation (C.14) is calculated using
back substitution.

The Cholesky decomposition inverse of a merged subsystem in the agglomerative cluster-
ing algorithm is calculated using equations (C.12), (C.13), (C.14) and (C.15) along with
the correlation matrix of the system and the Cholesky decomposition inverse of the largest
subsystem combined to form the merged subsystem. The submatrix H11 of the Cholesky
decomposition inverse of each merged subsystem will be known beforehand. This is be-
cause the Cholesky decomposition inverse of the subsystems of the initial decomposition
are calculated beforehand in the agglomerative clustering algorithm. Therefore, only a
fraction of the elements of the Cholesky decomposition inverse of the merged subsystems
need to be and are calculated in the agglomerative clustering algorithm.

Remark C.1: The agglomerative clustering algorithm in PDACT2 begins with an initial
decomposition. Each subsystem of this decomposition has one sensor and the Cholesky
decomposition inverse of the subsystem is one. The Cholesky decomposition inverse of
the other subsystems generated in the algorithm are calculated using the equations de-
scribed in this section.

C.2 Calculation of the Cholesky Decomposition Inverse
in the Forward Selection Algorithm of PDACT2 and
FST2

Candidate subsystems are generated in every iteration of the forward selection algorithm
by adding an additional sensor to the initial subsystem. The Cholesky decomposition
inverse of all the candidate subsystems need to be calculated in order to evaluate their
detection performance. The objective here is to calculate the Cholesky decomposition in-
verse of the candidate subsystems as efficiently as possible by utilizing the pre-calculated
Cholesky decomposition inverse of the initial subsystem.

Let us assume that a sensor with index i1 is added to the initial subsystem Ŝ1 to form
a candidate subsystem Ŝcand

1 where:

Ŝcand
1 = {Ŝ1(1), Ŝ1(2), · · · , Ŝ1(m̂1), i1} (C.16)

If we set Ŝ2 = {i1}, then the candidate subsystem Ŝcand
1 is essentially generated by merging

subsystems Ŝ1 and Ŝ2. Therefore, the Cholesky decomposition inverse of the subsystem
Ŝcand

1 can be calculated using equations (C.12), (C.13), (C.14) and (C.15).
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Let the m̂1×1 matrix R̂12 contain the correlations between sensors of Ŝ1 and i1 where:

R̂12(i) = R(Ŝ1(i), i1) (C.17)

If R̂cand is the correlation matrix of subsystem Ŝcand
1 , then:

R̂cand =

[
R̂1 R̂12
R̂T

12 1

]
(C.18)

Let Û−1
cand be the Cholesky decomposition inverse of R̂cand . The matrix Û−1

cand is partitioned
into blocks:

Û−1
cand =

[
H11 H12
0 H22

]
(C.19)

where H11 is a m̂1× m̂1 matrix and the remaining blocks are of appropriate dimensions.
The blocks H11, H12 and H22 are calculated using the equations:

H11 = Û−1
1 (C.20)

G12 = HT
11R̂12 (C.21)

H22 =

√
1

1−GT
12G12

(C.22)

H12 =−H11G12H22 (C.23)

The Cholesky decomposition inverse of each candidate subsystem generated in the for-
ward selection algorithm is calculated using equations (C.20), (C.21), (C.22) and (C.23)
along with the Cholesky decomposition inverse of the initial subsystem and the correlation
matrix of the system. The submatrix H11 includes most of the elements of the Cholesky
decomposition inverse of each candidate subsystem and is known beforehand. Therefore,
only a small fraction of the elements of the Cholesky decomposition inverse of the candi-
date subsystems need to be and are calculated in the forward selection algorithm.

Remark C.2: The forward selection algorithm in PDACT2 begins with an initial sub-
system (i.e. initial guess). The Cholesky decomposition inverse of this subsystem is cal-
culated using a standard algorithm. The Cholesky decomposition inverse of the other
subsystems generated in the algorithm are calculated using the equations described in this
section. The forward selection algorithm in FST2 begins with an empty initial guess. The
candidate subsystems generated in the first iteration have one sensor and the Cholesky
decomposition inverse of these subsystems is one. The Cholesky decomposition inverse
of the other subsystems generated in subsequent iterations of the algorithm are calculated
using the equations described in this section.
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C.3 Calculation of the Cholesky Decomposition Inverse
in the Fine Tuning Algorithm of PDACT2

Candidate decompositions are generated in every iteration of the fine tuning algorithm by
shifting a sensor from one subsystem of the initial decomposition to another subsystem.
Therefore, the two subsystems of a candidate decomposition involved in the sensor shift
are the two new subsystems whose Cholesky decomposition inverse needs to be calcu-
lated. The objective in this subsection is to calculate the Cholesky decomposition inverse
of the two new subsystems in each candidate decomposition as efficiently as possible.

Let us assume that a candidate decomposition is generated by shifting a senor with in-
dex i1 from subsystem Ŝ2 of the initial decomposition to subsystem Ŝ1. The subsystem
Ŝcand

1 of the candidate decomposition is generated by adding sensor i1 to the subsystem
Ŝ1 of the initial decomposition. Therefore, the Cholesky decomposition inverse of Ŝcand

1
is calculated efficiently using equations (C.20), (C.21), (C.22) and (C.23) of the previous
subsection along with the Cholesky decomposition inverse of Ŝ1 and the correlation matrix
of the system. The subsystem Ŝcand

2 of the candidate decomposition, on the other hand, is
generated by removing the senor i1 from subsystem Ŝ2 of the initial decomposition. The
objective here is to derive equations to efficiently calculate the Cholesky decomposition
inverse of subsystems like Ŝcand

2 that are generated by removing a sensor from a subsystem.

Let us assume that the senor with index i1 is the jth element of the set Ŝ2. Let us also
assume that m̂2 and R̂2 are the number of sensors in Ŝ2 and its correlation matrix respec-
tively. The correlation matrix R̂cand2 of subsystem Ŝcand

2 is generated by deleting the jth

row and jth column of R̂2. If 1 < j < m̂2, then the Cholesky decomposition (Û2) of R̂2 is
expressed as a block matrix:

Û2 =

C11 C12 C13
0 C22 C23
0 0 C33

 (C.24)

where Û2( j, j) = C22 and the remaining blocks of Û2 are of appropriate dimensions. If
1 < j < m̂2, then the Cholesky decomposition of R̂cand2 (i.e. Ûcand2) is also expressed as a
block matrix:

Ûcand2 =

[
E11 E13
0 E33

]
(C.25)

where the block E11 is a ( j−1)×( j−1) matrix and the remaining blocks are of appropri-
ate dimensions. The blocks of Ûcand2 are related to the blocks of Û2 through the following
equations [59]:

E11 =C11 (C.26)

E13 =C13 (C.27)

E33 = CHOL(CT
33C33 +CT

23C23) (C.28)
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The Cholesky decomposition in equation (C.28) can be calculated efficiently using the
cholupdate function in MATLAB that is based on the algorithms of [60]. The cholupdate
function uses the Cholesky decomposition of CT

33C33 (i.e. C33) and the vector C23 to calcu-
late CHOL(CT

33C33 +CT
23C23). If 1 < j < m̂2, then the inverse of Ûcand2 is also expressed

as a block matrix:

Û−1
cand2 =

[
H11 H13
0 H33

]
(C.29)

where the block H11 is a ( j− 1)× ( j− 1) matrix and the remaining blocks are of appro-
priate dimensions. Based on the results of equations (C.10), (C.26), (C.27) and (C.28);
Û−1

cand2 is calculated using the equations:

H11 = Û−1
2 (1 : ( j−1),1 : ( j−1)) (C.30)

H33 = (CHOL(CT
33C33 +CT

23C23))
−1 (C.31)

H13 =−H11C13H33 (C.32)

where Û−1
2 (1 : ( j− 1),1 : ( j− 1)) is the j− 1 order leading principal submatrix of Û−1

2 .
The inverse of the upper triangular matrix in equation (C.31) is calculated using back-
substitution.

If j = m̂2, then Û−1
cand2 is given by the equation:

Û−1
cand2 = Û−1

2 (1 : (m̂2−1),1 : (m̂2−1)) (C.33)

If j = 1, then Û2 is expressed as the block matrix:

Û2 =

[
C̄11 C̄12
0 C̄22

]
(C.34)

where C̄11 = Û2(1,1) and the remaining blocks are of appropriate dimension. When j = 1,
the value of U−1

cand2 is calculated using the equation:

Û−1
cand2 = (CHOL(C̄T

22C̄22 +C̄T
12C̄12))

−1 (C.35)

The Cholesky decomposition in equation (C.35) can also be calculated efficiently using
the MATLAB cholupdate function. The inverse in equation (C.35) is calculated using
back-substitution.

One subsystem like Ŝcand
1 and a second subsystem like Ŝcand

2 will be present in all the candi-
date decompositions generated in the fine tuning algorithm. The Cholesky decomposition
inverse of subsystems like Ŝcand

1 are calculated using the equations from the previous sub-
section. The Cholesky decomposition inverse of subsystems like Ŝcand

2 , on the other hand,
are calculated in the fine tuning algorithm using equations (C.30), (C.31), (C.32), (C.33)
and (C.35) along with Û−1

2 and Û2. Knowledge of the Cholesky decomposition inverse of
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the subsystems of the initial decompositions again helps reduce the computations involved
in calculating the Cholesky decomposition inverse of the subsystems of the candidate de-
compositions in the fine tuning algorithm.

Remark C.3: The fine tuning algorithm of PDACT2 begins with an initial decomposi-
tion. The Cholesky decomposition inverse of each subsystem of this decomposition is
calculated using a standard algorithm. The Cholesky decomposition inverse of the other
subsystems generated in the algorithm are calculated using the equations described in this
section.
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Appendix D

Additional Remarks

Remark D.1: If the veto voting consensus strategy is used for distributed fault detection
and if a certain minimum number of subsystems in an initial decomposition generated in
PDAC detect a faulty sample, then all the candidate decompositions generated by mod-
ifying the initial decomposition in an iteration will be guaranteed to detect that sample.
The stage 2 simulation of the distributed fault detection method will not need to be car-
ried out for that sample in that iteration. The value of this minimum number is 3 in the
agglomerative clustering and fine tuning algorithms of PDAC and it is 2 in the forward
selection algorithm of PDAC. Identifying these faulty samples can help reduce the com-
putation time of PDAC by reducing the number of faulty samples for which the stage 2
calculations need to be carried out in an iteration of PDAC. The concept described in this
remark cannot be applied to PDACT2 or FSDPR.

Remark D.2: The calculations involved in the simulations of the monitoring method in
the proposed decomposition methods should be carried out as efficiently as possible be-
cause these simulations will be repeated a large number of times in the proposed methods.

Remark D.3: The MDR of each decomposition output by the agglomerative clustering
algorithm in PDAC is calculated after the value of α is set equal to a value for which
FAR ≈ FARthreshold . The easiest approach would be to use the Šidák correction and cal-
culate α using equation (2.16). An alternate approach would be to use a second normal
operation data set to directly estimate the FAR of a decomposition by simulating the dis-
tributed method. If only a single normal operation data set is provided by the user, then
k-fold cross validation can be used to estimate the FAR [22, 81]. The value of α is then
tuned until FAR ≈ FARthreshold . This method is computationally more expensive than es-
timating α using the Šidák correction. However, if the FAR shows a strong correlation
with Ntest when the value of α calculated using Equation (2.16) is used, then this direct
estimation method can be used to tune α.

Remark D.4: If the cannot-link constraints are the only imposed constraints, then a sim-
ple test can be used to check if the agglomerative clustering algorithm of PDAC and
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PDACT2 is guaranteed to have not reached a premature dead end [32]. In this test,
first identify the connected components in the undirected graph defined by the matrix
A. Connected components can be identified using the algorithm of [64]. If A(i1, i2) = 1
∀i1, i2 ∈ V cc

k ∀k ∈ [1...Ncc], then the agglomerative clustering algorithm is guaranteed to
have not reached a premature dead end and the second phase of the algorithm does not
need to be carried out.

Remark D.5: The computation time of the fine tuning and forward selection algorithms in
PDAC reduces as the values of the non-negative poor performance constraint threshold η

and the non-negative stopping criterion threshold ζ decrease. However, using lower values
of η and ζ, may cause these algorithms to generate decompositions with slightly higher
MDRs. The value of η in the fine tuning algorithm of PDAC should be set equal to zero
since it simply generates the initial decomposition for the forward selection algorithm. On
the other hand, a more conservative value of η (1%−5%) should be used in the forward
selection algorithm of PDAC since it generates the decomposition that is selected for the
distributed fault detection method.

Remark D.6: Let us consider that a fault is known to have a variable magnitude and
it causes a mean shift in the sensors. Let us also consider that some of the samples in the
faulty dataset used in PDAC or FSDFD are generated due to the fault when its magnitude
is so large that these samples will be detected by the fault detection method irrespective
of the sensor allocation among the subsystems. If this is the case, then the samples of the
fault used in PDAC or FSDFD can be generated using equation (2.6) where the fault di-
rection is estimated using equations (2.17) and (2.18) and the fault magnitude is set equal
to f (50)

k . Doing this will ensure that the decomposition selected using PDAC or FSDFD is
optimized to detect the fault.

Remark D.7: Constraints that can be expressed in the form of equation (D.1) can also
be incorporated into the proposed methods.

∑
i∈S j

h(i)≤ hthreshold ∀ j ∈ [1...B] (D.1)

where h(i) ≥ 0 is some property of sensor i and hthreshold ≥ h(i) ∀i ∈ [1...m]. The upper
bound constraint on the number of sensors in each subsystem is a specific instance of this
class of constraints. The constraints of equation (D.1) have been incorporated in the soft-
ware of the proposed methods.

Remark D.8: If a non-overlapping decomposition is required to implement the distributed
fault detection method, then this can be specified as a constraint in the PDAC and PDACT2
methods (including in the software). The forward selection algorithm is not applied in
PDAC and PDACT2 if a non-overlapping decomposition is required. Instead, after the
agglomerative clustering algorithm is applied, the fine tuning algorithm will be applied
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to the decompositions with the Nlim smallest MDRs. The selected decomposition is the
decomposition output by the fine tuning algorithm with the lowest MDR. The constraint
requiring the selected decomposition to be non-overlapping cannot be imposed in the FS-
DFD and FST2 methods.

Remark D.9: It is possible that a fault may cause no deviation in the average value of
any of the sensors but cause an abnormal increase in the variance of some of the sensors.
An approach for extracting one of the directions in which such a fault occurs is described
in this remark for its use in PDACT2 or FST2. Let us assume that the kth fault causes
such a change in the system. In order to calculate the fault direction θk, the set of sensors
(Ik

sig) affected by the fault are first identified using univariate statistical tests. Let Lik
sig be

a set containing the indices of the faulty samples generated due to the kth fault in which
the measurement of sensor i ∈ Ik

sig shows a significant deviation from its normal average
value. The sets Lik

sig are also identified using univariate tests. The fault direction θk can
then be calculated using:

θk =
x̄(k)F

‖x̄(k)F ‖2

(D.2)

x̄(k)F (i) =


∑l∈Lik

sig
|x(kl)

F (i)|

|Lik
sig|

, if i ∈ Ik
sig

0, otherwise
(D.3)

where |x(kl)
F (i)| is the absolute value of x(kl)

F (i).
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Appendix E

Diagram of the Tennessee Eastman
Process

178



Fi
gu

re
E

.1
:D

ia
gr

am
of

th
e

Te
nn

es
se

e
E

as
tm

an
Pr

oc
es

s

179


	List of Figures
	List of Tables
	Nomenclature
	Introduction
	System Decomposition for Distributed Fault Detection
	Hotelling's T2 Test and its Distributed Implementation
	Optimization Problem for Decomposition
	Performance Driven Agglomerative Clustering
	Objective Function Calculation
	Agglomerative Clustering
	Fine Tuning
	Forward Selection

	Forward Selection for Distributed Fault Detection
	Objective Function Calculation
	Forward Selection
	Recursive Largest First

	PDACT2 and FST2
	Evaluating the Detection Performance
	FST2
	PDACT2

	Case Studies
	System with 1000 Sensors
	Tennessee Eastman Process


	System Decomposition for Distributed Fault Diagnosis
	Example of a Distributed Pattern Recognition Method
	Pattern Recognition Method Implemented in Each Subsystem
	Combining the Local Diagnoses of All the Subsystems

	Optimization Problem for Decomposition
	Forward Selection for Distributed Pattern Recognition
	Objective Function Calculation
	Search Space Generation
	Forward Selection

	Extended Forward Selection for Distributed Pattern Recognition
	Stage 1: Sensor Selection
	Stage 2: Sensor Allocation

	Fault Identification in the Distributed Configuration
	A Univariate Fault Identification Scheme
	Framework for Implementing Multivariate Fault Identification Methods in the Distributed Configuration

	Case Studies
	Tennessee Eastman Process
	System with 1000 Sensors


	Subsystem and Sensor Allocation
	Subsystem and Sensor Allocation Method
	Extended Subsystem and Sensor Allocation Method
	Greedy Equal Allocation Algorithm

	Case Studies
	Tennessee Eastman Process
	System with 1000 Sensors


	Conclusions and Future Research
	Concluding Remarks
	Future Research
	System Decomposition for Distributed Fault Detection
	Improving the EFSDPR Method
	System Decomposition for Implementing Analytical Methods in the Distributed Configuration

	Bibliography

	Appendices
	Some Definitions from Graph Theory
	Description/Pseudocode of Methods and Algorithms
	Two Stage Division of the Distributed Implementation of the T2 Test in PDAC
	Pseudocode of the Fine Tuning Procedure of TABUCOL
	Steps of the Agglomerative Clustering Algorithm
	Steps of the Fine Tuning Algorithm
	Steps of the Forward Selection Algorithm (FSV1)
	Steps of PDAC
	Pseudocode of the Forward Selection Algorithm (FSV2)
	Pseudocode of RLF
	Pseudocode of FSDFD
	Pseudocode of MN/TS
	Pseudocode of the Tabu Search Based Algorithm
	Pseudocode of EFSDPR
	Pseudocode of the GEA Algorithm

	Calculation of the Cholesky Decomposition Inverse in PDACT2 and FST2
	Calculation of the Cholesky Decomposition Inverse in the Agglomerative Clustering Algorithm of PDACT2
	Calculation of the Cholesky Decomposition Inverse in the Forward Selection Algorithm of PDACT2 and FST2
	Calculation of the Cholesky Decomposition Inverse in the Fine Tuning Algorithm of PDACT2

	Additional Remarks
	Diagram of the Tennessee Eastman Process

