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Abstract

Global lake monitoring is crucial for the effective management of water

resources as well as for conducting studies that link the impact of lake dy-

namics on climate change. Remote sensing datasets offer an opportunity

for global lake monitoring by providing discriminatory features that can

help distinguish land and water bodies at a global scale and in a timely

fashion. A major challenge in global lake monitoring using remote sensing

datasets is the presence of a rich variety in the land and water bodies

at a global scale, motivating the need for local learning algorithms that

can take into account the heterogeneity in the data. We propose a novel

group-specific local learning scheme that uses information about the lo-

cal neighborhood of a group of test instances for estimating the relevant

context for classification. By comparing the performance of the proposed

scheme with baseline approaches over 180 lakes from diverse regions of

the world, we are able to demonstrate that the proposed scheme provides

significant improvements in the classification performance.

1 Introduction and Motivation

Water is an important natural resource that plays a key role in sustaining all
forms of life on Earth. Apart from maintaining the hydrological cycle and pre-
serving biodiversity in water ecosystems, water is essential for supporting a
variety of human needs, such as drinking, agriculture, and industrial needs [9].
Even though approximately two-thirds of the Earth’s surface is covered by water,
only a small fraction of it is available in the form of freshwater, which is further
unevenly distributed across the Earth’s surface, making water management a
primary concern. Since lakes act as one of the major sources of freshwater, mon-
itoring their extent and growth at a global scale is critical for effective water
management.

Since lakes are dynamic in nature, they shrink, expand, or change their
appearance with time, owing to a number of natural and human-induced factors.
Changes in lakes have been known to influence significant impacts on other
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natural resources and human assets, and further influence climate change. As
an example, the Aral Sea has been steadily shrinking since the 1960s due to the
undertaking of irrigation projects, which has resulted in the collapse of fisheries
and other communities that were once supported by the lake, and has further
altered the local climatic conditions [6, 7]. Figure 1 shows images of the Aral Sea
in 2000 and 2013 available via NASA Earth Observatory, showing the magnitude
of change encountered by the lake. Global monitoring of the extent and growth
of lakes is thus important for assessing the impact of human actions on water
resources, as well as for conducting research that studies the interplay between
changes in lakes and global climate change.

(a) August 25, 2000 (b) August 25, 2013

Figure 1: Images showing the shrinking of Aral Sea between 2000 and 2013,
obtained via NASA Earth Observatory. Note: Figures in this paper are best

viewed in color.

The availability of vast and ever-growing volumes of remote sensing data
offers a unique opportunity for monitoring the extent and growth of lakes at a
global scale and in a timely fashion. Remote sensing datasets provide spatially
explicit and temporally frequent observational data of land and water bodies
at a global scale, which can be appropriately leveraged for classifying locations
on the Earth as either water or land. As an example, the spectral reflectance
signals obtained from optical remote sensing datasets have been shown to pro-
vide discriminatory information about land and water bodies in previous studies
[4, 5]. Global lake monitoring can thus be formulated as a supervised classifi-
cation problem, where the input features are the remote sensing observations
at a given location and time, and the output binary classes that need to be
estimated are either water or land.

Learning a classifier that can distinguish land and water bodies at a global
scale is challenging, especially due to the presence of heterogeneity in land and
water bodies at a global scale. In particular, there exists a rich diversity in the
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land and water bodies that occur across varying geographies, topographies, and
climatological conditions of the Earth. A global classifier that uses training sam-
ples from all varieties of land and water bodies will then be biased towards im-
proving its performance for certain categories of lakes that have been favorably
sampled in the training set, but will show poor performance for lake categories
that have been under-sampled in the training set. This has limited the use of
supervised approaches in previous attempts at lake monitoring, that have in-
stead explored unsuperived approaches which have their own limitations [5]. An
additional challenge in the supervised monitoring of lakes is the dynamic nature
of water bodies, many of which shrink or expand in time. Lakes further exhibit
intra-annual patterns in accordance with the seasonal cycles of the Earth. The
dynamic nature of lakes leads to the emergence or disappearance of land and
water categories around a lake, making it difficult to capture such heterogeneity
even using a separate classification model for each specific lake (which would be
infeasible at a global scale). This motivates the need for classifcation algorithms
that can capture the heterogeneity in the data along with being adapative in
nature while encountering unseen test instances.

One approach to address these challenges is the use of algorithms that are
aware of the locality of a test instance while determining its output response. As
an example, the k-Nearest Neighbor (KNN) algorithm [3] predicts the response
of a test instance as the majority label of its k nearest neighbors in the feature
space. It is essentially a lazy learning method that does not learn a model of
the output response given the input feature space. Local learning algorithms
that instead rely on the learning of a concept-based model of the response
given the input features has been presented in [2, 8], and have been shown to
provide improved performance than KNN. The basic idea of such algorithms is
to learn a separate classification model for every test instance, by using training
instances only in the locality of the test instance for training. Their variants have
also been explored for clustering and regression problems [10, 1]. They will be
referred to as instance-specific (IS) local learning, since they utilize the locality
of an individual instance for learning the appropriate classification model.

Even though IS local learning methods have been shown to provide improve-
ment in performance in applications such as optical character recognition, they
suffer from certain limitations which limits their scope in applications involving
a high degree of heterogeneity in the data. Figure 2 illustrates the limitations
of IS local learning using a toy example. In the presence of a variety of modes
in the training set due to the heterogeneity in the data, it is quite possible for
the k-nearest neighbors of a particular test instance to contain irrelevant train-
ing instances from modes that are not meaningful in the context of classifying
that test instance. The presence of such irrelevant training instances can de-
grade the performance of the IS local learning as shown in the toy example. It
can be further observed in Figure 2 that the performance of IS local learning
would be even worse than that of KNN, which will be robust to the presence
of a few irrelevant training instances. Another way of looking at this limitation
of IS local learning is to consider the fact that IS local learning suffers from a
high model complexity, since it involves the learning of a separate model at ev-
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Instance-specific (IS) Local Learning: Instead of using all the training
instances for estimating the classification response at a particular test instance,
the IS local learning scheme involves paying higher importance to training in-
stances in the local neighborhood of a test instance, than training instances that
are far-away in the feature space. It can be described more formally as follows.

Let DN (x) = {(xi, yi)}
m
1 ⊂ D, denote the set of training instances whose

xi is in the local neighborhood of the test instance, x. The learning, f̂x : X →
{−1, 1}, for every test instance, x, is then obtained by minimizing the empirical
risk over training instances in DN (x) along with reducing the structural risk as
follows:

f̂x = argmin
fx

∑

(xi,yi)∈DN (x)

L(yi, fx(xi)) + λR(fx) (2)

The response at a test instance, x, is then estimated as ŷ = f̂x(x).

3 Group-specific (GS) Local Learning

We present a novel local learning scheme termed as Group-specific (GS) local
learning, that exploits the group structure in the test instances for obtaining
the relevant locality for classification. The basic concept of GS local learning
involves using the locality of a group of test instances as opposed to the locality
of an individual test instance for sampling training instances that are most
relevant for classification the current context.

Let XG = {xi}
g
1 denote a group of test instances. The set of training instances

in the local neighborhood of XG can then be defined as the union of training
instances in the local neighborhood of every test instance, x ∈ XG as follows:

DN (XG) =
⋃

x∈XG

DN (x)

Using DN (XG) as the relevant context for classifying a test instance, x ∈ XG,

we aim at learning a mapping function, f̂G, that minimizes the empirical risk
over training instances in DN (XG) along with reducing the structural risk as
follows:

f̂G = argmin
fG

∑

(xi,yi)∈DN (XG)

L(yi, fG(xi)) + λR(fG) (3)

The response at a test instance, x ∈ XG, is then estimated as ŷ = f̂G(x).

4 Experimental Results

Evaluation Setup: We used the optical remote sensing dataset obtained via
the MODerate-resolution Imaging Spectoradiometer (MODIS) instrument on-
board NASA’s Terra and Aqua satellites. This data product (MCD43A4) is
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biased towards sampling from land and water categories that form a majority
in the global set, but instead samples sufficient instances from every land and
water category at a global scale. We randomly sampled 5000 positives and 5000
negatives from 33 out of the 36 lakes and further sampled 50 % of the remaining 3
lakes in order to construct the training set, which comprised of ≈ 17,000 training
instances. We repeated this random sampling procedure 10 times. The test set
comprised of all the instances from the 180 lakes that were not selected for
training.

We considered Support Vector Machines with a linear kernel (SVM) and
SVMs with an RBF kernel (RBF-SVM) as the choice of the base classification
algorithms. For every choice of the base classifier, we compared the performance
of the Global learning scheme, the IS local learning scheme, the KNN algorithm,
and the proposed GS local learning scheme across all the 180 lakes in the test
set. The regularization parameter of SVM was chosen to be 0.5 and the kernel
hyper-parameter of RBF-SVM was chosen to be 1 in all experiments to ensure
appropriate regularization of the learnings. We used error rate as the evaluation
metric for assessing the classification performance of an algorithm.

Aggregate Results: Figures 5 and 6 present the error rates of comparative
algorithms using SVM and RBF-SVM as the base classifier respectively. The
value of k is varied from k = 5, 25, 51, which is used for defining the k-nearest
neighborhoods that is employed by KNN, IS local learning, and GS local learn-
ing schemes. It can be observed that the KNN algorithm shows lowest error rates
at k = 25 and is better than Global when SVM is used as the base classifier,
demonstrating the importance of using locality-aware classification algorithms.
Even though the IS local learning algorithm shows lower error rates than Global
at k = 25 when SVM is used as the base classifier, it performs poorly in com-
parison with Global when RBF-SVM is used as the base classifier. This can be
attributed to the high model complexity of IS local leanring, which makes it
susceptible to over-fitting especially when the base classifier is complex, such
as RBF-SVM. On the other hand, the GS local learning scheme provides sig-
nificant improvement in classification performance than all the three baseline
approaches over all values of k for both SVM and RBF-SVM. This highlights
the merit in exploiting the group structure of instances belonging to the same
lake and observed at the same time-step for learning local models, striking a
balance between model complexity and the degree of locality expressed by the
classifier.

Lake-wise Results: In order to better understand the differences between
comparative classification schemes at the level of individual lakes, we computed
the error rate of each algorithm over every lake individually, by counting the
number of errors committed by the algorithm at a lake over the total number of
test instances in the lake. Figure 8 presents histograms of the mean error rates
at every lake, averaged over 10 iterations, using Global SVM (Figure 8(a)) and
Global RBF-SVM (Figure 8(b)). It can be observed that a majority of lakes have
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Figure 5: Comparison of error rates over all lakes by varying k, using SVM as
the base classifier.
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Figure 6: Comparison of error rates over all lakes by varying k, using RBF-SVM
as the base classifier.

error rates lower than 0.1 for both Global SVM and Global RBF-SVM. We thus
explore the differences between comparative algorithms over lakes with mean
error rates lower than 0.1, using the scatter plots shown in Figure 7, where SVM
was used as the base classifier. Every point on the scatter plot represents the
mean error rate of the GS local learning scheme versus a baseline approach at a
particular lake, while the red line shows the plot of y = x for ease of comparison.

It can be observed that a major fraction of the lakes show lower error rates
for the GS local learning scheme as compared to all of the three baseline ap-
proaches. In order to assess the statistical signficance of the differences between
classification algorithms, we computed the p-value of an Algorithm i showing
lower mean error rates than Algorithm j over 180 lakes by using one-tailed
Wilcoxon signed rank tests. The p-values were computed for every pair of al-
gorithms, (i, j), whose results are presented in Table 1 and Table 2 for SVM
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Figure 7: Scatter plots of the mean error rates at 180 lakes of the GS local
learning scheme and the three baseline approaches, using SVM as the base
classifier.
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(a) Using Global SVM
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(b) Using Global RBF-SVM

Figure 8: Histogram of mean error rates at 180 lakes, averaged over 10 iterations,
using Global SVM and Global RBF-SVM.

and RBF-SVM as the base classifier respectively. The GS local learning scheme
can be seen to show statistically signficant improvements in classification per-
formance over all three baseline approaches, for both choices of base classifiers
at a confidence of 94 %.

Discussion of Results: We compare the performance of classification algo-
rithms on a sample of lakes to further analyze differences between the algo-
rithms. Figure 9 compares the performance of the Global and GS local learning
schemes using SVM as the base classifier at Lake Bisina, which is a freshwater
lake in Uganda. Figure 9(a) shows a false color composite (using the 7th, 5th,
and 4th bands, as red, green and blue colors respectively) of the test instances
in the lake, while Figure 9(b) shows the ground truth at this lake, where blue
and green pixels represent water and land classes respectively. The white pixels
represent instances that were excluded from the test set. Figures 9(c) and 9(d)
show the errors of the Global and GS local learning schemes respectively, as red
pixels for a particular iteration. It can be observed that the Global model makes
mistakes at the peripheries of the lake, where the feature values show different
signature than the interior of the lake. This highlights the limited capacity of the
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Table 1: Table of pair-wise p-values among algorithms using SVM as the base
classifier, where the (i, j)th entry represents the p-value of Algorithm i showing
lower mean error rate than Algorithm j over 180 lakes.

Global KNN IS GS
Global - 1 0.989 1
KNN 2.81 ×10−10 - 5.11 ×10−10 1
IS 0.012 1 - 1
GS 8.12 ×10−15 1.36 ×10−4 6.17 ×10−14 -

Table 2: Table of pair-wise p-values among algorithms using RBF-SVM as the
base classifier, where the (i, j)th entry represents the p-value of Algorithm i

showing lower mean error rate than Algorithm j over 180 lakes.

Global KNN IS GS
Global - 1.5 ×10−6 5.96 ×10−5 0.949
KNN 1 - 0.914 1
IS 1 0.086 - 1
GS 0.051 1.23 ×10−5 2.3 ×10−5 -

Global scheme in modeling the heterogeneity in the data. On the other hand,
the GS local learning scheme makes far fewer mistakes than Global since it has
a higher capacity for modeling the variety in land and water categories, using
the notion of locality of a group of test instances for classification.

Figure 10 shows a similar analysis of the IS local learning and GS local
learning schemes for Lake Abbe, which is a salt lake in Africa. It can be seen
that portions of land that are covered by salt (shown as bluish-white pixels
in the false color composite) are getting misclassified by the IS local learning
scheme, and the errors are further randomly distributed in space. Since such
land locations are infrequent at a global scale and have scarce neighborhoods of
training instances, the IS scheme shows poor generalization performance due to
high model complexity.

5 Conclusions and Future Work

This paper presents a novel group-specific (GS) local learning scheme that uses
the locality of a group of related test instances for learning the classification
model. This helps in obtaining a robust and comprehensive sample of training
instances that are relevant for classifying a group of test instances, as opposed to
the existing local learning schemes. We illustrate an application of the proposed
scheme for global lake monitoring, where the groups correspond to instances
belonging to the same lake, and observed at the same time-step, showing high
spatial auto-correlation among themselves. We compare the performance of our
proposed scheme with baseline approaches over an evaluation dataset comprising
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(a) False color composite (b) Ground truth

(c) Errors of Global (red) (d) Errors of GS (red)

Figure 9: Comparing the performance of Global and GS local learning schemes
at Lake Bisina, Uganda. Error rate of Global = 0.047; Error rate = GS = 0.01.

of 180 lakes from diverse regions of the world. We are able to demonstrate that
the proposed scheme signficantly out-performs the baseline approaches for a
majority of lakes.

Although the proposed cheme shows a promise in improving the classifica-
tion performance over existing local learning algorithms, it suffers from certain
deficiencies which results in its poor performance over a small fraction of lakes.
In the presence of a strong heterogeneity in the data, it is possible for modes
belonging to different classes to share similar regions in the feature space, lead-
ing to class confusion. The impact of class confusion on local learning algo-
rithms would only be limited at instances belonging to modes suffering from
class confusion, without hampering the performance at instances belonging to
other modes. However, in scenarios where the training samples of the GS local
learning scheme include instances from modes suffering class confusion, it can
result in an improper learning of the classification model at a group of test in-
stances, resulting in poor performance over all instances belonging to the group.
Addressing this limitation of GS local learning by incorporating the notion of
class confusion while learning classification models can be explored as directions
for future work.
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(a) False color composite (b) Ground truth

(c) Errors of IS (red) (d) Errors of GS (red)

Figure 10: Comparing the performance of IS and GS local learning schemes at
Lake Abbe, Africa. Error rate of IS = 0.103; Error rate of GS = 0.004.
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[7] Y. Shibuo, J. Jarsjö, and G. Destouni. Hydrological responses to climate
change and irrigation in the aral sea drainage basin. Geophysical Research

Letters, 34(21), 2007.

[8] V. Vapnik and L. Bottou. Local algorithms for pattern recognition and
dependencies estimation. Neural Computation, 5(6):893–909, 1993.
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