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ABSTRACT 
The combination of expert-tuned code expression and 

aggressive compiler optimizations is known to deliver the 

best achievable performance for modern multicore process-

ors. The development and maintenance of these optimized 

code expressions is never trivial.  Tedious and error-prone 

processes greatly decrease the code developer’s willingness 

to adopt manually-tuned optimizations.  In this paper, we 
describe a pre-compilation framework that will take a code 

expression with a much higher programmability and trans-

form it into an optimized expression that would be much 

more difficult to produce manually.  The user-directed, 

source-to-source transformations we implement rely heav-

ily on the knowledge of the domain expert.  The transform-

ed output, in its optimized format, together with the optim-

izations provided by an available compiler is intended to 

deliver exceptionally high performance.  Three computa-

tional fluid dynamics (CFD) applications are chosen to 

exemplify our strategy.  The performance results show an 

average of 7.3! speedup over straightforward compilation 

of the input code expression to our pre-compilation frame-

work.  Performance of 7.1 Gflops/s/core on the Intel Nehal-

em processor, 30% of the peak performance, is achieved 

using our strategy.  The framework is seen to be successful 

for the CFD domain, and we expect that this approach can 

be extended to cover more scientific computation domains. 

 

Categories and Subject Descriptors  D.1.3 [Software]: 

programming technique—Concurrent Programming 

General Terms: Algorithms, Performance, Design, 

Languages 

Keywords: Compiler optimization, parallel computing, 

source-to-source transformation, high performance 
computing 

1. INTRODUCTION 
Achieving high code performance on modern multi- 

and many-core CPUs is challenging.  Deep memory hier-

archies, single instruction multiple data (SIMD) engines, 

and multiple processing cores expose many difficulties for 
programmers seeking significant fractions of peak perform-

ance.  It is well known that manually tuned programs can 

assist the compiler to deliver the best performance.  How-

ever, generating these optimized code expressions is very 
challenging.  Maintaining and extending such optimized 

programs can be as difficult as writing the application 

anew.  The CFD domain, which we target in this paper, has 

production codes that consume large amounts of machine 

time on the largest computing systems.  Making these 

applications run well is therefore very important.  We have 

found a code transformation strategy for CFD applications 

that can produce exceptionally high performance when 

compiled for the latest multicore processors.  Applying this 

transformation strategy manually to production codes many 

thousands of lines in size is completely impractical.  A 

reliable tool that can automate the code transformations is 
therefore needed to help the domain experts in optimizing 

their applications.  To make such a tool possible to build 

with a reasonable effort, we make the tool rely on know-

ledge from the domain experts to perform the transform-

ations.  In contrast to the traditional strategy, our optim-

ization strategy is thus preceded by interactions between 

domain experts and the designers of the transformation 

tool. 

In this paper, we describe a pre-compilation frame-

work that will generate source-to-source transformations 

for applications in the CFD domain.  Input to the frame-

work will be CFD applications with directives provided by 

the domain experts.  To assist the framework in recognizing 

the regions to be optimized, the input code must follow 

specific patterns.  Directives guide the code transformation 

process to create an optimized code expression.  A group of 

transformations developed to optimize CFD applications 

has been implemented in this framework.  Through these 

user-directed transformations, an optimized output code 
expression is generated to serve as input for the compiler.  

In this paper, we demonstrate through 3 CFD example 

codes that this framework can generate optimized code 

expressions and deliver higher performance for CFD appli-

cations on the latest multicore processors.   

There are four main contributions of this work.  First, 

we provide an interface for domain experts to generate 

optimized code expressions, based on their domain know-
ledge, for input to compilers.  Users can view these expli-

citly generated transformations in the high-level language 

to adjust the optimization strategy.  This work is not intend-

ed to replace compilers, but instead to assist compilers to 

maximize code optimizations.  Second, this framework is 



architecture-independent and compiler-independent.  The 

same optimization strategy can be easily ported to multiple 

platforms with different processors and compilers.  Third, 

the optimized code expression generated through the 

framework achieves an average 7.3! speedup over the input 

expression for multiple CFD applications on multiple 
system platforms.  Finally, this work targets code imple-

mentations for exascale computing.  Our framework is 

especially designed to enable CFD applications to achieve a 

high percentage of peak performance on the multi- and 

many-core CPUs that we expect to find in exascale 

computing systems.   

2. RELATED RESEARCHES 
The work in this paper presents a user-directed frame-

work to perform source-to-source code transformations for 

applications in the CFD domain.  Research in domain-

specific optimization, code transformation in high-level 

language expression, and auto-tuning optimization are 

related to this work and are reviewed briefly here. 

Domain-specific optimization. Domain-specific opti-
mizations can be implemented through compilers and 

programming languages.  The Broadway compiler [9] relies 

on an annotation language to implement library-level opti-

mization.  The annotations convey domain knowledge for 

the domain-independent, configurable compiler framework.  

Our framework is different in its application-level optimiz-

ation and compiler independence.  Spiral [11, 32] is a code 

generation framework for digital signal processing (DSP) 

algorithms.  Its feedback-driven optimizer drives the frame-

work to generate alternative implementations, and a search-

ing and learning feature explores alternative implementa-
tions to find the best code transformation.  The experi-

mental results are promising.  Liszt [10] is a domain-specif-

ic language for constructing mesh-based PDE solvers.  The 

unstructured mesh target is different from the structured 

grids in this paper. 

Code transformation in high-level language 

expression.  Source-to-source transformations have been 

implemented in multiple research compiler platforms.  The 
Cetus compiler [12-13] is one example that focuses on 

auto-parallelization for applications written in C.  Mint 

[14], based on the ROSE [16] compiler framework, pro-

vides a source-to-source compiler to generate CUDA pro-

grams for 3-D stencil methods.  G-ADAPT [15], another 

sourced-to-source translator, addresses the influence of pro-

gram inputs on GPU program optimizations.  It relies on 

statistical learning techniques to generate optimized codes 

in CUDA. Although these last researches target a different 

architecture, they also exploit domain knowledge to apply 

code transformations.   

Auto-tuning.  This approach searches through opti-

mization space, and tunable parameters to find the best 

combination for the compiler.  Auto-tuning research has 

targeted multiple architectures, libraries and computational 

kernels, and different scientific computation domains [19-

22].  In contrast to the user-directed optimization presented 

in this paper, the search space covering the tunable param-

eters restricts the optimization opportunities.  Domain 

experts can only provide additional constraints to fine-tune 

the search space.  

3. CFD CODE EXPRESSION 
Computational fluid dynamics (CFD) involves the 

simulation of fluid flow to obtain basic scientific under-

standing (such as the understanding of stellar evolution), to 

predict fluid behavior (as in weather forecasting), or to 

design mechanical devices (such as airplanes).  Almost all 

CFD calculations are carried out on grids that span a 

physical domain, usually in 3 space dimensions.  Although 

these grids can be irregular, at a local level they are usually 
quite regular, at least in their logical structure.  This feature 

of CFD simulations produces a good fit to computation 

with the SIMD engines that lie at the heart of all modern 

CPUs and GPUs.  CFD programmers have long ago learned 

to formulate their codes in terms of vector computation.  

This fits well with SIMD engine processing, except for two 

considerations: vector alignment and vector length.  SIMD 

engine operands must line up in order to be processed.  If 

the vectors in the program do not line up, the compiler must 

generate extra instructions that produce this necessary 

alignment, and this comes at some cost.  For long vectors, 
this cost creates only a longer pipeline delay but this is 

amortized over the large number of words processed in the 

pipeline.  For short vectors, the impact of vector misalign-

ment on performance is much greater.  Unfortunately, 

modern CPUs require short vectors for best performance.  

For long vectors, the on-chip cache memories are too small 

to hold the many intermediate result vectors needed for 

good reuse of cached data.  Long vector computation there-

fore tends to be limited in performance by the relatively 

small bandwidth between the CPU and its main memory. 

CFD codes are written in a variety of coding styles, 

most of which exploit vectorization.  We are targeting our 

code translation tools at one such style, which is used 

widely in the meteorological community.  The computa-

tionally intensive portions of these codes consist of a large 

number of triply nested loops that run over the physical 

domain of the computation for a single MPI process.  As an 

example, we give a Fortran loop nest taken from the CM1 

community code [8]: 

      do k=1,nk 

      do j=1,nj 

      do i=i1,i2 

      if(rru(i,j,k).ge.0.)then 

        dum(i,j,k)=rru(i,j,k)*(2.*s(i-3,j,k) 

     &            -13.*s(i-2,j,k)+47.*s(i-1,j,k) 

     &        +27.*s(i,j,k)-3.*s(i+1,j,k) )*tem 

      else 

        dum(i,j,k)=rru(i,j,k)*(2.*s(i+2,j,k) 

     &            -13.*s(i+1,j,k)+47.*s(i,j,k) 

     &      +27.*s(i-1,j,k)-3.*s(i-2,j,k) )*tem 

      endif 

      enddo 

      enddo 

      enddo 

Eleven flops per loop iteration are performed here, with 2 



vector operands streamed in from memory and one 

streamed back out, for a computational intensity of 3.7 

flops/word.  The memory bandwidth is unlikely to be 

sufficient on any modern device to support this loop’s 

computation at full speed, unless somehow all the data 

could fit into an on-chip cache.  Our code transformations 
address this problem as well as that of vector alignment. 

4. EXAMPLE CODES 
We have chosen 3 test application codes that exhibit 

different types of computations, each of which is represent-

ative of a portion of the work that would be done in a full 

CFD application.  These 3 test applications are:  (1) PPM 

advection,  (2) PPB advection, and  (3) PPM single-fluid 
gas dynamics for low-Mach-number flows. 

PPM advection computes the motion of a distribution 

of a concentration (a scalar variable that is conserved along 

fluid streamlines) through a uniform Cartesian mesh 

according to a prescribed velocity field that varies in space 

but not in time. The velocity value at any point is computed 

from a simple formula.  The advection algorithm is quite 

complex (it is described in [1]), and it involves a wide 
difference stencil.  In this respect, this algorithm is similar 

to many others that are in general use in the CFD commun-

ity.  This algorithm involves an enormous amount of reuse 

of intermediate results of the computation, so that many 

flops are performed for each word of data that is read from 

or written to the off-chip memory.  This small code module 

has about the same overall computational intensity as our 

full multifluid hydrodynamics application.  We define the 

computational intensity as the number of flops we perform 

per word that we read from or write to off-chip memory.  

We have built this code module into a full application by 
placing it within the same code framework as our full CFD 

code.  The computation is carried out in a sequence of six 

1-D passes in a repeated pattern of xyzzyx.  In each 1-D 

pass, messages are passed in only one dimension, a 

property that is shared by all three of our test applications 

but that is not shared by most full CFD codes, which 

exchange data in all 3 dimensions on each pass. 

PPB advection performs the same function as PPM 
advection – computing the motion of a fluid concentration 

through a mesh.  However, the PPB computation is much 

more elaborate, significantly less computationally intens-

ive, and far more accurate.  This method (see [2-4]) takes 

as input 10 moments of the advected concentration, which 

provide information on the subgrid-scale distribution of this 

concentration, and it elaborately updates all these 10 

moments using only a very narrow difference stencil.  This 

computation has a similarity to a number of related numer-

ical algorithms in the CFD community that involve a lot of 

computation, but which are nevertheless less computation-

ally intensive by our definition above.  This test application 

is therefore more difficult to execute at a high fraction of a 

processor’s peak performance.  It also involves consider-
ably more vectorizable logic than the PPM advection 

algorithm, which gives it a different character in terms of 

its use of the on-chip functional units. 

Single-fluid, low Mach number PPM gas dynamics is a 

full application code.  We have used it in the past to sim-

ulate in great detail homogeneous, compressible turbulence 

as well as convection flows in stars (see articles in [5] for 

both these subjects), and it scales extremely well up to 
98,312 CPU cores.  This version of PPM gas dynamics is 

similar to, but not the same as the sPPM benchmark code 

[6] that was used several years ago to specify performance 

requirements for large DOE computer acquisitions and that 

won the Gordon Bell award in the performance category in 

1999 [7]. 

5. OPTIMIZATIONS BY THE COMPILER 
There are numerous compiler transformations focusing 

on hardware and software characteristics to perform code 

optimizations.  Users can invoke these optimizations by 

specifying flags, but the optimization decisions are deter-

mined by the compiler’s analysis and optimization heurist-

ics.  These transformations are done in the intermediate 

representation, e.g. the abstract syntax tree (AST), and gen-

erate results in the same format or lower-level represent-

ation.  It is not trivial for users to view the transformations.  

Compilers provide optimization reports and compilation 

details to allow users to study the behaviors.  Together with 
the assembly code generated by the compiler, these reports 

allow the user to determine the optimization behaviors to a 

limited extent.  In this section, we rely on the reports gener-

ated by the Intel compiler, version 12, and study its optim-

izations for our three numerical algorithms. 

From the reports, general optimizations like dead-code 

elimination, common subexpression elimination, and for-

ward substitution are applied in all three applications.  Sub-
routines that conform to the inlining restrictions are inlined.  

Inlining eliminates the overhead caused by function calls 

and provides opportunities for more aggressive optim-

izations applicable to the inlined subroutines.  However, a 

disadvantage is increased code size.  Most compilers en-

force a size restriction to avoid unnecessary code expan-

sion. 

Nested loop structures are a dominant component in 

CFD codes.  Therefore, loop optimization plays a critical 

role to improve the code performance.  From the reports, 

loop unrolling, loop collapsing, and loop distribution are 

applied in all three applications.  Loop unrolling will 

decrease the branch overhead and provide a larger block of 

instructions for the scheduler to work with, which gives the 

scheduler more options in positioning operations. Mean-

while, aggressive unrolling will significantly increase the 
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code size, and large unrolled blocks are harder for the 

compiler to analyze.  We see that only small loop blocks in 

the examples are unrolled.  Loop collapsing transforms a 

multiply-nested loop into a single loop.  All the multiple-

dimensional indices will be merged into serialized indices.  

This eliminates the loop overhead and provides an easier 

loop structure for the compiler analyzer.  Loop distribution 

[23, 33] will split the original loop into smaller loops.  It 

can hoist non-vectorizable instructions from the loop body 

and create multiple vectorizable loops of smaller size.  The 
drawback of loop distribution is that it will break the 

original loop structures provided by the programmer.  

There are other optimizations such as loop tiling [34-35] 

that are known to improve cache memory usage. The tiled 

data can fit into the cache memory to increase spatial local-

ity.  However, this aggressive optimization is not applied 

by the compiler to our three examples. 

Vectorization is another important element of compila-
tion that can benefit computational performance. For vector 

processors, loops containing uniform access and computa-

tion patterns are considered as vectorizable.  Vectorization 

brings benefits in hiding memory latency.  Modern process-

ors include vector processing units, SIMD engines, that 

favor much shorter vector lengths.  Current SIMD engines 

perform concurrent executions on 4- to 8-word data, with 

operation on 16-word data expected in the near future.  

However, more restrictions apply to SIMD engines than to 

vector processors.  It is not trivial for the compiler to gener-

ate codes that fulfill all the restrictions [25].  We have seen 
that most loops are only partially vectorized in our example 

codes.  The loop distribution discussed earlier is the main 

cause for the partially vectorized loops.  The reasons for the 

loop distribution mainly come from data dependences, 

complex instructions (division and special mathematical 

functions), jumps, and branches inside the loop block. 

To evaluate the improvements made by compiler 

optimizations, we measure the fully optimized (with –O3 
option) performance and the non-optimized (with –O0 

option) performance for our three examples on an Intel 

Nehalem workstation.  2.1! ~ 5.7! improvements result 

from the compiler optimizations, but the best percentage of 

peak performance is only 5.9% (1.4 Gflops/s/core). 

Compiler optimizations are very important.  However, 
some optimizations are not applied in the expected way for 

our examples.  It is well known that a compiler has to be 

conservative to ensure the correctness of code execution.  

As a result, optimization opportunities may be sacrificed in 

the compilation.  Because compilers lack the domain know-

ledge to perform specialized transformations, connecting 

domain expertise and compiler expertise will be helpful for 

domain-specific applications.  Implementing this missing 

link in the current compiler design is the goal of our work.  

It is challenging to relay the user’s knowledge from high-

level source code down to the low-level code generation 

and optimization process. 

6. PRECOMPILATION FRAMEWORK  
In this paper, we present a framework as an interface 

for an expert user to direct the code transformations that 

can optimize domain-specific applications.  Although our 

framework development is an ongoing process, there are 

several finished features available for CFD applications.  

Fig. 1 shows the current framework structure.  

 The framework structure is built using ANTLR [26-

27], which is a language parsing and translation tool.  With 

ANTLR’s support for tree construction, tree walking, patt-

ern matching, and translation, we have found it extremely 

useful in generating source-to-source transformations.  The 

framework can produce output code in the same or a differ-

ent language.  The framework design follows the flow 
shown in Fig. 1.  

Our framework implements user-directed optimization.  

The tool relies heavily on the guidance of domain experts 

to perform the transformations.  User directives are inserted 

into the source code to convey the required information for 

the transformations.  Table 1 lists all the directives, with 

short descriptions, that are used in the current implementa-

tion.  Details of usages will be discussed in next section.  
Code patterns are also used in assisting the framework.  

These patterns require minimal code modifications from 

domain programmers.  They can effectively convey the 

domain knowledge to the framework and aggressively help 

the tool to recognize transformation opportunities.  Pattern 

matching is also used to identify specialized data structure, 

which will be discussed later.  After collecting all the user 

directives and recognizing the code patterns, our frame-

work generates the AST and symbol table with all the user 

directive information stored in them.  In the present early 

stage of our framework development, additional rules for 
the expression of the input code are used for the front-end 

optimization.  As the framework matures, we expect that 

these rules can be gradually relaxed.   

Users provide transformation commands to direct the 

preferred transformation sequence.  All transformations are 

performed in the intermediate format, which is the AST in 

our framework, and the output is un-parsed back to a high-

level language expression.  In the front-end optimization, 

Source Code 

Front-end Transformation 

Back-end Transformation 

Fortran C SIMD CUDA 

AST, Symbol Table 

Command 

Command 

Code patterns 

Figure 1: Framework structure 

Directives 



the output is the same language expression as the input.  

Each transformation is performed as an independent phase.  

The output after each phase will be acceptable by compilers 

and generate correct execution.  Specialized transforma-

tions for CFD applications are implemented in the current 

design.  These specialized transformations are developed 
based on knowledge from domain experts, and through 

close cooperation between the domain experts and the 

optimization developers.  Therefore, the transformations 

are guaranteed to be beneficial for the domain-specific 

applications.  Some specialized optimizations require a 

group of transformations in a fixed order.  Those optimiza-

tions are performed as a package with the user’s consent.   

 The current back-end optimization is developed to 
generate code expressions for different languages, archi-

tectures, and compilers. The back-end generates Fortran 

output by default. Upon the request of the user, the tool will 

also generate output in different languages, such as C and 

(soon) CUDA.  With SIMD intrinsic support, it can further 

generate SIMD programs.  This process is like compiler 

code generation in the high-level language expression.  

Only loops with directives inserted will be translated into 

SIMD expressions, and the tool will leave the rest unchang-

ed.  The tool can also catch misuses of directives and issue 

warnings back to the users.  Those warnings include unsup-
ported loop structures and non-contiguous memory-access 

patterns.  The back-end transformation takes its input from 

the front-end to generate optimized SIMD programs.  It can 

also work independently without the front-end to transform 

regular vectorizable loops with inserted directives, but 

several restrictions would apply.  The latest SIMD engines 

support wider SIMD widths, e.g. the 256-bit AVX [28] 

instructions.  Users can command the back-end tool to 

generate SIMD instructions with a desired SIMD width.  

As compilers begin to support special intrinsic functions, 

such as data prefetching and cache management functions, 

a user of our framework will be able to exploit these 
features through the back-end code transformations.  With 

the directive “!PPM$ DMA” in table 1, a user can identify 

a candidate for data prefetching.  The back-end tool, with 

its ability to translate operations into intrinsic function 

calls, has the potential to generate these special intrinsic 

functions in domain-specific applications.   

Our framework performs input code analysis to assist 
code transformation, verifying the input code structure, and 

catching any misuses of the directives and code patterns.  

Unlike the compiler’s strategy, it is the user’s responsibility 

to provide correct information and make the transformation 

decision.  The current framework is designed to generate 

optimized code expressions for CFD applications. The 

resulting code achieves high performance, as our experi-

ments reported below attest.  The code transformations that 

we apply for CFD applications are discussed in the follow-

ing section.   

7. CODE TRANSFORMATION FOR CFD 
The precompilation function for CFD applications that 

we automate in our framework can be broken into two 

steps.  The first takes the annotated high-level expression 

and converts it into a high-level expression of a very differ-

ent sort.  This step involves the most extreme code trans-

formations, with a global scope in the program.  In this 

paper, we refer to this first code translation step as the 

front-end optimization. The second step of the code 
translation we think of as the back-end. This takes the 

thoroughly restructured code produced by the front-end, 

which is nevertheless still in standard, high-level code 

(Fortran at present), and from it produces code that a 

standard vendor compiler will compile into the high-

performance result that we seek. Depending upon the 

computing platform and the vendor compiler involved, this 

translated code may be either Fortran or C, with or without 

special vector intrinsic function calls.  Fig. 2 uses a code 

fragment extracted from the PPM single-fluid code to show 

the transformation processes.  Each individual box shows 
the same loop block in three different forms.  

We first present the front-end optimization.  The left-

most box in Fig. 2 shows the original code fragment 

extracted from the PPM single-fluid code.  Given a 643 grid 

(nx=64) and the number of ghost cells at the each boundary 

equal to 4 (nbdy=4), a domain of 723 grid cells is updated 

by a single thread running on a single CPU core.  Each 

variable array used in a single-dimensional sweep needs 
data augmented by ghost cell values in only a single direc-

tion and thus consists of 64!64!72 words, which is 1.125 

MB.  Data of this size cannot fit into the L1 and L2 caches.  

There will consequently be a tremendous amount of traffic 

to bring this data into the processor. 

The front-end code transformations focus on cache 

usage optimization.  Before application of the front-end, a 
manual data structure reorganization packs the data as a 

collection of individual records of a size suitable for SIMD 

vectorization, which we call grid briquette records.  All 

relevant routines must be cognizant of this reorganization.  

The size of each single grid plane in the packed data is a 

multiple of the SIMD width, 16 words in our example.  All 

these short vector structures are assured to be aligned and 

ready to serve as aligned operands for SIMD instructions.  

The size of the briquette is configurable (from 23 ~ 83) for 

DIRECTIVES PURPOSE 

INLINE Inlining all the relevant subroutines 

PIPELINE Identifying the specialized pipeline loop 

LONGITUDINAL 
LOOP 

Identifying all the computational loops over planes 

ELIMINATE 
REDUNDANT 

ITERATIONS/SUB
SCRIPTEXP 

Removing redundant reads from the main memory 

PREFETCH 

BEGIN/END 
Identifying the pipeline-prefetching region 

DOUBLEBUFFER Identifying the variables that require double-buffering 

VECTOR 
ALWAYS 

Identifying the vectorizable loops 

DMA Identifying the data movement to/from main memory  

SIMD UNROLL Unrolling the loops in the SIMD format 



different SIMD widths and cache memory sizes supported 
by the target processor.  In a single dimensional sweep for 

the PPM example, the programmer splits a single sweep 

over a 64!64!72-grid into 16!16 sweeps over grid pencils 

of 4!4!72 grid cells each, that is, 18 grid briquettes.  The 

front-end of our framework transforms the code for such a 

grid pencil update. 

The grid pencil update computation iterates through 
the grid planes of the grid pencil (see [36, 37, 29]).  In the 

center box of Fig.2, the icube and i loops are the nested 

loops that iterate through these grid planes.  In order to 

update a given grid plane in the single-fluid PPM example 

code, we need data from 4 neighboring grid planes on each 

side in the dimension along the grid pencil.  Only 5 grid 

planes of each variable are required, so that the p array, for 

example, in the center box of Fig. 2 is just 320 Byte in size.  

With this memory reduction from the full grid pencil to just 

5 grid planes, most of the arrays can stay in the L2 cache 
memory.  These transformations greatly reduce the memory 

footprint and eliminate the a great deal of traffic between 

the CPU core and the main memory.  The original triply-

nested loop becomes another multiply-nested loop.  The 

outermost two loops iterate through the grid pencils.  

Parallelization can be applied at this level to allow each 

single thread to update an individual grid pencil.  These 

loops contain an inner loop over the multiple grid planes of 

a grid briquette (see diagram in Fig. 3).  We then pipeline 

this loop nest over the briquettes in a strip to eliminate 

redundant unpacking of data records and redundant 
computation. Our tool takes the directive “PIPELINE” to 

identify the beginning of the pipeline region, the directive 

“LONGITUDINAL LOOP” to specify all the vectorizable 

loops involved in this pipeline, and the directive 

“ELIMINATE REDUNDANT ITERATIONS” to remove 

the redundant memory reads.  This pipeline has multiple 

stages, each involving multiple vectorizable loops, with 

over tens to hundreds of cache-resident arrays serving as 

buffers holding the intermediate pipeline states.  To assure 

that only the minimal set of transverse grid planes needed 

to compute a single updated plane (or group of planes) are 
contained in the workspace, we perform liveness analysis 

with an analyzer embedded in the framework, and re-index 

the temporaries.  In the center box of Fig. 2, i4m3, i4m1 

etc. are the barrel shift indices used for the re-indexing.  

Finally, we further minimize the cache memory workspace 

by aggressively reusing the temporaries.  Also shown in 

Fig. 3, prefetching and asynchronous write-back of data 

records are used to overlap computation with commun-

ication to the main memory.  Directives “PREFETCH 

  Dimension s(nssq,1-nbdy:nx+nbdy) 

  Dimension unsmth(,1-nbdy:nx+nbdy) 

  Dimension pl(ny,nz,1-nbdy:nx+nbdy) 

  Dimension p(ny,nz,1-nbdy:nx+nbdy) 

… 

  Do i=2-nbdy,nx+nbdy 

  Do k=1,nz 

!DEC$ VECTOR ALWAYS 

  Do j=1,ny 

   s(j,k,i)=1. 

   if((p(j,k,i)-p(j,k,i-1)).lt.0.) 

 & s(j,k,i)=-1. 

   difmon(j,k,i)=s(j,k,i)*difmon(j,k,i) 

   if(difmon(j,k,i).gt.0.) then 

   difmon(j,k,i)= 

 & max(s(j,k,i)*(pl(j,k,i)-p(j,k,i)),0.) 

   endif 

   pl(j,k,i)=pl(j,k,i)- 

 & unsmth(j,k,i)*s(j,k,i)*difmon(j,k,i) 

  enddo 

  enddo 

  enddo 

 

  Dimension s(nssq) 

  Real*4    unsmth 

  Dimension pl(nssq,0:1) 

  Dimension p(nssq,0:4) 

… 

  do 9990   icube = 0,ncubes+1 

… 

  do 9900   i = ibegin,ibegin+3 

!DEC$ VECTOR ALWAYS 

  Do j=1,nssq 

   difmon(j)=pl(j,i1o0)-p(j,i4m4) 

   s(j)=1. 

   if((p(j,i4m3)-p(j,i4m4)).lt.0.)  

 & s(j)=-1. 

   difmon(j)=s(j)*difmon(j) 

   if(difmon(j).gt.0.) then 

   difmon(j)=max(s(j)*(pl(j,i1o0)- 

 & p(j,i4m3)),0.) 

   endif 

   pl(j,i1o0)=pl(j,i1o0)- 

 & unsmth*s(j)*difmon(j) 

  enddo 

… 

9900 continue 

9990 continue 

__declspec(align(16)) __m128 s[4]; 

__declspec(align(16)) __m128 unsmth_vec, tpatt; 

__declspec(align(16)) __m128 pl_vec[4*2]; 

__declspec(align(16)) __m128 p_vec[4*5] 

… 

for (icube=0;icube<=(ncubes + 1);icube=icube+1){ 

for (i=ibegin;i<=(ibegin + 3);i=i+1){ 

for (j=0;j<4;j=j+1){ 

difmon_vec[j] = 
(_mm_sub_ps(pl_vec[j+(i1o0)*4],p_vec[j+(i4m4)*4])); 

s_vec[j] = _qwconstant1; 

tpatt=_mm_cmplt_ps((_mm_sub_ps(p_vec[j+(i4m3)*4], 

p_vec[j+(i4m4)*4])),_qwconstant2); 

s_vec[j] = 
_mm_sel_ps(s_vec[j],(_mm_neg_ps(_qwconstant1)),tpatt); 

difmon_vec[j] = (_mm_mul_ps(s_vec[j],difmon_vec[j])); 

tpatt=_mm_cmpgt_ps(difmon_vec[j],_qwconstant2); 

difmon_vec[j] = 
_mm_sel_ps(difmon_vec[j],_mm_max_ps((_mm_mul_ps(s_vec[j], 

(_mm_sub_ps(pl_vec[j+(i1o0)*4],p_vec[j+(i4m3)*4])))), 

_qwconstant2),tpatt); 

pl_vec[j+(i1o0)*4] = 
(_mm_sub_ps(pl_vec[j+(i1o0)*4],(_mm_mul_ps( 

(_mm_mul_ps(unsmth_vec,s_vec[j])),difmon_vec[j])))); 

} 

}} 

Figure 2: Three code expressions from different code transformation phases 

Figure 3: Illustration of code pipelining process 



BEGIN/END” and “DOUBELBUFFER” are used to 

identify the prefetching region and the variables that will 

need double buffering for the prefetch.   After 4 grid planes 

are updated, a data transposition is performed in this cache-

resident cubical data structure.  In a multi-dimensional 

computation, the transposed data is used as the input for the 
next single-dimensional sweep.  Without domain know-

ledge, such as the briquette data structure and the size of 

the difference stencil, these transformations cannot be 

generated by a compiler.  After reviewing multiple CFD 

applications, we have concluded that it is possible to 

recognize code patterns and apply our transformation 

strategy to them. Assistance from domain experts will be 

required to simplify the process.  However, implementing 

automated transformations will not be simple and straight-

forward.  

After the transformations described above, the output 

code is highly optimized but still in a high-level expression.  

This pipelined, memory optimized, code should result in 

high performance executable code.  Although it is a simple 

matter for a user to recognize the vector loop structures and 

to provide directives for their optimization, conservative 

analyses and conflicts with other optimizations can make 

compilers vectorize these loops only partially, despite the 

guidance provided by the directives.  The requirement of 
aligned memory for the SIMD engine operands can restrict 

compilers still further in vectorization [24].  

To assure execution on SIMD engines, programmers 

can write codes in assembly language to enforce SIMD-

ization, but productivity in creating scientific applications 

in this way is extremely low. Compiler vendors provide 

intrinsic functions to ease the burden of generating such 

explicit SIMD programs. The intrinsic functions are called 
from higher-level languages, but the expressions are still 

low-level, closer to the assembly format.  The purpose for 

our back-end optimization is to generate SIMD programs 

for different architecture and compiler combinations using 

the SIMD intrinsic functions supported by compilers.  The 

rightmost box in Fig. 2 shows the output after our back-end 

optimization.  Identifying vectorizable loops is the critical 

key in this transformation.  A vectorizable loop has to be 

the innermost loop in a single basic block with no jumps 

and branches. The loop must have countable iteration space 

with unit-stride memory accesses.  No backward loop-
carried dependences, special functions, and subroutine calls 

are allowed in a vectorizable loop.  The directive 

“VECTOR ALWAYS” in table 1 is used to identify vector-

izable loops.  When the loops are identified, variables, 

except integers for array subscripts, used in the loops have 

to be declared in the fixed-length, packed data type and 

applied with memory alignment constraints.   Arithmetic 

operators are translated into the intrinsic function calls, 

which provide one-to-one mappings to the SIMD instruct-

tions.  Supports for special mathematical functions in 

SIMD mode such as sin() and cos() have appeared in the 

latest compilers.  Other unsupported mathematical func-
tions must be evaluated using combinations of other SIMD-

supported functions.  Otherwise, instructions will be hoist-

ed from the vectorizable loop and kept in the regular scalar 

mode.  Conditional vector merge functions, known as 

CVMGM in the vector computing, are expressed with a 

conditional statement followed by an assignment statement 

in a regular loop.  These functions are the only branch 
instructions allowed in a vectorizable loop.  They are trans-

lated into mask assignments with a bit-wise comparison 

followed by a bit-wise selection.  In the rightmost box in 

Fig. 2, _mm_cmplt_ps and _mm_cmpsel_ps are used for the 

comparison and mask assignment.  The directive “DMA” is 

used to identify data movement between the main memory 

and the on-chip memory.  It is reserved for architectures 

like the Cell processor.  This same directive is used to 

identify the position for hardware prefetching instructions. 

After both front-end and back-end optimization, the 

optimized code in SIMD expressions does indeed deliver 

high computational performance.  This conclusion is 

supported by the results of our experiments, which are 

reported in the next section.  

8. EXPERIMENT RESULTS  
Our experiments were run on two different architect-

ures and using multiple compilers.  The first platform is a 

cluster of dual quadcore Intel Xeon x5570 CPU (23.44 

Gflops/s/core peak 32-bit performance) nodes. The compil-

ers for the performance tests are the GCC compiler, version 

4.6.1, the Intel compiler, version 12, and the Pathscale 

compiler, version 3.2.  The second platform is an IBM 

workstation equipped with four 8-core Power7 (30.88 

Gflops/s/core peak 32-bit performance) processors.  On the 

IBM machine, we use the XL Fortran compiler, version 

13.1, and the XL C compiler, version 11.1  

To demonstrate the usefulness of our code transforma-

tions for CFD applications, we give performance results for 

each compiler working with 3 different code expressions.  

The first of these is a simplified and quite standard vector-

izable Fortran expression, which is used as input to our 

front-end code transformations.  The computation is ex-

pressed in a sequence of triply nested, vectorizable loops 

extending over a regular 3-D Cartesian grid.  The second 
Fortran code expression we use for performance testing is 

one that has undergone our front-end code transformations.  

A third and final code expression that we test for perform-

ance here is the result of our back-end code translator 

applied to this second, transformed and pipelined Fortran 

code.  In the comparison charts, the prefix number of each 

experiment group identifies the code expression used in the 

performance test.  All the tests here are parallelized using 8 

or 16 OpenMP threads, with either one or two threads 

assigned to a CPU core.  The computational workload is 

equally shared among all the threads.  

To demonstrate that the second expression is superior 

in managing and utilizing the cache memory than the first 

code expression, we perform a comparison between the two 

with both using no compiler optimizations. The second 

code expression performs at an average 2.4! speedup over 



the first code expression.  We therefore believe the optimiz-

ed code expression by itself produces a significant impact. 

Together with the most aggressive compiler optimizations, 

specified by the –O3 flag, this transformation achieves a 

significantly higher percentage of peak performance for 

CFD applications, and a 3.6!"speedup over the original". 

Fig. 4 shows the comparison between the first and the 

second code expressions.  The best performance for the 

first expression comes from the PPM single-fluid code 

using the Pathscale Fortran compiler.  However, the 1.4 

Gflops/s/core delivered performance is only 5.9% of the 

peak performance.  The large memory footprint of this 

computation leads to a tremendous amount of traffic be-

tween the processor and main memory. Execution becomes 

memory bound using the first code expression.  Compilers 

without access to domain-specific knowledge optimize the 

code to only a limited extent.  Without efficiently reusing 

the cache memory, the achievable performance is limited 
by the available memory bandwidth.  The pipelined, cache 

optimized code expression generated from our front-end 

transformation, however, delivers much higher perform-

ance.  The result in Fig. 4 shows an average of 3.6! speed-

up using this optimized expression.  The memory footprint 

of the transformed computation is small enough to fit into 

the 256 KB L2 cache, so that fetching the briquette from 

main memory and writing the updated briquette back are 

the only demands placed on the very limited main memory 

bandwidth.  If intrinsic function calls giving hints for the 
data prefetching are included in the transformed code, an 

even better performance is possible.  We manually tuned 

the advection code using mm_prefetch() and the Intel 

complier.  This results in 3.3 Gflop/s/core performance, 

which gives an additional 5.5% performance increase.  

In Fig. 4, we see that the Intel compiler achieves the 

best performance, at 14% of peak, and we get 9.5% and 9% 

from GCC and Pathscale, respectively. Different compiler 
vendors rely on different benchmark software to validate 

optimization strategies. We have reviewed the optimization 

reports and the assembly codes generated by each of the 

compilers.  We conclude that compiler vectorization leads 

to the 50% performance difference between them on our 

code examples.  The conditional vector merge functions, 

known also as CVMGM in vector computing, which we 

discussed earlier, are allowed inside a vectorizable loop.  

However, expressing them with the if statement makes 

compilers sometimes treat them as jumps or branches.  The 

Intel compiler seems to hoist many of these functions out of 

the loops.  Loop distribution is then applied to create sever-

al smaller vectorizable loops.  GCC and Pathscale avoid 

vectorizing these loops entirely, because branches in loops 

violate their vectorization heuristics.  These conditional 

vector merge functions are pervasive in our three examples.  
Partially vectorized execution therefore results in only a 

50% overall performance improvement compared to non-

verctorized execution for these loops. 

A third and final code expression that we test for 

performance here is the result of our back-end code trans-

lator applied to this second, transformed and pipelined 

Fortran code.  A comparison between the second and the 

third code expressions is shown in Fig. 5.  On the Intel 
hardware, we see that both the Intel compiler and the GCC 

compiler perform the best on the PPM single-fluid code.  

The achieved percentages of peak are 25% and 24%.  The 

Pathscale compiler shows worse performance in all three 

examples for the transformed code.  After inspecting the 

assembly code generated, we suspect the SIMD intrinsic 

functions are not fully supported by the Pathscale compiler.  

Instead of behaving as inlined functions, these intrinsic 

functions appear to be treated as regular functions.  Thus 

the function call overhead drags down the overall perform-

ance.  Excluding the Pathscale compiler, our translated 

SIMD expression has an average 2! speedup over the 

second code expression using the Intel processor.  Experi-

ments from the Power7 platform are also shown.  With 

Power7’s higher clock rate, the best performance is 6.75 

Gflops/s/core, which is 21.8% of its peak performance.   

From the experiment results, we note that for our 

transformed code expressions – which use our small grid 
briquette data records, short, aligned vector operands, and 

fully pipelined code executing almost entirely out of the 

on-chip cache – we see by far the best performance.  This 

transformed code brings the main memory data bandwidth 

requirement for the numerical algorithm to a very low 

level.  The translated expression also utilizes the SIMD 

engines to the maximum extent.  The Intel Nehalem 

processor used in our performance tests has a two-thread 

SMT design.  Two threads in a single core share hardware 

resources and can be executing in any given pipeline stage 

Figure 5: Performance comparison of back-end transformation Figure 4: Performance comparison of front-end transformation 



concurrently. As shown in Fig. 6, the combination of our 

front-end and back-end code transformations with the SMT 

achieve the best performance, 30% of peak, for the PPM 

single-fluid code, with ~ 20% delivered on the other 
example codes.  Using two threads per core does not 

improve performance on these codes in their original 

forms.  Comparing the best-achieved performance with and 

without transformation, an average 9.6! speedup shown in 

Fig. 6 (or 7.3! including all the experiments) is obtained.  

9. CONCLUSION & FUTURE WORK 
We believe there exists a missing link between domain 

expertise and compiler design.  Conveying information bi-

directionally can significantly improve the compilation, and 

deliver higher performance.  However, implementing new 

features into a compiler’s framework will be challenging.  

The precompilation framework we discuss in this paper is 

intended to address this situation.  We have shown that for 

our examples in the CFD domain, this strategy of bringing 

domain-specific knowledge to bear on code compilation 

can result in very significant performance gains.  From our 

experiments, we see an average 7.3! speedup is delivered, 

and up to 30% of the peak performance is achieved. 

Our current framework has its back-end transformation 

that generates output for different SIMD engines fairly well 

developed and tested.  It serves the purpose of reducing a 

programmers’ work in writing SIMD code.  The front-end 

transformation addresses regular grid computations in the 

CFD domain.  In the future, we intend to extend it to 
address adaptively refined grid calculations as well.   

Our focus on CFD applications tries to deal with the 

well-known problem of the memory bandwidth bottleneck 

between the main memory system and a multicore CPU.  

As vendors place more and more cores on each processor 

chip, this “memory wall” [30] becomes harder to address.  

We therefore expect our code transformations to become 

increasingly important.  

The CFD applications that we use are written in the 

Fortran language. As a result, we only consider Fortran as 

the input for the translation tool.  We can foresee a higher 

future demand in code optimization from applications 

written in other languages.  With the flexibility brought by 

ANTLR, the translation framework can easily adapt to 

languages other than Fortran as input.  The AST rules can 

be shared among languages and the transformations can be 

extended to applications from different scientific domains. 

The GPGPU, with its low-power feature and promise for 

high performance, is an attractive target for our future 

work.  We intend to program the GPGPU’s streaming 

multi-processors (SMs) as vector machines and foresee this 

framework having positive impact for the GPGPU.  With 

the front-end transformations, the reduced memory foot-

print could help the GPGPU to make efficient use of its 

precious on-chip shared memory.  The back-end translator 

is expected to provide support for the CUDA language used 

on the Nvidia GPGPU, or OpenCL [31] used by other 
vendors. 
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