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Abstract

Living in a dynamic environment, we must be able to make flexible plans that can
handle ambiguity and changes in goals while acting. Recent studies suggest that
brain builds multiple competing plans related to potential goals and use perceptual
information to drive this competition, until a single policy is selected. We propose
an extended optimal control framework to model human behavior in tasks with
multiple goals and show that goal competition is a natural by-product of handling
goal uncertainty. We show how an agent’s optimal policy in the presence of goal
ambiguity, can be expressed as a weighted mixture of multiple control policies,
each of which produces a sequence of actions associated with a specific target.
At any instant, weighting factor is an inference of which goal’s policy is best to
follow, starting from the current state. Simulations of our multiple-goal optimal
control model replicated reaching strategies observed in several human studies.
Finally, we made novel predictions about the effects of the spatial probability dis-
tributions of the candidate targets and their expected pay-off values on the optimal
policy.

1 Introduction

The stochastic optimal control framework has proven quite successful at modeling goal-directed
movements, such as reaching to touch targets and pointing to directions [1, 2, 3]. Within this frame-
work, the motor system acts as an optimal feedback controller, generating actions that change the
current state of the body-environment toward a goal while minimizing costs [4]. The preponder-
ance of optimal control studies focus on single goal tasks, in which the agent knows the goal prior
to movement onset. This concept is consistent with the traditional cognitive science theory for the
human/ animal behavior, which suggests that selecting an action plan (i.e., “what to do”) precedes
action specification (“how to do”) in decision making. However, recent findings demonstrate a more
flexible control process, in which perceptual, cognitive and motor systems overlap in making de-
cisions, generating several potential control policies associated with probable goals. These control
policies compete against each other (“affordance competition hypothesis”), while perceptual infor-
mation is collected to bias this competition until a single policy is selected [5, 6, 7]. While neural
network models that incorporate the idea of goal competition have been previously proposed [?],
they do not use the stochastic optimal control framework and thus fail to incorporate the advances
in modeling single goal behavior.

In the current study, we propose an optimal feedback control framework to model motor decisions
with multiple potential targets. We show that goal competition is a natural by-product of handling
goal uncertainty. We demonstrate how an agent’s optimal policy in the presence of goal ambiguity,
can be expressed as a weighted mixture of multiple control policies, each of which produces a
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sequence of actions associated with a specific target. At any given time, each controller j generates a
sequence of optimal actions to reach the target j. The reaching policy is computed as a time-varying
weighted average of these individual actions. One way to conceptualize the reaching-to-multiple
targets problem is to assume that the agent wants to maximize its chance to achieve at least one
target. From this point of view, the appropriate weighting factor would represent the probability that
a target could be reached from the current state. Another way is to model a target as being present
one at a time; in this case, the appropriate weighting factor is the probability that target is present.
In both cases, something fundamental needs to be known about the generative process for targets
before weights can be computed. The novelty of the proposed framework is that weight factors
include both costs and benefits to reach each target, producing near-optimal behavior, even when the
generative process for target availability is unknown or partially understood. Our weighting factor
wj represents the probability to achieve an expected cost vπj (x̂t) starting from the current state x̂(t)
at time t and following the policy πj(x̂t) to reach target j.

We ran a series of simulations and found that the approach can explain many aspects of human
strategies in reaching to multiple competing targets. Consistent with behavioral studies [8, 9], we
found that the controller compensates for goal uncertainty by initiating reach movements aiming at
the midpoint of the targets, before correcting mid-flight to the actual target position. Additionally,
we made some novel predictions about the optimality of reach strategies that have not been tested
yet on experimental data. We show that a multiple-goal controller adopted the spatial averaging
policy only when the benefits in terms of successful reaching outweigh the control costs. Otherwise,
it aims toward the side of space with the lowest expected control cost. Furthermore, the expected
pay-off of the targets affects the reach policy - the reach trajectories are shifted toward the side of
space with the target that provides the highest expected reward. These results suggest that stochastic
optimal control can be used to understand human reaching strategies with goal uncertainty, and we
show how the framework generates new experiments that should further elucidate human control
with multiple targets.

2 Optimal feedback control for reaching

2.1 Reaching to single target

Within the stochastic optimal control framework, control policies originate as the solution to an
optimization problem where the desire to achieve a goal (encoded by a reward) is balanced against
a measure of motor costs. The basic idea is to find a sequence of motor commands that acquire as
much reward as possible, while spending as little effort as possible. For reaching, given the arm’s
kinematics and the sensory and motor noise in estimating and controlling the state of the hand, the
stochastic optimal control finds a sequence of motor commands ut, for times t = [t1, . . . , tend] that
optimizes the cost function described in Eq. (1), for each state of the hand and the environment xt.

J
(
x[t1,tend],u[t1,tend]

)
= E

(
||ph

tend
− ptarget||2 + ||ṗh

tend
||2 +

∫ tend

t1

||ut||2dt
)

(1)

where ph
t , ṗh

t and ptarget are components of the state vector xt that describe the 2-dimensional
position, velocity of the finger and the position of the target, respectively (for more details about the
hand model see the supplementary materials). The first term of Eq. (1) constitutes an accuracy cost.
The second term specifies that the reaching movement has to stop at time tend and the finger should
contact the target with zero velocity. Finally, the third term is associated with the effort that we
pay to accomplish the task. This term penalizes actions/motor commands of large magnitude. The
minimization of Eq. (1) provides the optimal policy, which is a balance between accurately reaching
the target and minimizing effort.

To minimize the cost function in Eq. (1), a model of the system dynamics and sensory feedback
must be incorporated. Abundant evidence suggests the sensorimotor system uses internal forward
models that predict the next state at time t+1, xt+1|t, based on the sensory feedback yt, the current
state estimate x̂t and the control commands ut [4], which helps overcome control instabilities due to
noisy sensors and temporal delays. Following, we modeled the hand and the state space using linear
dynamics and measurement as a discrete linear system, Eq. (2), considering the motor commands
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are corrupted by multiplicative noise, normally distributed with zero mean and standard deviation
proportional to the magnitude of the control commands and the state variables [2].

xt+1 = Axt +But + ξt + C(ut)ϵt
yt = Hxt + ωt (2)

where A, B and H are the actual system dynamics and observation matrices, respectively. The noise
variables ξt, ωt and ϵt are normally distributed variables with zero mean and covariance Ωξ ≥ 0,
Ωω ≥ 0 and Ωϵ = I , respectively. C(ut) is a scaling matrix for control-dependent system noise,
such as C(u)ϵ =

∑
i Ciuϵi, where ϵi is the ith component of the random variable ϵ.

Given the belief about the state at time t and the goal of the task, the stochastic optimal controller
generates the optimal policy - the best sequence of actions that we can perform to reach the goal
- π∗ (x̂t) = u∗

t = Ltx̂t+1|t that minimized the expected cost function in Eq. (1). This form of
optimal control is a modified Linear Quadratic Gaussian (LQG) regulator, since the dynamics of
the system are linear, the expected cost function is Quadratic and the noise is Gaussian, but with
signal-dependent noise [2].

Incorporating the optimal policy into the system model generates a feedback controller that uses
its forward model to generate predictions ŷt from knowledge of controls, dynamics and sensory
measurement, and it combines predictions with sensory feedback yt via Eq. (3) to update the belief
about the state in time t+ 1.

x̂t+1|t+1 = (A−BLt)x̂t+1|t +Kt

(
yt −Hx̂t+1|t

)
(3)

where Kt describes the Kalman gain at the given time t.

2.2 Reaching to multiple potential targets

Classical optimal control does not provide a framework to account for control in the presence of
multiple potential targets. The heart of the problem is how to deal with target uncertainty. There
are two distinctive types of uncertainty. The first is when target availability is variable across trials,
for example, where only one target is present per trial, but the identity is revealed partway through
the reach [10, 8, 11, 9]. The second is more ubiquitous - N targets are simultaneously available(
ptarget
1 , . . . ,ptarget

N

)
, but the agent is unsure which target is best at each time due to state uncer-

tainty and control noise - random fluctuations in sensory input or motor output can push the hand
into states where it might be better to switch targets than continue an original course of action [12].

One of the simplest solution ideas is to construct a composite cost function that incorporates all
targets. However, naive applications of this approach can produce quite poor results. For instance,
an additive mixture of quadratic cost functions is a new cost function with a minimum that does not
lie at any of the original targets. The difficulty is that quadratic cost functions do not capture the
all-or-none implicit reward structure, since mixtures of quadratics reward best for terminal positions
in between targets. Although we can construct complex reward functions that would better represent
the multiple target task demands, we risk sacrificing the simplicity of the controller in the process.

To preserve simplicity, the solution to this problem should involve following the optimal policy
at each moment in time, given uncertainty. Without uncertainty, we can construct a simple cost
function that has this property using an indicator variable ν(x̂t). The indicator variable encodes the
policy that has the lowest future expected value from each state - in other words, it categorizes the
state space into regions where following one of the policies to a target j is optimal. In essence, a
target j “owns” this region of the state space.

Let’s assume the simplest scenario, in which the actual target location and the cost are known prior
to movement onset. The revised optimal cost function is given as a ν-weighted mixture of cost
functions:
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J
(
x[t1,tend],u[t1,tend]

)
=

N∑
j=1

νj (x̂t)

((
x̂Tj − ptarget

j

)T
Q
(
x̂Tj − ptarget

j

)
+

∫ Tj

t

πj(x̂t)
Tπj(x̂t)dt

)
(4)

where xT
j is the state vector that of target j and Tj is the time-to-contact that target.

Because there is no target location uncertainty, the indicator variable ν(x̂t) is 0 for all targets j′s,
except the actual target j, in which it is 1. The minimization of the cost function in Eq.(4) provides
the best reaching policy for the target j.

When the actual target position is not known prior to movement onset - uncertainty about ν(x̂t) -
the optimal policy is provided by the minimization of the expected cost function of Eq.(4) across
the probability distribution of the indicator variable ν. We can show that the best reaching policy is
given by a weighted mixture of the individual control policies π∗

j (x̂t)’s, generated by target-specific
LQG controllers, Eq.(5) (see supplementary materials).

min
πj

Eν [J (xt, ut)] ≥
N∑
j=1

Eν [ν(x̂t)]π∗
j (x̂) (5)

The remaining problem is to compute the probability that the jth policy has the lowest expected
future cost for each state. Without uncertainty, this would just be the policy whose value function
has minimum cost from that state. Thus, the mixing factor is related to the value function vπj (x̂t).
Recall that vπj (x̂t) represents the expected cost to accumulate under the policy πj(x̂t) from the
current state x̂t to target j. This expected cost partially characterizes the probability of achieving at
least vπj (x̂t) starting from state x̂(t) at time t and adopting the policy πj(x̂t) to reach the target j,
Eq. (6):

P
(
vπj

(x̂t)|πj(x̂t), x̂t,∆t
)
= λe−

1
λvπj(x̂t) (6)

where λ represents the confidence that the expected value for the policy is given by vπj (x̂t), and
∆t = t− tend is the remaining time interval for reaching the target j.

The probability that policy πj (i.e., aim toward target j) is the best from each state can then be
approximated by the softmax equation in Eq. (7), which gives an estimate of the probability of ν
given x̂t:

P (νj |x̂t) =
λe−

1
λνπj(x̂t)P (πj(x̂t))∑N

k=1 λe
− 1

λ νπk(x̂t)P (πk(x̂t))
(7)

where P (πj(x̂t)) is the prior probability to select the policy πj(x̂t) - the probability that probable
target j is the actual one - and N is the total number of potential targets.

Therefore, the optimal reaching policy π∗(x̂t) is given by Eq. (8).

π∗(x̂t) =

N∑
k=1

wk(x̂t)πk (x̂t) , wk(x̂t) = P (νj |x̂t) (8)

When the actual target is displayed and uncertainty is eliminated, the framework switches from the
mixture of LQG controllers to a single controller associated with this target. In order to implement
the framework online, we need to be able to estimate the value functions and compute the weights
online. To accomplish this, we use receding horizon control.
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2.3 Receding horizon control

In multiple goal problems, the controller should be able to handle contingencies like changing tar-
gets, perturbations and the effects of noise. These contingencies affect the movement duration - it
increases for correcting movements - and therefore a fixed-horizon formulation does not capture the
temporal variability of the movement [11]. To overcome these problems, we implement a receding-
horizon control strategy [13, 14]. Receding-horizon control recomputes optimal fixed time LQG
policies iteratively from the current state xt to the goal state xtend

, executing only the initial portion
of this policy for a short period of time k and then it recomputes a new optimal policy from the state
xt+k until time t+k+ tend and so on until the reach is completed. The pseudo-code of the proposed
control framework is on the supplementary materials.

3 Studies in motor decision making with multiple potential targets

Recent studies in reaching and saccade to targets, in the presence on non-target visual distractors
demonstrated that arm/eye movements often land up mid-way between the target and the nearby
presented distractor, when they are on close proximity [15, 16, 17]. This finding, which is known as
“global effect” or “spatial averaging”, suggests that both target and distractor are encoded initially
as potential targets [18].

Other studies explored rapid reaching strategies in environments with multiple probable targets, in
which the actual target is not known at movement onset [8, 9]. In [8], subjects were presented with
two candidate targets (TA and TB) and were instructed to start reaching, before one of them was
cued for action. The only information that was available at the start of each trial was that TA is the
actual target with probability πA and TB is the actual target with probability πB (πA+πB = 1). The
results showed that when subjects knew the actual target before the movement onset (i.e., πA = 1
or πB = 1), they aimed directly to that target, Fig. 1A. However, when the actual target was not
known prior to movement onset, the subjects adopted a composite movement plan that includes
an initial movement toward an “intermediate” location, and a correcting movement after the actual
target appeared, Fig. 1B. Manipulating the prior probability distributions of the targets, the results
demonstrated that the initial movement is biased toward the high-probability target, Fig. 1C. These
findings indicate that people plan a reaching policy that reflects a weighted average, which takes into
account the probability distribution of the targets, before correcting their movements in-flight to the
actual target location.

A recent behavioral study explored the effects of the probability distribution and the spatial distri-
bution of the targets on the reach policy [9]. By varying the number of targets, the results showed
that the initial reaching trajectories still reflected a spatial averaging behavior, but they were biased
toward the side of space with the more targets, Fig. 1D. In a similar manner, by varying the distance
between the targets, the initial reach movements still reflected a spatial averaging behavior, but they
were shifted to a new midpoint position, Fig. 1E. The actual reach trajectories from this study are
presented in Figs. 2A, 2B and 2C (images reproduced with permission of the authors). The panel
A demonstrates the reach trajectories in single target trials (black and green traces) and two equally
probable targets trials (red and blue traces). Panels B and C depict the effect of the number of targets
and the spatial distribution, respectively, on the reaching policy.

4 Simulation results

A series of simulations were conducted under various conditions to evaluate the performance of the
proposed optimal control framework. In all conditions, except the single target task, the controller
initiated the reach trajectories before the actual target was cued.

4.0.1 Predictions that have been tested on experimental data

In this section, we present the results from a series of simulations under different conditions similar
to the ones used on previous human studies [8, 9].

- Reach trajectories in a single and two target trials

5



A B C D E

πΑ = 1 or πΒ = 1 πΑ = πΒ πΑ < πΒ πΑ = πΒ πΑ = πΒ

Figure 1: Graphical representation of the “spatial averaging behavior” observed in multiple com-
peting target tasks. When subjects were aware of the actual target before the movement onset, they
aimed directly to that target (A). However, when both potential targets had an equal probability of
filling-in, they initiated reach movements to an “intermediate” position before correcting in-flight
to the actual target (B). The “spatial averaging” behavior takes into account the prior probability
distribution of targets (C), the number of targets (D) and the spatial distribution of targets (E).

We ran a series on simulations, in which either one target was presented (single target trials) or two
equally probable and equally distant, from the initial finger position, targets were presented (two
target trials). We found that on the single target trials, the controller aimed directly to that target
(green and black traces in Fig. 2D). However, on the two target trials, the controller aimed to an
“intermediate” position, before correcting mid-flight to the cued target position (blue and red traces
in Fig. 2D).

- Effects of the probability distribution of the potential targets

In the current study, we manipulated the probability distribution of the candidate targets in a similar
manner to the experimental study [9]. Hence, we added more targets on the one side of space and
computed the optimal reach strategy. For the goal uncertainty trials, the spatial averaging strategy
was observed on the simulated reach trajectories, but they were biased toward the side of space with
more targets (blue and red traces in Fig. 2E).

- Effects of the spatial distribution of the potential targets

We explored the effects of the spatial probability distribution of the probable targets on the reaching
policy, by varying the distance between the two targets similar to study [9]. Consistent with exper-
imental findings, the results showed that the initial movement was aimed toward a new midpoint
position defined by the two candidate targets (red traces in Fig. 2F).

4.0.2 Novel predictions

We ran a series of simulations under conditions that have not been tested yet in human or animal
experimental studies. Interestingly, we found cases where the controller aimed toward particular
targets instead of reaching to intermediate positions, even with uncertainty. This finding suggests
that the spatial averaging policy is not necessary the optimal strategy for reaching tasks with multiple
competing goals.

- Long vs. short distance between targets and finger position

We explored whether the spatial averaging strategy can be extended for different spatial distributions
of the targets. For that purpose, we fixed the position of the right target, and varied the position
of the left one and computed the optimal reach trajectory. The results showed that the controller
compensates for the goal uncertainty by aiming toward the midpoint position of the two probable
targets, as long as, the benefits in terms of making rapid reaching movements outweigh the control
cost of the compensation. However, when the distance of one target is significantly further from
the initial finger location that the distance of the other one, the controller does not compensate
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anymore and aims toward the closest probable target, before correcting its trajectory mid-flight - if
it is necessary (see Fig. 3A red traces).

To explore further this finding, we computed the approach direction of the initial trajectories for
a series of different spatial distributions, Fig. 3B. The approach direction was computed as the
direction of the principal axis S1 of the covariance ellipse, Fig. 3A, which describes the spatial
variation of the sample trajectories from the initial finger location to the point that the actual target
position was cued. Fig. 3B depicts that the controller follows two different reaching policies based
on the spatial distribution of the two targets; A spatial averaging strategy, when the distance between
the left target to the initial midpoint position is less than 300 mm, or otherwise a reach movement
biased to the closest target.

- Unequal expected reward

We were interested in computing the optimal policy for reaching to multiple competing targets with
unequal expected rewards. We used a set-up of two equally probable targets, assuming that the left
target provides an expected reward R1 and the right target an expected reward R2. We incorporated
the expected reward on Eq. (4), by subtracting this value form the expected accuracy cost value (both
of them are evaluated at the end of the movement trajectory). In accordance with our predictions,
we found that initial reaching movements were shifted toward the side of space with the highest
rewarded targets (see Fig. 3C green traces). Notice, that when the expected reward of one target
is significantly higher than the expected reward of the other one, the controller aims directly to the
target with the highest expected pay-off (see Fig. 3C red traces).

Additionally, Fig 3B depicts the approach direction of the initial movements (i.e., before the actual
target was cued) for a series of different reward ratios (R1/R2). The results show that when both
targets have equal expected rewards (i.e., ratio is 1) the approach direction is 90◦. Otherwise, the
approach direction was less than 90◦ - shifted toward the right target.

5 Conclusions and future directions

Recent studies suggest that perceptual information from competing targets may trigger the prepara-
tion of multiple movement policies that are merged in a probabilistic weighted average, producing
smooth curved movements [8, 6, 9, 19]. However, it is an open question whether reaching policies
in multiple potential target tasks are consistent with the optimal feedback control framework, mainly
due to the limitation of modeling movements without specifying the final goal.

In the current study, we propose an extended optimal control framework to account for reaching
movements toward multiple candidate targets. When the actual target position is not known, the
optimal policy is generated as a weighted average of the individual policies, associated with the
candidate targets. Once the actual target is cued for action, the controller corrected its movement
in-flight to the actual target location. Although the idea of weighing motor commands, generated
by multiple controller is not new (see MOSAIC framework, [20]), the novelty of our model is
that the weighing factor takes into account both the cost and the benefits for reaching each target.
Particularly, the weighting factor for the policy πj(x̂) describes the probability to achieve a cost
νπj(x̂) starting from the current state x̂ and moving toward the target j.

We ran a number of simulations to validate the proposed model and found that many aspects of
the human strategies describing in behavioral studies for reaching to multiple potential targets, can
by explained by the proposed framework. We showed that the optimal reaching policy consists of
two parts; an initial reaching movement that reflects a spatial averaging strategy aiming toward an
“intermediate” position of the targets and a correcting movement to the actual target position. By
manipulating the spatial distribution and the number of the targets, we found that initial reaching
movements still reflect a spatial averaging behavior. These results are consistent with experimental
findings in previous studies [8, 9].

However, we made some novel predictions about the optimality of the spatial averaging behavior
under different conditions, which have not been tested yet on human/animal experimental data.
We found that the spatial averaging behavior is modulated by different spatial distributions of the
candidate targets, as long as, the individual costs for reaching each target do not differ significantly.
Hence, if one target is much closer to the initial finger position than the others, the controller aimed
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Figure 2: Trajectories in panels A to C show the human reaching movements (horizontal display)
presented in [9] (images reproduced with permission of the authors). A: Average reach trajectories
from 14 participants in single target trials (black and green traces) and two probable target trials (blue
and red traces). B: Average reach trajectories from 18 participants in the more-than-one probable
target trials when manipulating the number of target. C: Similar with panel B, but manipulating the
spatial distribution of the targets. D: A sample of 20 optimal reaching trajectories in single target
trials (black and green traces) and two probable target trials (blue and red traces). E: A sample
of 20 optimal reach trajectories in the more-than-one probable target trials when manipulating the
number of targets. F: Similar with panel E, but manipulating the spatial probability distribution of
the targets.

toward the closest target. Additionally, we found that the expected reward of the targets affects the
reach policy. In particular, the initial reach trajectories are shifted toward the side of space with
the targets that provide the highest expected pay-off. Currently, we are working on conducting a
behavioral study to test these predictions on experimental data.
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Figure 3: Novel predictions, about the optimal reaching policy, were made by the proposed optimal
control framework. A: The controller compensates for goal uncertainty following a spatial averaging
strategy, as long as the benefits in terms of rapid reaching outweigh the additional control costs of
compensation (blue and green traces). If one target is significantly further from the initial finger
position than the other one, the controller initially aims toward the closest target (red traces). The
black ellipse describes the spatial variation of the sample initial trajectories, with S1, S2 the major
and minor axes. B: Approach direction of the covariance orientation in a two target trials for a series
of different spatial distributions of the targets. C: The initial reach trajectories are biased toward the
target with the highest expected pay-off. D: Approach direction of the covariance orientation in a
two target trials for a series of different expected rewards ratio R1/R2.

9



SUPPLEMENTARY MATERIALS

A Hand model

To preserve interpretability, it is important to use a model no more complex than absolutely neces-
sary. Hence, we modeled the dynamics of the hand as a “point of mass” (m = 1 Kg), in Cartesian
coordinates, with 2-dimensional position ph

t = [xh(t), yh(t)]
T and velocity ṗh

t = [ẋh(t), ẏh(t)]
T

[2, 21]. The combine actions of all muscles is represented by the force vector ft = [fx(t), fy(t)]
T .

The neural control ut is transformed into these forces ft through a second-order muscle-like low-pass
filters with constant τ1 and τ2, and by adding control-dependent multiplicative noise [2].

τ1τ2f̈t + (τ1 + τ2)ḟt + ft = ut (9)

The second-order low pass filters can be written as a pair of coupled first-order filters with outputs g
and f, as:

τ1ġt + gt = ut, τ2ḟt + ft = gt (10)

Assuming that the target position is on ptarget = [xtarget, ytarget]
T , the discrete-time state is de-

scribed through a 10th-dimensional vector xt, Eq. (11).

xt = [xh(t), yh(t), ẋh(t), ẏh(t), fx(t), fy(t), gx(t), gy(t), xtarget, ytarget, 1]
T (11)

B Simulation set-up

This section describes the simulation set-up designed in the current study to evaluate the proposed
framework. The simulations are meant to capture most of the experimental conditions of the previ-
ous human studies.

The distance between the initial position of the hand and the midpoint of the two targets is 40 cm
(i.e., initial finger position (0, 0) and midpoint (40, 0)). The discrete-time dynamics of the finger are
given by Eq. (12):

ph
t+δt = ph

t + ṗh
t δt

ṗh
t+δt = ṗh

t + ft
δt

m

ft+δt = ft

(
1− δt

τ2

)
+ gt

δt

τ2

gt+δt = gt

(
1− δt

τ1

)
+ ut (1 + σcϵt)

δt

τ1
(12)

where δt = 0.01 s is the sampling period of discretization. The product term σcϵtut describes the
multiplicative noise added to the control signal ut, with σc = 1, which is a unitless variable defined
as the noise magnitude related to the control signal magnitude [2].

The sensory feedback yt carries information about the position, velocity and muscle-like force
of the finger, corrupted by a Normal distributed noise wiht constant standard deviation ωt ∼(
0, σsdiag[0.01m; 0.1m/s; 0.5N ]2

)
.

Both the dynamics and the sensory feedback information can be transformed into the form of Eq. (2)
of the main manuscript, with the following matrices:
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A =



1 0 δt 0 0 0 0 0 0 0
0 1 0 δt 0 0 0 0 0 0
0 0 1 0 δt

m
0 0 0 0 0

0 0 0 1 0 δt
m

0 0 0 0
0 0 0 0 1− δt

τ2
0 δt

τ2
0 0 0

0 0 0 0 0 1− δt
τ2

0 δt
τ2

0 0

0 0 0 0 0 0 1− δt
τ1

0 0 0

0 0 0 0 0 0 0 1− δt
τ1

0 0
0 0 0 0 0 0 0 0 1 0
0 0 0 0 0 0 0 0 0 1


, B =


06×2

δt
τ1

0

0 δt
τ1

02×2

 , H

[
I6×6 | 06×4

]
(13)

The scaling matrix for the control-dependent system noise is C = B×σc. Note that in this analysis
we did not assume state-dependent noise (D = 0), as well as, additive noise and internal noise in
the plant dynamics (Ωξ = Ωn = 0). The control-dependent cost of the finger motion in the x and

y dimension is R = 1
tend

[
10−3 0
0 10−3

]
where ri,i are the control-cost of the finger motion in x

and y direction. Additionally, the time-varying matrix Q(t) that describe the state-dependent cost
is the zero matrix for any time t < tend and is equal to the Hessian matrix of the cost function
evaluated at the end of the movement tend.

The optimal policy generated from the current state to the goal over a fixed-horizon tend = 400ms
is used only for a short period of time k = 30ms, and then is re-calculated based on the new current
state xt+k, starting at time t+ k, until t+ k + tend.

C Expected cost function

In the main manuscript, we mention that when the actual target position is not known prior to
movement onset - uncertainty about ν(x̂t) - the optimal policy is provided by the minimization of
the expected cost function minπj Eν [J (xt, ut)]. Using Jensen’s inequality form, we can show that:

min
πj

Eν [J (xt, ut)] ≥ Eν

[
min
πj

J (xt, ut)

]
=

Eν

 N∑
j=1

νj(x̂t)min
πj

J (xt, ut)

 =
N∑
j=1

Eν [νj(x̂t)]min
πj

J (xt, ut) =
N∑
j=1

Eν [ν(x̂t)]π∗
j (x̂)(14)

Hence, the best policy is given by a weighted mixture of the individual control policies π∗
j (x̂t)’s,

generated by target-specific LQG controllers.
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D Pseudo-code of the proposed optimal control framework

Pseudo-code of the proposed optimal control framework

• Given:

- Initial position of the finger ph
t1

.
- Locations of the potential targets ptarget1 , ptarget2 , . . . , ptargetN .

REPEAT until contact.

- IF actual target is unknown
- Solve the LQG for all candidate targets over [t, tend]:

ptarget1 → u1
t = π1(x̂t); compute w1(x̂t).

ptarget2 → u2
t = π2(x̂t); compute w2(x̂t).

. . .
ptargetN → uN

t = πN (x̂t); compute wN (x̂t).
- Compute the weighted average policy:

π∗(x̂t) = u∗
t =

∑N
k=1 wk(x̂t)πk (x̂t)

- Receding-horizon control:
· From the current state x̂t

· Apply the first k optimal control sequence u∗
[t,t+k]

· Evaluate the state at time t+ k, x̂t+k

· Set the current time t = t+ k
- ELSE

- Solve the LQG for the actual target (G = goal target) over [t, tend]:
pG → uG

t = u∗
t = π∗(x̂t);

- Receding-horizon control:
· From the current state x̂t

· Apply the first k optimal control sequence u∗
[t,t+k]

· Evaluate the state at time t+ k, x̂t+k

· Set the current time t = t+ k

END
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