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Abstract

Advances in sequencing technologies have substantially increased the number of fully sequenced genomes. Alignment algorithms play a

crucial rule in analyzing whole genomes, identifying similar and conserved regions between pairs of genomes, leading to annotation of

genomes with site-specific properties and functions.

In this work we introduce a parallel algorithm for a widely used whole genome alignment method called LAGAN. We use the MPI-based

protocol, to develop parallel solutions for two phases of the algorithm which take up a significant portion of the total runtime, and also have

a high memory requirement. The serial LAGAN program uses CHAOS [5] to quickly determine initial anchor or seeds, which are extended

using a sparse dynamic programming based longest-increasing subsequence method. Our work involves parallelizing the CHAOS and LIS

phases of the algorithm using a one-dimensional block cyclic partitioning of the computation. This leads to development of an efficient

algorithm that utilizes the processors in a balanced way. We also ensure minimum time spent in communication or transfer of information

across processors.

We also report experimental evaluation of our parallel implementation using pairs of human contigs of varying lengths. We discuss and

illustrate the challenges faced in parallelizing a sparse dynamic programming formulation as in this work, and show equivalent to theoretical

speedups for our parallelized phases of the LAGAN algorithm.

1 Introduction

Sequencing of genomes began with the Sanger technology [23], about three decades ago. Since then, we have seen rapid strides

in sequencing technology, leading to faster, efficient, and cheaper methods for whole-genome sequencing [27, 3, 17]. The

result has been the complete human genome, genomes of a wide range of species ranging from tiny microbes to plants and

other mammalian species. Above all, we have seen, and are observing an exponential rise in the amount of sequence data.

This growth has provided biologists and biomedical scientists unlimited opportunities to explore genomic information across

species, or even variants of the same species. Comparative genomics involves sequence comparisons, and sequence alignment

algorithms play a critical role in such analysis. Sequence alignment algorithms pair/match letters of one sequence to another

identifying the regions of similarity between the sequences. Identification of similar and conserved regions between sequence

pairs, leads to transfer of genome annotation.

The common techniques of aligning sequences can be grouped as: (i) local alignments that identify local similarities between

regions of each sequence, (ii) global alignments that find an ordered mapping between the sequence pairs, and (iii) multiple

alignments that compare a set of sequences.

Smith-Waterman [26], BLAST [1, 2], BLASTZ [25] are examples of local alignment based algorithms, which capture local

similarity between sequence pairs. Local alignment algorithms are able to identify locations of rearrangements in genomic

sequences and also suitable for aligning draft sequences. Global alignment methods like Needleman-Wunsch [19] capture a

global map between the sequence pairs, often highlighting the highly similar regions in the same order and orientation. Pairwise

algorithms have an optimal dynamic programming solution with a run time complexity equivalent to the product of the length

of sequences.

The complexity of comparing large genomic sequences (with millions of bases) is high, while using the optimal dynamic

programming based solutions. Hence, faster and memory efficient algorithms have been developed for pairwise sequence

alignment, examples include BLAT [13], DIALIGN [18], AVID [4], MUMMER [9, 10, 14], and LAGAN [6]. Most of these

approaches rely on the fast extraction of short exact or inexact matches using techniques based on hash tables or suffix trees.

Even though, alignment programs have been developed to be fast and memory efficient, these pairwise algorithms are

computationally expensive when it comes to aligning pairs of longer nucleotide sequences, especially mammalian genomes. A

prime example, is the total time taken to align the entire human genome using MUMmer 3.0 took approximately 4.5 days on a

single 64 GB Sun-Sparc 950MHz processor [14].

LAGAN has been shown to be very effective in computing high-quality alignments of large genomic sequences in time that is

orders of magnitude smaller than what have been required by traditional dynamic-programming-based alignment algorithms [6].

However, despite its efficiency, it still requires a considerable amount of time. Moreover, the intermediate steps can lead to a

large number of local alignments, exhausting the amount of memory that is available in typical workstations.
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In this work we parallelize the anchor-based LAGAN [6] to align large genomic sequences using a large number of processors

available on supercomputers and clusters. The serial LAGAN program uses CHAOS [5] to quickly determine the initial anchor

points which are extended using a sparse dynamic programming based longest-increasing subsequence method. Our work

involves parallelizing the CHAOS step by dividing the workload row-wise across processors, and using a block cyclic partition

based technique for implementing the parallel dynamic programming algorithm. The parallel implementation is done using the

MPI protocol, and the parallel implementation will be referred to as MPI-LAGAN.

We perform a set of empirical studies to evaluate the speedup and computational efficiency of our parallel implementation.

Our parallel CHAOS implementation produces slightly different anchor points without loss in accuracy of the final global

alignment, with an improved runtime and efficient use of memory. The parallel implementation allows us to achieve theoretical

speedup, with good load balancing and processor utilization.

The rest of the paper is organized as follows. Section 2 discusses background information and related research. Section 3

describes the serial LAGAN algorithm and our parallel implementation is described in Section 4. Section 5 and Section 6

describe the materials and results for our experimental evaluation in this study, respectively. Finally, Section 7 summarizes the

work and provides directions for future work.

2 Background and Related Research

There are two general approaches for quickly and efficiently aligning large genomic sequences. Both these approaches rely on

the fast extraction of short exact or inexact matches using indexing and hashing methodologies.

One of these approaches, used in alignment programs like BLAST [1, 2], BLAT [13], and DIALIGN [18] detects small

fragments of similar subsequences or words in the pair of sequences. These subsequences are known as “seeds”, and are used

as a backbone around which an alignment is generated quickly.

Alignment programs like AVID [4], MUMmer [9, 10, 14], and LAGAN [6] use an “anchoring” approach. Anchor-based

alignment algorithms follow these three general steps: (i) detection of local similarities between sequence pairs; (ii) selection

and fixing an ordered set of locally similar regions as “anchors”; and (iii) alignment of the interleaving regions to obtain the

final global alignment.

Anchoring reduces the computation time, because the initial large alignment problem is subdivided into many smaller

manageable ones. However, the quality of the final alignment is highly dependent on the selection of anchor points, and it has

been observed that while anchors are easily selected in case of homologous sequences, the problem arises in case of divergent

sequence pairs (example: human and chicken) [6]. LAGAN [6] has a sensitive anchoring scheme which has shown to work for

close, as well as distantly related sequence pairs. LAGAN detects local alignments using multiple short inexact words instead

of longer exact words (used by AVID [4]), and then constructs the final global alignment using dynamic programming in the

area around the anchors.

MUMmer [9, 10, 14] is another widely used anchor-based algorithm, which achieves its performance by using a very efficient

implementation of suffix tree to identify the pairs of short initial exact matches between sequence pairs. MUMmer has been

used extensively for completing draft sequences. If the species are too distant for DNA sequence alignment to detect similarity,

then MUMmer has an interesting feature, that can generate alignments based upon the six-frame translations of both input

sequences. This kind of alignment allows us to use the translated proteins, which are known to be conserved more strictly,

compared to the DNA sequences.

Improvements in the speeds of sequence alignment methods have come about by use of specialized hardware in the form of

FPGAs [15], shared-memory processors [21, 22], GPUs [24], and algorithm design [7]. Sequence database search algorithms

like BLAST [2] have seen the development of parallel algorithms [20, 8, 16] to achieve faster throughput and utilize large

cluster workstations.

3 Serial LAGAN Algorithm

LAGAN [6] is an anchor-based pairwise global alignment algorithm, and can be described using three steps: (i) the sequence

pairs are analyzed to identify an initial set of high-quality local alignment that will restrict the search space for the final global

alignment, (ii) LAGAN determines maximal-scoring ordered subsets of local alignment subsets (called anchors), and generates

a rough global map of the alignment, and (iii) a dynamic-programming based algorithm is used to determine the optimal

global alignment within a limited area of the global map. For pairs of successive anchors that are apart by a certain distance

threshold, the first two steps are applied recursively to determine the rough global map between the subsequences, connecting

the successive anchors.

3.1 Generation of Local Alignments

LAGAN [6] uses CHAOS [5] to identify high scoring similar subsequences between the input sequence pairs. In particular,

the algorithm works by identifying common short subsequences of fixed length with a few mismatches. CHAOS [5] defines a

subsequence of length k as a word, and a seed with parameters (k, c) to be matching word pairs between the two sequences, of
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length k and having at most c mismatches.

A threaded trie structure (T-trie) is used to quickly index the words of one sequence, and then identify the initial subsequent

matching seeds between the sequence pairs, by a linear scan of the second sequence. CHAOS uses the generated seeds and

attempts to find local alignments by chaining seeds that are close together. To reduce the computational complexity, CHAOS

uses a set of thresholding criteria to reduce and filter the number of seeds that could be extended or chained.

Given a maximum distance D and a maximum gap width g, two seeds that are x and y base pairs apart in the first and second

sequences, respectively can be chained together if x ≤ D, y ≤ D, and |x − y| ≤ g. The seeds selected for chaining are such

that they have the highest scores possible, resulting in a maximal scoring chain.

After computing the maximal chains, CHAOS prunes the chains using the match, mismatch scores and gap penalties between

the different seeds of the chain to determine a set of local alignments, defined as anchors.

3.2 Rough Global Map: Longest Increasing Subsequence Problem (LIS)

LAGAN produces a rough global map, using the anchors or local alignments generated by CHAOS. The basic idea is to

determine a series of anchors, and chain them to find the highest scoring chain of anchor points. This problem can be solved

using a dynamic programming formulation, similar in concept to the longest increasing subsequence (LIS) problem. The

anchors generated by the CHAOS algorithm in the first stage produce a sparse structure, and allow the LIS problem to be

solved using an efficient sparse dynamic programming solution [11]. This sparse dynamic programming solution is explained

below, with the serial algorithm outlined in Algorithm 1.

An anchor Ai, is represented by the tuple (xs
i , y

s
i , x

e
i , y

e
i , si), where xs

i and xe
i are the beginning and ending positions

in sequence X , ys
i and ye

i are the beginning and ending positions in sequence Y , and si is the score of the anchor or local

alignment. Given, two anchors A1 = (xs
1
, ys

1
, xe

1
, ye

1
, s1) and A2 = (xs

2
, ys

2
, xe

2
, ye

2
, s2) we can order A1 < A2 if and only if

xe
1

< xs
2

and ye
1

< ys
2
. A chain of local alignments C = A1 < A2 < . . . < Ak, has a score given as s1 + s2 + . . . + sk. The

optimal rough global map is computed as the highest scoring chain, denoted by C∗.

The naive dynamic programming implementation [28] for this simple sequence alignment program computes the best score

for all pairs of positions between the two sequences X and Y . However, this would lead to a computational complexity of

O(|X||Y |), which can lead to memory constraints and long running times when dealing with large genomic sequences.

The computational complexity is avoided by using the sparse dynamic programming solution [11]. The key idea behind this

approach is to consider only the chains that start and end at positions corresponding to the set of anchor points determined by

the CHAOS algorithm. As a result, the number of positions that need to be considered and scored is significantly smaller. The

overall complexity of the LIS algorithm is O(n log(n)) where n is the total number of anchors generated by CHAOS.

Algorithm 1 Serial LIS method.

Input: A1 . . .An: n anchors generated by CHAOS.

Ai = (xs
i , y

s
i , xe

i , y
e
i , si).

GP : Gap Penalty.

Output: C∗: Local Alignment generated after running the LIS code.

1: BL← ∅
2: L←

S

i
{xs

i , x
e
i}

3: Initialize V array (stores the best score seen so far)

4: QUICK-SORT L in increasing order

5: for i = 1 to |L| do

6: if L[i] is start then

7: Find Aj ∈ BL such that ye
j = max ye

j < ys
i

8: V (i) = max {−GP + V (j) + si, si}
9: end if

10: if L[i] is end then

11: Find Ak ∈ BL such that ye
k = max ye

k < ye
i

12: if V (i) ≥ V (k) then

13: Insert Ai to BL

14: Remove all Aj ∈ BL such that V (j) ≤ V (i) & ye
j > ye

i

15: end if

16: end if

17: end for

18: Return C∗ the ordered set of best scoring anchors in BL

As seen in Algorithm 1, selected entries of the dynamic programming matrix are computed in a row-wise fashion. The rows

of the matrix correspond to sequence X and the columns correspond to sequence Y . To keep track of the set of best chains

that have been already identified, the algorithm uses a best-list data-structure (denoted by BL in Algorithm 1), and stores the

maximal chain score seen so far in a one-dimensional array V of length |X|. The values stored in the element of the array V (i)
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are the best score seen far of the maximal chain ending at position Xi.

The algorithm starts by inserting into a list L the positions of sequence X that correspond to either a starting or an ending

point of an anchors generated by CHAOS. The algorithm then proceeds to process the X-points of the anchors in increasing

order (which facilitates the row-wise computation of the dynamic programming matrix). In this work, sequence X is always

along the row and sequence Y is always along the column. At each positions of the anchor, the start as well as end we need

to consider the relationship of the anchor with other previously chained anchors, to potentially improve the score of the final

chain, C∗.

In particular, for a given anchor Ai we need to consider the start (xs
i , y

s
i ) and the end (xe

i , y
e
i ) positions. At anchor A′

is start

position we need to determine whether it can be chained to any previously ordered anchors Aj ∈ BL, i.e., such that xe
j > xs

i

and ye
j > ys

i . The anchor Ai is chained to the anchor Aj if the cumulative scores of the two anchors along with the addition

of gap penalties is greater than zero. Note, the chained anchor is not yet added to the best-list BL, but the entry for V (i) is

updated. The gap penalty GP in the algorithm is nothing but a linear affine gap penalty with a gap opening (go) and extension

cost (ge).

At anchor A′

is end position we need to determine if the anchor along with its chained set of anchors should be added to the

best list. We first check the best-list, BL to find any overlapping anchors Aj with the anchor Ai. The BL is updated with

anchor Ai, if addition of the new anchor leads to a higher score. All anchors within the BL that cannot be chained, and having

a lesser score compared to the new additions are removed from the BL. This is done, because it is guaranteed that the future

anchors would only be added to the current addition, or the ones that exist in the BL.

The final maximal scoring chain or local alignment, C∗ is nothing but the set of anchors present in the skip-list BL, and can

be easily traced back.

3.3 Recursive Anchoring

The rough global alignment generated by the above two steps of CHAOS and dynamic-programming LIS, will result in a

series of chained anchors. However, these chained segments will be disconnected. LAGAN recursively calls the CHAOS

method relaxing the cut-off and thresholding parameters to identify more seeds, and anchors in the unconnected regions of the

alignment. This is followed by the chaining using the sparse LIS implementation.

3.4 Final Global Alignment

The final global alignment is computed using the Needleman-Wunsch [19] dynamic-programming based global alignment

algorithm, but within a limited area around the rough global map. This restriction allows for efficient computation of the

dynamic programming algorithm, even for very large genomic sequences.

4 Parallel LAGAN Algorithm

Even though the serial LAGAN algorithm is very efficient, it still requires a significant amount of time while aligning long

genomic sequences. Table 1 shows the amount of time required by the various stages of LAGAN for aligning pairs of sequences

of length 1.5, 3, and 6 million base-pairs (Mbps). In Table 1, we report the time required by CHAOS to find the anchor points,

the time required by the sparse LIS algorithm to construct the rough global alignment, the time taken by all recursive calls to

fill in the large gaps in the alignments (REC), and the time taken by the final global alignment restriction using the limited area

dynamic programming (DP), around the rough global alignment, along with the memory required.

Table 1: Runtime and memory requirements of the serial

LAGAN algorithm.

Sequence CHAOS LIS REC DP Memory

1.5Mbps 49s 0.44s 4.63s 26s 242MB

3.0Mbps 175s 1.70s 11.38s 52s 504MB

6.0Mbps 853s 9.00s 33.00s 101s 1.05GB

The sequence pairs generated were contigs from human DNA se-

quencing project and are described in Section 5.1. These runs

were computed on an Intel Pentium 3.0 GHz 64-bit dual core pro-

cessor with 2GB memory.

We see that the CHAOS phase of the algorithm takes the most amount of time followed by the dynamic-programming

based global alignment. The time required by CHAOS grows at a faster rate than the length of the sequences. Moreover,

LAGAN’s overall memory requirements also increases substantially. Within the LAGAN algorithm the memory complexity

is determined by the CHAOS algorithm and corresponds to the number of high quality anchors generated and the memory

required for the T-trie data structure. The runtime of the LIS algorithm is dependent on the number of anchors generated and

provides interesting challenges for developing a parallel algorithm. The remaining stages (recursive anchoring and final global
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alignment) have lower memory requirements as they do not need to maintain all the high-quality local alignments discovered

by CHAOS, and can be run in parallel if required. This project is in progress, and in this paper we detail the parallelization

achieved for the CHAOS and LIS part of the LAGAN algorithm. This helps in a substantial reduction of runtime, and reduces

LAGAN’s memory requirement.

4.1 Parallel CHAOS

Given a pair of sequences X and Y , our parallel formulation of CHAOS decomposes the work among the p processors in one

dimensional fashion. Specifically, sequence X is split into p equal length segments (X0, . . . ,Xp−1) with segment Xi assigned

to processor Pi, and sequence Y is distributed to each processor. Each processor Pi then identifies the anchor points between

sequence Y and subsequence Xi. Each processor builds the T-trie data structure for sequence Y , and finds the seeds using the

walking procedure for subsequence Xi.

This implementation leads to a row-wise decomposition of the seed matrix identification between sequences X (along the

rows) and Y (along the columns), and as such decomposes the work only along one of the dimensions. This decomposition is

done to align with our one-dimensional decomposition used for the parallel LIS algorithm, described in Section 4.2 and also

shown in Figure 1.

This parallel formulation of CHAOS does not perform any inter-processor communication during seed identification and

extension steps. As a result, the final set of anchors that it finds may be somewhat different from those found by the serial

CHAOS algorithm. The CHAOS algorithm is a heuristic to quickly filter and reduce the search space. Even if some of the

boundary anchors (across processors) are missed by our parallel implementation, we find these differences to be very small. As

such, in our empirical evaluation we find that the final alignments produced by the parallel and serial LAGAN implementation

are identical.

The differences in the generated anchors between the serial and parallel CHAOS versions are due to the following two

reasons. Firstly, during seed discovery, each processor Pi attempts to find seeds using words or subsequences of length k.

Hence, the algorithm does not find seeds involving the last k − 1 positions of its segment of Yi and sequence X . Since the

length of each segment Yi is very large, usually greater than 100Kbps, whereas k is less than or equal to 10, the number of

potential seeds that are ignored is extremely small. Secondly, our algorithm does not extend the anchors beyond processor

boundaries. In most cases, this will not result in the loss of any anchors, as the anchors will be split among the two processors

and each processor will discover a segment of it. The split anchor will then be combined in the next step of the algorithm. The

only times in which some alignment information will be lost is when the portion of the anchor that is on one processor is very

small, and hence gets filtered out.

Note, as part of our research we also implement a parallel version of CHAOS that faithfully parallelizes the serial version of

the CHAOS algorithm. However, due to its high communication cost we decided to use the above no communication model.

We also use a block cyclic one-dimensional decomposition. This is primarily done to align the computation with the parallel

LIS algorithm (discussed in Section 4.2). This avoids any transfer time associated with the redistribution of the anchors gener-

ated by CHAOS to processors involved in the LIS phase of LAGAN. However, if the partition sizes controlled by the number

of block cycles and processors is set too small, then the differences in the anchors generated between the serial and parallel

CHAOS may lead to significant changes in the final resulting alignment. In our experimental evaluation, we do not see this to

be a problem because the lengths of sequences and subsequences within each partition are greater than the size of the seed (k)

by a fair margin.

4.1.1 Alternate Considerations We also considered alternate approaches to the parallel implementation of CHAOS

discussed above. We could have potentially decomposed the seed matrix using a two-dimensional decomposition. In this case,

the processors will be arranged in a
√

p × √
p two-dimensional grid, both X and Y will be split into

√
p segments, and each

processor Pi,j will be responsible for finding the seeds involving the pair of segments Xi and Yj . However, CHAOS uses a

normalization step that requires information from all seeds in sequence Y for a particular position of sequence X , and can

easily be found using the row-wise decomposition. Removing this restriction would have required a substantial re-engineering

of CHAOS’s heuristics that we decided not to pursue for the current work.

4.2 Parallel LIS

We developed a block cyclic one-dimensional partition based parallel formulation [12] for solving the serial sparse LIS prob-

lem. The block cyclic decomposition has been used before, for parallelizing other dynamic programming based methods like

sequence alignments [12].

Analyzing the serial LIS algorithm (detailed in Section 3.2) it can be seen that there exists a dependency within the algorithm

that requires computation of elements of the array V (stores the best score seen at position of X) in an ordered manner. This

ordered dependency limits the concurrency that can be achieved by the parallel LIS algorithm. We partition the computation

along sequence X into pb rows. In this setting each processor Pi is responsible for computing entries for all rows pq + i for

q = 0 . . . b − 1, where p and b denote the number of processors and cycles, respectively. The cyclic distribution eliminates
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idling time of processors, and ensures that most of the processors are active throughout the execution of the algorithm. Such an

approach leads to better load balancing and good utilization of the processors.

All the processors or row blocks contain the anchors generated across the entire length of the sequence X and subsequence

from Y . These anchors correspond are generated by the parallel CHAOS in the same row partition. The parallel CHAOS

explained above can also be run in a block cyclic fashion. The parallel LIS algorithm follows the computation in a diagonal

fashion as shown in Figure 1. For each position i of X , the BL and element V (i) may get updated with anchors having

start/end indices equal to Xi as in the serial LIS algorithm. This information after updated is transferred to the next row

block. The problem with pursuing such a parallel model implies that more time will be spent in communication or transfer of

information rather than computation. This is because for every position of X or start/end points of anchors there will be transfer

of information.

To ensure that the communication between processors is done at a coarse-grain fashion, each of the pb rows of the matrix are

conceptually partitioned into pb blocks as well. The overall computation is performed into 2pb− 1 steps, one for each diagonal

of the pb× pb block-matrix, and communication between the processors occurs once each processor has finished processing all

the blocks of the current diagonal. This can lead to a theoretical speedup of (pb × pb)/(2pb − 1). The overall decomposition

and computational flow is illustrated in Figure 1 for p = 4 and b = 2.

The chaining algorithm for the parallel LIS algorithm remains the same as the serial LIS algorithm. Each computation

block updates the best-list BL and array V , stored in the current processor, transfers information about anchors that could be

potentially chained to anchors present in the next processor. The information transfer from top to bottom is shown in Figure 1.

The chaining conditions for each processor remains the same as the serial LIS algorithm, where the start and end points of

each anchors are checked before adding it to the BL. Information about high scoring chains/anchors provided by preceding

processor blocks allows the current processor block to extend chains across processor blocks. The final maximal scoring chain

C∗, and the maximal score in array V is computed by the last processor block. Since, the parallel CHAOS follows the same

row-wise (even block cyclic) decomposition as the parallel LIS algorithm no redistribution of anchors generated by CHAOS is

needed, hence providing faster runtimes.

Y sequence

0P

0P

1P

2P

3P

1P

2P

3P

Information 
Transferred

Figure 1: The cyclic decomposition and computational flow used by the parallel LIS algorithm.

4.3 Recursive Chaining and Anchoring

To compute the overall global alignment and find anchors and local alignments between the long gapped regions, we perform

this step locally across each of the processors. Each processor locally determines new anchors within its segment to fill in the

local gaps. The local alignments generated from these gaps by CHAOS are put together with the anchors from the previous

step. Then a process of chaining the anchors across all the processors takes place to output the final rough global map. This

process takes advantage of the fact that the starts of the local alignments generated within gaps must be greater than the end of
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the previous anchor present within another block. Hence the processor does not need to update previously generated anchors.

The algorithm simply runs the serial chaining consecutively on the processor, passing information of the last anchor over to the

next processor for chaining.

5 Materials

5.1 Datasets Description

We downloaded two contigs from human DNA sequencing project website for testing the program. Their sizes are 12.5Mbps
and 13Mbps. We generated shorter length sequences for testing, by truncating the sequences at lengths of 6Mbps, 3Mbps, and

1.5Mbps.

5.2 Testing Platform

All the empirical evaluations were performed on the IBM Bladecenter Linux Cluster at the Minnesota Supercomputing Institute,

University of Minnesota. Each node of the cluster was a dual core 2.6GHz AMD Opteron processor with 8 GB of shared

memory.

5.3 LAGAN Parameters

As discussed in Section 3, the type of alignments that LAGAN generates is dependent on four different parameters. Specifically,

these parameters include the length of the seed (k), the degeneracy factor c, filter (F ) and extension cut-off values (EF ).

LAGAN uses a set of recursive iterations, relaxing these parameters during the subsequent iteration. Specifically, we initially

set the four parameters with the values {k, c, F,EF} to be {10, 0.20, 0} and performed four iterations with the parameter

values set to {9, 0, 18, 0}, {8, 0, 17, 0}, {7, 0, 16, 0}, and {6, 0, 15, 0}. An affine gap model is used with default parameters for

gap-extension (go) and gap-opening (ge).

In this work, we change the filter parameters to increase the number of anchors generated by the CHAOS algorithm. This is

done to test the parallel LIS algorithm with varying input sizes.

6 Results and Discussion

The performance of LAGAN is analyzed in terms of speedup and efficiency for different problem sizes (length of sequence

pairs), number of processors, and number of blocks or cycles in cases of block-cyclic decomposition used for the parallel LIS

algorithm. The run-times of the different steps: CHAOS, LIS, RECURSION are reported in Table 2. We do not perform the

final dynamic programming alignment, which will be incorporated as part of the future research.

From Table 1 we observe the distribution of run times for the serial algorithm, (p = 1). The majority (> 90%) of the time

is spent in running the CHAOS part, which determines the first set of exact matches using a fast indexing strategy. Based on

the thresholds set for acceptance of the seeds and anchors, the number of local alignments used as input to the parallel LIS

algorithm varies, affecting the run-time.

The serial LAGAN program also suffers from a memory constraint and fails to work for sequence pairs with size 12Mbps.

Even for the pairs of sequences with size 6Mbps each, the memory requirement for CHAOS is 3.8GB, which is extremely high

for a single processor. Hence, there are two-fold advantages of distributing the load of running LAGAN on multiple processors.

Using a parallel implementation allows us to reduce the run time and determine solutions for extremely large sets of sequences.

The memory requirement is dependent on the number of local alignments generated by the parallel CHAOS part at each

processor. When sequence sizes are increased, the increase in run time may not be necessarily proportionate because of varying

sequence identities between the sequence pairs.

We present the performance of the parallel CHAOS and parallel LIS, and analyze the efficiency and speedup of our algo-

rithms in the next sections.

6.1 Parallel CHAOS Performance

When the sequence size is doubled, the search space for the CHAOS algorithm increases four-fold and hence the run time for

the CHAOS part on a single processor shows an approximate four fold increase. For the 12Mbps sized sequences, the memory

requirement is so large that the processor starts thrashing reading data from the disk leading to a larger run-time, and the large

number of anchors generated leads to insufficient memory problem on a single processor. Even for two processors, the number

of anchors generated per processor is sufficiently high leading to memory problems.

Figure 2 shows the speedup for the CHAOS algorithm. We also plot the linear speedup line as reference. Using sequences

of sizes 1.5Mbps each, we achieve speedups of 1.36, 2.3, 3.5, and 4.9 for 2, 4, 8, and 16 processors, respectively. For the

12Mbps sequences we achieve super linear speedup as seen in the Figure 2. The algorithm does not achieve linear speedups

for the small sequences because of load imbalance and uneven distribution of work.
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6.2 Parallel LIS Performance

The results reported in Table 2 for the parallel LIS program set the number of cycles b to be one, which gives a theoretical

speedup of p2/(2p− 1). The theoretical speedup is achieved provided the data is evenly distributed and all processors perform

equal amount of work. However, in the experimental setting due to the different anchors handled by the different processors,

we cannot expect perfect load balancing. We compute the speedup for the LIS part based on the reported results in Table 2 and

present the results in Figure 3.

As the sequence size becomes larger the speedup approaches the theoretical speedup. This is largely because of increasing

number of anchors and better load distribution for each processor.

6.2.1 Block-Cyclic Decomposition To test the effectiveness of the block cyclic approach for the parallel LIS method

we use the 1.5Mbps sized sequence pairs, but lower the threshold criterion for selection of seeds and anchors in the CHAOS

algorithm to 15 rather than 20. This generates a larger number of anchors (4041358) to be chained by the LIS method. The

run-time of the serial LIS program for this dataset is 7.23 seconds compared to 0.44 seconds (reported in Table 2 where 3151085

anchors were generated by the CHAOS part). Tables 3 and 4 show the run-times and speedups for varying number of processors

and cycles for sequence pairs of sizes 1.5Mbps and 6.0Mbps, respectively.

Parallel LIS algorithm allows the distribution of the local alignments among various processors with a limited amount of

data transfer in between processors. We observe from Tables 3 and 4 that the best run-times and speedups are obtained using

two block cycles, and is dependent on the problem size. Increasing the number of cycles leads to an increase in the overall LIS

runtime, due to increasing transfer times between the different processors at each step. Also, increasing the number of block

cycles will cause the CHAOS algorithm to generate vastly different anchors.
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Figure 2: Speedup for Parallel CHAOS.

7 Conclusions and Directions of Future Work

The MPI-LAGAN algorithm presented here will be completed to incorporate a parallel implementation of the final limited area

global alignment (dynamic programming), which has similar concurrency characteristics as the LIS algorithm. The current
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Table 2: Run-Time of Parallel LAGAN.

1.5Mbps Sequence Pairs

p 1 2 4 8 16

CHAOS 49.0 36.0 21.0 14.0 10.0

LIS 0.44 0.33 0.25 0.20 0.2

REC 4.63 2.36 1.43 0.83 0.38

TOTAL 54.1 38.7 22.7 15.1 10.6

SPEEDUP - 1.39 2.38 3.58 5.10

3.0Mbps Sequence Pairs

p 1 2 4 8 16

CHAOS 175.0 91.0 79.0 40.0 21.0

LIS 1.7 1.47 1.16 0.80 0.63

REC 11.38 5.9 2.85 1.66 0.90

TOTAL 188.1 98.4 83.0 42.5 22.5

SPEEDUP - 1.91 2.26 4.42 8.36

6.0Mbps Sequence Pairs

p 1 2 4 8 16

CHAOS 853.0 447.0 217.0 144.0 73.0

LIS 9.0 6.7 4.8 3.4 2.6

REC 33.0 13.0 7.4 4.3 2.9

TOTAL 895.0 467.4 229.2 151.7 78.5

SPEEDUP - 1.91 3.9 5.89 11.4

12.0Mbps Sequence Pairs

p 1 2 4 8 16

CHAOS 9140.0 4338.0 2115.0 946.0 639.0

LIS - 57.0 35.0 25.0 18.0

REC - 117.2 38.0 14.0 5.2

TOTAL 5865.8* 4512.2 2188.0 985.0 662.2

SPEEDUP - 1.3* 2.68 5.95 8.8

CHAOS and LIS are the runtimes of the parallel CHAOS

and LIS algorithms, respectively. REC is the runtime needed

for the recursive algorithm. SPEEDUP denotes the speedup

achieved for the whole LAGAN process. *For the 12.0Mbps

sequences the number of anchors generated by CHAOS is ex-

ceedingly large to fit in the memory of a single processor. We

compute the speedup by assuming a conservative speedup of

1.3 for two processors.

implementation of both the parallel LIS and CHAOS algorithms have shown significant and efficient runtime improvements.

Also even though our CHAOS algorithm generates slightly different anchors compared to the serial CHAOS algorithm, the

final alignment generated is exactly the same.

We intend to improve the heuristics involved in selection of anchor points for improving the scalability as well as sensitivity

of the algorithm. We are also benchmarking our methods on large genome sequence pair comparisons, like human-against-

human, human-against-mouse, rice-against-maize, and rice-against-medicago. It would be interesting to provide implemen-

tation of our parallel algorithm for architectures like the GPUs. We have already seen a GPU-based implementation of the

MUMMER algorithm for aligning genome pairs [24].

The parallel whole genome alignment algorithm will prove to be useful to a wide array of researchers, interested in perform-

ing comparative genomic studies in a timely and efficient manner.
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