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Abstract

Numerical techniques for data analysis and feature extraction are discussed using the framework of
matrix rank reduction. The singular value decomposition (SVD) and its properties are reviewed, and
the relation to Latent Semantic Indexing (LSI) and Principal Component Analysis (PCA) is described.
Methods that approximate the SVD are reviewed. A few basic methods for linear regression, in particular
the Partial Least Squares (PLS) method, are presented, and analyzed as rank reduction methods. Methods
for feature extraction, based on centroids and the classical Linear Discriminant Analysis (LDA), as
well as an improved LDA based on the generalized singular value decomposition (LDA/GSVD) are
described. The effectiveness of these methods are illustrated using examples from information retrieval,
and 2 dimensional representation of clustered data.

1 Introduction

The concepts ofrank reduction, matrix factorization, data compression, dimension reduction, andfeature
selection/extractionare very closely related. The key link between the concepts is theWedderburn rank
reduction theoremfrom 1934 (comprehensive bibliographies are given in [6, 25]).

THEOREM 1.1 (WEDDERBURN[48]) SupposeA 2 Rm�n , f 2 R n�1 , andg 2 Rm�1 . Thenrank(A� !�1AfgTA) = rank(A)� 1
if and only if! = gTAf 6= 0.

LetA(1) = A, and define a sequence of matricesfA(i)g fromA(i+1) = A(i) � !�1i A(i)f (i)g(i)TA(i) (1)

for any vectorsf (i) 2 R n�1 andg(i) 2 Rm�1 such that!i = g(i)TA(i)f (i) 6= 0: (2)�Department of Computer Science and Engineering, University of Minnesota, Minneapolis, MN 55455, U.S.A. (e-mail:
hpark@cs.umn.edu). The work of this author was supported inpart by the National Science Foundation grant CCR-0204109.Any
opinions, findings and conclusions or recommendations expressed in this material are those of the authors and do not necessarily
reflect the views of the National Science Foundation (NSF).yDepartment of Mathematics, Linköping University, S–581 83 Link̈oping, Sweden, (e-mail: laeld@math.liu.se). This paper
will appear as a chapter in Handbook of parallel computing and statistics, Marcel Dekker, Ed. E.J. Kontoghiorghes.
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Then the sequence defined in (1) terminates in = rank(A) steps since each time the rank of the matrix
decreases by exactly one. This process is called arank-reducing processand the matricesA(i) are called
Wedderburn matrices. For details, see [6]. This finite terminating process gives a matrixrank reducing
decompositionwhich can be defined as A = bF
�1 bGT (3)

where bF = h bf1; � � � ; bfi 2 Rm� with bfi = A(i)f (i) (4)
 = diag(!1; � � � ; !) 2 R � ; and (5)bG = �bg1; � � � ; bg� 2 R n� with bgi = A(i)T g(i): (6)

There are many choices of the vectorsf (i) andg(i) that satisfy the condition (2). Therefore, various rank re-
ducing decompositions (3) are possible. Theorem 1.1 has been used to explain many matrix decompositions
and it will be the basis for the rank reduction procedures discussed in this chapter.

Theorem 1.1 can be generalized to the case where the reduction of rank is larger than one, as shown in
the next theorem.

THEOREM 1.2 (GUTTMAN [19]) SupposeA 2 Rm�n , F 2 R n�k , andG 2 Rm�k . Thenrank(A�AFR�1GTA) = rank(A)� rank(AFR�1GTA) (7)

if and only ifR = GTAF 2 R k�k is nonsingular.

In [6] the authors discuss rank reduction from the point of view of solving linear systems of equa-
tions. It is shown that several standard matrix factorizations in numerical linear algebra are instances of the
Wedderburn formula. A complementary view is taken in [25], where the Wedderburn formula and matrix
factorizations are considered as tools for data analysis: “The major purpose of a matrix factorization in this
context is to obtain some form of lower rank approximation toA (...) for understanding the structure of the
data matrix...”.

In this chapter rank reduction will be discussed mainly fromthe perspective of data analysis, but it
will be seen that data analysis concepts and methods are often the same as those appearing in connection
with the solution of linear systems of equations, although different terminology and notation are used. By
formulating a specific criterion for the data analysis, a rank reduction is obtained as a particular instance
of the matrix rank reduction formula presented in Theorems 1.2 and 1.1. If it is required that the data
matrixA be well approximated by a low rank matrix, then one is lead to rank reduction using the singular
value decomposition (SVD) or, equivalently, principal component analysis. This is referred to here as rank
reduction without constraints. In Section 2, some fast methods for approximating the SVD are described.
The application of singular value analysis to information retrieval, LSI, is discussed.

In multiple regression, the rank reduction is coupled to thereduction in norm of a residual vector, which
is the (stochastic and modeling) error in a linear model. A common method here is principal components
regression, described in Section 3.1. An alternative, and often very flexible method is partial least squares,
PLS, discussed in Section 3.2. In some cases the rank reduction aims at facilitating feature extraction; this
is discussed in Section 3.3. These procedures can be considered as constrained rank reduction methods.

Throughout this chapter the data matrix is denoted asA with dimensionm� n and it is assumed thatA
is real. The Euclidean vector norm and its subordinate matrix norm are written ask � k2, andkAkF is the
Frobenius norm of the matrixA [16, Chapter 2.2-2.3].
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2 Rank Reduction without Constraints

In this section, the singular value decomposition (SVD) is presented, which gives anoptimal lower rank
approximation to a given matrix, where optimality is measured in the 2-norm or the Frobenius norm. Two
applications of the SVD, Latent Semantics Indexing (LDA) from information retrieval and Principal Com-
ponent Analysis (PCA) from statistical pattern recognition, are discussed. Then several methods including
orthogonal decomposition with pivoting and the complete orthogonal decomposition are discussed that are
often used in practice to approximate the SVD since the SVD isexpensive to compute and update.

2.1 Singular Value Decomposition

The following theorem defines the SVD. For a proof of the theorem, see [5, 16], for example.

THEOREM 2.1 For any matrixA 2 Rm�n , there exist matricesU = �u1; � � � ; um� 2 Rm�m ; and V = �v1; � � � ; vn� 2 R n�n ;
withUTU = I andV TV = I; such thatUTAV = � = diag(�1; � � � ; �p) 2 Rm�n ; p = min(m;n); (8)

where�1 � �2 � � � ��p � 0 .

The�i are the singular values, and the columns ofU andV are left and right singular vectors, respec-
tively. Suppose for an index � min(m;n), � > 0 and�+1 = 0. ThenA = U�V T = �U bU��� 00 0��V TbV T � = U�V T ; (9)

whereU 2 Rm� ;� = diag(�1; � � � ; �) 2 R � , andV 2 R n� .
The SVD is one of the most powerful decompositions since it provides all fourfundamentalspaces

related to the matrixA asU gives an orthogonal basis forRange(A),bV gives an orthogonal basis forNull(A),V gives an orthogonal basis forRange(AT ),bU gives an orthogonal basis forNull(AT ) ,

whereRange andNull denote the range space and the null space of the matrix, respectively. In addition,
the SVD provides the rank of the matrix, which is the number ofpositive singular values,.

However, in floating point arithmetic, these zero singular values may appear as small numbers. In
general, a large relative gap between two consecutive singular values is considered to reflect the numerical
rank deficiency of a matrix. It is widely known that noise filtering can be achieved via atruncated SVD. If
trailing smalldiagonal components of� are replaced with zeros, then a rankk approximationAk for A can
be obtained as A = �Uk bUk���k 00 b�k��V TkbV Tk �� �Uk bUk���k 00 0��V TkbV Tk � = Uk�kV Tk = Ak; (10)
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where�k 2 R k�k andkb�kk2 < � for a small tolerance�. This is summarized in the following theorem,
which provides an important application of the SVD, the lower rank approximation. The following theorem
is the theoretical foundation of numerous important procedures in science and engineering.

THEOREM 2.2 Let the SVD ofA 2 Rm�n be given as in Theorem 2.1, and assume that an integerk is
given with0 < k �  = rank(A). ThenminB2Rm�n ;rank(B)=k kA�Bk2 = kA�Akk2 = �k+1
where

Ak = Uk�kV Tk = kXi=1 �iuivTi ; (11)

Uk consists of the firstk columns ofU , Vk the firstk columns ofV , and�k is thek � k leading principal
submatrix of�.

A similar result is obtained when the Frobenius norm is used.

THEOREM 2.3 (ECKART, YOUNG [9]) Let the SVD ofA 2 Rm�n be given as in Theorem 2.1, and assume
that an integerk is given with0 < k �  = rank(A). Then

minB2Rm�n ;rank(B)=k kA�BkF = kA�AkkF = pXi=k+1�i
whereAk is the same as in Theorem 2.2, andp = min(m;n).

Theorems 2.2 and 2.3 show that the singular values indicate how close a given matrix is to a matrix of
lower rank.

The relation between the truncated SVD (11) and the Wedderburn matrix rank reduction process (7) can
be demonstrated as follows. In the rank reduction formula, define the error matrixE asE = A�AF (GTAF )�1GTA; F 2 R n�k ; G 2 Rm�k :
Assume thatk � rank(A) = , and consider the problemmin kEk2 = minF2Rn�k ;G2Rm�k kA�AF (GTAF )�1GTAk2:
According to Theorem 2.2, the minimum error is obtained whenF = Vk andG = Uk, which gives(AF )(GTAF )�1(GTA) = (AVk)(UTk AVk)�1(UTk A)= (Uk�k)(�k)�1(�kV Tk ) = Uk�kV Tk :
This same result can be obtained by a stepwise procedure, when k pairs of vectorsf (i) andg(i) are to be
found, where each pair reduces the matrix rank by1 in each ofk rank reduction problems. Consider the
problem min kE(1)1 k2 = minf (1)2Rn�1 ;g(1)2Rm�1 kA� (g(1)TAf (1))�1Af (1)g(1)TAk2:
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Then according to Theorem 2.2, the solution is obtained whenf (1) = v1 andg(1) = u1. Now forA(2) = A(1) �A(1)v1uT1A(1)=�1 = A(1) � �1u1vT1 ;
with A(1) = A, the solution formin kE(2)1 k2 = minf (2)2Rn�1 ;g(2)2Rm�1 kA(2) � (g(2)TA(2)f (2))�1A(2)f (2)g(2)TA(2)k2
is obtained withf (2) = v2 andg(2) = u2, since

A(1) � �1u1vT1 = rXi=2 �iuivTi :
On the other hand, the rank 2 reduction problem,min kE2k2 = minF (1)2Rn�2 ;G(1)2Rm�2 kA�AF (1)(G(1)TAF 1)�1G(1)TAk2;
has the solutionF (1) = �v1 v2� andG(1) = �u1 u2�, again due to Theorem 2.2. Therefore, reducing
the rankk times by finding the rank one reducing vectors that give minimum two norm distance between
the matrix and the reduced rank matrix is equivalent to reducing the rank byk at once by finding the rankk
reducing matrices that satisfy the same criterion.

Similar results can be obtained from Theorem 2.3 when the matrix Frobenius norm is used.

2.2 Latent Semantic Indexing and the SVD

In the vector space based information retrieval system [38,39], the document collection is represented as
vectors in a matrix. Specifically, a term-document matrixA = �a1 a2 � � � an� 2 Rm�n (12)

is formed based on the collection of documents, wherem is the total number of terms in the document
collection andn is the number of documents. Each column ofA represents a document, and in the matrixA
the elementsaij are weighted frequencies of each word in a specific document representing the importance
of termi in documentj. The simplestaij is binary, but to improve retrieval performance, various weighting
methods have been developed [27, 39]. For other related topics such as stemming and removing stop lists,
see [11, 39, 4]. The SMART system [39] is one of the most influential test-beds where the vector space
based method is successfully implemented. One major advantage of a vector space based method is that the
algebraic structures of the term-document matrix can be exploited using the techniques developed in linear
algebra.

For achieving higher efficiency and effectiveness in manipulating these data, it will be necessary to find
a lower dimensional representation of the data [30]. A vector space based information retrieval system
needs to solve the following three problems frequently: document retrieval, classification, and clustering.
Document retrieval is used to extract relevant documents from a text database given a query. Classification
is the process of assigning new data to its proper group. The group is also called class or category [1].
Clustering is the process to find homogeneous groups (clusters) of data based on the values of their vector
components and a predefined measure [31]. While the categorystructure is known in classification, in cluster



MATRIX RANK REDUCTION 6

analysis little or nothing is known about the category structure. All that is available is a collection of data
whose category memberships are unknown. The objective is todiscover a category structure in the data set.

In document retrieval, classification, and in some clustering algorithms, the major computation involves
comparison of two vectors, which will be affected by different weighting schemes and the similarity mea-
sures [27, 39]. With dimension reduction of the given text collection, the complexity of subsequent compu-
tations involved in these problems can be substantially reduced. To achieve higher efficiency in computation,
often it is necessary to reduce the dimension severely, and in the process, one may lose much information
which was available in the original data. Therefore, it is important to achieve abetter representationof data
in the lower dimensional space according to specific tasks tobe performed after the dimension reduction,
such as classification, rather than simply reducing the dimension of the data to best approximate the full
term-document matrix. This is discussed later in detail in Section 3.3. The significance of this has been
recognized by Hubert, et.al. [25], for example. The difficulty involved is that it is not easy to measure how
well a certain dimension reduction method provides a good representation of the original data. It seems that
this can only be estimated using experimental results. The dimension reduction/feature extraction methods
that will be discussed in this chapter are based on the vectorsubspace computation in linear algebra.

In Latent semantic indexing (LSI) [3, 8, 17, 36], the SVD of the term-document matrix is utilized
for conceptual retrieval and lower dimensional representation. The dimension reduction by the optimal
lower rank approximation from the SVD has been successfullyapplied in numerous other applications, e.g.
in signal processing. In these applications, often what thedimension reduction achieves is the effect of
removing noise in the data. In the case of information retrieval, often the term-document matrix has either
full rank or close-to full rank. Also the meaning ofnoisein the text data collection is not well understood,
unlike in other applications such as signal processing [37]or image processing.

LSI is based on the assumption that there is some underlying latent semantic structure in the data of the
term-document matrix that is corrupted by the wide variety of words used in documents and queries for the
same objects (the problem of polysemy and synonymy, see [8]). The basic idea of the LSI/SVD is that if
two document vectors represent the same topic, they will share many associating words with a keyword, and
they will have very close semantic structures after dimension reduction via the SVD.

In classification, clustering, and document retrieval, thefundamental operation is to compare a document
to another document. The choice of similarity measure playsan important role [27]. In vector space based
information retrieval, the most commonly used similarity measures are,L2 norm (Euclidean distance), inner
product, cosine, or variations of these [27]. When the innerproduct is used as a measure, using the rankk
approximationAk for A, the documents are compared as,ATA � ATkAk = Vk�TkUTk Uk�kV Tk = (Vk�Tk )(�kV Tk ); (13)

i.e., the inner product between a pair of columns ofA can be approximated by the inner product between
a pair of columns of�kV Tk . Accordingly,Vk�Tk 2 R k�n is considered a representation of the document
vectors in the reducedk dimensional space.

Let q 2 Rm�1 represent a query vector, i.e. a document that has been preprocessed in the same way as
the documents represented by the columns ofA. Consider the inner product between aq and the document
vectors inA: qTA � qTAk = (qT )(Uk�kV Tk ) = (qTUk)(�kVk): (14)

Eqn. (14) shows that a new vectorq 2 Rm�1 can be represented asbq = UTk q (15)
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in thek dimensional space, since the columns of�kV Tk represent the columns ofA in thek dimensional
space. In LSI/SVD, it has also been proposed thatq be reduced to a vector inR k�1 asbq = ��1k Ukq: (16)

2.3 Principal Component Analysis and SVD

A common task in data analysis is to project high-dimensional numerical data on a low-dimensional sub-
space. The purpose of the projection is different dependingon the application: In some cases the low-
dimensional representation of the data is used for visualization of the data set. In other cases the computa-
tions using the high-dimensional representation would be too costly (e.g. in a real time application), so that
a dimension reduction is needed for numerical efficiency. Indata analysis applications this dimensionality
reduction is routinely done using principal component analysis (PCA). See e.g. [32]and [20, Chapter 14.5].

Often in PCA it is assumed that the data are preprocessed so that each column ofA has mean zero
and Euclidean length one. The reader may assume that this hasbeen done in the sequel (however, it is
not essential for the description). PCA is usually presented and its solution is computed in terms of the
eigenvalues and eigenvectors ofAAT andATA. It turns out that the derivation and computation of solution
can also be done, with certain advantages, in terms of the SVD.

From Theorem 2.3 one has

minrank(B)=k kA�Bk2F = kA�Akk2F = kA� Uk�kV Tk k2F = kA� kXi=1 �iuivTi k2F :
Defining

Lk = �kV Tk =
0BBB�
�1vT1�2vT2

...�kvTk
1CCCA = �l(k)1 l(k)2 � � � l(k)n � ;

wherel(k)i denotes theith column vector ofLk, one can write

kA�Akk2F = kA� UkLkk2F = nXi=1 kai � Ukl(k)i k22;
whereai is a column vector ofA. This means that there aren linear models for the columns ofA,ai � Ukl(k)i ; i = 1; 2; : : : ; n; (17)

with the same orthogonal basis vectorsu1; u2; : : : ; uk.
The SVD also gives linear models for the row vectors. Assume that theith row ofA is denoted asbaTi ,

i.e.,

A =
0BBB�
baT1baT2
...baTm
1CCCA :
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Defining bLk = �kUTk = �bl(k)1 bl(k)2 � � � bl(k)m � ;
one obtains bai � Vkbl(k)i ; i = 1; 2; : : : ;m: (18)

The linear models (17) and (18) are often referred to asprincipal component analyses (PCA)of the data
matrix; the vectorsui are called the principal components of the column space, andthe vi the principal
components of the row space. It is common to choosek = 2 or 3, and plot the coordinatesl(k)i (bl(k)i ) of
the columns (rows) in a Cartesian coordinate system, in order to visualize or cluster the data. According
to Theorems 2.2 and 2.3 the principal components are orderedso that the first one reflects the direction of
largest variation in the data matrix, the second one the second largest, and so on. In the next example, the
principal components are shown to have a concrete interpretation, and the directions of largest variation are
illustrated.

EXAMPLE 2.4 In an application of handwritten digit classification [40],the singular value decomposition
of a collection of a couple of hundred handwritten “4” was computed. Each image of the digit was dis-
cretized on a16 � 16 grid (256 pixels), and then made into a vector of length 256. All the vectors were
collected in a data matrix, and its SVD was computed. Then thefirst singular vectors (each of length 256)
were reshaped as16 � 16 matrices, which can then be printed as images. In Figure 1 thefirst three left
singular vectors are illustrated. The first left singular vector, the dominating direction of variation of the

Figure 1: The first three singular vectors of a collection of handwritten “4”.

data matrix, represents a rather well written digit “4”. Thefollowing two illustrate the two most impor-
tant directions of variation of the set of digits, in the sense that many of the digits in the collection can be
represented quite well as linear combinations of these firstthree basis vectors (principal components).

Sometimes in the literature it is recommended to compute theprincipal componentsui andvi as the
eigenvectors ofAAT andATA, respectively. However, from the point of view of accuracy it is better to
compute the SVD, since the forming (explicitly or implicitly) of AAT (ATA) causes loss of information.
For small and medium sized matrices1, there are efficient and accurate algorithms for computing the SVD,
implemented in numerical software libraries such as LAPACK[2] and problem solving environments such
as MATLAB, Mathematica, SAS, SPSS, etc.

1Today (2003) a matrix withmax(m;n) � C103, say, might be considered as medium sized. The value ofC depends on the
available computer power.
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2.4 Pivoted Orthogonal Decomposition

The power of the SVD lies in the fact that one can determine therank of the matrix by simply reading off
the diagonal elements of the matrix�. Due to this fact, orthogonal basis for the four fundamentalspaces
can also be obtained simply from the columns of the matricesU andV . However, a SVD is rather expensive
to compute. Therefore, much research has been devoted to approximating the SVD by computationally less
expensive methods. One group of approaches for achieving this is to relax the condition for diagonalization,
and compute a triangularization, from which the approximate rank of the matrix is revealed.

THEOREM 2.5 (ORTHOGONAL (QR) DECOMPOSITION) For any matrixA 2 Rm�n , there exist a matrixQ 2 Rm�m withQTQ = I, such that QTA = R 2 Rm�n (19)

whereR is upper triangular.

Whenm � n and rank(A) = n, the firstn columns of the matrixQ is an orthonormal basis forRange(A). However, this is not true in general. The following example[16] illustrates that the QR decom-
position does not provide bases for all four fundamental spaces.

EXAMPLE 2.6 Consider the QR decomposition of the matrix

A = 0�1 1 10 0 10 0 1
1A = 0BB�1 0 0 00 1 0 00 0 1 00 0 0 1

1CCA0�1 1 10 0 10 0 1
1A :

Clearlyrank(A) = 2 but no two columns of the matrixQ form a basis forRange(A).
In addition, the following example [16] shows that one cannot obtain a reliable numerical rank of a

triangular matrix based on its diagonal elements. Therefore, the QR decomposition does not provide the
rank of the matrix in general.

EXAMPLE 2.7 Consider the matrixRn defined as

Rn =
0BBBBBB�
1 �1 �1 � � � �10 1 �1 � � � �1
...

...
. . .

...
...

... 1 �10 � � � 0 1
1CCCCCCA 2 R n�n : (20)

Although there is no small diagonal component, the matrixRn gets closer to be rank deficient asn becomes
larger. For example,�50(R50) � 2:7� 10�15 and�100(R100) � 3:1� 10�18.

The QR decomposition provides an orthogonal basis for the matrix only when the matrix has full rank,
in general. Therefore, the SVD is needed when the matrix is rank deficient or the rank of the matrix is
unknown, and any information on the four fundamental subspace is required. One of the simpler methods
for approximating the SVD is the QR decomposition with column pivoting, introduced by Golub [14].
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Assume thatA 2 Rm�n is rank deficient with rank. The exactQR decomposition with column
pivoting ofA is then given by QTA� = R = � ~R ~S0 0 � ;
where ~R 2 R � is upper triangular withrank( ~R) = , Q 2 Rm�m is orthogonal, and� 2 R n�n is a
permutation matrix. In floating point arithmetic, one may obtain

QTA� = R = �Rk Sk0 Xk� ; (21)

whereRk 2 R k�k , kXkk is small andk is an estimated value for.
Assume that the algorithm for computing (21) has advancedi steps. The reduced matrix then has the

form �Ri Si0 Xi� ;
whereRi 2 R i�i is upper triangular withrank(Ri) = i. The next permutation matrix is chosen so that
when it is applied toXi it moves the column of largest norm to the front of that matrix. Then that column
is reduced by an orthogonal transformation so that the dimension of the upper triangular matrix is increased
by one.

Suppose the QR decomposition with column pivoting is terminated afterk steps satisfying the stopping
criterion thatkXkk � �, for a given tolerance�. Then since

Q(k)TQ(k�1)T � � �A � � ��k�1�k = �Rk Sk0 Xk� ;
with Q � Q(1)Q(2) � � �Q(k) = �Q1 Q2� whereQ1 2 Rm�k , Q1 provides an approximate orthogonal
basis forRange(A) andQ2 for Null(AT ). Some further computation is needed to obtain the bases for the
other two fundamental subspaces.

Although the diagonal values of the resulting matrixRk reveal gaps in the singular values in most prac-
tical problems, the following well known example shows thatthe orthogonal decomposition with column
pivoting may fail to detect rank deficiency since a matrix maybe rank deficient with no small submatrixXk.

EXAMPLE 2.8 (KAHAN [28]) LetTn() 2 R n�n be defined as

Tn() = diag(1; s; � � � ; sn�1)
0BBBBBB�
1 � � � � � �0 1 � � � � �

.. .
...

...
... 1 �0 � � � 1

1CCCCCCA ; (22)

where > 0, s > 0, and2+s2 = 1. The QR decomposition with column pivoting applied toTn() does not
change the matrix, i.e.,Tn() = R,Q = I and� = I. Therefore,kXkk � sn�1, whatever the value ofk is.
However, the smallest singular value ofTn() is often much smaller thankXkk for anyk. For example, forT10(0:8), kXkk2 � s9 � 8:96� 10�5 but�10(T10(0:8)) � 0:01. And forT100(0:2), kXkk2 � s99 � 0:13,
but�100(T100(0:2)) � 3:68� 10�9.
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The singular value gap detecting property of the decomposition can be improved by a simple modifi-
cation. In his QLP decomposition, Stewart [43] suggested applying the QR decomposition with column
pivoting one more time to the matrixRT whereR is obtained from the QR decomposition with column
pivoting. Specifically, suppose the QR decomposition with column pivoting applied toA givesQTAA�A = R (23)

and applied toRT gives QTRRT�R = U: (24)

Then combining (23) and (24), A = (QA�R)UT (QTR�TA) = QLP: (25)

The following examples show that this simple idea of applying the QR decomposition with column
pivoting to the triangular matrixRT one more time greatly improves the singular value tracking capability
of the algorithm.

EXAMPLE 2.9 Consider Kahan’s example shown in Example 2.8. The matrixT10(0:8) has the diagonal
elements (which are the diagonal elements of theR factor in the QR decomposition with column pivoting)[1:00; 0:600; 0:360; 0:216; 0:130; 0:0778; 0:0467; 0:0280; 0:0168; 0:0101℄;
andT10(0:8) has the singular values[2:889; 1:04; 0:608; 0:359; 0:212; 0:124; 0:0722; 0:0412; 0:0225; 8:96� 10�5℄:
Therefore, the diagonal elements ofR are not very accurate approximations of the singular values. On the
other hand, the diagonal elements of the triangular factorU from the QLP algorithm applied toT10(0:8)
are [2:60; 1:10; 0:619; 0:362; 0:213; 0:125; 0:0727; 0:0411; 0:0214; 9:50� 10�5℄:
Note that all the singular values are now approximated much better.

EXAMPLE 2.10 Consider the matrix

A = 0BB�1 1 10 0 10 0 10 0 1
1CCA ;

which has the singular values [2:18; 1:13; 0℄:
The diagonal elements of the matrixR from its QR decomposition with column pivoting (computed using
MATLAB) are [2:00; 0:866; 0℄
and the diagonal elements from the matrixU from its QLP decomposition are[2:12; 1:15; 0℄:
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In addition, with the QLP algorithm, one can have a good approximation for all four fundamental sub-
spaces of the matrixA.

By allowing the orthogonal matrices applied from both sidesof the matrix as in the QLP decomposition
instead of simply permuting the columns, one can obtain a better approximation to the SVD. The next
section covers this in a more general context.

2.5 Complete Orthogonal Decomposition

As seen earlier, the SVD is of great theoretical and practical importance. Since the computation of the SVD
is expensive, there is a need for alternative, cheaper methods. Another important fact is that there are no fast
methods to update the SVD when the data matrix is changed slightly, which is a serious drawback when the
problem is of recursive nature. For instance, the updating of the SVD when a row is added toA requiresO(n3) flops (floating point operations) for a matrix of ordern.

Among the most successful methods for approximating the SVDare the rank-revealing URV and ULV
decompositions due to Stewart [41, 42]. They are effective in exhibiting the rank and give bases for the
range and null spaces, and can be updated inO(n2) flops. They are compromises between the SVD and a
QR decomposition with some of the virtues of both. Here, for simplicity, only the URVD will be discussed.
First the concept of a complete orthogonal decomposition [16, Chapter 5.4.2] is defined.

LetA have rank. Then acomplete orthogonal decompositionis given by

UTAV = � ~R 00 0� ;
where ~R 2 R � has rank, andU 2 Rm�m andV 2 R n�n are orthogonal matrices.

The SVD is a special case of a complete orthogonal decomposition. When the matrixA 2 Rm�n , has
numerical rankk, i.e.�k is largecompared to�k+1, its URVD is given by

UTAV = �T0� = 0�Rk Sk0 bRk0 0
1A ; (26)

whereU 2 Rm�m and V 2 R n�n are orthogonal matrices,T 2 R n�n , Rk 2 R k�k , and bRk 2R (n�k)�(n�k) are upper triangular, and�k(Rk) � �k; k Sk k2F + k bRk k2F� �2k+1 + � � �+ �2n:
The algorithm for computing the URVD is based on the following observation: Given any upper triangular
matrixR 2 R n�n , letw be a unit norm approximate right singular vector ofR corresponding to the smallest
singular value�n (such an approximation can be obtained using a standard condition estimator, at a cost ofO(n2) flops). With an orthogonal matrixQ 2 R n�n such thatQTw = en
and the QR decomposition of the productRQ, which isRQ = Q(1)R(1);
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whereQ(1) 2 R n�n is orthogonal andR(1) 2 R n�n is upper triangular,�n � kRwk2 = kQ(1)TRQQTwk2 = kR(1)enk2:
Thus the last column ofR(1) is small, and can bedeflatedin the sense that it is considered to belong to the
right “small part” of the matrix. The computation ofR(1) can be organized so thatO(n2) flops are required.
Then the analogous procedure is applied to the(n � 1) � (n � 1) principal submatrix. Aftern � k such
steps the rank revealing URVD is obtained.

When the orthogonal matrixV is partitioned according to the numerical rank asV = (V1 V2);
whereV1 2 R n�k andV2 2 R n�(n�k) , V2 is an orthogonal basis for the null space ofA. Similarly a basis
of the range space can be obtained.

The decompositions shown in this chapter that approximate the SVD, can be used in LSI and PCA to
obtain faster methods.

3 Constrained Rank Reduction

In Section 2 the rank reduction was based on a criterion whichgives the directions of largest variation in the
data matrixA. In the linear least squares problemminx kAx� bk2; (27)

whereA 2 Rm�n , the criterion emphasizes the “covariation” between the data matrix and the right hand
sideb. This problem occurs in many problems in data analysis, see e.g. [20]. In statistical terminology this
is themultiple linear regression model: the right hand sideb contains observations of a response variable,
whose variation is to be explained by a linear combination ofthe explanatory variables in the columns of
the data matrixA.

Often the data matrix is large and the columns ofA are almost linearly dependent (the explanatory
variables are almost collinear). Then one would like to find ahopefully small subset of the explanatory
variables that account for as much of the variation inb as possible. In other words, a linear combination of a
subset of the columns is to be found such that the corresponding residual is as small as possible. However,
this subset selection problem[16, Chapter 12.2] is quite difficult, and often one accepts aprojection of the
solution onto a subspace of small dimension. Such a projection can be computed using the SVD ofA or
thePartial Least Squares (PLS)method. In both methods a rank reduction ofA is performed, but here the
purpose is not primarily to obtain a low rank matrix approximation but rather to reduce the norm of the
residual as much as possible.

In many cases it is not the least squares solutionx that is of interest in data analysis. Instead,x is an
auxiliary variable that is used forprediction:ypredited := baT bx;
wherebaT is a new observation of the explanatory variables, andbx is an estimate of the solution of (27).



MATRIX RANK REDUCTION 14

Algorithm 1 PCR

Given a data matrixA 2 Rm�n with its SVD, and a right hand sideb 2 Rm , it computes a solution projected
on the subspace corresponding to thek largest singular values.

1. x(0)pr = 0;
2. for i = 1; 2; : : : ; k

(a) x(i)pr = x(i�1)pr + uTi b�i vi:
3.1 Regression using SVD: Principal Component Regression

Using the SVD (9) the minimum norm least squares solution of (27) can be written

x = V ���1 00 0�UT b = Xi=1 uTi b�i vi; (28)

where = rank(A). In statistical literature, regression using the SVD goes under the nameprincipal
component regression (PCR). The procedure is equivalent to truncating the SVD solution(28), i.e. the
solution is expressed in terms of thek first singular vectors, k � ,

x(k)pr = kXi=1 uTi b�i vi: (29)

This can be interpreted as a rank reduction procedure, wherein each step the reduction is made along the
direction of largest variation in the data matrixA. PCR is described in Algorithm 1.

The solution (29) is also a projection onto a lower dimensional subspace as is seen from the equivalent
least squares problem:minz k(AVk)z � bk; x(k)pr = Vkz; Vk = �v1 v2 � � � vk� :
Thus, the approximate solution of (27) is obtained by projecting the solution onto the subspace spanned
by the singular vectorsv1; v2; : : : ; vk: The value of the truncation indexk can be chosen, e.g. using cross
validation [12, 51]. The purpose is to choosek such that there is as large a reduction of the norm of the
residual for as small a value ofk as possible.

It is not uncommon thatk must be chosen inconveniently large to obtain the required reduction of the
norm of the residual [10, 44]. This happens if the right hand side b does not have significant components
along the first left singular vectorsui. To explain this, use the SVD to write the residual of the least squares
problem,

r2k := kAx(k)pr � bk2 = k�� 00 0� zk � UT bk2; zk =
0BBBBBBBB�
uT1 b=�1

...uTk b=�k0

...0

1CCCCCCCCA :
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Algorithm 2 MPCR (Modified PCR)

Given a data matrixA 2 Rm�n with its SVD, and a right hand sideb 2 Rm , it computes a solution projected
on the subspace corresponding to thek largest components ofUT b.

1. x(0)kr = 0;  = UT b;
2. for i = 1; 2; : : : ; k

(a) Chooseji such thatjji j = maxi jij,
(b) x(i)mpr = x(i�1)mpr + uTjib�ji vji ;
(c) ji = 0:

Thus the residual becomes r2k = mXi=k+1(uTi b)2:
The singular values are ordered in such a way that they reflectthe directions of largest variation in the data
matrixA. However, if in regression the purpose is to reduce the residual significantly using a projection
onto a subspace of as small a dimension as possible, then, naturally, the right hand side must influence the
choice of directions. This can be done simply by choosing theequations to satisfy exactly (i.e. the non-zero
components ofz) in the order of the largest magnitudes of the vectorUT b. The rank reduction process, here
denoted MPCR (Modified PCR), is described in Algorithm 2.

The Partial Least Squares method, described in the next section, automatically takes into accountboth
the right hand side and the data matrix.

3.2 Regression using Partial Least Squares

The Partial Least Squares (PLS) method due to Wold [49] is commonly used in data analysis and chemo-
metrics [51]. It has been known for quite some time [50, 10], that PLS is closely related to Lanczos (Golub-
Kahan [15]) bidiagonalization. The so called NIPALS version of the method, given in Algorithm 3, is clearly
a rank reduction process.

Defining Wk = �w1 w2 : : : wk� ;Tk = �t1 t2 : : : tk� ;Sk = �s1 s2 : : : sk� ;
where the columnswi, ti, andsi are computed as in Algorithm 3, it is straightforward to showthat the
columns ofWk andTk are orthonormal, see e.g. [50, 10]. In the NIPALS context theapproximate solutionx(k)pls of (27) is usually obtained from x(k)pls =Wk(STkWk)�1T Tk b: (30)

From the equivalence of PLS and Lanczos bidiagonalization [50, 10], one can easily show thatAWk = TkBk;
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Algorithm 3 PLS

Given a data matrixA 2 Rm�n , and a right hand sideb 2 Rm , it performsk steps of the partial least squares
algorithm.

1. A(1) = A;
2. for i = 1; 2; : : : ; k

(a) wi = 1k(A(i))T bk2 (A(i))T b;
(b) ti = 1kA(i)wik2 A(i)wi;
(c) si = (A(i))T ti;
(d) A(i+1) = A(i) � tisTi :

whereBk is a bidiagonal matrix, the entries of which are normalizingconstants in the algorithm [10]. From
this identity, it is seen that the PLS solution (afterk steps) is the same as the solution ofminx2span(Wk) kAx� bk22 = minz kAWkz � bk22 = minz kTkBkz � bk22= minz kBkz � T Tk bk22 + k(T?k )T bk22;
whereT = (Tk T?k ) 2 Rm�m is an orthogonal matrix. Thus PLS is a projection method, where the solution
is expressed as a linear combination of thewi vectors. The expression for the computation of these vectors,wi = 1k(A(i))T bk2 (A(i))T b;
shows thatwi is the covariance between the data matrixA(i) and the right hand side. This direction is
chosen toobtain a high correlation betweenti and the right hand side[23]. Thus, one can interpret the PLS
algorithm as follows:

In each step, find the new basis vector for the projection of the solution as the covariance vector
between the present data matrix and the right hand side. After the projection has been com-
puted, remove the corresponding information from the data matrix by performing a Wedderburn
rank reduction.

For understanding the PLS, it is essential to know that the columns ofWp andTp are orthogonal bases for
Krylov subspaces. Let Ki(C; b) = spanfb; Cb; : : : ; Ci�1bg
denote the linear subspace spanned by the the vectorsb; Cb; : : : ; Ci�1b. The following proposition is well
known and is easily proved using the recursion forA(i).
PROPOSITION3.1 The vectorsw1; w2; : : : ; wi andt1; t2; : : : ; ti constitute orthogonal bases of the Krylov
subspacesKi(ATA;AT b) andKi(AAT ; AAT b), respectively.
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From the above description of PLS one may get the impression that there is always a quick reduction of the
residual in the first steps of the algorithm. However, the actual reduction depends in a rather complicated
way on the distribution of singular values and the magnitudeof the elements of the vectorUT b [10]. The
Krylov spaces generated are the key to understanding the behavior of PLS. Consider the spaceKi(ATA;AT b) = spanfAT b; (ATA)AT b; : : : ; (ATA)i�1AT bg:
It is easy to show, using the theory of the power method [16, Section 8.2], that for (almost) any vectors,limj!1(ATA)js = v1; (31)

i.e., the first right singular vector. In view of (31), the behavior of the Krylov sequence can be summarized
as follows:

1. If the mass ofb is concentrated along some intermediate singular vectors,and that mass is large
enough (related to the magnitude of the singular values), then the first few Krylov basis vectors will
contain large components along those singular vectors. If the mass is not large enough, then the first
basis vectors will be dominated by directions corresponding to the largest singular values.

2. The next several Krylov basis vectors will be dominated bycomponents along the singular vectors
corresponding to the largest singular values.

3. Gradually, since a sequence of orthogonal basis vectors is generated, the influence of singular vectors
corresponding to smaller singular values will be noticed. Unless there is a huge component in the
right hand side along a singular vector corresponding to a small singular value, it will take long before
directions corresponding to the small singular values playa role in the approximate solution.

The following example illustrates that the rate of decay of the residual depends on the right hand side.

EXAMPLE 3.2 A problem with a diagonal matrix of dimension 50 was constructed, whose first 22 diagonal
elements decay from 1 to 0.1, with the rest decaying from 0.1 to 0.001, approximately. Two right hand sides
were used as shown in the first two graphs of Figure 2. The coordinates of the right hand sides in terms
of the left singular vectorsui (here: the standard basis vectorsei) are plotted in the first two graphs of
Figure 2. In the third graph of Figure 2, the residuals are given. For Case 1, PLS automatically reads off
the distribution of theuTi b (in a way similar to MPCR), and reduces the residual significantly in the first
two steps. On the other hand, in Case 2, which has a considerably more complicated right hand side, PLS
requires more steps to reduce the residual.

3.3 Feature Extraction of Clustered Data

To achieve higher efficiency in manipulating the data represented in a high dimensional space, it is often
necessary to reduce the dimensiondramatically. In this section, several dimension reduction/feature ex-
traction methods that preserve the cluster structure are discussed. The clustering of data are assumed to be
performed already. Each method attempts to choose a projection to the reduced dimension that will capture
the cluster structure of the data collection as well as possible. The dimension reduction is only a preprocess-
ing stage and even if this stage is a little expensive, it may be worthwhile if it effectively reduces the cost
of the postprocessing involved in classification and query processing, which will dominate computationally.
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Figure 2: The upper two graphs show the coordinates of the right hand sides along the left singular vectorsui. Cases 1 (top) and 2 (middle). The bottom graph shows the residual as a function of the number of PLS
steps. The solid curve is for Case 1 and the dashed for Case 2.

Some experimental results are presented at the end of this chapter to illustrate the trade-off in effectiveness
versus efficiency of the methods, so that their potential application can be evaluated.

Given a term-document matrix, the problem is to find a transformation that maps each document vector
in them-dimensional space to a vector in thek-dimensional space for somek < m. For this, either the
dimension reducing transformationT T 2 R k�m is computed explicitly or the problem is formulated as that
of approximation where the given matrixA is to be decomposed into two matricesB andY asA � BY (32)

whereB 2 Rm�k with rank(B) = k andY 2 R k�n with rank(Y ) = k. The matrixB is responsible for the
dimension reducing transformation. However, often the dimension reducing transformationT T itself is not
explicitly needed since the dimension reduced representationY can be computed without the transformationT T . The lower rank approximation (32) is not unique since for any nonsingular matrixZ 2 R k�k ,A � BY = (BZ)(Z�1Y );
whererank(BZ) = k and rank(Z�1Y ) = k. The decomposition (32) is closely related to the rank
reducing decomposition presented in (3).

The problem of approximate decomposition (32) can be recastin two different but related ways. The
first is in terms of a matrix rank reduction formula and the second is as a minimization problemminB2Rm�k ;Y 2Rk�n jjA�BY jjp: (33)

The incorporation of clustered structure can be translatedinto choosing the factorsF andG in (7) or adding a
constraint in the minimization problem (33). In the next section, ways to compute the factorY are discussed
where knowledge of the clusters from the full dimension is reflected in the dimension reduction.
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3.3.1 Methods Based on Centroids

For simplicity of discussion, the columnsaj of A are assumed to be grouped intok clusters as

A = [ ~A1 ~A2 � � � ~Ak℄ where ~Ai 2 Rm�ni ; and
kXi=1 ni = n: (34)

Let Ni denote the set of column indices that belong to clusteri. The centroid(i) of the ith cluster is the
average of the columns inNi, i.e., (i) = 1ni Xj2Ni aj
and the global centroid is defined as

 = 1n nXj=1 aj :
The centroid vector achieves the minimum variance sincenXj=1 kaj � k22 = minx2Rn�1 nXj=1 kaj � xk22 = minx2Rn�1 kA� xeT k2F ;
wheree = (1; � � � ; 1)T 2 R n�1 : In the Centroid method for dimension reduction due to Park et.al. [34] and
summarized in Algorithm 4, the columns ofB in the minimization problem (33) are chosen as the centroids
of thek clusters. Then thek dimensional representationY of the matrixA is obtained by solving the least
squares problem [5] minY 2Rk�n kA� CY kF ; (35)

whereC is the centroid matrix whoseith column is the centroid of theith cluster. Note that the reduced
dimensionk is the same as the number of clusters. Ak dimensional representationy of any dataq 2 Rm�1
can be found from solving miny2Rk�1 kq � Cyk2: (36)

The Centroid dimension reduction method can be representedusing the matrix rank reduction formula.
Defining a grouping matrixH 2 R n�k as H = J � (JTJ)�1 (37)

whereJ 2 R n�k and

J(i; j) = (1 if documenti belongs to clusterj;0 otherwise;
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Algorithm 4 Centroid dimension reduction method

Given a data matrixA 2 Rm�n with k clusters, it computes ak-dimensional representationy of any given
vectorq 2 Rm�1 .

1. Compute the centroid(i) of theith cluster,1 � i � k.

2. SetC = [(1) (2) � � � (k)℄.
3. SolveminY kCy � qk2

Algorithm 5 Orthogonal Centroid dimension reduction method

Given a data matrixA 2 Rm�n with k clusters, it computes ak-dimensional representationy of any given
vectorq 2 Rm�1 .

1. Compute the centroid(i) of theith cluster,1 � i � k.

2. SetC = [(1) (2) � � � (k)℄.
3. Compute the reduced QR decomposition ofC, which isC = QkR.

4. SolveminY kQky � qkF (in fact,y = QTk q).
the centroid matrixC can be written asC = AH: The solution for the problem (35) isY = (CTC)�1CTA,
which in turn yields the matrix rank reduction expressionE = A� CY= A� (AH)(CTC)�1CTA= A� (AH)(HTATAH)�1(HTATA):
This shows that the rank reduction theorem 1.2 withG = HTAT andF = H, produces the Centroid
method.

In the Orthogonal Centroid method [34], an orthonormal basisQk for the centroid matrixC is chosen
as the matrixB and thek dimensional representation of the matrixA is found by solvingminY 2Rk�n kA�QkY kF : (38)

Then ak dimensional representation of any dataq 2 Rm�1 can be found from solvingminy2Rk�1 kq �QkykF ; (39)

where the solution isy = QTk q. The matrixQk can be obtained from the orthogonal decomposition of
the matrixC when it has full rank. This Orthogonal Centroid method, summarized in Algorithm 5 pro-
vides a link between the methods of discriminant analysis and those based on the centroids. More detailed
discussions can be found in [22].

The Orthogonal Centroid method is mathematically equivalent to the multiple group method known in
applied statistics/psychometrics for more than 50 years. In his book on factor analysis [24], Horst attributes
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the multiple group method to Thurstone [46]. For a description of the multiple group algorithm in modern
numerical linear algebra terms, see [21].

3.3.2 Classical Linear Discriminant Analysis

The goal of linear discriminant analysis is to combine features of the original data in a way that most effec-
tively discriminates between classes. Assuming that the given data are already clustered, a transformationT T 2 R k�m is to be found that optimally preserves this cluster structure in the reduced dimensional space.
For this purpose, cluster quality needs to be measured. Whencluster quality is high, each cluster is tightly
grouped, but well separated from the other clusters. To quantify this, the within-cluster, between-cluster,
and mixture scatter matrices are defined [13] as

Sw = kXi=1 Xj2Ni(aj � (i))(aj � (i))T ;
Sb = kXi=1 Xj2Ni((i) � )((i) � )T = kXi=1 ni((i) � )((i) � )T ;
Sm = nXj=1(aj � )(aj � )T ;

respectively. The scatter matrices have the relationship [26]Sm = Sw + Sb: (40)

Since

trae(Sw) = kXi=1 Xj2Ni(aj � (i))T (aj � (i)) = kXi=1 Xj2Ni kaj � (i)k22
measures the closeness of the columns within the clusters, and

trae(Sb) = kXi=1 Xj2Ni((i) � )T ((i) � ) = kXi=1 Xj2Ni k(i) � k22
measures the separation between clusters, an optimal transformation that preserves the given cluster structure
would maximize trace(T TSbT ) and minimize trace(T TSwT ).

One of the most commonly used criteria in discriminant analysis is that of optimizingJ1(T ) = trae((T TS2T )�1(T TS1T )); (41)

whereS1 andS2 are chosen fromSw, Sb, andSm. WhenS2 is assumed to be nonsingular, it is symmetric
positive definite. According to results from the symmetric-definite generalized eigenvalue problem [16],
there exists a nonsingular matrixX 2 Rm�m such thatXTS1X = � = diag(�1 : : : �m) and XTS2X = Im;
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where without loss of generality, the following can be assumed:�1 � � � � � �q > �q+1 = � � � = �m = 0:
SinceS1 is positive semidefinite andxTi S1xi = �i, each�i is nonnegative and only the largestq = rank(S1)�i’s are nonzero. Lettingxi denote theith column ofX,S1xi = �iS2xi; (42)

which means that�i andxi are an eigenvalue-eigenvector pair ofS�12 S1. ThenJ1(T ) = trae((T TS2T )�1(T TS1T ))= trae((T TX�TX�1T )�1T TX�T�X�1T )= trae(( ~T T ~T )�1 ~T T� ~T );
where~T = X�1T . The matrix~T has full column rank providedT does, so it has the reduced QR factoriza-
tion ~T = QR, whereQ 2 Rm�l has orthonormal columns andR is nonsingular. HenceJ1(T ) = trae((RTR)�1RTQT�QR)= trae(QT�Q):
This shows thatmaxT J1(T ) = maxQTQ=I trae(QT�Q) � �1 + � � �+ �q = trae(S�12 S1):
(Here only maximization is considered. However,J1 may need to be minimized for some other choices ofS1 andS2.) When the reduced dimensionk is at least as large asq, i.e.,k � q, this upper bound onJ1(T )
is achieved with Q = �Ik0� or T = X �Ik0�R:
The transformationT is not unique. That is,J1 satisfies the invariance propertyJ1(T ) = J1(TW )
for any nonsingular matrixW 2 R k�k ; sinceJ1(TW ) = trae((W TT TS2TW )�1(W TT TS1TW ))= J1(T ):
Hence, the maximumJ1(T ) is also achieved withT = X �Il0� ;
and trae((T TS2T )�1T TS1T ) = trae(S�12 S1) (43)

wheneverT 2 Rm�k consists ofk eigenvectors ofS�12 S1 corresponding to thel largest eigenvalues.
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3.3.3 Improved Linear Discriminant Analysis and GSVD

Assume the cluster structure 34. Defining them� n matrices,Hw = [A1 � (1)e(1)T ; A2 � (2)e(2)T ; : : : ; Ak � (k)e(k)T ℄; (44)Hb = [((1) � )e(1)T ; ((2) � )e(2)T ; : : : ; ((k) � )e(k)T ℄; (45)Hm = [a1 � ; : : : ; an � ℄ = A� eT ; (46)

wheree(i) = (1; : : : ; 1)T 2 R ni�1, the scatter matrices can be expressed asSw = HwHTw ; Sb = HbHTb ; and Sm = HmHTm: (47)

Now, a limitation of theJ1 criteria in many applications, including text processing in information re-
trieval, is that the matrixS2 must be nonsingular. The matrixSb is always singular sincerank(Sb) � k� 1.
The matricesSw andSm are singular in many applications: when the number of terms in the document col-
lection is larger than the total number of documents (i.e.,m > n in the term-document matrixA) and when
the data are represented in a high dimensional space but collecting many samples is expensive. However, a
solution based on the GSVD does not impose this restriction,and can be found without explicitly formingS1 andS2 from Hw; Hb; andHm: In addition, the improved LDA/GSVD method is numerically superior
to the classical LDA which uses the generalized eigenvalue decomposition, when the matrices involved are
ill conditioned [22]. The generalized singular value decomposition (GSVD) [47, 35, 16], as defined in the
following theorem is used as a key tool.

THEOREM 3.3 (GENERALIZED SINGULAR VALUE DECOMPOSITION[35]) For any two matricesKA 2R n�m andKB 2 R p�m with the same number of columns, there exist orthogonal matricesU 2 R n�n ,V 2 R p�p , W 2 R t�t , andQ 2 Rm�m such thatUTKAQ = �A(W TR| {z }t ; 0|{z}m�t) amd V TKBQ = �B(W TR| {z }t ; 0|{z}m�t);
where K = � KAKB �

and t = rank(K);
�An�t =

0� IA DA OA
1A ; �Bp�t =

0� OB DB IB
1A ;

andR 2 R t�t is nonsingular with its singular values equal to the nonzerosingular values ofK. The
matrices IA 2 R r�r and IB 2 R (t�r�s)�(t�r�s)
are identity matrices, wherer = rank�KAKB�� rank(KB) and s = rank(KA) + rank(KB)� rank�KAKB� ;

OA 2 R (n�r�s)�(t�r�s) and OB 2 R (p�t+r)�r
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Algorithm 6 LDA/GSVD

Given a data matrixA 2 Rm�n with k clusters, it computes the columns of the matrixT 2 Rm�(k�1) ,
which preserves the cluster structure in the reduced dimensional space, usingJ1(T ) = trae((T TSwT )�1T TSbT ):
It also computes thek � 1 dimensional representationy of any given vectorq.

1. ComputeHb andHw fromA according toHb = [pn1((1) � );pn2((2) � ); : : : ;pnk((k) � )℄ 2 Rm�k ;
and (44), respectively.

2. Compute the complete orthogonal decomposition ofK = � HTbHTw � 2 R (k+n)�m , which isP TKQ = � R 00 0 � :
3. Lett = rank(K):
4. Compute W from the SVD ofP (1 : k; 1 : t), which isUTP (1 : k; 1 : t)W = �A:
5. Compute the firstk � 1 columns ofX = Q� R�1W 00 I �,

and assign them toT .

6. y = T T q
are zero matrices with possibly no rows or no columns, andDA = diag(�r+1; : : : ; �r+s) and DB = diag(�r+1; : : : ; �r+s)
satisfy 1 > �r+1 � � � � � �r+s > 0; 0 < �r+1 � � � � � �r+s < 1; (48)

and�2i + �2i = 1 for i = r + 1; : : : ; r + s.
This form of GSVD is related to that of Van Loan [35] asUTKAX = (�A; 0) and V TKBX = (�B; 0); (49)

where Xm�m = Q� R�1W 00 I � is a nonsingular matrix. This implies that

XTKTAKAX = � �TA�A 00 0 �
and XTKTBKBX = � �TB�B 00 0 � :
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Defining �i = 1; �i = 0 for i = 1; : : : ; r
and �i = 0; �i = 1 for i = r + s+ 1; : : : ; t;
one obtains, for1 � i � t, �2iKTAKAxi = �2iKTBKBxi; (50)

wherexi represents theith column ofX. SinceKTAKAxi = 0 and KTBKBxi = 0
for xi with t + 1 � i � m, the remainingm � t columns ofX, (50) is satisfied for arbitrary values of�i
and�i whent+1 � i � m. The columns ofX are the generalized right singular vectors for the matrix pair(KA;KB): In terms of the generalized singular values, or the�i=�i quotients,r of them are infinite,s are
finite and nonzero, andt� r � s are zero.

Expressing�i as�2i =�2i , (42) becomes�2i S1xi = �2iS2xi; (51)

which has the form of a problem that can be solved using the GSVD.
Consider the case where (S1; S2) = (Sb; Sw):

From (47) and the definition ofHb given in (45),rank(Sb) � k � 1. To approximateT that satisfies bothmaxT trae(T TSbT ) and minT trae(T TSwT ); (52)

the xi’s which correspond to thek � 1 largest�i’s are chosen, where�i = �2i =�2i . When the GSVD
construction orders the singular value pairs as in (48), the�i=�i quotients, are in nonincreasing order.
Therefore, the firstk�1 columns ofX are all that is needed. This method based on the GSVD is summarized
in Algorithm LDA/GSVD [21]. In the algorithm, the matricesHb andHw from the data matrix A are first
computed. Then a limited portion of the GSVD of the matrix pair (HTb ;HTw ) is computed. This solution is
accomplished by following the construction in the proof of Theorem 3.3 [35]. The major steps are limited
to the complete orthogonal decomposition [16, 33] ofK = � HTbHTw � ;
which produces orthogonal matricesP andQ and a nonsingular matrixR, followed by the singular value
decomposition of a leading principal submatrix ofP .

Whenm > n, the scatter matrixSw is singular. Hence, theJ1 criterion cannot be defined, and discrim-
inant analysis fails. Consider a generalized right singular vectorxi that lies in the null space ofSw. From
Eqn. (51), it is seen that eitherxi also lies in the null space ofSb, or the corresponding�i equals zero.
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Algorithm 7 Centroid-based Classification

Given a data matrixA with k clusters andk corresponding centroids,(i) for 1 � i � k, it finds the indexj
of the cluster to which a vectorq belongs.� find the indexj such thatsim(q; (i)), 1 � i � k, is minimum (or maximum), wheresim(q; (i)) is

the similarity measure betweenq and(i).
(For example,sim(q; (i)) = kq � (i)k2 using theL2 norm, and the index with the minimum value

is taken. Using the cosine measure,sim(q; (i)) = os(q; (i)) = qT (i)kqk2k(i)k2 ; and the index with the
maximum value is taken.)

Algorithm 8 k Nearest Neighbor (knn) Classification
Given a data matrixA = [a1 : : : an℄ with k clusters, it finds the cluster to which a vectorq belongs.

1. From the similarity measuresim(q; aj) for 1 � j � n, find the k nearest neighbors ofq. (k is used to
distinguish the algorithm parameter from the number of clustersk.)

2. Among these k vectors, count the number belonging to each cluster.

3. Assignq to the cluster with the greatest count in the previous step.

Whenxi 2 null(Sw) \ null(Sb), Eqn. (51) is satisfied for arbitrary values of�i and�i. This will be the
case for the rightmostm� t columns ofX. To determine whether these columns should be included inT ,
consider trae(T TSbT ) =X tTj Sbtj and trae(T TSwT ) =X tTj Swtj;
wheretj represents thejth column ofT . SincexTi Swxi = 0 andxTi Sbxi = 0; adding the columnxi to T
does not contribute to either maximization or minimizationin (52). For this reason, these columns ofX are
not included in the solution.

Whenxi 2 null(Sw)� null(Sb), then�i = 0. This implies that�i = 1, and hence that the generalized
singular value�i=�i is infinite. The leftmost columns ofX will correspond to these. Including these
columns inT increasestrae(T TSbT ), while leavingtrae(T TSwT ) unchanged. It follows that, even
whenSw is singular, the rule regarding which columns ofX to include inT remains the same as for the
nonsingular case. The experiments in Section 3.4 demonstrate that Algorithm LDA/GSVD works well even
whenSw is singular, thus extending its applicability beyond that of classical discriminant analysis, and
producing more accurate solutions even whenSw is nonsingular and thus the classical LDA can be applied.
For equivalence proof of the solutions from various choicesof (S1; S2), see [22].

3.4 Experiments in Classification

In this section, the effectiveness of the three dimension reduction methods, Centroid, Orthogonal Centroid,
and LDA/GSVD algorithms, are illustrated using experimental results. For LDA/GSVD, its mathematical
equivalence toJ1 using an alternative choice of(S1; S2) are confirmed. For Orthogonal Centroid, its preser-
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Table 1: Trace values and self-classification accuracy (in %) with L2 norm similarity on a150 � 2000
artificially generated data set with 7 clusters.

Method Full Orthogonal Centroid max max
Centroid trace(S�1w Sb) trace(S�1w Sm)

Dim 150� 2000 7� 2000 7� 2000 6� 2000 6� 2000
trace(Sw) 299705 13885 907.75 1.97 1.48
trace(Sb) 22925 22925 1706.8 4.03 3.04
trace(Sm) 322630 36810 2614.55 6.00 4.52

trace(S�1w Sb) 12.6 - - 12.6 12.6
trace(S�1w Sm) 162.6 - - 18.6 18.6

centroid 97.4 % 97.4 % 97.1 % 97.8 % 98.0 %
5nn 81.3 % 96.7% 96.8 % 97.8 % 97.8 %
15nn 89.9 % 97.3 % 97.2 % 98.2 % 98.1 %

vation of trae(Sb) is shown to be a very effective compromise for the simultaneous optimization of two
traces approximated byJ1.

In Tables 1 and 2, a clustered data set generated by an algorithm adapted from [26, Appendix H] was
used. The data consist of 2000 vectors in a space of dimension150, withk = 7 clusters and these data are
reclassified in the full space and in the reduced dimensionalspaces in Table 1. The Centroid and Orthogonal
Centroid methods reduce the dimension from 150 tok = 7, and the LDA/GSVD reduces the dimensionk � 1 = 6. In Table 1, the LDA/GSVD criterion,J1 = max trae(S�1w Sb) was compared with the alterna-
tive J1 criterion,max trae(S�1w Sm). The trace values confirm the theoretical finding that the generalized
eigenvectors that optimize the alternativeJ1 also optimize LDA/GSVD’sJ1. The values fortrae(S�1w Sb)
andtrae(S�1w Sm) were not computed for the centroid-based dimension reduction methods.

The classification accuracies for a centroid-based classification method [21] and the k nearest neighbor
(knn) classification method [45] (see Algorithms 7 and 8), are presented. Note that the classification parame-
ter k of knn differs from the number of clustersk. These are obtained using theL2 norm similarity measure.
In Table 2, the results with the same data are shown except that now the 2000 data items are randomly split
into 1002 training data items and 998 test data items.

Another set of experiments validates the effectiveness of the dimension reduction methods and the ex-
tension ofJ1 to the singular case. For this purpose, five categories of abstracts from the MEDLINE database
[22] was used. Each category has 40 documents. There are 7519terms after preprocessing with stemming
and removal of stop words [29]. Since 7519 exceeds the numberof documents (200),Sw is singular and
classical discriminant analysis breaks down. However, theLDA/GSVD method circumvents this singularity
problem.

The centroid-based dimension reduction algorithms dramatically reduce the dimension 7519 to 5, and
the LDA/GSVD reduces the dimension 7519 to 4, which is one less than the number of clusters. Table 4
shows classification results using theL2 norm similarity measure. For the top half of the table where the
full problem size is7519 � 200, all 200 data items were used for dimension reduction, and the same data
items are reclassified in the full space and in the reduced space. Then 200 data points were divided into
100 training data points that generate the dimension reducing transformations, and 100 test data points
that were used in prediction. The bottom half of the table shows the prediction accuracy for the test data.



MATRIX RANK REDUCTION 28

Table 2: Trace values and classification accuracy (in %) withL2 norm similarity. The data set is the same
as that for Table 1 except that out of 2000 data points, 1002 were used for training and 998 as test data.

Method Full Orthogonal Centroid LDA/GSVD
Centroid

Dim 150� 998 7� 998 7� 998 6� 998
trace(Sw) 149821 6918.1 436.25 1.81
trace(Sb) 12025 12025 855.15 4.19

trace(S�1w Sb) 14.358 12.226 12.226 14.358

centroid 95.8 % 95.9% 96.0% 94.1 %
5nn 75.6 % 95.6% 95.6% 94.4 %
15nn 87.3 % 96.3% 96.5% 94.3 %
50nn 92.4 % 96.1% 96.1% 93.8 %

Table 3: MEDLINE data set, clusters and the number of documents from each cluster

class category no. of documents
1 heart attack 40
2 colon cancer 40
3 diabetes 40
4 oral cancer 40
5 tooth decay 40

dimension 7519� 200
Because theJ1 criterion is not defined in this case due to the fact thatSw is singular, the ratiotrae(Sb)trae(Sw)
is computed as a rough optimality measure. The ratio is much higher for LDA/GSVD reduction than for
the other methods. These experimental results confirm that the LDA/GSVD algorithm effectively extends
the applicability of theJ1 criterion to cases that classical discriminant analysis cannot handle. In addition,
the Orthogonal Centroid algorithm preservestrae(Sb) from the full dimension without the expense of
computing eigenvectors. Taken together, the results for these methods demonstrate the potential for dramatic
and efficient dimension reduction without compromising cluster structure.

The experimental results verify that theJ1 criterion, when applicable, effectively optimizes classification
in the reduced dimensional space, while the LDA/GSVD extends the applicability to cases that classical
discriminant analysis cannot handle. In addition, the LDA/GSVD algorithm avoids the numerical problems
inherent in explicitly forming the scatter matrices.

In terms of computational complexity, the most costly part of Algorithm LDA/GSVD is Step 2, where
a complete orthogonal decomposition is needed, and a fast algorithm needs to be developed for Step 2. For
Orthogonal Centroid, the most expensive step is the reducedQR decomposition ofC [16]. By solving a sim-
pler eigenvalue problem and avoiding the computation of eigenvectors, Orthogonal Centroid is significantly
cheaper than LDA/GSVD. The experiments show it to be a very reasonable compromise.

Finally, it bears repeating that dimension reduction is only a preprocessing stage. Since classification
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Table 4: Trace values and classification accuracy (in %) withL2 norm similarity on the7519� 200 MED-
LINE data. The top half of the table shows the self-classification accuracy, where all 200 data points were
used in obtaining the dimension reducing transformations and then reclassified. For the bottom half, 100
data items were used for obtaining the dimension reducing transformations, and the other 100 points were
used as a test data set to obtain prediction accuracy.

Method Full Orthogonal Centroid LDA/GSVD
Centroid

Dim 7519� 200 5� 200 5� 200 4� 200
trace(Sw) 73048 4210.1 90.808 0.05
trace(Sb) 6228.7 6228.7 160.0 3.95

trace(Sb)/trace(Sw) 0.0853 1.4795 1.7620 79
centroid 95.0 % 95.0 % 98.0 % 99.0 %

1nn 58.5 % 96.0 % 96.5 % 98.0 %

Dim 7519� 100 5� 100 5� 100 4� 100
trace(Sw) 36599 2538.5 39.813 6e-16
trace(Sb) 4329.6 4329.3 80.0 4.0

trace(Sb)/trace(Sw) 0.1183 1.7056 2.0094 6.7e15

centroid 77.0 % 77.0% 90.0% 87.0 %
1nn 39.0 % 87.0% 85.0% 87.0 %

and document retrieval will be the dominating parts computationally, the expense of dimension reduction
should be weighed against its effectiveness in reducing thecost involved in those processes.

3.5 Two Dimensional Visualization of Data

Using the same data as in Section 3.4, the 2D visualization capability of some dimension reduction methods
for clustered data is shown in this section. To illustrate the discriminatory power of LDA/GSVD, theJ1
criterion was used to reduce the dimension from 150 to two. Even though the optimal reduced dimension is
six, J1 does surprisingly well at discriminating among seven classes, as seen in Figure 3. As expected, the
alternativeJ1 does equally well in Figure 3. In contrast, Figure 3 shows that the truncated SVD is not the
best discriminatory for clustered data sets.
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