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Abstract— We investigate the performance in coverage con-
trol problems, where some robots are controlled by human
operators and there are no explicit communications among the
robots for coordination. One example of such a scenario is
a team of unmanned and manned vehicles together pursuing
a surveillance mission, where each vehicle operates based on
local observations without communicating with others due to
physical or strategic limitations. For such scenarios, there
exist distributed algorithms that ensure (near-) optimal long-
run average performance when followed by all robots. This
paper is focused on how the team performance changes when
some robots are controlled by human operators rather than
following such an optimal algorithm. For the empirical analysis,
we have designed a multi-player computer game, where each
player (human operator) controls a single robot and the
autonomous robots follow a noisy greedy algorithm to optimize
their marginal contribution to the overall coverage. We present
the results obtained on multiple maps with a team of four
robots, where the number of players range from zero (all
robots are autonomous) to four (each robot is controlled by a
player). Our results indicate that long-run average performance
degrades with the introduction of human players, but this
effect is not always monotonous with respect to the number of
human players. Furthermore, through post-test questionnaires
we showed that performance is a good predictor of the outcome
in human subjective assessments. On the other hand, the
number of human players in a team was not found to have
any significant effect on subjective assessment.

I. INTRODUCTION

Advances in robotics have brought automation into tradi-
tionally human-dominated domains, many of which require
a great degree of teamwork and coordination, such as search
and rescue operations, environment monitoring and precision
agriculture. These tasks often involve multiple agents with lo-
cal information collaborating to complete a global objective.
While there exists robust multi-agent systems for solving
these distributed control problems, the introduction of human
agents could potentially improve or disrupt the systems’
performance. It is thus a worthy endeavor to investigate the
interaction dynamics of human-robot teams in the context of
distributed control problems.

A well-studied problem in distributed control is that of
coverage control, where a team of mobile agents with local
sensing and communication capabilities spread out and op-
timize their overall coverage. Coverage control is studied in
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the continuous domain (e.g., [1], [2], [3]) and in the discrete
domain (e.g., [4], [5]). In continuous domains, potential
fields (eg., [6]) or Lloyd’s algorithm (eg., [7]) are commonly
employed, whereas in discrete domains cooperative control
can be achieved through pairwise gossip algorithm (e.g., [8])
or asynchronous greedy updates (e.g. [5]).

Game theoretic formulations can also be applied to achieve
cooperative tasks such as distributed planning (e.g., [9]),
vehicle-target assignment (e.g., [10]), coverage control (e.g.,
[11]). In [12], the relationship between cooperative control
problems and potential games is highlighted. Furthermore,
[12] presents an extension of the log-linear learning algo-
rithm [13], i.e., binary log-linear learning (BLLL), which
is proven to achieve optimal solution with arbitrarily high
probability in the long-run when adopted by all agents,
even when the action updates are subject to some mild
constraints. In [14], [15], the authors present a game theoretic
formulation of the coverage control problem and show that
it can be solved via BLLL.

Human-robot teaming poses unique challenges in terms
of cooperation, communication, and context understanding
(e.g., [16], [17]). In this paper, we investigate how the team
performance in coverage control changes when some robots
follow the near-optimal distributed algorithm in [14], [15]
whereas the other robots are controlled by human operators.
Humans in a work environment follow a set of implicit rules
and norms that promote smooth cooperation, and naively
lumping human and robots in a team may be detrimental
to overall team cohesion. To investigate the performance
of mixed teams, we conducted experiments on a custom-
made online game that allows players (i.e. human subjects)
to interact with other players or robots in solving distributed
coverage control problems. Explicit communications among
agents were prohibited, and the identities (bots or players)
of one’s teammates were concealed. Due to the lack of
communications and the range-limited visibility in the game,
agents were required to operate in a partially observable
environment. The long-run average score of teams made up
of different compositions of humans and robots were then
analyzed. Motivated by the subjective assessment methods
used in studies on human-robot teaming (e.g. [18], [19]), we
also included a post-game questionnaire similar to the one
in [20] and analyzed the correlation between responses and
team performance.

The rest of the paper is organized as follows. Section II
describes the multi-agent coverage control problem in detail.
Section III explains how game-theoretic solution can be
applied. Section IV gives an overview of how the experiment



was conducted, while the results are presented in Section V.
In Section VI, we conclude the study and discuss some future
directions.

II. COVERAGE CONTROL PROBLEM

In this section, we introduce the distributed coverage
problem, where the goal is to have a homogeneous team of
n mobile robots, R = {r1, r2, . . . , rn}, with range-limited
sensors to spread out and maximize their total coverage of
coins. We consider a discretized environment represented
as a 2D grid, G = {1, 2, . . . , x̄} × {1, 2, . . . , ȳ}, where
x̄, ȳ ∈ N denote the number of cells along the corresponding
directions. In this environment, some of the cells may be
occupied by obstacles, GO ⊂ G, and the robots are free
to move over the feasible cells GF = G \GO. We assume
that each cell represents a sufficiently large amount of space,
hence any number of robots can be present in the same
cell at the same time. The system evolves in discrete time
and the robots can maintain their current positions or move
to any of the feasible neighboring cells within one time
step. Specifically, if some robot ri ∈ R is at some cell
pi = (xi, yi) ∈ GF , at the next time step it has to be within
pi’s closed neighborhood on the grid N(pi) ⊆ GF , which is
defined as

N(pi) = {(x′, y′) ∈ PF | |x′ − xi| ≤ 1, |y′ − yi| ≤ 1}.

Accordingly, as the robots move on the grid, each robot ri ∈
R is subjected to the constraint

pi(t+ 1) ∈ N(pi(t)), (1)

where pi(t) and pi(t+ 1) denote ri’s position at times t and
t+1, respectively. An example of an environment with some
obstacles is illustrated in Fig. 1 along with the examples of
feasible motions of robots.

Each cell q = (x, y) is assigned a weight v(q) which will
be tallied up in calculating the individual and team scores of
the agents. We assume that the coverage range of robots is
such that each robot covers only the cells in its neighborhood.
Accordingly, the set of nodes that are covered by at least one
robot, C(p) ⊆ GF , is

C(p) =

n⋃
i=1

N(pi),

where p = [p1, p2, . . . , pn]T ∈ GnF is the vector of robot po-
sitions. The team score can then be computed by combining
the equations above, giving

s(p) =
∑

q∈C(p)

v(q).

The objective of the robots is, starting with any initial
deployment p(0) ∈ GnF , to spread out and maximize the
s(p). We consider a setting where the map is unknown a
priori. Accordingly, the robots are expected to improve the
overall coverage by moving based on their local observations,
i.e., the environment and the locations of other robots within
some proximity of their current positions. We consider a long

Fig. 1: (Top) A discretized environment with cells of varying scores
(represented by coins) and obstacles (colored in black). (Bottom)
The perspective of a single player (denoted by the lock symbol).
Player can move their agent to any non-obstacle neighboring cell in
one time step. The 3-hops field of vision of the player is bounded
by a gray mask.

mission horizon, T ∈ N, and quantify the team’s perfor-
mance based on the long-run average number of covered
nodes, i.e.,

1

T + 1

T∑
t=0

s(p(t)). (2)

III. GAME-THEORETIC SOLUTION

Prior to investigating the dynamics of human-robot collab-
oration in coverage control problem, we solve the problem in
an all-robot scenario to obtain comparison. We decided on
one such algorithm, BLLL, due to its generalizability and
ease of adapting to the specific coverage control problem.
Since the algorithm is developed a game theoretic frame-
work, we first present the relevant game theory preliminaries.

A. Game Theory Preliminaries

A finite strategic game Γ = (R,P, U) with three com-
ponents: (1) a set of agents R = {r1, r2, . . . , rm}, (2)
an action space P = P1 × P2 × . . . × Pm, where each
Pi is the action set of agent Ri, and (3) a set of utility
functions U = {U1, U2, . . . , Um}, where each Ui : P 7→ R
is a mapping from the action space to real numbers.

For any action profile p ∈ P , we use p−i to denote the
actions of agents other than i. Using this notation, an action
profile p can also be represented as p = (pi, p−i).

The specific game theory concept that can be utilized in
the analysis of cooperative control is that of a potential game.
A game is called a potential game if there exists a potential
function, φ : p 7→ R, such that the change of a player’s utility
resulting form its unilateral deviation from an action profile



equals the resulting change in φ. More precisely, for each
player i, for every pi, p′i ∈ Pi, and for all p−i ∈ P−i,

Ui(p
′
i, p−i)− Ui(pi, p−i) = φ(p′i, p−i)− φ(pi, p−i). (3)

Upon deriving a potential function that captures the global
objective of the cooperative control problem, we can express
the control problem in game-theoretic terms and apply ex-
isting learning algorithms to drive agent actions to the set of
potential maximizers.

B. Game-theoretic framework of coverage control

Referring to the work of [14], we design a corresponding
game Γcov to map to the coverage control problem discussed
in Section II. Since the global objective is to maximize the
team score s(p(t)), we have

φ(p(t)) = s(p(t)).

As defined in Equation (1), the action set of an agent is
all the feasible cells in the grid, PF . Hence,

Pi = GF , ∀i ∈ I.

To satisfy Equation (3), we assign to each agent a utility
equal to its marginal contribution to the potential function
[21]. Marginal contribution is the difference in utility that
the team achieves in the presence of said agent compared to
when the agent is excluded. Formally,

Ui(p) = s(p)− s(p−i)

=
∑

q∈C(p)\C(pi)

v(q).

Thus in the resulting game, each the utility of each agent
is determined by the sum of score gathered on cells covered
only by itself.

C. Learning algorithm

Having defined the corresponding game Γcov , we can
now implement learning algorithms with certain desirable
properties. For instance, it was shown that a noisy best-
response algorithm known as log-linear learning (LLL) [13]
can be applied in potential games to guarantee convergence
(in probability) to the set of maximizer actions. In this
algorithm, agents probabilistically takes action based on the
utility difference between its previous action and current
action, parametized by the noise term ε. The higher the
noise term, the more likely that agents will make exploratory
move that may result in the reduction of utility. [13] proved
that when all agents follow LLL in potential games, the
potential maximizers are the stochastically stable (illustrated
in Fig. 2). This implies with vanishing noise, the limiting
distribution has non-zero elements only for the potential
maximizers, i.e.,

lim
ε→0+

µ∗ε (p) > 0⇐⇒ φ(p) ≥ φ(p′),∀p′ ∈ P.

Fig. 2: The time evolution of s(p(t)) over 500 turns when
BLLL is adopted by all the robots in the map in Fig. 1.
Six silver coins (1 point each) and five gold coins (5 points
each) contribute to a total optimal score of 31 (an optimal
configuration is shown in Fig. 3). Note that s(p(t)) is mostly
equal to the maximum possible value after sufficient time.

One limitation of LLL is that it assumes the entire
action space Ai is available to each agent at any given
time. This does not reflect the mechanism of our coverage
control problem, as agents can only move to cells in their
local neighborhood. To this end, we adopt the binary log-
linear learning (BLLL) proposed by Marden and Shamma
[22] that inherits the stochastic stability and optimality of
LLL while allowing for constrained action sets, provided
that the constraints fulfill the properties of reachability and
reversibility. The coverage control problem as specified in the
previous section satisfies this criteria because (i) we consider
only environments where there is a feasible path from any
feasible cell to any other other feasible cell, i.e. no obstacles
disconnect the environment (reachabililty) and (ii) if an agent
moves to a neighboring cell, it can return to the original cell
(reversibility). The correctness of this algorithm in solving
the specific problem of distributed coverage is explored in
detail in [14].

By computing the long-run average of collective coverage
score as proposed in Equation (2), we capture the limiting
distribution when running BLLL, i.e.

lim
T→∞

1

T + 1

T∑
t=0

s(p(t)) =
∑
q∈A

µ∗ε (q)s(q).

When a sufficiently low noise is chosen, we can then
expect to achieve a horizon score arbitrarily close to the
optimal coverage value,

lim
ε→0+

∑
q∈A

µ∗ε (q)s(q) = max
q∈A

s(q).



BLLL Algorithm

1 : initialization:t = 0, ε > 0 small, p(0) ∈ P
2 : while (1)
3 : Pick a random ri ∈ R.
4 : Pick a random p′i ∈ N(pi(t)).
5 : pj(t+ 1) = pj(t) for all Rj 6= Ri.
6 : α = eUi(p(t))/ε.
7 : β = eUi(p

′
i,p−i(t))/ε.

8 : pi(t+ 1) =

{
pi(t) w.p. α

α+β ,

p′i otherwise.
9 : t = t+ 1.
10 : end while

IV. EXPERIMENT DESIGN

A. Human Participants

A 3 (maps, within-subject) × 3 (team composition,
between-subject) experiment is conducted. Participants are
directed to play a custom-made multiplayer game and briefed
on the objective of the game through an instructions page.
Every participant then goes through the coverage control
problem three times, each time on a distinct map (illustrated
in Fig. 3). Their team compositions in each play are as-
signed based on their indices. As each experiment session is
conducted in batches of six players, the players are assigned
unique indices 1 to 6. Table 1 shows how players are grouped
into games according to their indices.

There are 24 participants in total, all of which are either
college undergraduates, graduates or PhD students. Hence,
each cell representing a particular combination of map and
team composition has a sample size of n = 4.

B. Game Design

Visually, the environment in the game is represented by a
2D grid. Each free cell is colored white while an obstacle is
colored black in the game (refer to Fig. 1). Players control
agents that can move around the cells, and their coverage
region is highlighted with green. To satisfy the minimum
information requirement of the BLLL algorithm, each agent
must have a visibility range of at least three hops to compute
its utility and the utilities of neighboring cells. Hence, for
fairness, each player is also presented with three hops vision.

Index Map 1 Map 2 Map 3
1 1 2 3
2 4 5 3
3 6 2 7
4 4 8 7
5 6 8 9
6 6 8 3

TABLE I: Player assignment to game. Player 1 will play Map
1 individually, Map 2 with Player 3, and Map 3 with Players
2 and 6. This set-up ensures that each player is exposed to
a variety of team compositions.

(a) Map 1

(b) Map 2

(c) Map 3

Fig. 3: One possible optimal configuration for each map. Cell
values are: 0 (no coin), 1 (silver coin), 5 (gold coin).

Players are given three maps, and they have to work with
their team to perform coverage maximization. The game is
sequential and proceeds in turns. At each turn, one player
is picked at random to make a move, and that player may
choose to move their robot to a neighboring tile or stay in
position.

Each play for a single map lasts for 200 turns. At the
end of each map, players are given a subjective assessment
form to rate the performance of their teammates based on
their experience. A full-visibility footage of the previous play
is also shown to aid players in make their judgment. The
questions are listed in Table II.

V. RESULTS

We group the results into multiple subsections, each de-
tailing the interaction between a pair of mutually correlated
metrics, namely the effects of the number of players on
performance, the number of players on subjective assessment
and performance on subjective assessment.



A. Number of Players and Performance

From the aggregate data in Fig. 4, we see in all maps
that the presence of human players lead to a dip of long-
run average performance compared to all-bots scenario.
Quantitatively, we employ Pearson correlation, cited in the
form of r(degress of freedom) = correlation coefficient, p =
p-value, to measure the degree of linear correlation between
two variables. The degrees of freedom for r is N −2, where
N is the number of data points. We define values with
p < 0.05 as statistically significant.

For Map 1 and Map 3, there is a significant nega-
tive correlation between the number of human players and
the performance, with a Pearson correlation coefficient of
r(14) = −0.603, p = 0.013 and r(14) = −0.949, p < 0.001
respectively. In Map 2, this effect is insignificant, with a
negative correlation of only r(14) = −0.466, p = 0.069.
This suggests that the decrease in performance is non-
monotonous in some cases. The data from each trial is
illustrated in Fig. 4.

Another interesting aspect worth investigating is whether
the introduction of human players leads to better exploration-
phase performance, as human players may employ a riskier
strategy that initially yields better returns, similar to greedy
algorithms. We calculate the long-run average score only
over the first half of the game, i.e. T/2 number of turns
and examine whether the presence of human players exhibit
the same degree of impact on score as they they did when
the full T is taken into account. The results reveal a similar
trend, with r(14) = −0.657, p = 0.005 for Map 1, and
r(14) = −0.799, p < 0.001 for Map 3 displaying a negative
correlation between number of human players and long-run
performance, while Map 2, with r(14) = −0.380, p = 0.147,
does not report any significant correlation (refer to Fig. 4).

B. Number of Players and Subjective Assessments

At the conclusion of each round, participants were also
given a post-game questionnaire (see Table 2) inspired by
Hoffman’s work on measuring the fluency of human-robot
interaction [20]. Players were asked to put any integer
between 1 to 10 to indicate how much do they agree with
a statement. We also added an additional question, Q7, to
gauge their confidence regarding the game rules. Since there
are altogether 72 sets of answers, N = 72 for all the
following data.

We computed the correlation between the number of
players and each of the seven assessment criteria in Table
II (Q1 - Q7). It was found that none of them exhibit any
significant correlation with the number of players. Specifi-
cally, the correlation with the number of players are r(70) =
−0.195, p = 0.100 for Q1, r(70) = −0.019, p = 0.876
for Q2, r(70) = −0.226, p = 0.056 for Q3, r(70) =
−0.183, p = 0.123 for Q4, r(70) = 0.155, p = 0.193 for Q5,
r(70) = −0.113, p = 0.343 for Q6 and r(70) = 0.023, p =
0.848 for Q7. One interpretation is that in the absence of
explicit communication, there is no clear differences in the
observed behavior of human and robot players.

Teammate Traits
1. I was satisfied with my team’s performance
2. I found the actions of my teammates confusing
3. My teammates behaved intelligently
Collaborative dynamics
4. The team collaborated well together
5. I interacted frequently with my teammates
6. My teammates understood my plan
Additional Measures of Team Fluency
7. The team performed better because of my presence

TABLE II: Human Subjective Assessment

C. Performance and Subjective Assessments

The assessment criteria that exhibit positive correlation
with respect to team performance are satisfaction (Q1,
r(70) = 0.509, p < 0.001), intelligence (Q3, r(70) =
0.275, p = 0.019), collaboration (Q4, r(70) = 0.401, p <
0.001), understanding (Q6, r(70) = 0.259, p = 0.029), and
subject’s self-contribution (Q7, r(70) = 0.424, p < 0.001).
No significant negative correlation is observed between team
performance and any other assessment criteria.

We observe that confusion (Q2, r(70) = −0.199, p =
0.094) and interaction (Q5, r(70) = 0.053, p = 0.658)
did not predict good team performance. It is self-evident
that confusion does not help in performance. However, the
insignificant effect that interaction has on team performance
deserves closer examination, since it is logical to expect
higher interactivity in a team to be conducive towards
collaboration. We posit that this can be explained by the rules
of a coverage maximization game where high interaction
leads to greater overlapping in coverage area, thus decreasing
team performance. Hence, this result does not constitute a
deviation from the norm.

Integrating these different assessment scores, we can thus
conclude that team performance is a good predictor of the
participants’ favorability towards their teammates.

VI. DISCUSSION AND FUTURE WORK

The results reveal that performance degrades with increas-
ing number of human players in some but not all of the
test maps. An exception was found in Map 2, where all-
humans and all-bots teams were found to be preferable to
mixed teams. This indicates that heterogeneous teams may
have additional complications that can disrupt collaboration.
We leave this as a future direction to investigate. Addi-
tionally, the number of humans in game is found not to
have any significant impact on subjective assessment, which
indicates that any behavioral difference between human and
bot players were not immediately apparent to other players.
Lastly, analyses of the responses to the post-trial question-
naires shows that subjective assessment of the collaborative
dynamics of a team agrees with performance, in that there
exists significant positive correlation between performance
and ratings of satisfaction, collaboration, and intelligence.
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Fig. 4: The score of every trial and their average (dashed) for each corresponding map.

This study can be improved with larger sample size
and with a wider variety of maps, allowing more subtle
effects, such as the aforementioned non-monoticity to be
examined. Another possible avenue of exploration is whether
the knowledge of one’s teammate identities affect overall
collaboration.

REFERENCES

[1] J. Cortés, S. Martı́nez, T. Karatas, and F. Bullo, “Coverage control
for mobile sensing networks,” IEEE Transactions on Robotics and
Automation, vol. 20, no. 2, pp. 243–255, 2004.

[2] S. Poduri and G. S. Sukhatme, “Constrained coverage for mobile
sensor networks,” in IEEE International Conference on Robotics and
Automation, pp. 165–171, 2004.

[3] M. Schwager, D. Rus, and J.-J. Slotine, “Decentralized, adaptive
coverage control for networked robots,” International Journal of
Robotics Research, vol. 28, no. 3, pp. 357–375, 2009.

[4] J. W. Durham, R. Carli, P. Frasca, and F. Bullo, “Discrete partitioning
and coverage control with gossip communication,” in ASME Dynamic
Systems and Control Conference, pp. 225–232, 2009.

[5] S. Yun and D. Rus, “Distributed coverage with mobile robots on a
graph: Locational optimization,” in IEEE International Conference on
Robotics and Automation, pp. 634–641, 2012.
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