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Abstract

Flow separation leads to degraded performance in many engineering systems. Sev-

eral flow control strategies have been developed to mitigate flow separation and improve

aerodynamic performance. Most studies have focused on optimizing the control action

for a given actuator configuration, whereas, actuator placement is intimately tied to

achievable performance. In this thesis, a systematic approach for determining the op-

timal actuator location for separation control from numerical and experimental fluids

data for both stable and unstable systems is presented. Pulse response data from high-

fidelity numerical simulations are used to determine optimality of candidate locations.

Spatial structures obtained from velocity field data from the same simulations reveal the

nature of flow due to pulse actuation and corroborate findings of the optimality study.

Robust closed-loop controllers are then designed on system models obtained from pulse

response data, to track the separation angle.
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Chapter 1

Introduction

Flow separation is a phenomenon that can be observed in several fluid systems. It

is caused by an adverse pressure gradient that causes the boundary layer to separate

and transform into alternate forms such as eddies or vortices. Flow separation leads

to degraded performance in several engineering systems, through reduced lift, increased

drag, and decreased efficiency. Instances of flow separation can be seen in large wind-

farms where too many wind turbines in the upstream region cause ‘dirty air’ for the

wind turbines downstream and causes a degradation in performance. It is also observed

in several motor sports such as Formula One where turbulent wakes of the spinning

front wheels and the front wing can have detrimental effects on the performance of the

aerodynamic surfaces downstream.

In terms of the application addressed in this thesis, it is well known that a way to

increase the lift in an airfoil is by increasing the angle of attack. However, as the angle

of attack is increased, at one point, the flow in the boundary layer stops and eventually

reverses direction. As the angle of attack is increased further, the point of separation

moves forward along the airfoil until it has disturbed the flow around the airfoil to such

an extent that any further increase in the angle of attack produces less, rather than

more, lift. At this condition, the wing is said to be stalled. It is, therefore, important

to understand the dynamics associated with the separated flow at a particular configu-

ration to be able to form better strategies to counter this undesired phenomenon. An

example of a separated flow in a NACA 65(1)-412 airfoil can be seen in Figure 1.1.
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Figure 1.1: Separated flow in a NACA 65(1)-412 airfoil, α = 4◦, Rec = 20, 000, Vorticity
field at U∞t/c = 0.60.

An improvement in the performance of an airfoil can be observed through flow reat-

tachment or reduction of the separation bubble. In an effort to alleviate the effects

of flow separation on aerodynamic performance, various active flow control strategies

have garnered considerable attention in the recent past. In particular, open-loop flow

control strategies based on various actuator technologies—e.g., plasma actuators [1, 2]

and synthetic jets [3–9]—have been shown to favorably alter separated flows, and in

some cases to even cause flow reattachment. Among such schemes, open-loop control

strategies have been most prevalent, owing to the relative simplicity in the implemen-

tation of such methods compared to closed-loop control strategies. One instance of this

can be seen in Figure 1.2.

In particular, Zero Net Mass Flux (ZNMF) actuators, examples of which include

plasma actuators [1, 2] and synthetic jets [3–5], have indicated that the fluid flow can

be altered in a desirable manner by forcing the flow at a favorable frequency, usually

tuned by trial and error techniques. An instance of this can be found in [9], where

the effect of synthetic jet frequency modulation schemes and their effect in reducing

flow separation was studied. It was shown that the proposed amplitude modulation

scheme imparted more energy to the frequency targeted for separation control than

other modulation schemes, thus, resulting in better control of flow separation. How-

ever, the configuration of controllers formulated in the aforementioned methods rely

overly on physical insights of the system and may not be robust to disturbances and
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(a) U1t/c = 1.4

(b) U1t/c = 2.0

(c) U1t/c = 2.4

Figure 1: NACA 65(1)-412, ↵ = 4�, Rec = 20, 000, Vorticity field at t= 0.60 for the baseline
Case

2

Figure 1.2: Reattachment of a separated flow in a NACA 65(1)-412 airfoil, α = 4◦,
Rec = 20, 000, Vorticity field at (a) U∞t/c = 1.4, (b) U∞t/c = 2.0 and (c) U∞t/c = 2.4
for the case with a pulse actuation at x/c = 0.4.

variations in model parameters [7].

Several studies have endeavored to understand the nonlinear dynamics associated

with a fluid flow in an attempt to be able to formulate more effective control strate-

gies [10, 11]. Although such methods provide useful insight about nonlinear interactions

in flows, such as lock-on between frequencies, a fundamental limitation in these methods

is that the results obtained using these methods are a function of the probe locations
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[12]. Further studies have focused on identifying a global description of the dynamics of

the system using techniques such as Dynamic Mode Decomposition (DMD) [6–8, 12, 13].

These studies reported improved open-loop controller designs, based on zero-net-mass-

flux actuation, by forcing at specific frequencies associated with dynamically important

modes of the flow. While these studies provide foundations for methods that reduce

flow separation, the actuator positions considered were fixed and may not necessarily

translate to the optimal performance achievable in terms of separation control. In flow

control applications, the placement of control devices is often guided by several factors,

including separation point location and free-stream conditions. Several studies suggest

placing the controller in locations that are intuitively optimal [3, 14].

For steady flows, the location of flow separation from a no-slip wall is identified

exactly by Prandtl’s condition for separation in the Eularian frame through a point of

zero skin friction and a negative friction gradient in the wall-tangential direction. Flow

separation from a no-slip wall can also be understood by fluid tracers breaking away

from a wall. It was shown in [15] that the dynamics of unsteady flow separation are

better analyzed in a Lagrangian frame, wherein the Lagrangian separation point is fixed

for a periodic flow. In [15], it was further shown that particles near a separation point

are drawn towards a stable manifold—i.e., an attracting material line that constitutes

the separation line. Such attractors can also be identified in the flow field away from

the boundary by extracting ridges in the Finite-Time Lyapunov Exponent (FTLE) field.

The FTLE field identifies the local contraction or expansion of the field over a finite

time. A material line or Lagrangian Coherent Structure (LCS) can then be found to

exist wherever the contraction is maximum (i.e. a ridge) [16, 17]. An example of a

forward-time FTLE field can be seen in Figure 1.3.

While some of these strategies have leveraged knowledge of the unsteady flow physics

to limit flow separation [1–14], the influence of actuator and sensor placement on sep-

aration control has remained relatively unexplored. In [18], it was shown that using

pressure and skin-friction data, a time dependent quantity known as the separation an-

gle could be computed. This was done for a set of six candidate actuator locations.

A linear approximation of the separation line can then be computed by utilizing the
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Figure 1.3: Forward-time FTLE field seen in a NACA 65(1)-412 airfoil for pulse actua-
tion at x/c = 0.5.

separation angle and the separation point. It was further demonstrated that an in-

crease in separation angle leads the material line to become concave, for any location

upstream of the separation point. In turn, the concavity of the material line results in

flow reattachment. In contrast, a decrease in separation angle results in an increase in

the separation region. The increase in separation angle coincided with an increase in

lift and a reduction in drag. Thus, a pulse location yielding a greater increase in lift

corresponded to a greater degree of reattachment, providing guidance on the optimal

actuator location for separation control.

The positioning of actuators forms an important basis for the evaluation of perfor-

mance in a control system. In most scenarios, using all available actuators and sensors,

generally, yields the highest performance for a given system. However, such an arrange-

ment may not be feasible in practice due to physical, computational, and/or economic

constraints [19]. Therefore, the selection of a subset of these actuator locations through

a set of systematic criteria may assist in identifying the actuator location with the

highest performance index. In [20], the effect of white noise disturbance for various

actuator and sensor configurations were investigated in the context of optimal actuator

and sensor placement. It was shown that the optimal actuator and sensor configuration

of the Ginzburg-Landau system minimized the actuator effort and perturbation magni-

tude in an H2 sense. In [21], a branch-and-bound procedure was presented for optimal

actuator placement with constraints on the number of actuators. The rich literature in
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this field provides motivation to undertake a similar study for separation control and

obtain maximum achievable performance by leveraging traditional techniques in sepa-

ration control. Of course, the definition of optimality would depend on the objective of

the formulation and a relevant measure would have to be decided accordingly. In the

following section, the specific contributions of this thesis to the modeling, analysis, and

control of a separated flow over an airfoil are outlined.

1.1 Overview of contributions

This thesis contributes to the state-of-the-art in several areas important to the control of

flow separation. All results presented in this thesis are based on data from high-fidelity

numerical simulations done on a NACA 65(1)-412 airfoil, which have been conducted

by Prof. Gustaaf Jacobs and Bjoern Klose. The NACA 65(1)-412 airfoil can be seen in

Figure 1.4. The primary contributions of this thesis are as follows:

• Developed a framework for optimal actuator selection for airfoil separation control

using pulse response data for lift and separation angle in response to a pulse of

localized body-force actuation at six individual locations, computed using high-

fidelity numerical simulations [18]. The optimality of actuator locations among

these six candidate locations is determined using a measure related to the mini-

mum input energy required to drive the system to a desired output.

• Devised a framework to account for possible instability in the system being con-

sidered, while determining the optimality of actuator locations.

• Developed a modal analysis based framework, which identifies characteristic spatio-

temporal structures excited by the pulse such that these structures eventually

cause a reduction in flow separation. This allows interpreting results obtained

previously, from a physics based standpoint.

• Developed a robust control method that is effective at tracking the separation an-

gle while accounting for disturbances, noise and uncertainty in model parameters,

and validated results on the system models obtained from pulse response data.



7

• Highlighted limitations in performance that such a controller design might entail,

since optimality and performance were not considered concurrently.

• Optimized existing implementations related to modal analysis by using parallel

implementations, capable of executing on a GPU.

The results related to the optimal actuator selection problem were presented in a

conference, the details of which can be found in [22].

0 0.2 0.4 0.6 0.8 1
-0.3

-0.2

-0.1

0

0.1

0.2

Figure 1.4: NACA 65(1)-412 airfoil. The positions x/c = {.1, .2, .3, .4, .5, .6}, on the
upper surface of the airfoil correspond to the various actuator locations. These are
indicated by the red arrows.

This thesis begins by presenting the methodology for determining optimality among

candidate locations and how such strategies generalize for alternative systems classes.

This is presented in Chapter 2. Chapter 3 describes how necessary system realizations

can be computed from empirical data, thus enabling the method outlined in Chapter 2 to

be easily applied in the context of either numerical simulations or physical experiments

to determine the optimal actuator location. This chapter also describes how alternate

forms of data from the same numerical simulation/experimental setup may be used

to leverage insights about the system model in terms of the physical flow. Chapter

4 describes parallel implementations of some of the methods outlined in the previous
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chapter. Results related to the topics discussed in the previous chapters are discussed

in Chapter 5. Finally, conclusions and directions for future research are presented in

Chapter 6.



Chapter 2

Optimality of actuator locations

Our goal here is to determine the actuator location, among a given set of locations, that

minimizes the control effort needed to drive a quantity of interest (e.g., lift or separation

angle) to an arbitrary value. Further, if we can determine the optimal control for each

individual actuator location, then we can simply compare these minimal energies and

select the least among this set. To address this larger problem, we begin by considering

the minimal control energy problem for a single given flow control configuration, as

described next.

2.1 Minimum control energy problem

For a given set of actuators and sensors, we can define the flow control configuration by

a finite-dimensional state-space realization G = (A,B,C):

ẋ(t) = Ax(t) +Bu(t)

y(t) = Cx(t),
(2.1)

where x(t) ∈ Rn is the state vector, u(t) ∈ Rp is the input vector, and y(t) ∈ Rq is

the output vector. Next, recognize that a control law that alters lift/separation angle

with minimum control effort is closely related to the problem of driving the system state

to an arbitrary point in state-space using minimum control energy [23]; thus, we now

seek the control input u(t) that drives the system from the origin to an arbitrary point

in state-space with minimal control energy over an infinite time-horizon. The optimal

9
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control problem described here can be solved by standard methods and is commonly

referred to as the minimum control energy problem [23]:

minimize J =

∫ ∞
0

uT(τ)u(τ)dτ

subject to ẋ(t) = Ax(t) +Bu(t)

x(0) = 0

x(∞) = xf ,

(2.2)

which admits a solution if the system is controllable (equivalently, reachable). The

minimal input energy associated with the optimal control is given by,

Jopt = xTfW
−1
c xf , (2.3)

where the controllability Gramian

Wc :=

∫ ∞
0

eAτBBTeA
Tτdτ (2.4)

is the stabilizing solution to the Lyapunov equation,

AWc +WcA
T +BBT = 0. (2.5)

To determine the actuator location that yields the minimum control energy, we

can simply compare the relative sizes of Wc corresponding to the dynamics of each

actuator location—a larger Wc being more controllable and requiring less input energy

to control (all else equal). Note that the controllability Gramian Wc is not invariant

under similarity transformation; thus, care must be taken when formulating measures

of optimality directly based on Wc. Some suitable choices that are invariant under

similarity transformation are, e.g., det(Wc), trace(Wc).

Although finite time-horizons can be considered here, we choose to focus on the

infinite time-horizon case in order to maintain objectivity in the optimality measure;

the solution to the finite time-horizon problem is dependent on the final time, which is

undesirable because the final time can always be chosen to influence the outcome of the

optimality measure.

To gain an intuition for the optimal solution, we can view the quadratic form in (2.3)

as defining an ellipse that contains all points in state-space that can be reached from the
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origin using no greater than unit input energy, X = {xf ∈ Rn |xTfW−1c xf ≤ 1}. The

most controllable directions in state-space require the least control energy to traverse

and are associated with the eigendirections associated with the largest eigenvalues of Wc;

the least controllable directions in state-space require the most control energy to traverse

and are associated with the eigendirections associated with the smallest eigenvalues of

Wc.

As was outlined in the beginning of this section, our goal here is to have maximum

controllability in terms of the lift/separation angle. Although, Wc provides intuition

about the most controllable states, in practice, the quantity of interest may not directly

correspond to these states; instead, it may correspond to a linear combination of these

states. Hence, rather than considering the state controllability Gramian Wc directly, we

can instead work with a suitably weighted version of Wc,

Woc :=

∫ ∞
0

CeAτBBTeA
TτCTdτ (2.6)

= CWcC
T, (2.7)

which is simply the output controllability Gramian [24]. In some sense, output control-

lability is a more natural measure of optimality because it is invariant under similarity

transformations, and thus constitutes a system property that is coordinate independent.

This choice is particularly appealing because measures based on Woc admit numerous

other interpretations, beyond those afforded by the minimum control energy perspective

introduced above. For instance, the output controllability Gramian is directly related

to the H2-norm of a stable LTI system as,

‖g(t)‖2 =

√(∫ ∞
0

trace(gT(t)g(t))dt

)
=
√

trace(Woc) (2.8)

where g(t) := CeAtB is the impulse response matrix. Further, we can arrive at a

frequency-domain interpretation of this measure by invoking Parseval’s theorem [25],

‖g(t)‖2 = ‖G(s)‖2 :=

√
1

2π

∫ ∞
−∞

trace(GT(−jω)G(jω))dω (2.9)

=

√
1

2π

∫ ∞
−∞

∑
k`

|Gk`(jω)|2dω (2.10)
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where Gk`(s) denotes the transfer function from the `-th input to the k-th output.

Hence, the H2-norm can be interpreted as the average system gain over all forcing

frequencies. Consistent with the minimum control energy interpretation, this indicates

that a system with a larger H2-norm will tend to yield a larger output for the same

input signal. The H2-norm also admits a stochastic interpretation from the lens of

Linear Quadratic Gaussian control [25]: all else equal, a system with a larger H2-norm

will yield a larger output power in response to unit intensity white noise inputs. Based

on all these interpretations, it should be evident that output controllability and the H2-

norm can provide an indication of the effectiveness of an actuator location in influencing

the system output with an arbitrary input.

2.2 Generalizibilty to unstable systems

At this point, it is worth discussing generalizations of the above optimality measure to

unstable systems, since we are interested in comparing actuator locations for general

systems, which may or may not be stable. Of course, in the context of unstable systems,

neither the state controllability Gramian nor the output controllability Gramian will be

bounded; thus, it seems that these optimality measures are ill-suited for comparing gen-

eral flow control configurations that may exhibit unstable dynamics. However, by taking

a frequency-domain perspective of the state controllability Gramian, we can arrive at a

generalized controllability Gramian P that is bounded for unstable systems [26]:

P =
1

2π

∫ ∞
−∞

(jωI −A)−1BBT
(
−jωI −AT

)−1
dω. (2.11)

The generalized controllability Gramian is also related to the minimum control energy

problem, as shown in Theorem 5 of [26]. Specifically, when the system under consider-

ation is controllable, xTo P
−1xo = inf{‖u‖22 |x(0) = xo, x(−∞) = 0, x(∞) = 0}. As with

Wc, a larger P indicates that less control energy is required to drive the state to the

origin (i.e., the system is “more controllable”). In other words, the generalized control-

lability Gramian P has an equivalent interpretation as the conventional controllability

Gramian Wc, but extends the interpretation to the context of unstable systems. Indeed,

when the system under consideration is stable, the generalized controllability Gramian

is equivalent to the standard controllability Gramian (i.e., P = Wc).
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Conveniently, for a stabilizable and detectable system, the generalized controllability

Gramian P can be computed directly from a state-space realization of the system. The

procedure follows directly from Theorem 2 in Zhou et al. [26], which amounts to solving

for the stabilizing solution X to the algebraic Riccati equation,

XA+ATX −XBBTX = 0, (2.12)

followed by a computation of the generalized controllability Gramian P as the solution

to the Lyapunov equation,

(A+BF )P + P (A+BF )T +BBT = 0, (2.13)

where F = −BTX. For stable systems, X = 0 and, therefore, P = Wc.

For the purpose of determining a measure of optimality for actuator placement, here

we will define the generalized H2-norm (denoted H2′) in analogy with Eq. (2.8), but now

using the notion of generalized output controllability CPCT instead of the conventional

output controllability CWcC
T:

‖G‖2′ =
√

trace(CPCT). (2.14)

In the remainder of this thesis, ‖G‖2′ will be used as a measure for determining the

optimal actuator location among a set of candidate actuator locations. In our case,

this measure is computed for all the candidate locations using the minimal realization

obtained from pulse response data, as will be described in the next chapter.



Chapter 3

Data-driven methods for

modeling and analysis of

dynamical systems

The data-driven modeling of large scale dynamical systems is a class of methods which

has seen significant development in the recent past. With the availability of high fidelity

measurements from experiments and numerical simulations, several areas of engineering

and science can greatly benefit from such methods. Such methods have been able to

encompass diverse applications, instances of which include artificial neural networks,

fluid flows, power systems, financial markets etc.

In this chapter, we will focus primarily on two methods. The first method known as

the Eigensystem Realization Algorithm (ERA), is an equation-free data-driven system

identification method which uses impulse-response data to yield state-space realizations

of the system. In the rest of the chapter, we explore a technique called Dynamic Mode

Decomposition (DMD) which acts as a formidable tool for the analysis of dynamical

systems from high dimensional data. We also review some of the variants of DMD that

are relevant to the data-sets used as a part of this thesis.

14
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3.1 Minimal realizations from pulse response data

An imperative step in determining optimality among the candidate set of actuator

locations is obtaining mathematical models for such configurations. Once such system

models are obtained, analyses corresponding to optimality can be conducted. The field

of system identification deals with obtaining mathematical models for a system based on

data observations obtained from the system. In general, such data is usually sampled at

discrete instants of time in a large variety of applications. Hence, discrete-time system

models show higher suitability for system identification methods. Identified models

can subsequently be used further for analysis and control. Here, we describe one such

method for determining a minimal realization of a system from empirical data.

Consider the discrete-time state-space representation of our system of interest:

x(k + 1) = Âx(k) + B̂u(k)

y(k) = Ĉx(k) + D̂u(k),
(3.1)

where x(k) ∈ Rn is the state vector, u(k) ∈ Rp is the input vector, and y(k) ∈ Rq is

the output vector at time index k and Â, B̂, Ĉ, and D̂ are the discrete-time state-space

matrices. The pulse response yields the system Markov parameters:

h0 = D̂ (3.2)

hk = ĈÂk−1B̂, (3.3)

where hk ∈ Rq×p. Here, we assume the direct feedthrough term D̂ = h0 = 0. For each

candidate actuator location, we appeal to the eigensystem realization algorithm (ERA)

[27] to compute a minimal realization of the system Ĝ = (Â, B̂, Ĉ) directly from these

Markov parameters. To do so, we define two Hankel matrices composed of the Markov

parameters,

H0 =


h1 h2 · · · hno

h2 h3 · · · hno+1

...
...

. . .
...

hnc hnc+1 · · · hnc+no

 (3.4)
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H1 =


h2 h3 · · · hno+1

h3 h4 · · · hno+2

...
...

. . .
...

hnc+1 hnc+2 · · · hnc+no+1

 . (3.5)

Next, compute the Singular Value Decomposition (SVD) of H0 = UΣV ∗, then store the

r largest singular values in a matrix Σr and the corresponding left- and right-singular

vectors in the matrices Ur and Vr, respectively. Finally, a minimal realization (Â, B̂, Ĉ)

can be computed as,

Â := Σ
− 1

2
r U∗rH1VrΣ

− 1
2

r (3.6)

B̂ := First p columns of Σ
1
2
r V
∗
r (3.7)

Ĉ := First q rows of UrΣ
1
2
r . (3.8)

A complete description of ERA can be found in [27]. The resulting discrete-time

state-space realizations computed by ERA may then be converted to continuous-time

realizations—in the form of (2.1)—by means of Tustin’s approximation [28]. As was

shown in the previous chapter, the optimality measure associated with each actuator

location can then be computed directly from this ERA-based minimal realization.

Our choice of utilizing pulse response data for system identification is quite natural

since Markov parameters have the property of being unique for a given system and

are often referred to as the “signature” of the system model [29]. In the event that

other forms of input-output data are available through simulations/experiments, meth-

ods such as Observer/Kalman filter Identification (OKID) may be used to extend the

applicability of ERA to general input-output response data [30]. We note that ERA

introduces some elements of subjectivity to the optimal selection process, since various

ERA algorithm parameters, such as r can be chosen to alter the specific realization;

however, additional precautions can be taken to ensure that the realization at hand is

sufficiently insensitive to these algorithmic parameters and that multiple ERA realiza-

tions based on the same pulse response data yield consistent optimal actuator rankings.

Indeed, this will be the case for all of the results that are reported here, as will be

described in the subsequent chapters.
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We further note that ERA is applicable for both stable and unstable systems [31].

For the data-sets that we will consider here, the system response appears to be mildly

unstable. In principle, it is possible to compute the output controllability Gramian by

direct integration of pulse response data; however, performing a direct integration of

pulse response data for unstable systems (or of unconverged responses in general) over

an infinite time-horizon is not possible. (Again, we could compute measures based on

finite time-horizons, but doing so would come at the undesirable cost of losing objectivity

due to sensitivities associated with the choice of terminal time, as discussed earlier.)

This was part of the motivation for generalizing the optimality measure in the previous

chapter to accommodate both stable and unstable systems.

3.2 Modal Analysis

The Dynamic Mode Decomposition (DMD) technique was originally devised in the fluid

mechanics community to decompose complex flows into a simple representation based

on spatiotemporal coherent structures [32]. A key feature that has contributed to the

popularity of DMD is that it is an equation-free data-driven method capable of provid-

ing an accurate decomposition of complex systems into corresponding spatiotemporal

coherent structures that may be used for short time future state estimation and control.

The technique has also benefited due to the concurrent rise of data science techniques

such as machine learning, compressed sensing and computer vision. As stated in [33],

“Improved algorithms, abundant data, vastly expanded computational resources and in-

terconnectedness of data streams make this a fertile ground for rapid development”.

It is worth mentioning here that, an understanding of how actuation, at each of the

candidate locations, affects the dynamics of the separated flow can assist in a methodical

design of control strategies. Additionally, such an exercise would also be useful in

interpreting results obtained from Gramian based analyses. Several studies [6, 12, 13]

show the suitability of the the Dynamic Mode Decomposition (DMD) [32] algorithm in

this regard.
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3.2.1 Dynamic Mode Decomposition (DMD)

DMD uses snapshot data from the system measured at different time instants to yield

coherent spatio-temporal structures, which provide useful physical insight about the

system. Let snapshots of the system be defined by xi ∈ Rn, where i is a particular time

instant. These snapshots are then used to form the following snapshot matrices:

X =
[
x1 x2 · · · xm

]
(3.9)

Y =
[
x2 x3 · · · xm+1

]
. (3.10)

The objective of the algorithm is to find a linear operator A such that Y = AX.

This problem can be solved by finding the pseudo-inverse of the matrix X such that,

A = Y X+. For this, we proceed to find the Singular Value Decomposition (SVD) of

the matrix X which is given by:

X = UΣV ∗. (3.11)

This property can be used to redefine the relationship between X,Y and A such

that,

Y = AUΣV ∗. (3.12)

Using some algebra as is shown in the steps below, one can obtain a low dimensional

representation of the operator A. This is mainly done for computational tractability:

Ã = U∗AU

= U∗Y V Σ−1. (3.13)

The matrix Ã has the behavior of all the dynamic modes embedded in itself. We

exploit this by computing its eigen-decomposition such that:

AW = λW. (3.14)

The matrix W is the matrix of eigenvectors of the matrix Ã, whereas Λ denotes the

corresponding eigenvalues. Finally, using this matrix W, we have,

Φ = Y V Σ−1W. (3.15)

These results can then be used for a variety of applications such as reconstruction,

estimation, foreground-background separation etc. A detailed description of the DMD

algorithm can be found in [32].
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3.2.2 Dynamic Mode Decomposition with Control (DMDc)

For systems with external forcing, the evolution of the current state is a function of the

previous state as well as the input. The Dynamic Mode Decomposition with control

(DMDc) [34] algorithm, which is closely based on DMD, incorporates a change in the

original DMD formulation to separate the influence of external forcing from the natural

evolution of the state.

Let snapshots of the system be defined by xi ∈ Rn, where i is a particular time

instant. Let the input applied at that time instant be represented by ui ∈ Rl . These

snapshots are then used to form the following snapshot matrices:

X =
[
x1 x2 · · · xm

]
(3.16)

Y =
[
x2 x3 · · · xm+1

]
(3.17)

ξ =
[
u1 u2 · · · um

]
. (3.18)

The problem now amounts to solving for the matrices A and B which satisfy the fol-

lowing relationship:

Y = AX +Bξ. (3.19)

where the matrices A ∈ Rn×n and B ∈ Rn×l. The problem, can then be restructured as

follows:

Y = [A B]

[
X

ξ

]
(3.20)

= GΩ. (3.21)

This restructuring helps in tackling the problem using the original DMD formulation.

It is to be noted that, for large dimensional systems solving this problem may be com-

putationally prohibitive. In such scenarios, reduced-order models of order r < n can be

computed by utilizing the truncated Singular Value Decomposition (SVD). The matri-

ces A and B, thus obtained, represent the natural evolution of the state and the effect

of forcing on the system, respectively. A detailed description of the DMDc algorithm

can be found in [34].
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We use velocity-field data, obtained from high-fidelity numerical simulations as snap-

shots in the DMDc algorithm, for each of the candidate actuator locations. The real-

izations obtained using DMDc have r modes which affect the dynamics of the system.

However, all of the modes obtained from DMDc may not get excited due to the control

input and correspondingly may not have an effect in reducing flow separation. Our goal

here is to find those modes which play a key role in reducing flow separation. Therefore,

we transform the system into balanced coordinates to obtain the most controllable and

observable modes [35]. This is described in more detail in the next subsection.

3.2.3 Balanced truncation

Balanced truncation is a model reduction technique that was formulated in [36]. The

basic idea in this method is given a state space realization in the form:

G =

[
A B

C D

]
. (3.22)

The objective is to utilize a change in basis coordinates such that the controllability

and observability Gramians become diagonal and equal to each other. In our case, the

availability of the full-field velocity data, makes this a full-state feedback problem and,

therefore, C = I. We assume there is no direct-feedthrough term, and, hence D = 0.

Using a transformation matrix, T , that does this balancing we arrive at a different

state-space realization given by:

Gbal =

[
Abal Bbal

Cbal Dbal = 0

]
. (3.23)

As was discussed, this transformation also makes the generalized controllability and

observability Gramians diagonal and equal to each other, which is given by,

P̃ = Q̃ =


σ1 0 · · · 0

0 σ2 · · · 0
... · · · · · · 0

0 0 · · · σn

 . (3.24)
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The diagonal entries of the transformed Gramians are called the Hankel singular values.

The first p×p block of Abal contains the first p most controllable and observable modes.

A detailed description of the procedure can be found in the next subsection.

Identifying these modes can assist in analyzing how effectively flow separation is

being reduced at various actuator locations. Furthermore, these modes can offer insight

into the interaction of the flow with the separated shear layer as well as the separation

line, thus providing a direct link to the changes in the physics of the flow. MATLAB

provides an implementation for balanced truncation that is applicable for stable systems.

We extend this implementation to be applicable for unstable systems as well. This is

described in the next subsection.

3.2.4 Balanced transformation: Implementation for unstable systems

In this subsection, we describe an implementation for balanced transformation and

subsequent truncation for unstable systems. Given a state space realization as in 3.22,

the generalized controllability and observability Gramians for a stable/unstable system

can be computed using the following integrals [26]:

P =
1

2π

∫ ∞
−∞

(jωI −A)−1BBT
(
−jωI −AT

)−1
dω (3.25)

Q =
1

2π

∫ ∞
−∞

(−jωI −AT)−1CTC (jωI −A)−1 dω. (3.26)

However, the Gramians corresponding to the current state-space realization may not

correspond to balanced coordinates. Therefore, we outline the procedure that makes

the Gramians diagonal and equal. First, the Cholesky factorization of P and Q are

computed:

P = STS (3.27)

Q = RTR. (3.28)

This is followed by the definition of a new matrix N and its subsequent Singular

Value Decomposition. This allows for the construction of the transformation matrix, T ,

that transforms the current state-space realization to balanced coordinates,
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N = SRT (3.29)

N = UΣV T (3.30)

T = Σ−
1
2V TR. (3.31)

Finally, the Gramians as expressed in 3.24 can be obtained as follows:

P̃ = TPTT (3.32)

Q̃ = T−TQT−1. (3.33)

The transformation matrix T can be used to arrive at an alternate state space

realization with balanced coordinates. The state space realization of the transformed

system can be related to the original system as follows:

Abal = TAT−1 (3.34)

Bbal = TB (3.35)

Cbal = CT−1 (3.36)

Dbal = D. (3.37)

3.2.5 Other variants of DMD

In this subsection, we describe some of the other variants of DMD which leverage the

particular structure of data to yield a more complete and accurate description of the

dynamics of the system. We focus primarily on two variants: Streaming DMD and

Total Least Squares DMD and show their results on video streams in the next chapter.

• Streaming DMD: This method allows for the original DMD formulation to be

extended to large data sets and data streams [37]. The main advantage of this

method is that it converts the DMD formulation to an algorithm which is in-

crementally updated and proves to be advantageous over the original algorithm,

which acts like a post-processing tool. This has two main advantages: first, it

relaxes the memory requirement on the system being used for computation. Sec-

ondly, it allows the possibility of the DMD formulation to be used for a real-time
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implementation. A detailed description of the algorithm can be found in [37].

Subsequent, versions have also included a forgetting factor, thus, allowing for re-

cent snapshots to be have higher weights as compared to snapshots seen in the

past.

• Total Least Squares DMD (TDMD): The original DMD formulation accounts

for any-possible noise in the spatio-temporal data asymmetrically. Therefore, this

induces a bias in the formulation which leads to a systematic error during the

computation of the dynamic description of the system [13]. The rectified TDMD

algorithm eliminates the artificial stabilization of eigenvalues that can be seen

while using the noise-unaware DMD formulation, thus providing a more accurate

representation of the system. This noise-aware framework has also been extended

to a streaming version in [6]. This formulation is particularly advantageous for

data streams such as noisy videos, where foreground-background separation may

otherwise be spurious. A detailed description of both these algorithms can be

found in [6, 13].

In the next chapter, we discuss about the parallel implementations of the modal

analysis techniques described in this chapter and how these implementations can be

used to improve the performance of such techniques.



Chapter 4

Parallel implementation of DMD

and its variants

The advent of algorithms utilizing large amounts of data has coincided with the de-

velopment of computing resources which seek to leverage the structure of the data to

yield scalable implementations to such algorithms. In this regard, the semiconductor

industry has reconciled on two main trajectories for the design of microprocessors [38].

The multicore path aims to utilize multiple cores to preserve the speed of the sequential

algorithm, whereas, the multi-thread path is more focused on the execution of such pro-

grams through parallel computing resources. The former trajectory has resulted in the

development of CPUs which support hyperthreading and, in turn, tend to maximize

the speed of sequential programs. On the other hand, the multi-threaded approach

has emphasized on a larger number of threads executing in a large number of simple,

in-order pipelines [38, 39].

The main advantage of going forward with a multi-threaded approach is that prop-

erly designed programs can execute faster than their sequential versions by taking ad-

vantage of of parallelism. These are implemented in the form of various parallel pro-

gramming styles, some of which include: Single Instruction Multiple Data (SIMD), Mul-

tiple Instruction Multiple Data (MIMD), and Single Program Multiple Data (SPMD).

The SIMD and SPMD programming styles enable multiple processors to execute the

24
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same instruction or program while each processor has access to different data. The

MIMD style is very similar to the two styles described above with the only distinction

being that in MIMD, multiple processors can execute different instructions or programs.

In this thesis, all discussion shall be limited to the CUDA (Compute Unified Device

Architecture) programming language which utilizes the SPMD style. CUDA programs

can be written on computers housing NVIDIA GPUs (graphics processing units). Our

focus here is on parallelizing the variants of Dynamic Mode Decomposition. As part of

this endeavor, we explore two routes: firstly, CUDA code is written for modules which

can benefit from parallelization. The rest of the program is interfaced with code written

in C language. However, as will be seen later, due to compatibility issues between CUDA

and several linear algebra libraries in C, MATLAB is interfaced with CUDA in the form

of MEX ( Matlab-Executable) files.

4.1 Scope for Parallelism in DMD and its variants

There are several segments in the DMD algorithm and many of its variants which can

benefit from the use of parallel computing. Some of the modules which would benefit

the most from parallelism are:

• Tiled matrix multiplication: One of the key operations that is repeatedly used

in the DMD algorithm is the multiplication of matrices. For all such operations

we use the Tiled-Multiplication program which reduces global memory usage and,

in turn, causes a speedup of the algorithm.

• Transpose of a matrix: A lot of multiplications require some of the matrices to

be transposed. Therefore, we use Shared Memory to implement Corner Turning

for efficient transposition.

• Scoop of a matrix: Several operations require only the subset of an originally

bigger matrix. This module implements a fast routine to extract a subset of the

total number of rows and columns from the original matrix.

• SVD of a matrix: We use the SVD implementation from the cuSOLVER library
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provided by NVIDIA with a Cholesky factorization-based method to exploit par-

allelism in this operation.

• Inverse of a matrix: We create an algorithm which is significantly faster than

the inverse implementation provided by NVIDIA. For this we use the previously

computed SVD of the matrix X and then do a simple modification to create an

efficient inverse algorithm.

4.2 Implementation details of CUDA code

The implementation details of the various segments of the algorithm which use paral-

lelism are described below:

4.2.1 Parallel loading of Input video

A video is used as an input data set for the purposes of computation in the DMD

algorithm. The video first needs to be converted into a format suitable for computation

on a CPU and a GPU. We use the power of a heterogeneous computing system of a

GPU and a CPU to get the best possible execution times for different parts of the

implementation of the algorithm. The input video is an arbitrary video sequence loaded

in to the CPU using OpenCV libraries. The video is then converted from RGB to

grayscale for the purpose of normalized computation on a single data set. Various

features of the video like FPS (frames per second), duration of video, time between two

frames, video frame size (rows and columns of video frame matrix) etc., are computed

using predefined functions in OpenCV. After a video is loaded into a flattened image

matrix, a GPU kernel is launched for high speed conversion of RGB video to grayscale

video. Each thread in the kernel is responsible for converting one RGB pixel of the

video into an equivalent grayscale pixel thus exploiting maximum parallelism in the

data conversion.

4.2.2 Scooping of matrices in GPU

The DMD algorithm involves trimming of the flattened input video matrix into two

different matrices, X and Y. The basic operation is to remove the last and first columns of
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the flattened input matrix and store it as X and Y, respectively. The scooping operation

here can be done in parallel using the GPU. Therefore, a scoop kernel was implemented

for the same purpose. The kernel takes the starting and ending numbers of the rows

and columns of the input matrix. The resultant truncated matrix is stored in a smaller

matrix. The threads are first shifted to a starting point equivalent of (row start,

col start) and the storing operation is performed with boundary conditions being

row<row end and col<col end. Since there is one thread involved in computation of

1 element, the parallelism exploited in this step of computation is inherently maximum.

4.2.3 Using Cholesky decomposition for computation of fast SVD

For the description of dynamics in the DMD procedure, the Singular Value Decomposi-

tion (SVD) of X needs to be computed. The cuSOLVER based library implementation

of CUDA has a relatively low execution speed for large data sets as the SVD algorithm

itself is inherently sequential. For instance, one of the videos in the input video data-set

we used was converted to a matrix of size 230400 x 600. This matrix can be considered

to be a large dense matrix for SVD computation. We implement a faster version of

the SVD to solve the issue. First the Cholesky factorization of XTX is computed (X

= 230400 x 600 , XT= 600 x 230400). The Cholesky factorization is computed on the

GPU using the kernel we implemented. The original kernel from the CUDA library does

not replace the lower triangle of the matrix with zeros. Now, in order to initialize them

to zeros we launch a kernel so that all the threads can initialize the matrix locations

of the lower triangle in parallel. Here, there were 600 frames in the video. The size of

the frame was (480 x 480 = 230400) and the flattened video had a dimension of 230400

x 600. Therefore, the dimensions of the product XTX reduced to 600 x 600, thus,

tremendously reducing size of the matrix. The required truncated versions of U,S and

V of the matrix X are computed by scooping U, S, V obtained in the previous SVD. The

SVD kernel used is a cuSOLVER library based function. We use the cusolverDnDgesvd

function for the computation of SVD on the GPU. The algorithm for Fast SVD involves

computation of the inverse of a matrix, multiplication of matrices and transpose of a

matrix. All of these three functions could have a parallel implementation on the GPU.

We implemented tiled matrix multiplication which is significantly faster than the vanilla
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version due to the use of shared memory. This is particularly advantageous as it is heav-

ily used in many of the computations. The matrix inversion is done using the U, S and

V matrices computed in the previous step. The kernel involves computing the reciprocal

of S which gives S−1. The resulting inverse of the matrix is of the form V S−1UT . These

computations are done on the GPU using the transpose kernel, reciprocal kernel and

matrix multiplication kernel. This facilitates data re-usability, thus allowing for faster

implementation of matrix inversion.

Figure 4.1: System level flow of data in CPU and GPU for the batch DMD algorithm.
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4.3 MATLAB-CUDA interface

An issue that comes to light while developing parallel algorithms written exclusively

using CUDA C is the incompatibility of several BLAS (Basic Linear Algebra Subrou-

tines) with the CUDA compile architecture. Consequently, the workaround to such a

problem is the creation of an object file that can make seemingly incompatible libraries

execute in unison. Another alternative that comes to light is the use of MATLAB

concurrently with CUDA. This allows the utilization of several built-in linear algebra

routines directly from MATLAB without having to consider the issue of compatibility.

Additionally, several parts of the code can now be sped up using MATLAB executable

files also known as MEX files which allows the interfacing of code explicitly written in

CUDA to be interfaced directly with MATLAB.

4.4 Foreground-background segmentation of video stream

using DMD

In this section, as an application of DMD on video data, we describe some results

obtained for the Foreground-background segmentation of a video stream using DMD

and its variants. The objective here is to segment objects based on the speed at which

they move in the video stream. The key point to utilize here is the magnitude of the

DMD eigenvalues, which are essential in this segmentation process. We also describe

the associated speedup when these implementations are executed on a GPU.

4.4.1 Results from video data

Once DMD dynamics corresponding to the background and foreground components are

computed, they can be used to recreate the foreground and background separately. To

illustrate this, we consider two examples: in the first example, we consider a highway

road in which vehicles move at different speeds. We then use DMD to segment the

foreground and background of the video, as discussed before. A snapshot from the

original video and the associated foreground and background can be seen in Figure 4.2.

In the second case, we apply the algorithm on a video containing a piggy bank and

several dollar signs. The dollar signs move at a speed which is different from the speed
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(a) Frame from original video [40]

(b) Background

(c) Foreground

Figure 4.2: Foreground-background segmentation of the highway video data-set.
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of the piggy bank. In this instance as well, it can be seen that the application of DMD

yields the foreground and background components. It is worth noting here that, the

background frame is not as clear as the highway data-set. This can be attributed to the

eigenvalue corresponding to the piggy bank, which probably has a very small magnitude

and is therefore classified as a background component, although, in theory, it would be

possible to use a smaller threshold to eliminate this discrepancy. The results from this

data-set can be seen in Figure 4.3.

4.5 Speedup using GPU

The speedup associated with the CUDA exclusive code and the executable file gen-

erated from the sequential MATLAB code was measured using the time of execution.

Further, the device occupancy for the kernels and the associated optimization operations

were observed using nvreport. For most of the videos tested on the parallel platform,

a speedup ranging from 7-10 times of the execution time of the sequential code was

observed. The limiting factor in most cases was the number of blocks that could ex-

ecute concurrently in the GPU. However, in some test cases, the BLAS libraries had

numerical incompatibilities with the size of data being used. The performance differed

slightly when the parallel-computing toolbox in MATLAB was used. The execution

time was slightly more than the versions written exclusively in CUDA. However, this

avenue was successful in running all test cases and did not have problems with the size

of the data. This result can attributed to the fact, that MATLAB subroutines are made

to cater to a variety of data and, therefore, are more stable numerically. Of course,

a detailed analysis would have to be performed to study the scalability of the parallel

implementation to inputs of varying sizes. However, this serves as a reference point to

the development of similar algorithms which would constitute future work. Some of the

results presented here were part of a class project at the University of Minnesota.
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(a) Frame from original video [40]

(b) Background

(c) Foreground

Figure 4.3: Foreground-background segmentation of the piggy bank video data-set.



Chapter 5

Results and discussion

5.1 Optimal actuator selection for airfoil separation con-

trol

We apply the approach described in Chapters 2 and 3 to the pulse response data from

the numerical simulations described in [18] for both lift as well as for separation angle

response data.

For each actuator location, an ERA model of order r is realized (see Figures 5.2 and

5.5). Here, r is chosen to be that order which gives the best match in terms of the original

data obtained from numerical simulations. As previously indicated, a number of these

realizations exhibit unstable dynamics. Indeed, in many cases, some of the discrete-time

system poles are outside of the unit circle (see Figures 5.1 and 5.4). We, thus, utilize

the generalization of the controllability Gramian for unstable systems as is described

in Section 2.2. We note that the unstable realizations may be due to the nature of the

response data, which seems to have not fully returned to a steady-state. Tables 5.1 and

5.2 are associated with generalized H2-norms and indicate the degree of controllability

among the various candidate locations. The ordering of locations indicates their relative

rank in terms of optimality for a given output variable.

The minimality and order of ERA-based realizations were sanitized of any potential

numerical artificialities by accounting for pole-zero cancellations based on a range of

tolerances from O(10−5) to O(10−7). These tolerance values indicate the proximity
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of poles and zeros necessary to facilitate pole-zero cancellation. It was found that

decreasing the tolerance any further resulted in realizations that were non-minimal. For

the sake of representation, we use figures and tables associated with the tolerance value

of O(10−7) in the subsequent sections (Figures 5.1 through 5.6 and Tables 5.1 through

5.2).

5.1.1 Optimal actuator placement for lift response data

Based on the H2′-norm, the optimal actuator location for lift control is x/c = 0.2.

This location has the highest controllability among all six candidate locations. The

optimality study considered a variety of pole-zero overlapping tolerance values as has

been described above. The optimal actuator position is largely constant although minor

variations in relative ranking of other actuators is observed. Some of the eigenvalues

of the discrete-time realizations obtained are outside the unit circle for all locations,

thereby confirming that the identified systems are indeed unstable. This can be seen

in Figure 5.1. As can be seen in Figure 5.2, the high order for the obtained minimal

realizations, in all likeliness indicates that the system may have some degree of non-

linearity in it, which is captured by a large number of states. The peak frequency for

all actuator locations is fc/U∞ = 6.12, as can be seen in Figure 5.3 and corresponds to

the wake frequency. Thus, it appears that among all actuator locations, x/c = 0.2 is

able to induce a resonance by coupling with the flow dynamics at this forcing frequency.

However, some of the frequency response intuition here may have to be reconsidered in

a “non-standard” manner, since the system dynamics are unstable.

x/c ‖G‖2′
.2 51.79
.6 31.31
.1 17.41
.5 15.81
.4 15.41
.3 13.41

Table 5.1: Optimality of actuator locations based on “generalized H2-norm”, sorted
from most to least optimal for tolerance value of O(10−7) used in minimal realization
for lift response data.
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Figure 5.1: System poles of (discrete-time) minimal realization computed from lift pulse
response data for each actuator location using ERA. Some poles are outside the unit
circle for all locations.
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Figure 5.2: Lift coefficient pulse response data at each actuator location. Each realiza-
tion is minimal with order r.
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Figure 5.3: Bode magnitude plot for minimal realization at each actuator location for
lift response data.
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5.1.2 Optimal actuator placement for separation angle response data

A similar exercise as described above is also undertaken for the separation angle pulse

response data. Based on the H2′-norm, the optimal actuator location for separation

angle control is x/c = 0.3 (see Table 5.2). This location has a degree of controllability

which is significantly larger than other locations. The related norm for this actuator

location is an order above the next optimal location. This is also reflected in the very

high peak at this location, as seen in Figure 5.5, when compared to the other candidate

locations. It is worth noting here, that the next optimal location, i.e, x/c = 0.5, in this

case is located at the separation point itself as described in [18].

The results presented here provide two interesting observations. First, the order of

the minimal realizations obtained for the separation angle response is an order above

the realizations associated with lift response for all actuator locations. This probably

indicates a greater degree of non-linearity associated with separation angle than with

lift. Another consequence of this phenomenon can be seen in Table 5.2. The generalized

H2-norm associated with each of the locations is greater than their lift counterparts.

This is especially prominent for the most optimal locations in the separation angle case.

x/c ‖G‖2′
.3 1.63× 107

.5 3.99× 104

.4 1059.57

.1 243.24

.6 91.95

.2 76.74

Table 5.2: Optimality of actuator locations based on “generalized H2-norm”, sorted

from most to least optimal for tolerance value of O(10−7) used in minimal realization

for separation angle response data.
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Figure 5.4: System poles of (discrete-time) minimal realization computed from separa-
tion angle pulse response data for each actuator location using ERA. Some poles are
outside the unit circle for all locations.
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Figure 5.5: Separation angle pulse response data at each actuator location. Each real-
ization is minimal with order r.
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Figure 5.6: Bode magnitude plot for minimal realization at each actuator location for
the separation angle response.
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5.2 Modal analysis results

We apply the methods described in the modal analysis section of Chapter 3 to get

insight about the spatio-temporal structures that affect the flow at different actuator

locations. Of the results obtained in the previous section, locations x/c = .2 and .3 show

the most promise as optimal actuator locations. Since, the system considered here has

external forcing, we compare the dynamics obtained from DMD and DMDc for both of

these locations. A comparison of the eigenvalues can be seen in Figure 5.7. As would be

expected, there are some eigenvalues which do not overlap in both of the methods and

this can be attributed to the input forcing on the system. Similarly, Figure 5.8 shows

the comparison of the absolute normalized amplitudes versus the frequency of the modes

obtained from DMD and DMDc. These reinforce what has just been discussed about

the difference in the nature of modes obtained from DMD and DMDc.
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(b) Actuator at x/c = .3

Figure 5.7: Comparison of eigenvalues obtained from DMD and DMDc for actuator
positions x/c = .2 and x/c = .3 for a truncation rank r = 300.

As was previously mentioned, all of the modes obtained from DMDc may not get

excited due to the control input and correspondingly may not have an effect in reducing

flow separation. Following the procedure of balanced truncation, we compute the 5 most

controllable and observable modes at each of these actuator locations. Since, we have

access to all states, we have C = I, as was previously discussed in Chapter 3. While
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computing state-space matrices using DMDc, the order of truncation, r is chosen to be

300. This choice is based on the percentage of energy to be retained which is determined

by the top r singular values. Choosing r = 300 ensures a energy retention of 95% for

all the actuator locations.

We plot the absolute value of the vorticity for the DMD mode, which appears to

have the greatest effect in the flow in terms of actuation, for each of these optimal

locations. This can be seen in Figure 5.9. These plots provide insight about the active

regions of flow that are pertinent to a particular mode.

By plotting the evolution of these modes over time, few pieces of information come

to light, which can be used to link results obtained in the previous section. It is ob-

served that for x/c = .2, the mode corresponding to fc/U∞ = 8.32 appears to have

the strongest link with the separated shear layer and perhaps corresponds to the most

unstable shear layer mode. For x/c = .3, the mode corresponding to fc/U∞ = 1.87

appears to have a strong connection with the separated shear layer as well as the sepa-

ration line. It appears that this mode interacts in the region associated with the birth

of separation. This corresponds to a region upstream of the separation point. Another

point of note here is that this mode also seems to affect the stability of the shear layer.

It is worth mentioning here that this modal analysis which is applied on a different

type of data for the same system setup also yields several unstable modes similar to

what was seen in the ERA realizations. This corroborates the findings of the optimal

actuator selection study. Of course, more investigation would be required to reveal the

exact nature of all the modes and their contribution in the fluid flow.
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Figure 5.8: Comparison of frequency vs absolute normalized amplitude of modes ob-
tained from DMD and DMDc for actuator positions x/c = .2 and x/c = .3 for a
truncation rank r = 300.
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(a) x/c = .2, fc/U∞ = 8.32, |λ| = 0.99, |α| = 4.47

(b) x/c = .3, fc/U∞ = 1.87, |λ| = 1.01, |α| = 6.65

Figure 5.9: Comparison of absolute value of vorticity of DMD modes with greatest affect
in terms of actuation for locations x/c = .2 and x/c = .3 locations. The mode corre-
sponding to actuator location 2 appears to have the strongest link with the separated
shear layer and perhaps corresponds to the most unstable shear layer mode, while, the
mode corresponding to actuator location 3 appears to have a strong connection with
the separated shear layer as well as the separation line.
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5.3 Controller design for separation control

As part of a feedback control endeavor for the control of flow separation, two strategies

are considered as a part of this thesis. The first strategy uses a Proportional-Integral-

Derivative (PID) control based method to stabilize the open-loop unstable system and

achieve tracking on the nominal plant. However, since system models are obtained

from a black-box procedure, it would be useful to have a robust controller that can

stabilize the system in presence of model uncertainties, disturbances, noise and possible

nonlinearities in the system model. As part of this exercise, we develop a H∞ loop-

shaping based controller using the Glover-McFarlane method [41]. This is done for both

the lift and separation angle responses at the respective optimal actuator locations,

where the objective is to track a given reference value. Limitations to such a control

design are also highlighted.

5.4 Separation angle control

Before describing the control method, at this point, it is worth discussing about the

nature of the model obtained from the ERA based study. The tolerance value used in

ensuring a minimal realization in the ERA based model, as will be seen, plays a crucial

role in the control design. A lower tolerance value results in a better fit in terms of the

time-domain responses; however, there seems to be some amount of overfitting which

is visible from the poles and zeros almost lying on top of each other. A portion of the

pole zero plot corresponding to a tolerance value of 10−7 can be seen in Figure 5.10.

This realization has a total of 59 poles in the right half plane, making it extremely

difficult to design canonical controllers such as PID. As a possible remedy, the tolerance

value is increased to 10−3 to remove poles and zeros which overlay each other and cause

some degree of overfitting. The resulting pole-zero map can be seen in Figure 5.11. A

comparison of the Bode magnitude plots of the two aforementioned systems reveal a

very close match in terms of the frequency domain response which only differs slightly

in the very low frequency range. This very similar frequency domain behavior allows us

to develop controllers on such lower order models at the cost of losing some accuracy

in the time-domain responses. This is seen in Figure 5.12. In all the subsequent parts

of the controller design, we shall be using the model obtained from a tolerance value of
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10−3.
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Figure 5.10: Zoomed in pole-zero map of realization obtained from ERA with a tolerance
value of 10−7 used in the minimal realization.
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Figure 5.11: Zoomed in pole-zero map of realization obtained from ERA with a tolerance
value of 10−3 used in the minimal realization.
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Figure 5.12: Comparison of Bode magnitude plots of realizations obtained at tolerance
values of 10−7 and 10−3. It is apparent from the plots that both realizations have very
similar frequency domain behavior.

5.4.1 PID control scheme for separation angle control

The PID control method is used as a baseline feedback control method on the nominal

open loop system obtained from ERA. This controller is able to stabilize the system and

provide zero steady-state tracking error. The step response of the controlled closed-loop

system can be seen in Figure 5.13. The presence of right half plane poles and zeros put

limits on the achievable bandwidth of the system [42]. This results in a sluggish response

with a high-settling time. This is also visible in the Bode plot of the sensitivity transfer

function as is seen in Figure 5.14.
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Figure 5.13: Step response of closed-loop system with PID controller. As is seen from
the figure, the settling time of the system is quite large due to the right-half poles and
zeros of the system.
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Figure 5.14: Bode plot of the sensitivity transfer function for the closed-loop system
with PID controller. The red line is the -3dB line and can be used to find out the
bandwidth of the system.
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5.4.2 H∞ loop shaping based separation angle control

The H∞ based controller design procedure is a two step process. The ultimate aim

is to utilize a robust controller that can stabilize the plant in the presence of model

uncertainties, exogenous disturbances or noise. This is made possible using the Glover-

McFarlane loop shaping method [41].

As part of this control design scheme, the first step is to manually shape the fre-

quency domain response of the open-loop plant using an initial controller or weighting

function K1(s). Once this is done, the second step essentially consists of an optimiza-

tion problem which results in a controller K∞(s) that is able to stabilize the closed loop

system in response to a wide class of disturbances. The final controller is of the form

K(s) = K∞(s)K1(s).

Another attractive feature about this method is that model uncertainties are in-

cluded as perturbations to the nominal model. The robustness is then guaranteed by

ensuring that the specifications for stability are satisfied for the worst case uncertainty.

It is, therefore, in general true that one might expect a reduction in performance at the

cost of obtaining robustness.

Following the procedure as described above, a robust controller is obtained. The

Bode plot of the sensitivity transfer function can be seen in Figure 5.15. As is expected,

the bandwidth of the closed-loop system with the robust controller is lesser than the one

with the PID controller. This is the performance-robustness trade-off which was previ-

ously discussed. The robustness margins of the controller can be seen in Figure 5.16.

The black dotted lines indicate the robustness margins and the envelope of uncertainty

that the robust controller is equipped to deal with. The ncfsyn subroutine in MATLAB

returns a value GAM which is a measure of the robustness of the closed loop system in

presence of uncertainties. Empirically, a value of GAM in the range 1 < GAM < 3 corre-

sponds to satisfactory stability margins for a large class of control systems [43]. The

robust controller in this particular case yielded a GAM value of 2.6808, thus, indicating

that the design is sufficiently stable. A comparison of the step response of the robust

controller on the nominal model with the PID controlled system can be seen in Figure
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5.17. Both controllers appear to have a very low bandwidth, which is reflected by the

high settling time seen in both cases. Non-minimum phase behavior is observed here as

well due to the presence of right-half plane zeros in the nominal system.
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Figure 5.15: Bode plot of the sensitivity transfer function for the closed-loop system
with the H∞ loop shaped controller. The red line is the -3dB line and can be used to
estimate the bandwidth of the system.
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Figure 5.16: Robustness margins for the closed-loop system with the H∞ loop shaped
controller. The black dotted lines indicate the robustness margins and the envelope of
uncertainty that the robust controller can deal with.
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Figure 5.17: Comparison of the step responses of the closed-loop system with PID and
the H∞ loop shaped controller. The robust controller appears to provide some sort of
damping effect. Both controllers have a large settling time.
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5.5 Lift control

A similar procedure as described above was also applied to the lift response model.

However, it is to be noted here that there were several challenges related to the design

of a robust controller for the optimal model corresponding to the lift response. The

model obtained from the ERA based procedure with a tolerance value of 10−7 had

10 poles in the right half plane. A tolerance value of 10−3 reduced this number to 6

unstable poles. Any further increase in the tolerance value resulted in pulse responses

which significantly varied from the CFD data. Both of the aforementioned models posed

challenges to stabilization using canonical controllers such as PID. Therefore, a Linear

Quadratic Integral (LQI) based controller was formulated. The formulated controller

was able to stabilize the system. However, the closed-loop system was not able to

achieve zero steady-state error in response to a step input. This can be attributed to

the presence of zeros near the origin in the open-loop system model, thus, not allowing

steady-state tracking. This can be remedied using a feed-forward controller, as is often

done while handling disturbances in the system. However, the steady-state error would

then have to be known a priori, so that the feed-forward controller can be appropriately

tuned. However, it is worth noting here that the bandwidth of the closed-loop system

was around fc/U∞ = 4.36, which was significantly higher than what was observed in

the separation angle case, which was in the order of fc/U∞ = 10−2. This indicates

that, if appropriate closed-loop control strategies can be developed to control lift, the

speed of response would be significantly faster than the separation angle case. This

consideration may be very important for several engineering designs.



Chapter 6

Conclusions and future work

Flow separation is a phenomenon that severely affects several engineered systems. This

thesis discussed several aspects related to the control of flow separation. First, an

investigation on the optimal actuator selection problem for airfoil separation control was

presented. Pulse response data for lift and separation angle in response to a localized

body force actuation was used to determine the optimal location among the candidate

set of six locations. The optimality measure utilized here was related to the minimum

energy required to drive the system output to an arbitrary value. Minimal realizations

computed from pulse response data were found to exhibit unstable behavior. Therefore,

the proposed formulation was adjusted to accommodate stable and unstable systems

alike. For the optimality procedure to be insensitive to algorithmic parameters, several

precautions were presented. This resulted in a consistent yield in terms of the rankings

of the various actuator locations. The results of this study indicated that the optimal

actuator locations for controlling lift and separation angle were not identical. This

study provided a quantification on the difference in performance that can be expected

from actuation at different locations along the airfoil. This can be particularly useful

in situations wherein actuation is difficult at the preferred location due to constraints

imposed on the system.

An analysis of the spatial structures using velocity-field data from high-fidelity nu-

merical simulations corroborated findings from the optimal actuator selection study.

This analysis further revealed the nature of the dynamic modes responsible for the

greatest excitation in the pulsed flow. It was observed that the pulse actuation had

54
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a varying affect on the evolution of the flow based on the location at which the flow

was pulsed. GPU based implementations for faster execution of such methods were

presented as well.

The design and synthesis of closed-loop controllers leveraged findings of the previous

sections. Robust control frameworks based on a canonical controller were formulated

for the tracking of separation angle to a set reference value. The analysis revealed

the sensitivity of the performance of the controller design to the tolerance used in the

minimal realization related to the ERA models. The proposed controllers were able to

track the reference value but exhibited a small bandwidth while doing so. This was

attributed to the fundamental limits of control imposed by the presence of right-half

plane zeros in the system model.

6.1 Future directions

It is clear from the findings of this thesis that there are several factors at play that

need to be considered during the formulation of closed-loop controllers that can cause

a reduction in flow separation. It was seen that several algorithmic parameters in

the modeling procedure of the open-loop system imposed constraints on the achievable

performance such as bandwidth, settling time, etc., of the closed loop system. Therefore,

a possible avenue that could be a direction of future research would be the formulation of

a procedure that would take into account achievable performance like bandwidth while

determining the optimality of candidate locations. The results obtained from the modal

analysis study serve as a reference point for the development of control schemes that

leverage the structure of particular flow regimes. This can particularly be useful if the

effects of the frequency regimes identified from this study were to be tested on numerical

simulations/experiments. Nonlinear controllers may also be a possible avenue to handle

these types of systems, which may have some degree of associated nonlinearity. With all

of these challenges addressed, closed-loop controllers show great promise in advancing

the state of the art in the control of flow separation.
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