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EXECUTIVE SUMMARY 

This study implemented and evaluated a non-intrusive computer vision truck parking stall occupancy 

detection system at a publicly sponsored truck parking facility on Interstate 94 in Wisconsin, 67 miles 

east of the Twin Cities. Within this corridor, freight-borne commercial estimated traffic volumes are 25 

percent, or more, of all vehicle annual averaged daily trips (AADT) along this corridor between the Twin 

Cities, and eastward through Wisconsin and into Illinois. Within Wisconsin, this translates to over 8,500 

trips (as calculated from the Freight Analysis Framework version 3.4, 2013, NHS 2011 mileage). 

Specifically, the study adapted and subsequently evaluated the performance of the computer vision 

parking space detection algorithm developed as part of a Minnesota truck parking availability system 

pilot study completed in 2016. The facility, Menomonie Rest Area 61 (Mile Marker 43 Eastbound 

Interstate 94, Dunn County), is listed to contain 45 private vehicle parking spots and 25 truck parking 

spaces (24 were actually monitored corresponding to the delineated parking stall lines that were 

present at the beginning of the study). Historically, trucks were observed to park on the facility entrance 

and exit ramps, as well as along the back of the parking lot rather than within designated parking spaces. 

Such parking behaviors can confound count data derived from simple ‘trip-wire’ entry/exit counting 

technologies, and thus this represented an excellent opportunity to test our approach.  

 
Aerial photo of Rest Area 61. 

 

   
 Site photos of Rest Area 61. Parking within on and off-ramp locations, and back of lot behind open stalls. 

 



 

 

In addition to the aforementioned undisciplined parking behaviors, the recorded observations 

confirmed anecdotal evidence that trucks also occasionally park directly behind the parking stalls, 

potentially blocking their access from drivers looking to pull into an available stall. The situation 

occurred, for example, when the facilities were at, or near, capacity. Since the methodology of the 

computer vision approach estimates spatial 3D occupancy through 3D object reconstruction, the spatial 

boundaries that define parking stalls can be formulated arbitrarily to address specific contexts of such 

parking scenarios. The concept of a ‘virtual stall’ was introduced, which increased the length of the stall 

thereby enlarging the 3D occupancy cell size used for detection. The sample-to-sample parking status 

detection accuracy for each space ranged between 86 to 98 percent, with an overall accuracy estimation 

of about 94 percent. 

A secondary aspect of the study was to integrate and test a region wide truck parking notification Truck 

Parking Information Management System (TPIMS) architecture to disseminate parking availability to 

state and third-party stakeholders. The TPIMS architecture provides a parking detection technology 

agnostic mechanism to achieve this aspect. The field operational testing and deployment of this 

architecture was achieved through a communication interface to a truck parking information 

distribution and data archival server designed and maintained by the University of Wisconsin Traffic 

Operations and Safety Laboratory (TOPS Lab). One distribution feed supplies the real-time parking status 

information to a second, privately operated and maintained, server that controls a multiplicity of truck 

parking notification roadside Changeable Message Signs (CMS) along the interstate in Wisconsin. Two 

state owned permanent roadside static hybrid CMS located 42 miles, and the other 10 miles upstream 

of the facility, were then designed and installed by the Wisconsin Department of Transportation 

(WisDOT) to provide the parking status notifications for this sight, as well as a subsequent facility 

located 81 miles downstream of the pilot study facility.  

Some significant lessons were learned from the pilot study. Although reasonable detection accuracy was 

evident from the observed data, an undercounting bias contributed significantly to detection errors and 

should be addressed to further improve detection performance. This could be explored through 

experimentation with optical settings of the cameras that adjust with environment lighting levels, or 

through implementation of multi-exposure image processing techniques derived from the existing 

computer vision literature, for example, rather than adding lighting, which entails additional capital 

costs and maintenance. Second, perhaps offsetting the camera pole positions farther away from the 

back of the physical stall locations, might have improved detection performance; drivers don’t 

necessarily pull up to the very front of the stall, and the additional camera view overlap between stalls 

would benefit the detection technique under such driving behaviors. Notwithstanding, the system has 

shown to be capable of around-the-clock persistent, completely non-intrusive parking detection and 

information dissemination, using standard widely available hardware components and camera sensors, 

all of which were located to minimize visual impact to all users of the facility. Future implementations 

should consider reducing the required number of camera sensors through strategic placement under 

assumptions of parking behaviors learned from this study, which would further reduce deployment and 

operational costs. 



 

 

Lastly, in addition to timely and accurate truck parking notifications, forecasting of parking availability is 

also valuable information for drivers and carriers to use while in-transit. The efficacy of forecasting 

algorithms using two different modeling assumptions that describe parking trend behavior were 

evaluated using the parking availability count information provided by the TPIMS interface. The 

performance of the forecasting algorithms was then evaluated using both, sequential detection data, 

and their manually labeled ground-truthed observations, for two time headway predictions of 15 

minutes and one hour. The results indicate that the detection error herein contributed no more than 

about plus or minus one count toward overall prediction errors; typically, the forecasting standard 

errors varied between 10 to 15 percent of the facility capacity. 
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CHAPTER 1:  INTRODUCTION 

Increases in truck freight-borne traffic over the past two decades has raised the attention nationally 

regarding truck parking, and the ability to supply drivers and carriers accurate and timely parking 

availability information in addition to addressing capacity shortages [1, 2]. Concerning the latter, 

without any accurate parking availability information, drivers are faced with the dilemma of either 

continuing to drive fatigued or drowsy to look for available parking-- perhaps driving illegally beyond 

federal Hours of Service regulations, or to park illegally along roadside shoulders and exit ramps, which 

introduces traffic safety hazards [3] and damages pavements, or perhaps to park in secluded off-road 

sites that may introduce personal safety concerns [4]. 

Providing timely and accurate parking notification systems could significantly impact the economic and 

general wellbeing of US citizens through potential reduction in associated crashes and efficiencies in 

shipping logistics. Examination of national crash databases involving commercial motor vehicles (CMV), 

indicates that fatigue was a contributing factor, or critical reason, for a significant number of these 

crashes [5, 6]; for example, a detailed CMV crash investigation and database involving death or serious 

injuries across 24 regions of the US, found that the driver had fallen asleep in 13 percent of the crashes, 

while ‘daydreaming and lack of attention’ was the critical reason in another 6 percent of the crashes 

(data were from 2002, and smartphones were non-existent) [6]. Nationally, US Department of 

Transportation (USDOT) Crash data indicated that in 2013 fatigue was determined to be a factor in 15 

percent of Commercial Motor Vehicle (CMV) involved crashes. There is also some evidence that reduced 

parking availability—whether perceived by the driver or not-- has been correlated with fatigue and 

crashes. For example, a 2007 study for the state of Minnesota found that CMV crash densities increased 

significantly beyond the state-sponsored truck parking rest areas that frequently reach capacity [7]. A 

study of reported CMV lane departure crashes by Hallmark et. al (2009) determined that 14.7 percent of 

all such crashes were a result of drivers falling asleep; they were 33 percent more likely to report being 

fatigued for multi-vehicle reported crashes than drivers involved in single-vehicle crashes [5]. 

The monetary costs of such crashes borne onto the general public is significant. A study in 2009 by 

University of California-Berkley determined that adequate legal truck parking availability effectively 

reduced costs of highway crashes, where driver fatigue was documented as a factor, with a cost benefit 

ratio of 1.61 [3]. A detailed framework was developed [8] to estimate the cost of heavy vehicle crashes 

by severity, truck type, transporting of Hazardous Materials, roadway type, and ensuing traffic volumes 

on the roadways in which such crashes occurred (e.g., deriving congestion, added travel times and air 

pollution measures). Estimates of a single crash involving a commercial heavy vehicle even without such 

factors range from $220,440 involving a minor injury, up to $3,142,831 involving a fatality [10]. 

There are also significant monetary costs borne by the general public and industry as a whole when 

drivers expend extra travel time searching for safe and legal available parking. Over 60 percent of drivers 

recently reported experiencing difficulty parking at least once a week. An informal web survey of over 

4,000 truck drivers in 2013 indicated 40 percent of them search for at least an hour [4], and 80 percent 

search for at least a half an hour. With 1,625,290 drivers in 2015 [2], and average fuel mileage rates 
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typically between seven and less than 10 miles to the gallon, this translates into costing the freight 

industry billions of dollars annually in lost wages and fuel, as well as contributing to environmentally 

damaging fossil fuel emissions. 

Finally, to be sure, many truck parking survey studies have pointed to parking shortages in some regions 

throughout the US [9]–[11]. However, some of the same studies conclude that adding capacity to relieve 

such parking shortages may not be financially tractable because the costs of doing so vary widely based 

on regional, construction, land acquisition, and environmental factors. For example, Garber et. al (2002) 

estimated average costs per stall at under $8,625 (2001) dollars, along an Eastern US interstate corridor 

[12], while the US Department of Transportation Federal Highway Administration (FHWA) compiled per-

stall costs at $22,150 for adding 325 stalls along a Western US corridor as part of a MAP21 1305 

program to target truck parking shortages in 2012 [13]. A study on truck parking by Maze et al. (2010) 

for the state of Minnesota estimated a significantly higher cost than the latter studies, with an average 

cost per truck stall at $60,000, plus maintenance costs [14]. In addition, there is evidence along key 

freight corridors passing through Minnesota, and elsewhere, that truck parking capacity is not utilized 

evenly along adjacent rest areas which are accessed within the same corridor [11,12]. One reason for 

some of the aforementioned inconsistencies in utilization is explained by driver misperceptions about 

parking availability [11]. 

Fully automated truck parking availability and notification systems may therefore be a very cost-

effective way of fully utilizing both new, or existing capacity, since installing and maintaining the 

proposed system is comparatively much lower than building more truck parking spaces alone, while 

similarly reducing the risk (and resulting cost) of crashes, and road maintenance repairs to damaged 

roadway and ramp shoulders created by illegally parked trucks. Accordingly, several state and federally 

sponsored technology pilot test studies throughout this past decade evaluated a myriad of sensor 

technologies to detect available parking (Chapter 2). 

1.1 STUDY OBJECTIVES 

The current pilot study is very timely since building out region-wide, real-time truck parking notification 

systems along nationally recognized key freight corridors—Interstate 94 through the Upper Midwest 

being one of them- has lately received considerable attention to implement and deploy such a system. 

The primary objectives of this study follow:  

 Develop and deploy a multi-camera truck-parking detection system within a state-sponsored 

interstate rest area in Wisconsin by extending a previous detection architecture that was 

developed as part of a previous pilot study completed in the state of Minnesota 

 Develop, integrate, and test a new region-wide truck-parking notification architecture with the 

detection system to provide real-time truck parking notifications from the site deployment, 

 Evaluate detection performance of the deployed system through historical and on-line 

observations 
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1.2 REPORT ORGANIZATION 

The remaining report is organized according to the following chapters. Chapter 2 reviews existing state-

of-the art parking system architectures and technologies. Chapter 3 describes the camera sensor 

placement strategy and the tools developed for the deployment, in the context of the applied 3D 

computer vision approach used for space occupancy detection. Chapter 4 presents, in some detail, the 

methodology for automated camera calibration and 3D scene alignment, as well as the field 

measurements used to implement the methodology. Chapter 5 then summarizes the parking detection 

performance results through comparative observations. Chapter 6 describes the system architecture 

used to disseminate truck-parking notifications from the parking status detections. Chapter 7 presents 

forecasting algorithms to predict near-term parking availability using the system parking detection 

notification data. Conclusions and future recommendations to improve detection and operational 

performance are provided in Chapter 8. Specific hardware equipment documentation for the site are 

provided in appendix A. 
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CHAPTER 2:  BACKGROUND 

Vehicle parking detection and notification systems in general have received significant attention recently 

and within the last ten years. The focus of this study was to implement and evaluate a fixed roadside 

detection system. The parking detection methodologies for such systems can be categorized as either 

following a direct or indirect detection framework.  

2.1 INDIRECT PARKING SPACE DETECTION 

Indirect detection systems use a surrogate measure to estimate parking availability instead of explicitly 

detecting actual parking space availability. Specifically, most indirect parking detection systems 

implement ‘tripwire’ detection to count vehicle ingress and egress events. They have been studied 

extensively due to, in theory, the simplicity in their principle of operation that inherently can scale to 

any number of parking spaces. Many sensor technologies have been proposed in the literature to realize 

the approach, such as video cameras integrated with computer vision algorithms [16], in-pavement 

magnetometers [17], as well as LiDAR and Light Curtain sensors, the latter integrated with an upstream 

Doppler radar [18]. Although these systems can provide a deployment economy of scale, they suffer 

several drawbacks because the counting errors accumulate and drift over time, and thus generally 

requires frequent re-calibration to maintain a desired level of accuracy. Such recalibration required 

manual intervention to correct the counting errors typically once, or more, per day, to maintain a 

desired accuracy of 95 percent. This was achieved remotely by manually tallying parked vehicles 

observed through surveillance cameras. The counting errors were associated from such sources as, 

detecting closely following vehicles as one vehicle, or conversely detecting trailers from cabs as separate 

vehicles, the misclassifying of vehicle types, miscounting ‘bob-tails’ from vehicles that dolly-down their 

trailers, incorrectly identifying foreground objects as trucks (camera system in [17, 18]), or instances 

where occasional vehicles parked on the ramps had interfered with the detectors. Even without the over 

or under-counting errors, such systems cannot automatically correct actual parking space availability 

count errors that are influenced by parking behaviors within the facility. For example, in addition to the 

aforementioned cases where trucks dolly-down their trailer in the parking space, when vehicles block 

more than one space- either through double parking or otherwise blocking the entry to the space, an 

‘accurate’ count will overestimate the parking availability. On the other hand, when vehicles park in 

locations that were not intended to be parking spaces—a scenario that can occur frequently at some 

facilities, the count will instead underestimate parking availability. 

2.2 DIRECT PARKING SPACE DETECTION 

Direct parking space systems, which rely instead on detecting vehicles in designated spaces, do not 

share the aforementioned detection error characteristics. In principle, more persistent detections can 

be achieved since parking detection errors will not accumulate over time, thereby eliminating manual 

re-calibration efforts. One approach utilizes in-ground embedded sensors placed strategically within in 

each parking stall to detect vehicle presence. Fallon and Howard (2011) initially tested this principle by 

arranging a longitudinal arrangement of two commercial off-the-shelf (COTS) wireless electromagnetic 
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sensor ‘pucks’ placed within each parking stall. Similar to loops, when the vehicle passes over the 

sensor, an inductive current generates a threshold adjusted ‘trigger’ signal to either mark a begin, or 

end-time of a parking ‘event’. Detection accuracy was significantly diminished due to the variability in 

maneuver and parking behaviors, such as trailer drops, lane encroachment, as well as the vehicles 

themselves (chassis height, type, axle spacing for example). Extensive testing was eventually abandoned 

after they attempted various heuristics to address these sources of error [17]. More recently, the Florida 

DOT performed ‘side-by-side’ field tests of three commercial in-pavement sensor technologies—

Magnetic/Infrared (NADAP, The Netherlands) and two in-ground Microwave Directional Radar (MDR) 

‘pucks’ (Sensys, Berkeley, CA, and Civic Smart, Milwaukee, WI). A row of three (and in one MDR sensor, 

row of two sensors) were again located longitudinally in the middle of the stall. Note that the MDR 

technologies were tested since in theory they are not prone to the aforementioned errors that caused 

signal interference with magnetometer sensors. Similar to magnetometer sensors, the parking event 

begin/end times are triggered by the MDR when the vehicle passes over them. The equivalent of 

between five and seven days of parking event trigger data were analyzed with reported accuracies 

exceeding ninety-five percent. Note that a few weeks of individual sensor tuning and calibration were 

necessary to achieve the detection performance. A time-lag filter was also employed to the detection 

output signals in order to smooth observed signal ‘glitches’ that would have otherwise caused miss-fired 

false positive parking events between the validated true positive in/out parking occupancy events [19].  

Others have explored anisotropic magnetoresistive-based (ARM) embedded wireless sensors, to detect 

vehicle parking occupancy [20]–[22]. Unlike the electromagnetic puck sensors, ARM sensors output 

three signals associated with the three cardinal directions of a localized magnetic field (e.g., a 3-axis 

magnetometer), and reportedly have much higher sensitivity performance. Proposed pattern 

classification algorithms of the time variant signals are used to classify parking space occupancy. With 

careful tuning and alignment calibration methodologies, high detection accuracies were reported. Signal 

drift due to in part, fluctuations in temperature, and presence of passing vehicles, must also be 

characterized properly. Other packaging of power management and robust wireless communication 

requirements are other noted challenges to be addressed in future research and development efforts. 

The utilization of fixed location camera sensors for direct parking detection has been studied extensively 

since camera sensors are not only ubiquitous in their existing proliferation and low-cost, but can cover 

dozens, or even hundreds, of private vehicle parking spaces at a time. Furthermore, since camera 

sensors are also by nature non-intrusive, their installation and repairs avoid disturbing pavement 

substructures, as well as any need to implement closures of the area facility or the parking stalls 

themselves, which would otherwise impact pavement maintenance budgets. The key in all such 

detection techniques, lies in their methodologies used to discriminate predominately stationary vehicle 

‘foreground’ objects from a stationary background. Wu et al. [23] used mean color of a defined parking 

space region of interest to generate probabilities of occupancy relative to an a-priori color feature of an 

empty space. A sliding window of three parking spaces, moved one space at a time then encodes the 

parking status by disambiguating overlapping probabilities using Markov Random Fields, resulting in 

detection accuracies between 76 and 94 percent. True [24] also utilized color features, but in the form 

of aggregated YCbCr color space histograms, and local feature Harris corner detectors, to build a 
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classifier with 68 to 94 percent accuracy. The luminance component, Y, is discarded to diminish affects 

from varied scene illumination. Other researchers use blob segmentation processes as the first step to 

extract vehicle candidates, such as Mixture of Gaussians (MOG) from moving vehicles entering parking 

spaces [25], [26], or subtractive intensity value separation from background priors [27]. Marmol and 

Servillo enforce real-time blob tracking of cars through local feature detection and a k-NN classifier. To 

reduce initial training requirements, they enhance a smaller set of training data from a public database 

of vehicle images. Researchers in [27] instead extracted Sobel edges within the blobs to create global 

edge density descriptors to discriminate between car objects and the ground. In aforementioned 

methods, shadows artifacts are reduced to better isolate vehicles. Deng et. al [28]also used edge 

density, based on Canny edges, in addition to intensity variance and per-pixel correlations to derive a 

Bayes classifier with PCA feature size reduction that achieved detection rate of 99 percent but over a 

single, unconcluded car parking spot. Al-Absi et. al [29] also used a public database of cars as training 

data to build code book of global Harr-like features on parked vehicles, which was then used to 

subsequently train a decision tree classifier. Rectified parking space regions were fed into the classifier 

to obtain an overall 90 percent detection rate across three parking spots with 30 labeled parking events, 

but more extensive testing is needed. Unlike aforementioned 2D approaches, Huang et. al [30] utilized 

conceptual 3D object hypotheses through simple box-primitive priors to model the private vehicle 3D 

geometry (thus assuming consistent object geometry characteristics of a private vehicle’s size and 

shape). Histogram of Gradients (HOG) features are calculated across multiple image patches, rectified 

through their projections onto each ‘visible’ surface of the 3D box model (parked vehicle presence 

hypothesis). Computational efficiency and robustness is achieved by reducing the dimensionality of the 

HOG feature space through multiclass Linear Discriminant Analysis (LDA). The presence of a parked 

vehicle is then inferred through a maximum likelihood classifier, with an overall detection accuracy of 

about ninety-eight percent. 

The methods discussed thus far are machine learning approaches many of which require extensive 

training to ensure their accuracy. Further, occlusions and lighting, as well as other environmental affects 

still present challenges for many these methods. Perhaps most importantly, they were developed and 

tested for private vehicles, which are considerably shorter than full size commercial tractor-trailer rigs, 

and the relative camera heights to capture multiple parking spots are much greater than could be 

practically achieved at the truck parking facility (for many of the studies, an equivalent camera height to 

match pole height to vehicle height ratios would need to be elevated approximately 95 to 108 feet). The 

detection architecture tested in this study utilizes directly 3D structure within the scene through multi-

view camera based 3D reconstruction, from unknown camera locations, and varying intrinsic optical 

characteristics. Although, this requires deployment of more sensors to provide overlapping redundant 

views, no extensive training data are required for deployment and proper operation. 
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CHAPTER 3:  SITE DEPLOYMENT AND CONFIGURATION 

This chapter presents briefly the engineering deployment strategies for the camera sensors and design 

specifications for the computer vision detection system. To this end, the Wisconsin DOT selected Rest 

Area number 61, located near Menomonie, Wisconsin within Dunn County, at eastbound mile marker 

43. The published on-line documentation lists 25 truck parking stalls [31]. However recent observations 

of aerial photos, as well as on-site visits, instead indicated 24 marked truck parking stalls (the vehicle 

parked on the far left in Figure 3.1 is actually blocking a pass-thru lane to the front of the facilities). The 

subsequent discussions will assume the latter capacity number.  

 
Figure 3.1 Aerial photo of Rest Area 61. 

 

Figure 3.2 Site photos of Rest Area 61. Parking within on and off-ramp locations are evident as well as parking 
behind available spaces. 

   

 

3.1 COMPUTER VISION 3D FRAMEWORK 

The essence of our computer vision approach for parking space occupancy detection is the 

segmentation of foreground objects (e.g., vehicles) through 3D scene background subtraction using 

multi-view point Structure from Motion (SfM) methods to simultaneously recover camera locations and 
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3D scene geometry. The SfM solution is achieved using the Bundler, a set of tools and libraries that were 

originally developed to address the emergence of photo tourism applications [32]–[34]. A brief synopsis 

of the theory of operation of the algorithm is described here in order to provide relevant context to 

results of this study; a more detailed overview of the underlying theoretical constructs can be found in 

[35], [36]. Importantly, a-priori knowledge of the intrinsic (optical properties) and extrinsic (location and 

orientation) properties of the cameras is not necessary. Such a stipulation relaxes field deployment and 

system pre-calibration requirements considerably. The parking space detection algorithm first generates 

a 3D structural representation of the parking facilities, followed by automated spatial alignment, then 

segmentation, and finally occupancy status classification (Chapter 4). 

SIFT features, and their image point locations, 𝒙𝑖,𝑗  are computed for each acquired image snapshot, 

𝑗 , with in the 𝑗 = 1 … 𝑚 [37] overlapping camera views (𝑚 = 3 cameras). An initial set of putative image 

feature point k-Nearest Neighbor matches between each image pair is then computed using the SIFT 

Euclidian feature distance ratios. A standard projection function that transforms a real world, initially 

unknown, 3D point location 𝑿𝑖 to a corresponding 2D image feature point location, 𝒙𝑖,𝑗, is described as 

the common perspective transform representation: 

 𝜆 ⋅ 𝒙′𝑖,𝑗 =  [𝑲][𝑹 | 𝒕 ] 𝑿𝒊 (3.1) 

where 𝑿𝑖 is a 4x1 homogeneous column vector, 𝒙′𝑖,𝑗 is a 3x1 homogeneous column vector of the 

undistorted image coordinate of 𝒙𝑖,𝑗, the 𝑲 is the (3x3) intrinsic camera parameter matrix, which 

projects the 3D coordinate onto the image plane, and the upper (3x3) direction cosine matrix 𝑹, and the 

upper (3x1) vector 𝒕 compose the (3x4) extrinsic matrix, which transposes the world coordinate 𝑿𝑖 into 

the camera frame. The coefficient 𝜆 represents an arbitrary scale factor; in this case, image coordinates 

and successive focal length estimates, are normalized with respect to the image pixel resolution. Again, 

in our case, each camera position and orientation, 𝑹 and 𝒕, and its intrinsic parameters, 𝑲, are 

unknown. For a ‘pin-hole’ camera model, the form of 𝑲 is simply a diagonal matrix with the first two 

diagonal elements representing the focal length. Experimental evidence from the previous pilot study 

determined that there was considerable barrel lens distortion of the acquired images, and this can be 

compensated with the Bundler by imposing a polynomial radial distortion model which effectively shifts 

image points, away, or toward, the optical center. With a 4th order polynomial, this introduces two more 

unknowns representing the coefficients, in addition to the unknown focal length. The Bundler then 

efficiently seeks to minimize the following cost objective function, ℂ, across the cameras and given 

image points, as presented in [31]: 

 
ℂ =  ∑ ∑‖𝑄(𝒂𝒋, 𝒃𝒊) −  𝒙𝑖,𝑗‖

2
𝑛

𝑖=1

𝑚

𝑗=1

 
(3.2) 

where ‖∙‖2 is the L2 norm distance between the estimated image point, �̂�𝑖,𝑗 = 𝑄(𝒂𝒋, 𝒃𝒊) , and a 

corresponding actual image point 𝒙𝑖,𝑗 in (4.9). The parameter vector 𝒂𝒋 represents each of the 12 

extrinsic parameters on the right-hand side of (4.9), and the parameter vector 𝒃𝒊 the scaling parameters, 
including the optical distortion correction model, on the left hand side of (4.9).  
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Computing the derivative of the above cost function and rearrangement of Jacobian derivative matrix 

terms, results in a sparse block matrix which is then solved very efficiently using gradient based 

optimization methods. It should be apparent that (3.1) and (3.1) can be generalized to any number of 

camera views, without the requirement that each image coordinate should match in all m camera views. 

RANSAC is used to remove outlier putative matches 𝒙𝑖,𝑗 as determined by the computed L2 norm 

difference between �̂�𝑖,𝑗  and 𝒙𝑖,𝑗 after each iterative minimization step of the cost objective function. 

After each solution, additional optimizations are performed with a RANSAC procedure to remove image 

re-projection outliers to further refine the parameter estimation. Note that before the aforementioned 

iterative adjustment procedure is carried out, the initial putative SIFT point matches between successive 

camera pairs are refined with initial camera poses and focal length estimates by a separate iterative 

procedure based on homography constraint violations [36]. The aforementioned steps are done to 

reduce the chances of finding a local poor local minimum. For the deployed truck parking system, an 

initial coarse approximation of focal length derived from the manufacturer specifications on each PTZ 

camera is input into the Bundler. 

At the end of execution, the Bundler outputs the sparse 3D coordinate point cloud reconstructed from 

the remaining 2D SIFT feature image point inliers matched between two, or more, of the images. The 

recovered 3D structural information of the scene using only these 3D points from this methodology 

alone was insufficient for robust parking status classification. Thus, a more dense 3D point-cloud 

representation of the scene was reconstructed using an image Patch-based Multi-view Stereo 

reconstruction (PMVS) 3D point reconstruction algorithm [38], [39]. A brief description of this approach 

is provided below. 

The key idea of PMVS, which uses the Bundler estimates of the intrinsic and extrinsic parameters for 

each camera, is that a localized surface patch model is used to perform putative matches of associated 

image points falling on the epipolar lines between each set of camera pairs (again since 3 cameras are 

used, there are 𝑛 ∙ (
𝑛−1

2
) = 3 such pairs). A small image patch is projected onto a square surface patch 

which is then rotated (pitch and yaw) with respect to the camera image planes. The reconstruction 

algorithm performs an iterative process of matching, expanding, and filtering. The matching process 

consists of matching patches, 𝑝 𝑖𝑛 ℝ2 along epipolar lines using normalized cross-correlation based on 

either Harris corner point or Difference of Gaussian features starting at the closest point candidate to 

the image plane (a patch size of 5x5 pixels provided the best results for this system). In each putative 

match, an initial 3D center position for each patch, 𝒄(𝑝) 𝑖𝑛 ℝ3 and its surface normal 𝒏(𝑝) 𝑖𝑛 ℝ3 are 

used to compute a normalized cross-correlation score. 𝒄(𝑝) and 𝒏(𝑝) are obtained by iteratively 

rotating the surface patch until the highest normalized cross-correlation score is obtained between the 

projected image pixels on the patch. The correlation score and location surface patch data are 

associated with 2x2 pixel cells containing the image coordinates. The expansion step consists of 

marching through remaining empty cells with a similar process; the filtering step performs photo-

consistency checks, using the surface patch parameters and depth information to resolve surface 

discontinuities; for example, a person or part of a vehicle enters one camera view but is not present in 

the others, or water droplets form on the protective lens cover of the enclosure during snow or rain 

precipitation, or sunlight glare interferes with the image, and so on, all of which will similarly affect 
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photo-consistency between each of the camera views. The above 3 steps are repeated until all the cells 

have been tested amongst the camera pairs. The quasi dense 3D reconstruction step is by far the most 

computationally intensive aspect of the detection algorithm due to the iterative nature of the sequential 

matching, expansion, and filtering steps. 

3.2 SITE DESIGN CAMERA PLACEMENT 

The Wisconsin department of transportation (WisDOT) requested a deployment strategy to minimize 

conspicuity of the cameras to rest area patrons, primarily by locating the cameras along the back side of 

the truck rest area parking facility. In this regard, the UMN team had previously tested and deployed both-

-front-of-vehicle facing, and back-of-vehicle facing, camera locations, through the Minnesota pilot study. 

The results indicated that front-facing positions tended to produce better results than the rear-facing 

positions, primarily due to less cross-lane occlusion, as well as the abundance of structural and visual 

features of most tractor cabs vs. the attached freight trailers in general. The curved lot designed, with 

‘fanned’ parking stalls, also represent an interesting departure from the straight row linear slanted stall 

designs used within the state owned truck parking facilities in Minnesota. A camera configuration and 

placement analysis was conducted by developing tools that simulate camera perspectives, coverage, and 

the level of depth disparity that would be achieved from different hypothesized camera locations. In the 

analysis, described below, the relative positions for each of a group of three cameras, suspended 

horizontally atop each pole, were used to match the pole specifications utilized by WisDOT. 

For any deployment, there are trade-offs between the size of the field of view, camera height, occlusion, 

and 3D reconstruction quality, that must be taken under consideration. For a given camera field of view, 

cameras placed closer to the parking stalls potentially can produce better 3D reconstructions at a 

computational cost of requiring more images to process to cover the same number of spaces. In 

addition, there is a complex interplay between relative height and distance of each camera from the 

stall line (for example, the front stall line), amount of cross-lane parking space occlusion, and the 

number of spaces captured in a single set of overlapping camera views. For example, through extensive 

experimentation and deployment tests conducted as part of the previous Minnesota Truck Parking pilot 

study, 3D reconstructions suitable for space occupancy detections were achieved with a horizontal view 

scape of approximately ninety-five degrees, using up to three Pan-tilt-zoom (PTZ) HD cameras with a 

maximum horizontal field of view of fifty-four degrees. The maximum horizontal baseline between any 

two cameras was 13.5 feet apart, and were elevated about thirty-five feet from the parking lot surface, 

with thirty-five-foot crank-down camera poles (Millerbernd Mfg, Winsted MN). The maximum number 

of spaces that can be detected under that configuration varied between seven and eight spaces 

depending on the relative center base-line distance from the stall and subtended angle (with slanted 

parking stall designs). A maximum straight line distance was approximately 140 feet between the center 

pole and the left or right front stall under these conditions. The specifications for the camera sensors 

deployed in this study (AXIS Q6055) differed somewhat, in particular the field of view is 62.8 degrees 

horizontal, by 36.8 degrees vertical, field of view—an increase of fourteen percent.  

Thus to consider the aforementioned interplay between the variables in order to guide engineering 

judgement for possible camera pole locations, and the number of poles to deploy, the UMN team 
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developed tools that modeled vehicle-on-vehicle occlusions and the maximum level of depth disparity 

given a set of camera locations and a parking scenario. Alternatively, one could perform multiple in-situ 

field tests. However, such in-situ experimentation becomes very resource intensive and, more 

importantly, for some scenarios the team wished to explore, impractical, or impossible to conduct. The 

inputs to the tools were the specified camera field of view (focal length), the pole height and relative 

locations of the possible pole mounting locations of the camera sensors, a library of different 3D models 

of vehicles, and an aerial image and a CAD plan drawing of the site that was supplied by WISDOT. The 

aerial image, constructed by stitching together a series of overlapping screen shots from Google Maps, 

was then rubber-banded with the site plan drawing coordinate system using common tie-points that 

were identified between the CAD drawing and the aerial image. This method resulted in a RMS 

horizontal deviation of under one foot between the tie-points (sidewalk corners, picnic shelter features, 

light pole bases, etc.). The 3D CAD model library of trucks and cars were compiled from a collection of 

freely available models on the internet. Lastly, small variations in ground and parking lot surface 

elevation (about plus or minus one foot estimated from the DGPS survey) were not represented in the 

tools, thereby representing the parking lot facility as a perfect plane.  

A 3D visualization tool, built using the OpenSceneGraph, allowed camera poles and vehicles to be 

interactively ‘dragged’ to different locations and orientations (figure 3.3). Upon exiting the visualization 

tool, the last state of camera and pole locations are then stored in the site plan DXF drawing 

coordinates. The position and orientation states for each vehicle were also saved by the 3D visualization 

tool in order to reference them as a starting point for other scenarios. The XY planar locations and 

orientation of the poles were then used to concurrently calculate and produce depth disparity contour 

‘maps’, overlaid onto the aerial image, which will be described further below. 

 

 
Figure 3.3 Deployment visualization tool. 

The cameras on the left pole (BOTTOM), are panned to view 5 spaces of a overcapacity scenario. Other poles 
were dropped and dragged to other nearby candidate locations (BOTTOM). The amount of occlusion between 

each space is immediately evident (TOP) 
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A comparison of estimated reconstruction depth coverage between locating the poles at the front of the 

parking lot vs. the rear of the parking lot is shown in figures 3.4 through 3.6 by using an estimate of the 

disparity angle range used for 3D reconstruction. A brief explanation of these plots are provided. In very 

simplistic terms, the depth error, 𝜖𝑧, between any two cameras separated by a baseline distance, b, with 

a known focal length, f, a given perpendicular distance, Z, and a correspondence matching error, 𝜖𝑑, can 

be described by the following relationship [40], 

 
𝜖𝑧 =

𝑍2

𝑏𝑓
∙ 𝜖𝑑 

(3.3) 

which reveals that disparity depth errors increase by the square of distance from the camera, as well as 

inversely with diminishing baseline between camera pairs. The disparity angle can be computed through 

cosine vector dot-product between b and 𝑍 in the camera coordinate system, which are then discretized 

within specified contour ‘disparity’ lines. Note that the disparity angle range is an estimate based on 

previous experimentation for ‘typical’ truck parking scenes to observe general 3D reconstruction quality 

with the aforementioned algorithmic approach. 

 
Figure 3.4 Front-of-vehicle facing camera pole placement disparity angle range map. 
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Figure 3.5 Back-of-vehicle facing camera pole scenario disparity angle range map; 

The pole placements are 25 feet from back of pavement. 

Figure 3.6 Back-of-vehicle facing camera pole scenario disparity angle range map. 
The pole placements within 3 feet from back of pavement (single pole map rendered indicated for clarity). 

Secondly, and actually generally as a ‘rule-of-thumb’, the maximum horizontal camera base line 

between the mounted cameras should be orientated perpendicular to the centered parking stall line 

lane. The ‘major’ axis representing orientation of the disparity contours is perpendicular to the baseline 

formed between the outer most two cameras (the green points on each side of the red pole location 

points in the figures 3.4 through 3.6). As alluded to previously, what cannot be expressed in the output 

of the tools, is the relative contribution of actual scene feature details, environmental lighting, and 

image signal noise, toward reliable recovery of the 3D scene structure and the unknown relative camera 

positions, all of which occur naturally (and unpredictably) during continuous operation of the system. 
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3.3 MULTI-CAMERA 3D RECONSTRUCTION FIELD TESTING 

Three Axis Q6045E Mark II cameras, all owned and procured by WisDOT, were mounted on each of a total 

of five camera poles. A small 12x12 inch NEMA enclosure included a shut-off breaker, surge protector, 

Controlweb X-310 relay, managed switch (Comnet), and POE injectors for the cameras, were mounted on 

four of the five poles. On the remaining pole, a larger Eagle Size 4 NEMA Traffic cabinet (24”x18”x51”) 

was mounted on the remaining pole that contained the same equipment as the other poles in addition to 

remote communication and the vision processing associated hardware. Four fanless, sealed, wide-

temperature, i7 low power (35W) processing units (Neousys Inc.), were specified, procured, and installed, 

by the U of Minnesota team. The processors were used to support the system image acquisition, computer 

vision processing, and data communication modules. Other supporting components were also procured 

and installed by the U of Minnesota, primarily to assist with remote trouble-shooting and maintenance. 

Further deployment details are described in the appendix. 

The cameras were then aimed at groups of parking spaces after which the 3D reconstructions and image 

sets were then subsequently recorded. This step was repeated several times, after examining the 3D 

reconstruction output. Such iterations are necessary because, as previously discussed, the 3D 

reconstruction algorithms require matching image features, rather than pixel based matching, across the 

three camera views. Generally, there is an interplay between capturing the natural scene features within 

the image and the physical distances of the features from each of the cameras, in addition to the lighting 

levels, which are all site and parking scenario dependent. In particular, with our approach, good SIFT and 

Harris features candidates are associated with corners formed from meeting edges, textural patterns, and 

shadows, for example. During the adjustments, the 3D reconstruction representations generally improved 

(higher point cloud densities with more scene and vehicle features reconstructed) when the camera views 

include ‘background’ features beyond the front of the parking spaces of the facility (recalling that all the 

cameras view the rear of the vehicles and parking stalls). This aspect could not have been predicted using 

the visual tools alone.  

Figure 3.7 Camera system field deployment. 



15 

To conclude, as indicated in the analysis, the front-of-vehicle facing configuration utilizes one less pole. 

This is actually not too surprising due to the curved-circular design of the facilities; outward facing 

cameras naturally cover more parking spaces formed by the lane line ‘spokes’ emanating about an arc 

center. However, as mentioned previously there was a general consensus that such a design would be 

impose a greater operational impact on the rest area facility and users. 

Secondly, and very importantly, the absolute 3D spatial Euclidian arrangement of objects within the 

scene cannot be directly measured from the raw 3D point cloud data of the scene, since the SfM 

solution to the relative poses of the cameras are expressed up to arbitrary scale, and their absolute 

locations in the world are arbitrary as well [33]. The resolution of this shortcoming of the SfM 

methodology is crucial for parking detection, since the size and locations of the vehicles and parking 

spaces must be known and constant, consistent from one sample solution set to the next over time. 

This, and the associated site calibration preparation, will be more clearly elucidated in the next chapter. 
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CHAPTER 4:  SITE CALIBRATION 

As mentioned previously in chapter 3, a crucial step is the alignment of the reconstructed 3D scene in 

order to allow removal of the non-vehicle ‘background’ from the vehicle ‘foreground’, since the absolute 

position, orientation, and scale of the 3D reconstruction is expressed arbitrarily.  

There are two aspects of the automated self-calibration process that our system addresses. First, the 3D 

reconstructed representation of the scene is expressed in a coordinate system of an arbitrary scale, 

position, and orientation that does not correspond to real-world any location or measurements. In 

addition to this ambiguity, each camera’s intrinsic (optical characteristics) and extrinsic parameters are 

unknown and vary over time, in accordance to varied environmental and scene conditions (wind, lighting 

and focus adjustments, and so on).  

The alignment algorithm will be presented next from [41] to provide context to the summarized 

methodology of the field and post-processing procedures used at the pilot site.  

4.1 3D PARKING SPACE AUTO-CALIBRATION ALIGNMENT ALGORITHM 

First the end points and mid-points of each parking space lane line, 𝑳𝒊, 𝑖 = 1 … 𝑚, surveyed using the 

Trimbe R2 survey instrument that obtained the RTK corrections from the WISCORS Virtual Reference 

Station network. The relative horizontal distance between survey points on each end of a lane line were 

within 2 inches from a tape measurement, while the difference in elevation from a fitted flat plane were 

no more than 0.4 meters due to the lot surface crown (15.75 inches, Jackson County, NAD83 Wisconsin 

Reference Coordinate System). For each overlapping image set from the camera pole, 𝑰𝒏, 𝑛 = 1 … 3 

camera views were acquired at sample time 𝑠, where by the extrinsic and intrinsic parameters for each 

camera are obtained by the Bundler described in chapter 3. A set of image points 𝒑𝒊,𝒏 corresponding to 

𝑖 = 1 … 𝑐, 𝑐 < 𝑚 survey points 𝑳𝒊, 𝑖 = 1 … 𝑐 that can be projected into all 𝑛 camera views. The intrinsic 

and extrinsic parameters are used to back project the undistorted 2D image point 𝒑𝒊,𝒏
′  into its equivalent

world coordinate �̂�𝒊, using each camera pair (𝑗, 𝑘). With three cameras, there will then be 3 × (3 − 1) ÷

2 = 3 back projection solutions for �̂�𝒊 with 𝑗, 𝑘 =  {{1,2}, {2,3}, {1,3} }. For each solution, a back 

projection error vector, 𝝐𝒊,(𝒌,𝒋) , is computed as the difference vector orthogonal to the two closest 3D 

points, 𝜶𝒋, 𝜷𝒌 lying on each of two normal direction rays, 𝒖𝒋 =  𝒑𝒊,𝒋
′ 𝑓𝑗⁄  , 𝒖𝒌 =  𝒑𝒊,𝒌

′ 𝑓𝑘⁄  emanating from

the camera pair (𝑗, 𝑘) focal centers, 𝒄𝒋, 𝒄𝒌. This relationship is mathematically described as: 

 𝝐𝒊,(𝒌,𝒋) =  𝜶𝒋 −  𝜷𝒌 (4.1) 

 �̂�𝒊 =  𝝐𝒊,(𝒌,𝒋) 2 + ⁄ 𝜶𝒋 (4.2) 
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where 𝜶𝒋 =  𝒄𝒋 +  𝑎𝑗 ∙ (𝒖𝒋 −  𝒄𝒋) 𝑑⁄  (4.3) 

 𝜷𝒌 = 𝒄𝒌 +  𝑎𝑘 ∙ (𝒖𝒌 − 𝒄𝒌) 𝑑⁄  (4.4) 

The scalars 𝑎𝑗, 𝑎𝑘, and 𝑑 computed by: 

𝑎𝑗 =  (𝒖𝒌 − 𝒄𝒌) × (𝒄𝒋 − 𝒄𝒌) ∘ (𝒖𝒋 − 𝒄𝒋) × (𝒖𝒌 − 𝒄𝒌) 

𝑎𝑘 =  (𝒖𝒋 − 𝒄𝒋) × (𝒄𝒋 − 𝒄𝒌) ∘ (𝒖𝒋 − 𝒄𝒋) × (𝒖𝒌 − 𝒄𝒌) 

𝑑 =  (𝒄𝒋 − 𝒄𝒌) × (𝒖𝒌 − 𝒄𝒌) ∘ (𝒖𝒋 − 𝒄𝒋) × (𝒖𝒌 − 𝒄𝒌) 

Three estimates of �̂�𝒊 are computed and retained: 1) the mean value between all camera pairs, 2) the 

minimum error 𝝐𝒊,(𝒌,𝒋)  estimate of �̂�𝒊, and 3) the estimate associated with the largest projection angle 

between 𝒖𝒋 and 𝒖𝒌. For each set of estimates, a least-squares fit of the parking lot plane is computed, 

with outlier removal. The remaining set of 𝑟 back projected coordinates in the acquired time sample 𝑠 are 

then used to estimate the initial similarity transformation composed of a uniform scale, 𝑆𝑠, a rigid body 

rotation matrix, 𝑹𝒔, and translation vector, 𝒕𝒔. Such an estimate follows from the procedure in [42] by first 

normalizing each �̂�𝒊, and 𝑳𝒊 relative to their respective point centroids, thereby providing an estimate 

�̂�𝑠 for the uniform scale factor e.g: 

�̂�𝒔,𝒊 = 
(�̂�𝒔,𝒊 − �̂�𝒔)

‖�̂�𝒔,𝒊 − �̂�𝒔‖
(4.5) 

𝒍𝒊 =  
(𝑳𝒊 − 𝝆)

‖𝑳𝒊 − 𝝆‖
(4.6) 

�̂�𝑠 =  
‖𝑳𝒊 − 𝝆‖

‖�̂�𝒔,𝒊 − �̂�𝒔‖
(4.7) 

where 

�̂�𝒔 =  
1

𝑟
∙ ∑ �̂�𝒔,𝒊 , 𝝆 =

1

𝑟
∙ ∑ 𝑳𝒊

𝒓

𝒊=𝟏

𝒓

𝒊=𝟏

(4.8) 

The uniform scalar follows from the normalized representations in (4.5) and (4.6), can be expressed as 

quaternion vectors, with the real component, 𝑞0 set to zero. The unknown rotation, 𝑹𝒔, to transform each 

normalized back projected 3D coordinate �̂�𝒔,𝒊 into the reference coordinate 𝒍𝒊 can also be expressed as a 

quaternion, �̂�𝑹𝒔
 through Euler’s formula, which then can be estimated with least squares by constraining

‖�̂�𝑹𝒔
‖ = 1, and row-wise augmentation of all �̂�𝒔,𝒊, and 𝒍𝒊  [42] of the following quaternion equation:
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�̂�𝒍,𝒔 × �̂�𝑹𝒔
− �̂�𝑹𝒔

× 𝒒𝒍 =  0 (4.9) 

The estimate of the 3D translation is computed directly from equations (4.5) through (4.7): 

�̂�𝑠 =  𝝆 − �̂�𝒔 ∙ �̂�𝑠 (4.10) 

 Recall that from the time sample 𝑠 three separate sets of the remaining 𝑟 matched points (�̂�𝒔,𝒊, 𝑳𝒊), 𝑖 =

1 … 𝑟, are used to compute their representative rotation, translation and uniform scale parameters 

defined respectively in (4.9), (4.10), and (4.7). A final representative set of back projected coordinates, 

{�̂�𝒊,𝒔
′ } is selected based on the aforementioned similarity transformation parameters which produce the

smallest RMS error from 𝑳𝒊. 

To reduce the effect of the crown, and other 3D reconstruction artifacts that cannot be removed using 

the inform scale corrections, a second alignment refinement step was therefore developed to correct for 

non-linear scale effects in the real-world 3D space. A first order correction in the horizontal x,y plane is 

estimated using the matching set �̂�𝒊,𝒔
′  and 𝑳𝒊, while a second order correction model to correct elevation,

∆𝑍 , was estimated using the dense transformed 3D PMVS reconstruction data: 

∆𝑋 = 𝑎0 + 𝑎1 ∙ 𝑔𝑥 + 𝑎2 ∙ 𝑔𝑦 (4.11) 

∆𝑌 = 𝑏0 + 𝑏1 ∙ 𝑔𝑥 + 𝑏2 ∙ 𝑔𝑦 (4.12) 

∆𝑍 = 𝑐0 + 𝑐1 ∙ 𝑔𝑥 + 𝑐2 ∙ 𝑔𝑦 + 𝑐3 ∙ 𝑔𝑥 ∙ 𝑔𝑦 + 𝑐4 ∙ 𝑔𝑥
2 + 𝑐5 ∙ 𝑔𝑦

2 (4.13) 

Note 𝑔(.) in (4.11) through (4.13) refer to the x,y,z components of the transformed quasi-dense PMVS 

reconstruction points, 𝒈𝒊
′. 

The elevation correction procedure searches for good candidate dense points that are representative of 

the parking lot surface using the following 2-step filtering method. First, an elevation boundary is placed 

above, and below, the plane based on the aforementioned RMS error along the vertical axis relative to 

the reference survey points, 𝑳𝒊. The second step filters the remaining dense reconstruction points by 

applying a threshold of the directional difference of the computed PMVS patch surface normal from the 

estimated parking lot surface normal. A threshold value of |25°| was determined experimentally. This 

procedure reduced the RMS error between �̂�𝒊,𝒔
′  and 𝑳𝒊 to under 1.5 ft. (0.40m) under most cases.

4.2 SITE DATA COLLECTION AND INITIAL CALIBRATION 

The calibration process consists of creating a ‘grid’ of the known world points 𝑳𝒊 to align and scale the 

computer vision processed 3D reconstructions to the parking lot surface and lane boundaries. A 
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minimum of four XYZ survey points within each overlapping camera view are required for the 

aforementioned alignment methodology. This was achieved using a Trimble R2 RTK differential 

correction survey device connected to the Wisconsin CORS geospatial network (Continuous Operating 

Reference Station) to capture the endpoints of the parking stall lane lines. Note that in principle, the grid 

points could have been located anywhere within the overlapping camera views, but utilizing the stall 

lines provides an obvious connection with the physical stall boundaries and allows inclusion of other 

fiducial grid points to added easily; two intermediate points spaced 25 feet along the surveyed lane line 

were also marked using a reference rod placed collinearly along the lane line. Several additional marks 

behind the stalls were also surveyed to use for both, validation and as additional reference points. The 

data were collected and automatically projected into county coordinates, with a reported horizontal 

accuracy within a three centimeters (from the Trimble instrument in ‘topo mode’). Bright marking paint 

was used in order to identify the marks from image data to be collected during the calibration itself. A 

tape measure distance between a few points was also done to check the accuracy. 

The resulting real-world parking surface grid is show in Figure 4.3. The red labeled points represent 

interpolated data derived from the surveyed end points along the stall line.  

Figure 4.1 Resulting Marked calibration grid at Rest Area 61. 
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Figure 4.2. : Extrapolation of survey points along parking lane lines ts 

Figure 4.3. : Site calibration grid points 

Several dataset samples were then harvested to use for the alignment calibration process. For this 

process, the aforementioned initial grid of survey points was used to build image correspondence tables 

that are used by the computer vision alignment algorithm to ‘self-calibrate’ as described in section 4.1. 

In this study, they were also used to represent the corner points of the parking spaces for the vehicle 

occupancy detection algorithm. The grid of calibration points, with the inferred lane lines, are shown in 

figure 4.3, while figures 4.4 and 4.5 illustrate the XYZ reference-image point correspondence process for 
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the East and West end f the parking facilities for one of the three mounted camera pairs. The 

correspondence process is repeated for all overlapping camera views. 

The correspondence between 𝑳𝒊, 𝑖 = 1 … 𝑐 and their respective 2D images points, 𝒑𝒊,𝒏 were then 

identified digitized manually (e.g., right hand images in figures 4.4, 4.5). Note that the initial calibration 

process was designed to be completely non-intrusive and not require any lane closures during any of the 

calibration tasks. For example, if trucks are parked over calibration marks, or are otherwise occluding 

them from being observed from the camera images, more image samples are collected over time to 

eventually capture them after the vehicle leaves the space. 

Figure 4.4. : Survey point map and camera image point correspondences, pole #5 

Figure 4.5. : Survey point map and camera point image correspondences, pole #1 

4.1 DETECTION CLASSIFICATION 

A verification of the calibration was then completed using a limited set of collected samples by 

processing the detections off-line, and manually inspecting the alignment and parking status result. 

More concretely, an a-priori decision boundary, based on the fraction of above ground 3D points within 

each parking stall, was used to classify the parking status for parking space on the 3D aligned point 

cloud. The decision boundary was empirically derived through the previous Minnesota truck parking 
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pilot study. To briefly summarize the estimation process, first the total number of 3D points that are 

between one foot (0.3 m) and a ‘clearance height’ of 16.4 feet (5 m), and within a rectangular cell, which 

lies within the parking stall lane lines, are divided by the total number of 3D points to compute a 

fractional probability value. This was calculated for 21,588 observations = 6 parking stalls x 3,598 image 

samples. The 3D point probabilities can then be used be used to determine an optimal decision 

boundary through minimization of type I (False Occupancy) and type II (False Vacancy) errors through 

the Golden Section search. An example of a stored parking status detection result, and the computed 

above plane 3D point probability for a given set of 5 parking stalls is shown in figure 4.6. The left-most 

stall corresponds to space number 11, and then counting to the right four more spaces, corresponds to 

the occupied stall, 15 in the XML status detection report. A typical sample of the scaled and aligned 3D 

reconstructions show in figure 4.7 illustrate suitable global 3D alignment and scaling to execute 

foreground 3D segmentation of vehicles required to compute the above-aforementioned point 

probability scores. 

Figure 4.6. XML detection stream representation 



23 

Figure 4.7. Calibrated planar aligned 3D reconstructions of the parking spaces. 
Typical example of daytime (top) and nighttime (bottom) reconstructions. 
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CHAPTER 5:  TRUCK PARKING DETECTION PERFORMANCE 

Detection performance evaluation was done through both, ‘on-line’ observations, and a more detailed 

‘off-line’ analysis of parking detection errors. The on line observations allow a simple method to do 

intermittent on-line checks on general detection accuracy and system operation, albeit does not reveal 

sample to sample performance over time. The latter analytical approach and results will be presented 

first, followed by results using on-line observational tools to estimate parking status detection 

performance.  

5.1 PARKING STATUS DETECTION PERFORMANCE 

In order to conduct a detailed per-space detection performance analysis, first multiple data samples were 

harvested locally from the vision processors on site. Each sample contains the original camera images 

used by the detection algorithm. A ground truth labeling tool was then employed to notate the observed 

parking status across a group of spaces that were monitored through the detection process. The parking 

stall numbers for each observation are shown in figure 5.1. In cases where trucks appear to block the 

entrance into stall because they parked directly behind it, the team decided to label the block stalls in 

such a scenario as “occupied” (figure 5.2). 

Figure 5.1. Ground truth labeling examples for RA61 parking spaces. 
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Figure 5.2. Ground truth labeling examples for trucks blocking parking spaces. 

The resulting observations were then paired with the per-space detection data (described in chapter 4) 

to obtain the general detection performance metrics: 

𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  (1 −  
𝐹𝑁 + 𝐹𝑃

(𝐹𝑁 + 𝐹𝑃 + 𝑇𝑃 + 𝑇𝑁)
) ∙ 100% 

(5.1) 

𝑠𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 = (
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
) ∙ 100%, 𝑠𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =  (

𝑇𝑁

𝑇𝑁 + 𝐹𝑃
) ∙ 100% 

(5.2) 

where, 
𝐹𝑁 = 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒, 𝑜𝑟 𝑖𝑛𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑠𝑝𝑎𝑐𝑒 𝑎𝑠 𝑣𝑎𝑐𝑎𝑛𝑡  

𝐹𝑃 = 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑠𝑖𝑡𝑖𝑣𝑒, 𝑜𝑟 𝑖𝑛𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑠𝑝𝑎𝑐𝑒 𝑎𝑠 𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑 

𝑇𝑃 = 𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑠𝑖𝑡𝑖𝑣𝑒, 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑠𝑝𝑎𝑐𝑒 𝑎𝑠 𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑  

𝑇𝑁 = 𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒, 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑠𝑝𝑎𝑐𝑒 𝑎𝑠 𝑣𝑎𝑐𝑎𝑛𝑡  

In this case the sensitivity refers to correct occupancy status detection rate, while the specificity indicates 

the correct vacancy status detection rate. The detection accuracy combines both detection performance 

measures. All taken together, they indicate an expression which is theoretically robust to variations in the 

observed proportion of occupied spaces and vacant spaces. 

As described in section 4.1 , parking space status can be calculated using the a-priori decision boundary. 

In essence, such a process is one method that can then be used to further ‘tune’ the detection algorithm. 

An initial validation data containing of 9,316 samples containing parking status results for all twenty-four 

spaces recorded between February 22, 2017 and March 27, 2017, were harvested to carry out this 

method. The validation set captured the natural variations in parking, weather, and lighting conditions. 

Table 5.1 compares the detection performance before, and after, decision boundary adjustments for each 

set of spaces processed by the cameras at each pole. In the table, TPR, or true positive rate is synonymous 

with detection sensitivity, while TNR, or true negative rate, is synonymous with detection specificity. The 

decision boundary threshold value is the estimated fraction of above plane points with respect to the total 

3D reconstruction points. From this adjustment process alone, the overall per space detection 

performance increased by about two percent. 
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Table 5.1. Detection Performance with Non-Extended Parking Stalls 

Spaces 1-5 N=7145 

FN FP Errors TPR % TNR % 
Accuracy 

% 
Decision 

Boundary 

Before 1565 52 1617 68.51 97.61 77.37 0.0074 

After 876 223 1099 82.37 89.75 84.62 0.0003 

Spaces 6-10 N=12075 

FN FP Errors TPR % TNR % 
Accuracy 

% 
Decision 

Boundary 

Before 770 31 801 91.08 99.1 93.37 0.0074 

After 343 95 438 96.03 97.24 96.37 0.0009 

Spaces 11-15 N=12080 

FN FP Errors TPR % TNR % 
Accuracy 

% 
Decision 

Boundary 

Before 964 45 1009 86.33 99.11 91.65 0.0074 

After 518 173 691 92.65 96.56 94.28 0.0010 

Spaces 16-20 N=8490 

FN FP Errors TPR % TNR % 
Accuracy 

% 
Decision 

Boundary 

Before 524 135 659 87.99 96.73 92.24 0.0074 

After 310 237 547 92.89 94.26 93.56 0.0032 

Spaces 21-24 N=5600 

FN FP Errors TPR % TNR % 
Accuracy 

% 
Decision 

Boundary 

Before 80 7 87 93.72 99.54 96.89 0.0074 

After 53 11 64 95.84 99.28 97.71 0.0045 

Overall 
Results N=45390 

FN FP Errors 
Accuracy 

% 

Before 3903 270 4173 90.81 

After 2100 739 2839 93.75 

5.2 VIRTUAL PARKING SPACE DETECTION 

We hypothesized some improvements in detection accuracy should be possible if the system could 

detect the parking scenarios where vehicles blocked entrance into the lane. In addition, there were many 

cases observed wherein the tractor-trailer did not pull up to the front of the stall, which resulted in the 

predominant reconstructed feature-- the back of the trailers, ‘outside’ the defined boundary of the stall. 

The result of such cases were the exclusion of a significant number of 3D reconstructed points 



representing the occupying vehicle by the detection and classification algorithm. Note that with previous 

deployments at the Minnesota sites, where the cameras faced the front of the stalls, this was far less of 

an issue because the predominant reconstructed features instead represent the truck cabs, were still well 

within the parking stall boundary representation of the actual stall. In order to then better represent space 

occupancy for such cases, the defined parking stall boundaries were extended another 16.3 ft. (5 meters) 

backward to create an elongated ‘virtual’ parking space in order to increase the spatial boundary region 

for detecting vehicles (Figure 5.3). This offset was selected from engineering judgement based on 

observations from the collected data. 

Figure 5.3. Extended parking stall virtual reference points  
(red diamonds) are collinear with the stall lane lines defined by the front (blue) and rear (red) corner points. 
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The validation set was subsequently run through the detector, using the new boundaries, to generate 

new classifications. Then the optimal decision boundary values were determined following the 

procedure identical to the non-extended parking stall spatial configuration. The results, indicated in 

table 5.2, suggest improved detection performance independent of the different classification decision 

boundary thresholds, primarily due to fewer missed occupancy detections. 
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Table 5.2. Detection Performance with Extended Parking Stalls 

    Spaces 1-5 N=7145         

 FN FP Errors TPR % TNR % Accuracy % 
Decision 

Boundary 

Before 1428 57 1485 71.37 97.37 79.25 0.0074 

After 845 238 1083 83.06 89.02 84.86 0.0003 

        
    Spaces 6-10 N=12075         

 FN FP Errors TPR % TNR % Accuracy % 
Decision 

Boundary 

Before 401 44 445 95.36 98.72 96.31 0.0074 

After 211 92 303 97.56 97.33 97.49 0.0015 

        
    Spaces 11-15 N=12080         

 FN FP Errors TPR % TNR % Accuracy % 
Decision 

Boundary 

Before 353 52 405 94.99 98.97 96.65 0.0074 

After 217 96 313 96.61 98.09 97.41 0.0025 

        
    Spaces 16-20 N=8490         

 FN FP Errors TPR % TNR % Accuracy % 
Decision 

Boundary 

Before 138 136 274 96.84 96.71 96.77 0.0074 

After 148 115 263 96.61 97.21 96.9 0.0091 

        
    Spaces 21-24 N=5600         

 FN FP Errors TPR % TNR % Accuracy % 
Decision 

Boundary 

Before 27 10 37 97.88 99.34 98.68 0.0074 

After 20 14 34 98.43 99.08 98.79 0.0054 

        

    
Overall 
Results N=45390         

 FN FP Errors   Accuracy %  
Before 2347 299 2646   94.17  
After 1441 555 1996   95.60  

 

 

5.2.1 Secondary Detection Evaluation Test Set  

To further validate the results in section 5.1 , a second set of continuous around-the-clock data were 

recorded, every four minutes, for about 8 days from each camera pole configuration, while the system 

was in operation. This resulted in 83,541 ground trothed parking events across 17,403 image samples. 

The detection performance for both the adjusted and default decision boundary thresholds was then 

determined by again executing the detection algorithm, for each of the parking space groups detected 

from the camera pole locations (Tables 5.3-5.12). The steps were then repeated again utilizing the 

extended length ‘virtual’ stalls (Tables 5.13-5.22). 
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Some general trends for the test data set were consistent with the initial validation set. Specifically, the 

decision boundary adjustment generally reduced false vacancy detection (e.g., improves sensitivity). 

However, the overall detection accuracy improved less than one percent from using the default decision 

boundary threshold value. Extending ‘virtually’ the boundaries of parking spaces, which requires no 

additional collection of data, improved overall detection performance (Table 5.23). 

Table 5.3. Default Detection Performance, Non-extended Parking Stalls, Spaces 1-5  

N=17,410 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 9002 (TP) 2675 (FN) 77.09%   

Labeled Vacant 148 (FP) 5585 (TN)  97.42%  

     83.79% 

 

Table 5.4. Default Detection Performance, Non-extended Parking Stalls, Spaces 6-10  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 10998 714 93.90%   

Labeled Vacant 36 5667  99.37%  

     95.69% 

 

Table 5.5. Default Detection Performance, Non-extended Parking Stalls, Spaces 11-15  

N=17,415 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy  

Labeled Occupied 8503 527 94.16%   

Labeled Vacant 36 8349  99.57%  

     96.77% 

 

Table 5.6. Default Detection Performance, Non-extended Parking Stalls, Spaces 16-20  

N=17,415 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy  

Labeled Occupied 6597 1055 86.21%   

Labeled Vacant 833 8915  91.45%  

     89.15% 

 

Table 5.7. Default Detection Performance, Non-extended Parking Stalls, Spaces 21-24  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 5588 1047 84.22%   

Labeled Vacant 401 6860  94.48%  

     89.58% 
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Table 5.8. Detection Performance, Adjusted Decision Boundary, Non-extended Parking Stalls, Spaces 1-5  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 9831 1846 84.19%   

Labeled Vacant 498 5235  91.31%  

     86.54% 

 

Table 5.9. Detection Performance, Adjusted Decision Boundary, Non-extended Parking Stalls, Spaces 6-10 

N=17,415 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 11251 461 96.06%   

Labeled Vacant 89 5614  98.44%  

     96.84% 

 

Table 5.10. Detection Performance, Adjusted Decision Boundary, Non-extended Parking Stalls, Spaces 11-

15  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 8828 201 97.77%   

Labeled Vacant 338 8048  95.97%  

     96.90% 

 

Table 5.11. Detection Performance, Adjusted Decision Boundary, Non-extended Parking Stalls, Spaces 16-
20  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 6962 690 90.98%   

Labeled Vacant 1338 8410  86.27%  

     88.34% 

 

Table 5.12. Detection Performance, Adjusted Decision Boundary, Non-extended Parking Stalls, Spaces 20-
24  

N=17,405 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificit 
(TNR %)y 

Accuracy 
 

Labeled Occupied 5963 672 89.87%   

Labeled Vacant 804 6457  88.93%  

     89.38% 
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Table 5.13. Detection Performance, Extended Parking Stalls, Spaces 1-5  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 9201 2476 78.80%   

Labeled Vacant 205 5528  96.42%  

     84.60% 

 

Table 5.14. Detection Performance, Extended Parking Stalls, Spaces 6-10  

N=17,415 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 11278 434 96.29%   

Labeled Vacant 39 5664  99.32%  

     97.28% 

 

Table 5.15. Detection Performance, Extended Parking Stalls, Spaces 11-15  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 8676 353 96.09%   

Labeled Vacant 59 8327  99.30%  

     97.63% 

 

Table 5.16. Detection Performance, Extended Parking Stalls, Spaces 16-20  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 7336 316 95.87%   

Labeled Vacant 846 8902  91.32%  

     93.32% 

 

Table 5.17. Detection Performance, Extended Parking Stalls, Spaces 20-24  

N=17,405 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificit 
(TNR %) 

Accuracy 
 

Labeled Occupied 6601 34 99.49%   

Labeled Vacant 404 6857  94.44%  

     96.85% 
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Table 5.18. Detection Performance, Adjusted Decision Boundary, Extended Parking Stalls, 

Spaces 1-5  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 9918 577 84.94%   

Labeled Vacant 1759 5156  89.94%  

     86.58% 

 

Table 5.19. Detection Performance, Adjusted Decision Boundary, Extended Parking Stalls, 

Spaces 6-10  

N=17,415 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 11397 72 97.31%   

Labeled Vacant 315 5631  98.74%  

     97.78% 

 
Table 5.20. Detection Performance, Adjusted Decision Boundary, Extended Parking Stalls, 

Spaces 11-15  
N=13,896 Detected 

Occupied 
Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 8869 160 98.23%   

Labeled Vacant 180 8206  97.85%  

     98.05% 

 

Table 5.21. Detection Performance, Adjusted Decision Boundary, Extended Parking Stalls, 

Spaces 16-20  

N=13,896 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificity 
(TNR %) 

Accuracy 
 

Labeled Occupied 7294 358 95.32%   

Labeled Vacant 752 8996  92.29%  

     93.62% 

 

Table 5.22. Detection Performance, Adjusted Decision Boundary, Extended Parking Stalls, 
Spaces 20-24  

N=17,405 Detected 
Occupied 

Detected 
Vacant 

Sensitivity 
(TPR %) 

Specificit 
(TNR %)y 

Accuracy 
 

Labeled Occupied 6610 25 99.62%   

Labeled Vacant 660 6601  90.91%  

     95.07% 
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Table 5.23. Detection Performance Summary 

 Non-extended parking stalls Extended length parking stalls 

 Default Threshold Adjusted Threshold Default Threshold Adjusted Threshold 

TPR 87.12% 91.71% 92.26% 94.40% 

TNR 96.05% 91.67% 95.78% 93.92% 

Accuracy 91.06% 91.70% 93.82% 94.18% 

The results from this data show general consistency regarding the inclusion of the extended ‘virtual’ 

parking stalls, thus validating this strategy in general. There is a false vacancy detection bias for some of 

the space groupings during night-time hours. Some investigation of these cases reveal very low 3D 

reconstruction representation of the vehicles, especially if vehicles are dark, or are behind shadows cast 

by facility lighting. 

An aggregated count of the 24 detected spaces was then applied to the test data sequence for the four 

different conditions in order to assess the space occupancy ‘count’ performance (Figures 5.4, 5.5). In the 

same manner as the TPIMS server, the total count is derived by aggregating the samples based on the 

latest time of image acquisition closest to the wall clock time. The standard deviation of the count error 

was reduced significantly--by about eighteen percent on average, using the extended length virtual 

parking spaces (Table 5.24). The space occupancy count varies by a standard deviation of ±1.66 spaces. 

Interestingly, the threshold adjustments primarily addressed the parking status detection bias but not the 

variability in overall detection accuracy. One aspect that may further improve the space detection 

performance with the current system may be to initialize the algorithm with an initial camera solution 

bundle, that is associated with a very accurate alignment, to ‘seed’ the 3D reconstruction and detection 

algorithm, which should accordingly reduce the variance of the count error.  

Table 5.24. Detection Space Occupancy Count Performance  

 Non-extended parking stalls Extended length parking stalls 

 Default Threshold Adjusted Threshold Default Threshold Adjusted Threshold 

Standard 
Deviation 

±1.926 ±2.093 ±1.642 ±1.660 
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Figure 5.4. Test parking detection sequence, with non-extended parking space detection 

 

 
Figure 5.5. Test parking detection sequence, with extended-length ‘virtual’ parking space detection 

5.3 ON-LINE DETECTION PERFORMANCE ASSESSMENT 

The aforementioned methodology is the most reliable means to understand detection performance. 

However, considerable pre-processing effort is required carry-out these evaluations. A simpler, albeit less 

precise, method was developed that also indicates detection performance. Images are captured from a 

representative camera on each pole, followed after a one-minute delay to then query a full detection 

report from the TPIMS server. The delay accommodates approximate processing time and asynchronous 

parking space detection status uploads to the TPIMS server and database. The methodology is less precise 

than the off-line analysis because the captured images from the video streams are not the same images 

used for the detections necessarily; if status changed between the reported detection status on the 
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server, and the captured images, there potentially will be a ‘mismatch’ in the visual observations. 

However, it can be used to assess the performance on a more immediate, ‘real-time’ basis. The method 

can also be automated to run on an infrequent scheduled regular basis, to store a record of the acquired 

images and detection reports for later review, as illustrated in the figure below where several such reports 

are displayed along with the parking detections. In the thirteen observation snapshots spanning march to 

beginning of June 2017, the overall detection accuracy was 95.8% with an overall space count error of μ±σ 

= 0±2.2 counts, which generally corroborates with the other off-line results. 
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Figure 5.6. Test parking detection sequence, with extended-length ‘virtual’ parking space detect 

5.4 CONCLUSIONS 

The analysis considered variation in detection performance by exploring the effects of two tangible 

parameters; a) the decision boundary threshold used to classify if a parking space is occupied or not, and 

b) the geometric definition of the parking space itself. The analysis also provides methods that can be

used to improve detection performance. The overall detection performance was estimated to be 94.18

percent. Other sites studied previously achieved generally better detection performance [43]. However,

there is one significant difference regarding the previous sites: all the camera locations, except one pole

at a single site, faced the front of the vehicles instead of the back of the vehicles. Generally, the front

facing perspectives generated denser 3D point clouds, than rear-facing locations, perhaps due to more

‘interesting’ features the reconstruction algorithms can use to both calibrate and use as starting seeds

to ‘fill-in’ 3D structure.
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CHAPTER 6:  SYSTEM NOTIFICATION ARCHITECTURE 

A system architecture to enable integration with a regional truck parking notification architecture 

developed in the state of Wisconsin, and the University of Wisconsin TOPS lab, is first summarized. This 

will be followed by a detailed description of the developed server architecture and operating 

environment, and the general results during the operation at the site for validating the information 

sharing capabilities. 

6.1 TRUCK PARKING INFORMATION SHARING 

The systems communication and data archive architecture was formulated from the Wisconsin DOT 

Concepts of Operations document (CONOPS), which guided the general system requirements from a 

stake holder’s perspective [44]. Briefly, as part of the CONOPS formulation, several scenarios are 

provided to identify action plans and those responsible for performing them. Much of the CONOPS 

describe scenarios centered on ‘trip-wire’ technology systems. There are many scenarios that describe 

corrective actions due to for example, accumulative errors from sensor measurements, or erroneous 

truck parking whereby ‘counted’ trucks are not parking in the designated spaces (as described in chapter 

2). Other scenarios rely on an operator checking camera images to validate the count between periods 

where there may be uncertainty due to aforementioned errors. Although the corrective actions for such 

scenarios are not relevant with the computer vision system (indeed, the central aspect of the computer 

vision algorithm is the corrective self-calibration at each sampling interval), the information flow and 

sharing is applicable in the high level design and subsystem testing of the notification architecture itself 

[44]. A supporting architecture through the CONOPS process is indicated in figure 6.1.  

Figure 6.1. : Planned Architecture Elements and Data Flows. 
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The UMN computer vision system is integrated with the regional architecture through a centralized site 

data archival and data distribution server conformant with a proposed Truck Parking Management 

Information System (TPIMS) notification standard, based originally on proprietary protocol released by 

TSPS, Inc. [45]. The UMN team developed the TPIMS server that implemented all relevant aspects of the 

protocol, through a RESTful API passing TPIMS conformant JSON messages. Three types of RESTful 

queries were implemented based on the TPIMS specifications: 1) the Dynamic Feed, which contains 

seven continually updated elements indicative of the time variant parking status of the facility, 2) a 

Static Public Feed which contains an additional eleven fields that are updated on an as-needed, 

irregular, basis (for example geographical location, ownership, street address, and so on, and 3) an 

Archival Dynamic Feed, which contains all the entities within the Dynamic Feed as well as three other 

fields that can be used by stakeholders and evaluators for tracking the performance of the truck parking 

system. For example, observed parking availability at time of re-zeroing, or adjustment to the “LOW” 

availability parking threshold [45]. The information within the latter feed can be updated based on 

specific evaluation criteria.  

Table 6.1. TPIMS UMN Computer Vision Server Session 

Dynamic Feed Query: https://hov1-umh.cs.umn.edu/api/Tpims/DynamicFeed/4 

Response: {"SiteId":"WI00094IS000430OE0000RA61","TimeStamp":"2017-05-

15T19:18:14Z","TimeStampStatic":"2017-03-

28T18:34:50Z","ReportedAvailable":"15","Trend":"STEADY","Open":true

,"TrustData":true} 

Dynamic Archive Query: https://hov1-mh.cs.umn.edu/api/Tpims/DynamicArchiveFeed/4 

1Response: {"ManualReset":false,"LowThreshold":3,"TrueAvailable":16,"SiteId":

"WI00094IS00030OE0000RA61","TimeStamp":"2017-05-

15T19:20:14Z","TimeStampStatic":"2017-03-

28T8:34:50Z","ReportedAvailable":"16","Trend":"STEADY","Open":true

,"TrustData":true} 

Static Query: https://hov1-umh.cs.umn.edu/api/Tpims/StaticFeed/4 

Response: {"SiteId":"WI00094IS000430OE0000RA61","TimeStamp":"2017-03-

28T18:34:50Z","RelevantHighway":"94","MileMarker":"430","ExitNumbe

r":null,"DirectionOfTravel":"E","Name":"Menomonie","Location":{"La

titude":44.9100,"Longitude":-91.9200,"StreetAdr":"393 Cedar Falls 

Rd 

#7","City":"Menomonie","State":"WI","ZIP":"54751"},"Ownership":"PU

","Capacity":24,"Amenities":[],"Images":[],"Logos":[]} 

The notifications are then queried at one minute intervals through the RESTful interface by a data 

archival and TPIMS data distribution server operated by the University of Wisconsin Traffic Operations 

and Safety Laboratory (TOPS Lab). In turn, a TPIMS secondary server, operated and maintained by a 

private entity (Truck Specialized Parking Services, Inc.), then queries the data distribution server, again 

through the TPIMS protocol in order to control the two NTCIP compatible static hybrid Changeable 

1Although not relevant for this technology, the latest version TPIMS notification version splits the ManualReset 
field into a date, and an integer that represents the correction amplitude [53]. 

https://hov1-umh.cs.umn.edu/api/Tpims/DynamicFeed/4
https://hov1-mh.cs.umn.edu/api/Tpims/DynamicArchiveFeed/4
https://hov1-umh.cs.umn.edu/api/Tpims/StaticFeed/4
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Message Signs (CMS) that display the real-time parking availability. The TOPS lab TPIMS data distribution 

server can also accommodate other planned data flows out to planned third party providers, including 

the Wisconsin 511 portal. Note, although not utilized for this project, the UMN server can also control 

CMS through an available IRIS compatible feed [46]. 

The UMN TPIMS server utilizes a Linux 4.4.0-21 platform with dotNET 1.1 and Nginx web services. Data 
are stored both for the real-time queries as well as for archival purposes through a PostgreSQL relational 
database. The schema was designed to associate each parking space with a time of submission of a 
space occupancy detection report (refer to figure 4.6 , in chapter 4) from a vision module processor. 
After each parking status detection of a group of spaces, a serialized XML JAXB stream of the report, 
representing their “0/1” parking status is inserted into the database. The stream protocol to the TPIMS 
server is realized through the web server’s RESTful interface over Secure Socket Layer. 

With this architecture, complete parking reports can then be generated that contain the time span 
between the submissions across all the parking spaces; the TPIMS notifications utilize the ‘oldest’ of the 
latest detection times across all parking spaces. The reason is that groups of spaces detected from 
different cameras are processed and uploaded to the TPIMS server with this method asynchronously, 
and thus a single full detection sample of all spaces at a point in time, is therefore constructed through 
sample-hold of the latest stored per space detections. Under this methodology, an operator can flag if 
data are deemed as ‘stale’ based on a desired time lapse criteria. Further, it is possible to query the 
individual reports to indicate which spaces are associated with the delayed reporting. Finally, a visual 
interface on the webserver itself was developed to provide a visual verification of general functional 
operation status by displaying last reporting times, an historical count of the last 24 hours, and basic 
representation of space occupancy status. A listing of the UMN server API is provided in Appendix B. 

Figure 6.2. UMN TPIMS data archiving and reporting schema. 
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Figure 6.3. Visual interface aggregating last-24 hour data, latest full reporting time and parking detection 
status. 

Figure 6.4. Dash board for adding and modifying site specific data for the TPIMS interface. 
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6.2 SYSTEM NOTIFICATION EVALUATION 

The TOPS Lab continually monitored the system performance through occasional visual verification with 

the cameras, as well as storing and analyzing the real-time Dynamic Feed from the site through the 

RESTful interface and data distribution architecture previously described. An example of the real-time 

parking notifications (roughly 4 minute query intervals) acquired by the TOPS lab is shown in 6.5. The 

‘straight’ line portion was due to ATMS server upgrade interruptions. The data indicated the site was 

frequently at or near full capacity during the evenings. 

Figure 6.5. Continuous TPIMS truck parking notification testing 

(courtesy of University of Wisconsin TOPS Lab). 
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CHAPTER 7:  PARKING AVAILIABILITY FORECASTING 

Although accurate, persistent, truck parking availability notifications are paramount for any system, such 

notifications are only provided for a single point of time. A majority of drivers and carriers prefer parking 

notifications at least 20 miles from the facilities [43] and a majority of drivers begin to look for parking 

between one half an hour to an hour ahead of time. What is also then needed is whether parking spaces 

will be available at the time the driver arrives to the facility. Without that, information obtained many 

miles before could very likely be incorrect by the time of their arrival [47]. Note that as of this writing, 

the TPIMS protocol includes an optional “steady/filling/emptying” ‘trend’ field. However, this is not a 

forecast, nor is there any adjustment according to time headway between the driver and the facility. 

Therefore, there is no way to quantify the likelihood of parking availability. 

Two forecasting algorithms will be presented below. The first, draws inspiration from Bayraktar et. al 

[48], whom had introduced a very simple Kalman Filter to generate hourly parking availability forecasts. 

The relevancy of utilizing a Kalman Filter (hereby abbreviated KF) is that such predictions are adjusted 

based on ‘correcting’ prior beliefs about the uncertainty of the parking states as new observations are 

obtained from the detection system. Without going into detail, such predictions are in fact an optimal 

prediction under the assumption that the measurement and parking state uncertainties adhere to 

univariate Gaussian probability distributions. 

In the aforementioned first approach, the KF was supplied with a process model that assumed that the 

occupancy count was constant between a current and a predicted point in time, and heretofore is 

referred to this forecast model as the ‘steady-state’ model. The second approach, proposed here, is also 

a KF,.but assumes the variance in parking occupancy counts can be described as a harmonic process that 

itself varies in time. Both are described in more detail below, followed by their respective performance 

evaluation. Before proceeding, a general overview of iterative KF prediction-correction steps is 

summarized below to elucidate the nomenclature and forthcoming discussions. We assume that parking 

availability behavior can be described by the general stochastic, discrete time sequential state transition 

process, and parking count observations, respectively as: 

𝒙𝑘+1 = 𝑨𝒙𝑘 + 𝑩𝒖𝑘+1 + 𝒘𝑘 

𝒛𝑘+1 = 𝑯𝒙𝑘+1 + 𝒗𝑘

(7.1) 

Where the state transition matrix, 𝑨 , and input model matrix, 𝑨 are of dimension 𝑚𝑥𝑚 for 𝑚𝑥1 state 

and external input vectors, 𝒙 and 𝒖, corrupted by process and observation noise vectors, 𝒘𝑘and 𝒗𝑘 at 

the current time step, 𝑘. Formally speaking, the state of the system, 𝒙 , is hidden (cannot be observed) 

and the objective of the KF is to therefore infer, based on previous knowledge and observations, its best 

estimate. Without derivation, a-posteriori state and posterior process error covariance (i.e., state 

uncertainty), 𝑷, prediction steps are defined as: 

𝒙𝑘+1
− = 𝑨 �̂�𝑘 + 𝑩𝒖𝑘+1

𝑷𝑘+1
−  = 𝑨𝑷𝑘𝑨𝑇 + 𝑸0

(7.2) 
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where the initial a-priori process uncertainty, 𝑸0, as well as a posterior process error covariance, 𝑷0, 

must be supplied at time, 𝑘 = 0. Note that  �̂�𝑘, refers to the probabilistic best estimate of 𝒙𝑘. Then, 

when a new observation is then obtained, 𝒙𝑘+1
−  and 𝑷𝑘+1

− is corrected, and used for the next update:

𝐾𝑘+1 =  𝑷𝑘+1
− 𝑯𝑻(𝑯𝑷𝑘+1

− 𝑯𝑻 + 𝑹0)−𝟏

�̂�𝑘+1 = 𝒙𝑘+1
− +  𝐾𝑘+1(𝒛𝑘+1 − 𝑯𝒙𝑘+1

− )

𝑷𝑘+1 = (𝑰 − 𝐾𝑘+1𝑯)𝑷𝑘+1
−

(7.3) 

where an initial error covariance of the observation (i.e., measurement uncertainty) 𝑹0, is supplied at 

𝑘 = 0. 

The models developed in this work were tested on two sets of sequential data. The first set, analyzed in 

chapter 5. spans just over 9.5 days from March 17 to 27, 2017. The sampling rate of the first sequence is 

equal to 4 minutes. The second set, collected at a higher sampling rate of 100 seconds, spans 4.5 days 

from April 9 to 14, 2017. Two forecast headway times were tested; one at one hour, and a second 

headway time of fifteen minutes. Note that a previous driver survey data indicated that 47 percent of 

the drivers, and 57 percent of carriers preferred information at least 20 miles out [43]. 

7.1 STEADY STATE FORECASTING MODEL 

As mentioned previously, the first forecasting model utilized a KF assuming the occupancy count, 𝑥𝑘 
remains constant from current time, 𝑘, to the forecast prediction time, 𝑘 + 1: 

𝑥𝑘+1 = 𝑥𝑘 (7.4) 

and will be referred to as the “Steady-State” model. In reference to [put equations here], this process 

model can be written in a standard state-space form as follows: 

𝑥𝑘+1 = 𝐴𝑥𝑘 + 𝐵𝑢𝑘

𝐴 = 1, 𝑥, 𝐴 ∈ ℛ 

(7.5) 

Empirical corrections to the model are provided by making measurements of the state (i.e. the detection 

occupancy count); the model and observations are combined into a KF structure to estimate current and 

the future occupancy count 𝑥𝑘+1 given the steady-state model and measurements up to the current 

time step , 𝑘. 

The process model noise variance was assumed to be constant with time, and the measurement noise 

variance (referred to in [48], as a “rate of change 𝑹” of the count) at a given time was assumed to be 

equal to a time-averaged variance of the count. The window of time to compute this variance was 

empirically derived. 
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Using a KF requires initial estimates for the process and measurement noise. The process covariance 𝑸 

was estimated with a secondary steady-state-model KF, and measurements were supplied to this KF by 

obtaining the variance calculated from two hours of sample measurements up to time 𝑘 . Note that 

since the variance is, by definition, a measure of how far the signal is from a steady state, it can be used 

to gauge the time-variant uncertainty of the steady-state process model. The measurement noise 

covariance 𝑹 was chosen to be identity and the prior posterior covariance 𝑷0 of the state was chosen to 

be 10—a comparatively large value corresponding to high uncertainty in the initial state estimate. For 

the KF estimating the process covariance 𝑸, all the initial conditions (i.e. state, process covariance, noise 

covariance, and posterior state covariance) were set to unity; since, in this implementation, the state 

and measurement are scalar quantities, the associated covariance estimates are also all scalars. 

Initial conditions for KF estimating the truck occupancy state for the two filters to be one half of the 

parking lot’s maximum occupancy (facilities that have an odd number of spaces are rounded up). 

7.1.1 Steady State Forecast Model Analysis Method 

To evaluate the accuracy of the baseline forecasting model, twenty thousand instances within a given 

data set of aggregate truck occupancy counts were randomly selected to evaluate prediction accuracy. 

Note TPIMS reports available parking spaces and not the total occupied, however this does not affect 

the results of the experiments, since it simply describes the compliment of the same state information. 

A first case was performed in which the steady-state filter was given ground truth observations of 

parking space occupancy counts, and a second case was tested in which truck count measurements 

were supplied to the KF from the computer vision detection algorithm. These two cases were compared 

to quantify the effect of how detection errors on the forecasting predictions.  

7.1.2 Steady State Forecast Model Results  

Plots of the distribution of predicted occupancy count errors for both sequences are shown in figures 7.1 

and 7.2. The slightly larger error spread of detection based observations verse the ground truth 

observations is evident in both test sequences. Generally, the predictions were better for the shorter 

headway time than for the longer headway time. For the first ground-truth data sequence, the relative 

prediction errors, including bias up to one standard error, were ±2.01 and ±3.28 counts for the 15-

minute, and 1-hour forecasts respectively. This translates to a relative standard count error of 8.4 to 

13.7 percent respectively. The second sequence experiments resulted similar trends, albeit slightly 

higher errors, for the ground truth data of 2.37 to 3.85 counts, or 9.9 to 16.0 percent relative count 

errors respectively. 

In comparison, the detection data from the first sequence resulted in forecasts which were less accurate 

by an average of 5.6 percent for fifteen minute predictions (about ±1.3 parking spaces), and 4.0 percent 

for one hour predictions (±1 parking space). There tended to be small undercounting bias ranging from -

0.46 to -0.87 counts for either headway time when using the detection data. Over all, the standard 

deviation of the error was also slightly larger, with prediction standard errors of about ±3.5 counts for 
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fifteen minute forecasts, and ±4.5 counts for one hour out. This translates to relative overall forecast 

count errors of 14.8 to about 19 percent for the fifteen and one hour forecasts respectively. 

Figure 7.1. Steady state KF forecast error distributions for the 9-day 4 minute sequence 

LEFT) 15 minute time headway predictions, RIGHT) 60 minute time headway predictions 

Figure 7.2. Steady state KF forecast error distributions for the 4.5 day, 100 second interval, sequence 

LEFT) 15 minute time headway predictions, RIGHT) 60 minute time headway predictions 
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7.2 HARMONIC FORECASTING MODEL 

The previous forecast model required extensive archived data in order to respond to variations over 

time. It is possible to design a time-variant model directly into a KF structure without consulting a 

history of states. Morrisson and Pike [49] mitigated this requirement by proposing a KF design that 

appended model parameters to the state vector. This implies a Bayesian perspective to the modeling 

problem insofar as the modeling parameters themselves are cast as uncertain, unobservable quantities. 

Similar to the parking forecast predictions, the parameters are updated probabilistically based on new 

knowledge from the observations (new parking occupancy count states). Thus, given a model chosen for 

the KF is appropriate for the system being described, the model can intelligently predict future states 

even when model parameters are not well known a priori. 

Accordingly, a harmonic model structure was formulated in order to capture the periodic nature of 

nature parking availability; there is a general diurnal trend between daytime and evening parking 

behaviors. Specifically, the model describes the time variant parking space occupancy count as the 

superimposition of a series of phase-shifted sinusoidal basis functions. Specifically, for a given 

frequency, 𝑓𝑖 = 𝜔𝑖 2𝜋⁄ , each such function is the trigonometric identity, 𝐴𝑖 ∙ 𝑐𝑜𝑠(𝜔𝑖𝑡 + 𝛽𝑖) = 𝑎𝑖 ∙

sin(𝜔𝑖𝑡) +  𝑏𝑖 ∙ cos (𝜔𝑖𝑡) to describe the amplitude 𝐴𝑖  and phase, 𝛽𝑖 

 
𝑥𝑘 = ∑ 𝑎𝑖(𝑡) sin(𝜔𝑖𝑡) + 𝑏𝑖(𝑡)cos (𝜔𝑖𝑡)

𝑛

𝑖=1

 (7.6) 

where 𝑛 is the number of frequencies included in the model. By employing a first-order Taylor 

expansion on the count with respect to time, temporally adjacent states can be related through a 

Markov Chain form as 

 

𝑥𝑘+1 ≈ 𝑥𝑘 +
𝑑𝑥𝑘

𝑑𝑡
Δ𝑡 = 𝑥𝑘 + (∑ 𝑎𝑖(𝑡)𝜔𝑖 cos(𝜔𝑖𝑡) − 𝑏𝑖(𝑡)ωi sin(𝜔𝑖𝑡)

𝑛

𝑖=1

) Δ𝑡 

 

(7.7) 

This first-order approximation is acceptable if Δ𝑡 remains much smaller than the period of every 

sinusoidal basis function included in the model. 

This process equation can then be expressed in the standard state-space form by augmenting the 

current truck occupancy state 𝑥𝑘 with the coefficients 𝑎𝑖,𝑘 and 𝑏𝑖,𝑘 and collecting the sinusoidal terms 

into a state matrix as: 

 

 𝒙𝒌 = 𝑨𝒌𝒙𝒌,   𝒙𝒌 ∈ ℛ𝑚, 𝑚 =  2𝑛 + 1 (7.8) 

Where 
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𝒙𝒌 = [𝑥𝑘  𝑎1,𝑘  𝑎2,𝑘 … 𝑎𝑛,𝑘  𝑏1,𝑘 𝑏2,𝑘 … 𝑏𝑛,𝑘]
𝑇
 

 

𝑨𝒌 = [ 
1, 𝜔1 cos(𝜔1𝑡)Δ𝑡, … , 𝜔𝑛 cos(𝜔𝑛𝑡)Δ𝑡, −𝜔1 sin(𝜔1𝑡)Δ𝑡 , … , −𝜔𝑛 sin(𝜔𝑛𝑡)Δ𝑡

𝟎2𝑛𝑥1, 𝑰2𝑛𝑥2𝑛
 ] 

While the harmonic model carries more descriptive power than the steady-state model, it requires 
training data and user input to be used. The size of the state matrix is set by the number of basis 
functions included in the summation of sinusoids, and the number of terms in the summation is 
determined indirectly by specified preference regarding how accurately the model describes the signal. 
To choose basis function parameters for the harmonic model, the Power Spectral Density (PSD) is 
estimated from a temporal window containing the recent signal history, and prominent frequencies in 
the PSD are taken to be part of the summation up to a predetermined fraction of the signal PSD; for 
instance, let us suppose that for a certain signal history, a desired fraction of the signal PSD resulted in 
summing ten largest contributing frequencies from the PSD to be included in the model. Then these 10 
frequencies, 𝜔1, … 𝜔𝑛, will be associated with 20 sinusoidal basis functions in the model. Thus in this 
example, 𝑛 = 10 and the dimension of the state 𝑿 is 𝑚 = 2𝑛 + 1 = 21. The duration of the observed 

signal history available for training the model is controlled by the user-defined parameter 𝑇𝑡𝑟𝑎𝑖𝑛. 

Similar to the steady state forecasting model, the Harmonic model also requires the specification of 

several initial conditions. Least Squares regression is used to define initial conditions for the harmonic 

coefficients. This step is not completely necessary, but it is used to help the filter covariance matrices 

converge more quickly. In the interest of initializing the Kalman Filter in a low-confidence state, the 

posterior covariance matrix was initialized as 𝑷0 =  400 for all of the Harmonic model experiments. A 

formulation for initialization of the process noise covariance matrix 𝑸 and the measurement noise 

variance 𝑹 was not explored in this project; however, it was observed that the Harmonic model 

responded adequately to an initialization of 𝑸 = 𝑰𝑚𝑥𝑚 and 𝑹 = 5000. 

7.2.1 Harmonic Forecast Model Analysis Method  

The effect of detection errors on forecasting accuracy was investigated using the same methods 

described above in section 7.1.1 . It should again be emphasized that the detection algorithm used to 

generate the test data tended to under-count truck occupancy, especially in the RA61 data sets. The 

Harmonic model was trained with one day of detection counts and was designed to model 90% of the 

signal power. The model was not re-trained during the course of any test. 

7.2.2 Harmonic State Forecast Model Results  

Similar to the previous results, plots of the distribution of predicted occupancy count errors for both 

sequences are shown in figures 7.3 and 7.4. Generally, with either the ground truth observations, or the 

detection data, the variability in the count error was somewhat less dependent on the time forecasts 

than the steady state model. There was a slightly larger, positive count bias (between a quarter to less 

than one half of a count) for the ground truth dataset predictions. The total count error, using one 

standard deviation and the absolute mean value as in the previous analysis, was 2.6 to 3 counts (10 to 
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12.5 percent relative to the parking capacity), for the fifteen-minute forecast, and 3.5 to 3.75 counts 

(14.5 to 15.5 percent). 

The detection observations yielded very similar trends to the ground truth results. In fact, for the one 

hour forecasts, the error variance was very close, with the bias shifting the count in the negative 

direction by under one count from any comparison. Generally, the total count error (again assuming one 

standard deviation error) did not vary much between the two datasets, averaging 3.3 counts for the 

fifteen-minute forecasts (13.8 percent), and 3.8 counts for the one hour forecasts (15.8 percent). 

Interestingly, the forecasting count errors were not too far off from the actual ground truth data, 

perhaps indicating that the harmonic KF algorithm may be more robust to the affect of detection errors 

than the steady-state KF forecasting algorithm. 
 

 
Figure 7.3. Harmonic KF forecast error distributions for the 9-day 4 minute sequence 

LEFT) 15 minute time headway predictions, RIGHT) 60 minute time headway predictions 
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Figure 7.4. Harmonic KF forecast error distributions for the 4.5-day, 100 second interval, sequence 

LEFT) 15 minute time headway predictions, RIGHT) 60 minute time headway predictions 

 

7.3 DISCUSSION 

Both algorithms were able to reasonably demonstrate the possibilities for providing near-term parking 

availability forecasts to drivers and carriers during their trips. To implement different forecast times, the 

Steady-state algorithm approach would require simultaneous operative KF filters for each represented 

forecast since there is no time dependent state transition. Table 7.1 summarizes a general comparison 

between the approaches, when using the detection data for the predictions. For near-term forecast 

predictions, there was very little improvement, while the longer-term forecast seemed to benefit more 

using the harmonic time variant KF. This supports the belief that parking behaviors follow time-variant 

cyclical patterns 

Table 7.1 Forecast Algorithm Comparison For Detection Data 

 Steady state model  Harmonic model  % Improvement 

 RA61.1 RA61.2  RA61.1 RA61.2  RA61.1 RA61.2 

μ, 15 min -0.87 -0.62  -0.67 -0.43  22.99% 30.65% 

±σ, 15 min 2.71 2.9  2.68 2.74  1.11% 5.52% 

μ, 1 hour -0.87 -0.46  -0.59 -0.22  32.18% 52.17% 

±σ, 1 hour 3.67 4.05  3.19 3.79  13.08% 6.42% 

 

Finally, there are several aspects worth noting about computational efficiency of the harmonic model. It 

appears that the main computational burden of the harmonic model is in its initial training and possible 

re-training throughout its use. The complexity of the inversion step in the Least Squares fit of the 

training data is correlated with the number of samples within the temporal window. A smaller window is 
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computationally light, but it may not capture the long-period behavior of the signal accurately. Since 

long-period frequencies tend to represent a majority of the signal power, it seems advantageous to have 

a large temporal window from which training data is taken; this work would be greatly improved by 

looking at the utility of sparsely sampling data over a large temporal window in order to observe low 

frequency signal behavior at reduced computational cost.  

Note that the size of matrices being inverted in the KF for the harmonic model is kept small due to the 
KF structure; the size of the inversion matrix in the measurement update is the same size as the 
measurement noise covariance, and since a scalar measurement is taken at each time step, the 
measurement noise covariance and the inversion matrix are both scalars, and thus the on-line 
computational costs are trivial, similar to the steady state KF 
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CHAPTER 8:  CONCLUSIONS 

A multi-camera computer vision system was deployed and has been in free-run operation for most of 

2017. The system has been adapted to comply with a regional truck-parking notification architecture 

standard to allow information sharing across agencies and other third-party stakeholders. The general 

design and deployment specifications were guided by the WisDOT and complied with Wisconsin DOT 

standards. No manual intervention has been necessary to re-correct count errors. 

Future improvements should center on increasing performance especially at night when parking 

becomes most critical. A tendency for undercounting occurs more frequently during these periods. 

Rather than adding lighting, which could add to operation and maintenance costs of a facility, image 

enhancement techniques should instead be investigated that would be enabled between sunrise and 

sunset period, for example [50]–[52]. Another deployment aspect for the tested arrangement should 

consider locating the poles even farther behind the stalls to view and detect more parking stalls, in 

addition to enhancing the detection capabilities further to capture vehicles that park behind the 

designated stalls. Since the 3D reconstruction and self-calibration processes rely on detecting rich 

features from the vehicles within the images, it is not an unreasonable to posit that better detection 

might have been achieved with front-facing locations. However, this would limit the aforementioned 

capabilities for ‘counting’ overflow occupancy at the rear of the facility. 

In retrospect, with the TPIMS baseline update rate requirements of four minutes that were being tested 

by WisDOT, the sight could probably have utilized two fewer processors. Nevertheless, more processors 

offer an additional level of redundancy as a maintenance measure for continuous operation as well as 

flexibility to maintain faster per-space detection updates. In addition, any future deployment designs 

might consider allowing for the vision processing units to be located individually within a single pole 

cabinet (regardless of how many are used). The advantages would be that each pole design would be 

identical, thereby simplifying the deployment and maintenance of the vision processing hardware, in 

addition to mitigating risks associated with a single physical point of failure when all associated 

equipment is in a single pole. Notwithstanding these issues, overall detection accuracies appeared to be 

persistent, and generally exceeded 90 percent, thereby further substantiating the flexibility of the 

general detection architecture to enable deployments for varied parking facility designs, standards, and 

placement constraints. 

The study also investigated the incorporation of relatively simple ahead-of-time forecasting of truck 

parking data. The intent was to determine the efficacy of these approaches to provide drivers and 

carriers with in-trip forecasts of nearby parking facilities. Both aforementioned approaches could be 

scaled relatively easily to automate forecasting across multiple facilities. Future improvements to the 

forecasting methods should incorporate external influences, such as weather, as well as available 

capacity at adjacent rest areas along the corridor, and similarly evaluate prediction accuracy over a 

range of different time headways. A presentation of such forecasts along with the uncertainty of the 

predictions would need to be considered within the regional notification framework before such 

approaches could be implemented, and similarly what level of reliability would be necessary for drivers 

to find this useful. For example, the probability percentage that a facility would be full, rather than 
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actual count forecasts could be used. The aforementioned methods update the uncertainties in the total 

count state, and thus such a presentation could be derived and updated accordingly. 
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APPENDIX A 

SYSTEM HARDWARE CONFIGURATION  
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The team acquired four Neousys low profile, generation 6 i7 low power, processors (35W), which 

were designed to support current Linux operating system kernels, with wide temperature range 

components. The UMN team procured an additional Comnet CNGE3FE7MS2 (Danbury, CT) single mode 

fiber compatible 7 port LAN/3-port FX/Copper managed wide temperature range switch, to integrate 

the processors with the installed camera sensor network. A remote accessible KVM switch assembly 

(Lantronix, Irvine, CA, IOGear, Irvine CA) provides a hardware level remote display to aid trouble-

shooting of the processors remotely (this is not a required component for continuous system operation 

however). A NEMA NP 5-outlet boot-bar/surge protector , was used to control remote hard-rebooting of 

each processor (Synaccess Networks, Inc., Scottsdale, AZ). The final hardware installation and camera 

pole configuration are shown in figures A.1and 0.2. Contractors installed a separate AC circuit breaker 

and an in-cabinet switch, to use during servicing the cabinet.  

 

 
Figure A.0.1 Computer vision detection hardware installation. 
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Figure A.0.2 Hardware integration and configuration schematic. 
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UNIVERSITY OF MINNESOTA TRUCK PARKING ARCHIVAL AND 

DATA DISTRIBUTION SERVER API 
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The following table provides a summary of the RESTful API to query the truck parking information 

database and output examples. The API is not associated, or intended to conform, with the proposed 

regional truck parking information management system notification protocol (TPIMS). The server host IP 

address of the URL has been removed for clarity. 

 

Table B.1. Truck Parking Data Distribution Server API 

Description API Example 
Obtain space by space parking 
status for an individual site, 
given by a unique site 
identification number assigned 
to a site. 
 
 

/api/SiteAvailabilityRepo
rt/<siteId> 
 
Returns: latest 
submission report IDs , 
minimum and maximum 
datetime range, parking 
status for each stall 
detection, and other 
TPIMS static site 
description data. 
 

/api/SiteAvailabilityReport/4 
 
Returns: 
{"siteId":4,"name":"Menomonie","description"

:"RA-61, Menomonie, WI I-94 EB, mile marker 

43","longitude":-

91.9200,"latitude":44.9100,"availableParking

Spots":15,"totalParkingSpots":24,"parkingSpo

tAvailability":[{"spotId":1,"available":true

},{"spotId":2,"available":false},{"spotId":3

,"available":true},{"spotId":4,"available":f

alse},{"spotId":5,"available":true},{"spotId

":6,"available":false},{"spotId":7,"availabl

e":true},{"spotId":8,"available":false},{"sp

otId":9,"available":true},{"spotId":10,"avai

lable":true},{"spotId":11,"available":false}

,{"spotId":12,"available":true},{"spotId":13

,"available":false},{"spotId":14,"available"

:true},{"spotId":15,"available":true},{"spot

Id":16,"available":true},{"spotId":17,"avail

able":true},{"spotId":18,"available":true},{

"spotId":19,"available":true},{"spotId":20,"

available":true},{"spotId":21,"available":tr

ue},{"spotId":22,"available":false},{"spotId

":23,"available":false},{"spotId":24,"availa

ble":false}],"firstObservation":"2017-05-

12T01:57:15.435","lastObservation":"2017-05-

12T01:59:14.61","basedOnReportIds":["99911df

4-d903-45e5-8711-5b2bd0f97f06","0d13f393-

7cfe-4719-b9db-c19eed910558","4336e3cb-c13f-

4031-9ccb-d56861eebeaf","5271936e-7754-4245-

a639-a3cef8b2178f","55686a0f-9b31-4afb-97e2-

b352946c54cb"]} 
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Obtain all submission report 
identifiers (UUIDs) for a site 
between a specified time 
range 

/api/Submission/Submis
sionsBySite/?siteId=<ID>
&minimum=<datetime>
&maximum=<datetime> 
 
Returns: list of all 
submission UUIDs 
 

/api/Submission/SubmissionsBySite/?siteId=4&minimum=2017-
05-23T17:55:19&maximum=2017-05-24T18:55:19 

Obtain a submission contents 
given one, or more, 
submission UUID 

/api/Submission/Submis
sionsByIds/?submissionI
ds=<guid1>&submissionI
ds=<guid2>&… 
 
Returns: contents of the 
submission report 
specified 

/api/Submission/SubmissionsByIds/?submissionIds=dfb58f6f-
812d-4a80-b5d5-68d8f6e338f6 
 
Returns: 
[{"recordedTime":"2017-05-

24T18:50:39.798152","submissionId":"dfb58f6f

-812d-4a80-b5d5-

68d8f6e338f6","siteId":4,"imageTime":"2017-

05-

24T18:50:13.731","algorithmVersion":"com.mvi

sion.tpas.app.ParkingSpaceAnalyzer 0.9-23-

68107a91 2017-02-22 

15:02","parkingSpotStatus":[{"spotId":11,"st

atusCode":1},{"spotId":12,"statusCode":0},{"

spotId":13,"statusCode":1},{"spotId":14,"sta

tusCode":1},{"spotId":15,"statusCode":0}]}] 

 

 




