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Abstract
We examine task allocation when the tasks grow over time and propose a model
for the interaction between agents and changing tasks. Our model accounts for both
the natural growth of tasks and the effort of the agents at containing such growth. We
use the model to reason spatially and temporally to achieve the objective of efficiently
coordinate agents, i.e., to produce solutions that minimize the growth of tasks. This
problem has a strong temporal component, as both the agents require time to move
between tasks and during this time the cost of completing the tasks grow. Three different
cases are examined for the agent travel time: very prohibitive where agents can only be
assigned once, agents have zero travel time between tasks, and agent reassignment
is possible but takes time to travel to a different task. We provide an optimal solution
for when agents can only be assigned once. With zero travel time between tasks,
we identify optimal solutions for three families of growth functions. New algorithms are
proposed for task allocation when the travel time is not zero, and are tested with the
modeling of the task growth as inaccurate. A centralized approach is proposed that is
the optimal solution in some cases and performs well even when imperfectly modeling
the growth. We also propose a distributed coordination algorithm (based on max-sum)
that works well even when there are errors in modeling the environment and is shown to
outperform other methods in both a simple simulation and the RoboCup Rescue agent
simulation.
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Chapter 1

Introduction
Computers ability to quickly process large quantities of information has led to a much
more efficient use of resources across a wide breadth of domains. Car guidance system
can tell people how to reach their destinations in the shortest amount of time, while
incorporating live traffic data. It would be difficult for a human with a map to consider
all the possible paths in the same manner. Efficient resource allocation is also used in
fully automated systems, such as process scheduling within the computer.
We focus on systems where there are multiple actors working in a cooperative manner
on a problem. Specifically, we assume there are some tasks that need to be accomplished,
and the agents must decide who will try to finish what tasks and in what order. We
also assume that some tasks require multiple agents working on them at the same time
to complete the task. This multi-agent coordination problem can be applied to fully
automated systems, such as a drone surveillance system. However, this can also be
applied to problems with human actors, such as deciding which mail trucks should
deliver to which set of houses.
A motivating example is the 1988 Yellowstone fire, which burnt approximately
800,000 acres of the park (over a third of the park area). Some of the larger fires
that burnt through the park are the Fan, North Fork (NF), Clover-Mist (CM), Hellroaring (Hel), Storm Creek (SC), Mink, Snake river (Sna) and Huck. Figure 1.1 shows
the amount that each one of these burnt over the months of July and August and Figure 1.2 shows the state of each fire on August 23rd. Over $120 million was spent on
the forest fighting effort using a diversity of different methods. The choice of deciding
1

2

Figure 1.1: Total number of acres burnt in Yellowstone 1988 fire for each separate fire
over the summer.
how many resources to spend on each of these fires is the type of problem we wish to
address.
Wide area surveillance, search and rescue, transportation and exploration and mapping all benefit from efficient task allocation. In addition to multi-agent systems, other
domains also benefit from efficient coordination. For example, transportation industries plan distribution routes using solutions to the Vehicle Routing Problem [59, 13]
to minimize costs. Our work extends task allocation to cover problems where the costs
for completing tasks change over time. Areas of application for this type of problem
can include minimization of damage from an invasive species, resource distribution for
fighting epidemics and containment of forest fires.
In most practical applications, multiple agents need to cooperate to efficiently complete all tasks. If tasks grow and too few agents are assigned to a task, it can grow
indefinitely and the task cost will grow towards infinity. Although we do not consider

3

Figure 1.2: Map of burnt areas in Yellowstone on August 23, 1988 colored by the
separate fires.
the tasks to have strict deadlines, if the growth rate of the task surpasses the reduction
all the agents can provide, then this task can no longer be completed.

1.1

Objectives

The major aim of this thesis is to address the problem of assigning agents to tasks when
those tasks have costs that change over time in a predictable manner. As mention previously, this has applications to both current human systems along with fully automated
systems. The case of autonomous systems is especially interesting, as there needs to be
some automated assignment algorithm in place to have the agents or robots do their
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tasks. As costs for robotics decrease and become more ubiquitous in use, efficient and
scalable task allocation will have a large impact on the performance of systems.
General task allocation has been and still is a well studied topic, however tasks with
changing cost over time is a topic that has received hardly any attention. Focus has
rather been on other modifications, such as time windows, synergy among agents, and
uncertainty. Tasks where the solution speed is relative to the problem development
speed is the hole in the research we fill.
Specifically, we aim to provide a general model for how tasks with changing costs
can be formulated. We provide categorizations for general classes of this model and
analyze each one in depth. We then provide multiple algorithms based on this model
that can be used depending on the specific problem conditions.
In this work we assume the growth of tasks is reasonably known upfront from past
observation. We first provide a centralized method for solving tasks that grow over time,
which we then extend to an efficient decentralized implementation (binary max-sum).
We modify max-sum [17] by incorporating uncertainty into the task growth model,
which substantially increases the performance when there is noise from the environment
or inaccuracies in the modeling. Fitting a task’s growth into our model might introduce
inaccuracies, so we repeatedly evaluate agent assignments over time using more current
information.
We have two forms of validation of our algorithms presented. First, we test in
the open-source RoboCup Rescue platform for repeatability of results and to show
applicability of our models to real problems. This software was not created based
on our model, so we must find an approximate model for this domain. This is both
instructive on how to construct a model and verifies that our formulation is sufficiently
general.
We also created a simple simulator which directly implements the recurrence relation
and agent model from Chapter 4. As we directly simulate our problem, we have full
control over all aspects and can more easily test modifications. While some aspects of
RoboCup Rescue can be changed, such as the speed fires spreads, some other aspects
cannot be changed easily. An important aspect that RoboCup Rescue cannot change is
the speed of agents. Some optimal solutions are only known with zero travel time,
thus these optimal solutions can only be compared on the simple simulator.
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For both simulators, we will compare both the heterogeneous and homogeneous
agent versions of the algorithms. The homogeneous agent algorithms have a faster runtime, so they should be used if applicable to the domain in question. In the simple
simulator, we will also explore the effects of noise and model approximation error on
the algorithm. This is not possible in RoboCup Rescue, as the model and noise effects
are not known.

1.2

Summary of Results

Our first contribution is (1) a generalizable model for task assignment with growing
costs over time. The general model for task growth is based off of Euler’s method to
discretize a continuous process. Unfortunately, generalized recurrence relation typically
do not have a closed form solution, which means the effects must be simulated rather
than directly computed. This increase in computation time comes at the benefit of more
flexible modeling and compartmentalization of effects in the model. As our model is
based off an approximation of the Taylor series, this increases its applicability to more
domains and provides well defined error bounds on the approximation. The model
defines the cost in the next time step to be based on both the current cost and which
agents are currently working on this task. Both heterogeneous and homogeneous agents
are representable in the same model.
From this model we derive a number of algorithms to solve task allocation problems.
The general task allocation problem has a very high degree of complexity, so we initially
focused on relaxations where we could find efficient solutions. We developed (2) the
Latest Finishing First algorithm, which is developed for domains where agents cannot
change after their initial assignment. An example domain where this is the case is
remote forest fire fighting. Trained firefighters will parachute nearby the fire and work
on containing the damage. The initial air drop can easily be adjust to any desirable
location, but once on the ground, traversing the rough terrain across large distance
carrying equipment is infeasible. This one shot algorithm is shown to be optimal when
agents cannot change tasks.
In the other extreme, when agents take zero travel time to reach other tasks
we provide (3) optimal solutions for specific types of task growth. An example domain
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where agents have zero travel time is software based planning, such as resource
scheduling on a computer. Optimal solutions are proved for three different families
of growth functions, specifically growth functions that are convex, linear and concave.
These solutions in the relaxed domain can provide intuition on good approximate solutions to problems when the travel time is not zero.
While relaxations are easier to solve and can give higher quality solutions for those
cases, we are also interested in addressing task allocation when the travel time is not
restricted. Our (4) Real-Time Latest Finishing First algorithm does this by first using
Latest Finishing First to get an initial assignment, then checks to see if a better assignment exists at each time step. The algorithm is conservative and tries to maintain a
solution where all tasks finish at the same time. When this equilibrium is offset, the
algorithm can detect it and adapt back to a stable state, allowing it to adapt to model
inaccuracies and noise. This maximizes the amount of time each agent spends working,
thus minimizing the time lost in transit. This works well for rapidly growing tasks, as
it is similar to the optimal solution when there is zero travel time. We also extend
this to (5) the Heterogeneous Real-Time Latest Finishing First algorithm, which generalizes to cases when agents have different work rates or travel speeds. This extension is
done by reducing to discretized work units and then treating tasks as bins and solving
a Variable-Sized Bin Packing Problem.
While Real-Time Finishing First and its heterogeneous version give approximate
solutions to general task allocation, they are both centralized and require a single entity
to collect the information and make decisions. This is often an issue in systems where
either communication range is limited or having a single point of failure is not robust
enough. To address these issues, we incorporated our growth model into (6) a max-sum
formulation. In addition to providing a decentralized solution, the solution quality is
better for a wider range of task growth functions, specifically concave functions which
Real-Time Latest Finishing First does rather poorly on. While max-sum has no theoretical guarantees on solution quality, it has yielded good results across a wide spectrum
of domains. Furthermore, we use a recent binary implementation of max-sum to reduce
message overhead and increase scalability. Max-sum detects and adapts to smaller gains
when reassigning agents compared to the more conservative Real-Time Latest Finishing
First.
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However, the detection of these gains is problematic when either our model is too
different than the actual underlying process or there is noise present. The max-sum
formulation responds especially poorly to noise, which causes agent assignments to
thrash back and forth between two tasks as max-sum tries to solve for the noise rather
than the underlying process. Dealing with uncertainty in max-sum has been researched,
but this primarily deals with error in only in one part of the problem. For our problem,
the error is in the modeling which is a basis for the whole problem formulation. This
allows us to use a more efficient sampling technique to address this issue, which we call
(7) Error Tolerant Max-Sum.
All of the methods presented, with the exception of Latest Finishing First, are real
time incremental algorithms. Thus if new tasks appear or disappear the amount of
computation needed is not significantly different than in scenarios where the number of
tasks are fixed. Additionally, if new agents join or current agents fail, the algorithms
dynamically rebalance the agent assignments to tasks appropriately to compensate.
The methods presented are tested primarily on both different types of task cost
growth and the travel time of agents. Time spent in transit greatly reduces the efficiency
of agents, as they are unable to reduce tasks unless they are near the task. This is
doubly true as not only are agents not reducing tasks when moving, but the tasks are
also growing. When tasks grow at a rate similar to how quickly agents can reduce task
cost, efficiency of agents becomes very important.
Our algorithms are verified in both a controlled simulator and in an open-source
simulation used by other researchers, namely RoboCup Rescue. We examine the performance of our algorithms under a wide range of different models to verify their applicability. We also investigate the effect of imperfect modeling or environment noise on
solution quality and present ways to address these issues.

1.3

Thesis Outline

The structure of this work is as follows:
• Chapter 2 give the background on the RoboCup Rescue simulator. This is an
open source simulator that other task allocation researchers have used for their
results. Due to the simulator’s goal for realism, it is a complex environment that
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can be applied for evaluation on many different domains.
• Chapter 3 briefly presents the history of, and science behind, the subjects presented in this thesis. Specifically, we introduce the general work done on task
allocation and focus on the Distributed Constraint Optimization Problem literature due to our use of max-sum.
• Chapter 4 describes our recurrence relationship model for growing tasks. In addition to defining our notation for the problem, we show how the recurrence relation
is used to formulate a task allocation problem. We also give a brief background on
solving recurrence relations and when there exists a known closed-form solution.
• Chapter 5 describes our Latest Finishing First algorithm in detail. We show how
this is the optimal solution for when agents cannot be reassigned or travel costs
are prohibitively large.
• Chapter 6 proves optimal solutions for three families for task growth. These
optimal solutions are only for when agents have zero travel time between
tasks, which limits the direct applicability to non-physically constrained agents.
• Chapter 7 provides general algorithms for when the travel time is not extremely
large or small. The centralized algorithms presented in this chapter reassess the
assignments at every time and look for improvements. We present the heuristic Real-Time Latest Finishing First along with an extension for heterogeneous
agents.
• Chapter 8 provides decentralized solutions without imposing assumptions on travel
time. We provide a max-sum formulation which incorporates our growth model
for any number of agents and tasks. We also extend this max-sum formulation to
be tolerant to noise in the environment and approximation error in the model.
• Chapter 9 provides controllable comparisons between the presented algorithms
through the use a simplistic simulator. This simple simulator was created to
follow our model and we evaluate the effectiveness of the approaches for a wide
range of growth functions.
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• Chapter 10 gives results in a open-source platform used by other researchers called
the RoboCup Rescue simulator. We again compare the algorithms under this
more complex scenario and evaluate their performance. As this platform was not
designed to follow our growth models, this also shows how our task cost growth
model is generalizable.
• Chapter 11 summarize our finding and contributions and discuss with future expansions of this work.

Chapter 2

RoboCup Rescue Agent
Simulation background
The RoboCup Rescue simulator is the result of a continuous effort within the AI community to create a framework that simulates a realistic post-disaster scenario in a
city [25] and to evaluate the effectiveness of different strategies. The framework allows
researchers to design multi-agent coordination methods to save civilians and reduce fire
damage to the city. This simulator is part of the RoboCup Rescue Simulation Agent
League, an official event at the annual RoboCup competition [1].
In the simulator, agents play different roles defined by the actions they can perform:
• Ambulances search for wounded civilians, rescue them and take them to a refuge.
• Fire trucks look for fires and put them out, refilling their water tanks as needed.
• Police clear debris which blocks roads to enable the other agents to move through
the city and accomplish their tasks.
Besides the agents, the simulation scenario is composed of buildings, which may be
in good condition, on fire, or totally burned; roads, that may be open or have various
amounts of blockages; central police offices, central fire stations, and ambulance centers;
and refuges, where civilians go for safety and where the fire trucks can refill their water
tanks. Fire hydrants are also scattered around the city to enable fire trucks to refill
water.
Figure 2.1is a screenshot from the simulator. The blue, white, and red circles on
10
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Figure 2.1: Screenshot of the Istanbul map with agents as circles, shaded rectangles as
buildings and white thin rectangles as roads. Yellow, orange and red buildings indicate
buildings on fire with an increasing intensity and black buildings have been destroyed
by fire. Blue buildings were at one point on fire, but then extinguished before serious
harm happened.
the maps represent respectively the police, ambulance, and fire truck agents. The
bright green, dull green, and black circles represent healthy, wounded, and dead civilians
respectively. The yellow, orange, and maroon colors represent the increasing intensity
of fire in buildings; black represents completely burned and destroyed buildings. There
are two special types of buildings: the red buildings with a house icon are refuges where
saved civilians are taken; the police hat, garage building, and medical cross are centers
for police, fire trucks and ambulance, respectively. Fire hydrants are represented by the
red hydrants on the light gray color roads. The black polygons on the roads are the
impassable blockages.
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The simulation has many constraints, which have been designed to emulate a postdisaster scenario. The agents have a map of the city, but they do not know where street
blockages are and where the tasks are located. They can detect only the tasks close
to them. Civilians have a limited life span while trapped under building rubble and
will perish if they are not rescued or the building they are trapped under catches fire.
Centers, like any other building, can burn down and cease to function. Agents entering
a burning building will become wounded, and these wounds will eventually result in
their death unless they receive first aid treatment at a refuge.
Agents can share information about their discoveries and task assignments with
other agents through messages that are sent via either long-range radio or short-range
shouts. Long-range communication is limited by a fixed bandwidth and a limit on the
number of channels an agent can subscribe to, and is susceptible to errors and message
corruption. Centers typically can subscribe to more channels than agents but cannot
perform tasks.
The simulator itself has evolved from its inception in 1999, with contributions from
many researchers across the world (e.g., [15, 1]). Changes made in 2009 [56] have produced a completely new implementation, all written in Java and built around polygonal
elements. The method used to compute the score in the RoboCup Rescue competition
has also been changed [55]. A converter from publicly available maps enables users to
import real cities maps into the simulator [21].
The RoboCup Rescue simulator includes, by default, a set of “sample” agents for
each agent type. These agents do not communicate but simply try to accomplish tasks
as they find them: police clear blockages, fire trucks put out fires in buildings, and
ambulances rescue civilians. If an agent has not encountered any task of the type it is
capable of doing, then it will randomly walk around until it finds a suitable one. While
the sample agents are very basic and greedy, they provide a standardized baseline for
testing.

2.1

Growth of Fire Clusters

Each building on fire spreads heat to other nearby buildings based primarily on distance.
When buildings reach a certain temperature, they ignite and start to actively burn the

13
fuel in the building to create more temperature. This means the rate of growth, g, is
proportional to the number of current buildings on fire, x:
(a)

δx
δt

=g·x

(b) x = C · eg·t

(2.1)

This is a first order linear differential equation that can be explicitly solved by separation
of variables to yield the well known exponential growth function given by Eq. (2.1b).
A constant C is introduced by integration to satisfy the initial conditions. Eq. (2.1a)
can be modified to incorporate fire agents extinguishing effect on a fire. If there are n
fire agents assigned to a fire cluster that each extinguish at a rate w, then the rate of
growth of a fire of a fire cluster will be reduced by n · w:
δx
=g·x−n·w
δt

(2.2)

Matters are further complicated since the intensity of the fire has an effect on the
amount of time it takes to extinguish, thus, w is biased higher than the real value.
Agents can extinguish small fires much more quickly than larger fires, which often
causes the agent to repeatedly put out small fires as they are reignited from nearby
larger fires. Nevertheless, w gives a reasonable estimate for the agent’s capabilities as
shown in Section 10. Since both n and w are constants, this still is a linear differential
equation which simplifies to a slightly modified exponential growth function shown in
Eq. (2.3). This satisfies all the conditions in Theorem 2 except the zero travel time
assumption.
x=

2.2

n·w
+ C · eg·t
g

(2.3)

Estimating the Size of a Cluster

Agents in RoboCup Rescue only have limited perception, and cannot share all their
information due to communication constraints. The RMAS bench modification [26]
circumvents this and makes the problem fully observable. While we use this perfect
information to better analyze the effects of algorithms, we present here a way to estimate
the actual size of clusters using only local information. This clustered information can
be very efficiently told to other agents for making decisions.
Clustering is commonly done to group similar objects into a single abstract object
to reduce the complexity and to enable a macro-level analysis. Running a probabilistic
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model for every single building to predict the fire spread would require a large amount
of computation and have a low probability for every possible state. Furthermore, the
model will change based on which fires agents are assigned to extinguish, so ideally the
model should be recomputed after every assignment. This method will not scale and is
too complex for a scenario in which a large amount of information is already missing.
For that reason fires are abstracted into clusters and the macro-level behaviors of these
clusters are analyzed instead.
The lack of full information in RoboCup Rescue makes clustering difficult and requires some assumptions to be made. If a large number of agents were available to circle
around the fire cluster and monitor its growth, then direct clustering using Eq. (2.2)
with current known information would be a good estimate. However, normally agents
are not able to dedicate this much time to information gathering, so it is necessary to
come up with a way of estimating the size of a fire cluster while only being able to see a
few buildings. To do this we need to make one assumption: on average fire propagates
equally in all directions.
From this assumption, a circle is a good estimate of the area on fire. This circle is
identified by two points on its edge in the following manner: First, the most recently
seen building and the 9 closest burning buildings (or all known nearby burning buildings
if fewer than 9 are on fire) are included in a set. Then k-means clustering with k = 2
is run to find two subsets. The average position of each subset is then used as the two
points to fit the circle upon, shown in Figure 2.2.
The method for finding the radius can be extended from the exponential model
given in Section 2.1. If x is the number of buildings on fire, then we can estimate
π · r2 = A · x, where r is the circle radius and A is the average building area (estimated
over all buildings on the map). This can be rewritten as: x =

π·r2
A

which can then be

substituted into Eq. (2.1a) yielding:
g
δr
g
= · r, and r(t) = D · e 2 ·t
δt
2

(2.4)

To overestimate the radius of the circle, we initially assume the fire started at the
beginning of the simulation. For example if a fire is found at time t = 50, we would
assume this fire started as a single burning building, D = 1, at time t = 0. Thus the
radius would simply be r(50). With a radius and two points on a circle, there are two
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Figure 2.2: When only the buildings indicated by pink and blue have been seen, the
actual size of the fire can be estimated by partitioning the seen buildings into two groups
and then using a radial growth assumption to find the fire spread indicated by the red
circle.
possible circles to choose from. The circle with the highest ratio of burning buildings
to total buildings is the one chosen as the fire cluster.
Since this radius is the worst case estimate, we should incorporate current information to refine the estimate. For all buildings in the circle, we check their status at the
last time viewed. If a building has never been seen, we neglect it. If there is a conflict
between past information and the assumption that the fire started at time t = 0, we
assume the center of the circle is still the same and recompute D for a radius that
satisfies the information. This new initial condition gives a smaller radius to be fit on
the two circle points and this time we choose the circle whose center was inside the old
overestimated circle. This process is repeated until there is no conflicting information.

Chapter 3

Related Work
Multi-agent task allocation is the problem of matching each task in a set B of tasks to
at least one agent in a set A of agents, in scenarios where usually |B| > |A|, while trying
to maximize the agents’ rewards (or minimize their costs). The problem of finding an
optimal task allocation is NP-complete and is inapproximable [3], even when restricted
to situations where each agent has complete information about the other agents. The
general problem when agents do not have full observability is NEXP-complete [22].
Our work incorporates some aspects of the Dynamic Traveling Salesperson Problem [44], namely as tasks grow over time, agents must re-evaluate both distances to
tasks and the cost of completing the tasks themselves. Additionally, in some experimental results, new tasks can appear during the execution. However, we do focus on
a purely multi-agent setting and assume we can estimate the changes in the simulation over time. Our problem is also similar to the Firefighter Problem [24] on infinite
grids [19, 14], where tasks grow continually and if too few agents are assigned to try and
limit the tasks, then they will grow indefinitely. However, unlike the Firefighter problem, we do not consider a strict graph, but instead a general space where the growth
of the fires is modeled rather that propagating in a graph. Agents also do not simply
halt the spread of the fire, but instead reduce the rate of growth and if the growth is
negative then the task will finish.
In RoboCup Rescue, a fire truck apply water to cool down hot buildings. If the
building is large or there are other nearby buildings adding temperature, a single agent
cannot extinguish the building. Furthermore, we represent tasks as clusters of buildings,
16
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which typically a single agent cannot extinguish faster than it spreads.
Allocation of resources and tasks in multi-agent systems and the use of teamwork to
improve performance are well-studied topics. A survey of the issues with a categorization
of task allocation problems is provided in [9]. Following their categorization, our domain
of interest focuses on discrete tasks, which are not divisible but sharable, are non stable,
and are sometimes additive.

3.1

Agent Coordination

Forming an optimal coalition of agents for a set of tasks requires an amount of computation exponential in the number of agents N (the coalition search space is 2N ).
Brute-force algorithms that search the entire space of possible coalitions are unsuitable,
even for offline algorithms. Anytime algorithms were proposed in [53] for forming coalitions for different types of tasks and with either disjoint or overlapping coalitions. For
the general case of agent coalition formation, [49] proposed an approximate algorithm
that produces a solution within a bound from the optimal. [12] and [34] improved
Sandholm’s algorithm by further reducing the search time, which, however, remains
exponential in the number of tasks. In [34], an efficient centralized algorithm (exponential in the number of tasks but polynomial in the number of agents) for a cooperative
setting is presented. The paper also presents impossibility results for a non-cooperative
setting. Even with those improvements, the complexity of coalition formation makes
the approaches impractical in real-time situations.
A few studies address tasks where the task costs are uncertain (e.g. [37, 39]), but not
where task costs change over time according to some cost function. Other methods for
adapting to dynamic environments with localized communication (i.e., [30, 5]), assume
costs change in a stochastic way. In our work, tasks are assumed to have a known trend
and we exploit this knowledge to optimize the allocation. The work of [66] considers
general coalition formation with instantaneous assignment. We consider a less general
problem domain, but are able to find the optimal solutions for them. We also provide
solutions for non-instantaneous assignments.
Tasks with decreasing rewards over time are considered in [2]. Their algorithm
encourages agents to arrive to tasks quickly. If tasks are not finished quickly, other
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tasks might get a higher priority. In our case, if a task is neglected, the growth makes
the task impossible to finish. The disparity between an impossible task versus a low
utility task makes our problems not directly comparable.
Other team formation algorithms include, for instance, a graph-based algorithm [20]
where an agent either forms a new team when there is an unassigned task or joins
an existing team. An agent moves to another team when its performance is higher
than the average performance of a neighboring team. Agents currently on a team can
change their connectivity in the graph (which the authors call the “adaptation” phase).
During adaptation, an agent computes the average performance of the team and its own
performance, and compares them. If the team average is lower than its own performance,
the agent picks its immediate neighbor with the lowest performance and removes the
edge connecting the chosen neighbor to itself.
Another graph-based approach [31] models synergies among agents in a heterogeneous multi-agent system by building a synergy graph from which teams are formed.
Once formed, the teams cannot be changed.

This method is not appropriate for

RoboCup Rescue because the time necessary to create the synergy graph will reduce
the time available to do the tasks.
Coalition and team formation algorithms used for agents are not directly applicable
to robots, as real-world environments introduce extra constraints to the problem, such
as physical distance between robots and tasks, obstacles in the environment, and limited
power supply for the robots. Some approaches (e.g., [61, 52, 66]) address specifically
these differences.
For example, [67] coordinate coalitions of robots for tasks requiring more than one
agent in order to minimize either the waiting time (when all robots must be present at
the task in order to execute it) or the total path cost of all the robots. The approach
is limited by the complexity of coordinating many agents’ schedules. Instead, they
rely on an approximate solution. However, their approach assumes that agents are
homogeneous while in the RoboCup Rescue domain there are different types of agents.
In [61] robots have different roles depending on their capabilities and on their knowledge of the tasks. When an agent finds a task that it cannot accomplish alone or is
given information about such a task, it becomes that task’s “proxy”. In this approach,
the bidding process is reversed, with tasks bidding for agents. The approach is useful in
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cases where tasks are not known upfront, and agents are randomly placed in the environment, because it avoids the expensive computations required to find the best coalition.
Instead, for each task the agents that make the k highest bids, where k is the number of
robots required to complete the task, are selected. Complexity and inapproximability
results are provided in [52].
To reduce the complexity of evaluating all possible coalitions, [65] consider only
executable coalitions, i.e. coalitions for which the preconditions are satisfied. Sensing
limitations in the robots can reduce significantly the number of executable coalitions
compared to the number of feasible coalitions, making the problem more tractable in
practice. [66] also consider inter-task constraints and proposes some greedy heuristics
that have solution guarantees.
In [48] a ‘look-ahead’ heuristic is proposed which allocates the smallest possible
coalition to a task. The rationale behind this choice is to maximize the amount of
time agents work on tasks and minimize the amount of time they move between tasks.
Furthermore, to avoid greedy assignments, the algorithm uses a one-step look ahead
when assigning coalitions (thus the name) to maximize the number of future tasks
available to each coalition.
Work in multi-agent task allocation with temporal constraints is also relevant for our
problem. One type of temporal constraints is hard deadlines, also called time windows,
where tasks can be completed only within a specified start and end time. Melvin et
al. [36] describe efficient auction based methods if the time windows and rewards for
task completion are known. This algorithm is not applicable to our problem because
they assume disjoint time windows to be able to create a total ordering of the tasks.

3.2

Task Allocation

Approaches for multi-agent task allocation can be broadly classified into centralized
and decentralized. Centralized methods assume a central entity that computes the
allocations and assigns the tasks to agents. Many approaches to task allocation are
centralized. The assignment of tasks that require a single agent to agents that do only
one task is called a linear assignment problem and can be solved with the Hungarian
algorithm [29]. Many algorithms have been developed for more complex cases, such as

20
tasks that require multiple agents, agents that can do multiple tasks at the same time,
tasks with precedence constraints, and more [27]. Exact centralized methods produce
optimal solutions, but have poor scalability [6] and are not robust to failure since they
rely on a single entity to collect information and make decisions.
In [23] Gunn and Anderson present a task assignment framework for assignment
of urban search and rescue tasks to teams of heterogeneous agent in cases when the
environment is unstable, and the make up of teams is forced to change to respond to
the environmental changes. The underlying algorithm is a best-first greedy assignment,
which allocates a task according to the agent’s role suitability and capability. An assignment round involves three steps, in the first one a team leader sends a message with
the task to all of the agents whose role allows them to do the task. Each agent evaluates
the minimum requirements of the task against its current capabilities and checks if they
can do the task without exceeding their backlog. If the agent is able to do the task, then
it sends a message to the leader accepting the task, otherwise it rejects the task. Upon
evaluating the list of potential assignees, the leader finds the agent that is most capable
(e.g closest in distance), and sends a confirmation message. The role-based negotiation
is advantageous because it reduces communication, as it is no longer required that the
agent sends a message to every single agent in a team. When communication failures
occur, robots attempts to perform tasks in their backlogs, and it is assumed that when
assignment fails tasks be re-discovered at a later point in time.
Auctions are another widely used method for making decentralized decisions. Auctions require communication between the auctioneer and the agents, which might be
problematic. However, complete communication requirements can be avoided using
consensus based methods (e.g., [64, 10]), where each robot determines independently its
tasks, and an equilibrium is reached by iteratively sharing information with the local
neighbors.
Auctions have been used in RoboCup Rescue with limited success because of their
communication requirements. For instance, [51] proposes an auction-based mechanism
in which all non-police type of agents make requests for clearing blockages to their respective centers which forward the requests to the police center (auctioneer). The police
center notifies police agents of the tasks, police agents send their bids, and the center
assign each task to the most adequate police agent. This requires a large number of
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messages, which can easily exceed what is allowed. To drastically reduce the communication needs during the bidding and allocation phases of the auctions, in [40] each
center uses proxies for the agents of its own type. In addition, consensus-based auctions
do not converge if the communication network graph becomes disconnected [43], which
may occur in RoboCup search and rescue.
Other decentralized task allocation methods nonspecific to RoboCup include methods that partition the problem space and allocate parts of it to each agent to reduce the
computational complexity and limit the need for coordination [35, 33], allocate tasks via
swaps among neighboring agents [68, 32], or allocate tasks greedily according to agents’
capabilities and availability [23]. While the methods that rely on longer-term planning
could be made ineffective by the fast changing nature of search and rescue, the method
proposed in [23] could be extended to RoboCup.

3.2.1

Distributed Constraint Optimization Problem

Decentralized task allocation is often modeled as a distributed constraint optimization
problem (DCOP) [54] and solved using DCOP methods. One such method is the approximate max-sum algorithm [17] which has been used for task allocation in sensor
networks and in RoboCup Rescue [47]. We use the max-sum algorithm as one of the
benchmark algorithms to which we compare the performance of our team formation algorithms. LA-DCOP [50] is an approximation algorithm that uses token passing [63, 16]
as follows. When an agent perceives a task, it creates a token to represent it. It can
decide to do the task or pass the token to a randomly chosen agent. This tends to guide
the search quickly towards a solution, but the algorithm is greedy. [18] compared LADCOP with their method, Swarm-GAP, in which an agent chooses a task according to a
probability that depends on the stimulus generated by the task and the agent’s threshold. Results show that both DCOP approaches behave similarly, and both perform
better than a greedy task allocation. Their experimental work uses RoboCup Rescue,
but does not attempt to coordinate the different types of agents as our work does.
Recently, to facilitate comparing the performance of DCOP algorithms, RMASBench, a system that provides a library of state-of-art solvers for DCOP and for comparing them, has been created and added to the annual competition [26]. Two common
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shortcomings of DCOP-based methods in RoboCup is that they do not take full advantage of inter-type synergies among agents [18], and their communication requirements
violate the communication constraints in RoboCup Rescue [45].
Other decentralized task allocation methods for RoboCup, include, for example,
[8] and [41]. [8] proposed a game theoretic-based method that models dynamic task
allocation with temporal constraints as potential games, and solves the problem using
a Distributed Stochastic Algorithm. The authors tested their method in three maps of
the RoboCup Rescue simulator. The domain is modeled as a Distributed Constraint
Optimization Problem and shows a higher degree of decentralization compared to [51],
but the approach lacks the inter-agent type collaboration that our research requires.
[47] describe a DCOP formulation for the coalition formation problem that is solved
using the F-Max-Sum algorithm to allocate tasks with spatial and temporal constraints
to coalitions.
Distributed Constraint Optimization, to which we apply max-sum, can incorporate
uncertainty in a variety of ways. Stranders et al. [57] show how the multi-armed bandit problem can be incorporated to learn the originally unknown utility, or constraint,
functions. Unfortunately this cannot learn the utility for our problem, as the utility
is dependent on the task size which, in our case, can grow or shrink. Incorporating
uncertainty into the DCOP formulation can be done via introducing random variables
nodes in the constraint graph not controlled by agents [30] or directly into the utility [5].
Either of these approaches is possible, but our uncertainty arises from our model which
influences all utility functions in the same manner. Instead of passing identical uncertainty distributions around inside of the DCOP formulation, we handle the uncertainty
outside of max-sum. Handling error outside of max-sum keeps the factor graph simple
and reduces the number of messages needed to be passed without detracting from the
solution quality.
Multi-agent task allocation typically assumes that each task has a known and fixed
cost. A few studies address tasks where the task costs are uncertain (e.g. [37][39]),
but not necessarily where task costs change over time according to some cost function.
The methods proposed for uncertain costs do not apply to our problem, since they
assume the allocation can be changed by repairing the initial solution. We want to
take advantage of the fact that we know the costs will grow over time to optimize the
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allocation.
Other methods for adapting to dynamic environments with localized communication
exist [30][5]. These assume the cost changes, but in a random way without any predictable pattern. This is very different from our scenario, which assumes a trend exists
and exploits this knowledge. Robust optimization is another way to frame this problem
[7], but our problem is not constrained to linear recurrence relationships so in general
we do not have closed form solutions. This would require sampling, but we assume the
domain is dynamic and unfolding which is not conducive to sampling.

Chapter 4

Problem Description
Our problem is the assignment of heterogeneous agents to tasks which have a cost that
grows over time. To fully represent this we need to incorporate: (1) the tasks growing
naturally over time and (2) agents who can reduce this cost. This type of problem
has an inherit positive-feedback loop. If a task is growing faster than the agents are
reducing it, then it will grow in the next time step. Now that the task is bigger, it will
grow even faster than in the previous time step and overcome the agent reduction by a
larger amount. This causes the size of tasks to rapidly increase if not enough reduction
is applied by the agents. The opposite is true for when agents reduce tasks more than
they grow. In the next time step the task will be smaller and grow less, which means
the same agents will reduce the cost more in the next time step than this one.
We assume both agents and tasks have a locations to remain general for domains
with robots that need to travel to reach tasks. We make no other assumptions on the
spatial locations of agents or tasks other than an agent must be at a task’s location in
order to work on that task. Our methods are still applicable if there is no concept of
distance or location when we look at the case when agents have zero travel time
to reach different tasks. In addition we also look at the case when agents can only be
assigned once and then have to remain at that task. For our problem to address both
of these simultaneously, we assume agents can have any desirable initial assignments
and locations. After this point, it takes agents a known travel time to reach another
task. In this work we assume the effect of multiple agents is purely additive. More work
is needed to extend our formulation to domains where multiple agents have a super or
24
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sub-additive effect on tasks.
Our primary goal will be to minimize the amount all tasks increase over time, as
this is the most metric similar across all domains we will discuss. Another possible goal
that is easier to visualize is minimizing the time when the last task finishes. Tasks do
not require multiple agents, but multiple agents decrease completion time. However,
assigning more agents experiences diminishing returns in the goal function. This is seen
in Figure 4.1 as with each agent assigned, the finishing time decreases by a smaller
amount. There is no discernible gain in finishing time between 0 to 10 agents, as the
task will never finish with either amount of agents. Assigning 15 agents will finish
the task at time step 40, which is much better than never being able to finish a task.
However, 20 and 25 agents finish the task at time 27 and 23 respectively. When the
difference is computable, going from 15 to 20 agents completes this 13 time steps faster.
Going from 20 to 25 agents only completes it 4 time steps faster. One can think of this
being caused by both the natural growth and that there is an initial cost that needs to
be reduced.
Since task costs grow over time, if too few agents are assigned to a task the cost
will continue to grow and the task might become unfeasible. The desirable outcome
in this case could depend on the specific problem in question. Two straight forward
goals are: (1) minimize the overall task cost over time and (2) complete as many tasks
as possible. Some domains, such as pollution management would prefer to minimize
the overall increase in task costs. If only a few pollution types were tackled, such as
completely removing all plastic from the ocean, but let the CO2 levels rise unhindered
would create a very big shift in the planet’s ecosystem. If the domain is eliminating an
invasive water species, one might want to maintain a few bodies of water without this
species and leave the others alone. Many other factors exist for never-ending tasks, such
as what is the most efficient amount of resources or agents to reduce the task. For these
reasons, we will focus only on problems where it is possible to complete all tasks. We
will also assume there is a fixed number of agents to try and satisfy the problem with.
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Figure 4.1: Cost to complete a growing task with different number of agents first active
at time 10. Red lines indicate insufficient agents to ever finish the task.

4.1

General Recurrence Relations

A recurrence relation is a sequence that is recursively defines itself along with initial
values. A very famous recurrence relationship is the Fibonacci numbers, defined as
fn = fn−1 + fn−2 with f0 = 0 and f1 = 11

. A linear homogeneous recurrence

relationship is of the form:
fn = c1 · fn−1 + c2 · fn−2 + ... + cm · fn−m .
To find a closed form solution of this, one can generate the characteristic polynomial:
xm − c1 · xm−1 − c2 · xm−2 − ... − cm .
1

Also sometimes defined as f0 = 1 and f1 = 1.
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Let λ1 to λm be the roots of this polynomial. If these roots are unique, the recurrence
relation can be express in closed form as:
fn = D1 · λn1 + D2 · λn2 + ...Dm · λnm ,
where D1 to Dm can be found by solving a system of linear equations with the provided
initial conditions. If a root, λi has a multiplicity of k, where k > 1, then replace all
Dj · λnj terms where λi = λj in the closed form solution with:
Di · λni + Di+1 · n · λni + ... + Di+k · nk−1 · λni .
A non-homogeneous linear recurrence relation has the form:
fn = c1 · fn−1 + c2 · fn−2 + ... + cm · fn−m + g(n),
for some function g(n) that only depends on n. Non-homogeneous linear recurrence
relations also have a closed form solution that is found by decomposing the problem
into the solution for the homogeneous linear recurrence part and adding it to the solution
for g(n).
General non-homogeneous relations have the form:
fn = h(fn−1 , fn−2 , ..., f0 , n).
While some specific functions h have closed form solutions, others do not have a known
closed-form. Specifically, Euler’s method is a non-homogeneous recurrence relation:
fn = fn−1 + h(tn−1 , fn−1 )
. We use Euler’s method as the basis of our growth model for a general h. However, we
want the growth to be purely dependent on the task cost, fn , so we remove tn−1 from
the input to h. As the growth rate depends on both the agents and task size, one can
think of this as solving a differential equation.
The global truncation error is well known for the Taylor series. As Euler’s method
is based off a Taylor series, we know the global truncation error is no more than
M ∆T tf −t0
2·L (e

− 1), where M is the upper bound on the derivative of ∆fit and L is the

Lipschitz constant on the interval [t0 , tf ] with a step size of ∆T [4]. Here we treat fi as
a sequence due to the use of discrete time steps, but it could be treated as a continuous
function if that is a better model for the domain (Sections 6.2 and Chapter 10).
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4.2

Recurrence Relations in Task Allocation

We denote the set of agents by A = {a1 , . . . , a|A| } and the set of tasks by B =
{b1 , . . . , b|B| }. The set of active agent assignments is denoted by N t = {nt1 , . . . , nt|B| },
where nti is the set of agents from A that are currently working on task bi at time t,
without counting any of the agents which are in travel at time t. An agent can only
work on one task at a time, so nti ⊆ A and ∀i 6= j, nti ∩ ntj = ∅. All agents and tasks
have a spatial location. The travel time for agent a, T T (a, x, y), between two locations,
x and y, is assumed to be computable.
Definition 1. Zero travel time is defined to mean: ∀bi , bj ∈ B, ∀ak ∈ A, T T (ak , bi , bj )
= 0, or that all agents can go from working on their current task to working on any
other task in the next time unit.
Definition 2. fit is defined to be the cost task bi at time t. This cost increases over
time based on what task cost growth function, h(fit ), is being used to model the task
growth. Agents reduce this cost when assigned to tasks.
Each agent a provides the amount of work wa per time unit when the agent is at
a task location. An agent traveling to a task does not provide any work. Every task
bi ∈ B has a cost defined with the following recurrence relation [41]:
fit+1 = fit + ∆fit ,

(4.1)

where ∆fit has the form:
∆fit = hi (fit ) −

X

wa ,

(4.2)

a∈nti

where fit starts at some initial cost fi0 and hi : R>0 → R>0 is a monotonically increasing
function. Here we treat fit as a sequence due to discrete time steps, but it could be
treated as a continuous function if that is a better model for the domain as shown in
P
t
Section 6.2 and Chapter 10. We will abbreviate
a∈nt wa as w · |ni | in the case of
i

homogeneous agents when ∀ai ∈ A, ∀aj ∈ A wai = waj .
For example, consider one agent and two tasks b1 and b2 such that f10 << f20 but
h1 (f1t ) >> h2 (f2t ). This means one task starts with a small initial cost but grows very
rapidly and the other task has a large initial cost but grows very slowly. The best
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solution is to quickly finish b1 to prevent it from growing rapidly and then work at b2 .
It takes some time to complete b1 but the change in b2 is not very significant, so there
is not much of a difference between completing b2 first or second. However, if one tries
to first complete b2 , then b1 will have grown considerably by the time b2 is completed
and will take much longer to complete b1 second rather than first.
Definition 3. cti is the time when task bi is completed, specifically when fit ≤ 0.
Formally, this means cti = argmin fit ≤ 0. If task bi is never going to be completed, we
t

define cti = ∞.

For this work we assume once tasks are completed, they cease growing and do not
need any more attention from agents. Thus, when fit is non-positive, hi (fit ) is set to
zero and agents cannot be assigned to this task, namely |nti | = 0 when t > cti . When
each task has fit ≤ 0, the problem is considered solved and we set fit = 0. When
P
hi (fit ) > a∈nt wa this means fit is strictly monotonically increasing, which means the
i

task is growing faster than the assigned agents can reduce it. If more agents are not
assigned at a later time, the task will never be completed and we say cti = ∞.
A solution is found when every task is completed, namely, if and only if all bi ∈ B
P
have ficti = 0. Using (4.2), we can write this solution as fi0 + t<cti ∆fit = 0.Since this
is true for every bi ∈ B a solution is reached if and only if:



X
X
X
fi0 +
hi (fit ) −
wa   = 0
bi ∈B

t<cti

(4.3)

a∈nti

Next we will present some notation that will be useful in the proofs of Chapter 6.
P
P
P
P
P
Note that in (4.3), bi ∈B fi0 is a constant and bi ∈B t<cti a∈A wa = p̄·cti · a∈nt wa ,
i

where p̄ is the average efficiency of the agents. We can then rewrite (4.3) as:
X
X X
X
fi0 +
hi (fit ) − p̄ · cti ·
wa = 0
bi ∈B

This means that

P

bi ∈B

P

bi ∈B t<cti
t
t<cti hi (fi )

(4.4)

a∈A

is the amount of work added to the system from

time t = 0.
The goal is to complete all tasks with as little growth as possible. This is slightly
different than [41], which only considers the time when the last task is finished. In
forest fires, this would correspond to minimizing the number of trees burnt, rather than
simply how quickly the fire is put out.

30
Definition 4. Rcti is the added growth for task bi , which we call accumulated growth
cost, defined by:
Rcti =

X

h(fit ).

(4.5)

t<cti

Our goal is to minimize the accumulated growth across all tasks. More formally this
means our objective is:
min

X

Rcti

bi ∈B

For our theoretical proofs, we also use the notation: ∆Rt = Rt − Rt−1 =

P

bi ∈B

hi (fit ).

Chapter 5

One Shot Assignments
The general task assignment problem is to assign an agent to one or more tasks. Additionally, the order in which an agent does its tasks increases this complexity even more.
To start out, we will examine a simple case where each agent is only able to be assigned
once to a single task. As each agent has |B| tasks to pick from, a single assignment has
O(|B||A| ) possibilities. This exponential amount of computation is infeasible for a large
number of tasks or agents, so an approximation solution needs to be found.
To further simplify the problem, we will first consider identical and interchangeable
agents, namely ∀ai ∈ A, ∀aj ∈ A wai = waj . We present the Latest Finishing First
algorithm that finds the optimal solution in terms of minimizing the time for the last
task to finish. We then examine how to solve the same problem with heterogeneous
agents.

5.1

Latest Finishing First

When agents require time to move between different tasks, every time an agent is
reassigned to a different task, p̄ decreases in (4.4). To address this issue, we introduce
Latest Finishing First (LFF). The inspiration behind LFF is to create an initial stable
assignment that will try to maximize p̄ to 1, thus maximizing the overall output of agents
in the system. Although this maximizes the right side of (4.4), there is no guarantee of
P
the effect on the middle term, bi ∈B Rcti . In other words, we will fully utilize all the
agents but may inefficiently assign them.
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The LFF algorithm is based on the heuristic of iteratively assigning agents to the
task which finishes last, or specifically has the largest completion time, cti . This causes
LFF to have two main phases, the first when few agents are assigned and multiple tasks
have cti = ∞ since the growth rate of the tasks is greater than the reduction from
assigned agents. At this stage there is often a tie for tasks with the largest cti , so in
order to break the tie an agent is assigned to whichever task has a larger initial cost,
namely fi0 .1 The agent that is actually assigned to this task is selected greedily, simply
the closest unassigned agent to that task. Once this agent is assigned, cti is updated for
this task and this process is repeated until there are no more tasks with cti = ∞. If at
some point there are no more unassigned agents and there is still a task with cti = ∞,
then the algorithm is done but some tasks are not completed.
The second phase, if reached, starts when all tasks have a finite completion time,
specifically cti < ∞ for all tasks. Ties for a maximum cti are rare if the time scale of t
is sufficiently small, unless there are two identical tasks with similar unassigned agent
locations. If there is a tie, the initial cost can be used to break the tie and determine
where to assign the agent, similar to the first phase. When the task is determined,
the closest unassigned agent is assigned to that task and the task’s cti is updated.
This process is repeated until there are no more unassigned agents left and the LFF
algorithm finishes. LFF creates a solution where all tasks finish at similar times, as
shown in Figure 5.1.
During this first phase the choice of using the initial cost as a tie breaker is semiarbitrary, since no assumptions are made about hi (fit ). However, if there is some correlation between the task growth functions, then a task with a higher initial cost will take
longer to complete than a smaller task if the number of agents assigned is the same.
This means tasks with a large fi0 will likely need more agents assigned, thus this tie
breaking attempts to reduce overall agent travel time.
LFF only provides an initial assignment because the algorithm ends when all agents
are assigned, thus it is well suited when reassignment is difficult due to high travel
cost or lack of communication. For example, if forest firefighters deploy deep into the
wilderness via parachute, they will be unable to move very effectively after their initial
1

If there is a tie for tasks with initial costs, then assign an agent to minimize that agent’s travel
time to reach either of these two tasks.
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input : Agents A, tasks B
output: Agent assignments
T T (ai ,bj )

while ∃ai ∈ A and @j such that ai ∈ nj
Find bi for argmax cti

do

bi ∈B

if ∃bj where cti = ctj then
Find bk for argmax fk0 with ctk = cti
bk ∈B

Assign

argmin

T T (aj , bk ) to bk

aj ∈A and aj unassigned

end
else
Assign

argmin

T T (aj , bi ) to bi

aj ∈A and aj unassigned

end
end
Algorithm 1: Latest Finishing First (LFF)
deployment. In the case of one shot deployment with a uniform initial assignment cost,
LFF provides the optimal solution. In the next section we consider the case when LFF
is rerun when t 6= 0, which is simply accomplished by replacing n0i and fi0 with nti and
fit respectively.

5.2

Heterogeneous Agents

When agents are heterogeneous, we assume each agent a has a work amount, wa , that
the agent can apply to a task. The size of a work unit can be the greatest common
divisor of all the agents’ work amounts. For example, if the work amounts, wa in Eq.
4.2, of three agents are 25, 35 and 50, then we would define a work unit as size 5 and
thus agents would have 5, 7 and 10 work units respectively. We place no restrictions
on the travel speed of agents, but this impacts how long an agent is not working on a
task i.e. is not in any nti . First we solve a variation of the Variable-Sized Bin-PackingProblem [11, 62] once to find an initial solution when travel times are prohibitively
large. Then we present an incremental algorithm to improve the allocation over time
for cases when travel times are on a similar order of magnitude as task costs.
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Figure 5.1: Optimal solution for two convexly growing tasks when agents cannot be
reassigned is to have both be completed at the same time. Shown is the solution for
T T (a, x, y) = ∞, f10 = 10, f20 = 60, |A| = 63, w = 0.01201, h(x) = 0.0002 · x2 .

5.2.1

Heterogeneous LFF

LFF works by assigning agents one at a time to the task which currently finishes last.
This is repeated until there are no more agents left to assign. In our problem we are
concerned with cost and not with finish time, so we prioritize assignments to the task
which has the largest accumulated growth, b∗ = argmin Rcti . Instead of assigning a
bi ∈B

whole agent, we assign a single work unit to b∗ and recompute the new value of Rctb∗ , as
detailed in Alg. 2. After assigning all work units, we have determined the ideal number
of work units for each task. We denote the ideal number of work units for task bi by
Wi∗ .
Once we have the ideal number of work units for each task, Wi∗ , agents must be
assigned to try and match as closely to these ideal amounts. Agents can only be assigned
to a single task, so all work units on an agent must be applied to a single task. The
assignment of agent ai to task bj is denoted by Ii,j in Alg. 2. The variable Wj represents
the total amount of work units assigned to task bj . To get Wj as close to Wj∗ , we
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solve the Variable-Sized Bin-Packing-Problem[11] with the following mixed integer linear
program:

max

X

Wi

bi ∈B

∀bj ∈ B :

X

wai · Ii,j − Wj = 0

ai ∈A

∀ai ∈ A :

X

Ii,j ≤ 1

bj ∈B

∀bj ∈ B : 0 ≤ Wj ≤ Wj∗
All Ii,j : 0 ≤ Ii,j ≤ 1
Integers: All Ii,j
where wa is the work amount of agent a, and Ii,j is an indicator variable signifying agent
ai is assigned to task bj . Wj is the amount of work assigned to task bj and Wj∗ is the
ideal amount of work for task bj . The first line in the formulation is our goal, i.e. to
maximize the amount of work units packed into each task. The second line indicates
which agent is assigned to what task. Next, we ensure an agent cannot be assigned
to more than one task and finally that the assigned work amount does not exceed the
ideal amount. The last two lines indicate that the indicators Ii,j are either 0 or 1. This
mixed integer linear program only needs to be solved once per simulation and can solve
for 300 agents and 2 tasks in under 0.2 seconds.
Since an agent has to be assigned in full to a task, at times the ideal amount of work
cannot be given to some tasks. This means some agents will not have an assignment (i.e.
P
some ai might have bj ∈B Ii,j = 0) or some tasks might not get the ideal amount of
work because of a shortage of available agents. After the mixed-integer linear program
runs, we have to assign agents that did not get tasks, if any. This is done by repeatedly
assigning the unassigned agent with the largest number of work units to the task with
the largest difference between the ideal and the current work unit amount.

36

input : Agents A and tasks B
output: Real assignments W
for i ← 1 to |B| do
set Wi∗ = ∞
end
totalU nits ←

P

a∈A wa
1 work unit amount

for i ← 1 to totalU nits do
chosen ← argmaxi Wi∗
Assign 1 work unit to chosen
Recompute ctchosen via simulation.
∗
as Rctchosen in (4.5)
Recompute Wchosen

end
Solve for W and I for all tasks by mixed-integer linear program
for a not assigned in I do
Assign largest a to next largest Wi∗ − Wi
Update I and W
end
Algorithm 2: Heterogeneous LFF (H-LFF)

Chapter 6

Optimal Solutions
In our problem the cost of completing a task increases over time, therefore the goal is
P
to minimize the amount all tasks grow over time, specifically minimizing bi ∈B Rcti .
Finding the optimal solution for the general case is very difficult, but we prove the
optimal solution can be found by making the following assumptions:
1. there is a positive correlation between fit and hi (fit ). Namely, larger tasks must
grow faster than smaller tasks. This is reasonable for domains that have a chainreaction effect, such as a stampede. If one animal gets frightened and starts running, other animals also get frightened and start running. As more animals start
running, fit , the rate that additional animals start to run, hi (fit ), also increases.
Fires are another example.
2. as a task gets closer to completing, its growth approaches zero. This is needed
for continuity since after a task is complete, we assume it cannot grow and thus
hi (x) = 0 for non-positive x.
3. the task growth functions, hi (fit ), are the same for all tasks. Tasks can have
different initial costs, and thus different initial growth rates.
4. agents have zero travel time between tasks. This is a strong assumption, since
physical agents require travel time, but by relaxing the problem we are able to
provide theoretical results on the optimality of the solutions.
The travel time relaxation might seem to trivialize the problem, but the optimal
solutions to the relaxed problems provide an intuition on desirable types of allocations.
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For example, consider one agent and two tasks b1 and b2 such that f10 < f20 , namely b2
is initially larger than b1 . Since h(x) is defined to be monotonically increasing, b2 grows
faster than b1 . If the agent tries to do b1 first, b2 will grow even larger, which will in
turn increase the rate of growth, and make it even harder to tackle b2 later. However,
if the agent starts on b2 then it will take a longer time to finish b2 , and this will give
b1 more time to grow and become harder to complete. As we will show in the next few
sections, the key to decide how to allocate agents to tasks is the second derivative of
the growth function h(x).
P
As stated earlier, our goal is to minimize the regret bi ∈B Rcti from (4.5). Next
P
P
we show how bi ∈B Rcti can be minimized by greedily minimizing bi ∈B h(fit ) at each
time step. We prove this when h(x) is monotonically accelerating (convex), linear, and
monotonically decelerating (concave). In addition to the proofs, we provide an intuition
on the general patterns of optimal solutions if travel time is not zero.

6.1

Convex Growth Functions

The proofs presented below have the following outline. First we show that minimizing
P
bi ∈B Rcti is an optimal solution with the zero travel time assumption, because
we can assume all agents will always be assigned and working on some task. Then the
P
only term left in (4.4) that depends on the assignments is the middle term, bi ∈B Rcti ,
namely how the cost function changes based on the assigned agents. From here it is
P
fairly straightforward to see that by reducing bi ∈B Rcti , cti on the right in (4.4) can be
P
reduced hence reaching a solution faster. Then we show this middle term, bi ∈B Rcti ,
can be greedily minimized at each time step. Thus in order to minimize the total growth
accumulated, it is sufficient to assign agents to minimize the cost growth of all tasks at
every time step. This leads us to the solution shown in Figure 6.1 where all agents are
assigned to the largest task. When there is a tie for the largest task, agents are evenly
distributed among all tied tasks.
P
Theorem 1. Minimizing bi ∈B Rcti also minimizes the time the last task is completed
when T T (x, y) = 0 ∀x, y.
Proof. When T T (x, y) = 0 ∀x, y we can assume p̄ = 1 from Eq. 4.4, since agents have
P
R̂t =
zero travel time between tasks. Suppose a faster solution fˆt exists, then
i

bi ∈B

ŝ
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Figure 6.1: Optimal solution for convexly growing tasks is to assign all agents to the
largest task and evenly divide agents in case of a tie for largest. The shown optimal
solution is for T T (a, x, y) = 0, f10 = 10, f20 = 60, |A| = 60, w = 0.01201, h(x) = 0.0002 ·
x2 .
P

P

P

P

bi ∈B
bi ∈B

t<ctˆi
bi ∈B

hi (fˆit ) where ctˆi < cti with

P

bi ∈B

P

R̂cti ≥

bi ∈B

P

Rcti is a minimum by definition. Rewriting (4.4) for
X

Rcti = (

bi ∈B

Solving (4.4) for

P

bi ∈B

X

R̂cti + (

X

wa ) · (cti − ctˆi ) = (

Using our two assumptions that

bi ∈B

which implies that

X
a∈A

P

P

bi ∈B

bi ∈B

bi ∈B

X

fi0

wa ) · cti −

bi ∈B

Rcti ≤

wa ) · (cti − ctˆi ) ≤

P

X
bi ∈B

bi ∈B

fi0

bi ∈B

a∈A

P

X

R̂cti , we can then write:

R̂cti + (

X

wa ) · (cti − ctˆi )

a∈A

Rcti satisfied (4.3) at time ctˆi , a contradiction.

Rcti , as

Rcti yields:

bi ∈B

a∈A

a∈A

Rcti + (

X

wa ) · cti −

P

R̂cti in terms of cti :

bi ∈B

X

X

bi ∈B
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Theorem 2. Minimizing ∆Rt for every time unit t also minimizes the global reP
gret,
bi ∈B Rcti , when (i) T T (x, y) = 0 ∀x, y, (ii) hi (x) = hj (x) ∀bi , bj ∈ B, (iii)
limx→0+ hi (x) = 0, and (iv)

∂2
h (f t )
∂t2 i i

≥ 0.

Proof. Due to assumption (ii), we will denote hi (x) with h(x) to simplify notation.
Assume there exists a better solution F̂ , which differs from the greedy minimization F .
This means that at some time td the better solution must assign agents differently than
the greedy solution. By definition the greedy minimization, F , is a minimum ∆Rtd at
P
time td , thus ∆Rtd ≤ ∆R̂td , where ∆R̂t = bi ∈B h(fˆit ). After time td , F will copy
the agent assignments of F̂ and because T T (x, y) = 0 ∀x, y this is possible from any
P
P
t
ˆt
configuration. Next we prove by induction that
bi ∈B fi . At time td ,
bi ∈B fi ≤
P
P
P
td
x
x
0
ˆtd
t<x ∆fi along with
bi ∈B fi combined with the fact that fi = fi +
bi ∈B fi =
P
P
F is a greedy choice implies bi ∈B fitd +1 ≤ bi ∈B fˆitd +1 , which is the base case in the
P
ci ≥ 0. We then
induction. If we write fˆt = f t + ci , then we can conclude
i

bi ∈B

i

compute fit+1 as:
fit+1 = fit + h(fi ) − w · |nti |
and fˆit+1 as (nti is the same since assignments are copied):
fˆit+1 = (fit + ci ) + h(fi + ci ) − w · |nti |
If we use the monotonicity of h, then we can see h(fi + ci ) = h(fi ) + δi · ci for some
δi > 0, basically δi is the slope between fi and fi + ci . This means:
fˆit+1 − fit+1 = ci + δi · ci
∂2
h (f t )
∂t2 i i

≥ 0 we know δi ≥ δj when ci > cj ∀i, j as shown in Figure 6.2. Thus,
P
bi ∈B δi ·ci ≥ 0 since
b ∈B ci ≥ 0 as positive ci get a larger δi than negative values and
P i
P
we can conclude that bi ∈B fit+1 ≤ bi ∈B fˆit+1 , the inductive step. Using a similar logic
P
P
P
to extracting the definition of ∆Rt from (4.3), we drop bi ∈B fi0 and t<cti bi ∈B w ·

Since
P

|nti | from both sides and get:
X
bi ∈B

Rcti ≤

X

R̂cti

bi ∈B

h(fˆit ). This is a contradiction to the fact that F̂ is a
P
better solution, therefore minimizing ∆Rt at every time t also minimizes bi ∈B Rcti .

where

P

bi ∈B

R̂cti =

P

bi ∈B

P

t<cti
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Figure 6.2: Since the function h(fit ) is always accelerating, the slope, δi , will be larger
when ci is larger.
Before concluding the proof, we must consider the cases when F completes a task
that F̂ did not and vice versa. If F completes a task that F̂ did not, then the greedy
minimization will assign agents from an already completed task to a random unfinished
tasks. This does not invalidate any of the inequalities above. When F̂ completes a task
that F has not, this task will never be completed by direct mimicry from the greedy
minimization solution, instead this will be finished by the random assignment described
above. There is no discontinuity in the sums since we require limx→0+ h(x) = 0, so
when a task is completed it simply disappears from the equations.

6.2

Linear Growth Functions

When

∂2
h(x)
∂x2

= 0, h(x) is linear. In this case the recurrence relation in (4.1) has a

closed form solution, despite being non-homogeneous. If we write fit+1 = fit + p · fit + q −
P
t
a∈nt wa , where ni is assumed to be constant for the duration of the projection, then
i

this has a closed form solution of fit = Ki + Li · (p + 1)t . Here Ki and Li are constants
determined by the initial conditions of fit and the number of agents assigned. While q
or nti does not factor directly into the closed form solution, evaluation of fit from fi0 is
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necessary to solve for Ki and Li . We can solve for the initial conditions and get1 :
P
P
q − a∈nt wa
q − a∈nt wa
i
i
fit = −
+ (fi0 +
) · (p + 1)t
(6.1)
p
p
If we let the step size shrink to zero (along with p and w), we get the well known
continuous exponential function:
fit =

1 X
wa ) + D · ep·t ,
·(
p
t

(6.2)

a∈ni

where again D is an integration constant and it will be negative if the agents are
P
completing the task faster than it is growing, namely D < 0 if and only if a∈nt wa >
i
P
p · fit , as D = fi0 − p1 · ( a∈nt wa ). We let q = 0 for continuity of the derivative when a
i

task finishes.
To show that minimizing

P

bi ∈B

h(fit ) at every time step produces an optimal solu-

tion, we will show that any assignment with all the agents assigned in fact minimizes
P
P
t
bi ∈B Rcti is constant. The proof will be direct and can be intubi ∈B h(fi ). Thus
itively thought of as using the linearity to merge all tasks into a single meta-task, which
is the direct sum of each individual task. Since there is a single task all agents will be
assigned to it at every time step. This will allow us to derive an explicit formula for
P
P
both bi ∈B Rcti and bi ∈B h(fit ).
Theorem 3. If zero travel time is assumed, all agents are assigned to an active
P
P
task, and h(x) is linear, then bi ∈B Rcti and bi ∈B h(fit ) are constants and are directly
computable for any assignment.
P
Proof. First we will directly show that bi ∈B h(fit ) is a constant via direct proof. Since
P
P
h(x) is linear, bi ∈B h(fit ) = h( bi ∈B fit ). Summing over i in (6.1), we get:
X
X
fit = −Z + (
fi0 + Z) · (p + 1)t ,
bi ∈B

i

P
P
P
where Z = p1 (q ·|B|− a∈A wa ) since bi ∈B q = q ·|B| and bi ∈B a∈nt wa = a∈A wa
i
as every agents is assigned to a task. As no assumptions were made about the individP
ual assignments nti , we can conclude that bi ∈B h(fit ) is a constant at time t for any
assignment, namely:
P

P

−(q − 1) · |B| −

X

wa + (

a∈A
1

If p = 0, then

fit

=

fi0

+ (q −

P

a∈nti

X
i

wa ) · t.

fi0 + q · |B| −

X
a∈A

wa ) · (p + 1)t .
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P

Since this is constant, it is also a minimum for all assignments. As
b ∈B Rcti =
P
P
P
Pi
t
t
t<max(cti )
bi ∈B h(fi ) and
bi ∈B h(fi ) is a constant, it follows that
bi ∈B Rcti is
also a constant.
When the task growth function is linear, the benefit for doing a task is no longer
determined by the size of that task, but instead by the size of the sum of all tasks. The
amount of time that agents need to spend on a task to complete it still depends on the
growth of the task cost, the work rate of the agents, and the number of agents working
on the task. The cost of tasks still grows exponentially, so a poor initial allocation of
agents is worse than poor allocations near completion.
When the growth functions are linear, it is easy to determine whether all tasks
P
P
can be completed or not with zero travel time. If h( bi ∈B fit ) ≥ a∈A wa then the
problem is no longer solvable, otherwise all tasks can be completed. With zero travel
time, this condition needs to be checked only once to determine the outcome. If there
is travel time, the right hand side of the equation is an overestimate, but it can still be
evaluated at every time step to determine if the problem is no longer solvable.

6.3

Concave Growth Functions

The next case we analyze is when

∂2
h(x)
∂x2

≤ 0, and is not necessarily constant. h(x) is

still required to be monotonically increasing, so fit is Ω(x) and O(ex ). For this family
of functions, the rate of change in growth is faster for smaller tasks. So while larger
tasks still grow faster than smaller tasks, reducing smaller tasks will shrink their future
growth more than for larger tasks. This is the opposite of the case when

∂2
h(x)
∂x2

> 0,

where tasks growth has a positive feedback loop.
To prove that minimizing the growth of all functions at every time step is the optimal
solution, we examine a pair of tasks and show by contradiction that the optimal solution
must assign all agents to the smallest task. Since the pairs of tasks are general, this
reasoning can be applied to all pairs.
Theorem 4. If zero travel time is assumed, all agents are assigned to an active
P
P
∂2
t
task and ∂x
2 h(x) ≤ 0, then
bi ∈B Rcti is minimized by greedily reducing
bi ∈B h(fi )
at every step, which is done by assigning all agents to the smallest task.
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Proof. Suppose we have two tasks b1 and b2 , where without a loss of generality f10 < f20 .
P
First we show that minimizing bi ∈B h(fit ) is achieved by assigning all agents to b1 . We
want to assign an agent to the task in order to decrease the overall growth as much as
possible, namely argmax h(fit ) − h(fit − wa ). If we consider h(fit − w) − h(fit ) as a rough
bi ∈B

approximation of the derivative, we can see that since h(x) is decelerating,
maximized for small
∂
∂x h(x)

fit .

∂
∂x h(x)

is

b1 , f1t

As each agent is assigned to
will shrink more and cause
P
t
to become even larger. Thus bi ∈B h(fi ) is minimized by assigning all agents

to b1 . An exception to this is if b1 completes, then h(f1t ) =

∂
t
∂x h(f1 )

= 0, so remaining

agents will go to b2 .
Next we represent

P

bi ∈B

Rcti between b1 and b2 as T1 + T2 + ∆T1 + ∆T2 , where Ti

is the growth accumulated for completing bi initially and ∆Ti is accumulated growth
from not assigning agents. That is ∆Ti = 0 if all agents are allocated to bi and Ti =
P
t
t
t<cti h(fi ) where |ni | = |A| until bi is completed. By definition, assigning all agents
to b1 until it is completed will eliminate ∆T1 and increase ∆T2 as much as possible.
P
Suppose there exists some smaller bi ∈B Rcti denoted by hats with ∆Tˆ1 6= 0. This
implies that ∆Tˆ1 + ∆Tˆ2 < ∆T2 , however this means that agents can reduce the growth
of b2 faster than b1 . This is a contradiction since h(x) is decelerating and f1t < f2t .
For |B| > 2, we can compare all possible pairs of tasks. Since fi0 < fj0 implies
all agents should be allocated to bi over bj , we can conclude that all agents should be
allocated to argmin fi0 , until this task finishes. We will then remove the finished task
bi ∈B

from B and search for the next smallest task and repeat the process. If there is a tie for
smallest, either one can be picked and assigned to the first available agent. After the
first agent is assigned, that task will be smaller and the tie is broken.
For this family of functions, the optimal solution is fairly intuitive. When an agent
works on a task, for smaller tasks the growth rate decreases much more rapidly than
for larger tasks. Since h(x) is decelerating, the larger tasks do not grow much more
rapidly than smaller tasks. This creates a positive feedback loop of incentives for agents
to work on the smaller task. We can find whether all tasks can be completed for a
monotonically decelerating function by repeatedly estimating the time to complete the
smallest undone task, then projecting the growth of all the remaining tasks. If at some
P
point the projection of the remaining task bi at time t satisfies h(fit ) > a∈A wa , then
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Figure 6.3: Optimal solution for concave growth is to assign all agents to the smallest
task. Shown is the solution for T T (a, x, y) = 0, f10 = 10, f20 = 60, |A| = 65, w =
√
0.01201, h(x) = 0.05 · x.
the problem is not solvable.
Figure 6.3 shows an example of an optimal zero travel time solution, where all
the agents are assigned to task 1 until it is completed. The important aspect is that it
took under 20 time steps to complete 10 units of work on task 1 and during this time
task 2 only increased about 6 units. Task 2 then took over 130 time steps to do 66 units
of cost. This can be compared to Figure 6.4, where all agents are assigned to the larger
task first. Despite both figures having the same initial conditions, Figure 6.4 takes over
30 time steps longer to complete all tasks.
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Figure 6.4: If all agents are assigned to the larger task for concave growth, the finish
time is increased from Figure 6.3. Shown is the scenario T T (a, x, y) = 0, f10 = 10, f20 =
√
60, |A| = 65, w = 0.01201, h(x) = 0.05 · x.

Chapter 7

Centralized Solutions
This chapter extends the one shot assignments of the Latest Finishing First (LFF)
algorithm to a real-time solution applicable to a wider range of environments. The LFF
algorithm only does the initial assignment, but after agents are assigned and the cost
of a task is discovered to be different from the initial estimate, it can be advantageous
to reassign some agents. LFF assumes perfect information of all the tasks but the
initial task cost can be incorrect or the function can be an imperfect approximation.
Also, when new tasks are discovered, it is crucial that agents are reassigned to the
new tasks. The Real-Time Latest Finishing First (RT-LFF) algorithm can adjust to all
these situations while attempting to maintain the same property as the original LFF
algorithm, namely by trying to assign agents to tasks with high completion times.
The Real-Time Latest Finishing First algorithm is also extended to allow heterogeneous agents. We analyze the effects of work amount and travel speed on the original
RT-LFF heuristic. The best agents to transfer are fast agents who do small amounts of
work. We find that it is sufficient to only consider the agent with the highest speed to
work ratio when checking to see if an agent should be reassigned to another task.

7.1

Real-Time Latest Finishing First

For the initial agent assignment Real-Time Latest Finishing First (RT-LFF) simply uses
the assignments from Latest Finishing First (LFF). Every time period after the initial,
RT-LFF attempts to find if there is any pair of tasks that could reassign an agent from
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one task to another to reduce the latest completion time of all tasks. An agent is only
transfered from an original task to a task that finishes later if the original task will
still complete faster, even after transferring the agent. Let ct−
i be the time for task
bi to complete with one fewer agent and ct+
j be the time for task bj to complete with
one additional agent including the delay from the agent traveling. An agent is only
+
reassigned from bi to bj if ct−
i < ctj . Note that this assignment strategy is greedy since

the original task will not give up an agent unless it is still better off than the receiving
task. Here we provide a formal definition of the RT-LFF algorithm.
input : Agents A, tasks B
output: Agent assignments at every time step
Use LF F for initial assignments
while t < maxi cti do
for bi ∈ B do
+
if ∃bj 6= bi where ct−
i < ctj with argmin T T (bi , bj ) then
bi

Reassign ak ∈ Nit to bj with argmin T T (ak , bj )
ak

end
end
end
Algorithm 3: Real-Time Latest Finishing First (RT-LFF)
+
Another transfer criterion worth considering is when max(cti , ctj ) ≥ max(ct−
i , ctj ).

This causes RT-LFF to have a very similar assignment to LFF, if it was rerun at that
time step, and can cause assignment thrashing, especially when there is noise or an
error in the growth function. For this reason LFF is used for initial allocations only.
The task bj would receive benefits from the extra agent, but the task bi is now behind
and might possibly need an agent transferred back in the future. When the heuristic is
+
greedy, namely only transfer if ct−
i ≤ ctj , then after a transfer the completion times of

both tasks will be approximately equal, resulting in less likely future transfers between
these two tasks.
Whenever possible, all pairs of tasks are considered and the order that the pairs are
considered can have a significant effect. If one task is first paired with all other tasks,
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it will have priority to receive (or send) agents. Thus, we put newly observed tasks
first, then order the rest of the remaining tasks based on how close they are to the new
task. This ordering causes the new task and closest task to potentially transfer agents
first, then the new task and second closest task and so forth. This is desirable because
it reduces the travel time of agents assigned to the new task, and since the new task
has no agents assigned, it will likely receive multiple. If the domain has a large number
of agents or fairly indivisible time steps, it might be useful to transfer multiple agents
per pairing or check pairs multiple times. If a domain has many tasks that are almost
collinear, it might be best to check all pairs of direct neighbors first before checking
pairs that have other tasks between them.
We could rerun LFF at every time step instead of using RT-LFF, but one disadvantage is when there are many more agents than tasks, attempting to reassign every
agent can be more expensive than checking pairs of tasks. While the greedy criterion of
RT-LFF can cause some inefficiency, we show that the difference between agent assignment in RT-LFF and rerunning LFF at that time step is bounded with zero travel
time. Since LFF attempts to maximize the amount of work each agent provides, this
proof shows that agents in RT-LFF must also be near the maximum amount of work.
Theorem 5. Assuming zero travel time, the assignments from RT-LFF has at most
|B| − 1 agents different from LFF.
Proof. We show that RT-LFF can at most have one fewer agent assigned to each task
compared to LFF. This is done by showing it is impossible for RT-LFF to assign two
more agents to any task and reduce the overall finishing time, cti , which LFF minimizes. Assume that we have two tasks b1 and b2 and let ct++
be the time task bj is
j
completed with two additional agents assigned to it and similarly ct−−
for two fewer
i
agents. Without loss of generality assume ct2 < ct1 . If RT-LFF did not reassign an
+
agent from b2 to b1 , then ct−
2 > ct1 . We notice that reassigning two agents from b2 to
++
−−
++
−
+
b1 means ct−−
> ct−
< ct+
2
2 and ct1
1 , but max(ct2 , ct1 ) > max(ct2 , ct1 ) because
−
+
ct−−
> ct−
2
2 and ct2 > ct1 . This means cti is increased by this reassignment, which

means this is not a possible LFF assignment.
Next we show that when using RT-LFF a task b1 would never receive a single agent
from more than one other task without increasing cti . The argument is similar to the
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first case, only it now involves task b3 . If b2 and b3 did not reassign an agent to b1
−
+
−
under RT-LFF, then ct+
1 < ct2 and ct1 < ct3 . Suppose LFF did have both b2 and
−
b3 reassign an agent to b1 , and without a loss of generality assume ct−
2 < ct3 . Then
−
−
−
ct++
< ct+
1
1 < ct2 < ct3 . This is a contradiction to how LFF works. Currently ct3 is

the last finishing and ct++
is the fastest finishing, and from the equation above if b1
1
−
gave back an agent to b3 then ct+
1 < ct2 . This means the transfer back has reduced the

time of latest finishing task, thus under RT-LFF b1 will be not assigned an agent from
more than one other task compared to LFF. This implies a task in RT-LFF cannot have
more than one agent under the assignment of LFF for each time step. The worst case
is when |B| − 1 tasks have one agent fewer than LFF’s assignment and the last task has
|B| − 1 too many agents.

7.2

Heterogeneous RT-LFF

While H-LFF maximizes an agent’s work to travel time ratio, the assignments are not
optimal if agents can relocate to different tasks. H-LFF is also a one-shot assignment,
which can be detrimental if new tasks can appear or the growth model is inaccurate.
We extend RT-LFF to Heterogeneous RT-LFF (HRT-LFF).
In the original formulation, the agent to transfer was simply the closest one to
the other task. With heterogeneous agents, the order in which agents are checked for
transfer can lead to significant differences in the accumulated cost. If two agents have
identical work amounts, then the faster one will always be the better one to transfer.
Thus, there is no reason to consider transferring slow agents unless there are no more
faster ones. When the work rates are dissimilar, for instance a slow traveling and hard
working agent will never be an acceptable transfer without a fast traveling and slow
working agent also being an acceptable transfer.
Using these observations, we considered the following strategies for the HRT-LFF
heuristic: (1) agents with the highest speed, (2) agents with the lowest work amount,
and (3) agents with the highest speed to work ratio.
Agents with a high speed will minimize traveling times, which quickly reaches a task
in need. If there is uncertainty in the model of task growth rate, the faster agents are
better at controlling the variance and ensuring no task will start growing out of control.
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Agents with a small work amount can be transferred sooner than other agents, as
the negative impact on the task they are leaving is small. Transferring these agents first
allows smaller gains to be detected and spend more time in a better assignment than
otherwise. However, in uncertain environments this can cause assignment trashing. i.e.
agents may be reassigned to other tasks even before they finish traveling.
Agents with the highest speed to work ratio provide a balance between the other
two approaches. As the two methods only consider one attribute, it more likely that
they consider poor candidates. For example, one agent might be twice as fast as others
while also doing three times the work. This agent will rarely be transfered due to its
high discretization effect, but it will be checked every time.
Empirical results showed that there was not a significant difference between checking
just the highest speed to work ratio agent compared to checking all agents in decreasing
speed to work ratio order. For this reason, we simply check the agent with the highest
speed to work ratio in Alg. 4. We check all pairs of tasks to see if any transfer is
possible, but the order in which the pairs are checked has an effect on the outcome.
Tasks compared earlier are more likely to get an agent transfered to them than tasks
compared later. When a new task appears, it should try to get an agent from all other
P
tasks first. Since our goal is to minimize bi ∈B Rcti , we sort task pairs (bi , bj ) based on
the difference Rctj − Rcti . The largest differences are tested first for possible transfers,
until the difference is non-positive, in which case a transfer will never happen and the
loop ends.
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input : Agents A, tasks B, task assignments
output: New assignments
for every pair of tasks: bi 6= bj do
1
a∗ ← argmaxa∈nti wa ·T T (a,b
i ,bj )
ct∗i ← simulate task with nti − a∗ active agents
t̂ ← t + T T (a∗ , bi , bj )
ct∗j ← simulate task with ntj active agents from t to t̂ and ntj + a∗ agents
onwards
if Rct∗i < Rct∗j then
Assign a∗ from bi to bj
end
end
Algorithm 4: Heterogeneous RT-LFF (HRT-LFF)

Chapter 8

Decentralized Solutions
Both Latest Finishing First and Real-Time Latest Finishing First are centralized algorithms that collects all the information in a single place to make decisions. While
Latest Finishing First and the real-time version attempt to minimize the amount of
time agents spend moving, this does not always lead to efficient solutions. Specifically,
for tasks with concave task growth, efficient assignments often involve all agents moving
around together to solve the tasks.
We now provide a decentralized solution by incorporation our growth model into a
max-sum formulation. Max-sum finds efficient solutions on all three families of growth
functions for which we know the optimal solution. This decentralized approach is more
robust at the cost of an increased computational complexity. While agents no longer
need to communicate to a single central entity, they must pass a large amount of messages between nearby agents.
The direct application of max-sum produces inefficient assignments when there is
random noise present in the model. If the cost of one task increases suddenly due to
the noise while another task does not, max-sum will often attempt to reassign an agent
to the task with the increased cost. However, over the long run, this random noise will
average out and the agent will be reassigned back to the original task. We extend the
direct use of max-sum to the Lazy Max-Sum algorithm, which uses sampling to ensure
that assignments are done to match the underlying growth trend rather than fitting to
the random noise.
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8.1

Max-Sum Formulation

A Distributed Constraint Optimization Problem can be formally defined as a tuple
hA, X , D, Ci, where A = {a1 , a2 , ...a|A| } is a set of agents, X = {x1 , x2 , ...x|X | } is
a set variables, D = {D1 , D2 , ...D|X | } are the domains for the variables in X , and
C = {c1 , c2 , ...c|C| } are utility functions. Each utility function, ci , gives a value based
on its connected variables, {xi1 , xi2 , ...}, specifically ci : Di1 · Di2 · ... → <. Approaches
to solve DCOPs range from optimal techniques [38] to heuristics [17]. Optimal solutions require an exponential coordination overhead. Heuristic approaches provide no
guarantees to solution quality, but have a low coordination overhead. As our model is
an approximation of an unknown process which involves a potentially large number of
agents, we use heuristic methods. Using an optimal technique would only solve for the
approximate model and not guarantee an actual optimal solution. Specifically, we use
binary max-sum in conjunction with tractable higher order potentials to more efficiently
pass messages [58]. This can reduce the message passing complexity from O(|B||A| ) to
O(|A| log |A|). The use of binary variables means Di ∈ {0, 1}.
The heuristics to prioritize tasks in [46] are domain specific to RoboCup Rescue
by assigning explicit values to tasks (i.e., fires) based on the intensity of the fire and
the number of other agents assigned to the fire. The authors use a distance penalty,
which discourages agents from selecting tasks far away. This is balanced with a utility
heuristic, which discourages many agents from working on the same task. Our max-sum
model assumes task cost size follows the recursive relationship in Eq. 4.1, then computes
the expected effect of an allocation on the tasks. We also compute a utility and distance
penalty, but the distance penalty computes how much a task will grow before an agent
reaches it, and our utility computes how much faster a task will be completed if this
agent is assigned to it. This allows our max-sum to generalize to any task whose cost
can be approximated by the general recursive relationship in Eq. 4.1, unlike the work
in [46]. Our method also solves a temporal component that is not addressed in [46].
Next we discuss the specifics of our max-sum problem formulation. We treat the
cost, fit , as an algebraic variable that is dependent on the time t and number of static
P
agents active |nti |. The goal is to minimize
bi ∈B Rcti , the total amount of growth
before all tasks are completed. Our task growth approximation for the model in Eq. 4.1
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is h(fit ) = gi · fit , where gi is a constant found empirically. For ease of calculation,
δfit
t
δt = gi · fi .
egi ·t , where D is

we assume that time is continuous rather than discrete so this means
Solving for fit yields the well known exponential function: fit = D ·

the integration constant. The initial task cost, fi0 , is used to determine an appropriate
D for each task. The cost reduction from homogeneous agents working on a task is
represented as

δfit
δt

= gi · fit − |nti | · w, which can again be solved for fit :

|nti | · w
+ D · egi ·t ,
(8.1)
gi
where again D is an integration constant, which is negative if the agents are completing
fit =

the task faster than it is growing, namely D < 0 if and only if |nti | · w > gi · fit . If
the number of agents changes, then D will need to be recomputed. We can use further
algebra to get the following equations:
fit

−R(|nti |) =



|nti | · w
|nti | · w
0
=
+ fi −
· egi ·t
gi
gi

|nti | · w
|nti | · w
· (ln(α) + 1 − α) + fit · (α − 1), with α = t
gi
|ni | · w − fit · gi

(8.2)

(8.3)

Eq. 8.2 estimates the cost of task bi at time t and an active amount of agents
assigned |nti |. Eq. 8.3 is the cost which will be added to the system from time t until
P
P
task i is finished, which means i −R(|nti |) = −( bi ∈B Rcti − Rt ) as defined in Section
4. This equation is not well defined if |nti | · w < fit · gi , so we evaluate it as to ∞.
The factor graph [28] used to solve this problem is shown in Figure 8.1, with circles as
variables and squares as functions. Each agent ai controls all |B| binary task assignment
indicator variables vi,j , where j indicates the agent’s assigned task, bj . The constraint
qi ensures an agent is assigned to exactly one task, specifically:

P
0
j vi,j = 1
qi (vi,1 , vi,2 , ...vi,|B| ) =
.
−∞ otherwise

(8.4)

sj is the accumulated cost growth until the task is finished. Since we want to minimize
the accumulated growth, the negative of this value is taken:
X
sj (v1,j , v2,j , ...v|A|,j ) = −R(
vi,j ), with R as in Eq. 8.3.
i

(8.5)

p1,1
V1,1

p1,2
V1,2

...

q2

q1
... p

p2,1

1,B

... V

1,B

s1

V2,1

p2,2

V2,2

p2,B

... V

s2
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... V

A,B

s|B|

Figure 8.1: Factor graph for our representation. vi,j are indicator variables telling
whether agent ai is assigned to task bj . si correspond to the tasks bi . pi,j is the penalty
for agent ai to travel to task bj if the agent is assigned. qi ensures agent ai is only
assigned to a single task.
pi,j (vi,j ) is a travel penalty since sj assumes the agent arrives instantly, so the correct
amount is subtracted if vi,j is the only agent changing to this task. T T (vi,j , bj ) denotes
the travel time between agent ai and task bj . The effect of the agent joining the task
depends on how many other agents are already present. Knowledge of T̂ , the time
it takes the currently assigned agents to complete the task, is approximated by the
previous assignment to find pi,j (vi,j ) as follows:

 w·eg·T̂ · e−g·T T (vi,j ,bj ) − 1
g
pi,j (vi,j ) =
0

vi,j = 1

(8.6)

vi,j = 0

This factor graph is binary and composed of only Tractable Higher Order Potentials,
specifically only the cardinality of the inputs is required for sj (number of agents assigned
to the task) and qi (number of tasks assigned to an agent) [58].
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Our global utility function is a sum over all functions:
X

qi (vi,1 , vi,2 , ...) +

i

XX
i

j

pi,j (vi,j ) +

X

sj (v1,j , v2,j ...)

j

This factor graph is cyclical, so we cannot guarantee finding a global optimum. The
global utility of the solution will tend to rise and then oscillate. To get the best quality
solution, we keep a record of the highest utility solution ever seen. In addition, after
max-sum ceases passing messages, we greedily assign agents one at a time to tasks as
to maximize the global utility, and this assignment is used if it has higher utility.
Max-sum is run at every time step for multiple reasons. New tasks may appear, new
agents may join and current agents may leave. Also as both the modeling and solution
are approximate, readjusting projections with the real outcomes improves accuracy.
Next, we add stability in the utility when faced with uncertainty in the environment.

8.2

Lazy Max-Sum

Max-sum attempts to optimize the global utility and will change many assignments for
a small gain. This works well if the utility evaluations are accurate, but as we will detail
in Section 9.3 and Chapter 10, this causes much assignment thrashing when there is
noise or the utilities are approximations. To create more stable assignments, we will
incorporate uncertainty into our model, which enables us to balance risk vs. benefit.
We call this “Lazy Max-Sum’.
The inaccuracies that max-sum must handle stem from a variety of sources, such as
the regression model, error in the empirically evaluated parameters, and noise in the
tasks growth. We use the recurrence relation in Eq. 4.1, which has a few factors which
need to be derived. We assume that only the cost fit and assignment nti are known
exactly. This means we must fit hi and w to the domain of interest.
Both of these parts are integral in the shape of the function and the assignment
of agents. This means we cannot compartmentalize the uncertainty to a specific section of our problem. For this reason, we apply the uncertainty directly into Eq. 4.1
and decide if the assignments derived are sufficiently better than the previous assignments. Max-sum is chosen to derive new assignments as it has been shown to yield
good results in a decentralized manner, but this noise resistance can be applied to any
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distributed coordination algorithm. Specifically, we run max-sum as normal until it
yields an assignment, and then recompute the global utility by modifying Eq. 4.1 as
2 · |nt |). Here σ 2 and σ 2 are the estimated
fit+1 = fit + hi (fit ) − w · |nti | + N (0, σh2i + σw
w
i
hi

variances of hi and w respectively.
We then sample the normal distribution and compare the resulting effect on both
the previous assignment and the newly computed assignment. If the new assignment
is better both on average and in a specific percent of the samples drawn, then the
new assignment is adopted otherwise the old assignment is kept. The expected utility
ensures that on average there should be a gain in the new assignment and the superior
performance ratio reduce the effect of outlier samples and helps ensure the assignments
are stable. After parameter tuning, we found that requiring 70% of the samples to be
better works well, but if solution outliers (both good and bad) are less of an issue then
this percent could be lowered. This parameter depends on the accuracy of the model:
the greater the noise or inaccuracy the higher this parameter should be.

Chapter 9

Simple Simulator
The simple simulator gives us greater analytical power than RoboCup Rescue since
every aspect can be controlled. We can explicitly define the initial cost, fi0 , growth
function, hi (x), and even the effect of agents on the task, wa , for any number of tasks.
Specifically, we can test growth functions from all three families of functions with known
optimal solutions with zero travel time. The growth function that the algorithms
use can also be set different than the growth function that the tasks use to grow to
simulate model inaccuracies. The simple simulator also allows the growth functions to
incorporate a known degree of random noise to test how well the various algorithms
react to this All experiments in the section use 20 agents. In addition to the proposed
algorithms, we compared against two baseline algorithms presented next.
The “Uniform” baseline algorithm is shown in Alg. 6. This algorithm assigns
approximately equal number of agents to each task for the whole simulation. If there
are 3 tasks but 10 agents, the number of agents cannot be evenly divided onto the
tasks. In this case the first task, b1 would get 4 agents and the other two tasks would
get 3 agents. If a task finishes, then those agents are redistributed to other tasks, again
maintaining each task with approximately equal number of agents. This tends to have
similar performance to LFF and RT-LFF as they also keep agents assigned to all tasks.
However, Uniform does not reason about growth and thus ends up reassigning agents
more often.
The “AllOnOne” baseline algorithm is shown in Alg. 5. This algorithm simply
assigns all agents to the first task that is not finished. This means that initially all agents
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input : Agents A, tasks B
output: Task assignments
while t < maxi cti do
i←
argmin
bk
k and bk unfinished

Assign ∀a ∈ A to bi
end
Algorithm 5: AllOnOne baseline algorithm
input : Agents A, tasks B
output: New assignments
while t < maxi cti do
i=1
while ∃aj ∈ A unassigned do
if bi unfinished then
Assign
argmin

T T (aj , bi ) to bi

aj ∈A and aj unassigned

end
if bi finished then
Unassign ∀a ∈ nti
end
i←i+1
if i > |B| then
i←1
end
end
end
Algorithm 6: Uniform baseline algorithm
are assigned to task b1 . When task b1 finishes, all agents are reassigned to task b2 . This
continues until every task has finished. While this is a fairly simplistic algorithm, this
strategy is the optimal solution for concave growth functions if the tasks are ordered
smallest to largest cost.
We compare the algorithms across seven different sets of growth functions, h(x),
which each have different optimal solutions. Each algorithm is largely deterministic,
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but we provided the average over five runs to ensure small tie breakers did not effect the
results. All results in this section will use the following growth functions: two convex
functions, one linear function, two concave functions, one group of tasks with mixed
functions and one function that has both concave and convex parts. The first convex
function has two tasks, both with growth rate hi (x) = 0.000016 · x3 . The first cubic
growth task has an initial cost of 20, while the second task has an initial cost of 15. The
second set of convex growth tasks all have a growth rate, hi (x) = 0.00019 · x2 and initial
costs f10 = 25, f20 = 20, f30 = 10. For linear growth functions, hi (x) = 0.00360 · x with
√
initial costs f10 = 40, f20 = 30, f30 = 10. The first concave tasks all have hi (x) = 0.020· x
and initial costs f10 = 20, f20 = 15, f30 = 10, f30 = 5. The second set of concave tasks
grow very slowly, all using hi (x) = 0.02·ln (x + 1) and initial costs f10 = 40 and f20 = 30.
The x + 1 inside the logarithmic function is to ensure continuity of task growth when
tasks near completion. Optimal solutions are not provided for the last two experiments,
as there are no known solutions. The mixed category has one of each type of growth
function: h1 (x) = 0.00019 · x2 and f10 = 25, h2 (x) = 0.00360 · x and f10 = 10 and
√
h3 (x) = 0.020 · x with f30 = 10. A growth rate corresponding to the sigmoid function
is h1 (x) = h2 (x) = 0.1 ·

e−0.1·x
(1+e−0.1·x )2

and has two tasks with initial costs f10 = 40 and

f20 = 30. This is the only growth function which does not have a continuous first
derivative when tasks are completed, namely h(0) > 0. However, when the cost of a
task reaches zero at some time t̂, i.e. fit̂ = 0, we set h(fit ) = 0 for all t ≥ t̂. The
coefficients in the growth functions are small to minimize the discretization of the time
steps.
Optimal solutions are only known for the convex, linear and concave growth functions. There are no known optimal solutions if multiple tasks from different families of
growth functions are combined. For example if the first task grows convexly and the
second task grows in a concave manner, no known optimal solution exists even without
travel time. Functions that have both concave and convex parts, such as the sigmoid
function, also have unknown optimal solutions.
In this section, we first look at the comparison between the optimal, max-sum,
RT-LFF, AllOnOne and Uniform with homogeneous agents. Then we do a similar comparison, but this time with the heterogeneous agent version of the algorithms.
Lastly, we analyze the effects of noise and model inaccuracy.
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9.1

Homogeneous Agents

Table 9.1: Accumulated growth cost in the simple simulator with homogeneous agents.
Max-sum is close to optimal when known and works across all growth functions. RTLFF works for linear and convex growth functions, but not as well on concave growth
functions.

h(x)

Initial costs

Optimal Max-sum RT-LFF AllOnOne Uniform

0.000016 · x3

{20, 15}

8.1333

8.1334

8.3724

15.852

12.121

0.00019 · x2

{25, 20, 10}

22.761

22.761

23.632

39.268

49.076

{50, 30}

188.72

188.72

188.72

188.76

189.41

{5, 10, 15, 20} 43.398

43.398

144.60

69.117

79.878

28.158

41.661

31.409

39.134

{25, 10, 10}

24.485

29.064

28.110

40.948

{40, 30}

41.218

100.99

26.127

92.530

0.0036 · x
√
0.02 · x
0.02 · ln(x + 1)
mixed
sigmoid

{40, 30}

28.158

Table 9.1 shows the results of the homogeneous versions of the algorithms, where
all 20 agents have a work rate of w = 0.015. We see that max-sum perform quite close
to optimal in all cases when it is known, and only loses to AllOnOne on the sigmoid
function. All strategies perform approximately equal for linear growth functions, as the
theory suggests. The small differences are discretization effects of the agents. RT-LFF
and Uniform only do well comparatively on the convex functions. The AllOnOne
performs well in general on the concave functions and the sigmoid. Next we will give a
detailed analysis of reasons why the algorithms perform as such.
The optimal solution for convex functions spends the majority of the time with an
equal number of agents on all tasks. Max-sum follow very close to the optimal solution’s
assignment at every step, and thus performs similarly. RT-LFF attempts to minimize
the number of agents switched and causes both tasks to finish at the same time. In the
hi(x) = 0.000016·x3 case, RT-LFF start with 15 agents on the first task, the larger, and
5 on the second. RT-LFF then slowly switched agents from the larger task to smaller
task, until about halfway through the simulation. At this point, both tasks had the
same cost and agent were split 10 on each for the rest of the simulation. Uniform also
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performs well for convex functions for the same reason. AllOnOne has a strategy very
different than the optimal, so it is not surprising that it does poorly for this group of
functions.
For concave growth functions, the optimal strategy is to have all the agents on the
smallest task. Again, max-sum finds this solution and performs competitively with
the optimal solution. RT-LFF and Uniform perform quite poorly on this family of
functions, as they both have a significant number of agents assigned to each task for
the majority of the simulation. Although AllOnOne strategy is similar to the optimal
solution, it assigns all agents to the larger tasks first instead of the smaller ones. This
causes AllOnOne to perform sub-optimally, but not as poor as the drastically different
strategies of RT-LFF and Uniform.
The optimal solution is not known for mixed functions. Max-sum out performs all
others in this case, but the assignments vary quite drastically over time as shown in
Figure 9.1. AllOnOne attempts to finish the first task, which grows considerably
more than the others. RT-LFF also assigns most of the agents to this first task for
the majority of the simulation, causing RT-LFF and AllOnOne to perform similarly.
Uniform does not assign nearly enough agents to the important first task, initially
7, which is not enough to cause the task to get smaller. Eventually when the second
task finishes about 25% through the simulation, the first task gets 10 agents and is able
overcome the task growth.
The sigmoid function has a steep slope when the cost is small. AllOnOne is able
to overcome this fairly easily as all of the agents are focused on a single task. Max-sum
initially distributes agents across both tasks, but then focuses them on a single task
when the costs are smaller. Both RT-LFF and Uniform attempt to solve both tasks
at the same time for the whole simulation, thus taking a long time to get past the steep
slope when the cost is low.
Using ANOVA with repeated measures gives a p-value of 0.0716, which is close to
being statistically significant so we did paired t-tests. The most different pair was maxsum and Uniform, with a p-value of 0.015. All other pairs did not reach statistical
significance, including compared to the optimal when it was known. However, as this
spans vastly different classifications of growth rates, the it is unlikely that a single
method would out perform all others.
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Assignment to three tasks with mixed growth functions for 20 agents
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Figure 9.1: Number of agents max-sum assigns to each task when h(x) is “mixed” from
Table 9.1. These assignments performed better than other methods.

9.2

Heterogeneous Agents

We consider optimal, HRT-LFF, RT-LFF and two simple strategies in four different
configurations to highlight their strengths and weaknesses. In the heterogeneous case,
P
the Uniform strategy simply assigns calculates the total work by agents as a∈A wa
and solves the VS-BPP to evenly divide the work amount between all not finished
tasks. The AllOnOne strategy works the same as the homogeneous case, with all
agents being assigned to the unfinished task with the lowest index. We examine the
strategies across four different classifications of growth functions, h(x): monotonically
accelerating, linear, monotonically decreasing and mixed classifications. The optimal
solution has the advantage of zero travel time between tasks. For all the simulations
the number of agents remained constant, so we will abbreviate |N t | by |N |.
The settings of the experiment shown in Table 9.2 are: |A| = 40, wa = 0.015 for a ∈
{a1 , a2 , ...a10 }, wa = 0.01 for a ∈ {a11 , a12 , ...a20 }, wa = 0.0025 for a ∈ {a21 , a22 , ...a40 },
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Table 9.2: Accumulated growth cost in the simple simulator for heterogeneous agents.
Heterogeneous RT-LFF always outperforms the homogeneous version of RT-LFF, but
this method still does poor for concave growth functions.

h(x)

Initial costs

0.00019 · x2 {25, 20, 10}

Optimal HRT-LFF RT-LFF AllOnOne Uniform
22.76

24.58

28.70

41.98

52.10

0.00360 · x {40, 30, 10}
188.72
√
0.020 · x {20, 15, 10, 5} 43.40

188.72

188.72

189.50

189.22

144.97

148.22

72.62

83.06

30.78

33.96

29.62

42.16

mixed

{25, 10, 10}

T T (a, bi , bj ) = 5, as the number of agents, agent work rates and travel time respectively.
The number of tasks and initial costs varied for each type of growth functions. There are
three monotonically increasing tasks which all have a growth rate, hi (x) = 0.00019 · x2
and initial costs f10 = 25, f20 = 20, f30 = 10. For linear growth functions, hi (x) =
0.00360 · x with initial costs f10 = 40, f20 = 30, f30 = 10. For monotonically decreasing
√
there are four tasks with growth hi (x) = 0.020 · x and initial costs f10 = 20, f20 =
15, f30 = 10, f40 = 5. The mixed category has one of each type of growth function:
h1 (x) = 0.00019 · x2 and f10 = 25, h2 (x) = 0.00360 · x and f10 = 10 and h3 (x) =
√
hi (x) = 0.020 · x with f30 = 10. In this case the optimal solution is unknown, so we
are unable to provide it for comparison. The algorithms and growth functions here are
deterministic, so running multiple times will not yield any new insight. For this reason
each algorithm was only run once per type of growth functions.
From Table 9.2, we see that HRT-LFF performs well for convex growth functions
and only performs moderately on others. RT-LFF was originally designed for convex
functions [41], so this is no surprise. The AllOnOne performs well on concave growth
functions, as it is similar to the optimal solution, as shown in Section 6.3. HRT-LFF
beats RT-LFF in all cases, and by quite a bit in the convex case for which the algorithm
was designed. Uniform in general does not excel at any particular class of growth
function, and in general performs rather poorly. Uniform only does much better on
concave functions compared to HRT-LFF and RT-LFF. This is due to the fact that
HRT-LFF and RT-LFF have a highly inefficient strategy for this type of growth function.
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For monotonically accelerating growth functions, the optimal strategy is to evenly
split the work between the largest task. HRT-LFF and RT-LFF perform close to this as
they will assign more agents to larger tasks and balance the assignments. AllOnOne
tries to finish the largest task first, which is desirable, since if it had first assigned all
agents to b3 , b1 would grow too large to be contained before b3 completed.
For linear growth functions, as we showed in Section 6.2, the choice of assignment
is irrelevant for zero travel time. As the simulation has travel time, we want to
minimize the amount of time agents are not working. Again RT-LFF was designed
to minimize traveling amount, so both HRT-LFF and RT-LFF score very close to the
optimal solution. AllOnOne and Uniform need to transfer a significant portion of
the agents when a task is finished, and causes more growth to accumulate.
The optimal solution for monotonically decreasing growth functions is to put all
agents on the smallest task until it is completed. AllOnOne does a similar strategy,
but instead starts with the largest task. If AllOnOne had instead initially assigned
all agents to b4 then b3 and so on, it would perform very close to the optimal. Uniform
is able to finish the smallest task first, much like the optimal solution, but it does so
while trying to decrease the other tasks as well.
For the mixed tasks, the optimal solution is unknown. As the convex growing task
starts out large, it is close to growing out of control and agents should be assigned
here. On the other hand, the concave growing function is small, so it is also best to
assign agents here and finish the task up quickly. Also the linear growth function has
a high coefficient of growth, so this task is not negligible either. Uniform does not
assign enough agents to the convex growing task, and it almost grows out of control.
AllOnOne starts on the convex task, which ensures that it is able to find a solution for
every task. HRT-LFF also scores similarly, as it puts a greater emphasis on the convex
task, but also reduces the linear task with a high coefficient.

9.3

Model Approximation and Noise

Next we consider the optimal, RT-LFF, max-sum and Lazy Max-Sum in the presence
of model errors and random noise in different configurations to highlight their strengths
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Table 9.3: Accumulated growth cost in simple simulator for Lazy Max-Sum without
noise. Lazy Max-Sum performs comparably to the original max-sum when there is no
noise present in the simulation.
hi (x)

Initial task costs, fi0 Optimal RT-LFF Max-Sum Lazy Max-Sum

0.00019 · x2

{10, 25, 30}

104.39

128.25

104.39

104.50

0.00360 · x
√
0.02000 · x

{10, 30, 40}

188.72

188.72

188.72

188.72

{5, 10, 15, 20}

43.72

136.70

43.75

43.75

31.25

24.48

24.48

mixed

{25, 10, 10}

and weaknesses. First we compare these algorithms for different types of growth functions, then we analyze the performance of these algorithms under noise and modeling
inaccuracies. All the experiments in this section use 20 agents with work rate w = 0.015.
Table 9.3 compares the homogeneous agent versions of the algorithms across the
various types of growth functions. Each entry is the average over five runs, with the
Lazy Max-Sum assuming a 10% error in growth function despite there being none.
The optimal solution requires zero travel time between tasks, T T (x, y) = 0, so
this setting is used for all algorithms in this table. We see that max-sum and Lazy
Max-Sum perform quite close to optimal in all cases. RT-LFF compares well, except
√
for the concave growth function, namely x. This is because RT-LFF attempts to
minimize the number of agents switched, but the optimal solution for this type of task
is to have all agents on the same task and move them around together. As no initial
settings are changed between runs, only the probabilistic Lazy Max-Sum yields different
results between trials. Using ANOVA with repeated measures gives a p-value of 0.1698,
which indicates none of the methods performs any significantly different than each other,
including the optimal.
When hi is approximated or noisy, the differences between the algorithms are more
distinctive. The average of five runs is shown in Table 9.4 using for cost growth h1 (x) =
h2 (x) = 0.00019 · x2 , initial task sizes f10 = 20, f20 = 30, and travel time T T (x, y) = 5.
When noise is added, the growth function is changed to ĥi (x) = hi (x) + N (0, 0.02). If
the function is unknown the methods assume h(x) is defined as above, but the simulator
instead uses H1 (x) = H2 (x) = 0.000006 · x3 and Ĥi (x) = H(x)i + N (0, 0.02) for the
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cases without and with noise respectively. The optimal solution benefits over the other
algorithms in that it always knows the true growth function hi , agents have no travel
time between tasks and can assign based on the randomly generated noise. These add
up to a large advantage, but ensures that the true optimal is found.
Table 9.4: Accumulated growth cost in the simple simulator experiments with noise and
incorrect models. Lazy Max-Sum greatly out performs the original max-sum method in
the presence of noise or inaccurate models.
Optimal
µ

σ

LFF
µ

σ

RT-LFF

Max-sum

Lazy Max-Sum

µ

µ

σ

µ

σ

0

33.53

0

σ

known

30.71 0 34.60 0 36.23 0 33.50

known + noise

33.37 2.26 44.62 0.83 41.05 0.50 42.48 1.55 37.51

unknown

14.06 0 18.17 0 15.04 0 16.75

0

14.61

unknown + noise 15.46 1.38 41.59 4.10 23.82 0.29 30.50 1.71 21.19
From Table 9.4, we see that Lazy Max-Sum minimizes

P

bi ∈B

0.72
0
0.72

Rcti more than the

other algorithms, with the exception of the optimal. Max-sum performs moderately
on both known and unknown task growth rates, but does quite poorly when noise is
introduced. This is because max-sum tries to adapt the assignments to changes even
if they are caused purely by noise. With a travel time of 5, max-sum typically has
two agents switching back and forth due to the random noise. While this is only one
percent of the agents, it is wasteful and illogical to constantly send agents back and
forth between two tasks not doing any work. The Lazy Max-Sum thrashes much less
because the built in uncertainty makes it difficult for the model uncertainty to surpass
70% of the samples. Yet, if there is a definite gain it is able to capitalize on it.
RT-LFF has a fairly conservative heuristic and thus rarely thrashes. However, this
also means it bypasses many opportunities for small advantages and only takes them
if they become large. For this reason, RT-LFF did not perform as well as max-sum or
Lazy Max-Sum when the cost growth function was known. The very stable assignments
also reduce the average travel time of agents considerably in this method.
Treating the noise levels as a blocking factor, we see that an ANOVA test gives a pvalue of 0.01668. Using the Tukey HSD test, we find that the {Optimal, max-sum} pair
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is statistically significant (p-value = 0.0142297) and the {Optimal, RT-LFF} pair is close
(p-value = 0.0584526). This shows that Lazy Max-Sum does not perform significantly
worse than the optimal solution for the tested function. In the simple simulation the
Lazy Max-Sum was not shown to be conclusively better than RT-LFF or max-sum,
which we will instead show in the RoboCup Rescue Simulator next.
In the table, the only algorithms statistically significant for all rows using a paired
t-test are between Lazy Max-Sum and RT-LFF (p-value = 0.03953) and optimal and
RT-LFF (p-value = 0.04299). Since Lazy Max-Sum does better than RT-LFF, it shows
that optimizing the assignments is more important than maximizing the amount of time
that agents work. Lazy Max-Sum also performs well when there is no noise, but does
not have a rapid solution deterioration when noise is present as the original max-sum
P
does. Max-sum has a large variance in bi ∈B Rcti , as it does quite poorly if there is
noise but otherwise comparably. This makes it difficult to find statistical significance.
Statistical significance is not found between max-sum and Lazy Max-Sum because the
solution quality is similar when noise is not present. When either the growth is unknown,
noise is present or both then Lazy Max-Sum outperforms the original max-sum by a
statistically significant amount.

Chapter 10

RoboCup Rescue Simulator
In this section we focus on the problem of dealing with fires in the RoboCup Rescue
simulator. The RoboCup Rescue simulator is designed for urban search and rescue after
an earthquake, where buildings collapse and fires start in buildings. The environment is
complex with thousands of buildings and hundreds of agents in the full simulation extracted from street maps of real cities. The full simulator has different types of agents
and tasks, but for this work we focus only on the agents that can extinguish fires,
i.e. firetrucks, through the use of the RMASBench simulator extension [26]. Although
RMASBench is an extension of the RoboCup Rescue Agent Simulator, the communication is relaxed to allow many more messages to be sent than in the original simulator,
along with multiple messages per time step.
Fires are the main hazard in RoboCup Rescue, and in our experiments our goal is to
minimize the number of buildings damaged by fire. Buildings heat up and catch on fire
based on how many other nearby buildings are on fire. This creates a positive feedback
loop, which causes mores fires to grow more rapidly. Screenshots of the simulator are
in Figure 10.4. Red dots represent fire trucks, dark gray polygons are buildings while
light gray polygons are roads. Buildings on fire are yellow, orange and red in increasing
intensity and temperature. If a building burns too long, it will turn black. When a
building is extinguished, it becomes blue or purple.
In the RoboCup Rescue simulator, individual buildings heat up and catch fire. Since
buildings eventually burn out or re-ignite, instead of modeling fires in individual buildings we model fires in clusters of buildings. A cluster a considered a single task, where
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Figure 10.1: Possible exponential fits shown against the actual data. The exponential
in the form a · eb·t is more accurate, but less applicable for our approach.
the cost is the number of buildings on fire in the cluster. We do this clustering using
bottom-up hierarchical clustering with the Euclidean distance as the metric and the
minimum distance between all pairs linkage criteria. If the distance between the closest
pair of clusters is over 50 meters in the simulation, then the clustering would cease and
the clusters left would be the tasks.
An exponential function has been shown to be a good estimate for the number
of buildings on fire in this domain [41], thus we approximate task costs by (8.1). To
estimate p, we allowed buildings to burn unhindered for 100 simulation steps in 20
different tests. and we used exponential regression to find the best fit with the data.
When using exponential regression, we have the choice of modeling this as a · eb·t or
simply eb·t , where b is the g we want. The two regression models that minimize the sum
of squares are: 4.6852 · e0.0393·t and e0.0561·t .
The first model will be a better fit, as shown in Figure 10.1, The a · eb·t model
reduces the error more, but this causes issues with Eq 8.1 when noise is present. This
overestimates the initial costs for each tasks, and creates an assignment based on this.

72
In the next time step, if noise creates an unanticipated increase in a task’s cost, this
coefficient will multiply this effect. This makes the assignments thrash much more due
to the amplified effect of noise on the model.
The work rate, wa , was also empirically derived for three classes of agent: agents who
could use their full capabilities, agents who could only use 50% of their hose capacity,
and agents who could only use 10% of their hose capacity. A fixed small number of
fires were repeatedly extinguished in 70 tests for each type of agent. Putting fi0 , p,
nti and cti into Eq. 8.1, we can solve for wa . The distribution of wa for agents with
100% capability for both p values is shown in Figure 10.2. Here we can see that wa is
rather noisy and typically has a few high outliers. This means in some cases, the fire
trucks were able to extinguish the fire much more quickly than the model anticipated.
The lack of low outliers is ideal and provides stability, since this indicates agents do not
extinguish poorly very often.

10.1

Homogeneous Agents

We first examine the difference between the basic Max-Sum algorithm and the Lazy
Max-Sum modification with homogeneous agents. Max-sum and Lazy Max-Sum for
Virtual City 4 are shown in Figures 10.4a and 10.4b respectively. Max-sum is overly
responsive to noise and model inaccuracies, so when a few more buildings unexpectedly
start on fire or get extinguished, agents will likely transfer. This can cause severe
assignment thrashing for max-sum, while Lazy Max-Sum is less responsive as a threshold
must be reached before assignments are changed. Assignment thrashing for max-sum
and not for Lazy Max-Sum is also clear in Paris 1, shown in Figures 10.5a and 10.5b
respectively. Differences as large as shown do not happen on all the maps [42], but our
results show Lazy Max-Sum performing better on average.
The work rate, w, for homogeneous agents was empirically derived. The experiments
found that w is rather noisy and typically has a few high outliers. This means in some
cases, the fire trucks were able to extinguish the fire much more quickly than the model
anticipated. The lack of low outliers is ideal and provides stability, since this indicates
agents do not extinguish poorly very often. When g = 0.0393, the variance in w is
decreased in addition to having fewer outliers. We decided to use this value for g since
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Figure 10.2: Box plots of the empirically derived w values for two regression models.
The distributions are similar, but the a · eb·t regression has slightly fewer outliers and
smaller variance.
it stabilizes w more. In the end our model for projecting cost depends on both g and
w, so it makes sense to optimize them together.
Table 10.2 shows the percentage of intact buildings for 5 variations of both the
Virtual City (VC) and Paris map. Each variation is denoted by a number after the map
name and changes the number and location of fires along with the number and location of
agents. Virtual City is a smaller map, so the number of agents and fires range between
8 to 15 and 30 to 50 respectively. In Paris there are between 10 to 50 agents with
50 to 120 fires. This randomization causes some configurations to be easier to solve
and score higher than others. Each configuration was run 5 times with the average
and standard deviation being displayed. Since hi and w are only approximations, we
cannot compute the optimal solution in this case. Some results, such as VC 5, are
poor across all algorithms. This indicates more that VC 5 is a hard configuration,
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Figure 10.3: Starting state of a Virtual City (VC) map with 95% of buildings intact.
Here there are two tasks denoted by the two clusters of buildings on fire. The cost of
each task is the number of buildings on fire for each cluster.
rather than the efficiency of the algorithms. The opposite is the case in VC 2, where
the configuration is too easy and all algorithms scored well. Despite these extreme
cases, most configurations give an indication of the efficiency of the various algorithms.
Figure 10.3 shows a Virtual City (VC) map at the start. We can see that there are two
clusters of fires, one in the middle near where the agents start and one in the north.
Although both fires are approximately the same size in Figure 10.3, there are many
more orange buildings in the north which means the fire is burning hotter. This makes
the fire harder to extinguish and also increases the rate nearby buildings start on fire.
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(a) Max-sum near the end with 42% of the

(b) Lazy Max-Sum near the end with 76%

buildings intact

of the buildings intact

Figure 10.4: Virtual City 4 (VC 4) map. Lazy Max-Sum significantly outperforms the
original max-sum as RoboCup rescue has both noisy cost growth and our growth model
is only an approximation, which confirms our results in more controlled simulations.

(a) Max-sum near the end with 71% of the

(b) Lazy Max-Sum near the end with 87%

buildings intact

of the buildings intact

Figure 10.5: Paris 1 map. Lazy Max-Sum has many fewer reassignments which has a
drastic effect on the difference in number of buildings saved as the map is quite large.
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Table 10.1: Percent of buildings intact at end of simulation in RoboCup for homogeneous
agents. Lazy Max-Sum outperforms the original max-sum due noise and approximation
error in the model. RT-LFF performs comparably to Lazy Max-Sum as the growth
function is not concave. LFF has a lower score as this method is more applicable when
travel times are large, which is why it has a closer performance on Paris compared to
Virtual City.
Map

LFF

RT-LFF

Max-Sum

Lazy Max-Sum

µ

σ

µ

σ

µ

σ

µ

σ

VC 1

3.84

4.47

27.86

7.23

16.18

6.03

35.92

5.58

VC 2

79.74

0.78

81.04

0.43

78.98

0.33

81.66

0.49

VC 3

29.10

20.81

49.59

9.70

73.81

6.36

73.02

4.26

VC 4

62.07

5.66

70.98

2.90

43.47

4.50

74.84

3.94

VC 5

3.94

4.74

23.10

2.69

17.58

1.34

23.64

1.13

Paris 1

76.00

4.70

84.53

4.55

72.54

5.03

88.98

5.11

Paris 2

7.81

11.70

41.11

7.00

31.37

8.73

44.34

9.06

Paris 3

51.96

4.47

60.73

4.69

68.81

3.92

69.12

3.56

Paris 4

89.84

0.46

91.24

0.45

90.99

0.52

91.97

0.41

Paris 5

69.15

11.30

74.78

6.36

79.64

5.66

85.64

3.62

Since the cost of a cluster is the number of buildings, this extra intensity in the
north is not in the model, which might lead Lazy Max-Sum and max-sum to perform
poorly. However, another reason why Lazy Max-Sum scores worse than RT-LFF is
due to chance. The VC 4 map tends to have two types of outcomes: either the fire is
contained and extinguished or the fire grows out of control and destroys most of the
city. As noted in [42], this bimodal distribution makes it difficult to infer statistical
significance.
There is a large difference in score between agents barely containing fires and fires
slowly spreading, which cause algorithms to have bimodal score distributions [42]. Also
as mentioned above inherent map difficulty can cause algorithms to score similarly. For
these reasons we apply the non-parametric Wilcoxon signed-rank test instead of the
normal t-test. As Lazy Max-Sum performs on better on all maps in comparison to
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RT-LFF, the test statistic z = 2.7775 which is greater than the α = 0.05 critical level
of 1.960. Virtual City 3 is the only map where max-sum outperforms Lazy Max-Sum
(z = 2.5734), which implies Lazy Max-Sum scores significantly higher than both of these
methods.

10.2

Heterogeneous Agents

(a) HRT-LFF near completion of all tasks in

(b) RT-LFF in VC 3 ending with 59% of build-

VC 3 ending with 69% of buildings intact.

ings intact.

Figure 10.6: Virtual City (VC) 3 map. When agents are artificially limited, the original
RT-LFF cannot properly balance the assignments as much as HRT-LFF. This causes
agents to be reassigned more often and decreases productivity.
For our experiments, we only used the fire truck agents from RoboCup Rescue. All
fire truck agents have the same capabilities, so to simulate heterogeneous agents we
artificially limit the amount of work some fire truck agents can do in each time step.
The work rate, wa , was empirically derived for three classes of agent: agents who could
use their full hose capacity, agents who could only use only 50% of their maximum
capacity, and agents who could only use 10% of their maximum capacity.
The Uniform strategy simply calculates the total work by agents as

P

a∈A wa

and
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Table 10.2: Percent of buildings intact in RoboCup for heterogeneous agents. The
Heterogeneous RT-LFF beats both the original RT-LFF and the baseline methods in
almost all cases. Virtual City 4 was a fairly easy map with fairly static score across all
methods so it is not surprising that Heterogeneous RT-LFF is not significantly better
on this map.
Map

HRT-LFF
µ

σ

RT-LFF
µ

σ

AllOnOne

µ

σ

Uniform
µ

σ

VC 1

33.34 8.97 31.73 7.77 30.64 9.42 22.77 7.10

VC 2

81.71 0.66 81.38 0.74 81.58 0.58 81.10 0.83

VC 3

65.35 9.90 59.24 7.31 40.24 12.12 55.71 9.85

VC 4

75.25 2.50 75.34 2.32 74.87 1.75 74.74 2.57

VC 5

33.52 4.48 24.23 3.13 24.20 2.34 23.55 2.20

Paris 1 88.70 3.58 87.84 3.40 85.28 4.78 85.40 4.02
Paris 2 45.12 8.67 42.16 7.91 35.54 9.82 26.40 12.00
Paris 3 68.39 3.57 67.95 4.74 64.23 5.35 64.43 4.52
Paris 4 91.78 0.35 91.53 0.42 91.70 0.39 91.39 0.45
Paris 5 85.89 3.26 83.77 3.23 74.43 8.07 79.19 5.06

solves the Variable-Sized Bin-Packing-Problem to evenly divide the work amount between all not finished tasks. The AllOnOne strategy assigns all the agents to task b1
until it is completed, then assigns all the agents to b2 and so on.
Table 10.2 shows the percent of intact buildings for 5 variations of the Virtual City
(VC) and Paris map, where each configuration was run 5 times with the average being
displayed. Note that a higher percent of buildings intact is desirable, which satisfies our
goal of a low accumulated cost. Since h(x) and wa are only approximations, we cannot
compute the optimal solution in this case. Each configuration ranged between 2-4 100%
capability agents, 5-8 50% capability agents and 10-20 10% capability agents. Each map
was seeded with 2-4 initial fires and we let 30 simulation time steps pass before agents
could move. This ensured that fires were of a moderate size when agents started.
Uniform and especially AllOnOne suffer from assignment thrashing in this domain. Even after a building cluster has been extinguished, some buildings are still hot.
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This can cause small fires to restart a few time steps after the task seems to be completed. Both Uniform and AllOnOne will send more agents than needed for this
small task, which can cause a substantial increase in travel time. For this reason, AllOnOne does especially poor when there are 4 separate tasks, as each fire could start
again a few times and cause all the agents to turn around and go back. Even if Uniform does not send all the agents back, it still sends more than necessary. HRT-LFF
and RT-LFF in this case only send one agent back, as they can reason that this will be
enough. HRT-LFF can reason with finer granularity and thus sends back one or two
10% capability agents, leaving the rest to work on other tasks.
Some results, such as VC 5, are poor across all algorithms. This indicates more the
hardness of the configuration rather than the efficiency of the algorithms. The opposite
is in Paris 4, where the configuration is too easy and all algorithms score identically.
Despite these extreme cases, the results show the efficiency of the algorithms.
As noted in [42], the bimodal distribution of the results makes it difficult to infer
statistical significance. For this reason we apply the non-parametric Wilcoxon signedrank test instead of the normal t-test. HRT-LFF outperforms the other algorithms on
all maps except VC 4, which has the smallest difference in score between HRT-LFF and
RT-LFF. Thus HRT-LFF has a p-value of 0.005063 when compared against AllOnOne
or Uniform. HRT-LFF compared against RT-LFF has a p-value of 0.006911. Thus
HRT-LFF is better than the other algorithms by a statistically significant amount.

Chapter 11

Conclusions and Discussion
In this work we focused on solving tasks with costs that grow over time and provided
a model for this type of problem. We verified our work with both a self-built simple
simulator to control all aspects of the simulation and the open-source RoboCup Rescue Simulator as other researches have used this as well. In addition to presenting a
novel method for representing tasks that grow over time, we also present three novel
algorithms for solving these types of problems: LFF, RT-LFF and Lazy Max-Sum. The
algorithms range from centralized one shot algorithm (LFF), centralized incremental
real-time algorithms (RT-LFF) and decentralized incremental (Lazy Max-Sum). These
algorithms are presented for identical homogeneous agents, but then some are modified to incorporate heterogeneous agents. Additionally, theoretical optimal results were
found with zero travel time between tasks.
Optimal solutions were given in a relaxed environment for three families of growth
functions: convex, linear, and concave functions. These optimal solutions indicate the
general strategies that should be followed even when travel time is non-zero. For example, when the task’s growth function is monotonically accelerating the optimal solution
would be to have all agents start on the largest task. With zero travel time, as
soon as there is a tie in the largest task, agents divide themselves equally among all the
tasks tied for the largest. If travel time is relatively small and tasks are not far from
each other, then agents would need to move preemptively so that they arrive at the
same tasks as before, exactly when the tasks become tied for the largest. If the growth
function is linear, then the overall growth results in the standard exponential growth:
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f (x) = ex . This case is computationally easy, as the recurrence relationships have a
closed form solution. However, due to the linearity in growth function, any assignment
that fully utilizes agents is optimal. This causes almost all methods to perform similarly on this case. When growth function is concave, the optimal solution is to assign
all agents to the smallest task until it is completed. After that all the agents would
move on to the next smallest task, and repeat this process until all tasks are completed.
Even with relatively small travel times, we postulate this same solution is optimal unless
tasks are too small that assigning all agents results in the task becoming finished in an
extremely small amount of time.
Travel time is one of the major factors in the simulation, and while the optimal
results for zero travel time give an idea of how agents should behave, we consider
algorithms that are able to find efficient assignments in the presence of travel time
important. Two centralized solutions (LFF and RT-LFF) are presented that minimize
agent travel time. LFF is shown to be optimal when re-assigning agents after the
first assignment is prohibitively large. A real-world example of such a case is forest
fire fighters, who can initially parachute to any location with relative ease, but once
they are on the ground it becomes much more difficult to move around. RT-LFF is a
real-time version that can accommodate for errors in the modeling and noise from the
environment using a heuristic that only reassigns agents if a large gain is detected. The
RT-LFF method specializes in tasks with convex or linear growth function, but tends
to perform poorly on tasks with concave growth function. Both RT-LFF and LFF were
also presented in the context of heterogeneous agents, which requires solving a VariableSized Bin-Packing problem at the beginning. As RT-LFF is an incremental algorithm,
it is only necessary to solve bin packing once at the start, but if a large number of new
tasks appear it might be beneficial to run the bin packing again.
To add a more robust system, we provide a decentralized task assignment approach
that considers tasks with growing cost over time and is resistant to modeling inaccuracies
and noise (Lazy Max-Sum). When we implemented the generic max-sum algorithm, it
reassigns agents if it detects even a minuscule gain. This allows max-sum to perform the
best of all the methods if perfect information is available. However, it can cause sever
thrashing if the model is imperfect or the growth is simply noisy. To compensate for
this, we present the Lazy Max-Sum algorithm which requires a threshold to be surpassed
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before it allows agents to be reassigned. This limits the thrashing for small gains, but
reassigns agents if a larger gain is detected.

11.1

Future Work

One drawback of the current approach is the assignments of agents to tasks assume
the current amount of agents will remain on the task until it ends. From the optimal
results with zero travel time, we can see that having a static amount of agents on
a single task is normally not the optimal solution. Considering all agents to all task
assignments is computable in O(|B||A| ). If we were to reason about this at every time
step, this would be a search space of O(|B||A|

maxi (cti )

). This is a large combinatorial

explosion on an already hard problem. Lazy or infrequent time interval computation
can reduce this, but this again will go back to relying on static agent assignments
between intervals.
We have done some preliminary investigation into using Monte-Carlo tree search
to sample this domain to search this space. Initial results did not outperform the
presented algorithms. Monte-Carlo tree search has performed well in domains with
a large branching factor, such as the game Go. In Go, Monte-Carlo’s randomization
hurts both players a similar amount, while in our task allocation only the agent’s work
application is hurt by the randomization. This causes using Monte-Carlo to very rarely
reach a good solution for task allocation. Even with zero travel time, the semirandom assignments produce low quality results and it is very hard for any initial
assignment to pull far ahead. If travel time is not zero, agents typically spend almost
all of their time traveling between tasks rather than working on them.
While we allow general work amounts in our recurrence relationship, there is no
guarantee that the agent’s work amount is purely additive. It could have a multiplicative
effect on the task growth, rather than directly reducing it. For example, in forest
fires often work is done to remove a wide area of trees in front of where the fire is
spreading. This removes the fuel and if it is wide enough the fire cannot jump the
divide. This is not directly extinguishing trees, but rather simply reducing its future
growth. So a more general recurrence relationship to investigate might be: fit+1 =
Q
P
fit + a∈nt wa · hi (fit ) − a∈nt wa . We also could extend agents to have super-additive
i0

i1
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or sub-additive effects with the other agents assigned to the same task.
We also assume that the growth model is know or estimated beforehand. Allowing the system to learn would make it more robust and possibly match each problem
individually. If a general growth trend is known, modifying coefficients to best-fit the
data would be reasonable and would add flexibility. Having multiple growth models
simultaneously for different types of growth functions and then performing an ensemble
estimate is another possibility.
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