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1 Abstract

Convolutional Neural Networks (CNNs) are the primary driver of the explo-
sion of computer vision. Initially popularized by AlexNet’s performance in
the ImageNet Competition in 2012, convolutional neural networks have since
far-surpassed the traditional ‘hand-wired’ models that were previously used in
computer vision[2][5]. They have been a focus of major investment and research
from major institutes such as Google and OpenAI. This project is part 1 of
a 2 part project researching potential optimizations of CNNs in the areas of
convergence, processing speed, over fitting and accuracy. The first semester
of the project implemented several optimizations from literature and combined
them with CNNs to analyze their effectiveness. It also lays the groundwork
for the second semester of research, which will be focused on combining recur-
rency from Recurrent Neural Networks (particularly Long Short-Term Memory
(LSTM) networks.

2 Introduction

In this project, three unique classifiers were used to classify the MNIST dataset.

2.1 MNIST Dataset

The MNIST dataset, obtained from the UCI Machine Learning Repository, is a
dataset containing 70,000 handwritten digits. Each picture is stored as a 28×28
grayscale image, with the number in white on a black or dark gray background.
In each image, the number is relatively centered in the image. Additionally,
to a varying degree, all of the digits are written upright, so the dataset is very
highly regularized. Due to it’s significant number of samples and low dimen-
sionality, the MNIST dataset is a very popular choice for initial testing of many
algorithms for a wide variety of areas of research within the field of machine
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learning. It was chosen for this project because its low dimensionality made it
a computationally feasible dataset to mine with limited computing power. De-
spite this, future works will implement further optimizations to allow for mining
of more difficult datasets.

2.2 ElasticNet Regression

ElasticNet regression is one of the classification techniques that was used in
classifying the MNIST dataset. Similar to all linear regression algorithms, Elas-
ticNet uses a linear separator to attempt to divide two classes. To distinguish
between many different types of classes, multiple regressions can be made and
the highest value chosen. ElasticNet differs from basic linear regression in that
it is not simply trying to minimize the mean squared error. In order to prevent
over fitting the data, ElasticNet also adds regularization terms to minimize the
weights of its classifier according to the following function :

W = arg min
W

(‖y −XW‖+ αρ‖W‖1 + α(1− ρ)‖W‖2) (1)

where W is the weights of the classifier, y represents the true classes of the
dataset, X is the feature set, α is the regularization constant and ρ is the reg-
ularization ratio. The larger α is, the more the function will favor small values
of W . The larger ρ is, the more the function will favor having equal weights
rather a single, large weight. The ElasticNet regression module was included
in this research as a baseline measure to observe the effectiveness of the neural
networks. In many ways, it can be considered a perceptron model with regular-
ization, which is an extremely simple version of neural networks.

2.3 Neural Networks

Fully-connected (or feed-forward) neural networks are, at their core, a layered
version of linear regression. Let Xn be the matrix of inputs to some layer. Then
the model for each layer is recursively defined as follows :

Xn+1 = Θ(XnẆn + bn) (2)

Where Wn,bn are the weight matrix and bias vector for the nth layer, respec-
tively. X0 is the matrix of inputs from the feature set, and the final Xn is used
as the output. The output is then interpreted as the probabilities of each class
as predicted by the neural network. Θ is the activation function, used to squeeze
the outputs in to a certain range. In this paper, variants of both feed-forward
neural networks and convolutional neural networks were trained with rectified
Linear Unit(ReLU), tanh and sigmoid activation functions.
Neural networks are trained via a method known as back propagation. An error
function is chosen to represent the difference between the classes predicted by
the neural network and the actual classes of the data. For all tests, the error
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function was kept constant as the mean squared error across all classes. The
neural network is then trained to minimize the error through stochastic gradi-
ent descent. After each iteration, the neural network slightly adjusts its own
weights to slightly improve how it would have performed on that sample. Let
Ki be the value of the W or b of some layer during the ith iteration, η be the
learning rate and Ei be the error for that iteration. Then the update for Ki can
be calculated as

Ki+1 = Ki − η ∗
dE

Ki
(3)

Neural networks have traditionally been lauded as the ‘universal approxi-
mator’ for their ability to learn any function, but have historically been limited
by their need for large amounts of data and processing power. Data and pro-
cessing power have become increasingly available over the last several years,
and major advances (some of which are detailed later in this paper) have en-
abled researchers to train neural networks with significantly increased efficiency.

2.4 Convolutional Neural Networks

Convolutional Neural Networks are a variant of traditional neural networks that
were developed off of biological understanding of the V1 and V2 cortices in pri-
mate brains[4],[5]. They use a special layer that enables edge detection at lower
levels and more abstract features at higher levels[2]. Each feature is computed
as follows (for a 2-dimensional convolution) : For an n × n window X in the
current m× k image, we can compute the output o of the filter at that point as

o = 〈Xi,n,Wi,n〉F (4)

where 〈Xi,n,Wi,n〉F is the Frobenius inner product. This results in a new im-
age of slightly reduced size.Wi,n, Xi,n carry the same meaning as in previous
examples. This process builds selectivity, as certain filters Wi will only respond
to certain structures with in the image (e.g. edges). Afterwards, max-pooling
is applied, choosing the highest value within a k × k swath and discarding all
other values. This again reduces dimensionality, but builds invariance rather
than selectivity.
These two properties are key factors in the effectiveness of convolutional neural
networks. Using an n× n sliding window is computationally far less expensive
than computing the matrix product of all inputs simultaneously, which helps for
handling the larger dimensionality of images (for instance, a simple 256 × 256
image in RGB is nearly 200,000 dimensions). The max-pooling significantly
reduces the dimensionality of the image and also helps to provide position in-
variance. Because it can ’pool’ from a variety of places across the image, this
can allow it to detect structures (e.g. a circle) no matter where they exists in
the image.
Note that the output of convolutional neural networks is usually flattened and
fed in to a feed forward neural network after several convolutions.
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3 Methodology

3.1 Time Line

The project was initially started during Summer 2016 in C#. It quickly out-
grew the computational capabilities of the CPU and it was necessary to move
computation to the GPU (Graphics Processing Unit)[1]. This was initially done
using the CUDAfy framework, which allowed the existing C# project to in-
terface with the GPU through CUDA and CuBLAS. However, CUDAfy came
with significant limitations, in that it was unreasonable to write many gradient
descent algorithms in an extensible manner that was compatible with CUDA.
Furthermore, there did not appear to be any compatibility with CuDNN, which
can provide a performance increase of 5-6x for many of the most computation-
ally expensive portions of the algorithm. No other comparable deep learning
libraries were available for C#, as those that existed were at a level of abstrac-
tion that would be too high to successfully implement the future work for this
project (see : Future Work).
Accordingly, the project was moved to Python and currently makes use of the
Theano library which has dependencies on CUDA, CuBLAS and CuDNN for
GPU implementations of the code. Theano provides an appropriate level of
abstraction and uses graph optimization to improve the run time of the code.
Basic benchmarking showed an increase of 8 to 13x over the previous CUDAfy
implementation. There are plans to implement PySpark in the future to allow
for distributed computing.

3.2 Optimizations

After the switch to the Theano framework, a number of optimizations were
added to improve the convergence rate and run time of the algorithms.

3.2.1 GPU Optimization

As was previously noted, using a GPU for training drastically improved the
efficiency of the algorithms[1]. Although neural networks contain no graphical
component, they rely heavily on dense matrix multiplication, which is a func-
tion that GPUs are optimized for. Initially discovered in 2005, the performance
increase afforded by GPUs helped reinvigorate interest in deep learning, and
allows for the training of significantly larger neural networks. One of the ben-
efits to implementing the algorithms with Theano is the easy integration with
CUDA and the other GPU libraries.
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3.2.2 Batch Learning

One of the main overheads in GPU computation is communication between the
CPU and the GPU[6]. To avoid this where possible, the feed forward and convo-
lutional neural networks used batch learning, with batch sizes ranging from 100
to 600 examples per batch. This limits the number of times that the GPU has
to communicate with the CPU and helps the neural networks make less erratic
decisions. This comes with upsides and downsides. Research has shown that
you tend to get a faster convergence and avoid local minima more easily when
not using batch learning, but initially train faster with batch learning. Given
the volume of models generated in this project, many algorithms were run to
near-convergence but not convergence. This meant that it was advantageous to
use batch learning to help expedite the process.

3.2.3 Matrix Initialization

Y. Bengio and X. Glorot showed that the optimal initialization range for values
of weight matrices is given by a uniform distribution on the interval

±
√

6

fin + fout
(5)

for the tanh activation function[3]. For sigmoid activation functions, the optimal
range is

±
√

12

fin + fout
(6)

where fin and fout are the dimensionality of the input and output of that layer.
This is trivial to calculate for feed forward neural networks, but is more inter-
esting to calculate for convolutional neural networks.
In convolutional layers, fin is given by the product of the number of input fea-
tures and the current dimensions of the image, while fout is the product of the
window dimensions and the number of filters currently being applied.

3.3 Dropout Regularization

Dropout regularization is a method used primarily for convolutional neural net-
works to prevent complex dependencies between neurons in the network[9]. In
each iteration, some percentage of the neurons are multiplied by zero, effec-
tively meaning that they take no part in the calculation. This also means that
they will not be affected during back propagation. This ’erratic nature’ actually
provides a large benefit, as it forces the neurons to function even when some
of its inputs don’t, which is a good simulation of new data, where new things
that were previously unseen can come up. In all convolutional neural network
samples, the dropout rate was 40%.
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4 Results

4.1 ElasticNet Performance

The ElasticNet regression served as the benchmark for the subsequent neural
network tests. Unsurprisingly, it had the fastest run time by a significant mar-
gin, but its performance was significantly above the anticipated levels. Despite
being a linear classifier operating on image data, the best parameters for Elas-
ticNet achieved an average accuracy of 87% with a standard deviation of 0.65%
on the test set. A random guessing algorithm would have achieved an accuracy
of 10%, so the ElasticNet regression clearly was a powerful tool for learning the
dataset.
Of note were the optimal parameters for ElasticNet. From equation (1), models
were trained with parameters α and ρ each in the range [0.1, 1.0]. Each model
was then scored on its performance for the validation set. While the value of α
had a large effect on the performance, the ρ parameter had almost none. Across
multiple trials, the optimal parameters were found to be (α, ρ) = (0.1, 1.0). This
is of note because it completely removes the L2 norm from the equation entirely,
reducing the ElasticNet algorithm to Lasso Regression. In general, a higher α
and a lower ρ should increase the ability for the model to generalize because
they discourage over fitting, but ElasticNet appeared to perform better on the
validation set without them. This is likely due to the size of the MNIST dataset.
Because it was trained on 50,000 samples, each individual outlier is individually
less significant, so the training dataset is unlikely to be statistically significantly
different from the validation set in this regard.

4.2 Feed Forward Neural Network Performance

Perhaps initially un-intuitively, the fully connected feed forward network had
the most success classifying the MNIST dataset. Although ReLU, tanh and
sigmoid activation functions were all experimented with, the tanh activation
function proved far superior to either the ReLU or sigmoid activation functions.
In general, it appeared to near convergence 2.3x as fast as the sigmoid activation
function and 2.1x as fast as the ReLUs. Additionally, at termination time, the
tanh models typically had between 1% to 2% decreased error. While the differ-
ence is striking, the fact that the tanh activation function performed better is
unsurprising as tanh is typically preferred over the sigmoid and ReLU functions
in feed forward neural networks.
Unsurprisingly, the version of the fully connected neural network that performed
the best was the one with the most neurons. When equipped with two hidden
layers of 1,200 neurons each, the model achieved an error rate of 3.2% after
30,000 batches of training at a batch size of 100 (this is equivalent to 60 epochs).
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4.3 Convolutional Neural Network Performance

The best convolutional neural network parameters only averaged a 92% accu-
racy at best. This is significantly better than the ElasticNet model, but also
substantially worse than the fully connected network. It may be initially sur-
prising that classic neural networks outperformed the convolutional models on
this dataset, upon further inspection it makes sense. The key advantages to con-
volutional neural networks are the dimensionality reduction and scale, position
and rotation invariance. Given that all of the inputs in the MNIST database
were of a ‘mere’ 28× 28 = 784 dimensions, which can reasonably be handled by
a fully connected neural network.
Additionally, because all of the images were of roughly the same scale, the
benefits afforded by max-pooling were not present. Furthermore, each digit was
focused in the center and roughly upright, which meant that the fully-connected
layers were able to use convenient properties that a convolutional neural network
is needed for. This resulted in the convolutional neural networks essentially be-
ing a lower dimensional version of the feed forward counterparts. And, as was
noted, the feed forward layers with the most nodes performed the best. In light
of these circumstances, it makes sense that the feed forward networks were able
to outperform the convolutional counterparts in this specific circumstance.

5 Future Work

The immediate goal of this project is to implement more optimizations to im-
prove the performance of the algorithms. This will allow training on more
difficult datasets and open the door to more advanced architectures. Of par-
ticular note, this would pave the way for the end product of the optimizations,
which is integrating recurrent functionality in convolutional neural networks in
a method similar to what was achieved at Stanford[7] and the University of
Science and Technology of China[8]. Using a recurrent neural network, the goal
is to simulate eye movement by having the network choose where to ‘look’ next
to make the best prediction.
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