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Abstract

This thesis introduces a collection of methodologies for the detection and localization of

structural defects in solid media using morphological demixing algorithms. The demix-

ing algorithms are designed to separate spatiotemporal response data into two morpho-

logically antithetical components: one contribution captures the spatially sparse and

temporally persistent features of the medium’s response, while the other provides a

representation of the dominant, globally smooth component as it would be observed in

a defect-free medium. In order to perform the demixing, we aim to decompose each

of the components via a dictionary with befitting topological structure. Within the

demixing paradigm, we explore two distinct categories of methods: in the first, we con-

sider pre-defined dictionaries whose structure is inspired by the behavior of propagating

wavefields, and secondly, a method which learns the dictionaries directly from the data

itself. The former can be split into two sub-methods: the first casts the demixing task

in terms of a group Lasso regularization problem with simply structured orthonormal

dictionaries, while the second method uses a standard Lasso formulation, but makes

use of more morphologically germane dictionaries. After the demixing is complete, an

automatic visualization tool highlights the regions associated with potential anomalies

and outputs their local coordinates. Since the methods do not invoke any knowledge of

the material properties of the medium, or of its behavior in its pristine conditions, and

is solely based on data processing of current wavefield information, it is endowed with

significant model agnostic and baseline-free attributes. These properties are desirable in

systems where there exists limited or unreliable a priori knowledge of the constitutive

model, when the physical domain is highly heterogeneous or compromised by large dam-

age zones, or when accurate baseline simulations are unavailable. The efficacy of the
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proposed method is evaluated against synthetically generated data and experimental

data obtained using a scanning laser Doppler vibrometer.
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Chapter 1

Introduction

Structural Health Monitoring (SHM) can be thought of as a process which endeavors

to characterize the integrity of a structure with its principal objectives being damage

identification, determination of damage growth, structural life predictions, and estima-

tion of failure probabilities. Damage, in this context, may be defined as any change to

the system’s material and/or geometric properties that adversely affects the structure’s

behavior. Damage universally initiates at the material level and individual triggers of

damage may be referred to as defects, or flaws. It can be observed that all materi-

als inherently feature defects at some microscopic length scale, although only under

certain circumstances these lead to macroscopic damage through appropriate stages of

growth and coalescence. The concept of defect implicitly invokes a notion of saliency

(or salient behavior), as a defect inherently represents a localized deviation from the

characteristics and behavior of the surrounding medium. SHM methods which aim at

localizing defects by identifying regions that behave anomalously have recently been

investigated [1]. The presence of micro defects per se does not automatically imply a

total loss of functionality for the structure, but simply a (possibly minute) modifica-

tion of structural performance. However, under appropriate operating conditions, these

1
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micro-defects may grow and coalesce until the damage level can significantly affect the

performance of the structure, or even cause system failure. The typical time scales for

this process vary based on the application and loading conditions. For example, typical

loading conditions on bridges may cause crack initiation over several months or years,

while certain operational conditions in aerospace applications can cause cracks to signif-

icantly coalesce in mere fractions of a second. Examples of microscopic and macroscopic

defects of interest from an SHM perspective include: voids, stiff inclusions, regions of

delaminations, cracks, etc. The ability to detect the defects in their benign stages and

raise appropriate flags for timely evaluation can ideally prevent compromised structures

from being subjected to conditions that could indeed cause catastrophic failure.

1 Structural Health Monitoring and Non-Destructive Eval-

uation

Through appropriate data acquisition and processing, modeling, and knowledge of the

particular structure, SHM can be used to determine and predict the remaining func-

tional life of a structural component [2]. The implementation of proper SHM techniques

could even allow for structures to extend their operational lives beyond their initially

predicted design life, while still preserving safety and efficiency. In recent years, an

implementation of SHM, referred to as on-line or in-situ SHM, has introduced a funda-

mental shift in the paradigm of structural monitoring; rather than relying on scheduled

inspections (time-based maintenance), the structural system is monitored virtually con-

stantly with the objective of issuing alerts upon the SHM system identifying potential

problems (condition-based maintenance). Typically, structures which use condition-

based maintenance programs are equipped with built-in sensing systems. The ability to
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continuously monitor a structure’s performance using onboard equipment could drasti-

cally reduce the financial and personnel requirements for its maintenance. Additionally,

online SHM systems can be employed to determine whether structures perform suffi-

ciently well following the onset of extreme conditions that have potentially corrupted

their integrity, e.g., to determine whether a building is safe for reoccupation after a

significant earthquake [3].

Non-Destructive Evaluation (NDE) is concerned with performing damage detection

and triangulation in a manner that is harmless to the system. Although there exists

some discrepency as to the exact definitions of NDE versus SHM in the literature, it is

typically agreed upon that NDE focuses on the specific tasks of localization and char-

acterization of defects (or damage zones) rather than on more general diagnostics tasks

such as system prognostics and lifetime prediction. Furthermore, NDE methods are

commonly not performed in situ, but rather at the “depot level” using semi-portable

sensing systems. NDE techniques may be broadly classified as active or passive, depend-

ing on whether the NDE system includes a device that produces the excitation that is

ultimately used to detect and locate defects. The device that generates the excitation

may generally be referred to as an actuator. Methods that involve an actuator to excite

the specimen are active methods, while those which depend on occurrences of events

at some internal locations within the material are passive. An example of a family of

passive methods is Acoustic Emission (AE). AE describes both the phenomenon and

the methods based on exploiting the radiation of acoustic (elastic) waves in solids that

occurs when a material undergoes irreversible changes in its internal structure, such as

crack formation or plastic deformation due to aging, temperature gradients or external

mechanical forces [4, 5]. AE is frequently employed in industry, for example to detect

faults or leakage in pressure vessels, tanks, and piping systems as well as to monitor

the welding and corrosion [6]. AE has also been employed in a variety of geophysical
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and geomechanical problems, e.g. to characterize microseismic events during hydraulic

fracturing with the objective of inferring the path of the crack networks [7], or to ana-

lyze the nucleation and growth of fracture planes in granite and sandstone [8]. Another

interesting collection of passive diagnostic methods are those based on digital image

correlation( DIC), which uses multiple cameras to capture sequenced images to track

material displacement and hence allow for the computation of strains. As the presence

of damage usually corresponds to inordinately high strains (when compared to the strain

landscape of a pristine object) one can infer valuable information about the presence of

defects from the evaluation and interpretation of the strain field [9].

2 Wave Based Structural Diagnostics (WBSD)

In an elastic medium, a disturbance propagates according to the elastodynamic (wave)

equations. The complex multi-modal structure of waves propagating in solid media is

well highlighted by resorting to a Helmholtz decomposition of the displacement wave-

field. If one considers the curl of the displacement, the resulting equations describe the

shear waves (those whose direction of propagation is perpendicular to the direction of

material displacement). On the other hand, the divergence of the displacement field

captures the dilatational waves (those whose direction of propagation is parallel to the

direction of material displacement). If geometric constraints are added to the problem,

further solutions are obtained corresponding to special classes of waves [10]. For exam-

ple, in a half space, there exists two special families of surface waves: Rayleigh waves and

Love waves. Rayleigh waves propagate along the surface of the boundary and feature

both longitudinal and transverse displacements, causing the surface particles to move

along elliptic paths. Love waves are horizontally polarized surface waves which cause

particles to move in directions perpendicular to wave propagation. Both Rayleigh and

Love waves show exponential decay in amplitude in the direction perpendicular to the
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boundary. Waves that are forced to propagate within physically constrained regions,

such as Rayleigh and Love waves, are called Guided Waves (GW). Another example

of guided waves are Lamb waves (named after Horace Lamb who first analytically de-

scribed them in 1912 [11]), which are observed in thin elastic plates (defined by domains

in which two dimensions are very large when compared to the third). Lamb waves are

effectively the result of plane waves traveling between the top and bottom edges of the

plate, resulting in a standing wave through the thickness of the domain. As Lamb waves

establish excitation through the thickness of a plate, an interrogation of the entire depth

of the plate [12]. Guided waves are widely used in NDE applications as they have the

ability to travel great distances with little attenuation, which renders them suitable for

the inspection of large structural domains [13].

An important phenomenon at the core of the use of wave methods for structural

diagnostics is the scattering of waves by obstacles. This phenomenon has been stud-

ied for over a century in the footsteps of the initial observations and calculations by

Lord Rayleigh [14]. Although most of Rayleigh’s work pertained to sound waves, the

underlying principles are applicable to the scattering of waves in elastic media due to

the presence of internal defects. Scattering, or the interaction between a propagating

wavefield and a scatterer, is the key mechanism that is exploited in wave based struc-

tural diagnostics (WBSD). WBSD can be seen as a branch of NDE which utilizes the

interaction of waves with an anomaly for the purpose of triangulation and characteriza-

tion of the anomaly itself; however, there exist limits to the nature of the defects which

WBSD methods can detect. As is stated in one the axioms of SHM [15], for a given

wave frequency, there exists a lower bound for the defect size that a WBSD method

can detect. While it is possible to excite structures at high-enough frequencies to probe

extremely minute objects, this comes at a price as high-frequency short-wavelength exci-

tation tends to interact with other small features in the physical domain, thus inducing
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highly distorted wavefields and leading to a high degree of ambiguity in the identifica-

tion of the actual defects from the global scattered field. The problem boils down to

establishing a three-way balance between the wavelength of excitation, the size of the

defects, and the size of benign features.

In this work, our structures of interest are thin plates excited with Lamb waves.

However, the complex spectrum of Lamb waves introduces some challenges to their

use in WBSD applications. For example, at least two modes are established using a

single excitation frequency (namely a symmetric si and an antisymmetric ai mode) and

multiple pairs of modes are excited at high frequencies. In addition, mode conversion

takes place upon boundary reflections and interaction with defects [16]. Hence, the

recovered signals, which contain the signature of the defect, typically contain a multitude

of modes which must be recognized and interpreted individually. Finally, Lamb modes

are dispersive, which can lead to significant distortion of the wave packets, thereby

introducing additional detection and interpretation challenges.

Waves are commonly excited and sensed in plates using piezoelectric sensors (or

piezos for short). Piezoelectric materials convert variations in strain into electric signals

and vice-versa, an effect first noted by Pierre Curie in the 1880s. After advances in

manufacturing techniques in the 1950’s, devices began to be produced which employed

piezeoelectric materials capable of acting as both actuator and receiver. In actuation

mode, piezos have the ability to convert a varying electric signal into mechanical excita-

tion, while in receive mode, they have the ability to convert an incoming excitation into

an electric signal. We refer to devices which have the general ability to either excite or

receive (or both) as transducers. Beginning in the 1960’s, piezoelectric transducers be-

came commonplace in many industrial sensing applications [17]. Piezos come in many

sizes and shapes; examples are angle beam probes, comb probes, traditional P and S

wave probes and, most recently, piezoelectric wafer active sensors (PWAS) which can



7

be arranged in periodic arrays, e.g. for phased-array ultrasonics applications. Specific

classes of flexible, thin PWAS have been shown to be ideal for in situ applications due

to their ability to conform to curved specimens [18].

3 Pulse-Echo and Pitch-Catch Methods and Their Limi-

tations

The majority of conventional methods in WBSD are based on pitch-catch (PC) or pulse-

echo (PE) approaches. PC based techniques employ one piezo acting as actuator and

one or more others acting as receiver(s); a PE system uses a single piezo simultaneously

acting as both actuator and receiver. These techniques exploit the fact that, when

an elastic wave, such as a Lamb wave, is incident upon a defect, it is scattered in all

directions. The defect can now be considered as a wave source producing a delayed

wavefield that can be measured by the available sensors. These methods are very ef-

fective and allow triangulation of defects using parsimonious sensor data when applied

to homogenous media for which the material properties are constant and well known a

priori (locating the defect in this manner can be considered a form of the radar prob-

lem). A first set of difficulties arise when we consider finite, heterogeneous objects, in

which we observe scattering events induced by the boundaries of the medium, or by

benign structural elements. This introduces an ambiguity between the scattering events

due to the defects and the spurious ones associated with harmless structural features,

which eventually hindering the detection and triangulation process. To remove this

ambiguity, it is necessary to compare the current data with a baseline model in which

excitation and sensing are simulated on a pristine model of the specimen. The baseline

pristine signal is subtracted from the test signal, effectively removing all the uninforma-

tive reflections and highlighting the residual reflections due to the defects. Moreover,
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PE and PC methods invoke the additional assumption that the group velocity of the

wave is known, allowing direct calculation of the distance between the receiver and the

scatterer from the measured time-of-flight. In a 1D object, this is sufficient informa-

tion to calculate the position of a defect. In 2D applications, three sensors are ideally

sufficient to correctly and uniquely triangulate in a defect. In practice, typically three

or more sensor are employed to smear out the error in the individual sensors [19]. The

detrimental effects on the performance of the of PC and PE methods due to lack of

knowledge of the constitutive model is schematically illustrated in Fig. 1.1.

ANOMALY 

SENSOR 2 
SENSOR 1 

SENSOR 3 

SENSOR 1 

SENSOR 3 
ANOMALY 

SENSOR 2 

Figure 1.1: Successful and failed triangulation of a defect in a plate. The figure on the
left shows a defect embedded in an otherwise homogeneous plate. As the plate has known
and reliable material properties, no error is introduced in calculating radial distance from
a sensor to the anomaly location using a time-of-flight measurement. In the right figure,
areas of degraded material properties (where size and location are unknown) will result
in erroneous predictions for the radial distance between the anomaly and the sensors.

In any wavefield where reciprocity is valid (one quick way to verify whether this holds

is to check if all temporal derivatives in the governing equation for the medium are of

even power), the time reversal of an ultrasonic field can be used to insonify a defect by

means of a time-reversal mirror (TRM) composed of an array of transducers [20]. The

time reversal operator exploits the linearity of transducers, along with the reciprocity
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of the material, to focus a wavefield on the scattering elements in a medium Fig. 1.2.

Work based upon the concept have gained traction in the past two decades in the field

of WBSD [21, 22, 23, 24]. Here, rather than simply focusing mechanical energy on a

scatterer, often referred to as a reflector in the literature, the goal is to determine the

spatial location of potential defects. Initial methods were performed in extended objects

and were essentially extensions of phased array techniques [25, 26]. These techniques

adapt automatically to the focal region of array transducers to coalesce at defects. Here,

the defect was located by exciting the structure with a single element in the array, then

computing the time-of-flight of the reflected waves by employing cross-correlation, and

then activating the other elements in the array with appropriate phase delays such that

the produced excitation would focus (due to strong constructive interference) upon the

reflector. Despite recent advances, these methods are less effective in plates compared

to bulk media, as the dispersive nature of Lamb waves in these structures producing

packets which spread over increasingly large time durations and result in signals with

a poor signal-to-noise ratios (SNR). However, studies have suggested that dispersed

waves resulting from a transducer generating a time-reversed signal still tend to re-

compress at the reflector source [27]. Several works have exploited this fact to obtain

reasonable SNR levels yielding efficacious WBSD methods based on time-reversal-based

methodologies applicable to plate structures [28, 29, 30].

4 Machine Learning (ML) Methods and their Application

to WBSD

Machine learning (ML) is a rapidly growing subfield of computer science which, accord-

ing to ML pioneer Arthur Samuel, is “the science of getting computers to act without

them being explicitly programmed.” Machine learning methods often seek to perform
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Figure 1.2: The time reversal cavity. The image on the left shows the second step of the
TR process: excitation occurs at a single point within the cavity and each transducer i
on the perimeter records an incoming signal hri (t). The shaded crescent-shaped region
represents an area with different material properties which distorts the signal as the
wavefront passes through it. The image on the right shows the third step: the time
reversed signals are transmitted at each transducer i with signal hti(T − t), and as a
result, the time reversed field converges on the initial scatterer.

pattern recognition and prediction-based tasks. ML classification tasks can often be

categorized as supervised or unsupervised. The former concern themselves with making

decisions and predictions on a given data set when training data is available and appro-

priately labeled; the latter takes on the task of making predictions and classifications

without the benefit of labels for the data. A concrete example of supervised learning

is support vector machine (SVM) classification. Here, the goal is to form a separating

hyperplane which “ideally” delineates data of different classes, as shown in Fig. 1.3.

Once the hyperplane is established, if we wish to classify new data of an unknown class,

we can simply check which class domain it lies within by determining where it lives in

the considered space with respect to the constructed hyperplane. The confidence of the

classification can be related to how far removed the point is from the separating hyper-

planes (or equivalently how centrally located it is in its class). Conversely, clustering is

typically an unsupervised learning task in which the method determines how the data
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groups together based on geometric considerations. A related but distinct family of ML

learning tools are artificial neural networks (or neural nets). Here the class of input

signals can be known or unknown, hence the method can be supervised or unsuper-

vised. Artificial neural networks are generally presented as systems of interconnected

“neurons” which pass messages between each other. The connections have weights that

can be tuned based on experience, making neural nets adaptive to inputs and capable

of learning. Compressive Sensing (CS) is a technique which endeavors to efficiently

reconstruct a signal by finding solutions to a (typically highly) underdetermined linear

system. The system is considered solvable as it is assumed that there exists a sparse

representation of the signal such that the majority of the entries in the solution are

zeros, resulting in a tractable problem.

Beginning in the early 1990’s, there has been a surge in structural diagnostics

methodologies based on techniques and algorithms developed within the field of machine

learning (ML) [31]. Early ML-based techniques for defect inference typically involved

the comparison of wave (or vibration) data acquired at relatively few locations on a test

specimen against the response of a pristine system. We recall, for example, some early

supervised approaches using neural networks in which the discrimination between pris-

tine and flawed structures was based on the construction of feature vectors comprised

of wavelet coefficients moduli, transmissibility coefficients, etc. [32]. Feature vectors are

similarly employed in methods based on support vector machines (SVM) [33].

A multitude of methodologies originated in the compressive sensing (CS) literature

have also percolated into the field of SHM [34, 35, 36]. These approaches typically seek

a sparse approximation of the available response data through its projection onto an

over-complete basis; an example of this paradigm is Matching Pursuit Decomposition

(MPD), which has been shown to be a powerful diagnostics tool [37, 38, 39]. A notion

of sparsity is here invoked in stating that the data from a damaged specimen and that
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Figure 1.3: Two plots showing a SVM method generating a boundary between data
of two different classes. The figure on the top performs the delineation using a linear
boundary which maximizes the geometric boundary between the data types in a least
squares sense. The figure on the bottom uses a radial basis function (RBF) kernel to
separate the data. The color scale indicates the confidence with which the method
deems the region to belong to a class (e.g. dark red is strongly class I while dark blue is
strongly class II). Note that the methods allow for misclassification of a small number
of data points in order to perform a more accurate overall classification.



13

from an undamaged specimen are distinct (potentially in a non-obvious or intuitive

fashion) when expressed in their “minimal” representation; in this minimal, or sparse

form, there exists a representation which clearly highlights the disparity between the

two, thus allowing a more straightforward classification of the specimens based on their

discriminating attributes.

The notion of saliency, which is commonly used in the ML community, has recently

appeared in the SHM literature. Here, the problem of detecting anomalies in a physical

medium finds its data equivalent in the problem of identifying atypical patterns in the

data structure of the medium’s dynamic response [40, 41]. The rationale behind this

idea is that, in every region of the domain that is sufficiently far from an anomaly, the

time histories will exhibit some similar, but unknown, “typical” behavior, while the time

histories recorded in regions in the immediate vicinity of an anomaly will exhibit some

(also unknown) signature of the defect that is different from the response observed in

the bulk of the domain. When only a few regions exhibit atypical behavior, this notion

of saliency can be viewed as a generalization of the concept of sparsity, which has played

a central role in signal processing, statistics, and machine learning research in recent

years; see, e.g., [42, 43, 44, 45, 46, 47, 48, 49].

5 Scanning Laser Dopler Vibrometry (SLDV)

5.1 The Scanning System

A Laser Doppler Vibrometer (LDV) is an instrument designed to make non-contact

velocity measurements of a vibrating specimen’s surface. An LDV is essentially a two

beam laser interferometer that measures the frequency shift (due to the Doppler effect)

between a test beam and an internal reference beam. The test beam is incident and then

scattered upon a target which is then collected and interfered with the reference beam
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(a) Schematic of laser Doppler vibrometer (Wikipedia).

(b) The 3D PSV-400 system by Polytec Inc. operated in the Waves and Imaging Lab at
the University of Minnesota.

Figure 1.4: Laser Doppler vibrometers measure the superficial vibrations of an object
by detecting the shift in frequency of a reflected laser beam incident upon the object’s
surface against a reference beam. Amongst many other applications, experimental se-
tups such as in (b) can be used to measure fundamental modes in structures, wave
propagation, and perform structural health monitoring.
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on a photodetector. The most common type of laser in an LDV is the helium-neon laser,

although laser diodes, fiber lasers, and Nd:YAG lasers are also used. Most commercial

vibrometers work in a heterodyne regime by adding a known frequency shift (typically

30-40 MHz) to one of the beams. This frequency shift is usually generated by a Bragg

cell, or acousto-optic modulator[50].

As shown in Fig. 1.4, the initial beam (with frequency f0) is divided via a beam

splitter into the reference beam and a test beam. The test beam then passes through

the Bragg cell which shifts the frequency by fb. The shift test beam with frequency

f0 +fb is now directed at the specimen; the motion of the target adds a Doppler shift to

the beam given by fd = 2f0v(t) ∗ cos(α)/c, where v(t) is the velocity of the target as a

function of time, c is the speed of light, and α is the angle between the laser beam and

the normal vector to the surface. The portion of the beam scattered back to the LDV

is collected and passed through the beam splitter and then combined with the reference

beam before finally terminating at the photodetector. The output of the photodetector

is a standard frequency-modulated (FM) signal which can be demodulated to obtain

the surface velocity of the specimen.

An important improvement to LDV systems was the addition of beam mobility,

which provides the LDV with the ability to make measurements at different locations

on the object without moving the system itself. The enhanced system is referred to as

a Scanning Laser Doppler Vibrometer (SLDV). This additional feature allows one to

easily perform many measurements on a user-defined grid; as the grid can be made arbi-

trarily dense, this allows for the reconstruction of spatially dense wavefield information,

consisting of a collection of time histories (whose temporal resolution is determined by

the sampling frequency of the system) measured at all the available sensing points. The

output data (the parallel aggregation of all the individual time histories) can be visual-

ized as a ”data cube”, where each slice is a high resolution image of the wavefield at a
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particular time instant (one of these slices is shown in Fig.1.5). This idea of moving from

the analysis of the time histories from a sparse set of sensors to the processing of spa-

tially dense reconstructed waveform data via algorithms capable of mining complex data

structures, represents a major shift in perspective for the diagnostics problem. In sheer

contrast with the radar problem, laser-based methods promote a different diagnostics

paradigm in which the inference is performed directly on a data-rich, spatially recon-

structed response. While working with spatially-rich data poses additional challenges

in terms of the sensing system requirements, it also enables inference strategies with

superior robustness against heterogeneity, clutter and material uncertainty; in essence,

the richness of the data in these settings can help to overcome scarcity of information

about the physical domain.

Figure 1.5: A high-resolution snapshot of a propagating wavefield in a medium with
embedded defects (from Michaels et al., Proc. of SPIE, 2009). In the neighborhood of
the defects, one can can clearly see the wavefield scattering. The defects thus exhibit a
salient behavior in the region of the scattered when compared to the response in pristine
(anomaly free) regions of the medium.
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Figure 1.6: The wavefield response data is stored as a data cube with each “slice” of the
cube corresponding to the wavefield at a particular time instant. The figure illustrates
how the individual time instants can be “stacked” in order to produce a singular vector
for each time instant (this process is referred to as “vectorizing”). If this process is
repeated for every time instant and the resultant vectors concatenated, the date cube
is converted to a traditional matrix.

5.2 Methods Based upon SLDV Acquired Data

The availability of full wavefield data has recently inspired the development of new

data-driven diagnostics methods which, at their core, treat the wavefield as a data cube

where the slices correspond to snapshots of the wavefield at different time instants (an

illustrative representation of the data cube is shown in Fig. 1.6). Accordingly, the

high resolution wavefield can be analyzed frame by frame using image processing and

computer vision (CV) techniques such as those discussed in [51, 52, 53, 54]. A number

of dedicated image processing techniques have been developed to complement laser

acquisition and meet desired anomaly identification and visualization criteria; among

them, we recall methods based on space-time DFT [55, 56], wavenumber-space filters [57,

58], Laplace filters [59], anomalous incident wave (AIW) energy considerations [60], as

well as a variety of wavefield inversion techniques [61, 62].

The portfolio of structural diagnostics methodologies presented in this thesis revolve

around the analysis of the morphology of the wavefield which is made available via a

SLDV. Specifically, we endeavor to infer the location of defects by decomposing the
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wavefield into two antithetical constitutive components according to their topological

structure; one set to describe the bulk response of an anomaly-free system, the other

equipped with the ability to describe the local scattering behavior in the neighborhood

of physically localized defects. The separation, or demixing, is performed using a par-

simonious combination of elements from the incoherent dictionaries which have been

chosen with appropriate morphological characteristics to describe their respective com-

ponents. The implementation of the demixing is performed through extensions of the

basis pursuit denoising (BPDN) problem [42, 63] the group Lasso problem [64], and

dictionary learning [65].

6 Problem Statement

This thesis explores a portfolio of structural diagnostics methodologies that share the

common goal of locating defects in heterogeneous thin plates (amendable to wave based

methods) using spatially dense wavefield data, while requiring only minimal knowledge

of material properties. Specifically, we require our methods to be baseline-free, auto-

mated, unsupervised, and model agnostic. Baseline-free implies we have no knowledge

of how the system behaves in its pristine form. In industry, this could be a very bene-

ficial attribute as test specimens could vary slightly from a prototype causing potential

false positives. Automated implies that we require zero human involvement in the tri-

angulation of the defect, i.e. coordinates of the defect are an output of the method

and need not be ”visually identified” by a user. Unsupervised, in this case, means that

we do not require examples of how flawed and pristine specimens behave. Finally, and

perhaps most importantly, is that we require our method to be material agnostic: we do

not require knowledge of material properties or constitutive behavior of the specimen.
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7 Content Summary

The remainder of the thesis is organized as follows. In the second chapter, we discuss

the mathematical background necessary to cast our diagnostic problem in terms of a

signal processing task. We briefly report the results for two benchmark defect detection

scenarios and motivate the development of more sophisticated methodologies. In the

third chapter, we present a formulation involving the demixing of wavefield data using

a group Lasso formulation, and we provide both numerical and experimental results. In

the fourth chapter, we present a similar demixing problem, now based on a standard

Lasso formulation enhanced by the adoption of morphologically germane dictionaries

which closely emulate the spatial characteristics of scattered fields. The fifth chapter

generalizes the approach to a dictionary learning driven method, where the bases for

the respective components are not fixed, but rather learned directly from the data. A

final chapter is devoted to discussing the methods performance, directions for future

work, and concluding remarks.



Chapter 2

From Source Separation to

Morphological Demixing

Before introducing explicitly a family of anomaly detection methodologies, we take a

moment to pose the wave-based structural diagnostics task as the more general and ab-

stract data analysis problem of extracting the entangled constituent components that

make up an arbitrary signal. This task is ubiquitously found in signal processing ap-

plications and is referred to as source separation. To understand the general problem

of source separation, consider a scenario where a collection of signals generated by a

set of distinct physical sources (the physical sources could be musical instruments, elec-

tromagnetic radiation, or electric signals from the brain) are recorded by an array of

sensors sensor. The sensors records a mixed signal where the contributions from the

original sources are weighted differently according to the different distances from source

to sensor. The primary problem is to isolate the individual signals given the observed

mixture without a priori known information concerning the weights of the mixing pro-

cess nor substantial knowledge of the individual sources. A well known example of this

task is the cocktail party problem, where a listener must “tune in” to a specific speaker

20
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and “tune out” all the others speakers (as well as all other extraneous noise). The hu-

man brain does this naturally by a process called auditory scene analysis, but handling

this and related source separation tasks with measured data is a challenging and highly

investigated problem in signal processing.

The connection to structural diagnostics can be made explicit by interpreting the

wavefield response reconstructed from measurements acquired by sensors as the recorded

signal, and by taking the morphologically distinct portions of the response as the con-

stituent components, instead of the individual signals generated by distinct physical

sources. Specifically, we consider the wavefield as being composed of two topologi-

cally antithetical components: one representing the bulk response associated with the

wavefield in the pristine portion of the system, the other describing the local scattering

behavior as observed in the neighborhood of physically localized defects. After perform-

ing the separation, the contribution associated with the defect (which we refer to as the

anomalous response) can be analyzed to infer the existence and location of defects.

1 Sparsity Based Linear Inverse Problems

Many problems in engineering, and data science can be cast as inverting a linear system

of the form:

y = Ax , (2.1)

where A ∈ RM×N is a matrix (often referred to as some sensing matrix), x ∈ RN

is the vector to recover (this could be a noise free information such as an image, or

time history), and y ∈ RM is the vector of measurements. It is typical that N > M ,

or N >> M , leaving an underdetermined system which, as well known from basic

linear algebra, is not uniquely solvable. However, one is often not interested in any

arbitrary solution, but rather in a solution with specific structure. Confining the pool
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of candidate solutions to those that display a particular structure can be achieved by

introducing regularization constraints on the solution [66, 67].

Specifically, if we seek a sparse solution, i.e., one where the entries of x are mostly

zeros, we are left with a uniquely solvable problem whose solution displays specific struc-

tural characteristics. The ability of sparsity-based approaches to simultaneously reduce

the dimensionality of the solution space while yielding a possibly more informative solu-

tion is an attribute of great appeal in many applications of signal processing. Often, this

type of result is achieved by exploiting the redundancies naturally displayed by physical

signals. By redundancies, we are referring to the propensity of high dimensional data

sets to cluster around a space of a much lower size than that of the ambient dimension.

An explosion of work exploiting sparsity in the past twenty years or so has been seen

in the data processing community for a variety of compression and analyzation tasks:

including audio processing, [68, 69], imaging [70], and video analysis [71].

To find the solution of (2.1) such that x is maximally sparse, one can solve the

minimization problem:

minimize
x∈RN

||x||0 such that y = Ax , (2.2)

where ||r||p =
(∑
|ri|p

)1/p
, and || · ||0 denotes the zero “norm” 1 which outputs the

number of non zero entries in the argument. Unfortunately, this problem is non-convex

and can be shown to be NP hard to solve [72]. Often, a convex surrogate to (2.2) is

considered in order to yield a computationally tractable problem. The surrogate is:

minimize
x∈RN

||x||1 such that y = Ax. (2.3)

Note that the only difference in the equation is the substitution of a `1 norm for the

`0 norm. This yields a convex relaxation of the sparse coding problem whose solution

can be obtained via fast optimizations algorithms which are scalable to solve real-life

1 Strictly speaking, the zero norm is not a proper norm as it is not homogeneous.
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ill posed problems. It can be argued that the emergence of the tractable relaxed form

of (2.2) greatly contributed to the diffusion and popularity of methodologies based on

sparsity. It should be noted that the solution to the surrogate does not always match

the solution to the original: nevertheless, several works have investigated the exact

conditions on the measurement information and/or the sensing matrix for which the

solutions to (2.2) and (2.3) are identical [73, 74, 75] .

2 Morphological Diversity

Now let us turn our attention to posing the particular linear inverse problem that will

be used to perform structural diagnostics; in the end, the mathematical statement of

the problem will take the same form as a standard linear inverse problem, but the con-

ceptual underpinnings have additional meaning that exceeds the significance of simply

solving a set of linear equations. Specifically, we are interested in performing a sparse

decomposition of a measurement vector y in terms of a set of bases that, after some

post-processing, will reveal the existence and location of defects through the nature of

the reconstruction. To reflect this, we change the meaning (and notation) of the matrix

involved in (2.2) from an arbitrary sensing matrix to a dictionary D ∈ RM×N , which

we define as collection of N signals whose structure is designed to allow a “reasonable”

decomposition of the measured signal y in terms of the individual dictionary elements

(commonly referred to as the atoms). In the case of an overcomplete representation

(where N > M), the number of atoms, stored as columns vectors in D, exceeds the

dimension of the signals yielding redundant dictionaries. The task now becomes finding

the sparsest coefficient vector x such that y = Dx.

The optimization machinery discussed in the previous section is directly relevant as
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the problem can be stated as:

minimize
x∈RN

||x||0 such that y = Dx. (2.4)

However, it is again convenient to relax the problematic `0 sparsity measure by the

convex `1 surrogate:

minimize
x∈RN

||x||1 such that y = Dx. (2.5)

This is known as a basis pursuit (BP) problem [42] and can be solved efficiently via

accelerated decent methods such as FISTA [76]. The solution to the BP problem in

(2.5), however, does not necessarily solve (2.4) in general. Moreover, it is often the case

that exact recovery is not possible (often due to excessive noise (or modeling error) in

the measurement vector y), and hence the constraint in (2.5) cannot be satisfied. How-

ever, one can consider another surrogate minimization problem which simultaneously

minimizes the error in the reconstruction and yields the sparsest possible solution:

minimize
x∈RN

1

2
||y −Dx||22 + λ||x||1 (2.6)

where λ is a regularization parameter whose value determines the balance between

accuracy in the reconstruction, captured by the least square term in the cost function,

and sparsity in the solution, captured by the second term (which in fact features a

sparsity promoting `1 norm). The problem as stated in (2.6) is known as the basis

pursuit denoising problem, and it is in this form we will pose our structural diagnostics

task. Extensive work has focused on necessary and sufficient conditions under which

(2.5) and (2.6) recover the sparsest solution to the given underdetermined system of

linear equations, both in noisy and noiseless cases [77]. A fundamental concept used in

addressing this point is mutual coherence which, informally, is the measure of maximal

similarity between the atoms. More formally, the mutual coherence µD can be defined
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as:

µD = max
i 6=j

|〈di, dj〉| (2.7)

where dk ∈ D, k = 1, ..., N are the unit norm atoms of the dictionary. Sufficient con-

ditions based on arguments of mutual coherence of D appeared in the literature in the

early 2000s [78, 79]. A fundamental result presented in [80], states that, if β is a

k-sparse2 solution vector to the BP problem (noiseless) and satisfies

||β||0 = k < 1/2(µ−1D + 1), (2.8)

then β is the unique minimizer to both equations (2.4) and (2.5), which ensures that the

surrogate does in fact identify the sparsest possible solution to the set of equations. The

upshot of this result is that, the more incoherent the atoms of a dictionary, the more

sparse of a solution can be obtained by `1 minimization. Although the condition in (2.8)

is very straightforward, the sparsity bounds for the given condition are not ideal 3 . The

recovery conditions can be further tightened by using the spark of a matrix (defined as

the minimal number of linearly dependent coulmns)[81]. We conclude this discussion by

pointing out one last popular approach to show equivalence between the two solutions

that involves the restricted isometry property [75]. Now that we have established a

framework for obtaining the sparsest solution to a linear inverse problem, let us proceed

to cast the source separation problem that we need for structural diagnostics in this

form.

Intricate, mixed signals can often be modeled as being composed of a summation of

morphologically (or structurally) different components. This can be stated mathemati-

cally as:

z =
K∑
k=1

zk. (2.9)

2 A k-sparse vector is one that has at most k nonzero entries.
3 For the dictionary consisting of the agglomeration of a spikes and sines dictionary, the sparsity

bounds are of O(
√
N). It should also be noted that for (2.8) to hold, the atoms of D must be unit

norm.
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To reveal this hidden structure in the signal, we can build a dictionary D consisting of

the agglomeration of multiple sub-dictionaries, each with the ability to model the mor-

phological structure of each particular component of the signal; in other words, each

component is capable of being sparsely represented in some sub-dictionary in D. A

signal displaying this quality is said to be morphologically diverse. This way of thinking

was initially introduced to simultaneously model stationary and localized features in

signals by employing a dictionary consisting of both Fourier and wavelet dictionaries,

although a comparison can be made to the classical matched filter theorem in signal

processing. Merging all these ideas together, it now can become clear how we can use

the concept of morphological diversity to perform source separation: if we think of the

individual zi, i = 1, ...,K, components as signals generated by the individual sources,

and we assume to be able to invoke some a priori knowledge about the morphology

embedded in the components, we can model each component with a dictionary with

befitting characteristics in to efficiently separate them via a sparsity based decomposi-

tion. To be more consistent with the parlance of the field, we refer to the act of signal

separation in this context as morphological demixing.

3 Morphological Demixing

Finally, we are prepared to cast our wave based structural diagnostics task in terms

of a linear sparse decomposition problem, where we exploit the intrinsic morphologi-

cal diversity in the wavefield response. Upon inspection of the dynamic response of a

medium with embedded defects, e.g., an aluminum sheet with a partial hole excited

with a tone burst (shown in the top image of Fig. 2.1), one can observe the existence of

both diffuse and localized features in the wavefield. As the defect acts as a scatterer for

the impinging wave, the localized features are predominantly concentrated around the

defect, whereas the bulk of the pristine portion of the domain displays the conventional
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Demixing

Anamalous ResponseApproximated Defect-Free Response

Original Signal

Figure 2.1: Illustrative overview of the demixing process. The original wavefield is processed
by the demixing algorithm according to Eq. (2.12), which effectively separates the response into
the component associated with the defect and the component which approximates the response
in the undamaged portion of the medium. Image from [J. Druce et al., Defect Triangulation
via Demixing Algorithms Based on Dictionaries withDifferent Morphological Complexity, 2016,
Proceedings of the 8th European Workshop on Structural Health Monitoring (EWSHM 2016)].

spatial characteristics observed in wavefields established in undamaged media. The up-

shot of this observation is that we can identify the portion of the wavefield associated

with the defect by recognizing the regions with compact (or low support) spatial struc-

ture. Thus, one way to perform structural diagnostics is to first separate, or demix,

the full wavefield data into two complementary components classified according to their

morphological structure, and then analyze the sparse contribution to infer the location

of defects.

Let X ∈ RN×T denote the dynamic response of a structure, stored as a matrix where

the columns are arrays encoding the velocity or displacement measurements at the N

nodes of the system at T different time instants. Our objective is to decompose X into
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the sum of two distinct contributions: X1 ∈ RN×T , which captures any morphologically

compact features, as they would be observed in the neighborhood(s) of material defects,

and X2 ∈ RN×T , which captures all large and spatially diffuse features, which make up

the bulk of the response in the undamaged portion of the medium.

X ≈ X1︸︷︷︸
SPATIALLY LOCALIZED

+ X2︸︷︷︸
SPATIALLY SMOOTH

. (2.10)

To enforce the demixed representation shown in (2.10), we choose a dictionary for

the constituent“sub-signals”, where each endowed with befitting morphological charac-

teristics appropriately selected to describe their respective component. Consistent with

the methodology in section 2, we consider a matrix factorization of the kind:

X1 ≈ D1A1 and X2 ≈ D2A2. (2.11)

Here, D1 ∈ RN×K1 and D2 ∈ RN×K2 are a-priori defined dictionaries, (in our case

we set K1 and K2 to N for simplicity) and A1 ∈ RN×T and A2 ∈ RN×T are arrays

of temporal coefficients whose columns indicate which columns of the corresponding

dictionary are utilized in the representation at each time instant.

To solve for the unknown coefficient of influence arrays A1 and A2 and obtain the

aforementioned factorization, we write a basis pursuit denoising optimization problem

of the form:

minimize
A1∈RK1×T ,A2∈RK2×T

1

2
||X−D1A1 −D2A2||22 + τ1||A1||1 + τ2||A2||1 (2.12)

where τ1, τ2 > 0 are user-specified regularization parameters 4 . Note that although

this looks slightly different from (2.6), the two are actually equivalent problems if we

interpret D as the concatenation of dictionaries D1 and D2, x as the agglomeration

4 From an implementation standpoint, (2.12) is solved independently for each of the T columns of
X, and hence A1 and A2 are obtained column by column.
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(a) Structure of the sparse dictionary
matrix

(b) Structure of the smooth dictionary
matrix

Figure 2.2: Schematic illustration of the decomposition of the response into sparse and
smooth components X1 and X2, respectively. (a) The columns of D1 are vectorized
2D Dirac delta functions. (b) The columns of D2 are vectorized 2D Discrete Cosine
Transform functions. Images from [J. Druce et al., Locating material defects via wave-
field demixing with morphologically germane dictionaries, Structural Health Monitoring,
DOI: 10.1177/1475921716664515].

of A1 and A2 and τ1 = τ2. In (2.12), the first term in the objective function is es-

sentially a standard squared error term, which controls the “goodness of fit” to the

data and ensures that the overall approximation in (2.10) is sufficiently accurate. The

second and third terms are parsimony terms: their presence should tend to produce

solutions in which A1 and A2 are sparse, which allows the columns of X1 and X2 to

be individually well-approximated using relatively few components of their respective

dictionaries. Enforcing reconstruction using only a small number of atoms from each

dictionary is important as this promotes an efficient representation of each component

via a dictionary whose atoms directly model its morphological structure instead of re-

lying on a brute force reconstruction that employs a myriad of ill-suited atoms. As

an extreme example, we could argue that a large set of orthogonal functions can be

used to accurately decompose a signal of arbitrary complexity, but such choice would

be suboptimal from an anomaly detection standpoint as the reconstruction would not
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possess appealing localization attributes. Therefore, the last user-defined entities in the

problem are the dictionaries D1 and D2 which are to be equipped with a morphological

structure which is suitable to describe their respective class. Since X1 is to capture

the spatially localized features of the response, we initially choose the columns of D1

to be digitized Dirac delta functions with one non-zero entry per column (i.e., we take

D1 to be the identity matrix ). Likewise, since the bulk component of the response X2

is ostensibly characterized by smoothness, which may be well-approximated by signals

comprised of only a few sinusoidal components, we choose D2 to be a matrix whose

columns are vectorized two-dimensional discrete cosine transform basis elements. The

structure of D1 and D2 is shown pictorially in Fig.(2.2). Thus, we now have all the

ingredients to solve the minimization problem in (2.12) and therefore can reconstruct

X1 and X2. As we have designed X1 to capture the portion of the wavefield associated

with defects, we now proceed as to how to obtain estimates of the spatial location of

defects by processing X1.

3.1 The Superatom Triangulation Tool

Now that we have developed means for extracting the sparse features of the wavefield

in close proximity to the defect, we move to determine the spatial location of the defect

itself. As the output of the SLDV system is not only the frames of the wavefield at

a collection of time instants, but also the 3D coordinates of the nodes, if one has a

region from the sparse reconstruction suspected of having a defect, the coordinates of

the nodes contained in this region are thus also known,and a spatial estimate of the

defect’s location can be made.

In order to fully evince the sparse feature-highlighting capability of the method, let

us introduce a useful post-processing tool, which we call superatom. The purpose of the

superatom is to intelligently aggregate the frames of X1 in a way that reveals the regions
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of the domain that most persistently (across the entire sparse set) display sufficient levels

of sparsity. The process involves a partition of the domain into a mesh of rectangular

regions, a summation of the regional contributions from all the available frames, and

an algorithm that ranks the partitions based on three criteria: 1) the maximum pixel

value within each partition, 2) the number of non-zero pixels in the partition and 3) the

number of non-zero pixels in all the adjacent partitions. By considering these 3 factors

simultaneously, the superatom selects the partition which contains a large number of

non-zero values and whose pixels exhibit high amplitude, while being sufficiently isolated

from other partitions that are also significantly activated, thus promoting the selection

of regions whose scattering behavior is salient with respect to the surroundings. The

benefits of this post-processing step transcend mere visualization improvements: the

net output of the superatom, in fact, is a set of coordinates that automatically provide

an estimation of the anomaly location, up to the resolution of the partitions, without

the need for any direct visual inspection of the sparse wavefield.

The benefits of a superatom representation are fully realized when we consider prob-

lems in which the identification of an anomaly is impossible, or ambiguous, even through

the prism of the sparse reconstruction. This scenario is encountered when the signature

of the anomaly is very small, due, for example, to a critically small size of the defect or

to competition (in terms of sparsity) from spurious response features, or in dealing with

noisy data. In short, the signature of an anomaly may be minute, and hence not visually

detectable, in the individual frames, but can become very clear through its aggregation

over many frames of the sparse reconstruction.
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Algorithm 1: Construction of superatom aggregating contributions from different
sets of frames from the sparse reconstruction according to criteria of persistence.
The function 1{·} denotes the indicator function, which takes the value 1 when the
event specified in the subscript is true, and 0 otherwise.

Input: Sparse Reconstruction X1 = [x1,1 x2,1 . . . xT,1] ∈ RN×T

Domain partition sizes: M1,M2 > 0
Sparsity thresholds: ε, δ > 0

Output: “Superatom” S (with vectorized partitions {Sk})
Rank for Partition k : Rk

Initialize: M = M1M2; Q = N/M
Sk = 0 ∈ RQ for k = 1, . . . ,M

Partition: Divide each xj,1, j = 1, . . . , N , into length Q sub vectors {xk
j,1}Mk=1

for k = 1 to M do

if

T∑
j=1

1{||xkj,1||0>0} ≥ ε then

Sk ← xk
j,1

end
for i = 1 to Q do

if |Sk
i | ≤ δ then
Sk
i ← 0

end

end

end

return {Sk}

3.2 An Illustrative Case

First we test the approach against the benchmark problem of locating a defect in a

homogeneous thin plate (modeled using Mindlin’s plate theory) experiencing circular-

crested transversal waves excited via an out-of-plane point force applied at a node. The

choice of flexural waves is here primarily motivated by the simplicity of the correspond-

ing finite element simulation and the inherent simplifications resulting from having a

single-mode wave solution. Nevertheless, since the method is based on the elabora-

tion of the spatial patterns of time-evolving wavefields, without invoking any specific
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physical characteristics of medium, the analysis would theoretically hold for other types

of out-of-plane waves, such as Lamb waves and Rayleigh waves, and even for longitu-

dinal and shear waves in thin structures exhibiting some in-plane deformation on the

structure’s surface. We use the finite element method (FEM) to construct the stiffness

and mass matrices of the system and employ a time marching scheme to simulate the

propagating wavefield. Our virtual specimen is a rectangular, thin Aluminum sheet

with dimensions Lx = 1.0 m, Ly = 0.5 m and thickness h = 0.005 m and the following

material parameters: Young’s modulus E = 71GPa, Poisson ratio ν = 0.33, density

ρ = 2700 Kg/m3. The domain is discretized with a structured mesh comprising 400 ×

200 square elements, which is verified to be sufficiently fine to avoid spurious numerics-

induced dispersive effects or artificial noise in the data. The excitation frequency is a

5-cycle tone burst with carrier frequency fc = 100 KHz, which induces a wavefield with

wavelength λ such that Lx/λ ≈ 30. At the end of simulation, the data cube (which

can be recast upon vectorization as matrix X) consists of a series of snapshots of the

propagating wavefield at the selected T time instants.

Anomalies are introduced in the model by relaxing the Young’s modulus of the

material by one order of magnitude within small regions of the domain. This can model

the effects of partial holes, soft inclusions or localized regions with degraded material

properties. The anomalies behave as scatterers, which act as localized sources within

the domain that are triggered after some delay with respect to the applied excitation.

As the point source of excitation is itself a localized feature, we expect it to pose

some ambiguity for the sparse coding algorithm. In order to (partially) filter out this

effect and discriminate between the “true” anomalies and the initial excitation, we

truncate roughly the first 15% of the time instants of the response (corresponding to

the early stages of propagation), in which we expect the response to be dominated by

the excitation as the wavefield is localized in the neighborhood of the point of excitation.
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Figure 2.3: Anomaly detection via morphological demixing in a homogeneous plate. However,
although this is a straightforward case, extraneous features are generated in some frames in the
sparse reconstruction (shown in e)) that could potentially cause confusion in the triangulation
process. Despite the presence of these features, the anomaly is detected and spatially pinpointed
as reported in the supertom f).

In Fig. 2.3 (a), we can see a schematic of the plate with a single small anomaly

introduced at coordinates (0.58Lx, 0.42Ly). Fig. 2.3 (b) shows the original wavefield

propagating through the structure at a particular frame, and Fig. 2.3 c) and d) the

smooth and sparse reconstructions (at the same frame) respectively. Fig. 2.3 (e) gives

two sample frames from the sparse reconstruction; the two frames clearly capture a spa-

tially rarefied representation of the wavefield, in which they display a distinguishable

and isolated signature of the anomaly in the form of a localized spike in their topology.

This signature is, however, not ubiquitously observed across the entire set as shown

in the bottom figure of Fig. 2.3 (e) as additional features are present that are not as-

sociated with the defect. As expected, the inference benefits vastly from a superatom

representation (Fig. 2.3 (f)), in which the sparse features are weighted according to
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their persistence across the entire sparse dictionary. The sporadically, but rarely occur-

ring extraneous features that contaminated the sparse atoms are now filtered out and

we are able to clearly pinpoint the anomaly, as visible from the comparison with the

schematic of Fig. 2.3 (a). We note that the anomaly can even be triangulated without

visual inspection as its host partition is automatically identified by the algorithm (and

highlighted in the figure by a thicker border). However, this is a very simplistic case

where the anomaly would be nearly trivial to detect with a variety of established meth-

ods; therefore, we proceed to investigate the performance of the method against a more

challenging case.

3.3 Failed Case and the Need for More Sophisticated Methods

Our next task is to test the efficacy of the method against a scenario characterized by

structural complexity and pronounced wavefield distortion; the objective is to assess

the agnostic capabilities of the method and highlight its ability to discriminate between

localized anomalies and other inherent internal features of the structural system. To this

end, we consider again the 1 m× 0.5 m defected rectangular plate used in the previous

example, but we now increase by 50% the thickness and Young’s modulus within four

1.25 cm-thick ribs, two horizontal and two vertical, to model the equivalent effect of two

stiffening rib elements (Fig. 2.4a). The induced wavefield (reported in Fig.s 2.4b) is

highly distorted and dominated by the signature of the strong scattering events induced

by the ribs as a result of their large acoustic impedance mismatch.

The superatom shown in Fig. 2.4d reveals that the method does not successfully

triangulate the anomaly as it did in the previous case. The reasons of this failure

lie in the method’s inability to discriminate between the scattering events due to the

localized anomalies and those induced by the stiff ribs. This can be easily seen by

examining the frames from the sparse reconstruction shown in Fig. 2.4c and noting the
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STIFF	
RIBS

DEFECT

SOURCE

(a) Schematic of ribbed plate with defect

INTERFERENCE	/	SPIKES
DISTORTION

(b) Propagating wavefield with heavy interference.

(c) 6 Random frames from the
sparse reconstruction.

(d) Superatom identifying an incorrect partition.

Figure 2.4: Anomaly detection with our initial method in a domain with heterogeneity.
Significant signal distortion is present due to the reflections from the stiff ribs and their
interference with other propagating wavefronts. The algorithm incorrectly a partition
associated with a stiff rib and not that of the defect.
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strong presence of features associated with the ribs which are further emphasized in the

superatom aggregation, thus leading to an erroneous partition selection. Incidentally,

let us point out that it is likely this complex scenario would likely result in detection

failures for several other popular methods rooted in image processing algorithms. For

example, the wavefield features several spikes concentrated at the rib-plate interfaces,

which would deceive detection methods solely based on gradient field analysis. Similarly,

since both the localized anomalies and the ribs produce reflections that propagate in

opposite direction to the incident wave, methods based on negative wavenumber filtering

in the k−space would not be equally able to automatically discriminate between the

two types of events.

Although the method did not succeed in its current form, the manner in which it

failed did offer some insight into the particular shortcomings of the method: namely,

the inability to distinguish between the morphology of scattering events due to proper

defects versus those induced by benign structural elements. A body of strategies to

alleviate this shortcoming will be discussed in the following chapters.



Chapter 3

Demixing with Group-Structured

Coefficients

In the previous chapter we introduced the morphological demixing framework in its

most basic form, where we saw the method fail when interrogating a heterogeneous

medium for defects. The reason for this failure was fundamentally that the method

could not distinguish between the features associated with the scattering of benign

structural elements and those due to the defect. Inspired by these shortcomings, we now

proceed to develop more sophisticated defect detection methodologies which are capable

of functioning in more challenging environments. The general philosophy is to augment

the framework of morphological demixing in ways that leverage the additional structure

(present in the data) that can be used to evince the presence of localized scatterers.

In this chapter, we introduce a first layer of improvement consisting of a modification

of the modify the regularization terms in the minimization problem to sculpt a more

informative sparse reconstruction. Concretely, we formulate a group Lasso minimization

problem in order to promote a sparse reconstruction which simulatendously captures

the spatially localized and temporally persistent behavior observed in the neighborhood

38
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of defects.

1 Capturing Low Support, Temporally Persistent Features

As introduced Ch. 2, we aim to separate the response data into two complementary

contributions featuring dichotomic topological structures that reflect the two antithet-

ical (yet coexisting) aspects of the physical response. We let X ∈ RN×T denote the

spatiotemporal response matrix of a dynamical system, where the columns are arrays

containing the degrees of freedom of the system at different time instants. In essence,

we endeavor to demix the spatiotemporal data X into the sum of two constituent com-

ponents: X2 ∈ RN×T ,which captures the large and spatially-smooth features assumed

to comprise the bulk of the response in the undamaged medium, and X1 ∈ RN×T ,

which captures any (ostensibly) rare and nominally spatially-localized deviations from

the bulk response behavior, such as would be observed in the neighborhood(s) of ma-

terial defects. However, in addition to exclusively capturing the spatially localized

behavior as proposed in Ch 2, we further desire that the features in the first compo-

nent be temporally-persistent, inspired by the notion that, when we insonify a medium

containing an anomaly, the anomaly behaves as a scatterer and de facto acts as a local-

ized actuation source, producing ring-like features that persist over multiple consecutive

time instants (shown in Fig. 3.1). Overall, then, our aim becomes to decompose the

spatiotemporal data X as

X ≈ X1︸︷︷︸
SPATIALLY LOCALIZED

AND TEMPORALLY PERSISTENT

+ X2︸︷︷︸
SPATIALLY SMOOTH

. (3.1)

In order to enable the representation stated in (3.1), we express each constituent

component using a spatiotemporal dictionary-based representation, so that

X1 ≈ D1A1 and X2 ≈ D2A2. (3.2)
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(a) (b)

(c) (d)

Figure 3.1: Snapshots of a wavefront incident upon a defect at multiple time instants.
The spatially localized features in the neighborhood of the defect are clearly displayed
in each snapshot. This observation motivates building a sparse reconstruction which
captures spatially localized and temporally persistent behavior in order to isolate the
response associated with the defect.
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Here, D1 ∈ RN×K1 and D2 ∈ RN×K2 are the fixed dictionaries endowed with appropriate

spatial characteristics that describe the morphological attributes of the corresponding

component, and A1 ∈ RK1×T and A2 ∈ RK2×T are arrays of temporal coefficients whose

columns indicate which elements of the corresponding dictionary are utilized in the

representation at each time step. Since X1 is to capture the spatially localized features

of the response, we again choose the columns of D1 to be digitized Dirac delta functions

with one non-zero entry per column (i.e., we take D1 to be the identity matrix, with

K1 = N), while the temporal persistence in X1 is enforced by seeking representations in

which A1 has its nonzero elements occurring in only a few individual rows (or clusters of

rows). Likewise, since the bulk component X2 of the response is ostensibly characterized

by smoothness, which may be well-approximated by signals having low-pass frequency

characteristics, as we did in Ch. 2, we choose D2 to be a matrix whose columns are

vectorized two-dimensional discrete cosine transform basis elements (with K2 = N),

and enforce that the coefficient matrix A2 be sparse.

The chosen topological structure for the dictionary D1 is naturally equipped with

the ability to represent spatially sparse features; however, by itself, it has no ability

to capture the temporally persistent behavior of the scattered field. As the entries

of each column of A1 determine how the atoms of the sparse dictionary are used at

each time step for the construction of X1, we can promote temporal persistence in our

representation by constraining the entries in A1 to assign non-zero weights to certain

columns of D1 only if the weights will remain non-zero over multiple consecutive columns

of A1. By inducing A1 to have non-zero values in the same row over multiple columns,

we de facto promote temporal persistence in X1. The desired structure is enforced

through the concept of groups. We define a group as a collection of entries of A1 which

correspond to points that are neighbors in space and time. Fig.(3.2) visually illustrates

how groups can span over successive time instants for the same spatial location; in the
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figure, for example, we can see that groups i and j correspond to two distinct and

adjacent regions that span over the first two time instants; the same regions become

groups m and n, respectively, at time instants 3 and 4. Finally, as we assume that the

defects are nominally rare, we effectively promote sparsity by minimizing the number

of non-zero groups.

The implementation of the matrix demixing problem with the above aforementioned

sparsity and persistence characteristics gives rise to the following modified basis pursuit

denoising problem:

minimize
A1,A2∈RN×T

1

2
||X−D1A1 −D2A2||22 + φ(A1,A2) ,

where φ(A1,A2) = τ1||A2||1 + τ2

|G|∑
g∈G
||(A1)g||2 ,

(3.3)

τ1, τ2 > 0 are user-specified regularization parameters, (A1)g denotes a sub-matrix of

A1 indexed by elements in a group g ⊆ {1, . . . , N} × {1, 2, . . . , T}, and G denotes

the collection of all groups1 . In (3.3), the first term in the objective function is

essentially a standard squared error term, which controls the “goodness of fit” to the

data and ensures that the overall approximation in (3.2) is reliable. The second term

is a parsimony term: the presence of the `1 norm promotes solutions in which the

matrix of temporal coefficients A2 is sparse (its columns feature a small number of

non-zero elements), which ensures that X2 is constructed using as few columns (basis

vectors) of the dictionary D2 as possible. The importance of this term can be explained

as follows. Since the columns of D2 are spatially smooth discrete cosine transform

basis functions, one could approximate any signal of arbitrary complexity in terms of

this dictionary alone, provided that a sufficiently large number of basis functions is

employed. This, however, would be detrimental to our localization task, as it would

incorporate the anomalies in the contribution deemed “smooth”, thus inevitably (and

1 We write |G| for the total number of groups.
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incorrectly) accounting for them in the bulk response. In contrast, by limiting the

number of columns of D2 actively used in the reconstruction, we make sure that the

contribution deemed “smooth” indeed does not capture the spatially sparsest features,

which in return promotes the ability to properly distill them into the contribution

deemed “sparse”. The third term is responsible for obtaining a matrix A1 which is

group-wise sparse1 , i.e. it will tend to yield only a few groups in G which are non zero,

and since minimizing the group norm does not imply entry-level sparsity, the entries

of a non-zero group therefore are often simultaneously non-zero. This point will be

further illustrated in the Group Lasso Penalty section using an example. Therefore, in

concert with the least squares term, this term sculpts X1 to display spatially localized

and temporally persistent features.

2 Algorithmic Technical Details

Our approach for solving (3.3) is based on alternatively minimizing the cost function

with respect to A1 and A2 while the other variable is held fixed, beginning with some

feasible initialization (e.g., A1 = 0 and A2 = 0), and terminating when some conver-

gence criteria is attained (e.g., when the errors between successive iterates is sufficiently

small).

2.1 Obtaining A2

As commonly done in optimization, we consider an alternating approach which leaves

us with two tractable jointly convex problems. In (3.3), if we hold A1 fixed we are left

with:

minimize
A2∈RN

1

2
||X′ −D2A2||22 + τ1||A2||1, (3.4)

1 The summation in the third term is effectively an `1 norm of the `2 norm of the groups of A1,
and minimizing such quantities tends to force entire groups to be zero.
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Indexed Groups

i

i 
j

j 
m

m
n

n

Figure 3.2: The wavefield response data is stored as a data cube with each “slice” of the
cube corresponding to the wavefield at a particular time instant. The grid lines parti-
tioning each slice act as illustrative boundaries for the groups; i.e., the groups aggregates
all the points that belong to each partition. The colors of the grid lines are to illustrate
the temporal nature of the groups, in this case the groups span over 2 consecutive time
instants (with no overlap). Here indices i and j denote the groups for time instants 1 and
2, which transition to groups m and n, respectively, for time instants 3 and 4. Image from
[J. Druce et al., Locating material defects via wavefield demixing with morphologically
germane dictionaries, Structural Health Monitoring, DOI: 10.1177/1475921716664515].
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where X′ = X−D1A1. Here we can disregard the τ2
∑

i ||A1,i||F term as it is only a

function of A1 and is not relevant when minimizing over A1. Now, if in (3.3) we hold

A2 constant, we are left with:

minimize
A1∈RN

1

2
||X̃−A1||2F + τ2

|G|∑
i

||A1,i||2. (3.5)

Where X̃ = X−D2A2 and we can drop the τ1||A2||1 term as it is not a function of

A1.

We first present a solution for obtaining A2 in (3.4). It would be preferable if the

variable A2 were not weighted by the D2 dictionary. To this end, we note that for any

orthogonal matrix Z ∈ RNxN and any vector v ∈ RN , the following holds:

||Zv||2 = vTZTZv = vTv = ||v||2. (3.6)

This allows us to multiply any quantity in an `2 norm by an orthogonal matrix and

without changing the overall value of the norm. To isolate A2, we multiply the least

squares term by the orthogonal matrix DT
2 which yields the equivalent minimization

problem:

minimize
A2∈RN

1

2
||DT

2 X′ −DT
2 D2A2||22 + τ1||A2||1. (3.7)

Since D2 is the orthogonal DCT matrix, we have DT
2 D2 = I. Thus we are left with a

convex minimization problem in the more amenable form:

minimize
A2∈RN

1

2
||DT

2 X′ −A2||22 + τ1||A2||1. (3.8)

This is an unconstrained convex problem; thus, by enforcing first order optimality at

the optimum A∗1 we obtain:

0 = ∇A2

1

2
||DT

2 X′ −A∗2||22 + ∂A2(||A∗2||1)⇒ 0 = A∗2 −DT
2 X′ + τ1∂A2(||A∗2||1). (3.9)

We can solve this expression component-wise as the entries of the vector A2 are uncou-

pled ; to this end we let (DT
2 X′)i be the ith entry of DT

2 X′, (A2)i be the ith entry of A2,
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and we denote the sub gradient ∂A2(||A2||1) = g. The explicit equation for ith entry of

g is:

gi =


1 (A2)i > 0

−1 (A2)i < 0

z ∈ (−1, 1) (A2)i = 0

(3.10)

Then, by (3.9) and (3.10), the two possibilities for (A2)i 6= 0 are

(A∗2)i > 0 : (A∗2)i − (DT
2 X′)i + τ1 = 0⇒ (A∗2)i = (DT

2 X′)i − τ1 > 0

(A∗2)i < 0 : (A∗2)i − (DT
2 X′)i − τ1 = 0⇒ (A∗2)∗i = (DT

2 X′)i + τ1 < 0

From these two conditions it follows that (for nonzero A2i)

(DT
2 X′)i > τ1

(DT
2 X′)i < −τ1

sign(DT
2 X′) = sign(A2)

From the first two relations we can deduce

|(DT
2 X′)i| ≤ τ1 ⇔ (A∗2)i = 0 (3.11)

Substituting into the above equation we get

(A∗2)i = (DT
2 X′)i + sign((DT

2 X′)
∗
i )τ1 (3.12)

If we note that sign(x) = x/|x|, These conditions can be expressed compactly as

(A∗2)i =

(
|(DT

2 X′)i| − τ1
|(DT

2 X′)i|

)
+

(DT
2 X′)i (3.13)

Where the (·)+ operator is the identity operator for positive values and returns zero for

negative quantities. The expression for A2 in (3.13) provides closed form solution for

the array corresponding coefficients of influence to the smooth dictionary.
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2.2 Obtaining A1

To obtain A1, we solve the group lasso problem given in (3.5). As both terms in (3.5)

are uncoupled with respect to the groups of A1, we can rewrite the problem as |G|

independent minimization problems:

minimize
(A1)j

1

2
||(X̃)j − (A1)j ||

2
2 + τ2||A1,j ||2 , j = 1, ..., |G| , (3.14)

where (A1)j and Xj are the the jth vectorized group of A1 and X respectively. For the

jth problem, we have by first order optimality:

0 = ∇(A1)j

1

2
||(X̃)j−(A∗1)j ||

2
2+τ2∂(A1)j

(||A1,j ||2)⇒ 0 = (A∗1)j−X̃j+τ2∂A1(||A1,j ||2) ,

(3.15)

and we denote the sub gradient ∂(A1)j
(||A1,j ||2) = hj . The explicit expression for hj is:

hj =


(A1)j
||A1)j || (A1)j 6= 0

z : ||z||2 ≤ 1 (A1)j = 0
(3.16)

Thus by (3.15), if (A∗1)j = 0

0 = −X̃j + τ2z : ||z||2 ≤ 1

⇒ z =
(X̃)j
τ1

Since ||z||2 ≤ 1⇒ ||(X̃)j ||2 ≤ τ2, therefore

||(X̃)j ||2 ≤ τ2 ⇔ (A∗1)j = 0 (3.17)

However, if ||(X̃)j ||2 > τ2,

(A1)j − (X̃)j + τ2
(A1)j
||A1)j ||

= 0

⇒ (A1)j + τ2
(A1)j
||A1)j ||

= (X̃)j
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This implies that (A1)j and (X̃)j are vectors in the same direction. So we can write

(X̃)j
||X̃)j ||

=
(Ã1)j
||Ã1)j ||

(A1)j = (X̃)j − τ2
(X̃)j

||X̃)j ||
(3.18)

All conditions can be expressed succinctly as:

(A∗1)j =

(
||(X̃)j ||2 − τ2
||(X̃)j ||2

)
+

(X̃)j (3.19)

The expression for (A1)j in (3.19), is the closed form solution for the coefficient of

influence array corresponding to the jth group of sparse dictionary2 ; this array contains

the information that we exploit to triangulate potential defects.

2 To obtain the full coefficient of influence array, we concatenate the j groups to build the full matrix
A1.
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3 The Group Lasso Penalty

The group lasso minimization problem in (3.3) is the engine that drives this particular

form of the morphological demixing task. Problems of this form began to be explored in

the late 1990s [82], with a more modern interpretation and implementation becoming

available around a decade latter. Applications which can benefit from the group lasso

formulation are are found in many realms such as multifactor analysis-of-variance, and

logistic regression [83, 64].

In our method, the term τ2
∑

g∈G ||(A1)g||2 plays a fundamental role in sculpting the

solution to possess the desired features of sparsity and persistence. In order to elucidate

how this is carried out, we first consider a general group lasso problem3 for a given

test vector Z:

minimize
V

1

2
||Z−V||22 + τ

G∑
i

||Vi||2. (3.20)

where we have partitioned V into G non-overlappoing groups, and Vi denotes group i.

If we expand the summation, we have

minimize
V

1

2
||Z−V||22 + τ ||V1||2 + τ ||V2||2 + τ ||V3||2 + · · ·+ τ ||VG ||2. (3.21)

Note how closely the summation of the `2 of the groups resembles the `1 norm; here we

have the summation of the `2 of groups, whereas in the `1 case one has the summation

of the absolute values of the entries of the vector. As the tendency of minimizing the

`1-norm of a vector is to promotes entry-wise sparsity (i.e. a low number of non-zero

entries), the result in minimizing over the sum of `2-norms promotes group level sparsity

(i.e. a low number of non-zero groups). Moreover, minimizing over a vector within an

`2-norm results in smoothly populated non-zero entries in the vector. Thus, in this case,

the net result is only a few groups of V have non-zero entries and the groups which

3 To be precise, this is isn’t the group lasso in the most general format, but the group lasso with an
identity dictionary (or an identity design matrix in statistics nomenclature).
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are non-zero are left with smoothly valued non-zero entries. However, we must keep in

mind, the first term in the minimization problem is a least squares error term, which

when isolated, tends to produce a vector V which is as similar to Z as possible. When

both of the terms are minimized simultaneously, the net result is an output vector V

that has non-zero groups where Z has localized energy within the corresponding group.

The balance between the sparsity of the groups and the accuracy of the solution, is

controlled by the regularization parameter τ .

To see the group lasso in action, we look at the output from (3.3) on the simplistic

case considered in Ch. 2. From the discussion above, since the tendency of the group

lasso is to populate only a few number of groups with non-zero entries, it follows that,

the output of the group lasso applied to the response matrix will result in a vector which

has non-zero groups corresponding to spatial regions in the neighborhood of the defect.

Figure (3.3) shows our group lasso producing this structure. Hence, we can perform

diagnostics via the wavefield response matrix by analyzing the non-zero groups resulting

from the group lasso minimization problem.

4 Numerical Results

We now proceed to demonstrate the capability of the method to triangulate a defect in a

domain characterized by pronounced structural and material heterogeneity. Consistent

with the benchmark case in the previous chapter, we introduce in the modeled plate

two sources of structural and material heterogeneity: 1) we increase the thickness by

a factor of 2 within four thin bands (two horizontal and two vertical), as shown in

Fig. 3.4a, to model the effect of stiffening rib elements; 2) we modulate by 20 % the

Young’s modulus of a random subset of elements (30 % volume fraction) of the FE

mesh. The wavefield, a snapshot of which is reported in Fig. 3.4a, is highly distorted

as a result of material dispersion and of multiple strong scattering events (due to the
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Figure 3.3: Morphological demixing carried out on simulated data using the group
Lasso penalty. (a) Schematic of Aluminum plate with soft inclusion. (b) Snapshot of
wavefield. (c) Sparse component X1 along with zoomed detail around the neighborhood
of the defect. In the bottom right figure, the solid lines delineate the groups and the
dashed line mark the individual pixels. Note the tendency to populate the entire group
evenly while leaving the majority of the groups completely zero valued. Images from
[J. Druce et al., Locating material defects via wavefield demixing with morphologically
germane dictionaries, Structural Health Monitoring, DOI: 10.1177/1475921716664515].
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LOCALIZED
 ANOMALY

STIFF RIBS

SOURCE

(a) Schematic of plate with an anomaly with snapshot of
the propagating wavefield superimposed.

(b) Frame of the sparse component.

(c) Frame of the smooth component.

Figure 3.4: Demixing of a highly distorted wavefield. (a) Modeled Aluminum plate
with stiff ribs and distributed stiffness modulation resulting in a distorted wavefield
with multiple reflections and spurious interference spikes. (b) Sparse component (c)
Smooth component. Images from [J. Druce et al., Locating material defects via wave-
field demixing with morphologically germane dictionaries, Structural Health Monitoring,
DOI: 10.1177/1475921716664515].
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large acoustic impedance mismatch between the ribs and the surrounding material) that

interfere with each other, ultimately resulting in localized regions characterized by sharp

gradients. Two representative frames of X1 and X2 are shown in Fig.s 3.4b and 3.4c,

respectively. It is important to note at this point that, while the frame depicted in

Fig.s 3.4b contains a fairly clear signature of the defect (albeit coexisting with other

spurious features), there may be frames in which the detection of the anomaly is elusive

or impossible, as documented in Fig. 3.5a. On the contrary, the super atom shown in

Fig. 3.5b correctly pinpoints the anomalous region despite the challenges of a highly

distorted wavefield.

5 Experimental Results

Finally, we test the method against experimental data. We consider a physical Alu-

minum plate with dimensions 61 × 61 cm and thickness 2.54 mm excited with an

Olympus piezoelectric contact transducer generating a 5-cycle burst with carrier fre-

quency fc = 200 kHz. In order to test the agnostic capability of the method, a benign

structural heterogeneity is introduced in the structure in the form of a stiffening rib

(0.254 cm thick and 2.54 cm wide) glued to the back face of the plate between the

defect and the transducer (see Fig. 3.6a). The wavefield is reconstructed from sur-

face velocity data using the Polytec PSV-400-3D Scanning Laser Doppler Vibrometer

(SLDV). A defect is introduced by drilling a 1.9 cm diameter (partial) hole through ap-

proximately half of the plate thickness on the back plate surface (which is not scanned

by the SLDV). Fig. 3.6b shows the strong reflections that occur as the propagating

wavefield impinges on the rib. In addition to the reflections, one can observe a cascade

of noisy features in the neighborhood of the rib, arguably a byproduct of the non-ideal

(possibly nonlinear) contact conditions between the rib and the plate. The performance

of the algorithm is highlighted in Fig. 3.6d, where it can be seen that the super-atom
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(a) 6 randomly selected frames from the sparse recon-
struction showing variability in the frames and existence
of competing spurious sparse features.

(b) Super-atom correctly locating the location of the
defect.

Figure 3.5: Localization of a defect in a highly heterogeneous synthetic medium via
group Lasso driven morphological demixing. (a) The frames of the sparse reconstruc-
tion featuring localized features. (b) Super-atom yielding an intelligent aggregation
of the frames resulting in an image which automatically highlights and pinpoints the
location of the defect. Images from [J. Druce et al., Locating material defects via wave-
field demixing with morphologically germane dictionaries, Structural Health Monitoring,
DOI: 10.1177/1475921716664515].
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representation allows a successful determination of the anomaly location despite the

pronounced level of wavefield distortion and the non-negligible noisy features visible in

the individual frames of X1 (Fig. 3.6c).

The reader is reminded that we require our methods to not only triangulate defects in

heterogenous media, but be baseline free, automated, unsupervised, and model agnostic.

Being that, in our examples, we invoked zero knowledge of how the systems performed in

pristine or damaged states, zero knowledge of material behavior, nor did we require any

human interaction, the above two cases have satisfied all the requirements. However,

after observing the augmented performance of the technique after tailoring our sparse

reconstruction to better capture wavefield features associated with defects, we continue

to investigate ways to further strengthen our defect detection capability; specifically, we

explore the usage of dictionaries with enhanced morphological structure.
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Partial Hole
(Rear Face)

Rib

Source

(Rear Face)

(a) Schematic of plate with highlighted de-
fect shown in the upper right portion of the
plate, excitation source in the bottom right,
and scanned area shown in cyan.

(b) Highly distorted wavefield due to
the interaction with a stiffening rib.

(c) 9 randomly selected frames of the
sparse reconstruction.

(d) Super-atom of the scanned area
correctly identifying source and
anomaly.

Figure 3.6: Detection and pinpointing of anomaly (partial hole) on the rear surface
of an Aluminum plate. The super-atom representation allows a successful estimate
of the defect location despite the pronounced level of wavefield distortion due to the
strong scattering from the rib and the resulting interference. Images from [J. Druce
et al., Locating material defects via wavefield demixing with morphologically germane
dictionaries, Structural Health Monitoring, DOI: 10.1177/1475921716664515].



Chapter 4

Demixing with Morphologically

Germane Dictionaries

In Chapter 3, we discussed a more sophisticated version of the defect detection task that

led to superior performance over the initial formulation. Namely, we modified the mini-

mization problem to include a group Lasso regularization term which promotes building

a sparse reconstruction that simultaneously captures spatially localized and temporally

persistent features. Sculpting the sparse reconstruction with these attributes was moti-

vated by observing these spatiotemporal characteristics of the wavefield in close prox-

imity of a defect. However, upon a closer inspection of the region surrounding a defect,

we can observe additional topological structure in the wavefield which could potentially

be exploited to achieve even more accurate detection capabilities. In this chapter, we

introduce a demixing scheme that leverages dictionaries whose spatial structure more

accurately mimics scattering events associated with defects.

57
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1 Criteria for Morphologically Germane Basis Selection

The rationale for choosing the identity matrix as the dictionary in charge of describing

the sparse component was primarily dictated by the phenomenological consideration

that the behavior of the wavefield in the neighborhood of a defect is characterized by

spatially localized features (with limited spatial support). The idea to adopt Dirac

delta basis functions was then inspired by the attempt to capture this morphological

structure while attaining conceptual and numerical simplicity. If we examine in more

detail the wavefield in the extended neighborhood of a scatterer, however, we observe

additional structure in the response that can be leveraged for diagnostics. For example,

we consistently observe a pattern of concentric rings emanating from the scatterer with

radially decaying amplitude (as visible in the simulated wavefield of Fig. 4.1a). This

observation inspires the search for a morphologically germane dictionary that more

accurately captures this radial structure. Note that these qualitative observations are

also in accordance with general notions of wave mechanics. Consider, for example, the

exact expression for the response of an infinite homogenous plate subjected to harmonic

point source excitation: the Green’s function expressing the displacement of a point

located at a radial distance r from a point source excitation is given by

g(r) =
iF

8ω
√
ρshD

{
H

(1)
0 (kfr) +

2i

π
K0(kfr)

}
, (4.1)

where ρs, h,D are material parameters of the plate, F and ω are the amplitude and

frequency of the excitation, respectively, and H
(1)
0 (kfr) and K0(kfr) are the Hankel

function and modified Hankel function of the first kind (both with argument containing

the radial distance r and the wave number kf ) [84].



59

2 Demixing with Marr Wavelets

Ideally, the atoms of a morphologically germane dictionary fully capturing scattering

events occurring in a two-dimensional domain would have to possess the structure of

Eq. 4.1; specifically they should be vectorized two-dimensional discrete functions each

implementing a structure with local support, centered at a different domain location.

However, this high fidelity model would come at a cost, as resolving the wavelength

structure along the radial direction r would require dense sampling, which in turn

results in larger dictionary dimensions and, consequently, higher computational cost. A

similar but more parsimonious solution consists of replacing the Hankel function with

another basis function that captures only selected spatial characteristics of the scattered

field (e.g., the radial shape and the amplitude decay), without necessarily resolving the

wavelength structure. We here adopt the Marr Wavelet, also known as the Mexican Hat

wavelet [85], which has been employed with proven efficacy in a variety of computer

vision and signal processing applications. The 2D radial Marr wavelet is defined by the

equation:

M(r) =
2√

3σπ1/4

(
1− r2

σ2

)
e

−r2
2σ2 , (4.2)

where the σ parameter controls the distance (spread) from the peak to the trough,

and is plotted in Fig. 4.1b. It can be observed that the Marr wavelet effectively only

displays one ring surrounding the peak as opposed to the train of crests of the wavefield

in Fig. 4.1a. We here conjecture that this feature may actually be beneficial in situations

where, due to significant reflections and wavefield distortion, we may lose the precise

ringed structure outside of the immediate neighborhood of the scattering defect.

To perform the demixing with the updated dictionary, we cast the problem in a

conventional Lasso formulation (as opposed to the Group Lasso formulation of the

previous chapter). Specifically, given the spatiotemporal data X ∈ RN×T , we seek to
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(a) Propagating wavefield incident upon a
defect.

(b) Marr wavelet to be used in the sparse dictionary.

Figure 4.1: (a) High resolution image of a propagating wavefield in the neighborhood of
a defect, featuring concentric rings centered upon a low support spike. (b) Detail of a 2D
Marr Wavelet qualitatively capturing the radial shape and amplitude decay observed in
the neighborhood of the defects. Images from [J. Druce et al., Locating material defects
via wavefield demixing with morphologically germane dictionaries, Structural Health
Monitoring, DOI: 10.1177/1475921716664515].
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solve a minimization problem of the form:

minimize
A1,A2∈RN×T

1

2
||X−D1A1 −D2A2||22 + ψ(A1,A2)

with ψ(A1,A2) = τ1||A1||1 + τ2||A2||1 ,

(4.3)

where τ1 and τ2 are sparsity-controlling regularization parameters, D2 is the DCT ma-

trix, as before, and D1 is a dictionary whose columns are vectorized Marr wavelets.

From an algorithmic perspective, this problem is considerably more complex to solve

than the group lasso formulation from the previous chapter ( Eq. 3.3) even though, at

a glance, the formulation may appear simpler. In Eq. 3.3, the dictionaries used were

the DCT and the identity matrices, which are orthonormal matrices - a fact that was

critically exploited in obtaining a closed-form solution. After building a sparse dictio-

nary of Marr wavelets, D1 is no longer orthonormal, and this significantly complicates

the solution of the problem. Thus rather than having a closed form solution to each

update step as we did before, we now must resort to iterative procedures to solve each

subproblem in the overall minimization problem. Here, we employ an in-house pack-

age based on accelerated first-order methods [76], available at damagepursuit.umn.edu

[86]. For completeness, we report some processing times for the demixing method. For

relatively tractable cases which use small data cubes (roughly 10,000 degrees of freedom

by 70 time instants), the run time is approximately five minutes; for larger data cubes

with 200,000 degrees of freedom sampled over 100 time instants, the method takes ap-

proximately 60 minutes using an 8-core desktop computer. Note that, while we have

presented high-definition data sets here for their illustrative capabilities, successful di-

agnostics can often be carried out working with coarser data although the results may

be less compelling from a visualization standpoint.

damagepursuit.umn.edu
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LOCALIZED
ANOMALY

STIFF RIBS

SOURCE

(a) Schematic of plate with an anomaly with
snapshot of the propagating wavefield superim-
posed.

(b) 6 randomly selected frames from the sparse
reconstruction.

(c) Superatom correctly locating the defect.

Figure 4.2: Locating a soft inclusion in ribbed plate using a Marr wavelet dictionary
- Numerical simulations. Images from [J. Druce et al., Locating material defects via
wavefield demixing with morphologically germane dictionaries, Structural Health Mon-
itoring, DOI: 10.1177/1475921716664515].
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3 Results using Marr Wavelets

We now test the effectiveness of using a sparse dictionary containing Marr wavelets

against the benchmark structural diagnostics problems already adopted in of the pre-

vious chapter to test the group Lasso approach. We again consider a simulated thin

aluminum sheet with the same sources of structural and material heterogeneity pre-

sented in our previous numerical examples, but we now embed a soft inclusion in close

proximity to one of the stiffening ribs (located at (0.61Lx, 0.27Ly)). In doing this, we

expect to trigger strong interference between the portion of the wavefield associated with

the defect and that due to the rib. Despite this additional complexity, it can be readily

observed in Fig. 4.2c that the superatom can easily pick up the portion of the wavefield

associated with the true defect; it is worth noticing that the method here leverages

the presence of virtually negligible competing features in the sparse reconstruction (see

Fig. 4.2b) compared to the case with a Dirac dictionary.

Secondly, we test the method against experimentally acquired data. For this task,

we use again the experimental data from the problem shown in Fig. 3.6b (to act as a

source of comparison, we consider the same experimental data set throughout the thesis

for the various methodologies). Let us point out again the pronounced interference

induced by rib, which is interpreted as a benign structural element and, as such, should

not be labeled as an anomaly by the algorithm. The use of a morphologically germane

dictionary leads to the construction of the super-atom shown in Fig. 4.3b, which again

leads to a correct estimate of the defect’s location. If we analyze a few representative

frames of the sparse reconstruction X1 (Fig. 4.3a), we can appreciate how the use of

morphologically germane basis functions has automatically eliminated the bulk of the

competing spurious features. This fact contributes to highlight the clear signature of the

true anomaly and enables an agile identification of the defect. As a consequence of the

”cleaner” superatom, the determination of the partition which contains the defect does
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(a) 9 randomly selected frames from the sparse re-
construction.

(b) Superatom correctly locating the de-
fect.

Figure 4.3: Locating a defect in ribbed plate using a Marr wavelet dictionary - Exper-
imental data. Images from [J. Druce et al., Locating material defects via wavefield
demixing with morphologically germane dictionaries, Structural Health Monitoring,
DOI: 10.1177/1475921716664515].

not require the usage of the ”noisy neighbor” argument in order to correctly identify

the anomaly: i.e., the partition containing the defect contains enough energy to allow

the superatom to correctly identify it without this additional layer of post-processing.

4 Methodology Based on Dictionaries with Morphologi-

cally Germane Structure

The key idea behind the choice of the Marr wavelet was to pick for D1, atoms whose

morphology mimics that of the wavefield as it is incident upon a defect. We invoke the

intuitive assumption that the defect acts as a scatterer and produces a signature in the

response whose structure locally resembles that of the applied excitation. Accordingly,

we choose the dictionary D1 to be a collection of digitized radial functions, each centered
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a) b)

Figure 4.4: Graphical rationale for the dictionary selection. a) Rectangular domain being ex-
cited with a 5 cycle tone burst (shown in the inlet figure). b) Defect insonified by a tone burst
inducing a scattered field whose morphological structure closely resembles that of the initial ex-
citation. This observation motivates a choice of dictionary consisting of functions resembling the
initial excitation (shown in the inlet figure). Images from [J. Druce et al., Defect Triangulation
via Demixing Algorithms Based on Dictionaries withDifferent Morphological Complexity, 2016,
Proceedings of the 8th European Workshop on Structural Health Monitoring (EWSHM 2016)].

at different points in the domain, and displaying a spatial morphology which mirrors

that of the original excitation.

In our case, the excitation is given by a tone burst E(t) which has the general

expression

E(t) = sin(ωct)H(t) , where H(t) =
1

2

(
1− cos

( 2πt

T − 1

))
(4.4)

where ωc is the carrier frequency of the signal, H(t) is the Hann window, and T is the

number of time instants the window is to include. Fig.( 4.4a) illustrates the early stages

of the response produced by a 5 cycle tone burst; for completeness, the excitation E(t)

is visually shown in the inlay figure. Fig.( 4.4b) shows a similarly generated wavefield

scattering against a defect. Our choice for the atoms used to describe D1, shown in

the inlay of Fig.( 4.4b), is inspired by the ring structure observed around the scatterer.

Despite the obvious resemblance, upon close inspection, one may notice that the radial

decay in the atom is much sharper than the one observed in the wavefield upon interac-

tion with a defect. This apparent limitation, however, can be an advantageous attribute
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for two reasons: 1) The atoms have a sparser structure, which is computationally effi-

cient, 2) If the medium is highly heterogeneous, the precise ringed structure observed

in the scattered field away from the immediate proximity of a defect may be lost; there-

fore, using spatially localized atoms for D1 allows us to still capture the behavior of the

scattered field in media where significant wavefield distortion may occur.

As D1 in Eq.( 4.3) is a non-orthogonal matrix, a straightforward closed-form so-

lution is unavailable, and we must resort to iterative procedures to solve the convex

minimization problem. To this end, we consider an alternating approach where the

variable coefficient matrices A1 and A2 are individually held fixed while one step in

the descent iteration is performed, and this alternation is repeated until convergence is

reached. The particular gradient method we use here is the well known FISTA algo-

rithm [76], where we exploit both the sparsity and the block-Toeplitz structure of the

D1 dictionary to achieve convergence efficiently.

5 Results Using Excitation Inspired Dictionary Elements

We now test the efficacy of the morphological demixing method using an excitation

inspired dictionary against the challenging numerical structural diagnostics problem

we previously considered. We again consider a thin Aluminum plate excited by an

actuator located in the middle of the bottom edge of the domain and we introduce a

localized anomaly by reducing (by a single order of magnitude) the Young’s modulus

of the material inside a small region (centered at (0.51Lx, 0.88Ly)) to simulate a soft

inclusion as shown in Fig. 4.5(a), where the propagating wavefield (showing pronounced

distortion due to heterogeneity) is superimposed to the schematic. Fig. 4.5(b) shows

four randomly selected frames of the anomalous component X1; after the superatom

is constructed, a ranking algorithm assigns a value to each partition, whose value is

associated with how likely each partition is to contain a defect (Fig. 4.5(c)). Finally, a
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Figure 4.5: Challenging defect detection problem using simulated data. a) Schematic of a thin
aluminum plate with stiffening ribs, random distributed perturbation of the Young’s modulus
and embedded defect; a snapshot of the wavefield is superimposed onto the structure. b) Four
random frames of the anomalous response, out of which only two correctly pinpoint the de-
fect. c) After the energy in each spatial partition is aggregated, a ranking algorithm is used to
determine the most likely candidate partition(s). d) Super atom intelligently aggregating the
partition data and correctly triangulating the location of the defect. Image from [J. Druce et
al., Defect Triangulation via Demixing Algorithms Based on Dictionaries withDifferent Mor-
phological Complexity, 2016, Proceedings of the 8th European Workshop on Structural Health
Monitoring (EWSHM 2016)].

superatom is constructed, as shown in Fig. 4.5(d), which correctly pinpoints the defect.

Finally, we test the method against our benchmark experimental data set. Fig. 4.6(a)

shows heavy interference in the wavefield which is predominantly the interactions be-

tween the incident wavefield and multiple reflections from the rib and the boundaries.

The performance of the algorithm is highlighted in Fig. 4.6(b), where it can be seen that

the superatom allows successful triangulation of the anomaly despite the pronounced

level of wavefield distortion. However, it should be pointed out, that this method re-

quires the use of item 3) (the ”noisy neighbor” argument, i.e., the partition selected

must be sufficiently isolated from other features in the superatom) in the superatom

ranking algorithm as a consequence of the significant noisy features in the lower right

portion of the superatom.
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Figure 4.6: Experimental results of a defect detection task in an aluminum plate with pro-
nounced structural heterogeneity. a) Schematic of the aluminum plate with stiffening rib and a
partial hole on the rear face. b) Superatom correctly (and clearly) triangulating the defect. Im-
age from [J. Druce et al., Defect Triangulation via Demixing Algorithms Based on Dictionaries
withDifferent Morphological Complexity, 2016, Proceedings of the 8th European Workshop on
Structural Health Monitoring (EWSHM 2016)].



Chapter 5

Structural Diagnostics via

Dictionary Learning

Hitherto, in our morphological demixing diagnostic methods, we have decomposed wave-

field data via pre-defined dictionaries in an effort to create a representation which iso-

lates the portion of the wavefield associated with defects. In this chapter, we change

our perspective as to the nature of the decomposition of the wavefield data; specifically,

we consider the atoms of the dictionary as the data equivalent of some psuedo-modes of

an excited structure. By means of a constrained dictionary learning algorithm, we learn

the atoms of a dictionary endowed with the ability to display the spatially localized

features associated with scattering events. Therefore, rather than investigating directly

the sparse representation of the wavefield, we now probe the sparse atoms (in terms of

which the sparse representation is decomposed) in an attempt to identify and locate the

signature of defects in their data structure.

69
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1 Dictionary Learning as Generalized Modal Analysis

In structural dynamics, it is well known that the arbitrary motion of an undamped

continuous system can be described as a linear combination of its natural modes, i.e.,

the dynamic displacement field w(x, t) can be expressed as

w(x, t) =
∞∑
j=1

γjφj(x)hj(t) (5.1)

where φj(x) are the mode shapes, which are functions of the position vector x, hj(t)

are the time-harmonic evolutions of the modal coordinates, and γj are modal ampli-

tudes that are determined from the initial conditions of the problem. If we consider

a discrete system with N degrees of freedom (e.g., a lumped-parameter system or a

continuous system upon spatial discretization), whose response is sampled at T discrete

time instants, we can update (5.1) and write the motion at a time instant tk as

w(tk) =

N∑
j=1

γjφjhj(tk) k = 1, ..., T. (5.2)

where w is an N×1 array of degrees of freedom and φj ’s are N×1 arrays representing the

vectorized discrete mode shapes. We note that the exact response aggregates N modal

contributions, i.e., the number of modes equals the number of degrees of freedom. The

modal decomposition can be recast in the form of a matrix multiplication as X = ΦH,

where X ∈ RN×T is the matrix of the response data, containing a length T discrete time

history for each of the N degrees of freedom, Φ ∈ RN×N is the (square) modal matrix

whose jth column corresponds to the vectorized mode shape φj , H ∈ RN×T is a matrix

whose hj row corresponds to the digitized time history of the jth modal coordinate,

and the modal amplitudes γj are assumed absorbed into the rows of H. In short, the

modal decomposition can be expressed as a representation in terms of a purely spatial

component (a matrix of discrete mode shapes) and a purely temporal one (a matrix of

discrete harmonic functions). This decomposition is schematically illustrated in Fig. 5.1.
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Figure 5.1: Matrix representation of conventional modal decomposition. Shaded
columns of Φ represent spatial functions associated with the digitized time functions ap-
pearing as shaded rows of H. Image from [J. Druce et al., Anomaly-sensitive dictionary
learning for structural diagnostics from ultrasonic wavefields, IEEE Transactions on
Ultrasonics, Ferroelectrics, and Frequency Control (Volume: 62, Issue: 7, July 2015)].

As a generalization of this approach, we may wish to construct an alternative ap-

proximate representation of the response which is exclusively learned from the response

data (without the need for direct knowledge of the system’s mechanical properties) but,

unlike modal decomposition, relaxes a priori assumptions on the mathematical form

of the basis functions. In analogy with the description in terms of modes, we seek a

representation that still involves a pair of spatial and temporal matrices, but in which

the orthogonality constraint on the columns of the spatial matrix has been relaxed. In

compact form, we write

X ≈ DA, (5.3)

where the matrix D is an unknown dictionary matrix, and A is a corresponding coef-

ficient matrix, whose rows may still be viewed as digitized functions of time. In this

representation, the columns of D play a role that is functionally analogous to the mode

shapes φj , therefore we refer to the atoms of D as “pseudo-mode” shapes of the system.

Factorizations of the form of Eq.(5.3) are, of course, not unique without further

qualifications; indeed, even the discretized form of standard modal decomposition may
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be written using this formalism. In what follows, we adopt this type of general factor-

ization model in order to facilitate “tuning” of our learned data representations, so that

they become inherently sensitive to wave propagation characteristics that are indicative

of material defects. We can encapsulate such characteristics in terms of the structure(s)

that we prescribe to or enforce upon the learned factors D and A. Suppose that we

specify classes of candidate dictionaries and candidate coefficient matrices, denoted by

D and A respectively, so that each D ∈ D and each A ∈ A exhibits structural charac-

teristics that we wish to impose on the dictionary atoms and their coefficients. Then,

given X, the aim of the representation task becomes to find specific factors D̂ ∈ D and

Â ∈ A, such that X ≈ D̂Â. Formally, our approach will be to identify these factors by

solving a (constrained) version of a least-squares problem of the form

{D̂, Â} = arg min
D∈D,A∈A

T∑
t=1

‖xt −Dat‖22, (5.4)

where xt and at denote the t-th columns of X and A, respectively, and the notation

‖ · ‖22 denotes the squared `2, or Euclidean, norm.

As briefly discussed in Ch. 2, this line of thinking is motivated by recent efforts in

dictionary learning [87, 88, 89, 90, 91] whose objectives are factorizations characterized

by dictionaries that may be overcomplete (having more columns than rows) with corre-

sponding coefficient matrices that are sparse (having relatively few nonzero entries). In

terms of (5.4) above, dictionary learning tasks may be described as optimizations over

a set D of matrices having N rows and some user-specified number of columns (say K),

and a corresponding set A of K × T coefficient matrices having no more than s < K

non zeros per column. Enforcing sparsity on the columns of A may be accomplished

by imposing a set of constraints of the form ‖at‖0 ≤ s for all t = 1, 2, . . . , T , on the

elements A ∈ A, where the notation ‖at‖0 denotes the `0 or counting norm of at, which

essentially measures how many of its entries are nonzero1 , and s > 0 is a specified

1 Strictly speaking, the function ‖ · ‖0 does not satisfy all of the required characteristics for it to
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sparsity level.

Optimizations of this form (having `0 constraints) are well-known to be combinato-

rial in nature. Thus, modern dictionary learning efforts either resort to greedy methods

[90], or attempt to relax the `0 constraint on each column to yield computationally

tractable constraints. We adopt the latter option and consider the dictionary learning

task in terms of an optimization of the form

{D̂, Â} = arg min
D∈D,A∈A

T∑
t=1

‖xt −Dat‖22 + λ‖at‖1, (5.5)

where A is the set of all K × T matrices, D is the set of N × K matrices satisfying

‖dj‖2 ≤ 1 for each column j = 1, 2, . . . ,K, and ‖at‖1 ,
∑K

i=1 |Ai,t| denotes the `1 norm

of at. Here, λ > 0 is a (user-specified) regularization parameter that trades off a global

“goodness of fit” of the approximation, as quantified by the `2 term in the objective

function, with the `1 term on the columns of A; larger values of λ tend to result in

sparser A having fewer non zeros per column. We now propose an extension of the

(sparse) dictionary learning paradigm, in which we incorporate additional structural

characteristics into the dictionary atoms to be identified, so that they be especially

receptive to local deviations in the measured wavefields (and in turn, highly receptive to

the wave propagation characteristics in the neighborhoods of local material anomalies).

We motivate and describe this approach in the following section.

2 Dictionary Learning for Anomaly Detection

2.1 Dictionary learning for local feature extraction

In this chapter, we again pursue the inference and triangulation of structural anomalies

through the analysis of the structure’s dynamic response; however, we now approach

be a proper norm. In particular, it fails the homogeneity property, in that for a vector a we do not
have ‖ca‖0 = |c| ‖a‖0 for all constants c. Nevertheless, it has become common in the sparse inference
literature to use the norm descriptor for this function; we adopt the same convention here.
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the problem from the perspective that it is possible to detect the signature of these

anomalies by learning appropriate dictionaries of the response data and by decoding

the spatial information contained in their data structure.

We assume that the regions containing physical anomalies are characterized by lo-

cal perturbations of their acoustic properties (e.g. elastic moduli, density); these, in

turn, induce localized features in the response, which are reflected, although possibly

difficult to detect, in the kinematic time histories of the material points which lie inside

the anomalous regions. If we invoke the interpretation of the atoms of a dictionary as

pseudo modes (i.e., spatial descriptors of deformation), we can assume that the effect of

localization would manifest as spiky regions in one or more of the atoms, which, from a

data standpoint, would correspond to sparse structures in the columns of the dictionary.

We conclude that, in order to equip a dictionary with the ability to detect anomalies,

we need to formally enforce a sparsity constraint on its atoms. On the other hand, the

localized features associated with the anomalies coexist in the response with smoother

fields describing the global (and dominant) behavior of the structure; therefore, a dic-

tionary that properly captures an anomaly is unlikely to provide a sufficiently accurate

representation of the response field as a whole, and vice versa. In order to reconcile this

dichotomy, we again consider at a two-dictionary representation of the data of the form

X ≈ D1A1 + D2A2, (5.6)

as illustrated in Fig. 5.2 2 . This can be alternatively interpreted as a decomposition of

D into two separate dictionaries, so that D = [D1 D2], where the N ×K1 dictionary D1

is dedicated to capture the localized features of the response and the N ×K2 dictionary

D2 guarantees that the bulk response is sufficiently well approximated. Each dictionary

2 It is interesting that, although we approached the defect detection task from a very distinct per-
spective than in the previous chapters, we arrived at an identical form for the decomposition. However,
it should be pointed out that the dictionaries D1 and D2 are unknown in this case, so obtaining this
representation is done in a very different manner.
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Figure 5.2: Schematic illustration of the two-dictionary approximate representation:
X ≈ D1A1 + D2A2 with D1 ∈ RN×K1 ,D2 ∈ RN×K2 ,A1 ∈ RK1×T , A2 ∈ RK2×T .
Image from [J. Druce et al., Anomaly-sensitive dictionary learning for structural di-
agnostics from ultrasonic wavefields, IEEE Transactions on Ultrasonics, Ferroelectrics,
and Frequency Control ( Volume: 62, Issue: 7, July 2015 )].

is obtained through a dedicated optimization problem with appropriate constraints:

specifically, for a user-specified constant Γ > 0, we impose on the atoms of D1 the

sparsity-promoting constraint ‖(d1)j‖22+Γ‖(d1)j‖1 ≤ 1 for each column j = 1, 2, . . . ,K1,

while we retain the original column-wise constraints from the original dictionary learning

formulation on the columns of D2 (that ‖(d2)j‖22 ≤ 1 for all j = 1, . . . ,K2). As we will

see, the constraint on D2 tends to yield diffuse atoms, which de facto display spatial

smoothness, while the additional `1-based constraint promotes sparsity on the columns

of D1. Together, D1 and D2 form a representation that encompasses the dominant,

smooth dynamic behavior as well as the spatially sparse signature of potential anomalies.

The search for D1,D2,A1,A2 is done iteratively as detailed in Algorithm 2.

In the minimization problem of Eq. 5.9, the constraint on the individual columns

of dictionary D1 are of the form ||(d1)j ||22 + Γ||(d1)j ||1 ≤ 1. Note that the Γ param-

eter effectively governs the number of non-zero terms in each atom. The larger Γ,

the more stringent the sparsity constraint and the more zero elements in each atom,

which in return makes the spatially sparse features more prevalent in the atoms of

D1. However, if Γ is too large, the constraint becomes excessively stringent and the
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Algorithm 2: Iterative procedure to learn two dictionaries (sparse and diffuse)
from the response data.

Input: Data cube X ∈ RN×T

Number of atoms in dictionaries: K1,K2 > 0
Regularization parameters: λ,Γ > 0
Sparsity parameter ε > 0
Increment parameter δ > 0

Output: Dictionaries D1 (sparse) and D2 (diffuse)

Initialize:

minimize
D1 ∈ RN×K1 ,
A1 ∈ RK1×T

T∑
t=1

||xt −D1(a1)t||22 + λ||(a1)t||1

subject to ‖(d1)j‖22 + Γ‖(d1)j‖1 ≤ 1

∀ 1 ≤ j ≤ K1

(5.7)

while ‖D1‖0 ≥ ε do

Γ = Γ + δ

X′ = X−D1A1

minimize
D2 ∈ RN×K2 ,
A2 ∈ RK1×T

T∑
t=1

||x′t −D2(a2)t||22 + λ||(a2)t||1

subject to ‖(d2)j‖22 ≤ 1

∀ 1 ≤ j ≤ K2

(5.8)

X̃ = X−D2A2

minimize
D1 ∈ RN×K1 ,
A1 ∈ RK1×T

T∑
t=1

||x̃t −D1(a1)t||22 + λ||(a1)t||1

subject to ‖(d1)j‖22 + Γ‖(d1)j‖1 ≤ 1

∀ 1 ≤ j ≤ K1

(5.9)

end

return D1,D2
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cost function is trivially minimized with ||D1||0 = 0. On the other hand, if Γ is too

small, the atoms of D1 effectively lose the ability to highlight any localized features.

The determination of the appropriate value of Γ is computed iteratively starting with

a small initial value Γ0 and increasing it by an amount δ until the columns of D1

have a sufficiently low number ε of non-zero entries. In our implementation, the solu-

tion of the individual dictionary learning problems involved at each stage of iteration

is carried out using the open-source sparse modeling software SPAMS (available at

http://spams-devel.gforge.inria.fr).

As discussed in the previous section, the regularization parameter λ in the cost

function of each dictionary learning problem quantifies the trade-off between the ac-

curacy of the approximation and the achievement of a parsimonious dictionary rep-

resentation involving few atoms. In the present implementation, we select3 λ =

10−4 ×
(

1
T

∑T
t=1 ‖xt‖2

)
, which is found to be robust across all the examples discussed

in the next section.

2.2 A super-atom approach to capture persistence and enhance anomaly

detection

We originally introduced the superatom triangulation tool in Ch 2. However, chrono-

logically speaking, this was not the initial formulation of the superatom; the superatom

was originally intended as a means for intelligently aggregating the atoms obtained from

the dictionary learning algorithm discussed in this chapter. Here, we present a more

detailed discussion concerning the motivation for the superatom, and a comprehensive

outline of its initial formulation.

In the dictionary learning formulation, important parameters of the algorithm are

3 Heuristics are often employed in parameter selection in dictionary learning settings, since there
is (in general) no analytic link between the value of λ and the number of non zeros in the coefficient
matrix [91].



78

the user-defined parameters K1 and K2, which represent the assumed number of atoms

in D1 and D2, respectively. If we let K1 be large, we have the opportunity to examine

a high number of sparse atoms. This richness of sparse descriptors can be exploited to

better determine if the system contains an anomaly. It is, in fact, possible that some

sparse atoms may not display the “true” physical anomalies, but rather other spuri-

ous short-wavelength features, e.g. cusps associated with boundary effects, which may

manifest as localized features on the perimeter of the structure, or sharp artifacts due

to noise. Nevertheless, we note that the true anomalies are a persistent feature in the

sparse dictionary, i.e., features that are consistently observed across the set of sparse

atoms and at consistent locations within each atom. In order to capture this persistence

attribute, we propose a post-processing aggregation step designed to intelligently aggre-

gate layers of data from multiple atoms in a way that emphasizes the most persistent

features. The result of this step is a kind of super-atom that highlights spatial locations

where persistent activity is present across a significant number of the sparse dictionary

atoms. The construction of the super-atom proceeds as follows. We consider a partition

of the domain into M1 ×M2 rectangular (identical in size and shape) regions. Since

the atoms spatially span the entire domain, they are all partitioned in similar fashion,

such that dk
j denotes the kth partition of the dj atom. For each partition, we sweep

the atoms of the sparse dictionary and we check if a feature is consistently observed

in that partition across the set, by counting how many atoms contain at least one non

zero entry inside the selected partition. If this number is sufficiently large, we aggre-

gate local contributions from all the atoms in the dictionary to form the corresponding

partition of the super-atom. Note that this criterion weighs (possibly relatively mild)

contributions that are observed over a large number of atoms more heavily than others

that may be prominent (amplitude wise), but are observed only in a few atoms. This

reflects the notion that the signature of physical anomalies is often elusive but persistent
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across the dictionary, while spurious sharp features, which can dominate the response

amplitude wise, are inconsistently detected across the dictionary. The construction of

the super-atom (summarized in Algorithm 3) features two parts: the first implements

the atom aggregation procedure; the second performs a search over the identified parti-

tions, with the objective of automatically identifying, through amplitude thresholding,

the partition containing the anomalies. This last step is meant to forsake the need for

visual inspection of the super-atom and de facto makes the anomaly identification fully

automatic.

The benefits of a superatom representation are fully realized when we consider prob-

lems in which the identification of an anomaly is impossible, or ambiguous, even through

the prism of the sparse atom dictionary. This scenario is encountered when the signature

of the anomaly is very small, due, for example, to a critically small size of the defect or

to competition (in terms of sparsity) from spurious response features, or in dealing with

noisy data. In short, the signature of an anomaly may be minute, and hence not visually

detectable, in the individual atoms, but can become very clear through its aggregation

over many atoms.

It is worthwhile to note that our superatom post-processing method is a bit of a de-

parture from existing dictionary learning approaches, which typically utilize directly the

atoms identified by the learning procedure(s) without further refinement. Our motiva-

tion for adopting this additional step is twofold. First, as described above, the approach

seeks to identify spatially persistent features in the response data by aggregating (in a

nonlinear manner) features identified in the atoms of the sparse dictionary. In addition,

we note that, while dictionary learning problems are easy to motivate and specify, their

highly non-convex nature makes their exact numerical solution computationally chal-

lenging. In practice, existing algorithmic approaches rely either on convex relaxation

and alternating optimization or greedy methods, and are guaranteed only to converge to
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Algorithm 3: Construction of super-atom aggregating contributions from differ-
ent sets of sparse atoms according to criteria of persistence. The function 1{·}
denotes the indicator function, which takes the value 1 when the event specified
in the subscript is true, and 0 otherwise.

Input: Sparse Dictionary D1 = [d1 d2 . . . dK1 ] ∈ RN×K1

Domain partition sizes: M1,M2 > 0
Sparsity thresholds ε, δ > 0

Output: “Super-atom” S (with vectorized partitions {Sk})

Initialize: M = M1M2; Q = N/M
Sk = 0 ∈ RQ for k = 1, . . . ,M

Partition: Divide each dj , j = 1, . . . ,K1, into length Q sub vectors {dk
j }Mk=1

for k = 1 to M do

if

K1∑
j=1

1{||dkj ||0>0} ≥ ε then

Sk ←
K1∑
j=1

||dk
j ||0

end
for i = 1 to Q do

if |Sk
i | ≤ δ then
Sk
i ← 0

end

end

end

return {Sk}

local minima of the corresponding objective function. In this sense, our post processing

step may be viewed as an augmentation designed to aggregate prominent features and

(potentially) remove spurious effects from the computational solution of the dictionary

learning problem.
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(a) (b)

Figure 5.3: Samples of atoms from diffuse and sparse dictionaries for a numerically
generated wavefield with point anomaly. Arrows are used to assist the visualization
of the spikes corresponding to the anomaly. (a) Diffuse atoms (6 randomly selected
samples of 16-atom dictionary); (b) Sparse atoms (6 randomly selected samples of 100-
atom dictionary). Images from [J. Druce et al., Anomaly-sensitive dictionary learning
for structural diagnostics from ultrasonic wavefields, IEEE Transactions on Ultrasonics,
Ferroelectrics, and Frequency Control ( Volume: 62, Issue: 7, July 2015 )].

3 Local Feature Extraction in Transient Wavefields

3.1 Tests on synthetic data from numerical simulations

First, we test the method against straightforward defect detection tasks using synthetic

data. A homogeneous plate, with identical material parameters as in the previous

chapters, is once again used. The anomalies are introduced in the model by relaxing

the Young’s modulus of the material by two orders of magnitude within small regions

of the domain. As the point source of excitation is itself a localized feature, we expect

it to pose some ambiguity for the sparse coding algorithm. In order to (partially) filter

out this effect and discriminate between the “true” anomalies and the excitation, we

truncate the first 25% time instants of the response (corresponding to the early stages
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of propagation), in which we expect the response to be dominated by the excitation

as the wavefield is localized in the neighborhood of the excitation point. For the same

reason, a 0.01Lx-thick layer immediately close to the boundary where the excitation is

applied, is a priori excluded from the analysis (note this was not done in the methods

considered in Ch. 2,3 and 4).

In Fig. 5.3 we show a sample of 6 atoms of a low-dimensional (K2 = 16) diffuse

dictionary D2 and a sample of 6 randomly selected atoms of a higher-dimensional

(K1 = 100) sparse dictionary D1 for a case with a single point anomaly of coordi-

nates (0.25Lx, 0.33Ly). The diffuse atoms (Fig. 5.3a) essentially capture characteristic

snapshots of the wavefield at different instants of simulation. In contrast, the sparse

dictionary (Fig. 5.3b) captures a spatially rarefied representation of the wavefield, in

which several atoms display a distinguishable and isolated signature of the anomaly in

the form of a localized spike in their topology; this signature is, however, quite elusive,

as the anomalous feature is not ubiquitously observed across the entire set and the task

of discriminating it from other speckles in each atom is prohibitive. As expected, the in-

ference benefits vastly from a super-atom representation (Fig. 5.4b), in which the sparse

features are weighted according to their persistence across the entire sparse dictionary.

The sporadically occurring features that contaminate the sparse atoms are now filtered

out and we are able to clearly pinpoint the anomaly, as visible from the comparison with

the schematic of Fig. 5.4a. We note that the anomaly can even be triangulated without

visual inspection as its host partition is automatically identified by the algorithm (and

highlighted in the figure by a thicker border). In the remaining portion of Fig. 5.4

we further explore the performance of the method against cases with more challenging

anomaly landscapes. In Fig.s 5.4c and 5.4d we show the super-atom performance for a

plate with two defects, where both anomalies are correctly detected and triangulated.

The final case in Fig.s 5.4e and 5.4f tests whether a crack, which in this case can be
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Figure 5.4: Anomaly detection and triangulation through the prism of super-atom rep-
resentation. Point and line anomalies are successfully extracted from the wavefields and
triangulated. (a) Schematic of plate with point defect; (b) Super-atom highlighting
anomalous region for case (a); (c) Schematic of plate with two point defects; (d) Super-
atom highlighting anomalous regions for case (c); (e) Schematic of plate with point and
line defect; (f) Super-atom highlighting anomalous regions for case (e). Images from
[J. Druce et al., Anomaly-sensitive dictionary learning for structural diagnostics from
ultrasonic wavefields, IEEE Transactions on Ultrasonics, Ferroelectrics, and Frequency
Control ( Volume: 62, Issue: 7, July 2015 )].
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thought of as a contiguous collection of anomalies, can be identified even in the presence

of another scatterer. The crack is simulated by reducing the Young’s modulus and den-

sity of the material by several orders of magnitude inside a two-element thick horizontal

layer extending between points (0.74Lx, 0.20Ly) and (0.84Lx, 0.20Ly). The signature

of the crack is well highlighted in the super-atom; if we relax the search criterion and

we let the algorithm find the 4 most anomalous partitions, we are able to automatically

identify the entire length of the defect.

3.2 Tests against heterogeneous media and distorted wavefields

We now test the effectiveness of the dictionary learning based method against challeng-

ing numerical structural diagnostics problems which are similar to those considered in

the previous chapters. Here, we consider two anomaly scenarios. In Fig. 5.5a a defect

is introduced by imposing a 87.5% reduction in Young’s modulus inside a 1 cm × 1 cm

patch of material to model a soft inclusion. In Fig. 5.5b a line defect is introduced by

reducing by 45% the plate thickness inside a vertical 6cm-long and 2.5 mm-wide strip of

material to model a superficial crack emanating from one stiffener. In both cases, the

wavefields (reported in Fig.s 5.5c and 5.5d) are highly distorted and dominated by the

signature of the strong scattering events induced by the ribs as a result of their large

acoustic impedance mismatch.

The super-atoms shown in Fig.s 5.5e and 5.5f indicate that the method successfully

detects and triangulates the anomalies and, in the cases of line defect, even correctly

estimates the length of the crack zone. The latter case is especially challenging from

an inference perspective due to the physical proximity of the anomaly to the structural

heterogeneous feature. The ability of the method to discriminate between the scattering

events due to the localized anomalies and those induced by the stiff ribs can be explained

by noting that the former produce signatures in the response that are both spatially
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Figure 5.5: Anomaly detection in domains with heterogeneity. Point and crack-like
anomalies are successfully triangulated despite the evident signal distortion. The al-
gorithm manages to discriminate between the scattering events due to the localized
anomalies and those induced by the stiff ribs. (a) Schematic of ribbed plate with de-
fect; (b) Schematic of ribbed plate with crack-like defect; (c) Wavefield in ribbed plate
with defect; (d) Wavefield in ribbed plate with crack-like defect; (e) Super-atom for
ribbed plate with defect; (f) Super-atom for ribbed plate with crack-like defect. Images
from [J. Druce et al., Anomaly-sensitive dictionary learning for structural diagnostics
from ultrasonic wavefields, IEEE Transactions on Ultrasonics, Ferroelectrics, and Fre-
quency Control ( Volume: 62, Issue: 7, July 2015 )].
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sparser (and therefore better captured by the atoms of D1) and more persistent across

the columns of X (and therefore more emphasized through the data aggregation process

involved in the construction of the super-atom). Note that the wavefield reflection

pattern features several spikes concentrated at the rib-plate interfaces, which would

deceive detection methods solely based on gradient field analysis. Similarly, since both

the localized anomalies and the ribs produce reflections that propagate in opposite

direction to the incident wave, methods based on negative wavenumber filtering in the

k-space would not be equally able to automatically discriminate between the two types

of events events.

3.3 Tests on laser-acquired experimental data

Finally, we revisit the benchmark experimental data set already investigated in the

previous chapters with the objective of assessing the potentials of the DL approach

against realistic data sets acquired in diagnostics testing. Recall that the experimental

case considered in this thesis (shown schematically in Fig. 5.6a), was explicitly designed

to verify experimentally the robustness and the agnostic capabilities of a certain method

against heavy heterogeneity-induced distortion, and therefore qualitatively sets an upper

bound for the level of complexity that can be successfully tolerated. Note that, in

addition to the structural heterogeneity associated with the local increase in thickness,

the presence of the glue layer may introduce additional material non idealities (e.g.

nonlinearity). The rib acts as a strong scatterer for the incoming wavefield and induces

reflected waves which interact with the incident wave; these interference mechanisms

result in a highly distorted wavefield featuring a chaotic spatial pattern and a number

of spurious localized features, as shown in the wavefield snapshot of Fig. 5.6b. The

super-atom shown in Fig. 5.6c, which aggregates information from the entire sparse

dictionary, correctly identifies the region containing the anomaly; we conclude that the
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Figure 5.6: Detection and triangulation of anomaly (partial hole) on the rear surface
of Aluminum plate with stiffening rib glued to the rear surface between the actuation
source and the defect. The super-atom representation allows successful triangulation of
the anomaly despite the pronounced level of wavefield distortion due to the strong scat-
tering from the rib and the resulting interference between incident and reflected waves.
(a) Schematic of plate with highlighted anomaly, stiffening rib, and scanned area; (b)
Snapshot of measured wavefield revealing pronounced distortion; (c) Super-atom cor-
rectly identifying the position of the partial hole. Images from [J. Druce et al., Anomaly-
sensitive dictionary learning for structural diagnostics from ultrasonic wavefields, IEEE
Transactions on Ultrasonics, Ferroelectrics, and Frequency Control ( Volume: 62, Issue:
7, July 2015 )].
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method manages to discriminate between the sparse characteristics of the point scatterer

and the competing ones that can be attributed to the wavefield distortion caused by

structural heterogeneity.



Chapter 6

Discussion and Concluding

Remarks

1 Performance Comparison

The common objective of all methods presented in this thesis is to triangulate defects.

As the defect location is pinpointed directly from the superatom, it is reasonable to

correlate the efficacy of the methods with the superatom generated by the different

methods. Since real world diagnostic problems ultimately involve non-synthetic data,

we choose to use the results from our experimental data to perform the comparisons.

The diagnostic tools discussed in chapters 3 and 4 both embrace a demixing paradigm

in which the wavefield data is separated according to its morphological structure. How-

ever, the two methods differ in the manner in which they extract the features associated

with the defect. The first method uses a generic dictionary inspired exclusively by a

criterion of sparsity and composed of 2D Dirac delta functions, whereas the second em-

ploys a more tailored dictionary which is capable of better matching the morphology

of the scattered field as it is observed in the immediate neighborhood of a scatterer.

89
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(a) Superatom obtained using Marr
wavelets.

(b) Superatom obtained using group Lasso.

Figure 6.1: A side by side comparison of the Marr vs Lasso methods - Experimental
data. Images from [J. Druce et al., Locating material defects via wavefield demix-
ing with morphologically germane dictionaries, Structural Health Monitoring, DOI:
10.1177/1475921716664515].

Beyond the spatial differences between the dictionaries employed in these methods, the

first method is also equipped with the additional capability to capture temporal persis-

tence in the data. These differences in formulation are directly correlated to significant

disparity observed in their performance. Recalling the discussion on the criteria used

by the superatom to determine the partition believed to contain the defect, it is clear

that the removal of extraneous features from the superatom is an essential feature to

yield a straightforward determination of the defect location.

In comparing the superatoms from the Marr-wavelet-based and group-Lasso-driven

methods (repeated next to each other in Fig. 6.1), one can observe that Fig. 6.1a contains

a lower level of noisy features than Fig. 6.1b. The removal of any small competing

features and the attenuation of the signatures of benign structural elements appear to

be major advantages of the second method. Perhaps the most striking difference is
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the removal of the signature of the source of excitation from the superatom obtained

using Marr wavelets, as opposed to what observed in the group Lasso case. This can

be qualitatively explained in light of the different morphological characteristics of the

dictionaries used in the two approaches, and of their different compatibility with the

characteristics of the wavefield in the neighborhood of the actuator. If one inspects the

structure of the wavefield in the vicinity of the source, it is clear that the transducer is

not properly a point source, but rather excites the plate over a small contact region; as

the transducer we employed is roughly 2.54 cm in diameter, this observation is sensible.

In the group Lasso approach, the sparse dictionary basis functions are Dirac delta

functions, which can be nominally used to reconstruct arbitrary signals; this fact, in

conjunction with the presence of a group sparsity term, allows the reconstruction of

features that extend over moderately large regions. In contrast, the Marr wavelets are

chosen ad hoc to pinpoint the local structure of point scatterers and are implemented

here with decay rates that confine them within few pixels; therefore they do not naturally

model features (such as the actuator contact area) that extend over regions that are

significantly larger than their support. With these factors considered in total, it appears

as if demixing with Marr wavelets is more effective than via the group Lasso based

approach.

Clearly, the approaches discussed in chapters 3 and 4 differ significantly from the

method introduced in chapter 5. Namely, the former use pre-defined dictionaries in-

spired by observing the behavior of the wavefield in the neighborhood of defects, and

the latter learns the sparse dictionaries directly from the data by leveraging a dictio-

nary learning algorithm. As a consequence of this disparity, there exist differences in

method performance; e.g., looking at the superatoms produced from the Marr wavelet

approach (Fig. 6.2a) and the dictionary learning method (Fig. 6.2b), one can readily

observe a significant reduction in spurious “noise” in the Marr case versus the DL.
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(a) Superatom obtained using Marr
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(b) Superatom obtained using DL.

Figure 6.2: A side by side comparison of the Marr vs. DL methods - Experimen-
tal data. Images from: a) [J. Druce et al., Locating material defects via wavefield
demixing with morphologically germane dictionaries, Structural Health Monitoring,
DOI: 10.1177/1475921716664515] and b) [J. Druce et al., Anomaly-sensitive dictionary
learning for structural diagnostics from ultrasonic wavefields, IEEE Transactions on
Ultrasonics, Ferroelectrics, and Frequency Control ( Volume: 62, Issue: 7, July 2015 )].
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Therefore, invoking the same arguments discussed for the previous comparison, it ap-

pears the demixing algorithm employing Marr wavelets is superior to DL method in

terms of sheer ability to discriminate between sources of scattering.

As a final note on this matter, we can speculate on the reasons why demixing via

the Marr wavelet is the best performing of all the methods. We conjecture that the

reasons for the method’s superior performance are to be found in its ability to strike a

balance between simplicity and complexity; on one hand, its morphological structure is

simple enough to capture scattering events due to localized defects even in a cluttered

environment (where scattered waves quickly lose their ringed structure due to interfer-

ence with other scattered fields), on the other hand, endowed with enough complexity

to successfully discern their signature from the majority of the existing competing fea-

tures, e.g. noise, reflections form benign elements, or patterns resulting from construc-

tive/destructive interference. It is more challenging to explain why the performance

of the DL method is inferior. An answer is probably to be found in the “black-box”

nature of dictionary learning. The sparse dictionaries learned in the DL method are

nothing more than a suitable basis for the frames of wavefield data which display two

characteristics: 1) when the frames are parsimoniously decomposed in terms of this

basis, the error is minimized 2) the atoms show a sufficiently high degree of sparsity.

Therefore, the method lacks a guiding force which promotes learning dictionaries whose

structure specifically imitates defect-induced scattering events. Hence, it appears that

the DL method provides a (possibly optimized) variant of fixed-dictionary demixing in

its most elementary form (with only sparsity enforced) and is therefore met by similar

limitations when applied to challenging problems.
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2 Method Resolution

It is worth providing a brief discussion on the resolution of the demixing methods. As for

all wave-based approaches, the method’s sensitivity can be linked to the ratio between

the length scale of the defects to be located and the wavelength of the interrogating

wavefield: whereby, if the defect size is significantly below the scattering limit of the

impinging wave, it will be effectively acoustically invisible to the wave, resulting in no

inference. This sets a lower bound for the size of the defects that can be detected and

requires that the choice of wavelength is tailored to the scale of the features that we want

to resolve. In this sense, at this stage of development, we cannot claim any special sub-

wavelength resolution capability for our method. On the other hand, the method does

enjoy superior capabilities in terms of its ability to successfully extract the scattering

signature of defects buried in noise (or clutter) and discriminate between competing

scattering sources. In other words, in our problem, the elusiveness of the inference task

is posed, more than by the size of the anomalies, by the distorted characteristics of the

wavefield.

As the idea of using a sparse dictionary is to mimic the structure of the wavefield

in the close proximity of a defect, it is necessary, for the methods to work, that certain

data structures in the sparse dictionary to feature a length scale that is commensurate

to the sparse features observed in the wavefield. This comes into play in all of the

methods we have discussed, albeit through different mechanisms. In the group Lasso

approach, the spatial group size roughly corresponds to the support of the localized

portion of the response in the immediate neighborhood of the defect. Specifically, we

have found that spatial groups consisting of 2 × 2- and 3 × 3-pixel rectangular regions

generally perform well in a variety of cases. In the Lasso approach with morphologically

germane Marr wavelets, the radial distance from the center of the wavelet to a 99.99%

amplitude decay point, which is a measure of compactness, is also related to the spatial
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support of the scattered field it is intended to describe. Our code is structured to allow

accommodating different length scales in the dictionary, in an effort to describe sparse

features of a priori unknown size. In our examples (with the specimen and defects sizes

reported above) we have used wavelets with diameters ranging from 3 to 7 mm.

3 Directions for Future Work

On the algorithmic development side, an obvious next step is to incorporate the notion

of temporal persistence into the method based on morphologically germane dictionaries

in order to combine the benefits of the two approaches. This task will require resorting

again to a Group Lasso formulation (as in Eq. 3.3) where the dictionary D1 would now

contain Marr wavelets or other similar radial functions with amplitude decay character-

istics. As these dictionaries are in general not orthonormal (unlike the identity matrix

used in our original Group Lasso formulation, the required solution would necessarily

involve iterative methods, with a non-negligible impact on computational time. An

augmentation to the damage pursuit package to this end is the objective of current and

future developments.

For the DL related framework, it would appear to be beneficial to incorporate ad-

ditional constraints and/or regularization terms which are specifically designed to pro-

mote spatially befitting characteristics in the sparse dictionaries. Specifically, we would

like to promote learning dictionaries whose atoms feature a structure that mimics the

morphological characteristics of scattering events associated with defects (e.g. ringed

structure, radial decay, etc.), where the atoms, if used, are employed over consecutive

time instants (this would again bring about the temporal persistence attribute which

was discussed in Ch 3). We expect that this type of improvement will mitigate the

shortcomings observed in the preliminary DL-based implementations discussed in Ch.

5.
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4 Conclusion

In this thesis, we have introduced a family of methodologies to detect and triangu-

late anomalies in solid media from their wave response by implementing various forms

of morphological demixing algorithms. All the methods are endowed with user-free,

baseline-free, unsupervised, and model agnostic attributes. The demixing algorithms

share a common operating principle, which is based on the separation of spatiotemporal

response data into two morphologically antithetical components. The germinal version

of the method relied on a representation of the sparse component via a pre-defined dic-

tionary chosen merely for its sparse structure and numerical simplicity; the formulation

was later augmented to capture the temporal persistence observed in the neighborhood

of scattering events due to defects; this extension resulted in significant performance

improvement. We then replaced the sparse dictionaries with alternative ones charac-

terized by more morphologically-germane spatial structure in order to better distill the

scattering features associated with defects. Finally, a dictionary learning approach was

considered to bypass the need to predefine the dictionaries. The efficacy of the meth-

ods was demonstrated against challenging numerical and experimental defect detection

tasks.
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