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Abstract

Conventional approaches to statistical inference preclude structures that facilitate incor-

poration of partially informative supplemental information acquired from similar circum-

stances. Borrowing strength from supplemental data promises to facilitate greater efficiency

in the scientific investigative process, but neglecting to account for heterogeneity across the

sources of information obscures understanding of the complex underlying mechanisms that

produced the primary data, and may lead to biased inference. As such, inference should

derive from flexible statistical models that account for inherent uncertainty while favoring

the primary information as evidence for between-source heterogeneity arises. We extend

existing flexible borrowing methods to settings where the estimation of a curve is of primary

interest, and the amount of borrowing reflects congruence in curve shape across sources of

information.

First, we propose flexible borrowing methods for time-to-event data using a piecewise

exponential model construction, wherein we borrow with respect to the a parameterized

baseline hazard function. We apply these methods to data assessing time to cardiac revas-

cularization in peritoneal dialysis patients who received a heart stent. Second, we develop

a piecewise log-linear hazard model using low rank thin-plate splines to model the baseline
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hazard and functional covariate effects possibly subject to shape restrictions. We apply

these methods to data from a colorectal cancer clinical trial assessing the comparative effec-

tiveness of three treatment regimes. Third, we propose a general methodological framework

for borrowing with respect to the shape of an unknown curve that is characterized by a set

of parameters. We illustrate these methods with two applications, in liver imaging and col-

orectal cancer clinical trials. Throughout the thesis, we conduct simulation investigations

that assess the properties and advantages of the proposed methods. Last, we summarize

and suggest avenues for future work.
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Chapter 1

Introduction

Every statistical investigation begins with a process wherein investigators determine which

source(s) of information will be used to answer the motivating scientific questions and gen-

erate hypotheses for future exploration. Conventional approaches to statistical inference

preclude structures that facilitate incorporation of partially informative data, imposing po-

larity on the data selection process. Putatively relevant supplemental information acquired

from broadly similar therapeutic interventions, patient cohorts, previous investigations, or

biological processes is often either excluded from statistical analysis, or on the other hand,

assumed to be equally informative as data acquired from the primary source. For exam-

ple, oncology clinical trials designed to evaluate the performance of an experimental therapy

usually ignore supplemental information regarding the control therapy, and limit enrollment

to a small subpopulation of patients. By contrast, trials with more liberal information in-

clusion rules often pool information from potentially heterogeneous sources, or adjust for

this potential heterogeneity using simple linear regressors.

Ignoring relevant, supplemental sources of information reduces the reproducibility, scope,
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and generalizability of any particular study. Borrowing strength from supplemental data

promises to facilitate greater efficiency in the investigation process, especially with small

sample sizes, but neglecting to account for heterogeneity across the sources of information

obscures understanding of the complex underlying mechanisms that produced the primary

data, and may lead to biased inference. For example, pre-determining the relevance of

the supplemental source(s) by say, relying on comparisons of the baseline characteristics

among sources, may unwittingly introduce inferential bias for primary effects. As such, in-

ference should derive from flexible statistical models that account for inherent uncertainty

for primary effects while favoring the primary information as evidence for between-source

heterogeneity among source effects arises. The efficiency of the experimental process would

be improved by enabling investigators to implement statistical models that use the whole

of available information while accommodating important between-source differences.

Meta-analytic methods for estimating between-source variability for univariate observ-

ables or repeated measures with generalized linear relationships among covariates have been

developed using hierarchical modeling within both the Bayesian (c.f. Smith et al., 1995) and

frequentist paradigms (c.f. Doi et al., 2011). However, these models for inference on popu-

lation averaged effects need not favor one source over another since between-source effects

are of interest. By contrast, several models have been proposed for incorporating partially

informative supplemental data while estimating primary effects in general. Pocock (1976)

used generalized linear models with static, data-independent borrowing using a pre-specified

amount of between-source variability. Ibrahim and Chen (2000) proposed the use of power

priors that facilitate data independent or dynamic non-hierarchical methods for partially

weighting likelihoods. The power prior approach assumes that the sources of data inform
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about the same parameter(s), and constructs a prior by down-weighting the supplemental

likelihood contribution using a weight estimated by empirical or fully parametric Bayesian

methods.

Bayesian hierarchical models have been developed to facilitate dynamic partial pooling

of between-source information, wherein the extent of borrowing is estimated flexibly so

that the amount borrowed reflects the relative congruence of the sources of information.

Here the goal is limiting bias for estimating primary effects in the presence of between-

source heterogeneity, while improving efficiency in the presence of approximate coherence, or

commensurability (c.f. Hobbs et al., 2011). Currently, there exist few methods for combining

multiple non-exchangeable sources of information pertaining to a time-to-event outcome.

Hobbs et al. (2012) extend Pocock (1976) to develop commensurate prior methods for

generalized linear mixed models that encompass the parametric Weibull survival model,

which inflexibly assumes the baseline hazard is a monotone function. Hobbs et al. (2013)

extends this framework to the piecewise exponential model, which affords a more diverse

class of hazard shapes than parametric approaches; however, they employ an independent

gamma prior process on the hazard pieces that, as discussed by Ibrahim et al. (2001, Section

3.1), restricts the number of hazard pieces that can be estimated reliably.

In previous work, borrowing of strength from the supplemental data was considered

for parameters that, in the absence of supplemental information, are typically taken to

be marginally independent, and thus assigned vague or non-informative prior distributions

(e.g., intercepts and regression coefficients). However, the literature appears devoid of gen-

eral methods for flexible harnessing of supplemental data for sets of parameters that char-

acterize functional objects (e.g., hazard functions, curves, or surfaces) which are typically
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subject to smoothness constraints imposed through a marginal prior dependence structure.

These estimation problems arise in many settings, including survival analysis when the haz-

ard function is modeled nonparametrically, and functional data analysis in general, wherein

the goal is often to estimate an unknown function.

This thesis develops fully Bayesian methods that accommodate a wider range of models

than existing commensurate prior methods to flexibly borrow from supplemental informa-

tion, including semiparametric survival analysis and nonparametric modeling of unknown

functional forms, relying largely on penalized splines. In the process, this thesis also devel-

ops a piecewise linear log-hazard model, which assumes the hazard function is continuous,

as an alternative to the piecewise exponential model, which assumes the hazard function is

discontinuous.

The rest of this thesis proceeds as follows. Chapter 2 develops semiparametric Bayesian

statistical methods for time-to-event data, relying on the piecewise exponential model, for

automatically incorporating primary and supplemental information. We illustrate these

methods through an analysis of a pair of post-market surveillance datasets pertaining to

the time to cardiac revascularization following heart stent implantation in peritoneal dialysis

patients. Throughout the thesis, we investigate the frequentist properties of the proposed

methods via simulation. In Chapter 3 we construct a piecewise linear log-hazard model using

a modified low-rank thin plate spline formulation for the log-hazard, and discuss extensions

that facilitate nonparametric adjustment for covariates possibly subject to shape restric-

tions. We apply these methods to colorectal cancer data from a clinical trial comparing two

novel treatment regimes to the standard of care for overall survival. Chapter 4 develops a

4



generalized hierarchical modeling framework for flexibly borrowing from supplemental in-

formation when estimating an unknown function. We apply this general framework in two

contexts, the first pertaining to the colorectal cancer data which has relevant historical data

about the standard of care, and the second pertaining to a functional imaging outcome in

cancerous liver tissue while borrowing strength from supplemental data arising not from

historical data in cancerous tissue, but from similar data in non-cancerous liver tissue. We

conclude in Chapter 5 with a discussion of our findings and directions for future work.
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Chapter 2

Semiparametric Bayesian

Commensurate Survival Model

The motivation for this chapter comes from a pair of datasets regarding patients suffering

from end-stage renal disease (ESRD) and receiving peritoneal dialysis (PD) that had either

a bare metal stent (BMS) or a drug-eluting stent (DES) implanted for the first time during

an in-hospital percutaneous coronary revascularization procedure between 2008 and 2009

(Shroff et al., 2013). The outcome considered is a composite of time to a second in-hospital

cardiac revascularization or death, with follow up lasting through December 31st, 2010.

DES represents newer technology, and might reasonably be expected to outperform BMS.

Of course, patient selection bias, such as physicians preferentially selecting DES for more

difficult cases, has the potential to confound such an association. We are interested in

comparing the time-to-event distributions for patients that received a DES versus a BMS

during 2009, while borrowing strength from data on patients that received a BMS during
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2008. The data also contain baseline covariate information about race, age, duration on PD,

and primary cause of ESRD. The two calendar-year cohorts were constructed retrospectively

from the USRDS (United States Renal Data System, 2011).

To analyse these data, this chapter develops fully Bayesian statistical methods to auto-

matically incorporate supplemental time-to-event information using a piecewise exponential

model with a correlated prior process. In Section 2.1 we review established methods for

borrowing strength from supplemental data. In Section 2.2 we extend these methods to de-

velop a semiparametric hierarchical model for use with primary and supplemental sources of

information. Section 2.3 contains a simulation investigation into the frequentist properties

of the proposed methods. In Section 2.4 we illustrate the mechanics of our methods by

applying them to the heart stent datasets.

2.1 Leveraging Supplemental Data

For fully Bayesian modeling in the presence of nonexchangeable supplemental data that

can be leveraged for inference in the primary population, two recent and useful prior de-

termination methods have been established: joint power priors (Ibrahim and Chen, 2000),

and commensurate priors (Hobbs et al., 2011). Following the notation used in Hobbs et al.

(2011), we let L(θ,θ0|D,D0) denote the joint likelihood for the primary and supplemen-

tal data. We assume the primary and supplemental data are independent conditional on

their associated parameters, that is L(θ,θ0|D,D0) = L(θ|D)L(θ0|D0). The first term in

the product denotes the primary source likelihood, whereas the second term denotes the

supplemental source likelihood, where θ and θ0 are the parameters that characterize these
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likelihoods, respectively.

Models that use either joint power priors or commensurate priors require that some

components of the parameter characterizing the primary likelihood, θ, and the parameter

characterizing the supplemental likelihood, θ0, be analogous. Typically, the components of

θ have parallel components in θ0, although θ may contain components without a parallel

in θ0. For example, when the datasets are temporally ordered and a subset of the primary

population is exposed to some novel treatment, θ will contain an element that characterizes

the novel treatment effect and has no counterpart in θ0.

Joint power priors assume that θ ≡ θ0 and downweight the supplemental likelihood by

raising it to a power a0 ∈ [0, 1]. Formally, the joint posterior for (θ, a0) arises as

p(θ, a0|D,D0) ∝ L(θ|D)L(θ|D0)a0π(θ)π(a0). (2.1)

Joint power priors are extremely general, hence there is nothing explicitly preventing their

use in any modeling context. However, standard joint power priors employ a single param-

eter (a0) that dictates the degree of between-source borrowing, thereby making differential

borrowing across components of the model infeasible unless L(θ|D) has a convenient fac-

torization, which in general it does not. This is undesirable because the supplemental data

may provide relevant information pertaining to only a subset of the components of θ.

By contrast, commensurate priors do not assume θ ≡ θ0, and instead specify a hierar-

chical model in which the joint posterior for (θ,θ0, τ ) arises as

p(θ,θ0, τ |D,D0) ∝ L(θ|D)L(θ0|D0)π(θ|θ0, τ )π(τ )π(θ0). (2.2)

The π(θ|θ0, τ ) component of (2.2) is referred to as the commensurate prior, where the
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commensurability parameter, τ , controls the influence of the supplemental information. A

commensurate prior is structured so that E[θ|θ0, τ ] = θ0, and the components of τ control

the concentration of the corresponding components of θ about θ0. Hence, a commensurate

prior “centers” θ about θ0, and through τ “facilitates estimation of the extent to which

analogous parameters from distinct data sources have similar (‘commensurate’) posteriors”

(Hobbs et al., 2013).

In the context of a unidimensional real-valued parameter θ, a useful approach is to take

θ|θ0, τ ∼ N (θ0, τ
−1), a Gaussian distribution with mean θ0 and precision τ . Estimation of

τ is inherently difficult, but feasible by inducing sparsity over the precision domain using

a “spike and slab” prior for τ that was developed by Mitchell and Beauchamp (1988) and

applied by Hobbs et al. (2012). The “spike and slab” distribution is defined as

π(τβp) ≡ (1− p0) U(τβp |Sl,Su) + p0 δR(τβp), (2.3)

where δR(τβp) denotes a Dirac delta function, and 0 ≤ Sl < Su << R and p0 ∈ [0, 1] are pre-

specified. The mixture distribution defined in (2.3) is locally uniform on the “slab,” (Sl,Su),

with probability 1−p0, and places probability mass p0 at the “spike,” R, otherwise. Hobbs

et al. (2012) show that the spike and slab family of distributions offers a flexible framework

for estimating the commensurability parameters (i.e., τβp ’s) through information that is

supplied by the data about these precision components. The slab (Sl,Su) is placed over a

range of values characterizing strong to moderate levels of heterogeneity. The spike (R) is

fixed at a point corresponding essentially to data source homogeneity.

The general structure described in (2.2) accommodates a latent precision parameter

(component of τ ) for each component of θ. Therefore, the extent to which the supplemental
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data influences estimation of the primary effects is allowed to differ across the components of

θ, yielding flexibility and reducing bias. However, assuming mutual independence between

the components of τ allows for strength to be borrowed differentially from the supplemental

source(s) across the components of θ, reducing efficiency. While this may be sensible,

differential borrowing across the components of θ may not always be appropriate, as when

a subset of θ describes a single feature in the data, say, the baseline hazard in a proportional

hazards model. In this case, we may want to borrow uniformly from the supplemental data

across the inherently-related subset, thereby increasing efficiency.

2.2 Piecewise Exponential Commensurate Prior Model

We approach the problem of having primary and supplemental data by developing statis-

tical methods that jointly model the two sources of information. Specifically, we develop

a fully model-based Bayesian method that relies on flexible piecewise exponential likeli-

hoods with correlated prior processes, adjustment for time-dependent covariate effects, and

commensurate priors to facilitate borrowing of strength from the supplemental data.

For this chapter, we assume the primary data consists of N independent, possibly right

censored observations along with baseline covariates such that D = (t, δ,X,Z) where t =

(t1, . . . , tN ) is the set of follow up times, δ = (δ1, . . . , δN ) is the corresponding set of binary

event indicators, Z = (z1, . . . , zN ) are binary indicators for a novel treatment only observed

in the primary data (e.g., a drug-eluting stent), and xᵀ
i denotes the ith row of X which

encodes the static covariates observed in both data sources (e.g., baseline age, race, etc.).

We assume the supplemental data consists of N0 independent observations with analogous
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definitions such that D0 = (t0, δ0,X0), where t0 = (t0,1, . . . , t0,N0), δ0 = (δ0,1, . . . , δ0,N0),

and xᵀ
0,i0

denotes the i0th row of X0.

2.2.1 Likelihood Specification

To maintain flexibility in a time-to-event setting, we avoid fully parametric specifications of

L(θ|D) and L(θ0|D0). We instead use a generalized Cox-type model that assumes a semi-

parametric piecewise exponential (PE) formulation of the baseline hazard, with adjustment

for possibly time-dependent covariate effects. The “generalized” distinction refers to the

possible time dependencies in the regression coefficients, with proportional hazards being a

special case where the regression coefficients are held constant with respect to time. The

PE formulation improves upon parametric alternatives by introducing more parameters to

accommodate diverse, possibly non-unimodal shapes of the baseline hazard function. In

practice, the PE baseline hazard formulation is a flexible and broadly applicable choice

that provides regression coefficient estimates similar to the Cox model (Kalbfleisch, 1978;

Ibrahim et al., 2001, Section 3.4). Thus, it provides a useful choice when an investigator does

not feel confident in any particular parametric form of the hazard, even if the underlying

hazard is believed to be smooth.

Following Klein and Moeschberger (2003, Section 3.5), the likelihood of a possibly right

censored time-to-event observation is h(t)δ exp

{
−

t∫
0

h(u)du

}
, where h(t) > 0 denotes the

hazard function. Hence, a time-to-event model can be constructed through the hazard

function. To adjust for static covariates, we specify a PE regression model for h(t) by first

partitioning the time axis into K intervals, 0 = t̃0 < t̃1 < . . . < t̃K , and then, following

11



Ibrahim et al. (2001, Section 3.4), assuming the hazard is constant in each interval so that

h(ti|xi, zi;α,β, γ) = exp(αk + xᵀ
iβk + ziγk) for t ∈ Ik =

(
t̃k−1, t̃k

]
. (2.4)

The model in (2.4) allows covariates to have time-dependent effects, since the coefficients

can take on distinct values in each interval. By contrast, taking βk ≡ β and γk ≡ γ results

in a proportional hazards model. For the remainder of this chapter, we take βk ≡ β, but

allow for time dependencies in the effect of z. For now, we defer discussing the choice of K

and the location of the t̃k’s.

Using the hazard model defined in (2.4), the primary source likelihood arises as

L(θ|D) =

N∏
i=1

K∏
k=1

[
exp

{
I(ti ∈ Ik)

(
δiηi,k − (ti − t̃k−1)eηi,k +

k−1∑
`=1

(t̃` − t̃`−1)eηi,`
)}]

, (2.5)

where ηi,k = αk + xᵀ
iβ + ziγk and I(ti ∈ Ik) is an indicator function. Retaining the

same time axis partition used in the construction of the primary likelihood, we can just

replace (D,α,β) in (2.5) with its supplemental counterpart (D0,α0,β0), omitting ziγk

from ηi,k, to obtain the primary source likelihood, L(θ0|D0). As such, θ = (α,β,γ),

where α characterizes the primary source baseline hazard, β characterizes the primary

source effect of covariates observed in both data sources, and γ characterizes the effect of

exposures only observed in the primary data. Similarly, θ0 = (α0,β0), where α0 and β0

are defined analogously to α and β, respectively.

Conducting a simulation study of our procedure’s properties requires an automated

strategy for selecting a time axis partition that is computationally feasible but still provides

consistently good model fit. To avoid computationally intensive methods like adaptive knot

selection (Sharef et al., 2010) or stepwise AIC optimization (Hobbs et al., 2013), we partition
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the time axis into a relatively large number of intervals (say, 5-20) with approximately

equal numbers of events in each. To resist overfitting, we use correlated prior processes

that temporally smooth the baseline hazard and time-dependent covariate effects (Besag

et al., 1995; Fahrmeir and Lang, 2001). This method has been shown to work well when the

underlying baseline hazard is continuous, and to exhibit robustness against small shifts in

the t̃k’s (Ibrahim et al., 2001, p.48). Formally, we employ the following time axis partition

strategy: let K = max
{

5,min
(
r
8 , 20

)}
where r is the total number of events in the primary

population, and let t̃k =
(
100 ∗ k

K

)th
percentile of the primary event times, k = 1, . . . ,K,

with t̃0 = 0. This strategy is motivated by the spline literature (cf. Ruppert et al., 2003,

p.126); a similar strategy is used by Sharef et al. (2010).

In practice, we fit our models with a few different choices of K to assess sensitivity, and

to ensure that a modest increase in K (say, by 5) does not substantively effect posterior

inference. Using a small K risks failure to account for potentially important temporal

features, so we suggest increasing K until posterior inference is invariant to further increase

in K. Since we will use a correlated prior process, which borrows strength temporally

from adjacent intervals, our approach works well regardless of the number of events in

each interval. If independent vague priors are preferred for the hazard parameter in each

interval, we suggest partitioning the time-axis so that each interval contains at least 5 events,

thereby ensuring the data overwhelms the vague prior in each interval. In rare event settings

(say, fewer than 10 events), we strongly suggest investigating parametric alternatives (e.g.,

exponential or Weibull).
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2.2.2 Prior Specification

The key aspect of this fully Bayesian approach is the choice of prior distributions, which

must be specified for all parameters. The joint likelihood contains parameters α and α0

that characterize the primary and supplemental populations’ baseline hazards, respectively.

It also contains parameters β and β0 that adjust the baseline hazards for baseline covari-

ates. Finally, it contains parameters γ that adjust the primary population’s baseline hazard

for exposures only observed in the primary population. In this section, we discuss prior dis-

tributions for each of these parameters. In what follows, we use the same distributional

notation throughout, where N (µ, σ2) denotes a normal distribution with mean µ and vari-

ance σ2, and U(a, b) denotes an uniform distribution with positive support on the interval

(a, b).

We assume the parameters that characterize the supplemental baseline hazard are a

priori independent of the regression coefficients, i.e., π0(θ0) = π0(α0)π0(β0). We further

assume π0(β0) =
P∏
p=1

π0(β0,p) with β0,p ∼ N (0, 104), p = 1, . . . , P where P is the number of

columns in x. We then adopt a correlated prior process for π0(α0) = π0(α0|σ0)π0(σ0) that

introduces an intra-source smoothing parameter σ0 and is described in Fahrmeir and Lang

(2001) and Ibrahim et al. (2001, Section 4.1.3). Specifically, we use a first order random

walk prior process on the log-hazards, defined as

α0,1 ∼ N
(
0, 104

)
and α0,k|σ0, α0,k−1 ∼ N

(
α0,k−1, σ

2
0

)
, k = 2, . . . ,K. (2.6)

As noted in Fahrmeir and Lang (2001), the diffuse prior on α0,1 initializes the random walk,

and the remaining α0,k’s are then shrunk toward the value of the log-hazard in the previous

interval.
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The amount of intra-source smoothing is controlled by σ0, which effectively temporally

smooths the baseline hazard function h∗0(t;α0) and helps the procedure resist overfitting,

a danger when K is relatively large (say, > r/8). We opt for a vague uniform hyperprior

on the standard deviation scale, taking σ0 ∼ U(0.01, 100), having investigated other non-

informative options and finding posterior estimation to be fairly insensitive to π0(σ0). This

choice allows the data to easily overwhelm the prior information and inform the amount of

intra-source smoothing across intervals. A few correlated prior processes other than (2.6)

have been explored for piecewise exponential models; these alternatives can be found in

Ibrahim et al. (2001, Sections 3.5-7). There are also a number of options for specifying

σ0; Ibrahim et al. (2001, Section 4.1.6) discuss strategies for choosing a particular value,

whereas Fahrmeir and Lang (2001) and Besag et al. (1995) add another level to the hierarchy,

specifying a hyperprior π(σ0) as we do here.

Our choice for π(θ|θ0, τ ) extends the commensurate prior approach described in Sec-

tion 2.1. Again we assume the parameters that characterize the primary baseline hazard

are a priori independent of the regression coefficients, i.e., π(θ|θ0, τ ) = π(α|α0, τα, σ) ×

π(β,γ|β0, τβ). We further assume π(β,γ|β0, τβ) = π(γ)
P∏
p=1

π(βp|β0,p, τβp). When allowing

for time dependencies in γ we use a random walk prior process as in (2.6), otherwise we

assume γ ∼ N (0, 104). The former choice adds an additional smoothing parameter, σγ ,

which we model as uniform on the standard deviation scale, σγ ∼ U(0.01, 100).

To borrow strength from the supplemental data, we employ hierarchical commensurate

priors for βp|β0,p, τβp , p = 1, . . . , P . Formally, we assume βp|β0,p, τβp ∼ N (β0,p, τ
−1
βp

), and

place independent spike and slab distributions defined in (2.3) on the τβp . For π(α|α0, τα, σ),

we devise a flexible prior distribution that is amenable to evidence of heterogeneity with
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the supplemental information, favoring the primary information in the presence of incon-

gruence while still temporally smoothing the hazards in adjacent intervals. We extend the

commensurate prior employed in Hobbs et al. (2013) to

α1|α0,1, τα ∼ N
(
α0,1, τ

−1
α

)
, and αk|αk−1, α0,k, τα, σ ∼

N

{(
τα
Rα

)
α0,k +

(
1− τα
Rα

)
αk−1,

(
τα
Rα

)
τ−1α +

(
1− τα
Rα

)
σ2

}
,

(2.7)

for k = 2, . . . ,K, where Rα is the “spike” from the prior placed on τα discussed below.

Note that we use only one τα, which reduces model complexity and ensures that inter-source

homogeneity is defined with respect to congruency over the entire baseline hazard curve,

rather than case-by-case for each interval. Here σ controls the intra-source smoothing of the

primary hazard function across adjacent intervals. Taking the fully Bayesian approach, we

let σ ∼ U(0.01, 100), again having investigated other non-informative options and finding

posterior estimation to be fairly insensitive to π(σ).

We also place a spike and slab distribution defined in (2.3) on the inter-source smoothing

parameter τα. With Su,α << Rα, when τα = Rα we see that (2.7) directly facilitates inter-

source hazard smoothing; otherwise, (2.7) still facilitates intra-source smoothing on the

primary hazard, as in (2.6). With no covariates, taking τα = Rα = ∞ results in full

borrowing from the supplemental data with estimation driven by the PE model, where

π(α|σ) is given by (2.6) and π(σ) is unaffected. Alternatively, taking τα = Sl,α = 0 results

in ignoring the supplemental data completely. The former method assumes exchangeability

a priori, ignoring the possibility of non-exchangeable sources, while the latter assumes

complete heterogeneity, effectively discarding the supplemental data.
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2.3 Simulation Comparison of the Procedures

To assess the performance of our proposed models, we replicate pairs of datasets containing

time-to-event information for the primary and supplemental populations, each with known

hazard functions. Simulations are conducted over an array of hazard function combinations.

For each simulation, we assess model fit on every replicate dataset pair, and compare models

based on average fit over a large number of replicates. Throughout, the replicate dataset

pairs contain possibly right-censored observations with no covariates. For a primary dataset

of size N , we generate failure times ti, i = 1, . . . , n, from a survival distribution f . We

generate censoring times ci, i = 1, . . . , n, from a uniform distribution and also impose a

maximum follow up time (C) at which point all observations are censored. The dataset is

then compiled in the usual manner by creating the observed failure times ti = min{yi, ci,C}

and event indicators δi = I{yi < min(ci,C)}, i = 1, . . . ,N. The corresponding failure and

censoring times for the supplemental dataset of size N0 are generated analogously from

distribution f0, possibly different from f . We use the following distributional conventions:

E(ζ) denotes an exponential distribution with mean ζ−1, and W(ψ, ξ) ∝ xψ−1 exp(−ξxψ)

denotes a Weibull distribution.

Our first investigation uses exponential distributions to generate the failure times,

specifically f ∼ E{eα} and f0 ∼ E(1). We randomly draw α from the mixture of 0.5 ∗

U(− log(4), log(4)) and point masses at − log(4), − log(3), − log(2), − log(1.5), log(1),

log(1.5), log(2), log(3), log(4), each with probability .5/9. The censoring times are drawn

from a U(0, 2) distribution with a maximum follow up of C = 1. For the range of α values

in the exponential simulation, the primary versus supplemental hazard ratio ranges from
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.25 to 4, and S(1) ranges from .78 to .02. The left panel of Figure 2.1 displays the true

survival distribution of the primary population for select values of α.

For our second investigation, we generate failure times from Weibull distributions, such

that f ∼ W{eα, 1} and f0 ∼ W(1, 1). For the Weibull simulation, the primary versus

supplemental hazard ratio is no longer constant, rather it varies over the follow up period

as follows, eαte
α−1. For α > 0, the hazard ratio decreases over time, and for α < 0 it

increases over time. The larger in absolute value α is, the more extreme the change in

the hazard ratio over the follow up period, but for all α, S(1) = 0.37. We again draw α

from the same mixture distribution and censoring times from U(0, 2) with C = 1. The

right panel of Figure 2.1 displays the true survival distribution of the primary population

for select values of α. For both investigations, a larger absolute value of α corresponds

to greater heterogeneity in the two sources of data as the true survival distribution of the

supplemental population corresponds to α = 0.

2.3.1 Evaluation Criterion

We compare our novel model to the Kaplan-Meier (K-M) estimator fit to both the primary

data alone and the pooled data. We refer to the former as the “Current K-M” and the

latter as the “Pooled K-M”. We also fit the fully Bayesian piecewise exponential (PE)

model to the primary data alone and the pooled data. For both of the fully Bayesian

reference models, we use the same time axis partition as our novel model, and employ a

random walk prior process on the log-hazards as defined in Equation (3) of the paper. We

refer to these models as the “Current PE” and the “Pooled PE”. We refer to our novel

method as the smoothing commensurate model, or “Comm PE” for short. To assess model
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Figure 2.1: True survival distributions of the primary data for selected values of α for
the exponential (left panel) and Weibull (right panel) investigations. The true survival
distribution for the supplemental data in both investigations corresponds to α = 0.

performance, we fit each model to each replicate dataset pair generated as detailed above.

For the K-M estimators, we save the estimated survival curve and the complementary log-

log 95% pointwise confidence interval for S(.75). For the three Bayesian models, we save

the posterior mean survival curve and the 95% HPD credible intervals for S(.75). For the

sake of notational convenience, we refer only to the posterior survival curve, S(t|D,D0),

but in the context of the K-M fits we mean Ŝ(t). Using these summaries, we calculate four

evaluation criteria, integrated error (IE), integrated squared error (ISE), interval width,

and an indicator for coverage of the true value of S(.75|α).

Formally, for the rth replicate dataset pair, (D(r),D
(r)
0 ), we define and approximate

IE(r) =

1∫
0

{
S
(
t|D(r),D

(r)
0

)
− S

(
t|α(r)

)}
dt (2.8)

≈ 1

M

M∑
m=1

{
S
(
sm|D(r),D

(r)
0

)
− S

(
sm|α(r)

)}
,
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and

ISE(r) =

1∫
0

{
S
(
t|D(r),D

(r)
0

)
− S

(
t|α(r)

)}2
dt (2.9)

≈ 1

M

M∑
m=1

{
S
(
sm|D(r),D

(r)
0

)
− S

(
sm|α(r)

)}2
,

for r = 1, . . . , R, where R is the total number of replicate dataset pairs generated. The

approximations are simple Riemannian ones, calculated by partitioning the time axis into

M equally spaced grid points, 0 < s1 < s2 < . . . < sM−1 < sM = 1, so s1 = 1
m , s2 = 2

m ,

etc. We set M = 2, 000 to ensure a close approximations for each criterion.

Armed with R realizations of IE, ISE, credible interval width at S(.75), and indicators

for coverage of the true S(.75) for a range of α values, we can now calculate the expected

value for each given α and α0 = 1. To estimate these expected values, we fit a generalized

additive model for each of the evaluation criteria and each of the models being compared.

For IE, ISE, and credible interval width, we model E(Criterion|α) = f(α), and estimate

f(α) with a natural cubic spline containing 20 knots equally spaced over the range of α

values. Estimation and the choice of the smoothing penalty is conducted by generalized cross

validation in the R package mgcv (Wood, 2006). Similarly, we find the expected coverage

probability given α using the same technique, but with a logistic generalized additive model

instead. Note that these evaluation criteria are classical frequentist measures of fit; they

are estimates of expectations with respect to the sampling distribution, not the posterior

distribution.

A final issue ever-present in modern Bayesian work is MCMC convergence monitoring.

We run preliminary investigations of convergence for the piecewise exponential models and
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use 200 iterations of burn-in with 20,000 posterior draws for estimation of the reference

models, and 2,000 iterations of burn-in with 20,000 draws for estimation of the commen-

surate models. The Bayesian models are fit to each replicate dataset pair by calling JAGS

(Plummer, 2003) through R (R Development Core Team, 2011) via the R2jags package. Fit-

ting the five methods to each replicate dataset pair and calculating the evaluation statistics

takes about 30 seconds, but because of the computational burden of iteratively calling an

MCMC sampler like JAGS, we also employed the R package snowfall to run the simulations

in parallel using clusters on a remote server, making this investigation computationally

feasible. Using 8 parallel cores, this simulation took about 3 hours to complete.

2.3.2 Simulation Results

For both investigations we set the number of replicate dataset pairs to R = 2, 000. Each

primary dataset had N = 80 observations and each supplemental dataset had N0 = 200

observations. Preliminarily, we investigated an array of specifications for the spike and slab

hyperprior on the inter-source smoothing parameter τα in the smoothing commensurate

prior model. Su, R, and p0 jointly control borrowing of strength based on evidence of

heterogeneity in the data. Given R and p0, a smaller Su imposes greater borrowing as more

evidence for heterogeneity in the data is needed to prevent borrowing. Increasing p0 also

results in borrowing more readily. Conversely, given Su and p0, when insufficient evidence

for heterogeneity exist in the data, a larger R results in greater inter-source smoothing.

The specification we chose for the exponential simulation is Sl = 0.0001, Su = 2, R = 500,

and p0 = 0.01. This combination of hyperparameter values represents a large degree of

skepticism for exchangeability of the two sources of information, with a prior probability of
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Figure 2.2: Evaluation criteria of various models fit to dataset pairs generated from ex-
ponential distributions. The evaluation criteria are integrated mean error (IME, top left
panel), integrated mean squared error (IMSE, top right panel), credible interval width of
S(0.75|D,D0) (bottom left panel), and coverage probability of S(0.75|α) (bottom right
panel)

0.01 for strong borrowing. For the Weibull simulation we set Sl = 0.0001, Su = 2, R = 200,

and p0 = 0.1 representing less skepticism for the exchangeability of the two sources, but

borrowing a bit less strength when the inter-study smoothing parameter falls in the spike.

The results of the exponential simulation for the K-M and PE models are illustrated in
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Figure 2.2. The integrated mean error (IME) plot (top left panel) evaluates bias by showing

how E(IE|α) changes across α, with values near zero indicating an unbiased method for

a given α. The integrated mean squared error (IMSE) plot (top right panel) evaluates

efficiency by showing how E(ISE|α) changes with α, with smaller values indicating a more

efficient method for a given α. The credible interval width plot (bottom left panel) is a

second measure of efficiency, showing the expected 95% HPD credible interval width for a

given α. Finally, the coverage probability plot (bottom right panel) shows the probability

that the credible interval will contain the true S(.75|α) for a given α. As evidenced by

the IME and coverage probability plots, the primary K-M estimator is unbiased and the

complementary log-log pointwise confidence interval provides approximate 95% coverage

for all α. The primary PE model has minor positive bias and a similar coverage profile as

the primary K-M. Both the primary K-M and primary PE models have similar efficiency

profiles, with the PE model dominating the K-M estimator in both IMSE and interval

width. The pooled PE and pooled K-M have very similar profiles for all the evaluation

criteria. Namely, both are highly efficient and unbiased when the two sources are truly

commensurate (i.e., α = 0), but suffer from great bias and poor efficiency as between source

heterogeneity increases (i.e., α increases in absolute value). Our novel method shows an

intermediate profile to the primary and pooled options for all the evaluation criteria. Our

method results in efficiency and bias similar to the pooled PE when the two sources are

commensurate (i.e., α ≈ 0) and eventually results in efficiency and bias similar to the

primary PE when between source heterogeneity is great. We note that in simulations not

shown here, adjusting the spike and slab hyperparameter values results in different bias-

variance tradeoffs. For instance, decreasing the value of p0 will result in a more skeptical
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Figure 2.3: Evaluation criteria of various models fit to dataset pairs generated from Weibull
distributions. The evaluation criteria are integrated mean error (IME, top left panel), inte-
grated mean squared error (IMSE, top right panel), credible interval width of S(0.75|D,D0)
(bottom left panel), and coverage probability of S(0.75|α) (bottom right panel)

spike and slab prior and thus, a reduction in the magnitude of bias and efficiency given

intermediate between source heterogeneity (i.e., |α| ≈ .5).

Figure 2.3 contains the results of the second investigation, where the primary and sup-

plemental populations have crossing Weibull hazard curves with the same true S(1) value.
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As in the exponential simulations, as the absolute value of α is further from 0, the two

survival curves are more dissimilar and the primary hazard function changes more sharply

across time. The primary K-M estimator again shows consistent nearly zero bias and good

nominal coverage, but poor efficiency when the two sources are commensurate. The pooled

K-M again shows poor bias and efficiency as source heterogeneity grows. The smoothing

commensurate PE model (Comm PE) again closely mirrors the primary PE model and im-

poses far less bias as the two hazard curves become sufficiently dissimilar, while providing

increased efficiency like the pooled PE model when the two populations are commensu-

rate. The Comm PE model shows better nominal coverage probabilities on average than in

the previous exponential investigation. Here, as α departs from 0, the random walk prior

process employed in the PE models is no longer smoothing toward the correct model, the

result is increasingly poor bias and efficiency for all the PE models. The PE models can be

improved greatly by facilitating intra-source smoothing of αk toward ραk−1 as in Fahrmeir

and Lang (2001).

Depending upon the setting, the bias-efficiency profile of the smoothing commensurate

model may not seem appropriate. The advantage of this method is that the investigator

can control the bias-variance profile through the specification of the spike and slab prior

distribution on the inter-source smoothing parameter τ . In simulations not shown here,

the bias-efficiency profile of our method is most sensitive to p0, less sensitive to R and Su,

and insensitive to Sl. In practice, a variety of combinations should be investigated and a

reasonable bias-efficiency profile should be chosen based on the setting. Thinking of the

IME and IMSE curves as a single wave, decreasing p0 will reduce the amplitude and period.

Increasing Su will also reduce the amplitude and period, but will eventually result in greater
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bias overall. Finally, increasing R will reduce the amplitude and have little effect on the

period of the IME and IMSE waves, but the amplitude of coverage probability wave will

increase. All measures will stabilize with further increases in heterogenity. Calibration of

this prior should be done with care, and we do not recommend using one particular spike

and slab specification for every setting.

2.4 Application: Dialysis Patient Heart Stent Surveillance

We now apply our methods to the pair of heart stent datasets, wherein 119 PD patients

received a BMS placement and 159 received a DES placement between 2008-2009. Recall,

the outcome of interest is a composite endpoint of time to a second revascularization or

death, with follow up through December 31st, 2010. We consider the 2008 cohort to be the

supplemental data, and the 2009 cohort to be the primary data. Based on the demographic

characteristics in Table 2.1, the 2008 BMS cohort is older and slightly more white than

the other three cohorts, but all four cohorts are relatively similar. Nevertheless, there

may always exist unobservable sources of heterogeneity that are the accumulation of small

changes in the population and underlying disease management practices over time. Thus,

even if we adjust for all observable sources of heterogeneity, there may still be unexplained

heterogeneity between the two sources of data. Our method will borrow more strength

when there is little evidence of inter-source heterogeneity that cannot be explained by the

covariates.

We begin by illustrating the essential mechanics of our method, that is, less inter-source

borrowing as heterogeneity increases. For now, we ignore the covariates and fit our method
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Table 2.1: Demographics of BMS and DES cohorts in 2008 and 2009. (Percentages for
subgroups with a sample size ≤ 10 have been masked with an asterisk for privacy reasons)

BMS (2008) BMS (2009) DES (2008) DES (2009)

N 62 57 78 81
Number of events 37 28 30 39
Mean follow up (years) 0.403 0.496 0.639 0.575
Race (%)

White 80.6 77.2 73.1 76.5
Black * * 16.7 17.3
Other * * * *

Age (%)
20-64 25.8 52.6 41.0 40.7
65-74 40.3 28.1 37.2 33.3
≥75 33.9 19.3 21.8 25.9

Primary cause of disease (%)
Other 19.4 19.3 19.2 18.5
Diabetes mellitus 43.5 50.9 50.0 45.7
Hypertension 37.1 29.8 30.8 35.8

Dialysis duration in years (%)
<2 37.1 40.3 39.7 49.3
2-5 58.1 43.9 50.0 38.3
6-10 * * * *
≥11 * * 0.0 *

to two different pairs of datasets. We first take the 2009 and 2008 DES cohorts as the

primary and supplemental datasets, respectively. Conversely, we next pair the 2009 DES

cohort with the 2008 BMS cohort, taking the latter as the supplemental dataset. Based on

preliminary investigations, we know the first pairing is more homogeneous than the second

pairing, likely owing to patient selection bias. Thus, we refer to our model fit to the first and

second pairings as the homogeneous and heterogeneous fits, respectively. After preliminary

investigations via simulation into the bias-variance tradeoffs that different specifications

of the spike and slab distribution can provide, we chose Sl = 10−4, Su = 2, Rα = 200,

and p0 = 0.1. This specification of hyperparameters represents much skepticism regarding

exchangeability of the two sources of information, with a prior probability of just 0.1 for
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strong borrowing. We ran three MCMC chains in JAGS (Plummer, 2003) for 2,000 iterations

of burn-in, followed by 500,000 posterior samples thinned every fifty draws for estimation,

and obtained the posterior survival curves displayed in Figure 2.4. For the homogeneous

pairing, the posterior mean survival curve (solid black) interpolates the two K-M estimators

fit to the 2009 DES data alone and to the 2008 DES data alone. For the heterogeneous

pairing, the fitted survival curve (dashed black) follows slightly below the K-M estimator

fit to the 2009 data alone and appears modestly influenced by the 2008 BMS data. Another

notable difference between these two fits is the width of the 95% pointwise credible intervals.

For t > 0.2 the homogeneous fit has tighter intervals, indicating that more strength is being

borrowed from the supplemental data. In fact, the posterior for the inter-study smoothing

parameter τ is in the spike for greater than 95% of the posterior draws for the homogeneous

case, but less than 65% for the heterogeneous case.

We now fit our covariate adjusted model to the heart stent data, accounting for all the

covariates listed in Table 2.1. We borrow strength from the 2008 BMS cohort through the

baseline hazard and the covariate adjustment parameters, but ignore the 2008 DES data

for the sake of illustration. The specification we choose for the spike and slab distribu-

tions placed on the β’s is Sl = 10−4, Su = 2, Rβ = 200, and p0 = 0.1. We used three

MCMC chains each with 500,000 posterior samples thinned every fifty samples for poste-

rior estimation following 2,000 samples of burn-in. We first fit our proposed model taking

γk ≡ γ, k = 1, . . . ,K, and compare the posterior estimates for β and γ with those of a

Cox proportional hazards model fit the 2009 data alone (Current PH), the 2008 data alone

(Supplemental PH), and to the pooled 2008 and 2009 data (Pooled PH). Results from these

four approaches are reported in Table 2.2. Note that the posterior mean hazard ratios from
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Figure 2.4: Posterior survival curves for homogeneous (solid black) and heterogeneous
(dashed black) dataset pairings with their 95% pointwise credible intervals. For reference,
the Kaplan-Meier estimator fit to the 2009 DES data alone (solid grey) and to the corre-
sponding homogeneous 2008 DES (dotted grey) and heterogeneous 2008 BMS (dot-dashed
grey) data alone.

the proposed method are similar to those of the Cox proportional hazards models. In fact,

these estimates from the proposed method are generally intermediate to the Current PH

and Historical PH models. This indicates that the proposed method is borrowing strength

from the supplemental data. The posterior means of the commensurability parameters anal-

ogous to the β parameters (i.e., τβp ’s) are between 18 and 47, indicating partial borrowing.

The τβp with the largest posterior mean (i.e. greatest borrowing) corresponds to the dialysis
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Table 2.2: Results from the proposed method with no time varying covariates and three
Cox proportional hazards models fit to the primary data alone (Curr PH), historical data
alone (Hist PH), and the pooled data (Pool PH). Covariates above the line are associated
with β , while those below the line are associated with γ.

Proposed Curr PH Hist PH Pool PH
Hazard Ratio (95% CI)

Race
White (ref) – – – –
Black 0.58(0.27, 1.13) 0.52(0.24, 1.11) 1.39(0.49, 3.96) 0.77(0.43, 1.38)
Other 0.83(0.27, 2.15) 1.02(0.36, 2.88) 0.46(0.06, 3.50) 0.85(0.34, 2.14)

Age
20-64 (ref) – – – –
65-74 1.21(0.67, 2.13) 1.08(0.59, 1.98) 1.87(0.66, 5.33) 1.32(0.80, 2.19)
≥75 2.22(1.21, 3.98) 1.97(1.05, 3.69) 3.62(1.37, 9.54) 2.55(1.56, 4.18)

Cause of disease
Other (ref) – – – –
Diabetes 1.32(0.73, 2.51) 1.32(0.65, 2.68) 1.17(0.43, 3.16) 1.23(0.71, 2.13)
Hypertension 0.86(0.44, 1.70) 0.84(0.39, 1.84) 0.96(0.36, 2.55) 0.89(0.50, 1.57)

Dialysis duration
<2 yrs – – – –
2-5 yrs 1.29(0.78, 2.12) 1.31(0.77, 2.23) 1.18(0.56, 2.48) 1.28(0.84, 1.94)
6-10 yrs 1.81(0.81, 3.79) 1.90(0.87, 4.15) 2.19(0.21, 22.7) 1.75(0.85, 3.59)
≥11 yrs 1.48(0.30, 5.09) 1.37(0.31, 6.09) 3.61(0.30, 42.9) 2.21(0.66, 7.41)

Stent Type
BMS – – – –
DES 0.82(0.51, 1.33) 0.83(0.50, 1.36) – 0.72(0.48, 1.08)

duration of 2− 5 years covariate, which has very similar hazard ratio estimates in both the

Current and Historical PH models. Furthermore, the 95% posterior credible intervals for

the proposed method are generally tighter than those from the Current PH model, but not

quite as tight as those from the Pooled PH model. For example, the effect of DES has a

credible interval of (0.51, 1.33) for the proposed method versus (0.50, 1.36) from the Current

PH model and (0.48, 1.08) from the Pooled PH model. This tighter credible interval can

primarily be attributed to borrowing information on the baseline hazard function, with a

posterior mean for the inter-study smoothing parameter, τα, of 187.
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Lastly, we fit our proposed method allowing a time varying effect for DES relative to

BMS placement. The resulting posterior mean estimates for β remained very similar to the

results reported in Table 2.2. The γk, k = 1, . . . , 8 estimates suggest a slightly decreasing

effect of DES versus BMS over time, with DES being most effective during the first week

following placement (posterior mean hazard ratio of 0.8), and showing little benefit over

BMS after about 9 months (posterior mean hazard ratio of 1.0). However, none of the

posterior credible intervals excluded a hazard ratio of 1. The diminishing benefit of DES

over BMS has been shown to exist in larger dialysis populations, and (though not shown

here) can clearly be seen when fitting the proposed model to a much larger dataset that

also includes persons on hemodialysis, as discussed in Shroff et al. (2013).
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Chapter 3

Flexible Bayesian survival

modeling with nonparametric

time-dependent and

shape-restricted covariate effects

The primary aim of this chapter is to provide a unified framework that enables investigators

to conduct fully Bayesian analyses of time-to-event data which flexibly assumes the hazard is

merely continuous and also facilitates covariate effect estimation. The piecewise exponential

likelihood formulation used in Chapter 2 somewhat undesirably assumes the hazard is a

discontinuous step function. To avoid this simplification, we construct a piecewise linear

log-hazard model using low-rank thin plate splines, which results in a tractable likelihood

expression. We then extend this approach to facilitate various types of covariate adjustment,
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including nonparametric estimation of time-dependent effects and shape-restricted time-

independent (i.e. proportional hazards) effects.

The remainder of this chapter evolves as follows. In Section 3.1 we provide the details

of likelihood construction and prior specification for the piecewise exponential model and

the proposed piecewise linear log-hazard model in the absence of covariates. In Section

3.2 we extend the aforementioned models to accommodate covariates with various types of

effects on the hazard, including time-dependent and shape-restricted effects. Section 3.3

provides the details and results of simulation studies designed to compare the proposed

piecewise linear log-hazard model with other common models. In Section 3.4 we illustrate

the proposed methods with an analysis of a colorectal cancer clinical trial data.

3.1 Hazard models

In this section we construct the likelihood for the proposed piecewise linear log-hazard

(PL) model in the absence of covariates, and revisit the piecewise exponential (PE) model

discussed in Chapter 2. Prior specification for each of these models is discussed later. We

assume the data consist of N independent observations, wherein ti denotes the observed

time and δi denotes whether ti is an event (δi = 1) or right-censored observation (δi = 0).

Thus, the data are D = (t, δ), where t = (t1, . . . , tN ) and δ = (δ1, . . . , δN ). Without loss of

generality, we assume t ∈ (0, 1].

Recall the likelihood arising from the pair (t, δ) can be expressed as

L(t, δ) = h(t)δ exp

−
t∫

0

h(u)du

 = h(t)δ exp {−H(t)} , (3.1)
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where h(t) > 0 is the hazard function and H(t) =
t∫
0

h(u)du is the cumulative hazard

function. The full-data likelihood for independent observations is then
N∏
i=1

L(ti, δi). Ex-

pressions for time-to-event observations subject to other censoring mechanisms (e.g., left-

or interval-censoring) and truncation are constructed in a similar manner (c.f. Klein and

Moeschberger, 2003, Section 3.5). The survival function is S(t) = exp {−H(t)}. Hence, an

analysis of time-to-event data can be carried out entirely through a model for the hazard

function, h(t), or log-hazard function, log{h(t)}.

3.1.1 Piecewise exponential model

Recall from Chapter 2, the PE model improves upon parametric alternatives by introducing

more parameters to accommodate diverse, possibly non-unimodal shapes of the hazard

function (Ibrahim et al., 2001, Section 3.1). This model is constructed by partitioning the

time axis into K intervals (0 = t̃0 < t̃1 < . . . < t̃K−1 < t̃K = 1), and taking

h(t;λ) = λk for t ∈ Ik, where Ik =
(
t̃k−1, t̃k

]
, k = 1, . . . ,K. (3.2)

Thus, the hazard function in (3.2) is assumed to be a discontinuous piecewise constant

function, where λk > 0 is the value of the hazard function in the kth interval of the time

axis partition. Under (3.2), the cumulative hazard function arises as

H(t;λ) =
K∑
k=1

[{
min

(
max

(
t, t̃k−1

)
, t̃k
)
− t̃k−1

}
λk
]
. (3.3)

The likelihood using this model is constructed by plugging (3.2) and (3.3) into (3.1). We

again use the random walk prior process proposed by Fahrmeir and Lang (2001) and defined

in (2.6) that assumes a smoothing marginal dependence structure on the log(λk)’s. This
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choice is parsimonious and allows strength to be borrowed across adjacent intervals, thereby

improving efficiency and resisting overfitting the data.

The PE model depends upon the choice of K, which needs to be large enough to ensure

the model is sufficiently flexible to capture the true features of the hazard function (Wand,

2000). After choosing K, the placement of the t̃k’s over the domain of t can be done in any

manner, say at the quantiles of the observed event times as in Chapter 2; however, in this

chapter we prefer equally-spaced partitions because the hazard may still exhibit interesting

features in an area where there is a dearth of event times. For example, the hazard may

exhibit a sharp drop that results in event times being distributed away from this feature.

Another approach is to allow K and t̃ to be unknown parameters, though the additional

computational burden typically does not justify the marginal gains in approximation accu-

racy over a reasonable prespecified partition (Sharef et al., 2010). In practice, we suggest

considering an increasing set of K values and selecting the smallest K such that the esti-

mated curve does not change substantially for larger values. For a thorough investigation

and discussion of selecting a partition for penalized splines, see Ruppert (2002).

3.1.2 Piecewise linear log-hazard model

Inference derived from a model that uses a higher-order approximation to the hazard reme-

dies the discontinuity limitation of the PE model. A hazard function is necessarily non-

negative, so we avoid the complexities of imposing positivity constraints by modeling the

unrestricted log-hazard. Another complication arises from the fact that the likelihood ex-

pression in (3.1) requires the evaluation of the definite integral
t∫
0

h(s)ds. Since quadratic

and higher order polynomial models for log{h(t)} do not produce analytical forms for this
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integral, we focus on first-order polynomial log-hazard models.

Penalized splines are a computationally simple, yet highly flexible option that facilitates

using a piecewise linear model. Crainiceanu et al. (2005) demonstrate that low-rank thin

plate splines exhibit fast Markov chain Monte Carlo (MCMC) convergence with low poste-

rior autocorrelation relative to truncated basis splines, and they offer a tractable alternative

to B-splines. A partition of the time axis into K intervals (0 = t̃0 < t̃1 < . . . < t̃K−1 <

t̃K = 1) is again required to model the log-hazard using a low-rank thin plate spline. As

with the PE model, we select K to be large enough to capture the interesting features in

the hazard and employ equally spaced partitions. The resulting model imposes a piecewise

constant derivative upon the hazard, thereby facilitating a model that is more robust to

misspecification than the PE model.

Given the selected partition, we take

log {h(t;α)} = α0 + α1t+

K∑
k=2

αk
(
|t− t̃k−1| − |t̃k−1|

)
, (3.4)

where α = (α0, α1, . . . , αK)ᵀ. The model defined in (3.4) replaces the typical basis terms,

|t− t̃k−1|, with modified basis terms, |t− t̃k−1| − |t̃k−1|, selected so that log{h(0;α)} = α0,

thereby easing prior elicitation for the intercept α0 and improving MCMC convergence. To

simplify notation, we construct a (K + 1) × (K + 1) design matrix TK with the ith row

given by tᵀi,K = (1, ti, |ti − t̃1| − |t̃1|, . . . , |ti − t̃K−1| − |t̃K−1|), so that (3.4) can be rewritten

succinctly as h(ti;α) = exp
(
tᵀi,Kα

)
.
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Under (3.4), the cumulative hazard is

H(t;α) =
K∑
k=1

 min{t,t̃k}∫
min{t,t̃k−1}

e
α0+

k∑̀
=1
α`(u−2t̃`−1)−

K∑
`=k+1

α`s

du



=
K∑
k=1

e
α0+

K∑̀
=1
α`(|sk−t̃k−1|−|t̃k−1|)

{
1− e

−(sk−t̃k−1)

(
k∑̀
=1
α`−

K∑
`=k+1

α`

)}
k∑̀
=1

α` −
K∑

`=k+1

α`

=

K∑
k=1

h(sk;α)
{

1− e −(sk−t̃k−1)(uᵀ
k,Kα(−1))

}
uᵀ
k,Kα(−1)

,

(3.5)

where sk = max{min{t, t̃k}, t̃k−1}, α(−1) = (α1, . . . , αK)ᵀ, uᵀ
k,K = (1ᵀ

k,−1ᵀ
K−k), for k =

1, . . . ,K, and 1ᵀ
k denotes a k-dimensional row vector of ones.

Following the work of Crainiceanu et al. (2005), we construct a (K + 1) × (K + 1)

transformation matrix Dα =
(
I2 0

0 Ω
1/2
α

)
where the (`, k)th entry of the penalty matrix Ωα

is defined as |t̃`− t̃k|, for `, k = 1, . . . ,K− 1. We then apply the transformations a = Dαα,

T = TKD
−1
α , and U = UKD

−1
α,(−1) where UK is a K ×K matrix with kth row given by

uᵀ
k,K , and D−1α,(−1) is the K × (K + 1) matrix obtained by omitting the first row of D−1α .

Next, we rewrite the hazard defined in (3.4) and cumulative hazard defined in (3.2) as

h(ti;α) ≡ h(ti;a) = exp (tᵀia)

and H(ti;α) ≡ H(ti;a) =

K∑
k=1

h(si,k;a)
{

1− e−(si,k−t̃k−1)uᵀ
ka
}

uᵀ
ka

,

(3.6)

where tᵀi is the ith row of T , and uᵀ
k is the kth row of U . The likelihood for the pair (ti, δi)

arises by plugging the hazard and cumulative hazard definitions from (3.6) into (3.1).

We use the standard prior specification for a low-rank thin plate spline, wherein

a0 ∼ N (0, c20), a1 ∼ N (0, c21), and ak|σa
iid∼ N (0, σ2a) for k = 2, . . . ,K. (3.7)
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This prior specification penalizes the coefficients pertaining to the modified radial basis

functions in (3.4), thereby smoothing the resulting estimator and resisting overfitting the

data (Ruppert et al., 2003). The hyperparameters c0 and c1 should be specified so that the

prior distributions for a0 and a1 are sufficiently vague for the setting.

3.2 Covariate Adjustment

Often data derive from a heterogeneous population with measured covariates. Robust esti-

mation methods using flexible hazard models are useful in practice only when incorporated

into a modeling framework that accommodates a diverse class of covariates. In this sec-

tion, we discuss extensions to the PE and PL hazard models developed in Section 3.1 to

incorporate covariates. A diverse class of covariates and their effects can be encountered

in the context of time-to-event data. Time-invariant or baseline covariates assume a fixed

value throughout the time period of interest (e.g., gender, race, a biomarker measured at

baseline, etc.). While not discussed in detail in this paper, time-varying covariates assume

a value that may change over the course of follow-up (e.g., in-patient versus out-patient

status, modifications in the course of treatment, measurements of surrogate markers, etc.).

Note that with either type of covariate, the effect on the hazard may vary over time or

remain constant. We refer to the former as a time-dependent effect, and the latter as a

time-independent or proportional hazards effect.

3.2.1 Time-dependent effect

Assume the data now include information about a time-invariant covariate z that is assumed

to have a time-dependent effect on the hazard function. For example, z may indicate
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assignment to a novel treatment that is thought to have a diminishing benefit relative to

the standard treatment over time. The Cox model does not facilitate estimation of time-

dependent effects, rather it requires a time-independent effects (i.e. proportional hazards)

assumption (Cox, 1975). Extensions to Cox’s proportional hazards model that facilitate

estimation of time-independent effects do not estimate the baseline hazard function, so

jointly characterizing the survival functions for the two (or more) treatment groups is not

feasible. By contrast, the PE and PL models can be extended to provide a uniform approach

for modeling the conditional hazard h(t|z), thereby facilitating investigation of the time-

dependent effect of treatment, as well as the hazard and survival functions in each treatment

group.

Following the work of Gamerman (1991), and as in Chapter 2, the PE model defined in

(3.2) can be extended to accommodate z so that the conditional hazard is

h(t|z;λ,γ) = λk exp(γkz) for t ∈ Ik, where Ik =
(
t̃k−1, t̃k

]
, k = 1, . . . ,K. (3.8)

The γ = (γ1, . . . , γK) are allowed to realize distinct values in each of the K intervals,

thereby facilitating time-dependent effects with a piecewise constant structure using the

same time axis partition. The cumulative conditional hazard H(t|z;λ,γ) arises by replacing

λk in (3.3) with λk exp(γkz). Typically, λ and γ are assumed to be independent a priori,

while the prior specification for λ still follows (2.6) using a log transformation. The prior

specification for γ to induce temporal correlation can also follow the structure of (2.6),

wherein γk|γk−1, σ2γ ∼ N (γk−1, σ
2
γ) for k = 2, . . . ,K.
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To extend the PL model defined in (3.4), we model

log {h(t|z;α)} = (α0,0+α1,0z)+(α0,1+α1,1z)t+
K∑
k=2

(α0,k+α1,kz)
(
|t− t̃k−1| − |t̃k−1|

)
, (3.9)

where α = (α0 99
9α1) and αq = (αq,0, . . . , αq,K)ᵀ, for q = 0, 1. We can write the extended PL

model defined in (3.9) for the ith observation succinctly as h(ti|zi;α) = exp
{
tᵀi,K(α0 +α1zi)

}
,

where tᵀi,K is again the ith row of the matrix TK .

We use the transformations discussed in Section 3.1.2 taking a = Dαα, T = TKD
−1
α ,

and U = UKD
−1
α,(−1), and rewrite h(t|z;α) and H(t|z;α) in terms of a, T , and U . We

omit further details, since the resulting expressions mirror (3.6) with (a0 + a1z) replacing

a. We then assume that a0 and a1 are independent a priori, a standard assumption in the

context of an additive model, and use prior specifications for a0 and a1 analogous to (3.7).

Under (3.9), the log-hazard ratio for an individual having z = 1 relative to z = 0 is a

piecewise linear function given by a low-rank thin plate linear spline with the same set of

basis functions as before. By contrast, the extended PE model in (3.8) assumes that the

log-hazard ratio is piecewise constant over time. Thus, when the time-dependent effect of

z is of interest, the extended PL model offers a continuous alternative to the extended PE

model. Nevertheless, either approach facilitates a nonparametric estimate for the effect of

z over the course of follow-up, whereas a proportional hazards model rigidly assumes that

the effect of z is constant.

The PE model can easily be extended to handle p time-invariant covariates with time-

dependent effects by assuming the conditional hazard in the kth interval is λk exp(zᵀγk),

where zᵀ = (z1, . . . , zp) and γk = (γk,1, . . . , γk,p)
ᵀ, k = 1, . . . ,K. Similarly, the PL model

can be extended by replacing the basis coefficients, (α0,k+α1,kz), in (3.9) with zᵀαk, where
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zᵀ = (1, z1, . . . , zp) and αk = (α0,k, . . . , αq,k), for k = 0, . . . ,K. Extensions of either model

to handle a time-varying covariate z(t) with a time-dependent effect are also straightforward,

requiring a minor adjustment in the calculation of the cumulative hazard to account for the

time-varying nature of z(t).

3.2.2 Nonparametric time-independent effects

Assume the data also include information about a time-invariant continuous covariate x

that is assumed to have a time-independent effect on the hazard function. For example,

x may denote age at baseline, which is assumed to have a constant effect on the hazard

over the course of follow up. In this case, a proportional hazards approach to adjusting for

x is sensible; thus, h(t|x, z) = h∗(t|z) exp {f(x)}, wherein h∗(t|z) denotes the conditional

baseline hazard. Notice that exp {f(x)} factors out in the calculations of the cumulative

conditional hazard so that H(t|x, z) = H∗(t|z) exp {f(x)}, thereby affording the use of

either (3.8) or (3.9) as the model for h∗(t|z). Likewise, in the absence of any covariate z

with a time-dependent effect, h(t|z) ≡ h(t), allowing the use of either (3.2) or (3.4) as a

model for h(t). Hence, the developments of the previous subsection can be combined with

these methods to allow models that adjust for a set of covariates with a mix of time-varying

and time-invariant effects.

Often a standard linear regressor (i.e. f(x) ≡ βx) will be a sufficiently flexible choice for

the effect of x. However, when x is a continuous covariate, a more general assumption for

the relationship between x and the hazard may be necessary. For example, a nonparametric

model may be warranted when the effect of x is believed to be a smooth nonlinear function

over the domain of x. Alternatively, a shape-restricted model may be more appropriate
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when there is a scientific basis to assume that the effect of x is monotonically increasing.

Smooth nonlinear effect

When f(x) is assumed to be a smooth function over the domain of x, say continuously

differentiable, cubic splines are a natural choice (Ruppert et al., 2003). In the context of a

Bayesian analysis, we prefer low-rank thin plate cubic splines for their simple construction

and tendency to exhibit fast MCMC convergence. The construction of a low-rank thin plate

cubic spline for f(x) is similar to the approach of Section 3.1.2. Without loss of generality,

we assume x ∈ [0, 1] and specify a partition with J pieces (0 = x̃0 < x̃1 < . . . < x̃J = 1)

over this domain. After selecting a partition, we model

f(x;β) = β1x+

J∑
j=2

βj
(
|x− x̃j−1|3 − |x̃j−1|3

)
. (3.10)

Note that the model in (3.10) fixes the intercept at zero, ensuring identifiability since

h(t|z, x = 0) ≡ h∗(t|z). Thus, the conditional baseline hazard represents the hazard of

an individual having x = 0 and arbitrary z.

In practice, again following the work of Crainiceanu et al. (2005), we reformulate the

model defined in (3.10) using the J × J transformation matrix Dβ =
(

1 0

0 Ω
1/2
β

)
, wherein

the (j, k)th entry of Ωβ is defined as |x̃j − x̃k|3, for j, k = 1, . . . , J − 1. We let xᵀ
i,J =

(xi, |xi− x̃1|3−|x̃1|3, . . . , |xi− x̃J−1|3−|x̃J−1|3) denote the ith row of the N×J matrix XJ ,

and define X = XJD
−1
β and b = Dββ. Doing so, we have that f(xi;β) ≡ f(xi; b) = xᵀ

i b

where xᵀ
i denotes the ith row of X. We then assume that b is independent of a a priori,

specify a vague prior for b1, and take bj |σb
iid∼ N (0, σ2b) for j = 2, . . . , J .
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Monotone nonlinear effect

Sometimes, understanding of an underlying biological mechanism may justify assuming that

f(x) is of some particular shape. Many types of shape restrictions can be imposed tractably

through the prior when f(x) is modeled as a truncated quadratic spline (c.f. Shively et al.,

2011). A truncated quadratic spline is formulated as

f(x;ψ) = ψ1x+ ψ2x
2 +

J∑
j=2

ψj+1(x− x̃j−1)2+, (3.11)

where (x)2+ = max(x, 0)2. Note that the model in (3.11), like the model in (3.10), fixes

the intercept at zero. Thus, h∗(t|z) again represents the hazard for an individual having

x = 0 and arbitrary z, and ef(x;ψ) again measures the hazard ratio of an individual having

arbitrary x compared to one having x = 0.

Using (3.11), monotonicity can be imposed by forcing the first derivative, f ′(x;ψ), to

be non-negative for all x ∈ [0, 1]. Since f ′(x;ψ) = ψ1 +
J∑
j=1

2ψj+1(x− x̃j−1)+ is a piecewise

linear function, the local minima in each interval (x̃j−1, x̃j) will be realized at boundaries

(i.e. x̃j−1 or x̃j). Therefore, the necessary constraints are identified by evaluating f ′(x;ψ)

at each interval boundary (i.e. x̃0, . . . , x̃J), and requiring that each of the resulting J + 1

expressions be non-negative. Doing so, the constraints arise as

ψ1 ≥ 0 and ψ1 +

j∑
k=1

2 (x̃j − x̃k−1)ψj+1 ≥ 0, j = 1, . . . , J. (3.12)

Notice that the constraints in (3.12) are linear combinations of ψ. Applying the transfor-

mation p = Lψ, where L is a (J + 1) dimensional lower triangular matrix with jth row

up to the diagonal given by (1, 2(x̃j − x̃0), . . . , 2(x̃j − x̃j−1)), the monotonicity constraints

in (3.12) are simply pj ≥ 0, j = 1, . . . , J + 1. Thus, these constraints can be imposed by
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specifying prior distributions for each pj that have nonnegative support (Shively and Sager,

2009), e.g.,

π(pj) ≡ νjN (pj |0, 104)I[0,∞)(pj) + (1− νj)I0(pj), for j = 1, . . . , J + 1, (3.13)

where N (pj |0, 104)I[0,∞)(pj) denotes a truncated normal distribution with positive support,

I0(pj) denotes the indicator function, and the νj are prespecified mixture weights. Since

f ′(x̃j ;ψ) = pj , the νj control the prior probability that f ′(x;ψ) is positive at x̃j . Thus,

1− νj is the prior probability that f(x;ψ) is unchanging at x̃j−1, allowing control over the

probability of intervals in x for which f(x;ψ) is constant. The prior specification in (3.13)

deviates slightly from that of Shively and Sager (2009), who use a mixture of a (J + 1)

dimensional multivariate normal distribution truncated to have positive support in each

dimension of ψ, and probability masses corresponding to each boundary wherein a subset

of ψ is exactly zero. The univariate mixture structure we propose in (3.13) is substantially

easier to construct in practice, and the resulting posterior estimates are similar.

Extensions to handle an arbitrarily large set of covariates containing a mix of effect

types are straightforward. Further, the time-independent effects may include a mix of

smooth nonlinear, shape-restricted, or linear effects. Using an additive framework, we can

model h(t|x, z) = h∗(t|z) exp

{
p∑̀
=1

f(x`)

}
where log{h∗(t|z)} has the generalized piecewise

constant or piecewise linear structure discussed in Section 3.2.1, and the f(x`) are modeled

as discussed in Section 3.2.2. Lastly, we could in theory consider a time-dependent nonlinear

effect, however the amount of data and computation time needed to reliably estimate such

a complex effect may be prohibitive in practice.
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3.3 Simulation Investigations

This section consists of three simulation studies that investigate the performance of the PL

model relative to the PE model. First, we compare their performance for estimation of a

hazard function with a complex shape and resultant survival function in a homogeneous

population. Second, we compare the extended PL and PE models developed in Section

3.2.1 for estimation of a time-dependent effect. Third, we compare the nonparametric time-

independent effect estimation approaches developed in Section 3.2.2 for estimation of a

monotone effect.

3.3.1 Hazard Function Estimation

Here we evaluate how the performance of the PL and PE models are affected by the shape

of the true hazard function in a homogeneous population. We consider estimation of three

true hazard functions using two sample sizes, N = 50 and 200, and consider equally-spaced

partitions of the time axis. The piecewise constant assumption requires a finer partition

than the piecewise linear assumption to reasonably approximate a complex hazard function,

so we consider varying partition sizes of K = 5, 10, and 20 for the PE model, and K = 3, 8,

and 15 for the PL model.

We evaluate the performance of each model over R simulation runs, in each of which

we generate pairs (ti, δi) of independent, possibly right censored observation times, i =

1, . . . , N . In each run, the N independent observations are drawn from a survival function

with a prespecified underlying hazard function h(t). To draw an observation from a survival

function with an arbitrary h(t), we follow the inverse cumulative density function method
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of Bender et al. (2005).

Formally, we specify a target function h(t) such that H(t) is available analytically. We

then generate an event time yi from S(t) = exp{−H(t)} by drawing a ui ∼ U(0, 1), and

defining yi = H−1{− log(ui)}. Since H(t) is available analytically, we can solve the latter

identity numerically, thereby affording diverse classes of hazard function shapes from which

to choose. We also draw a corresponding censoring time ci from an independent distribution

calibrated so that the resulting data exhibit approximately 15% censoring. Finally, we

calculate the observed time ti = min(yi, ci) and event indicator δi = I(ti ≤ ci).

Throughout this subsection we specify vague N(0, 104) priors for the unpenalized param-

eters (i.e. log(γ1), a0 and a1), and follow Gelman (2006) by specifying vague U(0.01, 100)

priors for the standard deviation hyperparameters (i.e. σλ, σa), where U(a, b) denotes a

uniform distribution on (a, b).

In each simulation run, we fit the PE and PL models to the generated data for each

partition size K under consideration. We then save the posterior mean hazard function

and survival function estimates from each model at M = 100 equally spaced time points

sm ∈ [0, 1], m = 1, . . . ,M . We iterate this process over R = 200 simulation runs, and denote

the posterior mean hazard function estimates in each run as ĥ(r)(sm) and survival function

estimates as Ŝ(r)(sm), for r = 1, . . . , R. Posterior estimation was conducted by calling JAGS

(Plummer, 2003) in R via the R2jags package, and using the snowfall package for parallel

computing. For all models, we used 2 chains with 2,000 iterations of burn-in, followed by

10,000 iterations for posterior estimation.

We compare the pointwise posterior mean hazard estimates, h̃(sm) = 1
R

R∑
r=1

ĥ(r)(sm), as

well as the empirical pointwise 2.5%, 10%, 90% and 97.5% quantiles. We also calculate the
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Figure 3.1: Each row corresponds to an investigation under a different true hazard (broken
line). The two leftmost columns contain results pertaining to hazard estimation and the
two rightmost columns pertain to survival function estimation. The first and third columns
from the left correspond to the piecewise exponential model with K = 20, whereas the
second and fourth column correspond to the piecewise linear log-hazard model with K = 8.
All results are based on R = 200 simulation runs each with a sample size of N = 200 and
average number of events of 185.

root-integrated squared error of the pointwise mean hazard curve,

RISE =

√√√√ 1

M

M∑
m=1

[
h̃(sm)− h(sm)

]2
. (3.14)

The evaluation criteria for the survival function S(t) are defined analogously.

The first and third columns of Figure 3.1 depict the results of the PE model with

K = 20, whereas the second and fourth columns depict the results of the PL model with

K = 8. The three true hazard functions are depicted by the broken lines Figure 3.1a,

whereas their corresponding survival functions are depicted in Figure 3.1b. We omit the

analytical expressions, but note that these hazard functions were selected to cover an array

of shapes with S(1) ≈ 0.1.

47



The pointwise mean estimate h̃(t) for the PE model (first column) is a discontinuous

piecewise constant function, whereas our proposed PL model (second column) results in

a continuous estimate. As evidenced by the results depicted in the first and third row,

both approaches struggle to detect a shift in hazard beyond 80% follow-up (t-axis) where

the data are quite sparse. The PL model exhibits slightly greater variability than the PE

model in this data-sparse region. In the top row, RISE is slightly larger for the PL model

than the PE model, however, the PL model provides a markedly smaller RISE than the PE

model when only integrating over the initial 80% of follow-up (0.061 versus 0.132). The PL

model provides an improvement in RISE over the PE model for the scenarios depicted the

middle and bottom rows. Turning to the survival function evaluation, the PL model (fourth

column) results in RISE values that are slightly smaller in magnitude than the PE model

(third column) across all three scenarios. The differences are slight; however, the proposed

PL model better captures the dips in the true survival function.

Results of the simulation investigation described in Section 3.3.1 for N = 50 are de-

picted in Figure 3.2. In this scenario, both models exhibit greater variation owing to the

smaller sample size; however, the same trends hold, and the PL model exhibits better RISE

properties both in terms of hazard function and survival function estimation. For either

N = 50 or N = 200, both the PL and PE models exhibit markedly worse properties for

the smaller K values considered, with which there are too few parameters to reasonably

capture the features of the true hazard function.
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(b) Survival Function Evaluation

Figure 3.2: Each row corresponds to an investigation under a different true hazard (broken
line). The two leftmost columns contain results pertaining to hazard estimation and the
two rightmost columns pertain to survival function estimation. The first and third columns
from the left correspond to the piecewise exponential model with K = 20, whereas the
second and fourth column correspond to the piecewise linear log-hazard model with K = 8.
All results are based on R = 200 simulation runs each with a sample size of N = 50 and
average number of events of 42.

3.3.2 Time-dependent Effect Estimation

For this investigation we introduce a binary treatment indicator z with Pr(z = 1) =

Pr(z = 0) = .5. We consider a scenario where the effect of z is time-dependent, and

another where the effect of z is time-independent (i.e. satisfies the proportional hazards

assumption). Here we evaluate the performance of the extended PL model defined in (3.9)

compared to the similarly extended PE model defined in (3.8). For the time-independent

scenario the extended models provide more flexibility than is needed, so to investigate their

possible loss of efficiency, we also fit proportional hazards (PH) versions of the PE and PL

models. That is, we assume h(t|z) = h∗(t) exp{βz} where the baseline hazard, h∗(t), is

defined by (3.2) for the PE-PH model and by (3.4) for the PL-PH model. Lastly, we also
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fit Cox’s PH model using the coxph() function from the survival package available in R.

To compare the methods, we generate N = 200 survival observations (ti, δi, zi) from

a distribution with a prespecified conditional hazard h(t|z) using the inverse cumulative

density function method discussed in (3.3.1). We fit each model to these data, and save the

posterior mean estimates at 100 equally spaced grid points over t ∈ [0, 1] for the hazard ratio

curve, HR(t) = h(t|z = 1)/h(t|z = 0), the control hazard, h(t|z = 0), and the treatment

hazard, h(t|z = 1). We note that hazard ratio for the three PH models is a constant, and

that Cox’s PH model provides no estimate of h(t|z = 0) or h(t|z = 1).

We iterate this data generation and model fitting process over R = 200 simulation runs,

after which we calculate the pointwise mean hazard ratio curve and conditional hazard

function curves from each approach, as well as the empirical 2.5th, 10th, 90th and 97.5th

pointwise percentiles. Using these quantities we again compare the behavior of the ap-

proaches visually. For a concise quantitative comparison, we calculate RISE for the hazard

ratio curve and the conditional hazards in a similar fashion to (3.14).

For the time-dependent scenario in Figure 3.3a, the extended PE model (first column)

results in discontinuous estimates of each curve, whereas the extended PL model (second

column) results in continuous estimates of the log-hazard. For all three quantities, the

extended PL model exhibits slightly greater variability in the right tail where the data

become sparse. However, the extended PL model still results in a smaller RISE than the

extended PE model for all three curves. Though not depicted, the PL-PH and PE-PH

models result in constant estimates and exhibit RISE values two to three times larger in

magnitude than the extended PL model. Cox’s PH model provides estimates only for the

hazard ratio curve, with a large RISE of 1.094.
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(b) True Time-independent Effect Scenario

Figure 3.3: Results for the scenario where z has a time-dependent effect are depicted in
the two leftmost columns, whereas results for the scenario where z has a time-independent
(i.e. proportional hazards) effect are in the two rightmost columns. From top to bottom the
rows correspond to the hazard ratio curve, control group hazard curve and treatment group
hazard curve. The first and third columns correspond to the extended piecewise exponential
model with K = 20, and the second and fourth columns to the extended piecewise linear log-
hazard model with K = 8. The top row evaluates each method for hazard ratio estimation,
whereas the middle and bottom row pertain to estimation of the conditional hazard where
z = 0 and z = 1, respectively. All results are based on R = 200 simulation runs each with
a sample size of N = 200.

Turning to the time-independent scenario in Figure 3.3b, the extended PL model (fourth

column) again displays slightly greater variability in the right tail, yet exhibits smaller RISE

than the extended PE models. The three PH models (not depicted) each result in reduced

variability that is especially noticeable in the right tail. As expected, the PH models result

in a smaller hazard ratio RISE than the highly parameterized models, with the PL-PH

model exhibiting the smallest at 0.006. By contrast, the conditional hazard RISE values

are only slightly larger for the highly parametrized models than their PH equivalents. For

example, RISE of h(t|z = 0) for the PL-PH model is 0.111 versus 0.125 for the extended
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Table 3.1: Distributional summaries for RISE(r) values of the individual hazard ratio curve
estimates.

True Time-dependent Effect
Model Mean (SD) 2.5% 10% 50% 90% 97.5%

Extended PL 0.58 (0.20) 0.25 0.35 0.57 0.80 1.05
Extended PE 0.63 (0.15) 0.38 0.44 0.63 0.83 0.90
PL-PH 1.13 (0.09) 1.07 1.07 1.09 1.22 1.36
PE-PH 1.13 (0.10) 1.07 1.07 1.09 1.23 1.40
Cox’s PH 1.13 (0.09) 1.07 1.07 1.09 1.23 1.36

True Time-independent Effect

Extended PL 0.48 (0.30) 0.14 0.21 0.41 0.74 1.15
Extended PE 0.33 (0.19) 0.09 0.12 0.29 0.55 0.78
PL-PH 0.18 (0.15) 0.01 0.02 0.14 0.41 0.53
PE-PH 0.18 (0.15) 0.00 0.02 0.14 0.40 0.52
Cox’s PH 0.18 (0.15) 0.01 0.02 0.14 0.40 0.52

PL model.

The previous evaluation criteria assess the performance of the average posterior mean

estimates, but we may additionally compare distributional summaries of the individual

RISE values for the posterior mean hazard ratio curve estimates amongst the R = 200

simulation runs. Letting ĤR
(r)

(t) denote an estimate for the hazard ratio curve in the rth

simulation run, we define

RISE(r) =

√√√√ 1

M

M∑
m=1

[
ĤR

(r)
(sm)−HR(sm)

]2
, for r = 1, . . . , R.

We then compare the mean, standard deviation, and selected empirical quantiles of the

RISE(r)’s for each model.

The results are summarized in Table 3.1. The extended PL model, owing to its flexibility,

exhibits the greatest variation of all the methods, as evidenced by its largest standard

deviation (SD). However, when the effect of z is truly time-dependent, the extended PL

model outperforms all the other models considered. The performances of the three PH
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models are nearly indistinguishable with respect to the hazard ratio curve for both the time-

dependent and time-independent scenarios. When the effect of z is time-independent, as

these models correctly assume, the PH models outperform the highly parametrized extended

PL and PE models. However, even here the RISE(r) extended model distributions overlap

substantially with those of the PH models.

3.3.3 Time-independent Monotone Effect Estimation

For our last investigation we introduce a continuous covariate x, and consider a scenario

where the effect of x is a monotone nonlinear function, and another where it is linear. Here

we compare the performance of the nonparametric model defined in (3.11) that imposes

monotonicity shape restrictions with that of the unrestricted nonparametric model defined

in (3.10), using the PL model defined in (3.4) as the model for the baseline hazard. In

the linear scenario, the proposed models allow more flexibility than is needed, so we also

fit a model that correctly assumes linearity in the effect of x with the PL model for the

baseline hazard. We also consider Cox’s PH model with an AIC-optimal smoothing spline

estimate for the effect of x. We estimate the latter model using the coxph() function with

a pspline(x,df=0) term.

For evaluation, we generate N = 200 survival observations (ti, δi, xi) from a survival

function with a prespecified conditional hazard h(t|x) = h∗(t) exp{f(x)} using a straight-

forward extension of the inverse cumulative density function methods discussed in Section

3.3.1. We fix the xi at N equally spaced points across [0, 1] for all R simulation runs, so

that for each run we are only generating new, possibly right censored observation times that

are conditional on the same set of xi’s. We then fit each model to these data, and save the
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(b) Linear Effect Evaluation

Figure 3.4: Results for the scenario with a monotone nonlinear effect of x are displayed in
the four leftmost panels, whereas the results for the monotone linear scenario are displayed
in the four rightmost panels. On each respective side, the upper left panel corresponds
to the model with a standard linear regressor, the upper right panel corresponds to Cox’s
proportional hazards model with an AIC optimal smoothing spline estimator of f(x), and
the bottom left and right panels correspond to the proposed nonparametric methods without
and with monotone shape restrictions, respectively. All results are based on R = 200
simulation runs each with a sample size of N = 200.

posterior mean estimates for the log-hazard ratio curve at the N equally spaced xi ∈ [0, 1]

values. The log-hazard ratio curve can be calculated relative to any x value; we choose to

calculate this curve relative to the central value, x = .5. Hence, the estimated log-hazard

ratio curve denotes the log-hazard ratio for an individual having arbitrary x versus an indi-

vidual having x = 0.5; therefore, the value of the estimated curve at x = 0.5 is always zero.

Iterating this process over R = 200 simulation runs, for each model we calculate the point-

wise mean log-hazard ratio curve, corresponding RISE values, and pointwise percentiles as

we did in Section 3.3.1.

For the scenario with a true monotone nonlinear log-hazard ratio curve, Figure 3.4a
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shows the model with the standard linear regressor (top left panel) results in a suboptimal

linear fit with the worst RISE value. Cox’s PH model with an AIC-optimal smoothing

spline estimate of f(x) (top right panel) and the proposed unrestricted model (bottom left

panel) perform similarly, though the former tends to exhibit greater variability as indicated

by the wider empirical percentile regions. By contrast, the proposed shape-restricted model

(bottom right panel) exhibits the best average behaviour as indicated by the lowest RISE

value. In addition, the shaded percentile regions for the shape-restricted model confirm

that the resulting estimate always satisfies f(x < .5) ≤ f(x = .5) = 0 ≤ f(x > .5).

Turning to the monotone linear scenario, Figure 3.4b shows that the performance of

Cox’s PH model (top right panel) and the proposed unrestricted model (bottom left panel)

do not deteriorate much relative to the “correct” model that uses a standard linear regressor

(top left panel). Cox’s PH model again exhibits greater variability than the proposed

unrestricted method, as indicated by the wider and undulating percentile regions. By

contrast, the proposed shape-restricted model (bottom right panel) seems to deteriorate

slightly, perhaps owing to the relatively large prior weight given to the probability masses

on zero (i.e. Pr(pj = 0) = .5) which indicates a moderate prior belief that f contains static

intervals along the domain of x, which is not the case here.

3.4 Application: Colorectal Cancer Clincal Trial

In this section, we combine the methods proposed in Sections 3.1 and 3.2 to analyze data

from the clinical trial reported by Goldberg et al. (2004). This trial assessed the efficacy of

three treatment regimes on patients with previously untreated metastatic colorectal cancer.
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The drug combinations considered were irinotecan and bolus fluorouracil plus leucovorin

(IFL), and two novel regimes: oxaliplatin and infused fluorouracil plus leucovorin (FOL-

FOX), and irinotecan and oxaliplatin (IROX). The trial enrolled 795 patients, and randomly

allocated 264 to each of the IFL and IROX regimes, and 267 to the FOLFOX regime. The

primary analysis goal is to characterize the comparative effectiveness of each regime in terms

of overall survival over the eight years following treatment initiation. A secondary goal is

to jointly characterize the effect of aspartate transaminase (AST), a liver failure biomarker

measured at baseline, that is thought to have an nondecreasing effect on the hazard for

death over the domain of AST.

To analyze these data, we standardize the observation times (ti) and AST values (xi) so

that ti ∈ (0, 1] and xi ∈ [0, 1], i = 1, . . . , N . We do not assume that the effect of IROX and

FOLFOX relative to IFL satisfy the proportional hazards assumption, but rather allow time-

dependent effects for each regime as described in Section 3.2.1. Furthermore, we consider

jointly modeling the effect of AST with and without a monotonicity shape restriction, as

described in Section 3.2.2. After preliminary investigation, we selected an equally spaced

time-axis partition of size K = 20, and equally spaced partitions of the AST covariate range

of size J = 20 for the unrestricted model and J = 10 for the shape-restricted model. For the

model where the effect of AST was restricted to be monotone, we chose to use prior mixture

weights of vj = .5, j = 1, . . . , J + 1. This choice indicates a moderate prior belief that the

log-hazard ratio curve is constant for some interval along the domain of AST values. For

estimation, we used 2 chains with 2,000 iterations of burn-in, followed by 20,000 iterations

for posterior estimation.
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Figure 3.5: Hazard ratio curves over the course of follow-up for each treatment comparison
(first column), and over the domain of aspartate transaminase (AST) with and without
shape restrictions (second column). From top to bottom, the hazard ratio curves on the
left compare IROX to IFL, FOLFOX to IFL, and FOLFOX to IROX. The hazard ratio
curves on the right are the unrestricted estimate followed by the monotone shape-restricted
estimate, each calculated relative to an individual having an AST of 40 U/L. The light grey
tick marks denote the observed event times for the relevant regimes in the left column, and
the observed AST values in the right column, whereas the thick dark grey tick marks denote
the quartiles.

The results of our analysis are displayed in Figure 3.5. The first column displays pos-

terior summaries of the hazard ratio curves from the three possible treatment comparisons

over the initial five years of follow-up since treatment initiation, while adjusting for AST

subject to monotonicity shape restrictions. We note that these results are nearly indistin-

guishable from the results of the model that adjusts for AST nonparametrically without

constraints, which is apparently due to the even distribution of AST demographics across

the three treatment regimes. The top left panel shows that IROX appears to reduce the

hazard for death relative to IFL by about 20% during the initial year and a half, but the

amount of evidence is not substantial and its advantage over IFL is less clear after that point
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in the follow-up. The middle panel on the left shows that there is substantial evidence that

FOLFOX reduces the hazard for death relative to IFL by about 40% during the initial four

years of follow-up. The lower left panel suggests FOLFOX even reduces the hazard for death

relative to IROX by about 20% during the initial two and half years, though the evidence

is less substantial as the 95% credible intervals contain 1 throughout much of this period.

Naturally, the amount of evidence decreases as the number of patients at risk shrinks as

evidenced by the increasing width of the credible regions as follow-up accrues. The benefits

of either IROX or FOLFOX relative to IFL do appear to diminish slightly over the course

of follow-up, though there is no substantial evidence for time dependency in either case,

suggesting that a proportional hazards model may indeed be acceptable for these data.

The second column of Figure 3.5 compares the results from the unrestricted (top right

panel) and shape-restricted (bottom right panel) analysis for the hazard ratio over the

domain of AST. Both of these curves depict the hazard ratio for an individual having

arbitrary AST units per liter (U/L) versus an individual having an AST of 40 U/L, which

is the standard upper threshold for the normal range of AST. Hence, the hazard ratio must

be 1 at an AST of 40 U/L. The unrestricted estimate suggests an increasing hazard of death

up to 150 U/L, but this hazard diminishes for higher AST values. Since larger AST values

are indicative of complications, this is a non-intuitive signal and may purely be a result

of sampling variation (and sparse data for long follow-ups) rather than a true effect. By

contrast, the monotone estimate is static in the lower domain of AST values (≤30 U/L),

then increases sharply until about 60 U/L, at which point it remains constant, suggesting

that the hazard ratio of death remains constant for increasingly high levels of AST. The

resulting estimate provides evidence that patients with AST at or above 60 U/L appear

58



to have a hazard for death nearly 1.5 times higher than those with an AST of 40 U/L,

whereas persons with AST below 30 U/L have a hazard about 0.75 times lower than those

with an AST of 40 U/L. Hence, our shape restricted model indicates what is essentially a

changepoint model, though this precise form was not anticipated.
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Chapter 4

Generalized mixture

commensurate priors for combining

nonexchangeable functional and

survival data sources

This chapter develops a prior construct that facilitates data dependent borrowing of strength

from supplemental data when using Bayesian penalized splines as a nonparametric model

for unknown functional forms, including hazard functions and functional covariate effects in

general. In Section 4.1 we discuss our general prior specification framework in the presence

of supplemental data. In Section 4.2 we introduce a class of models for functional data

analysis using Bayesian penalized splines, and then apply the proposed prior specification

to borrow strength from a supplemental source with respect to a functional covariate effect.
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This section also includes a simulation assessment of the operating characteristics of the

proposed framework and an analysis of functional perfusion computed tomography data.

In Section 4.3 we apply the proposed methods in the context of a time-to-event analysis

using data from two colorectal cancer clinical trials.

4.1 Generalized Mixture Commensurate Priors

In general, we may want to borrow strength from supplemental data with respect to a set

of parameters that have a prior marginal dependence structure and collectively characterize

the shape of a curve or surface. In these cases, we need a prior construct that will retain

the conventional dependence structure, yet borrow from the supplemental data to a degree

that reflects the coherence of the entire set of parameters. The approach taken in Chapter

2 accomplishes these aims, though it is not clear how to extend these methods to other

contexts. Furthermore, the computation is rather inefficient and obtaining convergence was

a struggle a times, likely due to the double use of the commensurability parameter–once in

the weight calculation, and again in the precision structure.

For the univariate setting, the hierarchical commensurate prior specification discussed

in Section 2.1 implies a scale mixture prior on θ given θ0 and η,

π(θ|θ0, η) ≡ (1− ν) N (θ|θ0, η−1) + ν N (θ|θ0,R−1), (4.1)

where π(η) ≡ U(η|Sl,Su). This spike and slab approach resulted in a prior for θ that was a

two-piece mixture of a highly concentrated distribution (i.e., N (θ|θ0,R−1)) and a relatively

diffuse distribution (i.e., N (θ|θ0, η−1)), both centered at θ0. The construction in 4.1 has

clear parallels to Bayesian variable selection methods, wherein the prior for a regression

61



coefficient is a two-piece mixture with one vague component and the other component

heavily concentrated about zero (cf. George and McCulloch, 1997). Hence, the spike should

be specified such that if θ ∼ N (θ0,R−1), θ deviates negligibly from θ0. On the other hand,

the slab should contain small values that correspond to at most modest shrinkage of θ toward

θ0. Hence, a N (θ0, u
−1) prior for θ would be at most modestly informative. The calibration

of R and u will depend on the magnitudes of θ and θ0. In our experience, posterior inference

on θ is insensitive to modest shifts in these hyperparameters. The same cannot be said for

the fourth hyperparameter, ν, the prior probability of θ being effectively equal to θ0, which

can substantially affect the posterior distribution of θ in small sample settings. Hence, the

value for ν should be chosen to deliver satisfactory operating characteristics, such as mean

squared error properties; c.f. Section 3.3.

Now, let θ = (θ1, . . . , θK)ᵀ, K > 1, and assume in a conventional analysis (no supple-

mental data) that the prior π∗ for θ has the conditional independence structure π∗(θ|ξ) =

K∏
k=1

π∗(θk|ξ). ξ is a nuisance parameter that induces a priori marginal dependence amongst

the components of θ. With supplemental data, θ0 and π∗(θ0|ξ0) assume analogous interpre-

tations and distributional families, respectively. In this context, we propose the following

prior specification:

π(θ,θ0, ξ, ξ0, ν) = π(θ|θ0, ξ, ν)π∗(θ0|ξ0)π(ξ)π(ξ0)π(ν),

where π(θ|θ0, ξ, ν) =
K∏
k=1

[(1− ν) π∗(θk|ξ) + ν π(θk|θ0,k)] .
(4.2)

The prior specifications for π∗(θ|ξ), π∗(θ0|ξ0), π(ξ), and π(ξ0) mirror a conventional analysis

of these data. To facilitate borrowing of strength, we take π(θk|θ0,k) in (4.2) to be heavily

concentrated about θ0,k, for k = 1, . . . ,K. Lastly, we place a B(a, b) hyperprior on ν, where
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B(a, b) denotes a beta distribution with mean a
a+b . We employ a single mixture weight ν

to improve efficiency, and to ensure that borrowing of strength from the supplemental data

reflects coherence across all the components of θ.

Hereafter, we refer to the general framework defined in (4.2) as a generalized mixture

commensurate (GMC) prior because the resulting prior is composed of K two-piece mixtures

and generalize the commensurate prior defined in (4.1). The two pieces consist of a prior

distribution π∗ that is typically used in the absence of supplemental data, and a prior

distribution π that is heavily concentrated about the supplemental counterpart. Due to

the former distribution, the GMC prior specification preserves the conventional marginal

dependence structure (if any) among the components of θ, and due to the latter, it borrows

between the sources. When zero weight is given to the heavily concentrated pieces in (4.2)

a posteriori, posterior inference will mirror that of a conventional analysis in which one

chooses to ignore the supplemental data a priori. We estimate models with the GMC

prior framework using Gibbs sampling methods by introducing auxiliary Bernoulli random

variables with probabilities determined by the mixture weights (Geweke, 2007). This way,

posterior estimation can be conducted straightforwardly by using JAGS in R via the R2jags

package (Plummer, 2003).

4.2 GMC Priors in Functional Data Regression Analysis

For simplicity, we assume the outcome variable y = (y1, . . . , yn)ᵀ has a nonlinear regression

structure dependent upon a single continuous covariate t = (t1, . . . , tn)ᵀ (e.g., time, age,

weight, etc.). Thus, we may assume yi|ti
iid∼ f [g{µi}], where f has known distributional
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form (e.g., Gaussian, Bernoulli, Poisson, etc.), g is a known link function (e.g., identity,

logit, log, etc.), and µi = α + φ(ti), for i = 1, . . . , n, wherein α is an intercept and φ is

an unknown function that must be estimated. Often primary interest lies in the shape,

derivatives, or some other function of φ, and φ requires a smooth but flexible nonlinear

specification, as opposed to a simple linear specification φ(ti) = βti. We focus our attention

on one particular nonlinear specification for φ, low-rank thin plate cubic splines, because

of their simple construction and tendency to exhibit better Markov chain Monte Carlo

(MCMC) convergence properties in a Bayesian context (Crainiceanu et al., 2005). For an

extensive examination of splines, including other types of basis functions, see Ruppert et al.

(2003, Ch. 3).

Similar to Section 3.2.2, we model

φ(t;θ) = θ1t+
K∑
k=2

θk
(
|t− t̃k−1|3 − |t̃k−1|3

)
. (4.3)

In the absence of supplemental data, we would complete the Bayesian specification of (4.3)

by taking a series of transformations such that β1 = θ1, β(−1) = Ω1/2θ(−1), where the

(j, k)th entry of Ω is defined as |t̃j−1 − t̃k−1|3, for j, k = 2, . . . ,K. Here K indexes the

number of basis functions in the spline, or equivalently, the number of knots t̃k’s used to

construct the spline. We then complete the specification of the low-rank thin plate cubic

spline model by assuming that

π∗(β1) ≡ N (β1|0, 104), π∗(βk|σβ) ≡ N (βk|0, σ2β) for k = 2, . . . ,K,

and π∗(σβ) ≡ U(σβ|0.01, 100).

(4.4)
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The prior construct in (4.4) shrinks the components of β(−1) toward zero, effectively smooth-

ing φ as defined in (4.3).

4.2.1 GMC Prior Specification

In the presence of supplemental data, we assume the same model structure as the primary

data. Formally, we assume y0,i0 |t0,i0
iid∼ f [g{µ0,i0}], where µ0,i0 = α0 + φ0(t0,i0), for i0 =

1, . . . , n0, wherein α0 and φ0 are the supplemental data analogues to α and φ, respectively.

To ensure φ0 is indeed analogous to φ, we use the same knots t̃, and take φ0(t0;θ0) = θ0,1t0+

K∑
k=2

θ0,k
(
|t0 − t̃k−1|3 − |t̃k−1|3

)
. We then apply the transformation β0,1 = θ0,1, β0,(−1) =

Ω1/2θ0,(−1), and use the prior specifications: π∗(β0,1) ≡ N (β0,1|0, 104), π∗(β0,k|σβ0) ≡

N (β0,k|0, σ2β0
) for k = 2, . . . ,K, and π∗(σβ0) ≡ U(σβ0 |0.01, 100). To borrow flexibly from

the supplemental information about φ0 with respect to the functional effect φ, we apply the

GMC prior specification defined in (4.2) to β. Formally, we take

π(β|β0, σβ, νβ) =
K∏
k=1

[(1− νβ) π∗(βk|σβ) + νβ π(βk|β0,k)] ,

where π∗(βk|σβ) and π∗(σβ) are defined in (4.4). We set π(βk|β0,k) ≡ N (βk|β0,k,R−1β ),

for k = 1, . . . ,K, where Rβ is pre-specified. Next, we specify a B(a, b) prior for νβ with

fixed, known hyperparameters a and b. The entire GMC prior specification for the basis

coefficients may then be expressed as the following product:

p(β,β0, νβ, σβ, σβ0) ∝ π(β|β0, σβ, νβ)π(νβ)π∗(β0|σβ0)π∗(σβ)π∗(σβ0). (4.5)

To complete the prior specification for this model, we use an independent commensurate

prior distribution for the intercept α following (4.1) as π(α|α0, τα) ≡ (1−να) π∗(α|α0, τα)+
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να π(α|α0), where π∗(α|α0, τα)≡N (α|α0, τ
−1
α ), π(α|α0)≡N (α|α0,R−1α ), π(τα)≡ U(τα|lα, uα),

π∗(α0) ≡ N (α0|0, 104), and lα, uα, να, Rα are pre-specified. Taken together, the full pos-

terior may be expressed as

p(α, α0,τα,β,β0, νβ, σβ, σβ0 |D,D0) ∝ L(α,β|D)L(α0,β0|D0)×

π(α|α0, τα)π(τα)π(β|β0, σβ, νβ)π(νβ)π∗(α0)π
∗(β0|σβ0)π∗(σβ)π∗(σβ0).

(4.6)

4.2.2 Simulation Assessment

We now investigate the flexible borrowing properties of the GMC prior applied in the context

of nonlinear Gaussian regression. We devise a simulation that generates dataset pairs,

wherein the primary and supplemental data have true functional mean structures exhibiting

varying types of discordance. We draw y0,i0 |t0,i0 ∼ N{h0(t0,i0), σ20}, i0 = 1, . . . , n0, where

h0(t) = 5t sin(5t), and draw yi|ti ∼ N{h(ti|d), σ2}, i = 1, . . . , n, where h(t|d) = (5 +

d)t sin{(5 + d)t} and d ∈ [0, 5]. The value of d controls the discordance between the two

functional mean structures; the true functional mean structure is exhibited in Figure 4.1 for

selected values of d. When d = 0 the two functional means are the same, and as d increases

the primary curve has increasingly greater curvature than the supplemental curve.

In each run, we fix d at a value in the set {0, 0.05, 0.1, 0.2, 0.35, 0.5, 0.75, 1, 1.5, 2,

3, 4, 5}, and then generate primary and supplemental datasets with n = n0 = 50, error

variances σ2 = σ20 = 2, and equally spaced t and t0 values across [0, 1]. For each dataset

pair, (D,D0) where D = (y, t) and D0 = (y0, t0), the GMC prior model developed in

Section 4.2.1 is fit to flexibly borrow strength with respect to the functional mean structure.

Formally, we model y0,i0 |t0,i0 , α0,β0, σ0
iid∼ N{α0 + φ0(t0,i0 ;β0), σ20} for i0 = 1, . . . , n0, and

yi|ti, α,β, σ
iid∼ N{α+φ(ti;β), σ2} for i = 1, . . . , n. We use the modified low-rank thin plate
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Figure 4.1: Subset of the true functional mean structures from which the primary data is
generated. The supplemental data is always generated with a true functional mean structure
corresponding to the solid line (i.e. d = 0).

spline model defined in (4.3) with t̃ using K = 10 equally spaced knots for both φ0(t0;β0)

and φ(t;β). We employ the prior specification described in Section 4.2.1 on (α, α0,β,β0)

and place U(0.01, 100) prior distributions on σ and σ0. After preliminary investigation, we

set lα = 0, uα = 2, Rα = Rβ = 2000, να = .1, and π(νβ) ≡ B(νβ|0.1, 0.9). The latter two

choices represent a skeptical prior opinion about the relevance of the supplemental data

with respect to both the shape and the intercept of φ. We chose to place an extremely

vague yet mildly skeptical prior on νβ to allow the primary and supplemental data to have

substantial influence on whether to borrow with respect to curve shape.

For estimation we ran two chains for 50,000 iterations of burn-in, followed by 500,000

iterations for posterior estimation. For comparison, the modified low-rank thin plate cubic

spline model defined in (4.3) with prior specifications described in (4.4) was fit to the

primary data alone, as well as the dataset obtained by simply pooling the primary and
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supplemental data. These conventional models feature lower MCMC autocorrelation, and

thus required only two chains with 2,000 iterations of burn-in, followed by 20,000 iterations

for estimation. These choices reflect preliminary investigations to ensure acceptable MCMC

convergence and to keep the magnitude of the MC standard errors for the intercept and

functional effect coefficients relatively small.

To evaluate the three models, four evaluation criteria were calculated at each run: mean

error (ME), root-mean squared error (RMSE), mean pointwise credible interval width

(CIW), and coverage probability (CP). Letting φ̂(t|d(m)) denote the point estimate for

h(t|d(m)), and φ̂q(t|d(m)) denote the qth quantile posterior estimate of h(t|d(m)) in the mth

run, the four evaluation criteria are defined as

ME(d(m)) = n−1
n∑
i=1

[
φ̂(t|d(m))− h(ti|d(m))

]
,

RMSE(d(m)) =

{
n−1

n∑
i=1

[
φ̂(t|d(m))− h(ti|d(m))

]2} 1
2

,

CIW (d(m)) = n−1
n∑
i=1

[
φ̂0.975(t|d(m))− φ̂0.025(t|d(m))

]
,

CP (d(m)) = n−1
n∑
i=1

I
{
h(ti|d(m)) ∈

[
φ̂0.025(t|d(m)), φ̂0.975(t|d(m))

]}
,

for m = 1, . . . ,M . We compare the sampling average of each criterion over the M simulated

dataset pairs as a function of d, the discordance parameter.

The results of this investigation taking M = 1, 000 are illustrated in Figure 4.2. Each

panel contains lines that reflect the sampling average of the corresponding evaluation cri-

teria as a function of d for the following models: the GMC prior spline model (solid), the

conventional spline model fit to the primary data alone (dashed), and the conventional
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Figure 4.2: Simulation assessment of the GMC prior spline model (solid) versus a conven-
tional spline model fit to the primary data alone (dashed) and to the dataset obtained by
pooling both the supplemental and primary data (dot-dashed). These methods are com-
pared with respect to sampling averages of mean error (top left), root-mean squared error
(top right), mean credible interval width (bottom right), and mean coverage probability
(bottom left) as a function of d, the discordance parameter.

spline model fit to the pooled data (dot-dashed). As expected, inferential properties for the

GMC prior model reflect those for the pooled approach under true concordance (i.e. d = 0),

and approach primary data alone for increasing degrees of discordance. Since the true

data generating mechanism of the primary information changes with d, the conventional

spline model fit to the primary data alone does not attain operating characteristics that

are constant as a function of d. This approach performs the poorest relative to the other

two approaches under true concordance, but deteriorates less with increasing discordance

than the pooled method. This is to be expected, as this approach does not acknowledge

the supplemental data. Note that conventional analysis of primary data alone tends to

oversmooth the true curve, leading to a general trend of deteriorating properties as curve
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complexity increases. In contrast, the conventional spline model fit to the pooled data con-

sistently displays the best characteristics when the true primary and supplemental curves

are concordant, but this model’s performance quickly deteriorates in the presence of curve

discordance. For example, the pooled approach has very poor RMSE and CvPr properties

for d > 1, but yields favorable RMSE and CIWd properties for d ≈ 0.

The GMC prior model has bias properties that interpolate the two conventional ap-

proaches under near concordance as evidenced by the ME plot (top left panel) in Figure

4.2, but near d = 2.5, it learns to effectively ignore the supplemental information. Further-

more, the GMC prior learns to borrow strongly from the supplemental information when

the sources are commensurate (i.e. slight discordance), thereby improving RMSE (top right

panel) to the level seen by the bold pooling approach. Similarly, as evidenced by the CIW

plot (bottom right panel), the credible intervals from the GMC prior approach are nearly

as tight as those for the pooled approach for slight discordance. When the true primary

curve has greater oscillation than the true supplemental curve, the GMC prior approach

has similar credible interval width to the conventional approach that uses only the primary

data. Lastly, as evidenced by the CP plot (bottom left panel), the coverage probabilities

for the GMC prior approach are similar to those of the conventional spline model fit to the

primary data alone.
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4.2.3 Application: Liver Imaging Study

This application involves estimating prognostic functional imaging biomarkers acquired us-

ing perfusion computed tomography (CT) in cancerous and cancer-free liver tissue. Per-

fusion CT is an emerging technology that enables observation and quantification of char-

acteristics pertaining to the passage of fluid through blood vessels. Physiological models

have been developed to quantify a variety of perfusion characteristics derived from analy-

sis of the distribution of contrast enhancement in tissue acquired using repeated CT scans

during intravenous administration of contrast medium. The technology has been used in

a number of organs and tumors, including prostate, colorectal, head and neck, lung, and

liver. This application considers three characteristics: blood flow (BF), blood volume (BV),

and permeability-surface area product (PS), acquired at numerous acquisition times follow-

ing contrast injection in 16 individuals across 25 total regions containing pathology-verified

metastases to the liver from neuroendocrine tumors, and 27 total regions consisting of non-

cancerous liver tissue.

Each panel in Figure 4.3 displays the raw perfusion CT (CTp) curves for each liver tissue

region over acquisition times from 11-100 seconds (“Individual CTp curves”). The first

column in Figure 4.3 plots data collected in cancerous regions, whereas the second column

does the same for non-cancerous regions. Also included in each panel are crude smoothing

spline estimates (“Global CTp curve”) that ignore potential individual, and individual-by-

region clustering. Characterizations of the perfusion characteristics in cancerous tissue has

implications for constructing biomarkers to assist in treatment monitoring, prognostication,

and pathophysiological understanding of metastatic tumor vasculature. In this example,
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Figure 4.3: Each panel displays the raw perfusion CT curves for each liver tissue region by
each perfusion characteristic over acquisition durations from 11-100 seconds after contrast
injection (“Individual CTp curves”). Also included are crude smoothing spline estimates
(“Global CTp curve”) that ignore potential individual and individual-by-region clustering.
The first column plots data collected in cancerous regions, whereas the second column
does the same for non-cancerous regions. From top to bottom the rows correspond to
permeability surface, blood volume, and blood flow.

Figure 4.3 suggests that the nonexchangeable perfusion CT data obtained in non-cancerous

tissue may inform about the shape of the corresponding CTp curve in cancerous tissue. The

shapes of the global CTp curves appear heterogeneous across tissue region for PS, whereas

for BV and BF, the shape of the curves appear fairly similar across tissue type.

We now use the GMC prior modeling framework using Bayesian penalized splines to

estimate the temporal features of each perfusion characteristic in cancerous liver tissue.
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Recall similar information derived from non-cancerous tissue is potentially valuable sup-

plemental information because the shape of the CTp curve in non-cancerous regions may

provide relevant information about the shape of the corresponding CTp curve surrounding

cancerous regions. Each individual contributed ni readings for each perfusion characteris-

tic at time points ti,k acquired between 11-100 seconds after contrast injection from m
(N)
i

non-cancerous regions of interest (ROIs) and m
(T )
i cancerous ROIs, for k = 1, . . . , ni and

i = 1, . . . , 16. Across all the individuals, ni is between 11-13, and m
(N)
i and m

(T )
i vary

between 1 or 2 (except for one individual where ni = 7 and m
(T )
i = 0). For a given perfu-

sion characteristic, denote the data from cancerous ROIs as y
(T )
i,jT ,k

, and from non-cancerous

ROIs as y
(N)
i,jN ,k

, for jT = 1, . . . ,m
(T )
i , and jN = 1, . . . ,m

(N)
i . Thus, we model

y
(T )
i,jT ,k

= α(T ) + φ(T )(ti,k;β
(T )) + ai + a

(T )
i,jT

+ e
(T )
i,jT ,k

,

and y
(N)
i,jN ,k

= α(N) + φ(N)(ti,k;β
(N)) + ai + a

(N)
i,jN

+ e
(N)
i,jN ,k

,

(4.7)

where ai
iid∼ N (0, σ2a), a

(T )
i,jT

iid∼ N (0, σ2
a(T )), a

(N)
i,jN

iid∼ N (0, σ2
a(N)), e

(T )
i,jT ,k

iid∼ N (0, σ2
e(T )), and

e
(N)
i,jN ,k

iid∼ N (0, σ2
e(N)).

Using the model in (4.7), we account for the individual and individual-by-ROI clustering

in the data with random intercepts. We place vague U(0.01, 100) priors on each of the

standard deviation parameters (i.e. σa, σa(T ) , σa(N) , σe(T ) , and σe(N)). We use the modified

low-rank thin plate spline model defined in (4.3) for φ(N)(t;β(N)), with prior specifications

on β(N) described in (4.4). We model φ(T )(t;β(T )) analogously, but apply the GMC prior

for β(T ) which characterizes φ(T ) and facilitates flexible borrowing of strength from φ(N).

Lastly, we specify a vague N (0, 104) prior for α(N), and an independent commensurate prior

for α(T ) given α(N) as described in Section 4.2.1 to facilitate borrowing of strength across
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Table 4.1: Posterior mean and 95% credible intervals for the intercepts (i.e. α(N) and α(T ))
from the conventional analysis, and posterior mixture weights (ν̂α) for α(T ) from the GMC
prior model analysis for each perfusion characteristic. As a reference, the prior mixture
weight (να) was set to 0.1.

Perfusion Characteristic α(N) α(T ) ν̂α
Permeability Surface 2.82 (2.66, 2.98) 3.77 (3.54, 4.00) 0.0000
Blood Volume 3.44 (3.25, 3.63) 4.11 (3.84, 4.39) 0.0005
Blood Flow 5.85 (5.68, 6.01) 6.20 (5.97, 6.44) 0.0648

tissue region with respect to the intercept of the CTp curve.

The model defined in (4.7) enables differential borrowing from the non-cancerous tissue

data across the intercept and the curve shape parameters, yet borrows uniformly among

curve shape parameters. Thus, if the population CTp curve in non-cancerous regions dif-

fers from the population CTp curve in cancerous regions only with respect to the intercept,

the model permits borrowing with respect to the CTp curve shape. After standardizing

t ∈ [0, 1], preliminary analysis of the non-cancerous regions was used to specify the hy-

perparameters Rα = Rβ = 500, lα = 0, uα = 2, and select t̃ with K = 5 equally-spaced

knots.

The second and third columns in Table 4.1 report the posterior mean and 95% credible

intervals for α(N) and α(T ) from the conventional low-rank thin plate spline model analysis

for each perfusion characteristic. Based on these results, there is strong evidence that the

CTp curves have highly separated intercepts for all three perfusion characteristics. The

final column in Table 4.1 reports the posterior mixture weights (ν̂α) from the GMC prior

model analysis, which correspond to the amount of borrowing between tissue region with

respect to α(T ) and α(N). For reference, the prior mixture weight (να) for each perfusion

characteristic was set to 0.1. As evidenced by the point estimate of να in the final column,
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the amount of borrowing with respect to the intercept is very small for all three perfusion

characteristics. The permeability surface CTp curve presented the greatest separation in

intercept between tissue regions, yielding the smallest posterior mixture weight among the

three GMC prior model analyses. By contrast, the blood flow CTp curve presented the

least separation in intercept between tissue regions, yielding the largest estimated posterior

mixture weight, though still only 0.0648.

To render the CTp curve shapes comparable across tissue type, we remove any variation

related to the intercept by directly assessing φ(T )(t;β(T )) and φ(N)(t;β(N)), the functional

effects defined in (4.7). From top to bottom, the rows of Figure 4.4 correspond to perme-

ability surface, blood volume, and blood flow. The first column in Figure 4.4 displays the

conventional model analysis intercept-adjusted posterior mean CTp curve for each perfusion

characteristic in each tissue region, along with 95% pointwise posterior credible intervals.

As evidenced in the first column, the permeability surface intercept-adjusted CTp curves

differ substantially across tissue region, whereas for blood volume, aside from a steeper ini-

tial descent in cancerous regions, the curves have relatively similar shapes. For blood flow,

the curves are most similar, though there appears to be a slightly steeper initial descent in

cancerous regions relative to non-cancerous regions.

The second column of Figure 4.4 displays the GMC prior model intercept-adjusted pos-

terior mean CTp curves, and the third column displays a histogram of the posterior samples

from p(νβ|D,D0), which indicates the amount of between-source borrowing with respect

to CTp curve shape across tissue regions. For reference, the prior distribution assigned to

νβ is also displayed in the third column as a grey line. As evidenced in the second and third

columns of Figure 4.4, there is effectively zero borrowing across tissue region in curve shape
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Figure 4.4: From top to bottom, rows correspond to permeability surface, blood volume, and
blood flow. The first column displays the functional effect posterior mean and 95% pointwise
credible interval estimates from the conventional low-rank thin plate spline model analysis
of the cancerous (red) and non-cancerous regions (black). The second column displays the
functional effect posterior mean and 95% pointwise credible interval estimates from the
GMC prior model analysis. The third column displays a histogram of the posterior samples
for νβ, which controls between-source borrowing with respect to CTp curve shape across
tissue regions. For reference, the prior distribution assigned to νβ is also displayed (grey).

for permeability surface. The shape of the permeability surface curve differs substantially

across tissue region, and thus, the results of the GMC prior model analysis are virtually

indistinguishable from those of the conventional analysis in the first column. In contrast,

looking at the bottom row, we see substantial borrowing across tissue region in curve shape
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for blood flow. The resulting intercept-free curve estimates from the GMC prior model

analysis are noticeably smoothed together across tissue region, and have tighter credible

intervals than the conventional analysis in the first column. Furthermore, p(νβ|D,D0) is

shifted heavily toward 1, and substantially different from p(νβ). Turning finally to the mid-

dle row, the degree of borrowing is intermediate with respect to blood volume curve shape

across tissue regions. The pointwise credible intervals are slightly tighter, yet the estimates

from the GMC prior model remain very similar to their conventional counterparts in the

first column. Finally, p(νβ|D,D0) is relatively flat, though it retains the peak at 0 from

p(νβ), which is indicative of intermediate borrowing. Thus our GMC prior methods allow

tighter intervals and smoother predictions for blood flow, while still properly precluding

any such borrowing of strength across tissue region for permeability surface, where the

cancerous and non-cancerous curve shapes are highly dissimilar.

4.3 GMC Priors in Semiparametric Survival Analysis

In this section, we revisit time-to-event models using the piecewise exponential likelihood

formulation discussed in Chapter 2 and apply the GMC prior framework in this context.

4.3.1 Application: Colorectal Cancer Clinical Trials

The motivating example is related to the one from Section 3.4 on colorectal cancer, however

here the outcome is progression-free survival rather than overall survival, and we introduce

supplemental data from a structurally similar clinical trial reported by Saltz et al. (2000).

The trials by Goldberg et al. (2004) and Saltz et al. (2000) both assessed the efficacy of vari-

ous treatment regimens for patients with previously untreated metastatic colorectal cancer,
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Figure 4.5: Cumulative hazard estimates −logŜ(t) for disease progression, where Ŝ(t) is the
Kaplan-Meier estimator, in each of the three regimens investigated in the Goldberg trial
and the IFL regimen in the Saltz trial.

using progression-free survival. The Saltz trial compared three treatment regimens: Irinote-

can alone, Irinotecan and bolus Fluorouracil plus Leucovorin (IFL), and 5-Fluorouracil and

Leucovorin. Upon completion, the IFL regimen was found to be significantly more effective

than the other two regimens and became the “standard of care” leading into the Goldberg

trial, which compared an identical IFL regimen with FOLFOX and IROX. In both trials,

a disease progression event was considered to have occurred when either a 25% increase in

measurable tumor size, a new lesion, or a death was observed.

Figure 4.5 displays cumulative hazard estimates −logŜ(t) for disease progression, where

Ŝ(t) is the Kaplan-Meier estimator, in each of the three regimens investigated in the primary

(Goldberg) trial and for IFL in the supplemental (Saltz) trial. As evidenced in Figure 4.5,

the IFL regime in the Saltz trial performed similarly to the IFL regime in the Goldberg

trial during the first year of follow up, though during the second year the Saltz trial appears
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to have a slightly poorer performing IFL regime than the Goldberg trial. Additionally,

FOLFOX appears to be the superior regime in the Goldberg trial, whereas IROX appears

to perform similarly to IFL. As such, the nonexchangeable Saltz IFL data may provide

relevant information about the performance of the IFL regimen in Goldberg trial.

During the first two years of follow-up, the primary (Goldberg) dataset contains 197

progression events among 211 persons treated with IFL, 190 events among 216 persons

treated with FOLFOX, and 189 events among 206 persons treated with IROX. For the

primary data, we have two binary treatment indicators for assignment to FOLFOX (zF ) and

IROX (zI) regimens, respectively. We use the piecewise exponential likelihood formulation

discussed in Chapters 2 and 3 with proportional hazards adjustments for FOLFOX and

IROX relative to IFL. We then apply our GMC prior construct to supplement the inference

on the progression-free survival (PFS) curve across all three regimens in the trial reported

by Goldberg et al. (2004) using the historical information on the IFL regimen from the trial

reported by Saltz et al. (2000). Formally, we model

h(t|z;γ,ρ) = exp(γk + ρF zF + ρIzI) for t ∈ (t̃k−1, t̃k],

where k = 1, . . . ,K. The supplemental (Saltz) data contain 172 progression events during

the first two years of follow-up among 224 persons treated with IFL. The model for the

supplemental data is defined analogously, though zF = zI = 0 for all the supplemental

observations. Therefore, the supplemental hazard model is completely parametrized by γ0,

which, as required, is analogous to γ.

We specify the GMC prior described generally in (4.2) to flexibly borrow strength from

the supplemental information on the IFL regimen. Namely, we specify the random walk
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prior process defined by (2.6) for π∗(γ0), and apply the GMC prior framework on γ. In

this setting, the GMC prior specification follows as

π(γ1|γ0,1, νγ) ≡ (1− νγ) N (γ1|0, 104) + νγ N (γ1|γ0,1,R−1γ ),

and π(γk|γk−1, γ0,k, νγ , σγ) ≡ (1− νγ) N (γk|γk−1, σ2γ) + νγ N (γk|γ0,k,R−1γ ),

for k = 2, . . . ,K, where K and Rγ are pre-specified. Next, we place a B(aγ , bγ) prior on

νγ , where aγ and bγ are known hyperparameters. Lastly, we place vague U(0.01, 100) priors

on each of the standard deviation parameters (i.e., σγ and σγ0), and vague N (0, 104) priors

on the treatment effect parameters (i.e., ρF and ρI).

After transforming the timescale so that t ∈ (0, 1], preliminary investigation encouraged

us to set K = 15 and Rγ = 10000. Furthermore, we specified a vague B(0.1, 0.9) prior

for νγ , representing a very mildly skeptical prior opinion regarding the relevance of the

supplemental data. For estimation, we ran the MCMC sampler with two chains for 50,000

iterations of burn-in followed by 200,000 posterior estimation draws. For comparison, we

also fit conventional piecewise exponential proportional hazards models with the same time-

axis partition and random walk prior process to the primary data alone, supplemental data

alone, and the dataset obtained by naively pooling the two sources of information. To

estimate these conventional models, we ran the MCMC sampler with two chains for just

2,000 iterations of burn-in followed by 20,000 posterior estimation draws, again justified

due to faster convergence and lower post-convergence autocorrelations.

We begin with a comparison of the estimated PFS curves for the IFL regimen from the

four analyses. The left panel in Figure 4.6 displays the resulting posterior mean PFS curve

for the IFL regimen, along with 95% pointwise credible intervals, from the conventional
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Figure 4.6: The left panel displays the posterior mean PFS curve for the IFL regimen along
with 95% pointwise credible interval estimates from the conventional piecewise constant
hazard analysis of the Goldberg data alone and the Saltz data alone. The middle panel
displays the same results from the GMC prior model analysis and the conventional analysis
of the dataset obtained by pooling the two sources of information. The third panel displays
a histogram of the posterior samples for νγ , which controls between-source borrowing with
respect to the baseline hazard across trials. For reference, the prior assigned to νγ is also
displayed (grey line).

analyses of the Goldberg and Saltz data. As evidenced by the left panel, the estimated

PFS curve from the Goldberg data (solid, with shaded grey 95% credible intervals) overlaps

substantially with the PFS curve estimated from the Saltz data (dashed, with dotted 95%

credible intervals), suggesting the Saltz data provides relevant information. The middle

panel in Figure 4.6 contains analogous summaries from the conventional analysis of the

pooled dataset (dashed, with dotted 95% credible intervals) and the GMC prior model

analysis (solid, with shaded grey 95% credible intervals). Here, the GMC analysis results

in a PFS estimate nearly indistinguishable from the conventional analysis of the pooled

dataset, though shifted very slightly toward the primary information, without requiring

bold a priori assumptions regarding the relevance of the Saltz data. Also, the estimated
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Table 4.2: Hazard ratio estimates for the FOLFOX and IROX regimens relative to IFL
regimen, and median days to disease progression estimates for each treatment regimen from
the four analyses of the Goldberg and Saltz data.

Regimen IFL FOLFOX IROX

Analysis Hazard Ratios (95% CIs)

Goldberg Alone – 0.70 (0.57, 0.86) 0.92 (0.75, 1.12)
Pooled Analysis – 0.66 (0.56, 0.79) 0.87 (0.73, 1.04)
GMC Prior Analysis – 0.66 (0.56, 0.79) 0.87 (0.73, 1.04)

Median Days to Disease Progression (95% CIs)

Saltz Alone 200 (168, 236) – –
Goldberg Alone 205 (182, 227) 262 (235, 293) 217 (194, 242)
Pooled Analysis 200 (182, 217) 263 (245, 286) 221 (201, 240)
GMC Prior Analysis 200 (184, 216) 265 (245, 286) 221 (203, 240)

PFS curve from the GMC analysis has noticeably greater precision than the conventional

analysis that ignores the supplemental data. The rightmost panel in Figure 4.6 displays a

posterior histogram of νγ that has much of its mass shifted toward 1, indicating that the

GMC prior model has learned that the Saltz data are indeed relevant.

Turning to the comparative effectiveness of three regimens, Table 4.2 shows that the

hazard ratios (95% CIs) from the GMC prior model analysis for FOLFOX and IROX versus

IFL are 0.66 (0.56, 0.79), and 0.87 (0.73, 1.04), respectively. The hazard ratios from the

conventional analysis of the Goldberg data alone are slightly larger with notably wider

credible interval widths, 0.70 (0.57, 0.86) for FOLFOX, and 0.92 (0.75, 1.12) for IROX.

By contrast, the hazard ratio estimates and credible interval widths from the conventional

analysis of the pooled dataset are indistinguishable from the GMC prior model analysis.

Table 4.2 also contains the posterior estimates from each analysis of median PFS for the

IFL, FOLFOX, and IROX regimens. The conventional analysis of the Saltz data alone

estimates median PFS in the IFL regimen to be 200 (168, 236) days, broadly similar to the
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estimate of 205 (182, 227) days provided by the conventional analysis of the Goldberg data

alone. The median time to disease progression estimates for each regimen from the pooled

analysis of these data are also nearly identical to the estimates from the GMC prior analysis,

namely, 200, 265, and 221 days for IFL, FOLFOX, and IROX regimens, respectively. The

estimates from the GMC prior model are consistent with the results reported by Goldberg

et al. (2004), which found FOLFOX to be the superior regimen, and significantly better

than IFL. In addition, the GMC prior analysis yields stronger evidence that IROX may be

better than IFL with respect to PFS, though the difference is not significant.
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Chapter 5

Discussion and Future Work

In this dissertation we began by developing a semiparametric inferential model for time-

to-event data that automatically incorporates supplemental information to a degree that

reflects its coherence with the primary data. This was accomplished using a piecewise

exponential likelihood formulation, which facilitates the estimation of non-unimodal base-

line hazard functions, and a smoothing commensurate prior, which facilitates within- and

between-source borrowing of strength. The smoothing commensurate prior relied on a

weighted mean and variance structure, wherein the weights are a function of the commen-

surability parameter. We then developed a piecewise linear log-hazard model that assumes

continuity of the hazard, rather than the discontinuity assumption required with a piecewise

exponential model. In this context, we discussed various approaches to covariate adjust-

ment, including nonparametric time-dependent effects and shape-restricted proportional

hazards effects. Finally, we developed a general framework, motivated by previous work on

commensurate priors, for borrowing strength from supplemental data with respect to a set

of parameters that characterize a functional object, say by using Bayesian penalized splines
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and also a different prior to do the contingent borrowing of strength. This approach relied

on two-component mixture distributions, wherein the mixture weights control the amount

of strength borrowed from the supplemental data.

5.1 Discussion

The prior specification methods proposed in Chapters 2 and 4 facilitate data-dependent

dynamic borrowing for functional data that is robust to biased estimation of primary ef-

fects in the presence of conflict among information sources. The amount of strength being

borrowed across sources reflects the commensurability of the two curves as evidenced by the

data. When there is substantial evidence that the curves differ between sources, these prior

constructs effectively ignore the supplemental data, and result in posterior inference similar

to a conventional analysis in the absence of supplemental data. For minor discordance or

concordance, the proposed modeling frameworks facilitate partial (rather than full) pooling

of information from the supplemental source; hence a more modest yet justifiable gain in

efficiency. These gains in efficiency may prove very useful in a data surveillance setting

which might monitor a curve as primary data accrues (see, Murray et al., 2013), or a clini-

cal trial with interim looks (see, Hobbs et al., 2013), facilitating valid inference during the

early phases of primary data accrual. Given the numerous logistical and ethical challenges

that must be resolved to successfully design and implement clinical experiments involving

human subjects, the conclusions that result from these arduous ventures are often general-

ized beyond the study population. The modeling strategy proposed in Chapter 4 enables

data-driven estimation of heterogeneity among information sources for complex functional
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relationships, and thus provides a more sensible and justifiable synthesis of clinical infor-

mation.

Chapter 3 presented a highly flexible framework for conducting a fully Bayesian anal-

ysis of survival data that can adjust for covariates using nonparametric time-dependent

effects and shape-restricted time-independent effects. These developments provide a unified

framework to conduct a fully Bayesian analyses of complex survival data that we hope will

encourage more comprehensive analyses, which currently often rely on some version of Cox’s

proportional hazards model without further exploration. The modifiability of our approach

eases investigations into prior sensitivity and assumptions about the relationship between

covariates and the hazard. Furthermore, our choice to rely on low-rank thin plate splines

ensures that the proposed methods exhibit fast MCMC convergence, thereby making the es-

timation of these models computationally feasible. The simulation investigations show that

our proposed methods are competitive with similar existing approaches, and offer estimated

curves that better align with prior beliefs about the smoothness of the true mechanism than

similar versions of the presently popular piecewise exponential model.

5.2 Future Work

Future work looks toward extending commensurate prior ideas to settings where there are

multiple supplemental sources of supplemental information. This setting substantially com-

plicates the construction of a hierarchical model that facilitates flexible borrowing across

each supplemental source. Ideally, the method will facilitate data-dependent differential bor-

rowing across the various sources of information, learning which to borrow from and which
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to ignore as primary data accumulate. A nascent approach is to reverse the hierarchical

structure of the commensurate prior so that the supplemental parameter(s) is centered upon

the primary parameter, and commensurability is estimated for each supplemental source of

information using spike and slab distributions.

Formally, the posterior in the presence of M supplemental sources of information would

arise as

p(θ,θ0,1, . . . ,θ0,M ,ν1, . . . ,νM ) ∝

L(θ|D)

M∏
m=1

[L(θ0,m|D0,m)π(θ0,m|θ)]π(θ),

where L(θ|D) is the primary source likelihood, L(θ0,m|D0,m) is the mth supplemental

source likelihood, π(θ0,m|θ) is the mth reverse commensurate prior, and π(θ) is a prior

which is often non-informative or extremely vague. Hence, we assume the parameters

characterizing the M supplemental sources of information are mutually independent, and

allow commensurability to be estimated independently with respect to each source.

As an example, assume we have primary data y = (y1, . . . , yN ) and supplemental data

ym = (ym,1, . . . , ym,Nm), m = 1, . . . ,M . Next, assume yi|θ
iid∼ N (θ, 1), for i = 1, . . . , N , and

ym,im |θm
iid∼ N (θm, 1), for im = 1, . . . , Nm. We then define the M reverse commensurate

priors hierarchically as

θm|θ ∼ (1− pm) N (θ, r−1m ) + pm N (θ,R−1m ), (5.1)

where rm << Rm and pm ∈ [0, 1] are pre-specified. Lastly, we take π(µ) ∝ 1.

The spike and slab construction of the reverse commensurate prior in (5.1) departs

from that of Hobbs et al. (2012) since the supplemental parameter(s) is centered upon

the primary parameter. The spike and slab respectively refer to a two-piece mixture of
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a highly concentrated distribution and a diffuse distribution, wherein Rm and rm respec-

tively control the concentration of the spike and the slab, and pm controls the prior weight

allocated to the spike for the mth supplemental source. Introducing an auxiliary ran-

dom variable νm, we can rewrite the reverse commensurate prior as π(θm|θ, νm)π(νm) =

[(1− pm)N (θ, rm)]1−νm [pmN (θ,Rm)]νm , which implicitly uses νm ∼ BE(pm), where BE(p)

denotes a Bernoulli distribution with probability of success equal to p (George and Mc-

Culloch, 1997). Fitting these models is straightforward in BUGS and JAGS. Other potential

structures for the reverse commensurate prior could be extended from the work on spike

and slab variable selection by Ishwaran and Rao (2005).

Another path for future work entails developing a theoretical framework to justify for the

choice of hyperparameters for the spike and slab distribution previously discussed. Insights

into the impact of these choices can be gained by calculating the full conditional distribution

for the commensurability weights, νm, which arises as

p(νm|θ, θm) = BE
(

pmφ(θ|θm, R−1m )

pmφ(θ|θm, R−1m ) + (1− pm)φ(θ|θm, r−1m )

)
, (5.2)

where φ(x|µ, σ2) denotes a normal density evaluated at x with mean µ and variance σ2.

Hence, given θ and θm, or their difference, we can select pm, rm and Rm to ascertain

desirable properties with respect to the full conditional. In particular, we can set pm = .5,

and rm as some suitably small value, say 0.0001, and then select Rm so that for a given

difference between θ and θm the probability that νm = 1 is suitably small, say < 0.0001. In

other words, we can select Rm so that when the difference between θ and θm is greater than

some pre-specified value, the probability of borrowing from the mth source is negligibly

different from zero. Hence, as the primary data accumulate, we can calibrate the model to
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borrow only when the θm is within a predefined commensurate region of θ.

Another potential direction for future work is to develop concise summaries that quantify

the amount of strength being borrowed from each source of supplemental information,

perhaps following the prior effective sample size ideas developed in Morita et al. (2008)

and Morita et al. (2012). Doing so would ease the use of these models in an adaptive trial,

wherein an aspect of the trial, say the randomization ratio, would be designed to react to the

current evidence for commensurability between the primary and supplemental source(s) of

information (c.f. Hobbs et al., 2013). A last potential extension is to develop commensurate

prior methods for causal models (Rubin, 1978).
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