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Introduction 

The significance of commercial trucking in the United States is often underestimated. 

Approximately 3.5 million commercial drivers deliver 11 billion tons of freight every 

year. Of these 20,000 are long haul drivers[1]. While federal regulations only permit 11 

hours of driving after 10 hours off-duty[2], many drivers received only 5.1 hours in bed 

each day and only 4.8 hours of verified sleep[3]. A tired driver who pushes himself 

/herself to drive to the next truck stop to rest only to find it full is prone to accidents. 

Either they must continue driving (which may be illegal if they are beyond their 

allowable driving time limit of 11 hours) to the next stop which may be many miles away 

or improvise a parking place, for instance, on the side of the highway. Studies have 

shown that about 40% of all truck accidents are related to driver fatigue; however, only 

53% of trucks stops are occupied overnight [4]. The need for a driver to know with 

certainty where they can park and rest within a desired time window is not only evident 

but it contributes towards better trip management.  

Trucking rest stops come in a wide variety of configurations. They may have single or 

multiple entrances and exits. Often, there are parallel pull through spaces but they also 

have ones which require backing in. Some rest stops have clearly demarcated parking 

spaces for individual trucks while others allow drivers to park in a rather loose structured 
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and ad-hoc fashion. Figures 1, 2, and 4 depict the variability in the parking habits and 

patterns exhibited by drivers in a handful of arrangements.  

 

Figure 1 Aerial View, Rest Stop (google.com\maps) 

Section: Sensor Technologies for parking management 

Sensor technologies that can facilitate parking space availability can be largely 

categorized as passive and active. Active technologies require the drivers’ interaction 



 

 3 

during entering or exiting a rest stop. This user interaction is not only unwanted but also 

expensive.  A vast variety of passive sensing systems exist for detecting the passing of a 

truck through the entry or exit points of a parking lot. Such technologies include: 

pneumatic tube, inductive loop, piezoelectric and magnetic sensors, bending plates and 

load cells, capacitance mat, video image processors, microwave and laser radar, passive 

infrared, ultrasonic, and passive acoustic array [15]. Some of these technologies are 

intrusive and require pavement cuts, while others are non-invasive and may be installed 

above traffic lanes. In most cases they measure vehicle entry and exit from the parking 

area and are not applied to determining occupancy of any particular parking space. 

Sensing systems that deploy pneumatic tube and piezoelectric technologies measure tire 

crossing. These sensing methodologies introduce counting errors by incorrectly 

determining the correlation to vehicle count. The cumulative effects of the errors are so 

great that they disprove the practical use of these techniques. Other systems like the 

inductive loop measure the presence of the ferrous body of a vehicle over the sensor area. 

Errors with this system may arise from different length vehicles. In any case, these 

systems are prone to error and mis-counting; often at a rate of one vehicle per hour. 

Multiple entrances and exits, and trucks paused on sensors contribute to these errors. The 

accumulated error in such a system can become significant in a short time. In addition, 

systems which are buried in the parking lot are difficult to service and are more subject to 

weather/water incursion than other systems. Resurfacing of the parking lot may require 

re-installation of the system. Maintenance on buried systems may require excavation 
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which may result in unavailability of parking spaces or the entire facility. Individual 

sensors on each parking space can become prohibitively expensive with larger truck 

stops. In conclusion, neither of the above performance requirements and specifications 

are appealing as they assume increased and recurring maintenance costs with sensing 

errors that far exceed acceptable performance thresholds. 

Previous Work 

There have been, some but limited, computer vision based systems which attempt to 

identify parking spaces in images. The following is a description of the work performed 

and the progress that has been made towards this thesis’ objective. 

Modi[14] proposed a computer vision system that ascertains vehicle occupancy in 

parking places. He deployed background subtraction and shadow avoidance techniques. 

The system marks a parking space as occupied if more than a certain percentage of the 

background of the space is occluded by a foreground object. In this system an operator 

determines the coordinates of a parking place. A combination of mixture of Gaussians 

and shadow removal are used to determine if a space is occupied. The system allows for 

slowly changing background illumination by recalibrating the background image 

frequently. The system faced challenges with sudden changes in illumination from fast 

moving clouds or lens-flare. This original system had a 44% accuracy rate over 9 events. 

A modified version of the system performed in near real-time with 100% accuracy.   
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This system and possibly other ones based on background/foreground separation have a 

number of disadvantages. First, the majority of them with the exception of some recent 

works such as in Sivalingam, Morellas, Papanikolopoulos, et al [25] require a foreground 

free background in order to be initialized. This performance requirement is unrealistic 

from a system deployment perspective. Secondly, the inability of the background 

separation methods to operate in foreground-present scenarios renders background 

recalibration unwarranted. Therefore, robust, continuous and hands free operation for 

around the clock operation scenarios cannot be justified. 

Wu and Zhang[20] use a monocular system which begins with a calibrated camera and 

some ‘given 3D’ scene information that is used to identify a row of parking spaces. The 

raw image is transformed into a birds-eye view. Then a row of spaces is segmented and 

taken 3 spaces at a time, overlapping with the next set of three as detection proceeds. The 

method of segmentation has not been documented. The group of three spaces is coded 

according to occupancy with a binary three digit code. The code for each space is 

determined through feature extraction which attempts to calculate the probability of 

occupancy based on the mean color of the space versus a predetermined background 

color. A SVM is trained on the samples from a parking lot. When the sliding window of 

parking segments has a detection conflict (one says occupied and the other says empty) a 

Markov Random Field Model is used to impose a penalty cost to improve detection 
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accuracy. Depending on the number of training samples, accuracy ranged from 76% to 

94%. 

True[19] combines color histogram and vehicle features to detect occupancy in human-

labeled parking space regions.  The color from the parking space patch is converted to 

L*a*b* color and the luminance is discarded to aid invariance to changes in lamination. 

Separate 32 bin histograms are created for the a* and b* channels. K-nearest neighbor 

and SVM methods are evaluated as classifiers for the input histogram versus a set of 

training histograms.  A Harris corner detector is used to select feature patches from the 

size normalized sub-images of the parking spaces. The features are compared to the 

vocabulary of the training set using Normalized Cross Correlation. Each feature is 

classified and then used to vote for the detection of a vehicle in the space.  The histogram 

based part of the algorithm produced accuracies ranging from 68% to 94% depending on 

day or night scenes and which classifier was used. It was reported that feature based 

classification was very slow taking twelve hours to classify 115 parking spaces. Due to 

problems with the feature classifier, the color histogram classifier was most effective. 

Jung[18] describes a monocular vision based system which uses peak-pair detection and 

clustering in Hough space which finds parking-slot-markings. The image from a fixed-

mount vehicle based camera is captured with a wide angle lens and transformed into a 

birds-eye view through a known homography (determined during camera calibration). 

Clustering in the Hough spaces is used to detect these peak-pairs. The results are used to 
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make guidelines in the bird-eye view which then uses pixel intensity to finalize location 

of the spaces.  

Young-Woo, et al[22] developed a sophisticated system for extracting parking spaces 

from aerial photographs for the purpose of determining drivable lanes for autonomous 

vehicles. Lines are extracted from the image and then are clustered according to length 

and direction. Outliers are removed. A cluster of lines is used to estimate the parameters 

of a parking space and then they are interpolated and extrapolated to generate a large set 

of parking spaces. These hypothesized parking spot locations are tested with against a 

variety of machine learning techniques which are used as filters both for the individual 

spots as well as blocks of spots. This technique had problems with false negatives (a 

parking spot existed where the algorithm said there was none). The best FN measure 

achieved was 27%. On the other hand false positives (a parking spot did not exist when 

the algorithm said there was one) had a best performance of 4.3%.  

The approaches described above had a number of difficulties. Single cameras (non-aerial) 

have the challenge of vehicles occluding both the space and other vehicles. Segmenting 

the vehicles is a challenge because of this requirement. Variations in lighting make color 

and background subtraction approaches difficult. These variations may be caused by 

weather, time of day, clouds, or shadows, wind, etc. Techniques that use background 

subtraction (without feature based image alignment) are subject to noise arising from 

image view repeatability. Even with rigid fixturing, some movement artifacts my cause 
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problems.  Such movement artifacts may be introduced through the environment by wind, 

camera vibration, or simple accidental displacement of the camera. On the positive side, 

the processing speed of most of these systems is good and detection performance is 

reasonable. 

Proposed algorithm: Vehicle detection via dual 3D 

Object/Scene Reconstruction  

In this thesis, I looked at the problem of parking occupancy from a viewpoint that differs 

from the mainstream approaches described earlier. In particular, a novel system capable 

of determining vehicle occupancy using 3D reconstruction computer vision techniques 

has been implemented and tested. This method has a number of advantages that support 

robust around the clock performance. 

3D object/scene reconstruction as a technique will prove to be robust in light of 

environmental influences because it relies on feature detection. As we explained earlier, 

feature detection tends to be more invariant to lighting and camera position. 

At the core of the technique is finding excursions in the baseline 3D reconstruction of an 

occupied parking lot compared with an empty one within the bounds of designated 

parking spaces. Identification of the parking spaces is performed in a semi-automated 

manner such that an empty parking lot is manually labeled with fiduciary markers, but 
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the algorithm automatically extracts those markers from the images. . Challenges in this 

approach include: generating a stable reconstruction, locating the parking spaces, finding 

the space directly above the parking space, determining a non-occupied baseline, and 

scoring the space. Additional complications include intermittent traffic, weather and 

lighting, and time variations in the scene of the parking lot itself. Furthermore, I will 

discuss the choice of image resolution and its effects of those choices on performance.

 

Figure 2 Larger Truck Stop (google.com/maps) 
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The proposed technique uses dual 3D reconstructions. One sparse reconstruction of the 

empty lot and one of the occupied parking lot. The idea of a single reconstruction was 

explored, but early experiments were discouraging. First, it’s difficult to determine a 

baseline plane for the empty spaces when it is unknown if the space is occupied. 

Secondly, it can be impractical even to see where the spaces are located in a parking lot 

full or partially full of vehicles. My algorithm uses colored fiduciary markers to identify 

the location of the parking spaces. In experiments using single reconstruction, when 

vehicles were present, the markers could not be differentiated from the environment with 

color search techniques, even though unique colors were used for the markers. This was 

the case even when photographs of the parking lot were carefully orchestrated to give the 

best view of the markers.  Practically speaking, in a production environment, with 

vehicles present, it will not always be possible to see the markers in enough views to 

reconstruct them at all. As a result, the dual reconstruction method was explored and 

investigated to be a viable approach.  

A summary of the dual reconstruction technique is explained next. A block diagram 

(Figure 3) is provided for clarity. First, the parking spaces were marked with colored 

fiduciary markers and photographs of the empty lot are used to construct a baseline 3D 

geometry. If pictures of an empty parking lot are not available, a dictionary based 

learning background method described in [25] will suffice. The markers used were 2x2 ft. 

pieces of poster-board colored fluorescent pink and blue. These colors were chosen as 
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being distinct from the colors of the pavement and other surroundings. Although this is 

definitely a undesirable deployment requirement it cannot be considered an unrealistic 

one. (I also experimented some with manually injected virtual markers.) The primary 

purpose of the empty lot reconstruction is to find the marked corners of the parking 

spaces in 3D space along with enough supporting features to establish a geometric 

correspondence with the occupied parking lot geometry. The colored markers which 

establish the corners of the spaces to be evaluated for occupancy are found in the 

reconstruction and then these are projected into the occupied lot. The markers form a 

rectangle around several parking spaces. This rectangle establishes the plane of 

unoccupied pavement in the spaces as located in the occupied reconstruction. Once this 

plane is established, a box normal to the plane above the parking spaces is scanned for 

the reconstructed points of vehicles. The presence of an adequate number of these points 

and their distance above the parking plane is used to determine occupancy in the 

individual parking spaces. 
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Figure 3 Block diagram of Dual Reconstruction Algorithm 
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An alternate approach might be to build a vehicle detector. This can be accomplished by 

taking multiple photographs of the parking lot to learn where cars are typically located (to 

determine parking space location), and then looking for the presence or absence of 

vehicles in these locations in future images. However, this idea was not explored further. 

A challenge here would be the correlation of the occupied coordinate system to the one 

where the parking spaces were located. In this case, we would face the need for a dual 

reconstruction approach, but possibly would eliminate having to mark the parking spaces. 

Obtaining the baseline measurement. 

The empty parking lot is photographed from several different locations. In a typical 

deployment scenario, these images can be continuously streamed by a network of video 

cameras. These cameras will be attached to poles and can be either fixed or Pan/Tilt 

cameras. Around the area of the parking spaces we want to score, are placed half-poster 

sized brightly colored markers (An image that shows the four color markers in a parking 

lot is shown in Figure 4.). These are positioned at the corners of a group of parking 

spaces. These markers create features which are easy to locate in the reconstruction and 

they serve to facilitate extraction of 3D coordinates corresponding to the corners of the 

parking spaces. To mitigate the inconvenience of having to close the parking lot or to 

wait hours or days for an empty parking lot, the cameras could be left unattended for a 

few days until each individual camera view contained an image of an empty lot. While 



 

 14 

computer vision techniques have been employed [18][22] to detect the parking spaces, 

this approach was chosen for its relative simplicity and practical nature.  

 

 
Figure 4 Image of Empty Parking Lot with colored markers 

 

The images of the empty parking lot are processed by the Bundler tool chain[6], which 

produces sparse 3D points (Figure 9) using SIFT[7] features and bundle adjustment.  

Description of the Bundler/PMVS tool chain. 

“3D reconstruction can be defined as the problem of using 2D measurements 

arising from a set of images depicting the same scene from different viewpoints, 
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aiming to derive information related to the 3D scene geometry as well as the 

relative motion and the optical characteristics of the camera(s) employed to 

acquire these images.” [9] 

Bundler is a software package developed by Noah Snavely. It conveniently ties together 

the technologies of David Lowes’ SIFT[7] and Sparse Bundle Adjustment[9] to produce 

a sparse 3D reconstruction of a scene.  

SIFT 

SIFT, or “Scale-Invariant Feature Transform”, is a well-known feature detection 

algorithm. SIFT finds local features and generates feature descriptors which are useful for 

matching features across a collection of images. Feature matching is fundamental to 3D 

reconstruction. SIFT is invariant in scale and rotation and partially invariant to 

illumination, 3D camera viewpoint, and a wide range of affine distortions. The features 

are well localized spatially.  The technique extracts a large number of features from an 

image and does so efficiently by using a cascading filter approach that only performs 

expensive computation when necessary. It begins by detecting scale space extrema by 

searching the difference of Gaussian (DoG) over all scales to find locations that are 

invariant to scale. Keypoints (candidate SIFT features or interest points) are then tested 
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for stability through model fitting (Figure 5). 

 

Figure 5 SIFT DoG. Figure used from [7] 

Orientation of the keypoint is based on the local image gradient direction. All operations 

are performed relative to scale, orientation, and location to provide invariance. [11] For a 

particular SIFT keypoint, a patch of the image is divided into a 4x4 set of sub-patches. 

Within each sub-patch the gradient is measured in each of 8 directions. These form a 

histogram with bins 45 degrees apart in direction. These 8 values for each of the 16 sub-

patches are concatenated to form the keypoint descriptor along with the pixel location 

and scale of the patch (Figure 6).  
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Figure 6 SIFT Patch to descriptor conversion. Figure used from [16] 

SIFT features are distinctive and are useful for finding correspondences between images.  

The feature keypoints are highly dimensional and images typically generate many 

keypoints. Computation is efficient due to the use of cascading filters in which expensive 

operations are not performed until needed. Features are eliminated in low-contrast 

regions and on edges since these typically don’t produce robust features.  

To perform correspondence of features across two images, matching begins by finding 

the nearest neighbor feature according to Euclidean distance between the descriptors. To 

add robustness the ratio the distances of the nearest neighbor and the second nearest 

neighbor is checked. This helps eliminate false positives because of feature ambiguity. 

The idea is that if there are nearby features that are as close to and as strong as the 

primary one, then the feature might be poorly localized. All this is to improve 

performance by eliminating keypoint mismatching. If features are mismatched across 
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frames, then reconstruction might become impossible when the geometry of the system 

cannot be reconciled. Once feature correspondence between frames has been initialized 

with SIFT, reconstruction begins with Bundle Adjustment.  

Bundle Adjustment 

Given a set of SIFT features in a group of images that represent 3D points in a scene, and 

given feature correspondences between the images, Bundle Adjustment is the name given 

to a technique that seeks to minimize the location error of the re-projection of the 

predicted locations of 3D points back into the original images where they were first 

observed. The technique receives its name from the notion of bundles of light rays from 

each 3D feature converging on the optical center of a camera, Figure 7. This bundle of 

light rays is then ‘adjusted’ optimally with respect to structure of the scene and position 

and pose of the cameras that captured the images. This optimization is performed through 

a special sparse implementation of non-linear least squares.  
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Figure 7 Bundle Adjustment (http://www.geodesie-maintenance.com/us/photogrammetrie.php) 

To begin, we define Xj to represent the 3D location of a feature j and xij to denote the 

estimated 2D position of that point in an image i. Also let Pi represent the camera matrix 

of image i. Then the total re-projection error can be formed as: 

��(����, 	��)�
�,�

 

where d() is the image distance[13]. The estimates for all X point locations and P camera 

matrices are jointly refined in an iterative manner. Minimizing this error for all estimated 

parameters is the goal of Bundle Adjustment and since the feature location in the images 
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contains noise, bundle adjustment provides a Maximum Likelihood (ML) estimate. The 

method is tolerant of noise from missing data and in the location of the features. 

The technique used for the non-linear least squares minimization is the Levenberg-

Marquard (LM) optimization procedure. It is fairly easy to implement, effective at 

damping, and converges quickly from initial guesses. For each iterative estimate of the 

variables of the system the equations around this estimate are used to predict some small 

variations to the variables which will further reduce the re-projection error. Thus at every 

step and for each variable this system must be resolved. The Jacobian is used to calculate 

the slope of the system around the estimate to predict the direction and size of the best 

differential adjustment for the estimates. Additionally LM optimizes it’s convergence by 

using a combination of steepest descent and Gauss-Newton. When the system is far from 

a solution it behaves like steepest descent. In this mode it tends to be slow but is 

guaranteed to converge. When the system gets near a solution it behaves like Gauss-

Newton and will converge quickly. LM must be initialized with a reasonable guess. Often 

times other structure and motion methods are used to seed this initial estimate. LM 

terminates when any of the following falls below their respective thresholds: (i) the 

gradient for the adjustments falls below a threshold, (ii) the size of the adjustments 

themselves fall below a threshold, (iii) the residual error falls below a threshold, (iv) the 

rate of change of the residual falls below a threshold. LM may also terminate when a 

maximum number of iterations is reached. 
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In a large system with many images and many feature points, the process of each step and 

re-estimation in LM becomes intractable. Fortunately, there is little interaction of the 

different cameras parameters on the points with the other camera parameters (there is no 

dependence of the camera parameters on the structure). This leads to a situation that is 

inherently sparse. As such, a sparse LM[9] is used in the Bundle Adjustment package in 

the Bundler software package.  

Bundle adjustment begins with an initial estimate of feature positions and camera 

parameters that Bundler calculates using the 8-point method [13] augmented with EXIF 

data from the images. EXIF data is information that modern digital cameras embed in 

captured image files. An example of such data is focal length. The output is a file with 

the structure and motion information. Also included with the structure and motion data is 

the color value of the 3D point as sampled from the input images. 

Implementation 

The scene structure data is scanned first. Second, the 3D points which are close in color 

to that of the fluorescent pink and blue markers are selected and used as input to a K-

means clustering[17]. The goal of clustering is to group together 3D points of certain 

colors which are also close in terms of physical proximity. In the input images there 

should be two clusters of each color marker (see Figure 4 as an example). K-means is 

initialized with a random assignment of color matched features to the two clusters. 
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Clustering is performed separately for the blue and pink markers. The geometric 

centroids of the resultant clusters are used as the 3D location of the corners of the parking 

spaces (Figure 8). These corners serve to create a rectangular plane that bounds the 

parking spaces at the level of the pavement. 

 

Figure 8, Clustering of fiduciary marker 3D points. 

Also present in the bundler output are many reconstructed points which will prove useful 

for registering the empty scene with the occupied one. 
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Figure 9 Sparse 3D Reconstruction of Empty Parking Lot 

 

The occupied parking lot 

The parking lot is re-photographed in a method similar to the empty parking lot, but 

without the colored markers. Like the empty parking lot, the images are processed by the 

Bundler tool chain to produce a sparse 3D reconstruction. Unfortunately, the sparse 

output of Bundler can often lack a sufficient number of features needed to reliably 

reconstruct and detect the presence of a vehicle. As a result, for the occupied lot, 

additional quasi-dense reconstruction is done with PMVS [8]. (Note: If the empty parking 
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lot fails to reconstruct well enough to find the colored fiduciary markers, PMVS is also 

employed in that case to improve the outcome by producing a more dense 

reconstruction). 

PMVS 

PMVS is “a... algorithm for calibrated multi-view stereopsis that outputs a (quasi) dense 

set of rectangular patches covering the surfaces visible in the input images” [8].  This 

reconstruction is performed on image patches in an iterative fashion by repeating 

matching, expanding, and filtering steps. An image patch is a rectangular view of a 

feature point in 3D space with a surface normal in the direction of the observing cameras. 

The algorithm enforces photometric consistency and global visibility consistency for all 

patches which are allowed to remain part of the reconstruction. PMVS uses as input the 

scene images and camera parameters determined by Bundler.  

Feature generation and matching in PMVS are done independently of Bundler. PMVS 

generates its own features based on Harris and Difference-of-Gaussian detectors and does 

not use the SIFT features or correspondences from Bundler.  Each image, I, is divided 

into a grid of sections of size β x β pixels. Each section, denoted by C(i,j), is processed 

with the two detectors and the η strongest responses are retained. The standard values for 

β and η are 32 and 4. Features of the same type which exist within 2 pixels of the 

corresponding epipolar lines in other images are triangulated, assigned an initial position, 
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c(p),  and normal vector, n(p). Position and normal vectors are calculated by maximizing 

an average normalized cross correlation score (NCC) with respect to c(p) and n(p). 

 

Figure 10. PMVS, Average normalized cross correlation score. 

Features of size µ x µ (values of 5 or 7 are typically used) are extracted and are sorted 

according to distance from the optical center of the corresponding camera for image I, 

beginning with the closest. Each feature is considered in depth order as candidate patch 

centers. For each patch, p, two sets of images are associated. Image set T(p), where the 

patch is visible, and image set S(p), where the patch could be visible, but may not be due 

to occlusion or image artifact such as motion blur (Figure 11). The first patch photo-

consistent in at least γ (typically set to 3) images is selected. In simple terms, a patch is 

considered photo-consistent if it is not obscured by another patch in the depth map of an 

image where it could be visible. 
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Figure 11. PMVS nomenclature. Figure used from [8]. 

After matching, PMVS alternates between expansion and filtering stages. As suggested 

by the name, expansion attempts to grow the patches while filtering trims patches 

according to the rules of photo-consistency and global visibility (to be described later). 

Expansion is performed by iteratively adding adjacent neighbor patches under the 

condition that the expanded patch meets the photo-consistency criteria.  That is to say 

that if |T(pi)| is the number of images in which the patch pi is visible then: 

|(��)| � 	� 

Filtering is done in three stages. The first stage removes patches when it is calculated that 

the patch is an outlier because it appears in few images and has poor normalized cross 
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correlation between images. This is intended to remove patches which occur outside the 

object surface. See the left side of Figure 12. 

|(��)|�(��) <��(��) 

The second stage of filtering attempts to remove outliers which occur inside the objects 

surface. This is done by re-computing S(P0) and T(P0) using the current depth maps. The 

depth maps may have changed in a previous expansion step. If the patch fails the test  

|(��)| > 	�  then it is removed. See the right side of Figure 12 

 

Figure 12. PMVS patch outliers. Left, outlier outside the object surface. Right, outlier inside the object surface. 

The final filtering stage is a form of regularization. If the proportion of n-adjacent patches 

to P  in the same and adjacent C(i,j) in all S(p) is lower than ε then the patch is rejected as 

an outlier (ε begins at 0.25 and is reduced with each iteration). 

While PMVS performs well compared to algorithms which perform a similar function, it 

trades accuracy for speed. High pixel count image sets can take close to an hour to 
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process. Advantages of the system include graceful handing of outdoor images with 

changes in illumination and automatically excluding transient vehicles and pedestrians 

moving through the scene. 

Locating the parking spaces in the occupied lot. 

In the case of the reconstruction of the occupied lot, its coordinate system likely differs 

from the reconstruction of the empty one, so the 3D coordinates of the markers in the 

empty lot are not directly useful. If the affine transform between the two systems were 

known, then it would be a simple matter of projecting the coordinates of the empty 

system into the occupied one. 

Once again we turn to Bundler. This time Bundler is tasked to re-create a sparse scene 

using the images from the empty and occupied lot. The purpose in this is not the scene 

itself, but rather the geometrically consistent feature correspondences between the two 

scenes. If the coordinates of a set of features in the first set are reliably correlated to the 

coordinates of features in the second set, then an affine transform between the two 

coordinate systems might be found.  

The output of Bundler (which consists of the combined common structure from both 

scenes) is searched to find and score 3D points which have as their source occurrences in 

several frames from both the empty and occupied parking lots. Points are scored 

according to occurrence and correspondence. A perfect score of 1 is assigned to a feature 
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which Bundler finds in all images from both the empty and occupied image sets. If a 

feature is only found in one of the image sets, it receives a score of zero.  

�����(�) = 	���(��� �����!	��	"#$%&	!�%, ��� �����!	��	��� $���	!�%)���(#	�#()�!	"#$%&	!�%, #	�#()�!	��� $���	!�%)  

Points which are highly scored are then looked up in the two original reconstructions and 

these pairs of coordinates are used to calculate the affine transform between the two 

coordinate systems.  

The coordinates of the colored markers from the empty lot are projected into the 

reconstruction of the occupied lot using the calculated affine transform.  

Since the system relies upon marking well defined parking spaces, this method is not, in 

its current implementation, suited for truck stops where the parking is more ad-hoc. In 

Figure 13, a lot is shown where trucks pull in nose to tail and the individual parking 

spaces are not well defined. A modification of the algorithm might be to search a long 

row-space (nose to tail direction) and determine the length of empty space from the rear 

of the last truck into a row. It is not however known how often this configuration occurs. 
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Figure 13 Ad-hoc parking truck stop (google.com/maps) 

Segmentation 

Working with the bounding corners for the group of parking spaces, the plane of parking 

spaces is found. This is done by selecting three of the corner points. One corner is 

chosen, C1, and the two adjacent corners, C2 and C3 form the other two vertices of the 

plane. A cross product of the two vectors defined from these three vertices forms a 
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normal vector, N, to the parking lot plane, Figure 14. This is repeated for each of the four 

corners and the average normal vector is used. The normal vector and a corner define the 

plane. Following this, the normal distance of all reconstructed points to this plane is 

calculated.  

 

Figure 14 Segmentation geometry for empty spaces 

Then, in order to determine which points might belong to the parking spaces or vehicles 

found in them, all points then in turn are projected into the plane of the parking spaces, 

and then onto the parameterized lines which are formed by the sides of the parking space 
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group bounds. Any points which fall outside any of these bounds are discarded. Of the 

remaining points, any points which are too far distant from the plane are discarded. This 

is to eliminate spurious points from overhanging foliage, etc. 

 

Occupancy Detection 

For the remaining points, their distance above the parking space plane is calculated and 

an envelope of the point’s location above the plane is calculated. This envelope is 

integrated for each parking space. The value of the integral over the individual space is 

used as the score for the parking space. This score is compared to a threshold and the 

space is marked as occupied if it exceeds the threshold or otherwise empty (see Figure 

15).  
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Figure 15 Occupancy detection 

Results 

Parking Lot 1, 6 spaces. 

Images were captured with a Nikon CoolPix S51. Optical zoom was used to help keep the 

scene framing consistent. Original resolution was 3264x2448. Photos were taken from 

inside the second story of an office space overlooking the parking lot through glass. 

Photos were converted from their native resolution to 2448x1836 (the impact on image 

resolution is discussed later) using the ImageMagick [23] “mogrify” program before 
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processing. No color, contrast, brightness, or normalization adjustments on or between 

the images were performed. 

 

Figure 16 Reverse angle to where the photos were taken from inside the second floor windows of the building. 

Empty Parking Lot 

Twelve images of an empty parking lot were captured (Figure 18). Half-poster sized 

pieces of brightly colored paper were positioned at the corners of the area to be evaluated 

(Figure 17). As noted earlier the images were taken from inside a nearby office space, 

Figure 16. Reflection artifacts are visible in the images. Since these cannot be correlated 
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across images in a valid 3D sense, the 3D reconstruction nicely ignores them. Similarly, 

water stains or dirt on a field deployed camera would not be reconstructed into the scene. 

 

Figure 17 Arrows indicate the position of colored markers 
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Figure 18 Empty Parking Lot, 12 Input Images 

Sparse 3D reconstruction using Bundler located the colored corner markers and provided 

opportunity to capture features used later to register the empty scene with a scene 

populated with vehicles. Each high resolution (2448x1836) image produced between 

5,000 and 12,000 SIFT features.  Initial features correspondences between frames ranged 
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between 1200 and 2100. The heat map for the empty lot (Figure 19) shows the number of 

frame-to-frame feature correspondences. The strongest correspondences are between 

frames 0 and 1, and between 3 and 4. As frames become more distant, they have fewer 

feature matches. 

 

Figure 19 Heat map of feature correspondences (frame to frame) 

Figure 20, shows the Meshlab [24] rendering of the reconstructed scene. In the 

reconstruction, the color corner markers (called out with white arrows) are clearly visible 

along with the lines for the parking spaces (which are not used for locating the spaces) as 

well as other scene points which will prove useful for connecting the geometry of this 

image to that of the occupied parking lot. Figure 21 shows the quasi-dense reconstruction 

of the empty parking lot (Poisson rendering of the PMVS output). 
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Figure 20 Sparse reconstruction of empty parking lot 

 

 

Figure 21 Quasi-dense reconstruction 
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One Vehicle (Car) 

 

Figure 22 One Vehicle (Car), along with the set of 12 images in which it is visible. 
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Notice in this image (Figure 22) that the color markers on the corners of the area of 

interest are not present. The surrounding features of the scene are used to register the 

empty scene and its markers with this one. 

 

Figure 23 One Vehicle (Car) dense 3D reconstruction using the PMVS method. 

Figure 23 shows the quasi-dense reconstruction of the occupied parking spaces. Notice 

that a “stop sign” has been constructed in the scene since the empty lot pictures were 

taken. This does not affect the performance of the algorithm. 
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Figure 24 One Vehicle (Car): segmentation (removed features are shown in dark gray.) 

The markers have been projected into the occupied parking lot and the plane of the 

parking spaces has been identified. This plane is used to segment the area of interest from 

the rest of the scene. Only items that project normally onto the plane are retained. In 

addition items which project onto the plane but are further than one parking space length 

above the plane are rejected as well. These rejected items may be overhanging objects 

such as tree limbs or buildings. In Figure 24, the all rejected 3D points are colored dark-

gray. 
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Figure 25 One Vehicle (Car) segmented. 

With the features removed we only have the empty parking spaces and the single vehicle 

(Figure 25). All that is left is to evenly divide the area into parking spaces and score each 

space. The threshold for detection has been set at 0.1. The occupancy projection profile 

(Figure 26) and table of scores (Table 1) of the parking spaces are as follows: 
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Figure 26 One Vehicle, Car, Occupancy Projection Profile 

Table 1 One Vehicle, Car, Parking Space Scores 

Space Score 

0 0.0580 

1 0.0540 

2 0.0437 

3 0.1755 [Vehicle Detected] 

4 0.0444 

5 0.0499 
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Second Case:  Parking area occupied by One Vehicle (Van) 

 

Figure 27 One Vehicle (Van), along. 12 Input Images 

Observe the harsh shadows that fall directly across the parking spaces that are the result 

of early afternoon sun and clear skies, Figure 27. Even with the drastically different 
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lighting conditions compared with the empty parking lot images, dual reconstruction still 

reconciles the two image sets and successfully correlates the reference empty parking lot 

(Figure 18) with this one. 

 

Figure 28 One Vehicle (Van): segmentation (removed features are shown in dark gray.) 

The registration with the markers is slightly off here resulting in clipping the back of the 

van, Figure 28. However, the process was robust enough to correctly detect the van. Note 

that the scores for empty spaces are still about 0.05 and the van has a higher score. 

Looking at the projection profile (Figure 29) it appears that the larger van has more 
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reconstruction in the parking space and less of the parking space is reconstructed under 

the van. Detection of vehicle occupancy (Table 2) is perfect. 

 

Figure 29 One Vehicle, Van, Occupancy Projection Profile 

Table 2 One Vehicle, Van, Parking Space Scores. 

Space Number Score 

0 0.0499 

1 0.0526 

2 0.0521 

3 0.0580 

4 0.2109 [Vehicle Detected] 

5 0.0642 



 

 47 

Third Case:  Parking area occupied by Four Vehicles (Cars) 

 

Figure 30 Four Vehicles (Cars), along with the set of 12 images in which they are visible. 
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Figure 31 Four Vehicles (Cars): segmentation (removed features are shown in dark gray.) 

In this reconstruction, (Figure 30) the empty spots score (Table 3, Figure 32) a lower 

value than in the previous cases (0.01 vs. 0.5). Looking at the reconstruction (Figure 31) 

it appears that more of the empty space was reconstructed. This may have resulted in a 

lower score which is actually more consistent with an empty parking space (ideal score of 
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0 since it should be in the plane of the 4 corners). 

 

Figure 32 Four Vehicles, Occupancy Projection Profile 

Table 3, Four Vehicles, Parking Space Scores 

Space Number Score 

0 0.0102 

1 0.1554 [Vehicle Detected] 

2 0.1690 [Vehicle Detected] 

3 0.1602 [Vehicle Detected] 

4 0.1702 [Vehicle Detected] 

5 0.0210 
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Fourth Case:  Parking area occupied by Six Vehicles (Cars) 

 

Figure 33, Six Vehicles (Cars), along with the set of 12 images in which they are visible. 
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Figure 34, Six Vehicles (Cars): segmentation (removed features are shown in dark gray.) 

The scores (Table 4) for the six vehicles (Figure 33) from the resulting reconstruction 

(Figure 34) are consistent with the scores for cars in the other reconstructions. All six 

vehicles are correctly detected. The occupancy projection profile (Figure 35) displays the 

data behind the scoring.  
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Figure 35, Six Vehicles, Occupancy Projection Profile 

Table 4, Six Vehicles, Parking Space Scores 

Space Number Score  

0 0.1828 [Vehicle Detected] 

1 0.2084 [Vehicle Detected] 

2 0.1698 [Vehicle Detected] 

3 0.1670 [Vehicle Detected] 

4 0.1377 [Vehicle Detected] 

5 0.1216 [Vehicle Detected] 
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Fifth Case:  Parking area occupied by Six Vehicles (Cars) in Rainy 

Weather 

 

Figure 36, Six Vehicles (Cars), along with the set of 5 images in which they are visible. 
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Figure 37, Six Vehicles (Cars): segmentation (removed features are shown in dark gray) in rainy weather. 

In this reconstruction (Figure 37) all six vehicles were correctly detected (Table 5). It’s 

interesting to note that the algorithm (Figure 38) worked correctly despite two key 

differences with the previous image sets. The first significant difference is the number of 

input images for the occupied parking lot is 5. The second significant difference is the 

robustness to significantly different lighting both to the previous occupied sets and to the 

empty parking lot image set. The obvious difference is the light due to overcast sky and 

wet parking lot surfaces (Figure 36). Additionally, because of the low and overcast 

outdoor lighting conditions, the indoor lights cause significant reflection artifacts in the 

images. Once again, these do not cause a problem. 
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Figure 38 Six Vehicles (rain), Occupancy Projection Profile 

Table 5, Six Vehicles (rain), Parking Space Scores 

Space Number Score 

0 0.3336 [Vehicle Detected] 

1 0.4194 [Vehicle Detected] 

2 0.3161 [Vehicle Detected] 

3 0.3214 [Vehicle Detected] 

4 0.3819 [Vehicle Detected] 

5 0.3768 [Vehicle Detected] 
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One Vehicle, Snow 

 

Figure 39 One Vehicle, Snow 

This series of photos (Figure 39) was taken the day after a light snowfall. The ground in 

the parking spaces has a few patches of snow. The parking lot itself has a wet and slushy 
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surface compared with the dry surface of the empty lot. The reconstruction (Figure 40, 

Figure 41) was successful and the single car is detected correctly (Table 6, Figure 42). 

 

Figure 40 One car, snow. Quasi-dense. 
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Figure 41 One car, snow. Full reconstruction. 

 

Figure 42 One car, snow. Occupancy Projection Profile 
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Table 6 One Vehicle, Snow 

Space Number Score 

0 0.0221 

1 0.0169 

2 0.0174 

3 0.0134 

4 0.0121 

5 0.2283 [Vehicle Detected] 

Overall Scores 

Table 7 Overall Scores 

 Parking Space Number 

0 1 2 3 4 5 

One 

Vehicle, 

Car 

0.06 0.05 0.04 0.17 0.04 0.05 

One 

Vehicle, 

Van 

0.05 0.05 0.05 0.05 0.21 0.06 

Four 

Vehicles 

0.01 0.16 0.17 0.16 0.17 0.02 

Six 

Vehicles 

0.18 0.21 0.17 0.17 0.14 0.12 

Six 

Vehicles,  

Rain 

0.33 0.42 0.32 0.32 0.38 0.37 

One 

Vehicle, 

snow 

0.22 0.02 0.02 0.01 0.01 0.02 

The detection threshold was set at 0.1 for all cases. All vehicles were detected correctly 

(Table 7) and all empty spaces were identified correctly as well. Shaded cells in Table 1 

indicate detected vehicles. 
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Larger Parking Lot 

Set 1 

 

Figure 43 Large Parking Lot, Empty 
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Figure 44 Large Parking Lot, Empty, Annotated 
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Figure 45 Large Parking Lot, Occupied 
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Figure 46 Large parking lot schematic. Ground Truth. 

 

Figure 47 Large Parking Lot, Occupied, Single Image 
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Figure 48 Large Parking Log, Empty quasi-dense reconstruction 

 

Figure 49 Large Parking Lot Reconstruction, Occupied 
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Figure 50Large Parking Lot, Segmentation Error (Red=error, Green=correct) 

 

 

 
Figure 51 Large Parking Lot, Occupation Profile 
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Table 8 Large parking lot, detection scores 

Space Score Detection 
0  0.0385  
1  0.1149  [Vehicle Detected] 

2  0.1288  [Vehicle Detected] 

3  0.1081  [Vehicle Detected] 

4  0.1432  [Vehicle Detected] 

5  0.0658  

6  0.1179  [Vehicle Detected] 

7  0.1106  [Vehicle Detected] 

8  0.1113  [Vehicle Detected] 

9  0.1157  [Vehicle Detected] 

In this scale-up of the detection problem, I photographed a larger parking lot (Figure 43, 

Figure 45, Figure 47) from the same location as the previous lot. “Set 1” evaluates the 

second yellow row of Figure 46. Instead of actual physical fiduciary markers (poster-

board squares), virtual markers (Figure 52, Figure 44) were placed on the corners of the 

parking spaces in this example. The pattern for the fiduciary markers, which were 

developed for maximum SIFT feature response, was taken from Schweiger, et al [26] and 

then tinted pink or blue to correspond with the algorithm (Figure 52). Reconstruction of 

the empty (Figure 48) and occupied (Figure 49) parking lots was successful. Automatic 

detection was robust (Figure 51, Table 8) even with registration errors of approximately 

half a car length between the empty and occupied parking lots. The projected parking 

space corners didn’t closely correspond well with the actual corners of the occupied 

spaces (Figure 50). After analyzing the correspondence points used to create the affine 

transform it was discovered that they were far away in the background. This resulted in 

errors in the ability to resolve depth accurately.  
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Figure 52 Pink and Blue fiduciary markers. 

Set 2 

This set of images uses the same occupied parking lot images as “Set 1”; however, it uses 

a different set of empty parking lot images. “Set 2” evaluates both green rows of Figure 

46. The empty lot images were re-taken without the snow and with physical colored 

fiduciary markers. The markers were difficult to resolve at the distance and zoom settings 

of the camera, so prior to processing they were “over-labeled” with the virtual markers 

(Figure 53). In addition, an attempt was made to process two rows of parking places at a 

time by using the markers to select two rows and then modifying the software to partition 

the space into two separate rows which are evaluated separately very late in the process 

flow (not impactful of run-time performance). However, the registration error (Figure 54) 

was even worse for this data set. The projection of the detected fiduciary markers into the 

occupied coordinate system was now off by almost an entire car-length. This made it 

impossible to evaluate the rows accurately.  
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Figure 53, Large Parking Lot, Set 2, Empty, Over-labeled. 

 

Figure 54, Large parking lot, Set 2, Registration Error (green=correct, red= error) 
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Effects of Image Resolution on Detection Performance 

There are factors that affect evaluation performance of the methodology and influence its 

success. This is the topic of discussion in this section. There are a few key intermediate 

goals that must be attained in order for the algorithm to work well. The effects of these 

factors are investigated through experimentation. 

1. The corner makers in the empty lot must be located. To achieve this, enough 

structure points at each colored corner maker must be found. I attempt to ensure 

this through adequate image resolution, marker size, color uniqueness, and 

adequate number of images in which the markers appear.   

2. Enough common structure points between the empty and occupied parking lot 

must be found in order to establish an affine transformation between the two in 

order to project the corners of the parking spaces from the empty parking lot 

reconstruction into the occupied reconstruction. In addition to quantity, the quality 

of the correspondences is significant. The points must be such that the affine 

transform is low in error. If the points are too far away, then depth accuracy may 

suffer. 

3. Enough structure points from the vehicles must be found such that when the 

parking spaces are scored vehicles will be detected. 

The following experiments are performed using the four car dataset. 
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In an effort to determine the effects of image resolution, the image sets were re-processed 

in the following sizes: 2448x1836 (High resolution), 1224x918 (Medium resolution), and 

640x480 (Low resolution). All 12 frames for the empty and four car occupied image sets 

were used. Image resolutions are not mixed for the empty and occupied parking lots. 

Number of Features Detected 

Figure 55 and Figure 56 are the result of processing two images at the High and Low 

resolution values. The pictures themselves show that more features are detected at higher 

resolutions. The mechanism behind this is that at higher resolutions more information is 

able to contribute to more features. Likewise at lower resolution the information has been 

decimated. In the figures, the first image has 8285 and 907 features. In the second image 

of the figures, 24282 and 1885 features are produced (high and low resolution 

respectively). Table 9 and Table 10 show that this trend is very typical for image 

resolution. 
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Figure 55 640x480 Images with SIFT feature keypoints 
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Figure 56 2448x1836 Images with SIFT feature keypoints 
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Table 9 Features Detected by image resolution 

 Number of Features 

Empty Lot Set Occupied Lot Set 

Image 2448x1836 1224x918 640x480 Image 2448x1836 1224x918 640x480 

6711 9502 2410 924 6734 10533 2003 1049 

6712 10761 3310 1104 6735 16089 2717 1298 

6713 11760 3618 1133 6736 14532 3271 1454 

6714 10876 2854 973 6737 15063 2935 1362 

6715 11309 2918 951 6738 15364 2986 1284 

6716 7118 2523 884 6739 10145 2039 927 

6717 5864 1297 560 6740 8285 1871 907 

6718 10641 3388 1210 6741 15651 3332 1611 

6719 10960 3298 1185 6742 20731 4402 2007 

6720 9176 2610 914 6743 15901 2966 1410 

6721 6864 1558 566 6744 14129 2524 1246 

6722 5619 1353 544 6745 24282 4411 1885 

Number of SIFT matched features: 

Table 10 Raw SIFT matched features (same set) 

 Raw SIFT Matched Features (to other images in the same set) 

Empty Lot Set Occupied Lot Set 

Image 2448x1836 1224x918 640x480 Image 2448x1836 1224x918 640x480 

6711 1922 935 535 6734 3063 1154 734 

6712 2108 1171 652 6735 4216 1428 946 

6713 1797 944 520 6736 4859 1727 1162 

6714 2252 1225 732 6737 5258 1866 1261 

6715 2276 1318 779 6738 5265 1901 1232 

6716 1467 1168 752 6739 4734 1754 1145 

6717 2105 1083 588 6740 3750 1869 1144 

6718 1741 899 536 6741 4098 1588 1016 

6719 2052 898 531 6742 3988 1563 1020 

6720 1736 867 389 6743 4049 1484 961 

6721 1481 701 368 6744 3481 1148 775 

6722 1199 555 314 6745 2171 714 496 
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Features Matched Across Frames 

In general, the low resolution images had more (normalized by the maximum possible 

matches) frame matches. However, overall, all resolutions averaged about 10% of 

available features matched with another frame (Table 11). 

Table 11 Frame matching performance (empty parking lot) 

Frame A,B High Res % match Medium Res % match Low Res % match 

00,01 36% 40% 41% 

00,02 14% 11% 12% 

00,03 14% 14% 14% 

00,04 9% 9% 10% 

00,05 6% 8% 7% 

00,06 6% 5% 4% 

00,07 4% 4% 5% 

00,08 4% 0% 3% 

00,09 3% 4% 0% 

00,10 3% 3% 0% 

00,11 5% 4% 7% 

01,02 18% 19% 20% 

01,03 15% 15% 16% 

01,04 10% 11% 11% 

01,05 8% 8% 8% 

01,06 6% 4% 5% 

01,07 4% 4% 5% 

01,08 4% 3% 4% 

01,09 3% 7% 0% 

01,10 4% 3% 5% 

01,11 5% 5% 0% 

02,03 22% 21% 20% 

02,04 13% 15% 16% 

02,05 6% 8% 10% 

02,06 7% 7% 7% 
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02,07 6% 6% 7% 

02,08 4% 4% 3% 

02,09 4% 4% 0% 

02,10 3% 4% 0% 

02,11 6% 5% 9% 

03,04 25% 25% 24% 

03,05 12% 13% 15% 

03,06 8% 8% 8% 

03,07 6% 5% 6% 

03,08 4% 4% 5% 

03,09 3% 4% 5% 

03,10 4% 4% 6% 

03,11 5% 6% 7% 

04,05 22% 22% 23% 

04,06 12% 12% 12% 

04,07 9% 9% 9% 

04,08 6% 8% 7% 

04,09 6% 4% 6% 

04,10 4% 5% 6% 

04,11 6% 8% 8% 

05,06 20% 22% 24% 

05,07 7% 8% 10% 

05,08 6% 8% 8% 

05,09 4% 6% 7% 

05,10 5% 7% 7% 

05,11 5% 6% 11% 

06,07 21% 22% 19% 

06,08 15% 14% 12% 

06,09 9% 7% 9% 

06,10 7% 8% 7% 

06,11 7% 6% 6% 

07,08 20% 20% 21% 

07,09 10% 10% 12% 

07,10 7% 7% 8% 

07,11 10% 9% 8% 
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08,09 24% 22% 27% 

08,10 18% 12% 14% 

08,11 13% 13% 11% 

09,10 27% 28% 27% 

09,11 16% 14% 13% 

10,11 21% 24% 21% 

Grand Total 10% 10% 10% 

 

When the normalized matching score was compared by frame distance, the low 

resolution images outperformed high and medium. However, the incremental 

improvement over the second best resolution was often less than an absolute 1% point 

gain.   

When comparing matching performance vs. frame distance. Frame distance is defined as 

follows: if frames are indexed sequentially, then the frame distance is the difference in 

numerical index. The physical distance between each sequential image frame was fairly 

uniform, so this is an analog for physical distance between camera locations in my image 

sets. For adjacent frames matching performance is approximately 24%. For the most 

distant frames matching performance was approximately 5%. This is a natural 

consequence of the fact that the distant frames have smaller area overlap. Data from the 

following chart (Figure 57) illustrates this. Given that the low resolution images perform 

at least as well as the higher resolutions one might conclude that for the speed 

performance increase associated with processing far fewer pixels, this would be the 
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preferred choice. However I will conclude later that there are detection performance 

issues that outweigh this gain. 

 

Figure 57 Matching Performance vs. Frame Distance 
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After basic cross frame feature matching is performed, bundler attempts to resolve these 

to 3D structure points. Figure 58 depicts the number of structure points from each image 

resolved by bundler. While the higher resolution images produce more structure points, 

the number of structure points at lower resolution certainly seems to be adequate to 

establish the affine correspondence between the two image sets when it is required at a 

later stage (i.e., if matching between the two images sets goes well.) 

When the empty parking lot and occupied parking lot image sets are combined, matching 

actually improved in 18 of 24 images in the high resolution set. The average matching 

improved 13% for high resolution, 7% for medium resolution, and it fell 4% for low 

resolution. This can be explained by simply having more images of the same scene. 

Features that did not have enough correspondence within the same set were boosted with 

corresponding features in the other set enough to create 3D points with stable structure. It 

appears that even though there are obvious differences between the empty and occupied 

parking lot, at high and medium resolutions more similar structure was extracted.  
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Figure 58 Bundler Resolved Structure Points 

The raw data from the combined image sets is visualized in the following heat maps. The 

heat maps provide a visualization of the number of feature correspondences between 

frames. The lower diagonal of the heat map is empty because order does not have 

significance in feature correspondence (feature A in frame 1 matches feature B in frame 2 

is the same thing as feature B in frame 2 matches feature A in frame 1). Correspondences 

are not double counted. The data is not normalized across the maps for different 
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resolutions. As such, a shade in one map does not correspond to the same count in 

another map.  

The following observations can be made. For each resolution, the strongest correlation 

occurs in the occupied image set. This is likely due to the additional structure of the 

vehicles. The relative strength within the low resolution heat map (Figure 59) appears to 

have frames with strong correspondence to the high and medium resolution frames, but 

frames which had weaker correspondences, visually appear to be worse than medium or 

low resolution. This effect seems most significant when the frame distance is largest. 

 

Figure 59, Heat map of Feature matches across all frames for H, M, L resolutions.  

In conclusion, regarding image resolution, when trying to generate image 

correspondences across image sets which are taken of the same scene at different times, it 

is helpful to use higher resolution images of the scene. This gives an algorithm such as 

this one every opportunity to bind the scenes together. This is at the core of the 

performance for this algorithm at almost every step. Furthermore, when trying to extract 
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specific features, such as the colored parking space markers, greater resolution means that 

it is more likely produce more 3D points of the markers. This is critical to segmenting the 

parking spaces. Higher resolution produces better detection performance. 

Runtime	Performance	

The speed at which the system can resolve a set of parking spaces is determined primarily 

by two factors: the number of pixels in an image, and the number of images. 

Table 12 Initial Scene Rendering. 

2262x1704 image resolution 5 Images 10 Images 13 Images 27 images 

1. Keypoint Detection 1 3 5 11 

2. Keypoint Matching 1 1 1 10 

3. Bundler 1 1 2 13 

4. PVMS 3 9 12 40 

Total 6 minutes 14 minutes 20 minutes 74 minutes 

Table 12 shows the times through the processing pipeline for various operations. The 

measurements were taken on a laptop with an Intel, Core 2 Duo CPU @ 2.53 GHz with 3 

GB of ram running Windows XP SP3. Referring to Figure 3, the blue blocks are 

operations on the empty parking lot and are only performed once at system installation. 

These blue blocks correspond to steps 1-4 in the table. The yellow blocks represent 

operations on the occupied parking lot. The yellow blocks perform steps 1-4 every time 

the occupied lot is evaluated. The green blocks represent operations performed (steps 2 

and 3 above) on the combined image sets. These must also be performed every time the 

occupied lot is evaluated. Since the green blocks operate on the combined image set, you 
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must combine the number of images to estimate the compute time. For example, 10 

images in the empty parking lot and 5 images in the occupied lot must use 15 images to 

estimate processing time for the green blocks. The remainder of the green blocks operate 

reasonably quickly, on the order of around one minutes even for image sets with a 

combined size of 20. For 12 empty parking lot images and 12 occupied parking lot 

images, run time is about 19 minutes for the yellow blocks and about 20 minutes for the 

blue blocks, for a total of approximately 39 minutes.  

There are several possibilities for improving runtime performance. Bundler might be 

altered to use faster features like SURF. Bundler could be reconfigured to only evaluate 

for camera parameters and position and not scene structure (since PMVS creates its own 

scene structure from its own features and only needs camera parameter input). A GPU re-

write of some steps in Bundler or PMVS maybe also improved performance. 

Additionally, if the parking lot is sub-divided into separate systems that may focus on a 

few parking spaces, cycle time could be made more manageable. 

CONCLUSIONS	

This thesis describes a promising approach to the determination of vehicle occupancy in 

parking spaces. The system is robust to changing weather conditions and should perform 

similarly in night conditions, provided that a low noise and low light camera is used. 

While the initial focus was on a small six space parking lot, when scaling to a larger 
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parking lot, more attention must be given to resolving depth accurately. The features 

which give common cues between the empty and occupied parking lots determine the 

affine transform so that registration of the fiduciary markers will allow correct 

segmentation. For best results these features probably should be in the general area of the 

parking spaces being surveyed. Perhaps permanent markers in the parking area on light 

posts, etc may assist with this. Also, more research has to be done to determine the 

tradeoff between number of cameras, image resolution, and performance. It is desired 

that the system run more quickly. The approach is novel, useful, and promising. 
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