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detection of simulated spuriously low examinees
than the Rasch model for the Graduate Record Examination, Verbal Section. All three appropriateness indices proposed by Levine and Rubin (1979)
provide good detection of simulated spuriously low
examinees but poor detection of simulated spuriously high examinees. A reason for this discrepancy
is provided.

Several theoretical and empirical issues that must
be addressed before appropriateness measurement
can be used by practitioners are investigated in this
paper. These issues include selection of a latent
trait model for multiple-choice tests, selection of a
particular appropriateness index, and the sample
size required for parameter estimation. The threeparameter logistic model is found to provide better

Item response theory (IRT) has been used by researchers to solve a variety of measurement problems that are very difficult to address using the methods of classical test theory (CTT). A number of
examples have been provided by Lord (1980), Marco (1977), and Wright (1977). In this paper application of IRT to another problem apparently beyond the scope of CTT is considered. Levine and Rubin
(1979) and Levine and Drasgow (in press-a, in press-b) refer to this application as &dquo;appropriateness
measurement.&dquo;
The goal of appropriateness measurement is to detect individuals for whom multiple-choice test
scores are not representative measures of ability. A test score can be a misleading index of ability or
achievement for many reasons. These reasons include atypical schooling, copying some answers from
a more able neighbor, and exceptional creativity (see Levine & Rubin, 1979). The detection by appropriateness measurement of test scores that are unrepresentative measures of an examinee’s actual
ability is limited to test-taking anomalies producing recognizably unusual response patterns. For example, atypical education of a very bright individual may lead to an answer sheet containing several
correct responses to very difficult items despite several incorrect responses to easy items.
An example of a quantitative measure of the atypicality of a response vector is provided by the 10
appropriateness index described by Levine and Rubin (1979). Let ui denote the it’ dichotomously
scored (0 if incorrect, 1 if correct) item response, P(&reg;) denote the probability of a correct response to
item a among examinees with ability 6, and Qi(O) 1 -~(~). Then, using the local independence assumption of IRT, the 10 index is the logarithm of the likelihood function evaluated at the maximizing
value of 9:
9

=
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The ~o index can be motivated by the following observation (see Levine &
Drasgow, in press-a, for
extensive discussion). Suppose that some test-taking anomaly yields an answer sheet with incorrect responses to a number of easy items and correct responses to several difficult items. Then, the
likelihood of this response pattern will be very small for all values of 0, and consequently the maximum of the likelihood function in Equation 1 will be very small. For this reason small values of 10 suggest aberrance.
Levine and Rubin’s (1979) Gaussian model provides two other quantifications of response vector
atypicality. In this model an examinee has ability 9; on item i, where Oi is assumed to be randomly
sampled from a normal (0,, ol) distribution. Levine and Rubin show that the likelihood of the re9 un given person parameters 0, and a’ is
sponses ul,
a more

... ,

where

The

analogue of 10 in this model is denoted one

Note that Equation 1 is the special case of Equation 4 for which all Oi =
The maximum likelihood ratio test statistic

0,.

one measure of response vector atypicality, and the maximum likelihood estimate & of the
standard deviation of the Oi distribution provides a second measure. Both LR and 6 should tend to be
relatively large when an examinee’s responses appear to have been generated by more than a single
ability 0,. It is precisely these examinees for whom total test score is likely to provide an inappropriate
measure of &dquo;ability.&dquo; Levine and Rubin (1979) provide theoretical justifications for Gaussian model
appropriateness indices, and Levine and Drasgow (in press-b) discuss computational methods.
Using real and simulated data, Levine and Rubin (1979) and Levine and Drasgow (in press-a)
have found that 1,,, and â all can provide good detection of examinees with simulated s~pu~°i&reg;a.~ly
high and spuriously low multiple-choice test scores. The present research continues and extends these
earlier studies by addressing several theoretical and practical problems that must be examined before

provides
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multiple-choice

test makers can implement appropriateness measurement. These issues include
IRT model for multiple-choice tests, examination of the relative effectivenesses of various
appropriateness indices, and examination of the sample size that is required for parameter estimation.

choice of

an

Choice of IRT Model for Multiple-Choice Items
One of the most important considerations in appropriateness measurement is the choice of a
functional form for Pi in Equations 1 and 4. The three-parameter logistic model (Lord, 1968, 1980)
has been studied primarily in the context of multiple-choice items. In this model, the probability of a
correct response to item E among examinees with ability 6 is given as

where
q

is the item discriminating power,

bi- is the item difficulty,
i is the lower asymptote of the item characteristic curve (ICC), and
D is a scaling constant usually set equal to 1.7.
This model has been criticized (see Wright, 1977) on the grounds that it has unavoidable difficulties
in parameter estimation that preclude proper estimation of item discriminating power. In addition,
practical experience has shown that the lower asymptote parameter can be very difficult to estimate
by the method of maximum likelihood (Lord, 1968).
Estimators for the Rasch or one-parameter logistic model ( Rasch, 1960), in contrast, have been
shown to have optimal statistical properties. The Rasch model can be written as

from which it is evident that this model is the special case of the three-parameter logistic model where
1 and c¡ 0 for all items. Andersen (1970, 1972) proved that conditional maximum likelihood
c~;
(CML) estimation of item parameters for the Rasch model yields consistent estimates, where &dquo;conditional&dquo; refers to conditioning on the minimal sufficient statistic (number correct). Wright and
Douglas (1977) observed that a test of more than 10 or 15 items cannot be calibrated by their CML
method due to rapid accumulation of round-off error. Consequently, Wright and Douglas developed
an unconditional maximum likelihood (UML) estimation procedure that simultaneously estimates
item and person parameters. When a correction factor was applied to UML estimates, Wright and
Douglas found that the resulting parameter estimates were indistinguishable from the CML esti=

=

mates.

More efficient methods of

controlling round-off error in CML estimation have been developed re-

cently. Gustafsson (1980b) and Fischer (1981) have summarized this research. For the purpose of testing the goodness of fit of the Rasch model in a particular data set, it is important to use CML estimation (Gustafsson, 1980a, 1980b). In the present research, however, there is no assertion that the Rasch
model provides a good fit to multiple-choice tests. Instead, the parameter estimates are used only to
compute appropriateness indices. Consequently, due to the results of Wright and Douglas (1977), it is
immaterial whether CML or UML estimates corrected for bias are used.
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The choice between the Rasch model and the three-parameter logistic model for use in appropriateness measurement should be influenced by at least two considerations. First, when computing
the appropriateness indices in Equations 1 and 4, how robust is the Rasch model to nonzero item
characteristic curve lower asymptotes and varying item discriminations? Second, although three-parameter logistic parameter estimates have not been shown to be optimal, are these estimates sufficiently accurate for the purposes of appropriateness measurement? The trade-off between Rasch
model robustness and three-parameter logistic model estimation accuracy is examined empirically in
this paper.
A Modification of I

o

The index £0 is a sum of negative numbers, one for each item answered. Thus, 10 is influenced by
length and number of items omitted. Dividing 1,, by the number m of items answered provides an
index that is expected to be less sensitive to test length and omitting rate than 10’ Moreover, the index
test

can be
of 10’

interpreted as the geometric mean response probability.

For these reasons

19 was used in place

The Personal Biserial
In addition to the 1,, 6, and LR appropriateness indices, Donlon and Fischer’s (1968) &dquo;personal
biserial&dquo; correlation coefficient, rperbisg is examined. These authors proposed rperbis as a measure of the
extent to which an individual’s pattern of correct and incorrect responses matches the item difficulties of a normative group. A personal biserial correlation is computed between the dichotomously
scored item responses of a particular individual and the group-determined item difficulties. In contrast, an item-total biserial correlation is computed across examinees for a given item. A low or even
negative ~perbis can result when an individual answers many easy items incorrectly while responding
correctly to several difficult items.
The measure of item difficulty used by Donlon and Fischer is the Educational Testing Service delta. The delta for an item is
that value on the baseline of a normal curve with mean 13.0 and standard deviation 4 above which the area under the curve is equal to the proportion passing the item
among those who reach it&dquo; (Donlon &
Angoff, 1971, p. 23). The personal biserial can be computed
from
&dquo;

...

where
delta for items reached,
delta for items answered correctly,
s is the standard deviation of the deltas for items reached,
p is the number of items answered correctly divided by the number of items reached, and
h is the ordinate of the normal (O91) density function evaluated at the point where the
cumulative distribution function equ~ls~o

her is the
he is the

mean
mean
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Method
Data
The Graduate Record Examination Board provided a magnetic tape with the item responses to
the Graduate Record Examination (GRE) given by 10,000 examinees. Examinees’ responses to items
on the Verbal section of the GRE (GRE-V) constituted the data base for all analyses in the present

study.
An attempt was made to control the distribution of ability in the normal and aberrant groups.
This was done to establish that the detection rate achieved by an index is not an artifact of the relation between index score and ability. The reason for controlling ability distributions across normal
and aberrant groups is described in more detail in the discussion section.
Two homogeneous groups of examinees were obtained by inspecting the responses of Examinees
5,001 through 10,000. A moderately low ability group was formed by selecting examinees with no
more than 10 omitted items and a formula score (the number of correct responses minus one-fourth
the number of incorrect responses) in the interval 30.5 to 37.0, inclusive. This interval corresponds to
scaled scores from 420 to 460. A total of 115 examinees met these two specifications.
A high ability group was created by utilizing the same criterion for omitting rate; examinees in
this group were required to have formula scores in the interval 58.5 to 63.75, inclusive. The scaled
scores corresponding to these limits are 600 and 630. A total of 200 examinees formed the high ability
group.
Aberrant examinees were created by a procedure similar to the method employed by Levine and
Rubin (1.979). A spuriously high response vector was generated from each examinee in the moderately
low ability group by randomly selecting 20 item responses from the 95-item test without replacement.
These items were then rescored to be correct, regardless of the examinee’s original responses. If an
omitted item was encountered, it was skipped and not counted toward the 20-item total. Hence, an
omitted item was never rescored to be correct or incorrect. There were 115 simulated spuriously high
response vectors generated from the moderately low ability group.
A spuriously low response vector was created from each examinee in the high ability group by
randomly selecting 20 item responses without replacement. Each of these items was rescored as correct with probability 1/5 and incorrect with probability 4/5. Again, omitted items were not altered
nor counted toward the total of 20 tampered items. There were 200 simulated spuriously low examinees generated from the high ability group.
The two types of aberrance simulated here may each be given interpretations that are quite realistic. For example, consider an individual who has memorized the answers to some exam questions.
This examinee will obviously obtain a spuriously high score. Alternatively, consider a high ability individual for whom English is a recently acquired second language. There may be items containing
idiomatic expressions that confuse this examinee. If he or she answers such items, the probability of a
correct response is quite small and his or her score will be spuriously low.
The aberrance-inducing modifications systematically affected the distribution of formula scores.
Table 1 contains the cumulative proportions of formula scores after the spuriously high and spuriously low modifications. These distributions are roughly comparable; consequently, a single group of
normal examinees was selected from Examinees 5,001 through 10,000. The distribution of formula
scores for the matched normal group also appears in Table 1. Examination shows that the match between normal and spuriously low groups is fairly good: The largest difference in cumulative proportion between the two frequency distributions is .05. The match between normal and spuriously high
groups is less accurate, with the largest difference being .14.
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Table 1
Formula Score Cumulative Proportions for
Aberrant and Normal Groups

Estimation
BICAL (Wright &
Mead, 1975) was used to estimate the parameters of the one-parameter logistic
model. UML estimates corrected for bias were obtained so that parameter estimates would be
equivalent to CML estimates. Estimation for the three-parameter logistic model was done by
LOGIST (Wood &
Lord, 1976; Wood, Wingersky, &Lord, 1976).
A computer program written by Gruvaeus and J6reskog (1970) was used to estimate 8g and a for
the Gaussian models. Initially, the program uses steepest descent to minimize the user’s criterion
function. Then, usually after two or three steepest descent iterations, the program utilizes the
F’letcher-P&reg;well (1963) method. Convergence is quite rapid once Fletcher-Powell minimization begins, usually requiring no more than three iterations. Finally, FORTRAN IV computer programs
were written to calculate the delta measure of item difficulty and to compute ~°Perb,s.
Resets

Large Samples
The computations in this section are based on item parameter estimates obtained from
the responses of 3,000 normal examinees (Examinees 1 through 3,000).

analyzing
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To evaluate the effectiveness of an appropriateness index in detecting aberrant response vectors,
index scores for the normal and aberrant samples were calculated. Then, a cutting score t was specified. For convenience, assume that smaller index scores indicate aberrance. The proportion of aberrant response vectors with index scores less than t was determined. This proportion is referred to as
the &dquo;hit rate.&dquo; The proportion of index scores less than t in the normal sample was also determined.
This is the &dquo;false alarm rate.&dquo;
Hit rates for several false alarm rates are presented in Table 2. Detectability of spuriously low examinees was quite good for both the Rasch and three-parameter logistic models and for all appropriateness indices. Note that the three-parameter model performs slightly better than the Rasch model
at most false alarm rates. The detection rates for all indices based on IRT models clearly dominate
Y¡;erbis.

Because Table 2 points to a modest superiority for the three-parameter model, comparison of the
different indices will focus on the results for the three-parameter model. Table 2 shows that 6 and LR
provide almost equivalent detection of aberrance. At a 3% false alarm ratc LR is more effective, at a
5% false alarm rate 6 is more effective, and at other false alarm rates hit rates are quite close. The 19
index yields slightly poorer detection for almost all false alarm rates. The most obvious conclusion
from Table 2 is that all three appropriateness indices are effective in discriminating between normal
and aberrant examinees.
Table 3 shows that detection is much more difficult for spuriously high examinees. Although over
60% of the aberrant examinees are detected when the false alarm rate is 25%, at low false alarm rates
there is only mediocre detection. Table 3 indicates that for false alarm rates of less than 10% (1) the
differences between the Rasch model and three-parameter logistic models are small, (2) there is little
difference between appropriateness indices, and (3) comparatively poor detection results.

Table 2

Proportion of Spuriously

Low Examinees

Detected at Several False Alarm Rates
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Table 3
of
Spuriously High Examinees
Proportion
Detected at Several False Alarm Rates
___

Small

Samples

analysis is to exacerbate the difficulties of estimating item parameters for the
three-parameter logistic model by decreasing the test norming sample to only 500 examinees. This is
a substantially smaller sample than the 1,000 examinees that Lord (1968) has suggested may be required for proper convergence of LOGIST. In contrast, a sample of 500 seems adequate for the Rasch
The purpose of this

model.
The sample of 500 was created by taking every 10th examinee from the GRE data tape, starting
with Examinee 1 and ending with Examinee 4,991. LOGIST and BICAL were then utilized to compute item parameter estimates. Appropriateness indices were calculated using these item parameter
estimates for the normal and spuriously low response vectors analyzed in the preceding section. These
response vectors were employed so that any decrease in detectability of. aberrance due to inaccurate
estimates of item parameters would be apparent. Results for spuriously high examinees were not obtained because of their low detection rates, seen in Table 3.
Table 4 shows that detection of spuriously low examinees is still quite good. In fact, this table
shows few differences from Table 2. For low false alarm rates, there is little evidence that appropriateness measurement has been degraded by estimating item parameters in a small sample. Comparing
Table 4 to Table 2 indicates that although 1,, &reg;, andLR for the three-parameter model provide slightly different patterns of detection, the overall detection rates are very similar. For example, 6 has a
lower hit rate in Table 4 than in Table 2 for a false alarm rate of 1°7oy but at a false alarm rate of 3%,
detection is slightly better. Overall, virtually no power has been lost by using item parameter estimates derived from a small sarnple.1,IZ actually does somewhat better in Table 4 than in Table 2 at
false alarm rates of 3% and higher.
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From Table 4 it is apparent that the three-parameter model yields generally better aberrance detection than does the Rasch model for false alarm rates of 10% and less. This is particularly evident at
false alarm rates of 1%, 5%, and 7%. For the three-parameter model, ig, 6, and LR are all roughly
comparable. However, o and I,I? may be slightly more effective.
The small sample results are quite surprising. Originally, it was anticipated that estimating item
parameters for the three-parameter model in a small sample would seriously degrade appropriateness
measurement. In contrast, estimation for the Rasch model should be much less affected by the small
sample size. Hence, it was expected that the Rasch model would provide greater aberrance detection
than the three-parameter model. Table 4 indicates that this prediction is not correct, at least for an
item parameter estimating sample of 500 examinees. The anticipated effect might still emerge in
smaller samples.

Summary and Discussion

Appropriateness measurement does not seem greatly affected by the differences between the
Rasch and three-parameter logistic models. Careful inspection of the results presented in the last two
sections lends support to the conclusion that appropriateness indices based on the three-parameter
logistic model yield generally better detection of spuriously low examinees at low false alarm rates.
These results suggest that the three-parameter model, despite its estimation problems, is more useful
for the purposes of appropriateness measurement for GRE-V data. Note that these results provide
support for the various estimation methods programmed in LOGIST (Lord, 1968, 1974). In contrast,
the Rasch model seems to be sensitive to the violations of its assumptions that occur in this data set.
It is also apparent that the three-parameter logistic model does not yield drastically superior
aberrance detection. If cost is a major consideration to a potential user of appropriateness measurement, then indices based on the Rasch model may well be preferred. Initial item parameter estimation for the three-parameter model requires roughly seven to eight times as much execution time (on
an IBM 360/75 computer) as item parameter estimation for the Rasch model. Further, the execution
Table 4
Low Examinees Detected
_ _ _ _ _ _ _ _at Several False Alarm Rates

Proportion

of

Spurious
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time needed to compute appropriateness indices for the three-parameter model is roughly two to
three times as great as the execution time required for the Rasch model.
Estimating item parameters in a moderately small sample did not appear to degrade appropriateness measurement. One implication of this finding is that appropriateness measurement appears
feasible in much smaller samples than previously believed and thus may be useful to practitioners
with data sets of modest size.

Although the personal biserial was able to detect spuriously low examinees reasonably well, this
was clearly dominated by all IRT-based appropriateness indices. The Rasch model 1, index is
not substantially more difficult to compute than l’perbis and provides higher hit rates at false alarm
rates of 5% and 7%. Thus, a researcher desiring a convenient, inexpensive appropriateness index
should apparently utilize the Rasch model 1, index rather than ~°Perbase
In a study designed to assess the effectiveness of appropriateness indices, it is important to control the distribution of ability. This is because the distributions of some indices are systematically related to ability. Drasgow and Levine (1982) have derived equations that show the mean of 1. given 0
changes substantially as 0 varies. In particular, Drasgow and Levine found that the expected value of
£0 among normal Scholastic Aptitude Test-Verbal section (SAT-V) examinees with 9 2.0 was approximately -30, whereas the expected value among examinees with 6 0.0 was about -45. Thus, an
examinee with 0 0.0 and 1,, -45 would appear quite aberrant if compared to an examinee with
0 2.0 and £0 -30, even though both examinees have average index scores at their respective ability levels.
The implications of the relation between 1, (and, hence, 1,) and 0 for the research presented here
index

=

=

=

=

=

=

twofold. First, since the match between formula score distributions for the normal group and the
spuriously low group is fairly good, the high detection rates obtained for this aberrant group are not a
statistical artifact. Second, note that the differences between formula score distributions for the spuriously high group and the normal group will tend t&reg;~’cev&reg;r~ detection of these aberrant examinees. Consequently, the low detection rates in Table 3 are not an artifact.
In recent research (Drasgow &
Levine, 1982), the distribution of 1,, has been investigated. When a
test provides a substantial amount of information about ability (so that # EE 0), it is possible to obtain
approximate expressions for the mean and variance of I.. Moreover, the product in Equation 1 can be
rewritten as a sum of n terms (one term for each item), which would be statistically independent if
6 0. It has been found that 1,, 0 follows a distribution that is close to the normal distribution for SATV examinees. Thus, it is possible to compute a standardized 1,, index, which approximately follows a
normal (0, 1) distribution. Research investigating this index is currently in progress.
It is unfortunate that the appropriateness indices examined in this research did not effectively detect spuriously high response vectors. At first glance, this result appears to contradict Levine and
Rubin’s (1979) finding that spuriously high response vectors were more detectable than spuriously low
response vectors for simulated SAT-V data. However, a careful inspection of estimated item parameters indicates an important difference between the two examinations. In the present study using
GRE-V data, only three items had lower asymptotes estimated to be less than or equal to 10 and a total of seven items had values of ct less than or equal to .15. Hence, there were very few items for which
it was extremely probable that low to moderate ability examinees would respond incorrectly. Thus,
according to the three-parameter logistic model, it is likely that even low ability examinees will answer
several difficult items correctly (as many low ability examinees actually did). Consequently, the spuriously high tampering procedure did not yield especially unusual vectors of item responses, because
normal examinees of low to moderate ability commonly answered several difficult items correctly. In
contrast, many of the items simulated in the Levine and Rubin study (obtained from Lord’s, 1968, fitare

=
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ting of the SAT-V exam) had small values of ci. In particular, there were 20 items with ci less than or
equal to .10 and 42 items with ci less than or equal to .15. Further, of the 20 items with ci less than or
equal to .10, 17 items had both c~; and b~ greater than unity. Thus, there were a substantial number of
difficult (bi > 1), discriminating (a, > 1) items with near-zero lower asymptotes. Low to moderate
ability examinees have very little chance of responding correctly to these items. If several are answered correctly (implying a spuriously high score), the examinee is conspicuous and, as found by Levine and Rubin (1979), detectable by appropriateness measurement.
Finally, it is important to realize that generalizations from the empirical results obtained here
concerning choice of an IRT model for appropriateness measurement should be made with some caution. It appears reasonable to predict that the three-parameter logistic model will provide superior detection of spuriously low examinees on tests where almost all items have lower asymptotes of .2 or
greater. The relative merits of the three-parameter and Rasch models with respect to appropriateness
less clear for a test like the SAT-V. Because the SAT-V has many items with nearasymptotes, the Rasch model might be quite effective for the purposes of appropriateness

measurement
zero

lower

are

measurement.
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