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Abstract

Data analysis is a process of inspecting and obtaining useful information from the data,

with the goal of knowledge and scientific discovery. It brings together several disciplines

in mathematics and computer science, including statistics, machine learning, database,

data mining, and pattern recognition, to name just a few. A typical challenge with

the current era of information technology is the availability of large volumes of data,

together with “the curse of dimensionality”. From the computational point of view, such

a challenge urges efficient algorithms that can scale with the size and the dimension of

the data. Numerical linear algebra lays a solid foundation for this task via its rich

theory and elegant techniques. There are a large amount of examples which show that

numerical linear algebra consists of a crucial ingredient in the process of data analysis.

In this thesis, we elaborate on the above viewpoint via four problems, all of which

have significant real-world applications. We propose efficient algorithms based on ma-

trix techniques for solving each problem, with guaranteed low computational costs and

high quality results. In the first scenario, a set of so called Lanczos vectors are used

as an alternative to the principal eigenvectors/singular vectors in some processes of re-

ducing the dimension of the data. The Lanczos vectors can be computed inexpensively,

and they can be used to preserve the latent information of the data, resulting in a

quality as good as by using eigenvectors/singular vectors. In the second scenario, we

consider the construction of a nearest-neighbors graph. Under the framework of divide

and conquer and via the use of the Lanczos procedure, two algorithms are designed

with sub-quadratic (and close to linear) costs, way more efficient than existing practical

algorithms when the data at hand are of very high dimension. In the third scenario, a

matrix blocking algorithm for reordering and finding dense diagonal blocks of a sparse

matrix is adapted, to identify dense subgraphs of a sparse graph, with broad applica-

tions in community detection for social, biological and information networks. Finally, in

the fourth scenario, we visit the classical problem of sampling a very high dimensional

Gaussian distribution in statistical data analysis. A technique of computing a function

of a matrix times a vector is developed, to remedy traditional techniques (such as via the

Cholesky factorization of the covariance matrix) that are limited to mega-dimensions
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in practice. The new technique has a potential for sampling Guassian distributions in

tera/peta-dimensions, which is typically required for large-scale simulations and uncer-

tainty quantifications.

iv



Contents

Acknowledgements i

Dedication ii

Abstract iii

List of Tables ix

List of Figures x

I Introduction 1

1 Introduction 2

II Background: Numerical Techniques 8

2 Matrix Computations and Related Techniques 9

2.1 Sparse Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1.1 Storage . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1.2 Matrix Operations . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2 Matrix Blocking . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2.1 PABLO Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.2.2 Cosine Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.3 Arnoldi Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.3.1 Applications to Eigenvalue Problems and Solving Linear Systems 22

v



2.4 Lanczos Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.4.1 Applications to Eigenvalue Problems and Solving Linear Systems 24

2.5 Stieltjes Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.5.1 Orthogonal Polynomials . . . . . . . . . . . . . . . . . . . . . . . 27

III Data Analysis 32

3 Dimension Reduction 33

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

3.1.1 Filtered Matrix-Vector Products . . . . . . . . . . . . . . . . . . 35

3.2 Lanczos Approximations . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.2.1 Convergence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

3.2.2 Computational Costs . . . . . . . . . . . . . . . . . . . . . . . . . 42

3.2.3 Which Approximation to Use? . . . . . . . . . . . . . . . . . . . 44

3.2.4 Other Implementations . . . . . . . . . . . . . . . . . . . . . . . 45

3.3 Applications and Experimental Results . . . . . . . . . . . . . . . . . . . 46

3.3.1 Information Retrieval . . . . . . . . . . . . . . . . . . . . . . . . 46

3.3.2 Face Recognition . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.4 Summary and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4 Nearest-Neighbors Graphs Construction 53

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

4.1.1 A Related Problem: Nearest-Neighbors Search . . . . . . . . . . 55

4.2 The Divide-and-Conquer Algorithms . . . . . . . . . . . . . . . . . . . . 56

4.2.1 Spectral Bisection . . . . . . . . . . . . . . . . . . . . . . . . . . 56

4.2.2 The Divide Step: Two Methods . . . . . . . . . . . . . . . . . . . 58

4.2.3 Refinement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

4.2.4 The Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

4.2.5 Storing Computed Distances in a Hash Table . . . . . . . . . . . 61

4.3 Complexity Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

4.3.1 Complexity of f . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

4.3.2 Complexities of To and Tg . . . . . . . . . . . . . . . . . . . . . . 65

vi



4.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

4.4.1 Running Time . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

4.4.2 Graph Quality . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

4.4.3 Distance Calculations . . . . . . . . . . . . . . . . . . . . . . . . 69

4.4.4 Importance of Refinement . . . . . . . . . . . . . . . . . . . . . . 71

4.5 Applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

4.5.1 Agglomerative Clustering . . . . . . . . . . . . . . . . . . . . . . 72

4.5.2 Manifold Learning . . . . . . . . . . . . . . . . . . . . . . . . . . 74

4.6 Summary and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 78

5 Network Community Detection 79

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

5.1.1 Dense Subgraph Extraction and Matrix Blocking . . . . . . . . . 81

5.2 The Case of Undirected Graphs . . . . . . . . . . . . . . . . . . . . . . . 82

5.2.1 Implementation Details and Computational Costs . . . . . . . . 85

5.2.2 Summary of the Algorithm . . . . . . . . . . . . . . . . . . . . . 89

5.3 The Cases of Other Graphs . . . . . . . . . . . . . . . . . . . . . . . . . 89

5.3.1 Directed Graphs . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

5.3.2 Bipartite Graphs . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

5.4 Experimental Results and Applications . . . . . . . . . . . . . . . . . . . 96

5.4.1 Simulations and Accuracies . . . . . . . . . . . . . . . . . . . . . 97

5.4.2 Real Graphs and Running Times . . . . . . . . . . . . . . . . . . 99

5.4.3 Power Law Distribution of the Dense Subgraph Sizes . . . . . . . 101

5.4.4 A Blog Network Example . . . . . . . . . . . . . . . . . . . . . . 103

5.4.5 A Text Network Example . . . . . . . . . . . . . . . . . . . . . . 105

5.4.6 A Bipartite Graph Example . . . . . . . . . . . . . . . . . . . . . 106

5.4.7 Comparisons with the CNM Method . . . . . . . . . . . . . . . . 107

5.5 Summary and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 109

6 Gaussian Sampling 111

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

6.1.1 Function of Matrix Times Vector . . . . . . . . . . . . . . . . . . 113

6.2 Computing f(A)b via Polynomial Approximation . . . . . . . . . . . . . 116

vii



6.2.1 Least Squares Polynomials . . . . . . . . . . . . . . . . . . . . . 117

6.2.2 Use of a Spline . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

6.2.3 Definition of Inner Product . . . . . . . . . . . . . . . . . . . . . 120

6.2.4 Computation of Coefficients . . . . . . . . . . . . . . . . . . . . . 121

6.2.5 Final Algorithm and Computational Costs . . . . . . . . . . . . . 124

6.2.6 Convergence Analysis . . . . . . . . . . . . . . . . . . . . . . . . 125

6.2.7 The Interval [l, u] and the Knots . . . . . . . . . . . . . . . . . . 129

6.2.8 Stopping Criterion . . . . . . . . . . . . . . . . . . . . . . . . . . 130

6.3 Numerical Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

6.3.1 Tests on Matrices from the UF Collection . . . . . . . . . . . . . 132

6.3.2 Scalability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

6.3.3 Tests with Other Functions . . . . . . . . . . . . . . . . . . . . . 135

6.4 Gaussian Sampling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135

6.4.1 Tests with the Square Root Function . . . . . . . . . . . . . . . . 139

6.4.2 Tests with the Log Function . . . . . . . . . . . . . . . . . . . . . 139

6.4.3 A Stopping Criterion Revisited . . . . . . . . . . . . . . . . . . . 141

6.4.4 Remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

6.5 Summary and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 142

IV Conclusion 144

7 Conclusion 145

References 147

viii



List of Tables

3.1 Computational costs of Lanczos approximation and truncated SVD. . . 44

3.2 Information retrieval data sets. . . . . . . . . . . . . . . . . . . . . . . . 47

3.3 Face recognition data sets. . . . . . . . . . . . . . . . . . . . . . . . . . . 49

4.1 Face/Digit data sets. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

4.2 Percentage of distance calculations (1). . . . . . . . . . . . . . . . . . . . 71

4.3 Percentage of distance calculations (2). . . . . . . . . . . . . . . . . . . . 71

5.1 Simulation parameters for the graphs in Figure 5.5. . . . . . . . . . . . . 99

5.2 Accuracy of the extracted dense subgraphs. . . . . . . . . . . . . . . . . 99

5.3 Some real-life graphs. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

5.4 Running times (unit: seconds) for the graphs in Table 5.3. . . . . . . . . 101

5.5 The largest extracted subgraph of Reuters911. . . . . . . . . . . . . . . 106

5.6 The largest term clusters and the corresponding newsgroups. . . . . . . 108

6.1 Numerical results on the matrices from the UF collection. . . . . . . . . 133

6.2 Numerical results for other functions. . . . . . . . . . . . . . . . . . . . . 137

6.3 Numerical results on the covariance matrices. . . . . . . . . . . . . . . . 139

6.4 Further numerical results on the covariance matrices. . . . . . . . . . . . 140

ix



List of Figures

2.1 The compressed sparse row format for a sparse matrix. . . . . . . . . . . 11

2.2 Nonzero patterns of 2D discrete Laplacian matrices. . . . . . . . . . . . 15

3.1 Singular value distribution and convergence results for the data set MED. 43

3.2 Performance comparisons on the data set MEDLINE. . . . . . . . . . . . . 48

3.3 Performance comparisons on the data set ORL. . . . . . . . . . . . . . . . 51

4.1 Two methods to divide a set X into subsets. . . . . . . . . . . . . . . . 59

4.2 The exponents to and tg as functions of α. . . . . . . . . . . . . . . . . . 66

4.3 The running times for randomly generated data. . . . . . . . . . . . . . 68

4.4 Graph quality versus running time for different data sets. . . . . . . . . 70

4.5 Comparison of graph quality with and without the refine step. . . . . . 72

4.6 Agglomerative clustering using kNN graphs on the image data set PIE. . 74

4.7 Low dimensional embedding of FREY by LLE. . . . . . . . . . . . . . . . 76

4.8 Low dimensional embedding of MNIST by Laplacian eigenmaps. . . . . . 77

5.1 An undirected graph and a dendrogram of the graph vertices. . . . . . . 85

5.2 The dendrogram T as a binary tree. . . . . . . . . . . . . . . . . . . . . 87

5.3 A bipartite graph with the effect of edge fill-in. . . . . . . . . . . . . . . 95

5.4 A bipartite graph and a dendrogram of the graph vertices. . . . . . . . . 97

5.5 Two synthetic graphs and extracted dense subgraphs. . . . . . . . . . . 98

5.6 Statistics of the sizes of the extracted dense subgraphs (hep). . . . . . . 102

5.7 Percentage of vertices that belong to the extracted dense subgraphs. . . 103

5.8 Dense subgraph extraction of the political blog network polblogs. . . . 104

5.9 Clustering quality of the documents in newsgroup. . . . . . . . . . . . . 107

5.10 Subgraph sizes and densities of foldoc. . . . . . . . . . . . . . . . . . . 109

6.1 Polynomial approximations to sgn(t) and to its spline replacement. . . . 119

x



6.2 Residual plots for two matrices: crystm01 and mhd3200b. . . . . . . . . 134

6.3 Numerical results on uniform matrices and lap2D matrices. . . . . . . . 136

6.4 Position of sampling sites in the irregular grid case. . . . . . . . . . . . . 138

6.5 Comparisons of different methods for computing log(Σ)x. . . . . . . . . 141

xi



Part I

Introduction

1



Chapter 1

Introduction

Data analysis is a process of inspecting and obtaining useful information from the data,

with the goal of knowledge and scientific discovery. It brings together several disciplines,

including statistics, machine learning, database, data mining, and pattern recognition,

in mathematics and computer science. Data analysis concerns understanding empirical

data, which in concrete terms can be such as finding clusterings, and/or concluding

rules to infer the label of a new data. Applications of such a process range from text

categorization, searching, ranking, face recognition, to handwritten digit classification.

Quite often, approaches for analyzing data are built upon statistical principles with

rich sampling and inference theories. Statistical approaches also relate the effectiveness

of an algorithm with the underlying assumption of the nature and the distribution of

the data, as a general rule of thumb indicates that different models work for data from

different application domains.

Despite the “workhorse” status of statistics in the realm of data analysis, yet one

important ingredient that might have been less emphasized is the computational efforts.

Modern data analysis faces the challenge of the prosperity of data, both in quantity and

in dimension. With the help of computer technology, nowadays data items collected from

practical applications far exceed hundreds or thousands in size, for which a sophisticated

statistical software can instantly return computational results such as correlations or

regression coefficients. When we talk about “large”, the size of the data we have in

mind is in the order of millions, billions, or even higher. Consider a web page as a data

item, a collection of which can be analyzed and used for retrieving relevant pages given

2
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a query. As of 2006, the number of web pages indexed by the search engine Google has

been over 25 billion.1 As another example, Netflix announced in 2006 a contest with a

one-million-dollar grand prize for predicting user ratings on movies.2 The prediction

scores can be used to make personal movie recommendations. More than 100 million

ratings from over 480 thousand anonymous customers on nearly 18 thousand movies

were provided for training, and the contest requested a prediction of over 2.8 million

ratings. These real-life numbers call for efficient algorithms that can deal with large

data. On the other hand, many elegant data analysis approaches have been proposed

in the past, with guaranteed theoretical performance and/or successful evidence on at

least benchmark data sets. Some of them nonetheless become more and more difficult to

apply when the data volume scales up. Consider the ISOMAP [1] approach for learning

a hypothesized manifold which a collection of data points lie on. This approach will need

to construct a neighborhood graph for the data points and compute all-pairs shortest

paths as an approximation to the geodesic distances between every pair of points on the

manifold. Johnson’s algorithm [2] runs in time O(|V |2 log |V |+ |V ||E|) on such a sparse

graph, where |V | and |E| are the number of vertices and edges, respectively. Despite

belonging to the polynomial class, this cost will not be practical with millions of data

points. One remedy is to perform sampling on the data in order to reduce |V | (and thus

|E|, known as the landmark ISOMAP [3]). Nevertheless, a more general question we

ask is, “Do we have a remedy to every costly algorithm?” Keep in mind that the term

“costly” does not just mean the theoretical complexity conundrum that an algorithm

cannot finish in polynomial time; rather, in a practical sense, a costly algorithm is one

that will run in an unacceptable amount of time given a large size input.

This thesis considers data analysis techniques that are based on numerical linear

algebra (matrix computations), and emphasizes the computational aspect of these tech-

niques. The interplay between matrices and data analysis is not a new concept; it always

co-existed with statistics as a tool for analyzing data. A simple example can be the prin-

cipal component analysis (PCA), which states that the axes of maximum variations of

the data are the principal eigenvectors of the covariance matrix. Thus, finding the prin-

cipal components of multivariate data resorts to eigenvalue problems (or singular value

1 http://en.wikipedia.org/wiki/Google_Search
2 http://www.netflixprize.com/

http://en.wikipedia.org/wiki/Google_Search
http://www.netflixprize.com/


4

problems as will be clear in Chapter 3). A book [4] by Eldén showcases how various

matrix factorization techniques, e.g., QR decomposition, singular value decomposition,

tensor decomposition, and non-negative matrix factorization, play an important role in

solving problems in data mining and pattern recognition. In the data mining commu-

nity, matrix methods have become an area of interest in recent years, with many papers

(e.g., [5, 6, 7, 8, 9, 10, 11, 12, 13]) appearing in premium publication venues such as an-

nual KDD conferences,3 mostly addressing the use of matrix and tensor factorizations

in applications. This thesis, in contrast, exploits numerical linear algebra techniques

that try to bypass matrix factorizations, and presents algorithms for data analysis topics

ranging from basic tools (e.g., neighborhood graph constructions and multivariate data

sampling) to front-end applications (e.g., face recognition, text retrieval, and network

community detection). The numerical techniques under consideration include the Lanc-

zos procedure for generating an orthonormal vector basis of some subspace related to a

matrix via a three term recursion, the Stieltjes procedure which is a polynomial analog

of the Lanczos procedure for approximating matrix functions, and a matrix blocking

technique for exposing nonzero block structure of a sparse matrix. Within the heart

of the proposed data analysis algorithms, computational efficiency is the major driving

force, enabled by sophisticated matrix theory and techniques. Perhaps the most impor-

tant message conveyed in this thesis, is that matrices constitute an essential component

in the process of data analysis—whereas linear algebra is ubiquitous just as statistics

is, there is more to be exploited than the simple tools of matrix factorizations.

The contribution of this thesis can be perceived from two angles. From the linear

algebra point of view, one may enjoy the new applications that extensively studied

matrix methods bring. While a large number of matrix techniques and theories were

developed in the past few decades to address the problems of numerically solving partial

differential equations, which arguably shaped the current era of numerical linear algebra,

researchers start to explore more opportunities and areas for its applications and further

development. Data analysis provides such an arena, allowing techniques designed for

sparse matrices (such as the Lanczos procedure and blocking algorithms) to be used for

analyzing data (such as in document retrieval and network community detection). On

the other hand, from the data analysis point of view, we develop novel algorithms that

3 http://www.sigkdd.org/

http://www.sigkdd.org/
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can efficiently handle a large amount of data, including in high dimensions. The central

concern for developing these algorithms is the computational efficiency, and as will be

seen later, time/storage complexity analysis and actual timings from experiments will

be presented whenever possible. In all cases, experiments were conducted on a single

desktop machine, which in some sense demonstrates the capacities of the proposed

algorithms without resorting to supercomputers and parallel processing.

The four data analysis topics discussed in this thesis are: dimension reduction,

nearest-neighbors graph construction, network community detection, and Gaussian sam-

pling. In Chapter 3, we consider the problem of reducing the dimension of the data.

Dimension reduction is used to reduce redundancy and filter noise, with applications

such as recognizing human faces, classifying handwritten digits, and retrieving relevant

documents. A common solution to these problems is that often the data are projected

on some low dimensional subspace, a typical example being the one spanned by the dom-

inant singular vectors of the data matrix. However, computing these singular vectors

is a prohibitively expensive task, considering that the number of vectors needed is not

small. Thus, a solution we propose is to compute the so-called Lanczos vectors instead,

with a much cheaper cost. The subspace spanned by the Lanczos vectors converges

to that spanned by the singular vectors, thus yielding good approximations under the

context of dimension reduction—data are projected on these subspaces which to a large

extent preserve the variance and latent information of the data.

In Chapter 4, we consider a further application of the Lanczos vectors—recursively

bisectioning the data set for constructing a neighborhood graph. A nearest-neighbors

graph is an important tool used in data analysis and many other applied areas, and its

construction is of particular interest to theoretical computer science as well. In facing

high (thousands or millions) dimensional data, practical algorithms cannot do much

better than the brute-force approach, which has a O(n2) cost since one has to compute

all pairwise distances (here, n is the number of data points). The combination of the

Lanczos bisection and the standard idea of divide and conquer enables one to reduce

the cost to O(n1+δ), where high quality graphs can be computed with a δ that is much

less than 1 and close to 0.

In Chapter 5, an efficient community detection algorithm is proposed for network

analysis, by drawing a parallel between dense community structures in a sparse graph
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and dense block structures in a sparse matrix. One of the central questions in under-

standing the structure of a network is to identify small groups of participants that have

a strong mutual connection than with the rest of the network. This community struc-

ture is represented in the graph language as dense subgraphs in a sparse graph. This

graph problem is surprisingly similar to a problem in sparse matrix computations, that

is, permuting the rows and columns of a matrix such that the nonzeros move toward

the diagonal. Thus, in the permuted form, the matrix exhibits dense block structures,

and this speeds up the convergence of preconditioning iterative linear system solvers.

We illustrate how an efficient matrix reordering technique is adapted to identifying

communities in a network with thousands of millions of nodes.

In Chapter 6, we visit an important statistical problem of recurring interest: sam-

pling a probability distribution. With an assumption seen almost everywhere in real-life

scenarios—the Gaussian distribution of the data—on which data analysis theories and

algorithms are based, here we consider the reverse problem: how to generate data that

follow such a distribution. An efficient technique is mandatory for large-scale simu-

lations and generating synthetic data for tests. Yet the challenge is the high dimen-

sionality of the data. For the Gaussian distribution, one way to perform the sampling

is via a diagonalization or a Cholesky factorization of the covariance matrix, which

is prohibitively difficult to compute if we need 1012-dimensional samples as in vehicle

movement simulations, even with supercomputers. A remedy to avoid such expensive

matrix factorizations is to formulate the problem as computing the square-root of the

covariance matrix times a vector. We investigate such a formulation under a broader

theme—computing any function of a matrix times a vector. A polynomial approxi-

mation technique is proposed, via the use of the Stieltjes procedure for generating an

orthonormal polynomial basis, which enjoys many similarities with the afore-mentioned

Lanczos procedure for generating an orthonormal vector basis (Lanczos vectors).

With the goal of deriving efficient algorithms for data analysis, the numerical linear

algebra contents are however essential, and therefore we consider it necessary to devote

a chapter introducing such concepts before the discussion of any of the above four

chapters, instead of summarizing them as subsidiary materials in the appendix. Thus,

immediately following this chapter is Chapter 2, about numerical backgrounds. These

contents are in general not novel contributions of the author; rather, many of them are
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well-known and have been extensively studied in the literature of numerical and scientific

computing (except perhaps, occasionally some viewpoints from the perspective of data

analysis are injected). It is the connection between these computational techniques and

data analysis problems we draw, useful and novel. The interdisciplinary nature of the

thesis requires an understanding of both ends of the connection. We hope that this

work will be a step toward widening the impact and the role of numerical linear algebra

in addressing computational efficiency in data analysis.



Part II

Background: Numerical

Techniques

8



Chapter 2

Matrix Computations and

Related Techniques

This chapter introduces necessary background material for later chapters. The major

ingredient of the data analysis methods in this thesis is numerical linear algebra, with

an emphasis in sparse matrix techniques. Related concepts in approximation theory

will also be discussed. General references on numerical linear algebra include the two

textbooks from Golub and Van Loan [14] and Demmel [15]. Many techniques discussed

here are related to iterative methods based on Krylov subspaces for solving sparse linear

systems, a comprehensive treatise of which is Saad [16]. Krylov subspace methods also

constitute a major component in solution techniques of eigenvalue problems, for which

the books by Parlett [17] and Saad [18] are excellent references. Other references will

be cited when appropriate.

A note: In this thesis, we consider matrices and vectors in the real space, and use

superscript T to denote matrix and vector transposes. In principle, many properties

related to symmetric real matrices can be generalized for Hermitian complex matrices

(for which case the transpose T should be changed to the conjugate transpose H , such

as in the definition of inner products and norms). Here, we only discuss the real case

for simplicity, as it is sufficient for later data analysis applications.

9
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2.1 Sparse Matrices

An m × n sparse matrix A is a matrix that has only a few nonzero entries, as oppose

to a dense matrix where most of its mn entries are nonzero. There is not a standard

definition for a sparse matrix, and perhaps Wilkinson’s informal (and somehow vague)

definition—“one that allows special techniques to take advantage of the large number of

zero elements”—best describes its nature. Indeed, for all practical purposes, we assume

that the matrix is sparse if it has O(min(m,n)) nonzeros. Sparse matrices originate

from various domains and disciplines, and special data structures and algorithms (other

than those for dense matrices) are designed to utilize the scarcity of the nonzeros and

their locations for economical storage and efficient computations.

A classical source of sparse matrices is discretizations (by using schemes such as

finite difference, finite elements, or finite volumes) of partial differential equations, which

find extensive applications including reservoir simulation, computational fluid dynamics,

structural engineering, and electronic structure calculations. Sparse matrices have a

close connection with (sparse) graphs, which can be fully encoded by an adjacency

matrix. For data analysis, graphs arise from Markov chain models, nearest neighbors

relations, social networks, etc. Matrices are also compact representations of numerical

data, where each column consists of one data item. Many such matrices are inherently

sparse, an example being the term-document matrix, whose (i, j)-entry is nonzero if

and only if the i-th term is presented in the j-th document.

2.1.1 Storage

To take advantage of the large amount of zeros, a sparse matrix is usually not stored

as a 2D m× n array as for dense matrices, especially when the matrix is large and it is

impossible to store all its entries (including zero). The coordinate format is probably the

simplest storage scheme, with each nonzero entry aij stored as a tuple (i, j, aij). This

format requires 3 · nz(A) storage locations, where nz(·) denotes the number of nonzeros

of a matrix.

The compressed sparse row (CSR) / compressed sparse column (CSC) formats are

more generally used, since they require slightly less storage and allow more efficient

matrix operations than the coordinate format does. In CSR, a matrix A ∈ R
m×n is
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stored row-wise, using three arrays. The array AV stores the nonzero entry values, and

the array AJ stores the j-index (column index) of the corresponding nonzeros. Both

arrays have length nz(A). The third array, AI , contains pointers to the beginning of

each row of the matrix, i.e., the content of AI [i] is the position in arrays AV and AJ

where the i-th row begins. The length of AI is m + 1, with the last element AI [m + 1]

equal to nz(A) + 1. Figure 2.1 shows an example. Note that for a square matrix, the

CSR format is very similar to the standard adjacency-list representation of a graph (also

shown in the figure), where an array of pointers is used with the i-th pointer pointing

to the neighbors list of the i-th vertex. The array of pointers plays the same role as the

array AI , and all the neighbors lists, when combined, are nothing but the array AJ .













a b
a c

c d e
d f

b e f













AV a b a c c d e d f b e f

AJ 2 5 1 3 2 4 5 3 5 1 3 4

AI 1 3 5 8 10 13

1

2 3

4

5

1 3 4

3 5

2 4 5

1 3

2 5

5

4

3

2

1

Figure 2.1: The compressed sparse row format for a sparse matrix (above) and the
standard adjacency-list representation of a graph (below).

The CSC format is defined analogously, except that the matrix is stored column-

wise rather than row-wise. Also, for some specially structured matrices (such as banded

matrices), other formats that allow efficient matrix operations are available. For more

details, see [16, Section 3.4].
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2.1.2 Matrix Operations

The two basic, but most important, matrix operations are the matrix-vector multipli-

cation and the matrix-matrix multiplication. For dense matrices, the former consists of

a double-loop and has a quadratic cost, whereas the latter consists of a triple-loop and

has a cubic cost. Here we demonstrate how to efficiently perform the two operations for

sparse matrices. In general, the time costs are linear. We show the algorithms based on

the CSR storage format of the matrices, but keep in mind that for specially structured

matrices, more sophisticated storage schemes are possible and thus the algorithms for

these two operations can be different.

In a matrix-vector multiplication y = Ax, we store the matrix A using three arrays

AV , AJ and AI . The vectors x and y are in general dense, and thus they are stored as

a length-n and a length-m array, respectively. The i-th entry of y is

y(i) = A(i, :) · x,

and therefore a straightforward computation of y(i) is to search for the nonzero entries

of the i-th row of A, multiply them by the corresponding entries in x, and then sum

the results. Algorithm 1 presents this procedure algorithmically. It is clear that the

algorithm runs in O(nz(A)) time.

Algorithm 1 Matrix-Vector Multiplication y = Ax

1: for i from 1 to m do
2: y[i]← 0
3: for k from AI [i] to AI [i + 1]− 1 do
4: j ← AJ [k]
5: y[i]← y[i] + AV [k] · x[j]
6: end for
7: end for

In a matrix-matrix multiplication C = AB, the matrix A ∈ R
m×n is stored using

three arrays AV , AJ and AI , and similarly for B ∈ R
n×p and C ∈ R

m×p. We compute

C row-by-row, where the i-th row is

C(i, :) = A(i, :) ·B =
∑

A(i,k)6=0

A(i, k) ·B(k, :).

In other words, if the i-th row of A has nonzeros at locations indexed by k, then

the i-th row of C is a linear combination of the rows, with the same indices k, of B.
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An efficient computation of C(i, :) should take time
∑

A(i,k)6=0 nz(B(k, :)), rather than
∑

A(i,k)6=0 p. In order to achieve this, we need two length-p working arrays c and d.

They are initialized with zero before the computation of the i-th row of C for every i.

The array c is a temporary (dense) storage of C(i, :), and d is an array marking the

locations of c that are nonzero. In the i-th iteration, when A(i, k) is nonzero, we need

to add the k-th row of B to c. This is done by searching for a nonzero B(k, j), adding

the index j to the array d if c[j] is not zero, and increasing c[j] by A(i, k) ·B(k, j). After

enumerating all possible indices j and k, we copy the array c (the i-th row of C) to

the data structure of C, and reset both arrays c and d to zero. The detailed steps are

summarized in Algorithm 2.1

Let us analyze the running time of this algorithm. As mentioned, it takes time
∑

A(i,k)6=0 nz(B(k, :)) to compute the i-th row of C. Thus, the total cost is

O





∑

i

∑

A(i,k)6=0

nz(B(k, :))



 .

One way to simplify the above expression (but may loosen the bound) is to assume that

the maximum number of nonzeros per row of B is αB. Then the cost becomes

O(nz(A) · αB). (2.1)

For sparse matrices, in many cases we may assume that αB is a small constant,2 or

we may use nz(B)/n to replace αB in the cost estimate. When both A and B are n×n

with nz(A) = nz(B) = O(n), the running time (2.1) can further be simplified to O(n).

2.2 Matrix Blocking

With the standard presentation of matrix algorithms in the scalar format, many of these

algorithms can be analogously performed blockwise. The simplest example may have

1 A minor issue is that during the i-th iteration, for some j, c[j] may become zero even though it is
nonzero before. In such a case the index j is not removed from the working array d, thus d may contain
duplicate j’s if c[j] turns to nonzero again later. One needs to use an additional working array c′ to
indicate what indices have been put in d in order to avoid duplicates. Also, when copying the array
c to the data structure of C, one has to check for every index j stored in d, whether c[j] is nonzero.
These minor issues have not been reflected in Algorithm 2 for clarity, but they are important for the
correctness of the algorithm.

2 This of course will not be true if some row of the matrix is dense.



14

Algorithm 2 Matrix-Matrix Multiplication C = AB

1: CI [1]← 1
2: Initialize the working arrays c and d with zero
3: for i from 1 to m do

// Compute the i-th row of C and store the row in c
4: nz ← 0
5: for s from AI [i] to AI [i + 1]− 1 do
6: k ← AJ [s]
7: for t from BI [k] to BI [k + 1]− 1 do
8: j ← BJ [t]
9: if c[j] = 0 then d[nz + 1]← j, nz ← nz + 1 end if

10: c[j]← c[j] + AV [s] ·BV [t]
11: end for
12: end for

// Add the information of the i-th row to CV , CJ and CI

13: start← CI [i]
14: CI [i + 1]← start + nz
15: for s from 1 to nz do
16: j ← d[s]
17: CJ [start + s]← j
18: CV [start + s]← c[j]
19: end for

// Reset the working arrays c and d
20: for s from 1 to nz do
21: j ← d[s], d[s]← 0, c[j]← 0
22: end for
23: end for

been a matrix-matrix multiplication C = AB, where an entry cij is the dot product

(scalar product) of the i-th row of A and the j-th column of B. If the two matrices

A and B are divided into blocks such that the dimensions match, then the (i, j)-block

of C is the block dot product of the i-th block row of A and the j-th block column of

B. A block structure arises naturally in many sparse matrices, a classical case of which

is when the matrix is a discretization of a partial differential equation in which a fixed

number of variables, say ℓ, are associated with each mesh point. In this case, the matrix

consists of ℓ× ℓ nonzero full blocks (sub-matrices). Figure 2.2 shows an illustration of

the nonzero patterns of 2D discrete Laplacian matrices on a 3× 5 grid, with each grid

point associated with ℓ = 3 variables for the matrix on the right.
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Figure 2.2: Nonzero patterns of 2D discrete Laplacian matrices. Left: the standard
Laplacian, with each grid point associated with one variable. Right: Each grid point is
associated with three variables.

Exploiting the nonzero block structure of a sparse matrix yields many benefits. An

immediate obvious advantage is savings in storage, since indices of the entries within the

same full/dense block may be avoided. More important advantages appear when solving

linear systems. Classical iterative methods (such as Gauss-Seidel, Jacobi, and successive

over-relaxation) all admit a block version, whereby the division of a diagonal entry of

the matrix A becomes solving a small linear system with respect to a diagonal block of

A. If these blocks are dense, then a direct method by a full factorization is employed

for efficiently solving these small systems. In many cases, using a block version of the

iterative methods reduces the spectral radius of the iteration matrix and thus improves

the speed of convergence [19, Theorem 3.15]. Nowadays, Krylov subspace methods (such

as GMRES and CG to be mentioned in Sections 2.3.1 and 2.4.1) with preconditioning

are among the most effective iterative methods for solving irregularly structured linear

systems. Several preconditioners, including the incomplete LU factorizations (ILU), are

often employed. These incomplete factorizations also admit a block version, and similar

to the previous case, divisions of a diagonal entry during the factorization become solving

smaller linear systems with respect to diagonal blocks of the matrix. It is known that

in practice block ILU preconditioners often yield superior performance over the scalar

ones, even though not much theory is presented to explain this phenomenon.
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Consider the following two matrices:

B =









































∗ ∗ ∗
∗ ∗

∗ ∗ ∗ ∗
∗ ∗ ∗ ∗
∗ ∗ ∗ ∗

∗ ∗ ∗ ∗
∗ ∗

∗ ∗ ∗ ∗
∗ ∗ ∗









































, A =









































∗ ∗ ∗ ∗
∗ ∗ ∗ ∗

∗ ∗
∗ ∗ ∗ ∗

∗ ∗ ∗ ∗
∗ ∗ ∗

∗ ∗
∗ ∗ ∗ ∗
∗ ∗ ∗









































.

The matrix B is clearly partitioned, with three dense (not necessarily full) and square

diagonal blocks. The matrix A on the right is obtained by a random (symmetric)

permutation of the rows and columns of B. The problem of matrix blocking is, given

a matrix A, to find a permutation/reordering of the rows and columns such that the

permuted matrix (such as B) exhibits a dense block structure. From the point of view

of solving linear systems, the permutations on both sides of the matrix need not be

symmetric, but it is required that the resulting diagonal blocks are square and dense.

Thus, for simplicity, we restrict our study to symmetric matrices A and symmetric

permutations; it is not difficult to generalize to the unsymmetric case. Under this

simplified consideration, the pattern matrix of A (every nonzero entry of A is replaced

by 1) will be an adjacency matrix of an undirected graph G, and the problem can

be equivalently casted as finding a partitioning of G such that vertices in the same

partition are densely connected. Note that a primary concern when solving this problem

is efficiency—The cost should be much cheaper than that of solving a linear system.

Further, in contrast to traditional graph partitioning problems that aim at finding a

fixed number of roughly balanced partitions that minimize the cut cost, the goal of

matrix blocking is to yield variable-sized dense diagonal blocks, where the number of

blocks is not known a priori.

In what follows, we assume that the matrix A is symmetric n×n with nz(A) nonzeros.

The nonzero entries of A are all 1, i.e., A itself is a pattern matrix. In the graph

representation, A corresponds to an unweighted and an undirected graph G(V,E) with
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the vertex set V and edge set E. We have |V | = n, and |E| ≅ nz(A)/2 (equality holds

if and only if the graph has no self loops).

2.2.1 PABLO Algorithm

The PABLO (PArameterized BLock Ordering) algorithm [20] identifies such dense par-

titions of the graph by expanding a set of vertices from a seed, in a manner somewhat

similar to the breadth first search. PABLO chooses an initial vertex (seed), adds it to

an initially empty set P , and places all its neighbors into an initially empty queue Q.

The algorithm then iteratively extracts a vertex p from the queue. If p passes some

density test condition T , then p is added to the set P and all of its neighbors are added

to Q. This iterative loop is continued until the queue is empty, at which time all the

vertices in P form a partition. These vertices are excluded from the graph, and PABLO

repeats the above procedure to find other partitions until the vertex set of the graph is

exhausted.

A crucial factor affecting the densities of the partitions is the density test T . To this

end, the fullness φ(P ) of a set P is defined as the ratio between |F | and |P |(|P | − 1)/2,

where F is the set of graph edges whose two incident vertices both belong to P . This

definition is based on an undirected graph without self loops, and thus φ = 1 if and

only if the subgraph induced from P is a clique. Therefore, in order to encourage a high

density of the partition, a test condition is

φ(P ∪ {p}) ≥ α · φ(P ), (α ≥ 0) (T1)

which means that the current vertex p will be added to the set P if the fullness of

P ∪ {p} is at least some fraction (α) of the fullness of P . A value α = 0 means that

any vertex p can be added, whereas α = 1 means that p can only be added if such an

inclusion does not decrease the fullness of the set. Note that in the latter case, when

the set P has two vertices, it is necessary that φ(P ) = 1, hence any successive inclusion

of a vertex p can only happen when p connects to all vertices in P . This being very

restrictive, we consider a second test condition. Let deg(p) be the number of neighbors

of p in the graph, and let in(p) be the number of neighbors of p in the current set P .

Then the second test condition is

in(p) ≥ β · deg(p), (0 ≤ β ≤ 1) (T2)
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which means that p will be added to P if at lest β · deg(p) of its neighbors are already

in P . A value β = 0.5 effectively requires that the number of p’s neighbors that are

in P should be no less than that of the neighbors that are outside P . Finally, the

test condition T is a disjunction of (T1) and (T2): p is added to P if either of the

sub-conditions is satisfied, with some predefined parameters α and β.

It can be proved that the time cost of PABLO is linear in the number of edges in

the graph. The major observation is that there are at most 2|E| additions into (or

equivalently, removals from) the queue Q, and thus the in values for all the vertices are

updated at most 2|E| times. Moreover, with each p extracted from the queue, it takes

O(1) time to compute/update the fullness φ using the information in(p), and thus the

time to test the condition T is constant. This economical cost of PABLO constitutes

only a very small overhead when solving linear systems.

PABLO does not define a unique output given an input matrix, since it specifies

neither how to choose an initial seed for each partition, nor in what order the neighbors

of the current vertex p are added to the queue Q. A natural way to implement PABLO

is to process the vertices in the order from 1 to n, but this depends on the way they

are labeled. It seems that for matrices with an underlying mesh geometry (such as

discretizations of partial differential equations), the ordering does not matter too much.

However, for a general matrix that is not associated with an underlying regular geometry,

different orderings of the vertices will result in significantly different partitionings of the

graph.

2.2.2 Cosine Algorithm

The cosine algorithm [21] exploits a different heuristic. Denote the cosine of two vectors

u and v

cos(u, v) =
〈u, v〉
‖u‖ ‖v‖ ,

and consider the case when the blocking of the matrix A is perfect—A is a block diagonal

matrix with full diagonal blocks. It is clear that two indices i and j belong to the same

block if and only if the cosine of A(:, i) and A(:, j) is 1. When the blocking of A is not

perfect, i.e., the diagonal blocks are dense but not necessarily full and there are sporadic

nonzeros outside the diagonal blocks, the cosine algorithm encourages high densities of
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the partitions by grouping A’s columns that have large cosines.

To be precise, the cosine algorithm uses a threshold parameter 0 ≤ τ ≤ 1. Initially,

there is a set S that contains all the indices from 1 to n, an empty set P , and an

empty queue Q. The algorithm first chooses an initial column i and moves it from S to

the queue Q. It then iteratively moves an index i from Q to the set P , computes the

cosines between column i and all the columns whose indices remain in S, and moves

all the indices that yield a cosine larger than τ from S to the queue Q. This iterative

loop is continued until Q is empty, at which time all the indices in P form a block.

The algorithm repeats the above procedure on the remaining indices in S to form other

blocks until S is exhausted.

It is not hard to see that the above presented algorithm is equivalent to the breadth

first search on an undirected graph G′, where there is an edge {i, j} if and only if

the cosine between A(:, i) and A(:, j) is larger than τ . The algorithm finds connected

components of G′, each of which corresponds to a block of the matrix A.

A third way to interpret the algorithm is from the perspective of matrix-matrix

multiplications. Let B be the column-normalized matrix of A, i.e.,

B(:, i) = A(:, i)/ ‖A(:, i)‖ .

Then the matrix C = BT B represents all the cosines of the columns of A, that is,

cij = cos(A(:, i), A(:, j)).

Denote the matrix C ′ whose (i, j)-entry is 1 if cij > τ and 0 otherwise. Therefore,

the afore mentioned graph G′ is nothing but the graph representation of the adjacency

matrix C ′ (removing self loops). Thus, the idea of the cosine algorithm can be simply

stated as computing the matrix-matrix product C and extracting the diagonal blocks

of the block diagonal matrix C ′. However, one should keep in mind that the algorithm

does not need to compute all the (nonzero) entries of C. If we process the indices from

1 to n, then for a current index i removed from the queue Q, we compute

C(i, j) = B(i, :)T · B(:, j)

for only the j’s that belong to nzS(i), which denotes the set of locations j where j > i

and j ∈ S. We choose the j’s which yield C(i, j) > τ and move them from S to the
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queue Q. Thus, the actual algorithm only requires a small modification to the routine

computing the matrix-matrix multiplication C = BTB.

The dominant computational cost of the algorithm is the (incomplete) computation

of C. By exploiting the analysis result (2.1), the cost here can be summarized as

O(nz(B) · µB),

where µB is an upper bound of the number of nonzeros per row of the upper triangular

part of B. One heuristic way to decrease the upper bound µB, thus reducing the cost

of the algorithm, is to always choose an initial index i from S with the smallest |nzS(i)|
when finding a new block each time. The updates of nzS(i) for all the indices i take

time O(nz(B)), which do not asymptotically increase the cost of the overall algorithm.

2.3 Arnoldi Procedure

Given a matrix A ∈ R
n×n and a vector q ∈ R

n, the Krylov subspace Kk(A, q) of order

k is a linear subspace spanned by k vectors q, Aq, A2q, . . . , Ak−1q, i.e.,

Kk(A, q) = span{q,Aq,A2q, . . . , Ak−1q}.

It is easy to see that any vector in Kk(A, q) can be represented as p(A)q, where p is a

polynomial of degree not exceeding k− 1. The minimal polynomial of A related to q is

the nonzero monic polynomial p of lowest degree r such that p(A)q = 0. Therefore, by

the Cayley-Hamilton theorem, r does not exceed n, and Kk = Kr for any k ≥ r.

The Arnoldi procedure generates a sequence of vectors q1, q2, . . . that spans a Krylov

subspace given an initial vector q. Let ‖·‖ and 〈·, ·〉 denote the Euclidean vector norm

and vector inner product, respectively. Then, q1 = q/ ‖q‖, and the j-th step of the

Arnoldi procedure reads

qj+1 = (Aqj − h1jq1 − · · · − hjjqj)/hj+1,j , (2.2)

where hij = 〈Aqj, qi〉 for i = 1, . . . , j, and hj+1,j is a normalization coefficient such that

qj+1 has a unit norm. In other words, the (j + 1)-th vector is obtained by applying the

j-th vector qj to A and orthogonalizing the result against all the previously generated

vectors from q1 to qj using the Gram-Schmidt process. If the process does not break
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down, i.e., hj+1,j 6= 0 for all j = 1, . . . , k − 1, then {q1, q2, . . . , qk} is an orthonormal

basis of Kk(A, q). Algorithm 3 presents this procedure algorithmically. It is equivalent

to (2.2) in exact arithmetic, but it utilizes a stabilized version of the Gram-Schmidt

process to improve numerical stability (numerical orthogonality of the basis vectors).

Also, it generates k + 1 (instead of k) basis vectors, which is merely a convention.

Algorithm 3 Arnoldi Procedure

1: q1 ← q/ ‖q‖
2: for j from 1 to k do
3: wj ← Aqj

4: for i from 1 to j do
5: hij ← 〈wj , qi〉 ⊲ replaces hij ← 〈Aqj, qi〉
6: wj ← wj − hijqi

7: end for
8: hj+1,j ← ‖wj‖
9: if hj+1,j = 0 then stop end if

10: qj+1 ← wj/hj+1,j

11: end for

In matrix form, (2.2) can be written as

AQk = Qk+1H̄k = QkHk + hk+1,kqk+1e
T
k , (2.3)

where Qk = [q1, . . . , qk] consists of the basis vectors as columns, H̄k = [hij ] consists of

the coefficients in (2.2) and is (k + 1) × k upper Hessenberg, Hk = [hij ] is k × k upper

Hessenberg (by deleting the last row of H̄k), and ek is the k-th column of the identity

matrix. By the orthogonality of the vectors, (2.3) is often written as

QT
k AQk = Hk. (2.4)

If the iterations break down at j = r because of line 9, it is indeed a “lucky” break-

down, since Kr(A, q) becomes an invariant subspace, and we conclude that the minimal

polynomial of A related to q has degree r. If we let k to be the full dimension n and

the iterations do not break down until j = n, then in effect we obtain a similarity

transformation of A to an upper Hessenberg form:

Q−1
n AQn = QT

nAQn = Hn. (2.5)
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2.3.1 Applications to Eigenvalue Problems and Solving Linear Sys-

tems

The Arnoldi procedure has many uses, a typical one being finding a few (extreme)

eigenvalues of a large sparse matrix A. An eigenvalue θ (eigenvector z) of Hk is called

the Ritz value (vector), and the quantities θ (Qkz) converge to the extreme eigenvalues

(associated eigenvectors) of A as k increases. A heuristic explanation about this conver-

gence is that when k reaches the full dimension n, the Ritz values become exactly the

eigenvalues of A, and also Qnz are the associated eigenvectors, as can be seen from (2.5).

In general, only a small k (compared with n) is needed to obtain a good approximation

to the eigenvalues that are on the two ends of the spectrum of A. Since Hk is small,

computing the Ritz values is relatively inexpensive. Convergence results are generally

given by bounding the distance of a particular eigenvector of A from the subspace Kk

(see, e.g., [18]).

The Arnoldi procedure can also be used for solving a linear system of equations

Ax = b. (2.6)

Let the initial vector of the Arnoldi procedure, q, equal to b, and let yk be the unique

solution to Hky = ‖b‖ e1. Then

xk = Qkyk

satisfies the relation QT
k Axk = QT

k AQkyk = Hkyk = ‖b‖ e1 = QT
k b, which effectively

means that xk is a solution to the projected linear system

QT
k Ax = QT

k b.

Thus, xk can be used as an approximate solution to the original system (2.6). This basic

idea gives birth to many solvers based on projection methods, such as FOM (Full Or-

thogonalization Method) and GMRES (Generalized Minimal RESidual method). In par-

ticular, in GMRES, yk is the solution to the least-squares problem miny

∥

∥H̄ky − ‖b‖ e1

∥

∥,

instead of the solution to the linear system Hky = ‖b‖ e1. Convergence is guaranteed

for a positive definite (not necessarily symmetric) matrix A, but known error bounds

for a general diagonalizable matrix are of limited practical interest unless A is nearly

normal [16].
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2.4 Lanczos Procedure

An interesting case of the Arnoldi procedure is when A is symmetric, which gives rise

to the Lanczos procedure.3 An immediate consequence of (2.4) is that for symmetric

A, the upper Hessenberg Hk becomes symmetric tridiagonal. This means that the

coefficients hij are zero for all j > i+1. Thus, the j-th step of the Arnoldi procedure (2.2)

reduces to the following simple three-term recursion:

qj+1 = (Aqj − βjqj−1 − αjqj)/βj+1, (β1q0 = 0) (2.7)

where αj = 〈Aqj , qj〉 replaces the diagonal entry hjj of the Hessenberg matrix, and βj+1,

which replaces the off-diagonal entries hj+1,j and hj,j+1, is a normalization coefficient

such that qj+1 has a unit norm. From this viewpoint, the three-term recursion with

the definitions of the coefficients αj and βj+1 is a special case of the Arnoldi procedure,

and therefore, the set {q1, q2, . . . , qk} computed from (2.7) is an orthonormal basis of

Kk(A, q) (if the process does not break down). These basis vectors are often referenced

as Lanczos vectors for convenience. In the matrix form, we use the notation Tk in place

of Hk to denote the tridiagonal matrix, i.e.,

Tk =





















α1 β2

β2 α2 β3

. . .
. . .

. . .

βk−1 αk−1 βk

βk αk





















,

and define T̄k similarly. Then, (2.3) and (2.4) become

AQk = Qk+1T̄k = QkTk + βk+1qk+1e
T
k (2.8)

and

QT
k AQk = Tk, (2.9)

respectively. Algorithm 4 presents the procedure based on the three-term recursion (2.7)

algorithmically.

3 Historically, the paper by Lanczos [22] describing the Lanczos procedure came out one year before
Arnoldi’s paper [23] on the Arnoldi procedure. See Notes and References of [18, Chapter VI].
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Algorithm 4 Lanczos Procedure

1: q1 ← q/ ‖q‖, q0 ← 0, β1 ← 0
2: for j from 1 to k do
3: wj ← Aqj − βjqj−1

4: αj ← 〈wj , qj〉 ⊲ replaces αj ← 〈Aqj, qj〉
5: wj ← wj − αjqj

6: βj+1 ← ‖wj‖
7: if βj+1 = 0 then stop end if
8: qj+1 ← wj/βj+1

9: end for

A particular attraction of the Lanczos procedure is its economical costs due to a

short term recursion. Within each step, it requires computing only one matrix-vector

product (Aqj) and two vector inner products (〈wj, qj〉 and ‖wj‖ = 〈wj , wj〉1/2). Thus

the time cost of the whole procedure can be summarized as O(k(nz(A)+n)). Typically

when A is sparse, i.e., nz(A) = O(n), the time cost is nothing but O(kn). The procedure

produces k+1 basis vectors, which require (k+1)n storage locations, and the coefficients

αj and βj+1, which require 2k − 1 storage locations. It is interesting to note that the

basis vectors can be regenerated by invoking the procedure a second time, without any

inner product computations if the coefficients αj and βj+1 are detained. Thus, the

(k + 1)n storage of the vectors can be avoided by trading off computation time. This

cost analysis will be very useful when we later discuss data analysis algorithms.

2.4.1 Applications to Eigenvalue Problems and Solving Linear Sys-

tems

Similar to the Arnoldi procedure, the Lanczos procedure can be used for finding eigen-

values and solving linear systems. The idea for finding a few extreme eigenvalues of

a symmetric matrix A is almost the same as the one based on the Arnoldi procedure.

Let θ and z be the Ritz values and vectors of the tridiagonal matrix Tk, respectively.

Then θ converge to the extreme eigenvalues of A, and Qkz converge to the associated

eigenvectors. The convergence can be understood by bounding the tangent of the angle

between an eigenvector of A and the Krylov subspace Kk = range(Qk). Let λj and φj

be the j-th (labeled in decreasing order) eigenvalue and eigenvector of A, respectively.
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Then a bound given by Saad [24] reads

∥

∥(I −QkQ
T
k )φj

∥

∥

∥

∥QkQ
T
k φj

∥

∥

≤ Kj

Tk−j(γj)

∥

∥(I −Q1Q
T
1 )φj

∥

∥

∥

∥Q1Q
T
1 φj

∥

∥

, (2.10)

where

γj = 1 + 2
λj − λj+1

λj+1 − λn
, Kj =







1 j = 1
∏j−1

i=1
λi−λn

λi−λj
j 6= 1

,

and Tℓ(x) is the Chebyshev polynomial of the first kind of degree ℓ. The Chebyshev

polynomials will be discussed in Section 2.5.1. For now, we note that Tℓ(x) is approx-

imately an exponential function of ℓ when ℓ is large and x > 1 is fixed. Thus, the

tangent of the angle as displayed on the left-hand side of the above inequality has an

exponential decrease.

It is important to mention here that the Lanczos procedure as presented in Algo-

rithm 4 is numerically unstable, i.e., the orthogonality of the basis vectors qj is quickly

lost during the iteration. This is triggered by the convergence of one or more eigenval-

ues [17], and subsequent applications (such as computing eigenvectors of A) that rely

on the basis vectors will suffer from this loss of orthogonality. The simplest way of

re-instating the orthogonality is to re-orthogonalize every new vector qj+1 against all

previous vectors (full re-orthogonalization). This indeed is equivalent to the Arnoldi

procedure, and the attraction of the short term recursion and economical cost is lost. A

further drawback is that the previously generated vectors can not be discarded. There

exist other more cost-effective alternatives, the best-known practical one being the par-

tial re-orthogonalization, which consists of taking a re-orthogonalization step only when

needed [25, 26, 27]. Another technique is the selective re-orthogonalization approach

which exploits the fact that loss of orthogonality is seen only in the direction of the

converged eigenvectors [17].

Another application of the Lanczos procedure is for solving symmetric linear sys-

tems, which uses a similar idea to the one that applies the Arnoldi procedure on an

unsymmetric matrix. Specifically, one can compute yk as the solution to Tky = ‖b‖ e1,

then xk = Qkyk is an approximate solution to Ax = b. In fact, by exploiting the LU

factorization of Tk, both xk and yk can be written in update form, and this finally leads

to the well-known conjugate gradient (CG) algorithm for solving symmetric positive
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definite systems [16, Section 6.7]. Let dk be the difference between the k-th iterate xk

and the exact solution, then an error bound is

‖dk‖A ≤ 2

(√
κ− 1√
κ + 1

)k

‖d0‖A ,

where κ is the 2-norm condition number of A, and ‖·‖A = 〈A·, ·〉1/2 is the A-norm of a

vector.

2.5 Stieltjes Procedure

The Stieltjes procedure is a polynomial analog of the Lanczos procedure. Let Pk denote

the polynomial space which consists of real polynomials of degree not exceeding k−1.4

We use the same notations ‖·‖ and 〈·, ·〉 as for vectors to denote the L2 norm and inner

product of real functions, which will not cause confusion in this context. Specifically,

the inner product between two functions g and h associated with a chosen weight w is

〈g, h〉 =

∫

g(t)h(t)w(t) dt, (2.11)

and the norm is induced from the inner product:

‖g‖ = 〈g, g〉1/2 .

With the initial polynomial Q1(t) = 1/ ‖1‖, where 1 denotes the constant function

with value 1, the Stieltjes procedure generates a sequence of polynomials Q1, Q2, . . . ,

via the following three-term recursion

Qj+1(t) = (tQj(t)− βjQj−1(t)− αjQj(t))/βj+1, (β1Q0(t) = 0) (2.12)

where αj = 〈tQj, Qj〉 and βj+1 is a normalization coefficient such that Qj+1 has a unit

norm. It is clear that Qj has degree j − 1, and it can be shown by induction that

{Q1, Q2, . . . , Qk} form an orthonormal basis of Pk; see, e.g., [28, Section 10.1].5 Algo-

rithm 5 presents the procedure based on the three-term recursion (2.12) algorithmically.

4 Conventionally, Pk is used to denote a space of polynomials of degree not exceeding k (instead of
k − 1). Here we adopt the (k − 1)-definition in consistent with the Krylov subspace Kk(A, q) which is
spanned by the vectors q, . . . , Ak−1q.

5 The same idea (by induction) can also be used to show that the Lanczos vectors generated by the
Lanczos procedure are orthonormal, where the symmetry of A is crucial.
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Algorithm 5 Stieltjes Procedure

1: Q1(t)← 1/ ‖1‖, Q0(t)← 0
2: for j from 1 to k do
3: αj ← 〈tQj(t), Qj(t)〉
4: Wj(t)← tQj(t)− βjQj−1(t)− αjQj(t)
5: βj+1 ← ‖Wj(t)‖
6: Qj+1(t)←Wj(t)/βj+1

7: end for

As seen, the Stieltjes procedure bares much resemblance with the Lanczos procedure;

both generate an orthonormal basis of some space via similar three-term recursions. If

the polynomials Qj take a matrix argument A, and for a vector b if we define vj =

Qj(A)b, then (2.12) becomes

vj+1 = (Avj − βjvj−1 − αjvj)/βj+1,

whose form is the same as the three-term recursion (2.7) of the Lanczos procedure.

This is not surprising, and indeed, the Lanczos procedure is equivalent to a Stieltjes

procedure by using a discrete inner product

〈g, h〉 = bT g(AT )h(A)b.

This inner product is associated with a weight function w that is nonzero only at the

eigenvalues of A. If the Lanczos procedure starts with a given vector q, then the vector

b in the above definition of the inner product can be any nonzero scalar multiple of q.

2.5.1 Orthogonal Polynomials

Several well-known families of orthogonal polynomials (e.g., Chebyshev, Legendre, La-

guerre, and Hermite) can be generated via a short-term recursion. These polynomials

are orthogonal but not necessarily with a unit norm. When they are normalized, the

short-term recursions all become the form (2.12), with different definitions of the co-

efficients αj and βj+1. Underlying the different families of polynomials is a different

choice of the weight function and the interval for integration. There is a vast literature

that contains many identities and properties of these orthogonal polynomials; see e.g.,

[29, 28, 30].
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Chebyshev Polynomials of the First Kind

The Chebyshev polynomials of the first kind of degree j is defined as

Tj(x) =



















cos(j arccos(x)) x ∈ [−1, 1],

cosh(j arccosh(x)) x > 1,

(−1)j cosh(j arccosh(−x)) x < −1.

By the trigonometric identity cos((j+1)θ)+cos((j−1)θ) = 2 cos(θ) cos(jθ) and a similar

one for hyperbolic cosines, it can be verified that the polynomials satisfy the following

recurrence relation

Tj+1(x) = 2xTj(x)− Tj−1(x), (j ≥ 1)

with T0(x) = 1 and T1(x) = x. The polynomials are mutually orthogonal on the interval

[−1, 1] with respect to the weight function 1/
√

1− x2, i.e.,

∫ 1

−1

Ti(x)Tj(x)√
1− x2

dx =
π

2
[δi−j + δi+j ] ,

where the Dirac function δℓ = 1 if and only if ℓ = 0. As a result, the orthonormal

polynomials T ∗
j = Tj/ ‖Tj‖ can be generated via the following recursion

T ∗
j+1(x) = (xT ∗

j (x)− βjT
∗
j−1(x)− αjT

∗
j (x))/βj+1

with

αj = 0 and βj =







1/
√

2 j = 1,

1/2 j > 1.

Note here that the sequence of orthonormal polynomials T ∗
j starts from index 0, rather

than 1 as in the Stieltjes procedure. This is by convention, and holds for all the special

orthogonal polynomials discussed in this subsection.

Chebyshev Polynomials of the Second Kind

The Chebyshev polynomials of the second kind Uj satisfy the same recurrence relation

with those of the first kind:

Uj+1(x) = 2xUj(x)− Uj−1(x), (j ≥ 1)
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but with different initial polynomials: U0(x) = 1 and U1(x) = 2x. They are mutually

orthogonal on the interval [−1, 1] with respect to the weight function
√

1− x2, i.e.,
∫ 1

−1

√

1− x2Ui(x)Uj(x) dx =
π

2
δi−j .

As a result, the orthonormal polynomials U∗
j = Uj/ ‖Uj‖ can be generated via the

following recursion

U∗
j+1(x) = (xU∗

j (x)− βjU
∗
j−1(x)− αjU

∗
j (x))/βj+1

with αj = 0 and βj = 1/2.

Legendre Polynomials

The Legendre polynomials

Pj(x) =
1

2jj!

dj

dxj
[(x2 − 1)j ]

are solutions to the Legendre’s differential equation

(1− x2)y′′ − 2xy′ + j(j + 1)y = 0.

They satisfy the recurrence relation

(j + 1)Pj+1(x) = (2j + 1)xPj(x)− jPj−1(x), (j ≥ 1)

with P0(x) = 1 and P1(x) = x. The polynomials are mutually orthogonal on the interval

[−1, 1] with respect to the weight function w(x) = 1, i.e.,

〈Pi, Pj〉 =

∫ 1

−1
Pi(x)Pj(x) dx =

2

2j + 1
δi−j .

As a result, the orthonormal polynomials P ∗
j = Pj/ ‖Pj‖ can be generated via the

following recursion

P ∗
j+1(x) = (xP ∗

j (x)− βjP
∗
j−1(x)− αjP

∗
j (x))/βj+1

with αj = 0 and βj = j/
√

4j2 − 1.

The Chebyshev polynomials of both kinds and the Legendre polynomials are all

special cases of the Jacobi polynomials Pα,β
j (x), which are orthogonal polynomials on

the interval [−1, 1] with respect to the weight function w(x) = (1 − x)α(1 + x)β where

α, β > −1.
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Laguerre Polynomials

The Laguerre polynomials (for any α > −1)

Lα
j (x) =

x−αex

j!

dj

dxj
(e−xxj+α)

are solutions to the Laguerre’s equation

xy′′ + (α + 1− x)y′ + jy = 0.

They satisfy the recurrence relation

(j + 1)Lα
j+1(x) = (α + 2j + 1− x)Lα

j (x)− (j + α)Lα
j−1(x), (j ≥ 1)

with Lα
0 (x) = 1 and Lα

1 (x) = 1 + α − x. The polynomials are mutually orthogonal on

the interval [0,∞) with respect to the weight function e−xxα, i.e.,

〈

Lα
i , Lα

j

〉

=

∫ ∞

0
e−xxαLα

i (x)Lα
j (x) dx =

Γ(j + α + 1)

j!
δi−j ,

where Γ is the gamma function. As a result, the orthonormal polynomials Lα∗
j =

Lα
j /‖Lα

j ‖ can be generated via the following recursion

Lα∗
j+1(x) = (xLα∗

j (x)− βjL
α∗
j−1(x)− αjL

α∗
j (x))/βj+1

with αj = α + 2j + 1 and βj = −
√

j(j + α).

Hermite Polynomials

The Hermite polynomials are defined as

Hj(x) = (−1)jex2 dj

dxj
e−x2

.

They satisfy the recurrence relation

Hj+1(x) = 2xHj(x)− 2jHj−1(x), (j ≥ 1)

with H0(x) = 1 and H1(x) = 2x. The polynomials are mutually orthogonal on the real

axis with respect to the weight function e−x2

, i.e.,

〈Hi,Hj〉 =
∫ ∞

−∞
e−x2

Hi(x)Hj(x) dx = 2jj!
√

πδi−j .
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As a result, the orthonormal polynomials H∗
j = Hj/ ‖Hj‖ can be generated via the

following recursion

H∗
j+1(x) = (xH∗

j (x)− βjH
∗
j−1(x)− αjH

∗
j (x))/βj+1

with αj = 0 and βj =
√

j/2.



Part III

Data Analysis
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Chapter 3

Dimension Reduction

3.1 Introduction

Dimension reduction is a data analysis technique that aims at obtaining a compact

representation of some high dimensional data by means of reducing the dimensions. In

this context, a data item is usually represented as an m-dimensional column vector. For

convenience, we use

X = [x1, x2, . . . , xn] ∈ R
m×n

to denote the matrix of n data items. The dimension m in many applications is very

large. Consider the case of face recognition, where each data item is a gray-scale face

image of resolution h×w. We stack each column of the image to form a long vector of

dimension m = hw, with each entry being a pixel value. Even an image of resolution as

low as 100 × 100 will make a high dimensional vector: m = 104. Dimension reduction

is thus necessary to reduce the storage costs of the data at hand.

The above example shows dense data, i.e., each image is represented as a dense

vector. Dimension reduction pays for sparse data, too. In information retrieval, the

data items are documents. A collection of documents is represented as a term-document

matrix. We use the same notation X to denote this matrix, with each row corresponds

to a term. Thus, xij is the number of times a term i appears in the document j.

This matrix is typically sparse, since a document almost always contains only a tiny

fraction of the whole vocabulary of size m. It would be beneficial to obtain a low

dimensional representation of the data in order to remove noise and extract latent

33
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linguistic information of the texts.

An effective and widely used dimension reduction technique is to project the data

onto a low dimensional (say k) subspace. This can be done by using a matrix Uk of

size m × k with orthonormal columns; in other words, the projected subspace is one

spanned by the k columns of Uk. Then the low dimensional representation of a data

xj is a length-k vector yj = UT
k xj. This technique is realized in the latent semantic

indexing (LSI) method [31, 32] for information retrieval, where the columns of Uk are

the dominant left singular vectors of X.

A slightly modified projection is applied in the eigenfaces method [33] for face recog-

nition. Let x̄ denote the mean of all the data items xj . We use the matrix X̂ to denote

the matrix of data after centering, i.e.,

X̂ = [x1 − x̄, x2 − x̄, . . . , xn − x̄].

Let 1 be the column vector of all ones. In the matrix representation, we have

X̂ = X − x̄1T = X − 1

n
X11T = X

(

I − 1

n
11T

)

. (3.1)

The projection matrix Uk in eigenfaces consists of the dominant left singular vectors of

X̂. Interestingly, these vectors are the principal eigenvectors of the covariance matrix

X̂X̂T . Thus, eigenfaces is nothing but an application of the principal component anal-

ysis (PCA)—The columns of Uk are the principal axes, along which the data have the

largest variation.

As such, the matrix Uk consists of the singular vectors of, either the data matrix

X, or the centered data X̂ . To avoid tediousness, we unify the notations and use X to

denote the data, either centered or not centered. This only affects the preprocessing of

the data. Further, both of the above applications concern comparing the closeness of a

new data item z (called “query”) to the existing data xj’s by a cosine measure. Thus,

the similarity score rj between z and xj in the low dimensional representation is

rj = cos(UT
k z, UT

k xj) =

〈

UT
k z, UT

k Xej

〉

∥

∥UT
k z
∥

∥

∥

∥UT
k Xej

∥

∥

= c ·
eT
j XT UkU

T
k z

∥

∥UT
k Xej

∥

∥

where ej is the j-th column of the identity matrix, and c = 1/
∥

∥UT
k z
∥

∥ is a coefficient

irrelevant to j. Let X have the singular value decomposition (SVD) X = UΣV T , and
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define the truncated SVD of X as Xk = UkΣkV
T
k , where Uk (resp. Vk) consists of the

first k columns of U (resp. V ) and Σk is the k-th principal sub-matrix of Σ. Note that

the truncated SVD yields the following equality:

Xk = UkU
T
k X = XVkV T

k . (3.2)

Therefore, the similarity score can be simplified as

rj = c ·
eT
j XT

k z

‖Xkej‖
,

and the vector of all the rj ’s (ignoring the common coefficient c) is equivalent to the

vector

XT
k z (3.3)

modified by scaling each entry with the norm of the corresponding column of Xk. Fi-

nally, eigenfaces resorts to finding the largest rj and reports the identity of the person

in the image z as the one who is in image j, whereas LSI sorts the rj scores and reports

the documents j that have the highest scores as relevant documents to z.

3.1.1 Filtered Matrix-Vector Products

The vector (3.3) is a filtered matrix-vector product. In general, let φ be some filter

function, then a filtered matrix-vector product with respect to a matrix A and a vector

b has the form

φ(A)b.

In our case, the function φ of A returns its truncated SVD, which is the best rank-k

approximation of A in the 2-norm or Frobenius norm sense [34, 14]. It in effect works

as a high pass filter that filters out small singular values, and thus removes the noise

registered in A if the matrix represents data.

A notorious difficulty in computing such a filtered matrix-vector product is that it

is computationally expensive for large matrices with a k that is in the order of several

hundreds. In addition, frequent changes in the data X require an update of the SVD, and

this is not an easy task. Much research has been devoted to the problem of updating the

(truncated) SVD [35, 36, 37, 38]. A drawback of these approaches is that the resulting

SVD loses accuracy after frequent updates.
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One idea to bypass the truncated SVD computation is to approximate the filter φ

by a sequence of polynomials φi with degree at most i. Thus, the matrix-vector prod-

ucts φi(X
T )z progressively approximate φ(XT )z = XT

k z as i increases. This so-called

polynomial filtering technique has been investigated in [39, 40, 41], which proposed

algorithms for building good polynomials to use. In actual computations, the polyno-

mials are not explicitly computed; rather, they are implicitly referenced in matrix-vector

multiplications and vector updates.

The remaining of this chapter discusses an alternative technique to approximate the

filter φ via the use of the Lanczos vectors. In short, the proposed technique uses the

Lanczos vectors in place of the singular vectors in the relation (3.2) for approximating

φ(X) = Xk. This is achieved by producing a sequence of vectors that approximate XT z

in the dominant singular directions of X. This technique does not use polynomials, but it

shares an advantage with polynomial filtering: low cost compared with the computation

of the truncated SVD. More appealingly, this technique can be split into a preprocessing

phase and a query response phase. The Lanczos vectors are computed in the first phase,

the cost of which dominates that of the second phase, which computes a result for any

query z. Hence, if many queries are needed to be processed, the proposed technique

will certainly outperform polynomial filtering techniques, since the latter can not be

naturally separated in two phases and the whole approximating procedure will need to

be re-run for a new query.

3.2 Lanczos Approximations

Let the Lanczos procedure (Algorithm 4, Page 24) be applied to the matrix A = XT X

with i steps, yielding a matrix Qi = [q1, q2, . . . , qi] of i Lanczos vectors. We define the

sequence

si = QiQ
T
i XT z,

which is the projection of the vector XT z onto the subspace range(Qi). Thus, si pro-

gressively approximates XT z, and when i = n, the approximation becomes exact. We

call this the left projection approximation, as the projection operator QiQ
T
i operates

on the left-hand side of the matrix XT . For a given k, we use sk to replace the vec-

tor XT
k z = VkV

T
k XT z in applications (such as LSI and eigenfaces) that require the
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computation of this vector.

A few implementation issues are in order. First, the matrix XT X need not be

explicitly formed, since the only computation in the Lanczos procedure referencing this

matrix is to compute XT Xqi for each Lanczos vector qi, which can be accomplished via

two matrix-vector multiplications: First compute Xqi, then apply the result to XT .

Second, the approximation vector si can be equivalently written in an update form:

si = si−1 + qiq
T
i XT z.

A natural way to compute this update form is

si = si−1 +
〈

XT z, qi

〉

qi,

that is, we first compute once the matrix-vector product XT z, then iteratively update

si−1 by adding to it the projection of XT z on the direction qi. This approach for

computing the final vector sk is equivalent to directly computing it via three matrix-

vector multiplications: sk = Qi × (QT
i × (XT z)). Interestingly, there is an alternative

way to compute the update:

si = si−1 + 〈Xqi, z〉 qi. (3.4)

This requires computing one matrix-vector multiplication Xqi for each i, and it may

seem impractical. However, all the vectors Xqi are the byproducts of the Lanczos

procedure, thus these matrix-vector products need not be repeatedly computed. From

this viewpoint, the second approach may even be faster than the first approach, since no

matrix-vector multiplications are needed. We will formally present the overall algorithm

and analyze the costs based on the first approach, and a further discussion on the second

approach is delayed in Section 3.2.4.

Third, as indicated earlier, it is also necessary to scale the entries of the filtered

matrix-vector product by the corresponding row norms of the filtered matrix. More

precisely, we need to divide the j-th entry of the vector sk = QkQ
T
k XT z by the norm of

the j-th row of QkQ
T
k XT . Let ηk denote the vector that contains these norm values, and

let (ηk)j be the j-th entry of ηk. Similar to the sequence of the filtered matrix-vector

products {si}, the sequence of the norms, {ηi}, can be computed in an iterative update
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fashion. Recall that the Lanczos procedure yields a tridiagonal matrix Ti = QT
i XT XQi.

Then,

(ηi)
2
j =

∥

∥eT
j QiQ

T
i XT

∥

∥

2

= eT
j QiQ

T
i XT XQiQ

T
i ej

= eT
j QiTiQ

T
i ej

= eT
j (Qi−1Ti−1Q

T
i−1 + αiqiq

T
i + βiqiq

T
i−1 + βiq

T
i−1qi)ej

= (ηi−1)
2
j + αi(qi)

2
j + 2βi(qi)j(qi−1)j .

This update formula can be incorporated in the preprocessing phase when computing the

Lanczos vectors. The overall procedure (for applications such as information retrieval

and face recognition) is summarized in Algorithm 6.

Algorithm 6 Lanczos Approximation for Dimension Reduction: Left Version

// Preprocessing phase. Input: X, q.
1: q1 ← q/ ‖q‖, q0 ← 0, β1 ← 0, η0 ← 0
2: for i from 1 to k do
3: wi ← XT (Xqi)− βiqi−1

4: αi ← 〈wi, qi〉
5: (ηi)

2
j ← (ηi−1)

2
j + αi(qi)

2
j + 2βi(qi)j(qi−1)j , ∀j ⊲ Compute the row norms

6: wi ← wi − αiqi

7: βi+1 ← ‖wi‖
8: qi+1 ← wi/βi+1

9: end for
// Query response phase. Required: X, z, {qi}, ηk.

10: s̃← XT z, s0 ← 0
11: for i from 1 to k do
12: si ← si−1 + 〈s̃, qi〉 qi

13: end for ⊲ Compute filtered matrix-vector product
14: rj ← (sk)j/(ηk)j, ∀j ⊲ Scale the product with norms
15: If information retrieval, return documents that are sorted in decreasing order of rj .
16: If face recognition, return the person in the j∗-th image, where j∗ = argmaxj rj.

The projection operator can also be applied to the right-hand side of the matrix

XT , yielding the right projection approximation. This amounts to applying the Lanczos

procedure on the matrix A = XXT with i steps, to obtain a matrix Q̄i = [q̄1, q̄2, . . . , q̄i]

of i Lanczos vectors. We define the sequence

ti = XT Q̄iQ̄
T
i z,
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which progressively approximates XT z (the approximation becomes exact when i =

m). Thus, we can also use tk to replace the vector XT z = XT UkU
T
k z in applications.

Similarly, the matrix XXT need not be explicitly formed, since in the Lanczos procedure,

the computation XXT q̄i can be carried out as X × (XT × q̄i). In the update form, the

approximation vector ti is expressed as

ti = ti−1 + XT q̄iq̄
T
i z.

Thus, the two approaches to compute tk are:

t̃i = t̃i−1 + 〈z, q̄i〉 q̄i, for i = 1, . . . , k,

tk = XT t̃k,

and

ti = ti−1 + 〈z, q̄i〉 (XT q̄i), for i = 1, . . . , k. (3.5)

We will present the formal algorithm and analyze the costs based on the first approach,

and will further discuss the second approach in Section 3.2.4. Finally, define the vector

η̄i, whose j-th entry (η̄i)j is the norm of the j-th row of XT Q̄iQ̄
T
i . Then, (η̄i)j is related

to (η̄i−1)j by

(η̄i)
2
j = eT

j XT Q̄iQ̄
T
i Xej

= eT
j (XT Q̄i−1Q̄

T
i−1X + XT q̄iq̄

T
i X)ej

= (η̄i−1)
2
j + (XT q̄i)

2
j .

This update formula can be incorporated in the preprocessing phase. The overall pro-

cedure is summarized in Algorithm 7.

3.2.1 Convergence

The reason why sk and tk are good alternatives to XT
k z is the fact that the sequences

{si} and {ti} both rapidly converge to XT z in the dominant singular directions of X.

For the filtered matrix-vector product XT
k z, its projection in these directions is the same

as that of XT z, i.e.,

〈

XT z −XT
k z, vj

〉

= 0, for j = 1, . . . , k,
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Algorithm 7 Lanczos Approximation for Dimension Reduction: Right Version

// Preprocessing phase. Input: X, q̄.
1: q̄1 ← q̄/ ‖q̄‖, q̄0 ← 0, β1 ← 0, η̄0 ← 0
2: for i from 1 to k do
3: wi ← X(XT q̄i)− βiq̄i−1

4: αi ← 〈wi, q̄i〉
5: (η̄i)

2
j ← (η̄i−1)

2
j + (XT q̄i)

2
j , ∀j ⊲ Compute the row norms

6: wi ← wi − αiq̄i

7: βi+1 ← ‖wi‖
8: q̄i+1 ← wi/βi+1

9: end for
// Query response phase. Required: X, z, {q̄i}, η̄k.

10: t̃0 ← 0
11: for i from 1 to k do
12: t̃i ← t̃i−1 + 〈z, q̄i〉 q̄i

13: end for
14: tk ← XT t̃k ⊲ Compute filtered matrix-vector product
15: rj ← (tk)j/(η̄k)j , ∀j ⊲ Scale the product with norms
16: If information retrieval, return documents that are sorted in decreasing order of rj .
17: If face recognition, return the person in the j∗-th image, where j∗ = argmaxj rj.

where recall that X has the SVD X = UΣV T , and vj are the columns of V (the singular

directions). Here, we establish a result on the convergence of the projection of si (also

ti) in these directions to that of XT z.

Proposition 3.1. Let X ∈ R
m×n have the SVD

X = UΣV T ,

where U = [u1, . . . , um], V = [v1, . . . , vn], and Σ = diag(σ1, . . . , σmin{m,n}) with the

singular values labeled decreasingly. Let the sequence of singular values {σ1, σ2, . . . }
be padded with 0’s after σmin{m,n} such that both σm and σn are defined. For any

j = 1, . . . , k and i > j, the left projection approximation yields a bound

∣

∣

〈

XT z − si, vj

〉∣

∣ ≤ cjT
−1
i−j(γj), (3.6)

where cj is some positive coefficient independent of i, Tℓ is the Chebyshev polynomial of

the first kind of degree ℓ and

γj = 1 + 2

(

σ2
j − σ2

j+1

σ2
j+1 − σ2

n

)

.
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Similarly, for the right projection approximation,

∣

∣

〈

XT z − ti, vj

〉∣

∣ ≤ c′jT
−1
i−j(γ̄j), (3.7)

where c′j is some positive coefficient and

γ̄j = 1 + 2

(

σ2
j − σ2

j+1

σ2
j+1 − σ2

m

)

.

Proof. According to the estimate

∣

∣

〈

XT z − si, vj

〉∣

∣ =
∣

∣

〈

(I −QiQ
T
i )XT z, vj

〉∣

∣ ≤
∥

∥(I −QiQ
T
i )vj

∥

∥

∥

∥XT z
∥

∥ ,

we need a bound for the term
∥

∥(I −QiQ
T
i )vj

∥

∥. Note that XT X = V ΣTΣV T , therefore,

the eigenvalues of XT X are σ2
1 , . . . , σ

2
n, with associated eigenvectors v1, . . . , vn. By the

convergence result (2.10) of the Lanczos procedure, we have

∥

∥(I −QiQ
T
i )vj

∥

∥ ≤ Kj

Ti−j(γj)

∥

∥(I −Q1Q
T
1 )vj

∥

∥

∥

∥Q1QT
1 vj

∥

∥

,

where Kj is some coefficient related to the eigenvalues of XT X (singular values of X).

We readily have the bound (3.6) with

cj =
Kj

∥

∥(I −Q1Q
T
1 )vj

∥

∥

∥

∥XT z
∥

∥

∥

∥Q1QT
1 vj

∥

∥

.

For the right projection approximation,

∣

∣

〈

XT z − ti, vj

〉∣

∣ =
∣

∣

〈

XT (I − Q̄iQ̄
T
i )z, vj

〉∣

∣ = σj

∣

∣

〈

(I − Q̄iQ̄
T
i )z, uj

〉∣

∣

≤ σj

∥

∥(I − Q̄iQ̄
T
i )uj

∥

∥ ‖z‖ .

Since XXT = UΣΣTU , the eigenvalues of XXT are σ2
1, . . . , σ

2
m, with associated eigen-

vectors u1, . . . , um. The bound (3.7) is similarly established by applying (2.10) to the

matrix XXT .

The above proposition implies that as i increases, the difference between XT z and si,

when projected on some fixed singular direction vj , decays at least with the same order

as T−1
i−j(γj) with γj > 1. Similarly, the difference between XT z and ti, when projected

on the direction vj, decays at least with the same order as T−1
i−j(γ̄j) with γ̄j > 1. Note
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that given x > 1, the Chebyshev polynomial Tℓ(x) grows in a manner that is close to

an exponential in ℓ when ℓ is sufficiently large:

Tℓ(x) = cosh(ℓ arccosh(x)) =
1

2

(

eℓθ + e−ℓθ
)

≈ 1

2
eℓθ =

1

2

(

exp(arccosh(x))
)ℓ

.

(In the above, we apply a change of variable x = cosh(θ).) When used to interpret

Proposition 3.1, this means that the approximation vectors si (or ti) converge geomet-

rically. The speed of the convergence depends on the base exp(arccosh(x)), or simply,

x. The value of x = γj (or γ̄j) is often away from 1 in practical situations when there

is a good separation of the largest singular values of X, yielding fast convergence.

To gauge the effect of convergence, we show in Figure 3.1 some results on an example

data matrix X obtained from an information retrieval data set MEDLINE (further details

about the data set will be given in Section 3.3.1). The matrix has size 7014× 1033. As

indicated in the proposition, the value of γj (and γ̄j) depends on the gaps between the

square of the singular values of X. The good separations of the σ2
i ’s shown in plot (a)

ensure that γj and γ̄j are away from 1 for the early j’s. This is further confirmed by

plot (b) for j = 1, 2, 3, which shows the rapid convergence of
∣

∣

〈

XT z − si, vj

〉∣

∣ to zero.

Moreover, the smallest singular value of X is very close to zero, thus the values of γj

and γ̄j for the same j are very close. This means that both left and right projections

should yield similar approximation quality. Finally, to illustrate that sk is a suitable

alternative to XT
k z, we show in plot (c) the difference between sk and XT

k z in the

dominant singular directions for k = 300. As can be seen, they are almost identical in

the first 100 directions.

3.2.2 Computational Costs

Both Lanczos approximation methods are separated in two phases: a preprocessing

phase that computes the Lanczos vectors {qi} (or {q̄i}) and the row norms ηk (or η̄k),

and a query response phase that computes the approximation vector sk (or tk) given a

query z. The preprocessing phase is far more economical both in memory usage and

in time consumption, compared with computing the singular vectors {vi} or {ui} (the

truncated SVD method). Since the two Lanczos approximation methods are similar, it

suffices to analyze the costs of the left projection approximation (Algorithm 6) in detail.
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Figure 3.1: Singular value distribution and convergence results for the data set MED.

In the preprocessing phase, within each iteration i, the algorithm computes two

matrix-vector multiplications (XT (Xqi)), two inner products (αi and βi+1), and a few

length-n vector operations (such as computing/updating wi, ηi and qi+1). Hence, with

k iterations, the time cost is O(k(nz(X)+ n)). The memory cost consists of the storage

of the matrix X and all the Lanczos vectors, thus it is O(nz(X) + kn).

In contrast, the bulk of the preprocessing phase for computing XT
k z = VkV

T
k XT

k z

and the rows norms of VkV
T
k XT

k lies in the computation of the first k singular vectors

vi of X, or equivalently the first k eigenvectors of XT X. A typical way [42, Section

3.1] of computing these vectors is to go through the same Lanczos procedure on the

matrix XT X with k′ > k iterations, yielding a tridiagonal matrix Tk′ = QT
k′XT XQk′ ,

and then compute the eigen-elements of Tk′ . Usually the number of Lanczos steps k′

is far greater than k in order to guarantee the convergence of the first k eigenvectors.

Hence the costs, both in time and space, involve a value of k′ that is much larger than k.

Furthermore, the costs have an additional overhead for computing the eigen-elements

of the tridiagonal matrices and convergence tests.
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The query response phase of the Lanczos approximation method is very similar to

that of the truncated SVD method. It involves one matrix-vector multiplication XT z

and k vector updates. Hence, both the storage cost and the time cost are O(nz(X)+kn).

These are also the costs of the truncated SVD method.

This completes the analysis of the costs of Algorithm 6 and those of the truncated

SVD method for computing VkV
T
k XT z. The analysis of Algorithm 7 and that of com-

puting XT UkU
T
k z goes similarly, and the results can be obtained by replacing n by m in

the big-O notations. All the costs are summarized in Table 3.1 for ease of comparisons.

Note that the cost O(nz(X)) of a matrix-vector multiplication indicates the more com-

mon situation that X is sparse (although it is also true for a dense X). As a highlight, in

the preprocessing phase, the two Lanczos approximation methods consume significantly

fewer computing resources than the truncated SVD method.

Table 3.1: Computational costs of Lanczos approximation and truncated SVD.

prep. space prep. time query space/time

Left approx. O(nz(X) + kn) O(k(nz(X) + n)) O(nz(X) + kn)
Right approx. O(nz(X) + km) O(k(nz(X) + m)) O(nz(X) + km)

Trunc. SVDa O(nz(X) + k′n + Ts) O(k′(nz(X) + n) + Tt) O(nz(X) + kn)
O(nz(X) + k′m + Ts) O(k′(nz(X) + m) + Tt) O(nz(X) + km)

a Ts (resp. Tt) is the space (resp. time) cost for computing the eigen-elements of the
tridiagonal matrices and convergence tests. These two costs are both complicated
and cannot be neatly expressed using factors such as nz(X), k′, m and n. Also,
note that k′ > k and empirically k′ is a few times larger than k.

3.2.3 Which Approximation to Use?

The above analysis on the convergence and the computational costs indicates that the

qualities of the two Lanczos approximation methods will be similar. Thus, the choice

of which method to use mainly depends on the computational efficiency. When m ≥ n,

the left approximation is more efficient. Otherwise, the right approximation should be

used.
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3.2.4 Other Implementations

In practice, different emphasis will be placed on either the computational efficiency or

the economical storage. Trade-offs exist between the two, which will lead to different

implementations. Apart from Algorithms 6 and 7, here we discuss two alternatives, the

choice of which depends on practical situations at hand.

Avoiding the Storage of the Lanczos Vectors

Since the query response phase is independent of the preprocessing phase and can be

carried out separately, the storage of the k Lanczos vectors is an issue to consider. These

vectors are in general stored permanently after preprocessing, so as to efficiently answer

queries. If the storage of these dense vectors becomes expensive, a remedy is to discard

the vectors after preprocessing and regenerate them on the fly in the query response

phase. Specifically, after preprocessing, only the initial vector q1 and the coefficients αi

and βi+1 are stored. At the query response phase, the qi’s are regenerated by invoking

the Lanczos procedure a second time, without computing the coefficients αi and βi+1.

This way of proceeding requires matrix-vector multiplications but not computing inner

products. The storage is significantly reduced from k vectors to only 3 vectors (q1, a

vector of αi and a vector of βi).

Avoiding the Storage of the Data Matrix

The matrix X occurs throughout the algorithms. The presence of X in the query

response phase may be undesirable in some situations for one or more of the following

reasons: (a) X is not sparse, so storing a full matrix is very costly; (b) matrix-vector

multiplications with a full matrix are expensive; (c) one matrix-vector multiplication

may not be as fast as a few vector operations (even in the sparse mode). It is possible

to discard the data matrix X after the preprocessing phase; this amounts to exploiting

the update formula of si in (3.4) (and that of ti in (3.5)). Specifically, in the left

projection approximation, the vectors {Xqi} are needed to compute sk. These vectors

are byproducts of the preprocessing phase, thus no additional computations are needed.

Furthermore, updating si by using (3.4) avoids matrix-vector multiplications, and thus

computing the result for a query will be extremely efficient. For the right projection
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approximation, similarly, the vectors {XT q̄i} are stored after preprocessing, and the

approximation vector tk is computed using the update formula (3.5).

Comparisons

Depending on the limitations of space and time in practical situations, the two approx-

imation methods can be flexibly implemented in three different ways. From low to high

in storage (or from slow to fast in time), they are: (a) Storing only the initial vector

q1 (or q̄1) and regenerating the Lanczos vectors in the query response phase; (b) the

standard Algorithm 6 (or Algorithm 7); (c) storing two sets of vectors {qi} and {Xqi}
(or {q̄i} and {XT q̄i}) and discarding the matrix X.1 Note that in all situations, these

alternatives are far more efficient than the truncated SVD method.

3.3 Applications and Experimental Results

We demonstrate experimental results for the two applications mentioned earlier. The

goal of these experiments is to show the effectiveness of the Lanczos approximation

methods in comparison with the truncated SVD method. All the experiments were

performed on a Linux desktop under the Matlab environment.

3.3.1 Information Retrieval

The task of informational retrieval is to retrieve relevant documents on a user query.

Specifically, the data set is a collection of documents x1, . . . , xn. Given a query vector

z, the documents are ranked in the order of their relevance to the query (and in practice

the documents on the top of the rank list are to the most interest of the user). LSI

obtains such a ranking by computing the filtered matrix-vector product XT
k z with a nor-

malization of each entry, whereas the ranking computed by the Lanczos approximation

is based on the vector sk or tk with a similar normalization.

The four data sets used for the experiments are MEDLINE,2 CRANFIELD,2 NPL,2 and

TREC.3 Statistics about these data sets are shown in Table 3.2. The first three are

1 Depending on the relative size of nz(A) and kn (or km), method (c) may or may not need more
storage than (b). In any case, method (c) should run faster than (b).

2 ftp://ftp.cs.cornell.edu/pub/smart/
3 http://trec.nist.gov/data/docs_eng.html

ftp://ftp.cs.cornell.edu/pub/smart/
http://trec.nist.gov/data/docs_eng.html
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early benchmark data sets for information retrieval, and the term-document matrices

are readily available from the provided links listed in the footnote. The data set TREC

is popularly used for tests in large-scale text mining applications. The whole data

set consists of four document collections (Financial Times, Federal Register, Foreign

Broadcast Information Service, and Los Angeles Times) from the TREC CDs 4 & 5

(copyrighted). The queries are from the TREC-8 ad hoc task.4 The term-document

matrix was not readily available, thus we used the software TMG [43] to construct

the matrix. The parsing process included stemming, deleting common words according

to the stop-list provided by the software, and removing words with no more than 5

occurrences or with appearances in more than 100,000 documents. Further, 125 empty

documents were ignored. For the queries, only the title and description parts were

extracted to construct query vectors.

Table 3.2: Information retrieval data sets.

MED CRAN NPL TREC

# terms 7,014 3,763 7,491 138,232
# docs 1,033 1,398 11,429 528,030
# queries 30 225 93 50
ave terms/doc 52 53 20 129

A common practice in information retrieval is to weigh the entries of the term-

document matrix X as part of the preprocessing. Specifically, xij represents the weight,

rather than simply the number of occurrences, of the term i in the document j. Here,

we used one of the most popular weighting scheme: term frequency-inverse document

frequency (tf-idf). For the truncated SVD, we implemented the method discussed in

Section 3.2.2, instead of using the Matlab command svds. The latter implements a

different algorithm that can in addition accurately compute the smallest singular com-

ponents of the matrix but is slow. For fair comparisons, we used a faster algorithm that

is sufficient to accurately compute the largest singular components.

Figure 3.2 plots the performance of the Lanczos approximation method applied to

the data set MEDLINE, compared with that of the standard LSI method (based on the

truncated SVD). Results of other data sets are similar (see [44]). Plot (a) shows the

11-point interpolated average precision for various k values, and plot (b) shows the

4 http://trec.nist.gov/data/topics_eng/ and http://trec.nist.gov/data/qrels_eng/

http://trec.nist.gov/data/topics_eng/
http://trec.nist.gov/data/qrels_eng/
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precision-recall curve for specifically k = 240. Both plots suggest that the retrieval

accuracy for the Lanczos approximation is very close to that of LSI, sometimes even

better. Further, plots (c) and (d) show the preprocessing time and average query time,

respectively, for various k values. It can be seen that the Lanczos approximation is

far more economical than the SVD-based LSI method; the former can be an order of

magnitude faster than the latter. The average query times for the two methods are

(almost) identical, which conforms to the theoretical analysis. Note the efficiency of the

query responses—in the order of milliseconds.
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(b) Precision-recall (k = 240).
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(c) Preprocessing time (seconds).
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(d) Average query time (milliseconds).

Figure 3.2: Performance comparisons on the data set MEDLINE.
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3.3.2 Face Recognition

Face recognition is a standard classification problem. A set of labeled samples (face

images) x1, . . . , xn are given, where the label of an image is the identity of the person

in the image. These samples constitute the training set. The task of face recognition, is

to identify the person in a new image z whose label is unknown. All these new images

constitute the test set.

The three data sets used for experiments are ORL,5 PIE,6 and ExtYaleB.7 Statistics

about these data sets are shown in Table 3.3. The data set ORL [45] is small and classic.

The data set PIE [46] consists of a large set of images taken under different poses,

illumination conditions and face expressions. We used the cropped version available

from the web.8 This version of the data set contains only five near frontal poses for

each subject. The images were non-uniformly scaled to a size of 32 × 32. Extended

from a previous database, the extended Yale Face Database B (ExtYaleB) [47] contains

images for 38 human subjects. We used the cropped version [48] that can be downloaded

from the homepage of the database. We further uniformly resized the cropped images

to half of their sizes. The resizing can be conveniently performed in Matlab by using

the command

img_small = imresize(img, .5, ’bicubic’);

without compromising the quality of the images.

Table 3.3: Face recognition data sets.

ORL PIE ExtYaleB

# subjects 40 68 38
# imgs 400 11,554 2,414
img size 92× 112 32× 32 84× 96

All the images in the data sets have a single 8-bit gray channel, whose values range

from 0 to 255. To avoid large values in numeric calculations, we divided the pixel values

by 255 so that they are not larger than 1. We split each data set into a training subset

5 http://www.cl.cam.ac.uk/research/dtg/attarchive/facedatabase.html
6 http://www.ri.cmu.edu/projects/project_418.html
7 http://vision.ucsd.edu/~leekc/ExtYaleDatabase/ExtYaleB.html
8 http://www.cs.uiuc.edu/homes/dengcai2/Data/FaceData.html

http://www.cl.cam.ac.uk/research/dtg/attarchive/facedatabase.html
http://www.ri.cmu.edu/projects/project_418.html
http://vision.ucsd.edu/~leekc/ExtYaleDatabase/ExtYaleB.html
http://www.cs.uiuc.edu/homes/dengcai2/Data/FaceData.html
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and a test subset by randomly choosing a specific portion of images for each subject

as the training images. Different portions (roughly 40%, 50%, 60% and 70%) were

experimented with.

Figure 3.3 plots the performance of the Lanczos approximation method applied to

the data set ORL, compared with that of the standard eigenfaces method (based on

the truncated SVD). Results of other data sets are similar (see [44]). Plots (a)–(d)

show the average error rate for different number of training samples. For all sizes

of the training set, the Lanczos approximation method yielded an accuracy that is

very close to that of eigenfaces. These results confirm that the former method can

be a good alternative to the latter. The advantage of the former lies in its efficiency.

Plots (e) and (f) show the preprocessing time and query time of the two methods. As

can be seen, in the preprocessing phase the Lanczos approximation method is faster

than the truncated SVD method by a factor of three or more. However, this gain in

efficiency is not as large as that seen in the information retrieval experiments. This is

due to the fact that the data matrix X is not sparse in this case. The dense matrix-

vector multiplications occupy a larger fraction of the computing time. Nevertheless, the

Lanczos approximation method is always more efficient than computing the truncated

SVD.

3.4 Summary and Discussion

This chapter has presented a technique that efficiently computes an alternative to the

filtered matrix-vector product XT
k z. This product is required in many dimension reduc-

tion applications, but it involves computing a truncated SVD of the matrix X, which is

computationally expensive when X is large. In the proposed technique, a sequence of

vectors {si} (or {ti}) rapidly converges to the matrix-vector product XT z in the dom-

inant singular directions of X, achieving the same goal as that of the truncated SVD,

namely, to preserve the quality of the resulting matrix-vector product in the subspace

spanned by the dominant singular vectors of the matrix. Thus, the vector sk (or tk)

is used to replace the vector XT
k z. Experiments show that the proposed technique can

be an order of magnitude faster than the standard truncated SVD computation. In
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(b) Average error rate (5 training samples per
subject).
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(c) Average error rate (6 training samples per
subject).
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(d) Average error rate (7 training samples per
subject).
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Figure 3.3: Performance comparisons on the data set ORL.
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addition, the quality of the approximation in practical applications, such as informa-

tion retrieval and face recognition, is comparable to that obtained from the traditional

approaches (LSI and eigenfaces, respectively).

A question yet to be answered, is how the Lanczos approximation technique affects

the final quality for a certain application, compared with the truncated SVD approach.

For information retrieval, the quality of a technique could be based on the precision,

i.e., how close the actual relevant documents are to the top of the computed rank list.

Although the proposed technique effectively approximates the ranking scores, how the

final precisions vary away from those computed using the standard LSI approach is

inconclusive. Similarly, for face recognition, the accuracy depends on only the most

similar image (top one in the rank list). It may be possible to consider for what condi-

tions the top scores obtained from both the Lanczos approximation technique and the

truncated SVD method appear on the same image, thus the two approaches produce

exactly the same result.



Chapter 4

Nearest-Neighbors Graphs

Construction

4.1 Introduction

A nearest-neighbors graph is a graph where each vertex is connected to a few of its

closest neighbors according to some proximity measure. Specifically, the graph is built

upon a set of n data points X = {x1, . . . , xn}. The edges are defined based on a distance

measure ρ(xi, xj) between two data points xi and xj, where a small ρ value means that

the two points are close. Two types of nearest-neighbors graphs [49, 50] are often used:

1. ǫ-graph: This is an undirected graph whose edge set consists of unordered pairs

{i, j} such that ρ(xi, xj) is less than some pre-defined threshold ǫ ∈ R
+.

2. kNN graph: This is a directed graph (in general). There is an edge from i to j if

and only if ρ(xi, xj) is among the k smallest elements of the set {ρ(xi, xℓ) | ℓ 6= i}.
Thus, each vertex i has a constant out-degree k. In practice, a kNN graph is often

used as an undirected graph, i.e., the directions of the edges are removed. Thus,

the undirected version of the kNN graph does not necessarily have a constant

vertex degree.

The ǫ-graph is geometrically motivated, and many efficient algorithms have been

proposed for computing it (see, e.g., [51, 52]). However, the ǫ-graph easily results

53
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in disconnected components [49] and it is difficult to find a good value of ǫ which

yields a graph with an appropriate number of edges. Hence, they are not suitable in

many situations. On the other hand, kNN graphs have been shown to be especially

useful in practice. They are widely used in many areas of computer science, such as

data mining [53, 54], manifold learning [49, 55, 56, 1], robot motion planning [57], and

computer graphics [58]. Most often, the data points are in d-dimensional Euclidean

space and the distance measure ρ is simply the Euclidean distance. Thus, here, we

consider the construction of a kNN graph under this case.

When k = 1, only the nearest neighbor of each data point is considered. This

particular case, the all nearest neighbors problem, has been extensively studied in the

literature. To compute the 1NN graph, Bentley [59] proposed a multidimensional divide-

and-conquer method that takes O(n logd−1 n) time, Clarkson [60] presented a random-

ized algorithm with expected O(cdn log n) time (for some constant c), and Vaidya [61]

introduced a deterministic worst-case O((c′d)dn log n) time algorithm (for some con-

stant c′). These algorithms are generally adaptable to k > 1. Thus, Paredes et al. [62]

presented a method to build a kNN graph, which was empirically studied and reported

to require O(n1.27) distance calculations for small d and O(n1.90) calculations for large

d. Meanwhile, several parallel algorithms have also been developed [63, 64, 65].

Despite a rich existing literature, efficient algorithms for high dimensional data are

still under-explored. The complexities of the algorithms [59, 60, 61] all have an expo-

nential dependence on d, so they are impractical when d is in the order of thousands or

even millions. Paredes’ algorithm, efficient when d is small, has almost a quadratic cost

in n for large d, so it works no better than the brute-force algorithm (compute all the

pairwise distances, and for each data point find the closest k points). In this chapter,

we present two practical algorithms that have a much lower cost when d is large, with

a little sacrifice: In the computed graph, the k neighbors of each data point are not

necessarily the k nearest ones; rather, they may only be among a larger set of neighbors

that are closest to the point. This approximate kNN graph is nevertheless sufficient in

many applications where an exact kNN graph is not necessary.
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4.1.1 A Related Problem: Nearest-Neighbors Search

The problem of nearest-neighbor(s) search (see, e.g., [66, 67] and references therein), is

to find the nearest point(s) in a given data set for a query point. The query point is

arbitrary and need not be in the given data set. Usually, the nearest-neighbors search

problem is handled by first building a data structure (such as a search tree) for the given

points in a preprocessing phase. Then, queries can be answered efficiently by exploiting

the search structure. Although originating from a different nature, the problem of

constructing a kNN graph can be viewed as a nearest-neighbors search problem, where

each data point itself is a query. A data structure is built on the n data points, and

then n queries are placed to find the nearest neighbors for each point. Thus, the cost of

the kNN graph construction based on this idea is the cost the data structure plus that

of the n queries.

In general, existing nearest-neighbors search algorithms suffer from an unfavorable

trade-off between the complexity of the search structure and the accuracy of the query re-

trieval: either the construction of the search structure is expensive, or accurate searches

are costly. The spill-tree (sp-tree) data structure [68] is shown to be empirically ef-

fective in answering queries, but since some heuristics (such as the hybrid scheme) are

introduced to ensure search accuracy, the construction time cost is difficult to theoret-

ically analyze. On the other hand, many (1 + ǫ) nearest-neighbor search methods1

have been proposed with guaranteed complexity bounds [66]. These methods report a

point within (1 + ǫ) times the distance from the query to the actual nearest neighbor.

Kleinberg [69] presented two algorithms. The first one has a O((d log2 d)(d + log n))

query time complexity but requires a data structure of size O(n log d)2d, whereas the

second algorithm uses a nearly linear (to dn) data structure and responds to a query

in O(n + d log3 n) time. By using locality sensitive hashing, Indyk and Motwani [70]

gave an algorithm that requires O(n1+1/(1+ǫ) +dn) preprocessing time and O(dn1/(1+ǫ))

query time. Another algorithm given in [70] is a O(dpoly log(dn)) search algorithm that

uses a O(n(1/ǫ)O(d) poly log(dn)) data structure. Kushilevitza et al. [71] proposed a

O((dn)2(n log(d log n/ǫ))O(ǫ−2) poly(1/ǫ) poly log(dn/ǫ)) data structure that can answer

a query in O(d2 poly(1/ǫ) poly log(dn/ǫ)) time. In general, most of the given bounds

1 The parameter ǫ here is different from that in the “ǫ-graph”.
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are theoretical, and have an inverse dependence on ǫ, indicating expensive costs when

ǫ is small. It is unknown if these algorithms would be practical, and if so, how to ap-

propriately choose the parameters that control ǫ. Thus, considerations of algorithms in

this nature will not be explored here.

4.2 The Divide-and-Conquer Algorithms

A general framework for computing an approximate kNN graph is by divide and conquer:

First divide the set of data points into subsets (possibly with overlaps), recursively

compute the (approximate) kNN graphs for the subsets, and then conquer the results

into a final graph. This framework can clearly be separated in two distinct sub-problems:

how to divide and how to conquer. The conquer step is natural and simple: If a data

point belongs to more than one subsets, then its new k nearest neighbors are selected

from its neighbors in each subset. The key lies in the divide step, which requires a

low computational cost and the ability to yield a highly accurate graph through the

recursive conquer steps. In what follows, we present two methods to implement the

divide step. They are based on a spectral bisection of the data, whereby the Lanczos

procedure (Algorithm 4, Page 24) can be invoked to efficiently (and approximately)

compute this bisection.

4.2.1 Spectral Bisection

The idea of spectral bisection is to use a hyperplane to separate a set of d-dimensional

data points (into equal halves). We denote

X = [x1, . . . , xn] ∈ R
d×n

the data matrix and

X̂ = [x̂1, . . . , x̂n] = [x1 − x̄, . . . , xn − x̄] = X − x̄1T

the centered data, where x̄ is the center of the data points (see Chapter 3, Page 34).

By an abuse of notation, X is also used to denote the set of data points {x1, . . . , xn};
this should not cause confusion since the context is clear. Let σ, u, v be the dominant
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singular value, left singular vector, and right singular vector of X̂, respectively. Then

the hyperplane is defined as

〈u, x− x̄〉 = 0, (4.1)

i.e., it splits the set of data points into two subsets:

X+ = {xi | uT x̂i ≥ 0} and X− = {xi | uT x̂i < 0}. (4.2)

This hyperplane is typically used in many applications that employ a spectral bi-

section (see e.g., [72, 73, 74]). For any normal vector w with unit length, the sum of

squared distances between the points xi to the hyperplane 〈w, x− x̄〉 = 0 is

n
∑

i=1

(wT x̂i)
2 = ‖wT X̂‖22 ≤ ‖X̂‖22 = σ2.

The equality holds if and only if the normal direction w = ±u. In other words, the hy-

perplane defined in (4.1) has a property that it maximizes the sum of squared distances

among all hyperplanes that passes through the center of the data. From another point

of view, the direction u is nothing but the first principal component of the data—the

axis along which the data have the largest variation. Thus, heuristically, this hyperplane

will separate the points in a manner that many of the nearest neighbors of a point will

fall on the same side of the hyperplane as that point.

By a standard property of the SVD: uT X̂ = σvT , the separation (4.2) is equivalent

to the following:

X+ = {xi | vi ≥ 0} and X− = {xi | vi < 0}, (4.3)

where vi is the i-th entry of the right singular vector v. Note that this does not separate

the data set into equal halves. If balance is desired, an alternative is to replace the

above criterion by

X+ = {xi | vi ≥ m(v)} and X− = {xi | vi < m(v)}, (4.4)

where m(v) represents the median of the entries of v. The new criterion (4.4) in fact

uses a hyperplane that is parallel to (4.1) but that does not pass through the center x̄.

It separates the data into two equal parts.



58

The computation of the dominant singular vector v (or u) of a large matrix X̂ is typ-

ically carried out by running the Lanczos procedure on the matrix X̂T X̂ (or X̂X̂T ) [42,

Section 3.1]. If d ≥ n, computing v is more efficient; otherwise, u is computed. Let us

consider the former case without loss of generality: the vector v is in fact the dominant

eigenvector of X̂T X̂. The computation of this vector has been discussed in Section 2.4.1.

Since only one eigenvector is computed, the bound (2.10) indicates a rapid convergence

if there is a good separation between the first two singular values of X̂ . Thus, only a

small number of Lanczos steps can yield a sufficiently accurate v. In practice, such an

exact singular vector is even not needed for the purpose of bisection. Therefore, we fix

the number s of Lanczos steps to be a small value, say 5, which makes the analysis of

the overall algorithm easier. The dominant cost2 of computing v is the matrix-vector

products X̂T (X̂qj) for j = 1, . . . , s (see line 3 of Algorithm 4). The matrix X̂ is almost

always dense (even if X is sparse), thus the dominant computation is 2s matrix-vector

multiplications with a dense matrix of size d×n, which has a cost 2sdn = O(dn). Note

that when X is sparse, we do not explicitly form X̂ ; instead, we exploit the relation

X̂T (X̂qj) = (X − x̄1T )T (X − x̄1T )qj

= XT q̃j − (x̄T q̃j)1, with q̃j = Xqj − (1T qj)x̄

to reduce 2s dense matrix-vector multiplications to 2s sparse matrix-vector multiplica-

tions. In such a case, the cost is still bounded by 2s · nz(X) = O(dn).

4.2.2 The Divide Step: Two Methods

Based on the above bisection technique, we consider here two methods to perform the

divide step. The first, called the overlap method, divides the current set into two

overlapping subsets. The second, called the glue method, divides the current set into

two disjoint subsets, and uses a third set called the gluing set to help merge the two

resulting disjoint kNN graphs in the conquer step. See Figure 4.1 for an illustration.

Both methods create a common region, whose size is an α-portion of that of the current

set, surrounding the separating hyperplane.

2 We omit other lower order terms in the cost for simplicity.
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hyperplane

X1 X2

(a) The overlap method.

hyperplane

X1 X2X3

(b) The glue method.

Figure 4.1: Two methods to divide a set X into subsets. The size of the common region
in the middle surrounding the hyperplane is an α-portion of the size of X.

The Overlap Method

In this method, we divide the set X into two overlapping subsets X1 and X2:







X1 ∪X2 = X,

X1 ∩X2 6= ∅.

The (signed) distance from a data point xi to the hyperplane is uT x̂i = σvi, which is

proportional to vi. In order to ensure that the overlap of the two subsets consists of

(100α)% of all the data, we define a set

S = {|vi| | i = 1, 2, . . . , n}. (4.5)

Then we use the following criterion to form X1 and X2:

X1 = {xi | vi ≥ −hα(S)} and X2 = {xi | vi < hα(S)}, (4.6)

where hα(·) is a function which returns the element that is only larger than (100α)% of

the elements in the input set. Note that this does not necessarily yield two subsets that

have roughly equal size. If balanced subsets are desired, one can define

ṽi = vi −m(v)

and replace the vi’s in (4.5) and (4.6) by ṽi.
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The Glue Method

In this method, we divide the set X into two disjoint subsets X1 and X2 with a gluing

subset X3:






























X1 ∪X2 = X,

X1 ∩X2 = ∅,
X1 ∩X3 6= ∅,
X2 ∩X3 6= ∅.

The criterion to build these subsets is as follows:

X1 = {xi | vi ≥ 0}, X2 = {xi | vi < 0},
X3 = {xi | −hα(S) ≤ vi < hα(S)}.

(4.7)

Note that the gluing subset X3 in this method is exactly the intersection of the two

subsets in the overlap method. Hence, X3 also contains (100α)% of the data. If it is

desired that the sizes of X1 and X2 are equal, then similar to the overlap method, one

should use ṽi to replace vi in the criterion (4.7).

4.2.3 Refinement

In order to improve the quality of the resulting graph, during each recursion in the

conquer step, the graph can be refined at a small cost. The idea is to update the k

nearest neighbors for each point by selecting from a pool consisting of its neighbors and

the neighbors of its neighbors. Formally, if N(x) is the set of current nearest neighbors

of x before refinement, then, for each point x, we re-select its k nearest neighbors from

N(x) ∪





⋃

z∈N(x)

N(z)



 .

4.2.4 The Algorithms

Based on the above discussion, the overall algorithms are summarized in Algorithm 8

(the overlap method) and Algorithm 9 (the glue method). The two algorithms share

many similarities: They both fall in the framework of divide and conquer; they both call

the brute-force subroutine kNN-BruteForce to compute the graph when the size of
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the set is smaller than a threshold (nk); they both recursively call themselves on smaller

subsets; and they both employ a Conquer subroutine to merge the graphs computed

for the subsets and a Refine subroutine to refine the graph during each recursion. The

difference is that Algorithm 8 calls Divide-Overlap to divide the set into two subsets,

whereas Algorithm 9 calls Divide-Glue to divide the set into three subsets.

4.2.5 Storing Computed Distances in a Hash Table

The brute-force method computes Θ(n2) pairs of distances, each of which takes Θ(d)

time. One advantage of the methods presented here over the brute-force method is

that the distance calculations can be significantly reduced thanks to the divide and

conquer approach. The distances are needed/computed in: (1) the kNN-BruteForce

subroutine which computes all the pairwise distances and selects the k smallest ones

for each point, (2) the Conquer subroutine which selects k smallest distances from

at most 2k candidates for each point, and (3) the Refine subroutine which selects

the k smallest distances from at most k + k2 candidates for each point. Many of the

distances computed from kNN-BruteForce and Refine are reused in Conquer and

Refine, with probably more than once for some pairs. A naive implementation is to

allocate memory for an n × n matrix that stores all the computed distances to avoid

duplicate calculations. However this consumes too much memory and is wasteful. A

better approach is to use a hash table to store the computed distances. This will save

a significant amount of memory, as a later experiment shows that only a small portion

of the n2 pairs are actually computed. Furthermore, the computational time will not

be affected since hash tables are efficient for both retrieving wanted items from and

inserting new items into the table (we do not need the delete operation).

The ideal hash function maps (the distance between) a pair of data points (xi, xj)

to a bucket such that the probability of collision is low. For simplicity of implemen-

tation, we use a hash function that maps the key (i, j) to i (and at the same time

to j). Collisions easily occur since many distances between the point xi and other

points are computed during the whole process. However, this naive hashing has already

shown rather appealing results in the run time. More elaborate implementations should

consider more effective hashing (e.g. double hashing) schemes.
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Algorithm 8 Approximate kNN Graph Construction: The Overlap Method

1: function G = kNN-Overlap(X, k, α)
2: if |X| < nk then
3: G← kNN-BruteForce(X, k)
4: else
5: (X1,X2)← Divide-Overlap(X, α)
6: G1 ← kNN-Overlap(X1, k, α)
7: G2 ← kNN-Overlap(X2, k, α)
8: G← Conquer(G1, G2, k)
9: Refine(G, k)

10: end if
11: end function

12: subroutine G = kNN-BruteForce(X, k)
13: for i from 1 to n do
14: for j from i + 1 to n do
15: Compute ρ(xi, xj) = ‖xi − xj‖
16: ρ(xj, xi)← ρ(xi, xj)
17: end for
18: Set N(xi) = {xj | ρ(xi, xj) is among the k smallest elements for all j 6= i}
19: end for
20: end subroutine

21: subroutine (X1,X2) = Divide-Overlap(X, α)
22: Compute the largest right singular vector v of X̂ = X − x̄1T

23: Let S = {|vi| | i = 1, 2, . . . , n} and find hα(S)
24: Set X1 = {xi | vi ≥ −hα(S)} and X2 = {xi | vi < hα(S)}
25: end subroutine

26: subroutine G = Conquer(G1, G2, k)
27: G← G1 ∪G2

28: for all x ∈ V (G1) ∩ V (G2) do ⊲ V (·) denotes the vertex set of the graph
29: Update N(x)← {y | ρ(x, y) is among the k smallest elements for all y ∈ N(x)}
30: end for
31: end subroutine

32: subroutine Refine(G, k)
33: for all x ∈ V (G) do
34: Update N(x)← {y | ρ(x, y) is among the k smallest elements for all

y ∈ N(x) ∪
(

⋃

z∈N(x) N(z)
)

}
35: end for
36: end subroutine
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Algorithm 9 Approximate kNN Graph Construction: The Glue Method

1: function G = kNN-Glue(X, k, α)
2: if |X| < nk then
3: G← kNN-BruteForce(X, k)
4: else
5: (X1,X2,X3)← Divide-Glue(X, α)
6: G1 ← kNN-Glue(X1, k, α)
7: G2 ← kNN-Glue(X2, k, α)
8: G3 ← kNN-Glue(X3, k, α)
9: G← Conquer(G1, G2, G3, k)

10: Refine(G, k)
11: end if
12: end function

13: subroutine G = kNN-BruteForce(X, k)
14: See Algorithm 8
15: end subroutine

16: subroutine (X1,X2,X3) = Divide-Glue(X, α)
17: Compute the largest right singular vector v of X̂ = X − x̄1T

18: Let S = {|vi| | i = 1, 2, . . . , n} and find hα(S)
19: Set X1 = {xi | vi ≥ 0} and X2 = {xi | vi < 0}
20: Set X3 = {xi | −hα(S) ≤ vi < hα(S)}
21: end subroutine

22: subroutine G = Conquer(G1, G2, G3, k)
23: G← G1 ∪G2 ∪G3

24: for all x ∈ V (G3) do ⊲ V (·) denotes the vertex set of the graph
25: Update N(x)← {y | ρ(x, y) is among the k smallest elements for all y ∈ N(x)}
26: end for
27: end subroutine

28: subroutine Refine(G, k)
29: See Algorithm 8
30: end subroutine
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4.3 Complexity Analysis

A thorough analysis shows that the time complexities for the overlap method and the

glue method are sub-quadratic in n, and the glue method is always asymptotically faster

than the overlap method. To this end we assume that in each divide step the subsets

X1 and X2 (in both methods) are balanced. This assumption can always be satisfied

(see Section 4.2.2). Hence, the time complexity To for the overlap method and Tg for

the glue method satisfy the following recurrence relations:

To(n) = 2To((1 + α)n/2) + f(n), (4.8)

Tg(n) = 2Tg(n/2) + Tg(αn) + f(n), (4.9)

where f(n) is the combined time for the divide, conquer, and refine steps.

4.3.1 Complexity of f

The function f(n) consists of the following three components.

(a) The time for the divide step. This includes the time to compute the largest

right singular vector v of the centered matrix X̂, and the time to divide points into

subsets X1 and X2 (in the overlap method) or subsets X1, X2 and X3 (in the glue

method). The former has been shown to be O(dn) in Section 4.2.1, whereas for the

latter we can use a linear time selection method to find the value hα(S). Therefore the

overall time for this step is O(dn).

(b) The time for the conquer step. This step only involves the points in X1 ∩X2

in the overlap method or X3 in the glue method. For each of the αn points in these

subsets, k nearest neighbors are chosen from at most 2k candidates. Therefore the time

is O(kαn).

(c) The time for the refine step. For each point, k nearest neighbors are chosen

from at most k + k2 candidates. If all these distances need to be computed, the overall

time is O(k2dn). To the other extreme, if none of them are computed, the factor d

can be omitted, which results in O(k2n). In practice, by using a hash table, only a
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very small fraction of the k + k2 distances are actually computed in this step; see also

Table 4.3. Hence, the best cost estimate for this step is O(k2n).

Indeed, the ultimate useful information from this estimate is that the time for the

refinement is much less than that for the division (which has a O(dn) cost), or at best

is of the same order as the latter. This can be seen from another perspective: Let the

number of neighbors k be a constant. Then even if all the distances are computed, the

time is O(k2dn) = O(dn).

From the above three components and the assumption that the dimension d domi-

nates k2, we conclude that f(n) is bounded by O(dn).

4.3.2 Complexities of To and Tg

By substituting f(n) = O(dn) into (4.8) and (4.9), we derive the closed form solutions

to To(n) and Tg(n), which are stated in the following two theorems.

Theorem 4.1. The time complexity for the overlap method is

To(n) = Θ(dnto), (4.10)

where

to = log2/(1+α) 2 =
1

1− log2(1 + α)
. (4.11)

Proof. The result immediately follows from the Master Theorem [2, Chapter 4.3].

Theorem 4.2. The time complexity for the glue method is

Tg(n) = Θ(dntg/α), (4.12)

where tg is the solution to the equation

2

2t
+ αt = 1. (4.13)

Proof. The result is an immediate consequence of the fact that the recurrence relation

T (n) = 2T (n/2) + T (αn) + n

with an initial condition T (1) = 1 has a solution

T (n) =

(

1 +
1

α

)

nt − n

α

for any positive integer n, where t is the solution to (4.13).
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Figure 4.2: The exponents to and tg as functions of α.

Figure 4.2 plots the curves of to and tg as functions of α, together with a table that

lists some of their values. It suggests that the glue method is asymptotically faster than

the overlap method. Indeed, this is true for any choice of α, and the result is formally

presented in Theorem 4.4. The proof of the theorem requires the following lemma,

whose proof can be found in [75, Appendix B].

Lemma 4.3. The following inequality

log2(ab) > (log2 a)(log2 b)

holds whenever 0 < a < 1 < b < 2 and a + b ≥ 2.

Theorem 4.4. When 0 < α < 1, the exponents to in Theorem 4.1 and tg in Theorem 4.2

obey the following relation:

1 < tg < to. (4.14)

Proof. From Theorem 4.2 we have

tg = 1− log2(1 − αtg) > 1.

Then

to − tg =
1

1− log2(1 + α)
− 1 + log2(1− αtg)

=
log2(1 + α) + log2(1− αtg)− log2(1 + α)× log2(1− αtg)

1− log2(1 + α)
.



67

Since 0 < α < 1, the denominator 1 − log2(1 + α) is positive. By Lemma 4.3 the

numerator is also positive. Hence to > tg.

We remark that when α >
√

2 − 1 ≈ 0.41, to > 2. In this situation the overlap

method becomes asymptotically slower than the brute-force method. Hence, a large α

is not useful in practice, and we always restrict our choice of α within the range (0, 0.41).

4.4 Experiments

In this section we show a few experimental results to illustrate the running times of

the two divide-and-conquer methods compared with the brute-force method, and the

qualities of the resulting graphs. The experiments were performed on a Linux desktop.

The algorithms were all implemented using C/C++, and the programs were compiled

using g++ with -O2 level optimization.

4.4.1 Running Time

Figure 4.3 plots the running time versus the dimension d and the number of data

points n on a synthetic data set. Since the distribution of the data should have no

impact on the running times of the methods, we used random data (drawn from the

uniform distribution over [0, 1]d) for this experiment. From plot (a), it is clear that

the running time is linear with respect to the dimension d. This is expected from the

complexity analysis. In plot (b), we used α = 0.2, which corresponds to the theoretical

values to = 1.36 and tg = 1.22. We used curves in the form c1n
1.36 + c2n + c3 and

c4n
1.22 + c5n + c6 to fit the running times of the overlap method and the glue method,

respectively. The fitted curves are also shown in the plot. It can be seen that the

experimental results match the theoretical analysis quite well.

4.4.2 Graph Quality

We used four real-life data sets to test the qualities of the resulting kNN graphs: The

FREY3 face video frames [55], the ExtYaleB4 database [47], the MNIST5 digit

3 http://www.cs.toronto.edu/~roweis/data.html
4 http://vision.ucsd.edu/~leekc/ExtYaleDatabase/ExtYaleB.html
5 http://yann.lecun.com/exdb/mnist

http://www.cs.toronto.edu/~roweis/data.html
http://vision.ucsd.edu/~leekc/ExtYaleDatabase/ExtYaleB.html
http://yann.lecun.com/exdb/mnist


68

200 400 600 800 1000
0

5

10

15

20

25

30

d

T
im

e 
(s

ec
on

ds
)

 

 

kNN−overlap
kNN−glue

(a) n = 10000, α = 0.2, d varying

1 2 3 4 5
x 10

4

0

50

100

150

200

n

T
im

e 
(s

ec
on

ds
)

 

 

kNN−overlap
kNN−glue

(b) d = 500, α = 0.2, n varying

Figure 4.3: The running times for randomly generated data.

images [76], and the PIE6 face database [46]. These data sets are all face/digit image

sets that are widely used in the literature of pattern recognition and manifold learning.

For MNIST, only the test set was used. Table 4.1 gives some characteristics of the data.

The number of images is equal to n and the size of each image, i.e., the total number of

pixels, is the dimension d. The dimensions vary from about 500 to 10, 000. Since some of

these data sets were also used in the next section to demonstrate applications, for each

one we tested with a specific k that was used in the experiments of past publications.

The values of k are typically around 10.

Table 4.1: Face/Digit data sets.

FREY ExtYaleB MNIST PIE

k 12 10 8 5
# imgs (n) 1,965 2,414 10,000 11,554
img size (d) 20× 28 84× 96 28× 28 32× 32

The quality of the resulting graph means how close the graph is to the exact kNN

graph. Here, we employ two criteria: accuracy and average rank. The accuracy of an

approximate kNN graph G′ (with regard to the exact graph G) is defined as

accuracy(G′) =
|E(G′) ∩ E(G)|
|E(G)| ,

where E(·) means the set of directed edges in the graph. Thus, the accuracy is within

6 http://www.cs.uiuc.edu/homes/dengcai2/Data/FaceData.html

http://www.cs.uiuc.edu/homes/dengcai2/Data/FaceData.html
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the range [0, 1], and higher accuracy means better quality. The rank ru(v) of a vertex v

with regard to a vertex u is the position of v in the vertex list sorted in ascending order

of the distance to u. (By default, the rank of the nearest neighbor of u is 1.) Thus, the

average rank is defined as

ave-rank(G′) =
1

kn

∑

u

∑

v∈N(u)

ru(v),

where N(u) means the neighborhood of u in the graph G′. The exact kNN graph has

the average rank (1 + k)/2.

Figure 4.4 plots the quality of the resulting graphs versus the running time. (Due

to the size of a page, the result of the data set FREY is not shown and can be found

in [75].) Each plotted point in the figure corresponds to a choice of α (from 0.05 to

0.30, with step size 0.05). The running time of the brute-force method is also indicated.

It can be seen that the quality of the resulting graphs exhibits similar trends by using

both measures. Take the graph accuracy for example. The larger α, the more accurate

the resulting graph. However, larger values of α lead to more time-consuming runs.

In addition, the glue method is much faster than the overlap method for the same α,

while the latter yields more accurate graphs than the former. The two methods are

both significantly faster than the brute-force method when an appropriate α is chosen,

and they can yield high quality graphs even when α is small.

It is interesting to note that in all the plots, the circle-curve (red) and the plus-curve

(blue) roughly overlap. This similar quality-time trade-off seems to suggest that neither

of the method is superior to the other one; the only difference is the value of α used

to achieve the desired quality. However, we note that different approximate graphs can

yield the same accuracy value or average rank value, hence the actual quality of the

graph depends on real applications.

4.4.3 Distance Calculations

The dominant cost of the graph construction is that of the distance calculations (espe-

cially when d is very large). We report here the percentage of the pairwise distances

calculated, with regard to the case of the brute-force construction, which requires com-

puting n(n − 1)/2 distances. By use of a hash table, it brings the benefit of avoiding
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(b) ExtYaleB, average rank.
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(d) MNIST, average rank.
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(e) PIE, 1 − accuracy.
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(f) PIE, average rank.

Figure 4.4: Graph quality versus running time for different data sets. Each plotted
point corresponds to a choice of α. From left to right on each curve, the α values are
0.05, 0.10, 0.15, 0.20, 0.25, 0.30, respectively.
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repeating distance calculations if the evaluations of the same distance are required mul-

tiple times. Table 4.2 shows the percentage of distance calculations with respect to

n(n − 1)/2, and Table 4.3 shows the percentage of distance calculations with respect

to the total number of needed distances in the refine step. As expected, the larger the

common region (α) is, the more distances need to be calculated, while the benefit of

the hashing becomes more significant. It can also be seen that the savings in distance

calculations are more remarkable when n is large and k is small, e.g., k = 5 for the data

set PIE.

Table 4.2: Percentage of distance calculations (with respect to n(n − 1)/2), for
different data sets, different methods, and different α’s.

FREY (k = 12) ExtYaleB (k = 10) MNIST (k = 8) PIE (k = 5)
α overlap glue overlap glue overlap glue overlap glue

0.05 6.07% 5.10% 5.13% 4.42% 1.19% 0.94% 0.45% 0.35%
0.10 6.55% 5.80% 5.58% 5.08% 1.42% 1.22% 0.60% 0.47%
0.15 7.48% 6.35% 6.05% 5.46% 1.74% 1.36% 0.78% 0.56%
0.20 8.28% 6.57% 6.66% 5.66% 2.20% 1.52% 1.06% 0.66%
0.25 9.69% 7.00% 7.36% 6.02% 2.92% 1.71% 1.48% 0.77%
0.30 11.48% 7.46% 8.34% 6.26% 4.04% 1.91% 2.07% 0.90%

Table 4.3: Percentage of actual distance calculations with respect to the total number
of needed distances in the refine step, for different data sets, different methods, and
different α’s. This is equivalent to the failure rate of hash table lookups.

FREY (k = 12) ExtYaleB (k = 10) MNIST (k = 8) PIE (k = 5)
α overlap glue overlap glue overlap glue overlap glue

0.05 9.44% 12.15% 11.46% 14.80% 9.56% 11.55% 6.85% 7.01%
0.10 7.07% 12.09% 8.46% 14.36% 6.82% 11.76% 5.27% 8.14%
0.05 5.18% 10.81% 6.25% 12.79% 4.66% 10.17% 3.52% 7.55%
0.20 3.65% 9.12% 4.35% 11.04% 2.98% 8.49% 2.15% 6.40%
0.05 2.62% 7.52% 2.90% 9.55% 1.77% 6.85% 1.23% 5.19%
0.30 1.83% 6.44% 1.88% 7.89% 0.96% 5.41% 0.62% 4.13%

4.4.4 Importance of Refinement

The final experiment illustrates the importance of the refine step. Figure 4.5 shows the

decrease in quality if the Refine subroutine is not invoked. The refinement greatly

improves the accuracy of the approximate graph (especially for α less than 0.2) at some
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additional cost in the execution time. This additional expense is worthwhile if the goal

is to compute a high quality kNN graph.
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Figure 4.5: Comparison of graph quality with and without the refine step. Data set:
MNIST. The settings are the same as in Figure 4.4.

4.5 Applications

kNN graphs have been widely used in various data mining and machine learning applica-

tions. Here we discuss two scenarios where the approximate kNN graphs resulting from

the divided-and-conquer methods can provide an effective replacement for the exact

graph.

4.5.1 Agglomerative Clustering

Agglomerative clustering [77] is a clustering method which exploits a hierarchy for a set

of data points. Initially each point belongs to a separate cluster. Then, the algorithm

iteratively merges a pair of clusters that has the lowest merge cost, and updates the

merge costs between the newly merged cluster and the rest of the clusters. This process

terminates when the desired number of clusters is reached (or when all the points belong

to the single final cluster). A straightforward implementation of the method takes O(n3)

time, since there are O(n) iterations, each of which takes O(n2) time to find the pair

with the lowest merge cost [78]. Fränti et al. [79] proposed, at each iteration, to maintain

the kNN graph of the clusters, and merge two clusters that are the nearest neighbors in
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the graph. Let the number of clusters at the present iteration be m. Then this method

takes O(km) time to find the closest clusters, compared with the O(m2) cost of finding

the pair with the lowest merge cost. With a delicate implementation using a doubly

linked list, they showed that the overall running time of the clustering process reduces

to O(τn log n), where τ is the number of nearest neighbor updates at each iteration.

Their method greatly speeds up the clustering process, while the clustering quality is

not much degraded.

However, the quadratic time to create the initial kNN graph eclipses the improve-

ment in the clustering time. One solution is to use an approximate kNN graph that

can be inexpensively created. Virmajoki and Fränti [75] proposed a divide-and-conquer

algorithm to create an approximate kNN graph, but their time complexity was over-

estimated. Our approach also follows the common framework of divide and conquer.

However, the Lanczos procedure (with a fixed number of iterations) for computing the

separating hyperplane makes our method more practical, especially in the presence of

high dimensional data.

We performed an experiment on the data set PIE with 68 classes. Since class labels

are known, we used the purity and the entropy [80] as quality measures. They are

defined as

Purity =
c
∑

i=1

ni

n
Purity(i), where Purity(i) =

1

ni
max

j

(

nj
i

)

,

and

Entropy =

c
∑

i=1

ni

n
Entropy(i), where Entropy(i) = −

c
∑

j=1

nj
i

ni
logc

nj
i

ni
.

Here, c is the number of classes/clusters, ni is the size of cluster i, and nj
i is the

number of class j data that are assigned to the i-th cluster. The purity and the entropy

both range from 0 to 1. In general, a higher purity and/or a lower entropy means a

better clustering quality. In Figure 4.6 we show the purity and the entropy for different

methods and different α’s. As can be seen the qualities of the clusterings obtained from

the approximate kNN graphs are very close to those resulting from the exact graph,

with a few being even much better. It is interesting to note that the clustering results

seem to have little correlation with the qualities of the graphs governed by the value α.
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(b) Entropy.

Figure 4.6: Agglomerative clustering using kNN graphs on the image data set PIE.

4.5.2 Manifold Learning

Many high dimensional data sets are assumed to lie on a low dimensional manifold.

As an example, consider in a laboratory setting the images of a person captured under

different lighting conditions. Even though the images themselves are considered high

dimensional data, a few parameters (such as the location of the light source, and the

directions the frontal faces facing) are sufficient to distinguish different images. Thus, a

low dimensional vector may be used as a compact representation of each image. Manifold

learning aims at identifying such a low dimensional manifold where the data lie.

Many algorithms, e.g., locally linear embedding (LLE) [55], Laplacian eigenmaps [49],

locality preserving projections (LPP) [50], and orthogonal neighborhood preserving pro-

jections (ONPP) [81], compute a low dimensional representation (embedding) of the

data by preserving the local neighborhoods for each point. In LLE, a weighted adja-

cency matrix W is first computed to minimize the following objective:

E(W ) =
∑

i

∥

∥

∥
xi −

∑

xj∈N(xi)
Wijxj

∥

∥

∥

2
, subject to

∑

j

Wij = 1, ∀i,

where recall that N(·) means the neighborhood of a point. Then, a low dimensional

embedding Y = [y1, . . . , yn] is computed such that it minimizes the objective:

Φ(Y ) =
∑

i

∥

∥

∥yi −
∑

yj∈N(yi)
Wijyj

∥

∥

∥

2
, subject to Y Y T = I.
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The final solution, Y , is the matrix whose row-vectors are the r bottom right singular

vectors of the Laplacian matrix LLLE = I−W . As another example, in Laplacian eigen-

maps, the low dimensional embedding Y = [y1, . . . , yn] is computed so as to minimize

the cost function:

Ψ(Y ) =
∑

i,j

Wij ‖yi − yj‖2 , subject to Y DY T = I,

where D is the diagonal degree matrix. Here, the weighted adjacency matrix W is

defined in a number of ways, one of the most popular being the weights of the heat

kernel

Wij =







exp(−‖xi − xj‖2 /σ2) if xi ∈ N(xj) or xj ∈ N(xi),

0 otherwise.

The solution, Y , is simply the matrix of r bottom eigenvectors of the normalized Lapla-

cian matrix Leigenmaps = I −D−1/2WD−1/2 (subject to scaling).

A thorn in the nicely motivated formulations for the above manifold learning al-

gorithms, is that they all begin with a rather expensive computation to obtain the

neighborhood graph of the data. On the other hand, the cost of computing the solu-

tion Y via, e.g., the Lanczos procedure, is relatively inexpensive and is independent

of the dimension d. Thus, the divide-and-conquer methods are suitable alternatives to

the expensive brute-force approach to extract the kNN graph, since the approximate

graphs are accurate enough for the purpose of manifold learning, while the time costs

are significantly smaller. Figures 4.7 and 4.8 provide two illustrations.

In Figure 4.7 are the plots of the 2-dimensional embedding of the data set FREY by

using the LLE method, where we used k = 12 as that in [55, Figure 3]. Plot (a) shows

the result when using the exact kNN graph, while plot (b) shows the result when using

the approximate kNN graph by the overlap method with α = 0.30. It is clear that the

two results are almost identical. Plots (c) and (d) give two plots when the glue method

is used. Although the embeddings are different from those of the exact kNN graph in

plot (a), they also represent the original data manifold quite well. This can be seen by

tracking the relative locations of the sequence of images (as shown in plot (e)) in the

2-dimensional space.

Figure 4.8 shows the plots of the 2-dimensional embedding of the data set MNIST

by using the Laplacian eigenmaps method, where we used k = 5. Plot (a) shows the
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Figure 4.7: Low dimensional embedding of FREY by LLE.
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original result by using the exact kNN graph, while plots (b), (c) and (d) show the

results by using the overlap method with α = 0.30, the glue method with α = 0.15, and

the glue method with α = 0.30, respectively. The four plots all show clear clusterings

of the ten classes (digits from 0 to 9), and the localization patterns of the clusterings

are very similar.

(a) Using exact kNN graph. (b) Using kNN-overlap, α = 0.30.

(c) Using kNN-glue, α = 0.15. (d) Using kNN-glue, α = 0.30.

Figure 4.8: Low dimensional embedding of MNIST by Laplacian eigenmaps.
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4.6 Summary and Discussion

This chapter presented two methods, under the framework of divide and conquer, to

compute a nearest-neighbors graph for n data points. When the dimension d of the data

is large, existing algorithms work no better than the brute-force approach, which has

a cost Θ(dn2). The methods discussed here, on the other hand, run in time O(dnt(α)),

where t > 1 is a quantity that monotonically depends on an internal parameter α

of the algorithms. The parameter α is the size of the overlap of the subsets in the

divide step, and it can be chosen in practice so as to yield a t that is close to 1 and a

graph that has a high quality. A key factor for achieving this time bound, is that we

use the Lanczos procedure with a small and fixed number of iterations to compute a

separating hyperplane in the divide step. This dominates the cost of divide and conquer,

thus achieving the final sub-quadratic time complexity. The resulting approximate

graphs have a wide range of applications. We have shown two such examples: one

in agglomerative clustering and the other in manifold learning. Experiments show that

replacing the exact kNN graph with one produced by the methods here, can significantly

alleviate what constitutes a major bottleneck of the two applications.

A question that remains to answer is, how the overlap α affects the quality of the

resulting graphs. This is difficult to analyze, as the distribution of the data may con-

stitute a key factor. As a measure of the quality, simple criteria such as the accuracy

and/or the average rank has been employed. However, for actual applications, the rela-

tion between these measures and what the application desires (such as the quality of a

clustering) is unknown, especially when it is not necessary that an exact neighborhood

graph will yield better results than an approximate graph in the application (see, for

instance, Section 4.5.1). These details are worth studying for specific scenarios rather

than in general.



Chapter 5

Network Community Detection

5.1 Introduction

A network, generally represented as a (sparse) graph, consists of a set of participating

nodes/vertices and a set of connections/edges between the participants. The past decade

has seen an emergence of large-scale networks originating from various application do-

mains. Examples of real-life networks include the Internet which connects millions of

host machines world wide, friendship networks (such as Facebook)1 which represent so-

cial connections between human beings, and trust networks that reveal trustworthiness

of the authors of a contributed website (such as Wikipedia).2 In addition, a variety of

networks have been constructed for solving specific problems, e.g., a network of words

excerpted from a dictionary can be built to extract semantic groups of texts, a citation

network of academic papers helps identify useful references and collegial collaborations,

and a biological network encodes protein-protein or gene-gene interactions.

Much research reveals that real-life networks exhibit community structures. These

communities, in a rough term, refer to groups (of the participating nodes), among

which the connections are much fewer than those inside the same group. The extraction

of such groups is an important problem, since it benefits the understanding of the

structure of a particular network (see, e.g., [82, 83, 84, 85]). The problem is challenging

as well. The intuitive notion of a “community” is indeed not strictly defined because

1 http://www.facebook.com/
2 http://www.wikipedia.org/
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of a potentially wide variety of purposes. Thus, in facing the currently large-scale

networks, an appropriate definition and a corresponding algorithm usually appear in

pairs. The recent data mining literature has seen various techniques for approaching

this network analysis problem from different aspects, ranging from partitioning the

network to minimize inter-connections between groups [86, 87], to trying to extract a

large number of subgraphs with a high enough density [88, 89, 90]. In addition to these

partitioning-based and density-based approaches, also seen are techniques that build

hierarchical structures [91, 92, 93, 94], that exploit stochastic block models [95, 96, 97],

and that extract chains of adjacent cliques (called clique percolation [98, 99]). For

comprehensive surveys, see [100, 101].

A systematic approach for analyzing the community structure of a network is via

graph partitioning/clustering, the goal of which is to obtain partitions/clusters that

have relatively dense intra-connections and sparse inter-connections. Therefore, each

partition/cluster represents a community. A broad set of partitioning/clustering tech-

niques (spectral based [102, 87], multilevel based [103, 104], and stochastic based [105])

can be used. However, these methods have several drawbacks and issues that need to

be addressed for the purpose of network community detection. The first drawback is

that in general, the number k of partitions is a mandatory input parameter, and the

partitioning result is sensitive to the change of k. In most applications, the number k

is not known a priori. A number of researchers proposed to remedy this difficulty by

tracking a goodness measure, such as the conductance [85] and the modularity [92], of

the partitioning as a function of k. However, this remedy may not always be practical

due to the high computational cost of the underlying algorithms. Second, most of these

methods yield a complete clustering of the data. A crucial question on the studying of

human behaviors and social phenomena is: “Why should every participant be grouped

to some community?” Naturally, if a node in a network is far away from the rest of

the nodes, to exclude the node from the analysis is usually more accurate and benefi-

cial. Therefore, when attempting to discover communities, a partial clustering of the

network may be more desirable. Finally, note that many graph partitioning techniques

based on optimizing an objective function [106] favor balancing, i.e., they try to obtain

partitions whose sizes do not vary too much [86]. This may not accurately represent

human communities, since social connections are not evenly divided in nature. It will
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be more desirable to reveal dense components free of size constraints in the network.

A class of clustering algorithms that overcome one or more of the above drawbacks is

hierarchical clustering. These algorithms construct a hierarchy/dendrogram for the par-

ticipating nodes either in a divisive manner [92] or in an agglomerative manner [91, 107].

Final clustering of the vertices is obtained by cutting the dendrogram at some specific

level. If k clusters are required, the dendrogram is accordingly cut. However, the pa-

rameter k is not necessary. The dendrogram can be cut when some global criterion (such

as the modularity [91] or the overall edge betweenness [92]) is optimized. Nevertheless,

hierarchical clustering methods in general yield a complete clustering of the data by

breaking the dendrogram in this way.

5.1.1 Dense Subgraph Extraction and Matrix Blocking

In this chapter, we consider a method that ultimately falls under the category of hi-

erarchical clustering, without classifying every vertex in some cluster. However, the

derivation of the method is inspired from a different perspective. As a formalism, we

formulate the community extraction problem here as finding disjoint dense subgraphs

of a sparse graph. Each output subgraph is a community, where the density of the

intra-connections is represented by the edge density of the subgraphs. Thus, if a hierar-

chy/dendrogram is built, we interpret the clustering from the dendrogram by extracting

components that are necessarily dense, rather than cutting it at some level to obtain

components whose density cannot be controlled.

The problem of dense subgraph extraction bears some similarities with matrix block-

ing that we discussed in Section 2.2. Every graph has an adjacency matrix representa-

tion, and finding the dense subgraphs is in some sense equivalent to reordering the rows

and columns of the sparse adjacency matrix and extracting the dense diagonal blocks,

where each block naturally corresponds to a community. It is intriguing to directly

apply either of the two blocking algorithms presented in Section 2.2 for the purpose of

community detection, since they have a very economical computational cost, which is

appealing for very large graphs. However, a disadvantage of the two algorithms is that

they both require some parameters to which the final result is sensitive. These parame-

ters need be carefully tuned in order to yield interpretable dense blocks/subgraphs. In

what follows, we begin with the idea of the cosine algorithm, and adapt it in a nontrivial
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way to derive an effective algorithm for extracting dense subgraphs.

5.2 The Case of Undirected Graphs

We use G(V,E) to denote a graph G with the vertex set V and the edge set E, and we

are interested in identifying dense subgraphs of G. To be precise, the output subgraphs

should have a density higher than a threshold value in order to be interesting. In this

section, we consider an undirected graph, which is the most common model of a network,

where the directions of the connections are unimportant, or can be safely ignored. A

natural definition of the edge density of G is

dG =
|E|

|V |(|V | − 1)/2
. (5.1)

When the graph has no self loops (which is the case we consider here), dG lies in the

range [0, 1], and a subgraph has the density 1 if and only if it is a clique. The adjacency

matrix A of such a graph is symmetric n×n, with an empty diagonal. Since the weight

of the edges are not taken into account for the density of a graph, the nonzero entries

of A are all 1, i.e., A itself is the pattern matrix.

The cosine algorithm (see Section 2.2.2) computes a matrix C which stores the

cosines between any two columns of A:

cij =
〈A(:, i), A(:, j)〉
‖A(:, i)‖ ‖A(:, j)‖ . (5.2)

When a thresholding τ is applied to the similarity matrix C, it yields a matrix C ′ whose

(i, j)-entry is 1 if cij > τ and 0 otherwise. The matrix C ′ represents a new undirected

graph G′, which is a thresholded neighborhood similarity graph of G. To see this, there

is an edge connecting i and j in the new graph G′, if and only if the cosine similarity

between the i-th and the j-th column of A (or equivalently, between the neighborhoods

of i and j), is larger than a threshold τ . In a permuted form, C ′ is a block diagonal

matrix, where each diagonal block (not necessarily full) corresponds to a connected

component of G′. The cosine algorithm exploits the heuristic that if two columns of A

are similar, they should be grouped together and belong to one community. In the graph

representation, that two columns are similar means that two vertices share a similar

neighborhood (a large portion of common neighbors with respect to their own neighbor
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sets). Thus, the cosine similarity used here has a clear interpretation for communities.

Indeed, this measure has been adopted in mining natural communities [107], and a

similar measure—the Jaccard coefficient—is also used for a similar purpose [108]. An

advantage of using the cosine similarity, instead of the Jaccard coefficient, is that it

enables a more efficient computation by exploiting the matrix-matrix multiplication, as

discussed in Section 2.2.2.

However, as mentioned, an appropriate similarity threshold τ is difficult to deter-

mine. To avoid setting a fixed τ , we consider all the possible values. Fortunately, these

values are not any real number in [0, 1]; we only need to consider the nonzero elements of

the similarity matrix C. (Of course, the diagonal of C is excluded, since the similarities

between a column of A and itself is not useful at all.) Going in ascending order of these

entries, we set them to zero one by one. At some point, after a few entries have been

zeroed, C becomes a 2× 2 block diagonal matrix (in a permuted form). The last entry

that was set to zero is effectively the smallest possible threshold τ , since by this value,

the rows and columns of C are partitioned in two subsets, such that the off-diagonal

blocks are both zero, and no smaller values can yield a partitioning. Once this initial

partitioning is obtained, the zero-setting procedure is performed recursively on the two

resulting partitions.

The above procedure can be precisely stated in the language of hierarchical divisive

clustering. Given an undirected graph G(V,E) and its adjacency matrix A, we construct

a weighted graph G̃(V, Ẽ, C) whose weighted adjacency matrix C is defined in (5.2).

Assume without loss of generality that G̃ is connected (otherwise process each connected

component of G̃ separately). A top-down hierarchical clustering of the vertex set V is

performed by successively deleting the edges ẽ ∈ Ẽ, in ascending order of the edge

weights. When G̃ first becomes disconnected, V is partitioned in two subsets, each of

which corresponds to a connected component of G̃. Then, the edge-removal process

is continued on these two components to partition them in turn. A hierarchy of the

vertices is thus formed.

Note that this top-down divisive procedure is equivalent to a bottom-up agglom-

erative procedure for merging the graph vertices. Initially, each vertex is a separate

cluster. Beginning from the largest nonzero entry of C, say cij, we merge the two clus-

ters (if they are different) where i and j reside. The merging process is repeated in
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the decreasing order of the nonzeros of C, until a single final cluster is obtained. This

yields a dendrogram of the vertices, which is equivalent to the hierarchy built from the

top-down procedure.

Either in a top-down or a bottom-up manner, once the hierarchy/dendrogram is

built, dense subgraphs can be extracted by walking the hierarchy. For this, we need

to introduce a density parameter dmin. The clustering procedure as presented yields a

hierarchy that is nothing but a binary tree, where each leave node corresponds to a vertex

in G, and each internal node corresponds to a subgraph of G which is induced from the

vertices corresponding to the leave nodes of the subtree rooted from this internal node.

Starting from the root, we examine whether the subgraph represented by the current

tree node has a density larger than dmin. If so, the subgraph is output; otherwise, we

recursively examine the two child nodes of the current node. The tree walk terminates

when every leave node either (1) has been included in some output subgraph, or (2) has

been examined against the threshold dmin. In the latter case, the leave nodes represent

subgraphs of a single vertex, where the densities are zero and can not be larger than

dmin. All these singletons bear no interest and are ignored. Therefore, the final output

consists of disjoint subgraphs that are guaranteed to have a high density (> dmin), and

they form a partial clustering of the whole vertex set.

For an example, we consider a graph with 18 vertices and 29 edges as shown in

Figure 5.1(a). (This example comes from a figure in [85].) A visual inspection re-

sults that the graph has a dense subgraph that contains vertices 1 to 7 (and possibly

vertex 10), as well as a plausible dense, though small, subgraph containing vertices

{14, 15, 16}. The first step is to compute the similarity matrix C, and to construct the

hierarchy/dendrogram according to the ascending/decreasing order of the nonzeros of

C. The dendrogram is shown in Figure 5.1(b). Then we walk the dendrogram top-

down. At the first level, the vertex set V is divided in two subsets: {1, . . . , 13, 17, 18}
and {14, 15, 16}. The latter subset happens to yield a subgraph that has a density higher

than the desired threshold dmin = 0.75. Hence, it is output as a dense subgraph. On the

other hand, the former subset does not yield a subgraph satisfying the density require-

ment, so the dendrogram is walked down level by level, until the subset {2, 5, 3, 1, 4, 7, 6}
is reached. This gives the other dense subgraph.

Note that traditionally, hierarchical clustering procedures require to keep track of
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(b) The hierarchy/dendrogram of the graph vertices.

Figure 5.1: An undirected graph and a dendrogram of the graph vertices. Two dense
subgraphs (encapsulated in the red dashed frames) are found with density threshold
dmin = 0.75.

some measure that applies to all pairs of the intermediate clusters at every dividing

or merging step. These pairwise quantities are updated once the clustering configu-

ration has changed. Examples include updating the modularity in an agglomerative

clustering [91], and the edge betweenness in a divisive clustering [92]. The overall pro-

cess is usually expensive, incurring a O(n3) cost in a straightforward implementation,

since there are O(n) dividing/merging steps, each of which takes O(n2) time to find

the pair with the largest or smallest measure value for dividing/merging. A feature of

our method, is that it can be viewed from both divisive and agglomerative perspectives.

The measure for updating the clustering configuration, is the similarity cij , which can

be pre-computed once and does not need to be updated. This clustering procedure is

more efficient, as the Θ(n2) similarity scores (many of them zero) can be computed in

O(n) time by exploiting the sparse matrix-matrix multiplication.

5.2.1 Implementation Details and Computational Costs

Despite the conceptual simplicity of the ideas described above, a careful design is needed

to obtain an efficient implementation. Specifically, we need to consider how to compute

the similarity matrix C, how to construct the hierarchy/dendrogram, and how to com-

pute the densities as they are needed for comparison against the threshold dmin when

walking down the dendrogram and extracting dense subgraphs.
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Computation of C

Same as the cosine algorithm, the similarity matrix C is the product of BT and B, where

B is the column-normalized matrix of A. Thus, the computation of C consists of (1)

normalizing each column of A, and (2) computing BT B. Both steps are standard matrix

operations. Perhaps the only important point to retain is the fact that it takes time

only linear in n to compute C. In contrast, a straightforward computation of cij is to

extract the i-th and the j-th column of A, normalize them, and compute a dot product.

This straightforward computation has a quadratic time cost of O(nz(A)2) = O(n2). An

intuitive explanation of this higher cost is that it does not take advantage of the fact

that many of the entries of C are zero. Thus, it is important to compute C in a way

suggested in Section 2.1.2.

Computation of the Hierarchy/Dendrogram

As mentioned, the hierarchy/dendrogram T is a binary tree, where each leave node

corresponds to a vertex in V , and the internal nodes represent the hierarchical clustering

of the vertices. It can be computed in either a top-down or a bottom-up fashion. Recall

that the top-down construction of T is equivalent to removing edges from the weighted

graph G̃(V, Ẽ, C). Each time the number of connected components of G̃ is changed, a

subset of vertices in V is subdivided, yielding in the binary tree T a leave node turning

to a parent node of two new leave nodes. This procedure is time consuming, since

with each removal of an edge from G̃, a graph traversal procedure (such as the breadth

first search) is needed to examine the connectivity of the (corresponding sub-)graph.

Therefore, we consider a construction of T in the bottom-up fashion.

Let an array M of tuples (i, j, cij) be sorted in decreasing order of the nonzeros cij

of the matrix C, with restriction to the indices i < j. The construction of T goes as

follows. Initially, each vertex is a separate tree in the forest. We iterate the array M

and get a pair (i, j) in each iteration. We find the current roots ri and rj of vertices i

and j in the forest, respectively. If ri and rj are different, we make a new root r with

the left child ri and the right child rj (see Figure 5.2). After iterating the whole array

M , a single binary tree T is returned, which is the hierarchy of the vertices.

Finding roots of two leave nodes i and j in the forest, by following the inverse links
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Figure 5.2: The dendrogram T as a binary tree. Node r is the lowest common ancestor
of i and j, and ri and rj are the children of r.

from child to parent, is time consuming. To gain efficiency, we note that the above whole

process is equivalent to monitoring the connected components of a graph when edges are

successively inserted (known as incremental connected components, ICC [109]). Initially

the graph consists of isolated vertices. When iterating the array M , we merge the two

vertex subsets si and sj, which i and j belongs to respectively, if si 6= sj. Finally, a

single set, which contains all the vertices in V , is returned.

Therefore, we can utilize the two standard disjoint-set operations Set-Find and

Set-Union to assist the process of building T . When we iterate M and get a pair (i, j)

each time, we first do Set-Find(i) → si and Set-Find(j) → sj. If si = sj , nothing

is done. On the other hand, if si 6= sj, we call Set-Union to combine si and sj.

Meanwhile, we make a new node r which has ri and rj (associated with the disjoint-set

data structure) as the two children, and associate r with the combined set s = si ∪ sj .

The total time of the above process can be split in two parts: (a) the time of all the

Set-Find and Set-Union calls, and (b) the gross time to build T by constructing the

nodes r and the parent-child links. Part (a) is indeed the ICC process, which takes time

O(n + nz(C)), since the graph G̃ has n vertices and O(nz(C)) edges. Part (b), which

consists of making new nodes and assigning children, has a time complexity linear to

the size of T , which is O(n).

In general, nz(C) = O(n), since C = BT B and B is the column-normalized A, whose
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number of nonzeros nz(A) is linear to n. However, there may be a large pre-factor within

the big-O notation. This may make the whole ICC process time consuming. In order

to reduce the time cost, we can stop the ICC process at some point. This amounts to

terminating ICC after only a certain amount of edges have been inserted. This yields

an incomplete hierarchy, which is the part of T below some level. We opt to stop after

we have inserted γ · nz(A) edges, where γ is equal to 1 or some small integer. By

doing so, the negative impact on the later dense subgraphs extraction process is hoped

to be minimal since, at worst, we will only miss large subgraphs that have not been

formed by merging in the hierarchy. We still are able to extract the dense parts of

the hypothetically missing large subgraphs. Another advantage is in sorting, since the

number of elements in the array M reduces from nz(C) to γ · nz(A).

Computation of the Densities

Final subgraphs are extracted by walking down the hierarchy/dendrogram T , starting

from visiting the root. If the subgraph corresponding to the current node has the density

higher than the threshold dmin, it is output; otherwise the two children of the current

node are visited and the whole process is recursive. Thus, we need to know the densities

of all the subgraphs represented by the nodes r of T .

These densities can be computed by traversing T . For each node r, it is sufficient to

store two values: the number nr of vertices the corresponding subgraph contains, and

the number er of edges. The number of vertices can be easily computed in a bottom-up

recursive way: nr = nri
+ nrj

, where ri and rj are the two children of r. However, the

computation of er is not that straightforward. It is the sum of eri
, erj

and ec(ri,rj), where

ec(ri,rj) is the number of edges in G crossing the subgraphs ri and rj represent. Thus,

the computation of er can be split in two phases. The first phase is to compute ec(ri,rj)

for each node r. The second phase is to recursively compute er = eri
+ erj

+ ec(ri,rj) for

a node r from its two children in a bottom-up manner.

Further explanations on how ec(ri,rj) is counted are in order. Recall in Figure 5.2

that r is the lowest common ancestor (LCA) of i and j. Thus, we initialize er = 0 for

all r. For each edge {i, j} in the graph G, we find the LCA of i and j, say r, and add

1 to er. After iterating all the edges, the temporary er value for each node r in T is

exactly ec(ri,rj), thus finishing phase one as mentioned in the previous paragraph.



89

Currently, the most efficient LCA data structure answers queries in constant time

after a linear time preprocessing [110, 111]. Thus, the time cost for phase one is O(n +

nz(A)) = O(n), since the tree T has O(n) nodes and we need to find the LCAs for

O(nz(A)) pairs. The time cost for phase two and that for computing nr are both O(n).

Therefore, the overall time cost for computing the densities is O(n).

5.2.2 Summary of the Algorithm

In summary, the dense subgraphs extraction algorithm consists of the following steps:

(1) Compute the similarity matrix C; (2) Find and sort the largest γ · nz(A) nonzeros

of C; (3) Construct the hierarchy/dendrogram T ; (4) Compute the densities of the

subgraphs represented by the nodes of T ; and (5) Extract the dense subgraphs by a

recursive tree-walk of T . The whole process is algorithmically presented in Algorithm 10.

In the pseudocodes, the hierarchy/dendrogram T is a tree with the root T.root. A node

r in the tree has the left child left, the right child right, and the density density which

is computed from num vertex (nr) and num edge (er) according to the definition of the

density. In the disjoint-set data structure, each set s has an additional field node ptr

that points to the node r which associates s.

Except for step (2) which takes time O(n log n), other steps all has a O(n) cost.

However, we remind that as is often the case, large pre-factors may prevail in any

analysis which uses a big-O notation. As a result, we complement this theoretical

complexity result in Section 5.4.2 by showing actual run times for a collection of real-

life graphs from various application domains. It is interesting to note that step (1) for

computing the similarities is usually the most expensive step.

5.3 The Cases of Other Graphs

Apart from undirected graphs, directed graphs are also a common model of networks,

where the directions of the connections have a particular meaning. They can, for ex-

ample, infer hyper-linkage structures or indicate citation patterns. On the other hand,

as a special case of undirected graphs, bipartite graphs have a fundamentally different

structure (from that of non-bipartite graphs) that makes the interpretation of commu-

nities via neighborhood similarity invalid. In this section, we consider these two kinds of
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Algorithm 10 Finding Dense Subgraphs of a Sparse Undirected Graph

Input: Sparse undirected graph G with adjacency matrix A, density threshold dmin,
auxiliary parameter γ.

1: Normalize each column of A (yielding B) and compute C = BTB. ⊲ Step (1)
2: Construct an array M of tuples (i, j, cij), where cij are the largest γ ·nz(A) nonzeros

of C, with i < j and sorted in decreasing order. ⊲ Step (2)
3: T ← Construct-Hierarchy(M) ⊲ Step (3)
4: Count-Vertices-And-Edges(T , G)
5: Compute r.density for all nodes r of T according to (5.1). ⊲ Step (4)
6: Extract-Subgraphs(T.root, dmin) ⊲ Step (5)

7: subroutine T = Construct-Hierarchy(M)
8: Initialize disjoint-set data structure.
9: for k from 1 to lenght[M ] do

10: Get i←M [k].i and j ←M [k].j
11: Get si ← Set-Find(i) and sj ← Set-Find(j)
12: if si 6= sj then
13: Get ri ← si.node ptr and rj ← sj.node ptr
14: Make a new node r.
15: Assign r.left← ri and r.right← rj

16: Obtain s← Set-Union(si, sj)
17: Assign s.node ptr← r
18: Update T.root← r
19: end if
20: end for
21: return T
22: end subroutine

(over)
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(continued)
23: subroutine Count-Vertices-And-Edges(T , G)
24: Initialize r.num edge← 0 for all nodes r of T .
25: Construct the LCA data structure for T .
26: for all edge {i, j} of G do
27: Find the lowest common ancestor r of i and j using LCA data structure.
28: r.num edge← r.num edge + 1
29: end for
30: Count-Vertices-And-Edges-Wrap-Up(T.root)
31: end subroutine

32: subroutine Count-Vertices-And-Edges-Wrap-Up(r)
33: if r.left 6= nil and r.right 6= nil then
34: Count-Vertices-And-Edges-Wrap-Up(r.left)
35: Count-Vertices-And-Edges-Wrap-Up(r.right)
36: end if
37: if r.left 6= nil and r.right 6= nil then
38: r.num vertex← r.left.num vertex + r.right.num vertex
39: r.num edge← r.left.num edge + r.right.num edge + r.num edge
40: else
41: r.num vertex← 1
42: end if
43: end subroutine

44: subroutine Extract-Subgraphs(r, dmin)
45: if r.density > dmin then
46: Output the leaves of the subtree rooted at r.
47: else if r.left 6= nil and r.right 6= nil then
48: Extract-Subgraphs(r.left)
49: Extract-Subgraphs(r.right)
50: end if
51: end subroutine
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graphs, and discuss how the dense subgraph extraction algorithm for undirected graphs

(Algorithm 10) can be adapted to these situations.

5.3.1 Directed Graphs

A natural definition of the density of a directed graph G(V,E) is

dG =
|E|

|V |(|V | − 1)
, (5.3)

since the maximum number of possible directed edges cannot exceed |V |(|V | − 1). In

other words, the density of a directed graph also lies in the range from 0 to 1. It is

interesting to note that if we “undirectify” the graph, i.e., remove the directions of the

edges and combine the duplicated resulting edges, we yield an undirected graph Ĝ(V, Ê)

with the edge set Ê. Then,
1

2
dĜ ≤ dG ≤ dĜ.

As a result, if we extract the subgraphs of the undirected version of the directed graph

given a density threshold dmin, we essentially obtain directed subgraphs with densities

at least dmin/2.

The adjacency matrix A of a directed graph is square but not symmetric. When

Algorithm 10 is applied to an unsymmetric adjacency matrix, it will result in two pos-

sible dendrograms. If we normalize the columns of A to yield the matrix B, then the

hierarchical clustering of the vertices is based on the similarity of the neighborhoods

defined by in-links. On the other hand, if we normalize the rows of A, then the un-

derlying measure is effectively the similarity of the neighborhoods defined by out-links.

There may be applications where the distinction between incoming and outgoing edges

is important, in which case one can choose to apply the algorithm in either of the above

ways. However, quite often, symmetrizing the graph is a sensible strategy because the

edges in the two directions have a similar “cost” (think in terms of communications

in parallel algorithms for example). This is often performed for the somewhat related

problem of graph partitioning. Therefore, in case of directed graphs, we symmetrize the

matrix A (i.e., replacing A by the pattern matrix of A+AT ) and apply Algorithm 10 on

the resulting symmetric adjacency matrix. This is equivalent to removing the directions

of the edges in G, and as mentioned, the output directed subgraphs have a density
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guaranteed to be at least dmin/2. If the occurrences of edge pairs (i, j) and (j, i) are

rare, the densities of the output subgraphs will even be much higher.

5.3.2 Bipartite Graphs

A bipartite graph is an undirected graph whose vertex set V can be partitioned in two

disjoint subsets V1 and V2, such that no edges connect two vertices from the same subset.

A natural matrix representation of a bipartite graph is a rectangular matrix F , where

F (i, j) is 1 if there is an edge connecting i ∈ V1 and j ∈ V2, and otherwise 0. The

adjacency matrix for such a graph is

A =

[

0 F

F T 0

]

,

where the vertices from V1 are ordered before those from V2. Note that there are

situations where we do not know that the given undirected graph is bipartite in advance,

i.e., A is given in a permuted form where the above 2×2 block structure is not revealed.

In such a case, a simple strategy adapted from the breadth first search can be used to

check if the inherent undirected graph is bipartite, and if so to extract the two disjoint

subsets.

We could have used (5.1) for the definition of the density of a bipartite graph.

However, this leads to a density value that can never reach 1. In fact it is an easy exercise

to show that the density of an arbitrary bipartite graph, if defined by formula (5.1),

cannot exceed the maximum value of 0.5|V |/(|V | − 1), which is close to 1/2 for large

graphs. Thus, we consider the following alternative definition:

dG =
|E|

|V1| · |V2|
. (5.4)

According to this definition, dG ∈ [0, 1], and a subgraph has the density 1 if and only if

it is a biclique.
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Failure of Algorithm 10 on Bipartite Graphs

Unfortunately, Algorithm 10 does not work for a bipartite graph. The matrix C defined

in (5.2) has the following block form:

C =

[

C1 0

0 C2

]

, (5.5)

where C1 (resp. C2) contains the cosine similarities between the rows (resp. columns) of

F . As a result, without any edge removal of the weighted graph G̃(V, Ẽ, C), the vertex

set is already partitioned into two subsets: V1 and V2. Any subsequent hierarchical

partitioning will only further subdivide these two subsets separately.

This dilemma arises because we characterize the graph vertices inside a community

by using the concept of “sharing neighbors”. The only opportunity for two vertices

to share common neighbors in a bipartite graph is that they both belong to the same

subset Vi. However, when considering a subgraph which consists of vertices from the

same Vi, this subgraph always has a density zero, thus eventually no subgraphs will be

output from the algorithm.

One way to overcome the difficulty of the algorithm when applied to bipartite graphs,

is to perform a clustering separately for the rows and for the columns of F , by using

the same similarity idea of Algorithm 10. In essence this is the same as the abandoned

approach suggested for directed graphs where the application warrants to differentiate

between incoming and outgoing edges. It is equivalent to finding subsets of Vi where

vertices share similar neighbors (from the complement of Vi). However, separate subsets

do not directly imply a dense subgraph of the original bipartite graph. Alternatively,

we opt to use an approach that shares the spirit of co-clustering: Find two subsets,

Vs ⊂ V1 and Vt ⊂ V2, simultaneously, such that they are densely connected.

Densification

A reasonable strategy for our purpose is to augment the original bipartite graph by

adding edges between some of the vertices that are connected by a path of length two.

Clearly, this will add edges between vertices of the same Vi, making the graph a standard

undirected graph. This will not change the density structure of the bipartite graph itself;

rather, it encourages the discovery of the dense components. If Vs and Vt are densely
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connected, we can add enough edges between the vertices in Vs and also edges between

those in Vt, then all the vertices in Vs ∪Vt will appear so densely connected that Vs ∪Vt

can be easily extracted. Figure 5.3 illustrates an extreme case. The bipartite graph

consists of three bicliques. If we artificially fill in edges between vertices inside the same

biclique as shown in (b), then a blocking algorithm will easily recognize the three cliques

in (c) and hence extract the three corresponding bicliques.

(a) Adjacency matrix A. (b) A after edge fill-in. (c) Blocking of (b).

Figure 5.3: A bipartite graph with the effect of edge fill-in.

The question is what edges to add, since we do not know Vs and Vt. The similarity

matrices C1 (and C2) in (5.5) are especially useful for answering this question. Consider

two vertices, vs1
, vs2

∈ Vs, for example. The fact that Vs and Vt are densely connected

implies the high likelihood that vs1
and vs2

share similar neighbors. In other words,

the two columns in A, which vs1
and vs2

correspond to, have a large cosine similarity.

Therefore, it is natural to add an edge between vs1
and vs2

. Thus, the densification

strategy of the graph is that we choose a few largest entries of C and add them to A.

To be precise, we modify the adjacency matrix A of a given bipartite graph into

Â =

[

Ĉ1 F

F T Ĉ2

]

. (5.6)

where Ĉ1 (resp. Ĉ2) is obtained by deleting the diagonal and keeping only the 2 · nz(F )

largest nonzero entries of C1 (resp. C2). Note that by keeping only these nonzero entries,

the number of edges in the augmented graph does not asymptotically increase.
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The New Algorithm for Bipartite Graphs

The above densification process results in a (weighted) augmented graph with an adja-

cency matrix Â. Then, we proceed to compute the similarity matrix Ĉ with entries

ĉij =
〈Â(:, i), Â(:, j)〉
‖Â(:, i)‖ ‖Â(:, j)‖

, (5.7)

With Ĉ, a hierarchy/dendrogram T is built for the vertex set V = V1 ∪ V2, by applying

the same procedure as for a general undirected graph (see Algorithm 10). The density

calculation and subgraph extraction steps also follow Algorithm 10 similarly. Keep in

mind that the densities are computed using definition (5.4).

An Example

A toy example is shown in Figure 5.4. The blue-green coloring indicates the two disjoint

subsets: V1 = {1, 2, . . . , 8} and V2 = {9, 10 . . . , 13}. A visual inspection shows that

the bipartite graph consists of two dense components: all the vertices to the left of 6

(including 6) contribute to one component, and the rest of the vertices (arranged in a

hexagon shape) form the other. The densification of the graph, as shown in (b), further

supports the conjecture of the two dense components. Using the modified weighted

adjacency matrix Â, we compute Ĉ and perform a hierarchical clustering similar to the

one shown in Figure 5.1(b). By using a density threshold dmin = 0.5, it happens that

two dense subgraphs are extracted, exactly the same as what we could guess by visual

inspection: {1, 2, 3, 9, 10, 11} and {4, 5, 6, 7, 8, 12, 13}.

5.4 Experimental Results and Applications

To illustrate the efficiency and effectiveness of the dense subgraph extraction algorithm

presented above, we show in this section extensive experimental results on synthetic

and real-life graphs. The efficiency is naturally measured by the running time; however,

the quality of the subgraphs is not straightforward to measure. Many real-life graphs

do not come with a “ground truth”. Standard community structures are not known for

these data sets, and quantitative measures rarely exist (perhaps the only quantitative

guarantee is that the output subgraphs all have a high enough density, larger than dmin).
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(a) Bipartite graph G.
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(b) Densification of G.
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(c) The dendrogram constructed from (b).

Figure 5.4: A bipartite graph and a dendrogram of the graph vertices. Two dense
subgraphs (encapsulated in the red dashed frames) are found with density threshold
dmin = 0.5.

Quite often, it is for humans to interpret the results and qualitatively justify the qual-

ity. Furthermore, other existing community extraction approaches vary considerably in

terms of applications and properties of the extracted subgraphs (e.g., ones that have

the largest densities, the largest modularities, or bipartite clique structures, etc), which

makes them difficult to compare with our algorithm. Therefore, we focus on knowledge

discovery and emphasize in each application the significance and the meaningfulness of

the extracted dense subgraphs. The experiments were all performed on a Linux desktop.

The algorithms were implemented in C/C++, and the programs were compiled using

g++ with -O2 level optimization.

5.4.1 Simulations and Accuracies

The first experiment was done on synthetic graphs, a visualization of which is shown

in Figure 5.5. The graphs were randomly generated subject to the parameters given
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in Table 5.1 (For the undirected graph, each (s, t) pair means a (sub)graph with s

vertices and approximately t edges. For the bipartite graph, each (s1, s2, t) pair means

a (sub)graph with s1+s2 vertices and approximately t edges). The undirected graph has

three dense components/subgraphs, and the bipartite graph has four. We computed the

densities of the dense components for each graph, and used the smallest of the densities

as the threshold parameter dmin. The aim of this experiment is to show that our

algorithm is able to discover the intended dense components when a good parameter is

provided. Other experiments for the situation when the density threshold is unknown

in advance will be discussed in later subsections.
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(a) An undirected graph.
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(b) A bipartite graph.
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(c) Dense subgraphs of (a).
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(d) Dense subgraphs of (b).

Figure 5.5: Two synthetic graphs and extracted dense subgraphs.

The criterion we use to measure the “accuracy” of the extracted dense subgraphs is

the F-score. Here, the term “accuracy” only states how much the extracted subgraphs

deviate from the intended dense components. Indeed, a precise determination of the

dense subgraphs in each simulated case does not exist. As long as the output subgraphs
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Table 5.1: Simulation parameters for the graphs in Figure 5.5.

Graph Undirected Bipartite

Whole (100, 2000) (100, 170, 1940)
Component 1 (25, 420) (20, 40, 370)
Component 2 (30, 550) (20, 35, 280)
Component 3 (20, 290) (17, 30, 260)
Component 4 (15, 45, 340)

have densities higher than the input threshold, there is no harm in considering that the

result is as good as the “ground truth”. For each dense component i in the intended

construction, let Vi be its vertex set. We compare Vi with the extraction result Ṽi, and

the F-score is defined as

Fi =
2

1

precision
+

1

recall

=
2

|Vi|
|Vi ∩ Ṽi|

+
|Ṽi|

|Vi ∩ Ṽi|

.

Table 5.2 shows the average F-score for each component i by simulating the graphs 100

times. It can be seen that the extraction results match the intended constructions quite

well.

Table 5.2: Accuracy of the extracted dense subgraphs.

Undirected Bipartite

Component 1 2 3 1 2 3 4
F-score 0.9844 0.9882 0.9694 0.9720 0.9310 0.9755 0.9730

5.4.2 Real Graphs and Running Times

We tested the performance of our algorithm on real-life graphs with different sizes and

from various application domains. The graphs are listed in Table 5.3; they include a

social network (polblogs), a biological network (yeast), a citation network (hep), a

trust network (epinions), an information network (NDwww), and graphs that represent

the relationships between words (Reuters911, foldoc, dictionary28), between users

and movies (MovieLens), and between words and documents (newsgroup, cmuSame,

cmuDiff, cmuSim). In this subsection, we are mainly interested in the running time of

the algorithms as opposed to the graph sizes. Some of the graphs will be mentioned again
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in later subsections for analyzing the extraction results and understanding community

structures. For such graphs, more information related to the semantics of the graphs

will be presented when appropriate.

Table 5.3: Some real-life graphs.

Graph Description and Link

polblogs [112] A directed network of hyperlinks between web-blogs on
US politics. http://www-personal.umich.edu/~mejn/

netdata/

yeast [113] Protein-protein interaction network. http://vlado.fmf.

uni-lj.si/pub/networks/data/bio/Yeast/Yeast.htm

Reuters911 [114] Reuters terror news network. http://www.cise.ufl.edu/

research/sparse/matrices/Pajek/Reuters911.html

foldoc Free on-line dictionary of computing. http://www.cise.

ufl.edu/research/sparse/matrices/Pajek/foldoc.html

hep The citation graph of the hep-th portion of arXiv. http://

www.cs.cornell.edu/projects/kddcup/datasets.html

epinions [115] Trust network of the users on Epinions.com. http://www.

trustlet.org/wiki/Downloaded_Epinions_dataset

dictionary28 Dictionary. http://www.cise.ufl.edu/research/sparse/

matrices/Pajek/dictionary28.html

NDwww [116] Webpages within nd.edu domain. http://vlado.fmf.

uni-lj.si/pub/networks/data/ND/NDnets.htm

MovieLens [117] The MovieLens data set. http://www.grouplens.org/

taxonomy/term/14

newsgroup [118] The 20 Newsgroups data set. http://people.csail.mit.

edu/jrennie/20Newsgroups/

cmuSame [119] Three subsets of newsgroup.
cmuDiff

cmuSim

The running times are shown in Table 5.4 (for the five steps, see Section 5.2.2). Two

aspects of the experimental design are noted. First, the density threshold dmin is the

least important parameter in this experiment, since it affects only the extraction time

(the last column in the table), which is almost negligible compared with other times.

This meanwhile indicates that the parameter dmin does not constitute a weakness of the

algorithm—we can always interactively tune the parameter to see the results. We fixed

dmin to be 0.1 in this experiment. The second aspect is the parameter γ, where recall

http://www-personal.umich.edu/~mejn/netdata/
http://www-personal.umich.edu/~mejn/netdata/
http://vlado.fmf.uni-lj.si/pub/networks/data/bio/Yeast/Yeast.htm
http://vlado.fmf.uni-lj.si/pub/networks/data/bio/Yeast/Yeast.htm
http://www.cise.ufl.edu/research/sparse/matrices/Pajek/Reuters911.html
http://www.cise.ufl.edu/research/sparse/matrices/Pajek/Reuters911.html
http://www.cise.ufl.edu/research/sparse/matrices/Pajek/foldoc.html
http://www.cise.ufl.edu/research/sparse/matrices/Pajek/foldoc.html
http://www.cs.cornell.edu/projects/kddcup/datasets.html
http://www.cs.cornell.edu/projects/kddcup/datasets.html
http://www.trustlet.org/wiki/Downloaded_Epinions_dataset
http://www.trustlet.org/wiki/Downloaded_Epinions_dataset
http://www.cise.ufl.edu/research/sparse/matrices/Pajek/dictionary28.html
http://www.cise.ufl.edu/research/sparse/matrices/Pajek/dictionary28.html
http://vlado.fmf.uni-lj.si/pub/networks/data/ND/NDnets.htm
http://vlado.fmf.uni-lj.si/pub/networks/data/ND/NDnets.htm
http://www.grouplens.org/taxonomy/term/14
http://www.grouplens.org/taxonomy/term/14
http://people.csail.mit.edu/jrennie/20Newsgroups/
http://people.csail.mit.edu/jrennie/20Newsgroups/
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that we insert only γ · nz(A) edges in the ICC process. This constructs an incomplete,

yet probably sufficient, hierarchy T . The parameter γ directly affects the sorting time

and the time to compute the hierarchy. In most of the cases γ = 1 is sufficient to yield

meaningful dense subgraphs, except that in a few cases we tune the parameter to an

appropriate value such that desirable subgraphs are extracted. The values of γ are also

listed in the table.

Table 5.4: Running times (unit: seconds) for the graphs in Table 5.3.

Graph Type |V | |E| γ Running times of the five steps
polblogs directed 1,490 19,022 1 0.07 0.06 0.00 0.01 0.00
yeast undirected 2,361 6,646 1 0.00 0.03 0.00 0.01 0.00

Reuters911 undirected 13,332 148,038 1 1.58 0.59 0.02 0.05 0.00
foldoc directed 13,356 120,238 1 0.21 0.18 0.01 0.04 0.00
hep directed 27,770 352,768 1 2.10 1.14 0.06 0.15 0.00

epinions directed 49,288 487,182 3 3.86 2.04 0.12 0.17 0.02
dictionary28 undirected 52,652 89,038 1 0.22 0.11 0.04 0.08 0.01

NDwww directed 325,729 1,469,679 30 13.98 42.07 2.46 0.67 0.07

Graph Type |V1| |V2| |E| γ Running times of the five steps
cmuSame bipartite 3,000 5,932 263,325 1 11.81 0.51 0.01 0.08 0.00
cmuDiff bipartite 3,000 7,666 185,680 1 2.94 0.55 0.02 0.06 0.00
cmuSim bipartite 3,000 10,083 288,989 1 5.46 1.03 0.01 0.10 0.00

MovieLens bipartite 3,706 6,040 1,000,209 10 40.26 5.59 0.58 0.28 0.00
newsgroup bipartite 18,774 61,188 2,435,219 1 140.32 11.15 0.21 0.87 0.02

From Table 5.4 we see that the algorithm is efficient. A large part of the running

time is spent on the matrix-matrix multiplication (step (1)), which is not difficult to

parallelize. Note that all the graphs were run on a single desktop machine. In a parallel

computing environment, the algorithm can potentially process massive graphs of much

larger sizes.

5.4.3 Power Law Distribution of the Dense Subgraph Sizes

To further understand the extraction results, we plot in Figure 5.6 the distribution of

the sizes of the dense subgraphs. We experimented with two graphs: a collaboration

network (hep) and a dictionary graph (dictionary28), using various density thresholds.

Only the results of hep are shown in the figure; the results of dictionary28 are similar

and they can be found in [120]. Within each plot, the horizontal axis is the size of a

subgraph, and each plotted point shows the number of dense subgraphs of this size.
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Remarkably, all the plots seem to indicate that the subgraph sizes follow the power law

distribution—roughly speaking, the number P (x) of dense subgraphs is a power function

of the subgraph size x, in the form P (x) ∝ xβ with β < 0. This adds yet one more

instance to the family of power laws previously discovered on social and information

networks [121, 122], the most notable of which is the power law distribution of the

vertex degrees. In each plot of Figure 5.6 also shows a line that is the least squares fit

to the plotted data in the log-log scale. The slope of the line, which is essentially the

exponent β, is typically in the range from −2.5 to −1.5.
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Figure 5.6: Statistics of the sizes of the extracted dense subgraphs (hep).

It is clear from the algorithm that the extracted dense components resulting from

a larger dmin are all subgraphs of those resulting from a smaller dmin. This effectively
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means that in the power law expression P (x) ∝ xβ, the exponent β tends to decrease as

the threshold dmin increases, since the extracted subgraphs become smaller and smaller.

This can be seen from Figure 5.6, where in general the fitted line becomes steep when

dmin is increasing. Further, the total number of vertices that belong to the extracted

subgraphs will naturally decrease. A plot (Figure 5.7) indicates that this decrease looks

linear.
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Figure 5.7: Percentage of vertices that belong to the extracted dense subgraphs.

5.4.4 A Blog Network Example

In this subsection we analyze the structure of a blog network polblogs. The data

set, a network that connects bloggers of different political orientations, was originally

constructed around the time of the 2004 U.S. presidential election, to study the inter-

actions between the two groups: liberal and conservative [112]. The graph contains

1,490 vertices, among which the first 758 are liberal blogs, and the remaining 732 are

conservative. An edge in the graph indicates the existence of citations between the two

blogs. As can be seen from Figure 5.8(a), there are much denser links between blogs

that hold the same political orientation than between those with different leanings.

We ran our algorithm on this graph by using different density thresholds. A typical

result is shown in plot (b), where dmin = 0.4. Indeed, for all the thresholds we tried,

only two dense subgraphs (of size larger than 4) were identified. These two subgraphs
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(b) Two dense subgraphs.
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(c) Subgraph size.
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(d) Subgraph density.

Figure 5.8: Dense subgraph extraction of the political blog network polblogs (shown
in (a)). Only two subgraphs (of size larger than 4) are identified for all the density
thresholds experimented with. Plot (b) shows the two subgraphs (using dmin = 0.4) in
red boxes. Plots (c) and (d) show the changes in the sizes and the densities as dmin

varies.
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perfectly correspond to the two politically oriented groups: The smaller subgraph (ex-

cept for one vertex in the situation of low density thresholds) consists of conservative

blogs, whereas the larger subgraph consists of liberal blogs. Hence, these two subsets of

blogs are truly representative of the two groups.

It is observed that the density of the smaller subgraph is in general larger than that

of the larger subgraph. One conclusion from this is that conservative blogs tend to

make a larger number of citations to each other than liberal ones. This happens to

be in agreement with the point made in [112] that “right-leaning (conservative) blogs

have a denser structure of strong connections than the left (liberal)”, a result of a

different analysis using the number of citations between different blogs. However, since

the size of the liberal subgraph is much larger than that of the conservative (cf. plot

(c)), an alternative conclusion is that more liberal blogs are willing to cite each other

than conservative ones. This is somehow opposite to the dense citations in conservative

blogs.

It is interesting to note here that plot (c) can suggest a way to select an “optimal”

threshold dmin. In this particular case, dmin = 0.4 seems optimal, because beyond this

point, the size of one of the subgraphs starts decreasing significantly, whereas there is

no change when dmin grows from smaller values.

5.4.5 A Text Network Example

Words can be organized to form a network, where the structures of the relations be-

tween words can be exploited in order to analyze word usage and to understand lin-

guistics. The data set Reuters911 “is based on all stories released during 66 consec-

utive days by the news agency Reuters concerning the September 11 attack on the

U.S., beginning at 9:00 AM EST 9/11/01.” (See the link in Table 5.3 for the descrip-

tion.) It consists of 13,332 words from these news reports, and two words are con-

nected if they appear in the same sentence. By our technique using a density threshold

dmin = 0.5, we extracted words that tend to be used together under such a context,

such as those related to politics: house of reps, senate, house, committee, capitol,

hill, congressional, republican, senator, democrat, those related to Arabic coun-

tries and names: tunisia, yahya, benaissa, ben, habib, morocco, riziq, syihab, and

those related to the economic impacts: market, stock, exchange, trade, wall street.
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Perhaps the most important group of words (the largest extracted subgraph) is listed

in Table 5.5. They can be used as key words to summarize the 911 tragedy and the

stories behind it.

Table 5.5: The largest group of words that tend to appear together in 911-related
news reports.

attack united states pres bush official people

washington afghanistan taliban country bin laden

afghan american kabul al quaeda force

troop tuesday wednesday military day

week government friday thursday monday

nation support pakistan saudi-born strike

new york city time terrorism terrorist

security report war world sunday

raid network new air alliance

opposition capital america pakistani militant

hijack suicide hijacker aircraft plane

flight authority leader bomb pentagon

kandahar southern stronghold anthrax case

bacterium target airport possible white house

group information campaign operation jet

fbi letter mail test dissident

deadly month part threat federal

tower twin 110-story world trade ctr sept

state saturday islamic muslim 11

man member fighter agency

5.4.6 A Bipartite Graph Example

Bipartite graph models are common in text mining, recommender systems, and other

research fields. We show the newsgroup example where the dense subgraph extraction

results can be interpreted as a partial co-clustering of the terms and the documents.

Unlike existing co-clustering approaches [123, 124, 125, 126] that return a complete

clustering of the data matrix, our method returns only a subset of the entities where

dense connections exist in each cluster.

The data set newsgroup (see Table 5.3) is organized as a term-document matrix,

where there are approximately 18,774 documents from 20 different newsgroups. The



107

dictionary (number of terms) has size 61,188. The matrix represents a sparse bipartite

graph where connections are drawn between two types of entities: terms and documents.

We extracted dense subgraphs using the parameter dmin ranging from 0.1 to 0.9, and

required that a subgraph should consist of at least 5 documents and 3 terms. To measure

the clustering quality of the documents, we compute the entropy and the purity [80]

of the document clusters. Figure 5.9 shows the plot. It indicates that the document

clusters are pure, especially when the density threshold is high. The plot also shows the

total number of clustered documents. It varies from 10% to 30% of the whole document

set. From the document clusters, we inspect the corresponding terms. We use the

extraction results of dmin = 0.9. In Table 5.6, we list the largest four term clusters, and

the newsgroup to which they (or most of them) correspond. It can be seen that the

words are very relevant to the topics of the newsgroups.
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Figure 5.9: Clustering quality of the documents in newsgroup: entropy and purity.
“Clustered documents” is the percentage of documents that are clustered.

5.4.7 Comparisons with the CNM Method

We compare our approach with the one proposed by Clauset, Newman and Moore [91]

(CNM). The CNM approach is in effect a close competitor to ours; it performs an ag-

glomerative clustering on the graph vertices by greedily maximizing the modularity in

each merge step. We would also like to include in the comparisons the divisive clus-

tering approach [92]; however, the algorithm was very slow (at least with cubic time
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Table 5.6: The largest term clusters and the corresponding newsgroups.

talk.politics.mideast talk.politics.guns sci.crypt misc.forsale

injuries overwhelmed transfering cruising

comatose conceded betwen barreling

boyhood crudely keyboards liscence

pranks detractors numlock occurance

devalued outraged micronics reknowned

murderous revocation speedier copious

municipalities mailbombing phantom loper

shaman confidentiality preffered armadillo
...

...
...

...
(368 in total) (29 in total) (28 in total) (28 in total)

complexity) and did not terminate within hours even on a graph with moderate size.

Therefore, the approach of [92] is not compared here. We demonstrate the comparisons

using the dataset foldoc, which was extracted from the free on-line dictionary of com-

puting website.3 The vertices in the graph are terms related to computing, and there

is an edge connecting two terms if one is used in the description/definition of the other.

Note that it is difficult to find a single quantitative measure on the quality of the

results. Criteria such as modularity, entropy or normalized mutual information are

not appropriate for evaluating the subgraphs extracted from our algorithm, where the

clustering is only partial and there lacks label information as the “ground truth”. Statis-

tical properties were considered when interpreting and evaluating the subgraphs. Using

a density threshold dmin = 0.2, we extracted 899 dense subgraphs, which contained in

total 86.64% of the vertices of the whole graph. In contrast, the CNM approach divided

the network into 30 clusters, where the four largest clusters contained 86.59% of the

vertices, and the rest of the clusters were much smaller in size. Figure 5.10 plots for each

subgraph its size and its density. There is a clear trend for both approaches that larger

subgraphs have smaller densities. The four largest subgraphs from the CNM approach

are considered too large in the sense that their densities are very low and the theme,

if any, represented by the terms in each subgraph is unclear. On the other hand, the

subgraphs extracted from our approach are interpretable, and this is elaborated next.

By “manual” inspection, it is seen that each of the small subgraphs, such as {refutable,
3 http://foldoc.org/

http://foldoc.org/
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Figure 5.10: Subgraph sizes and densities of foldoc.

regex, regexp}, {aliasing bug, precedence lossage, smash the stack, stale pointer

bug}, {BCD, Binary Compatibility Standard, binaries, binary coded decimal, binary

counter, binary file, packed decimal}, contains terms under a common topic. In

these examples, the topics are language patterns/expressions, programming errors, and

data/number representation, respectively. Even for the large subgraphs (not listed

here), we can also identify the themes. From the largest subgraph counted backwards,

they represent advanced technology, device control and virtual machine, JAVA, Inter-

net, etc. This interpretability reveals semantic structures of a network consisting of a

large number of communities with moderate sizes, where members of a community tend

to exhibit a common theme. In contrast, the CNM approach tends to yield a small

number of large clusters, which may be suitable for a network that can be divided into

only a few categories.

5.5 Summary and Discussion

In this chapter, we have presented an algorithm to extract dense subgraphs from sparse

graphs. The algorithm is applied to various real-life social and information networks to

extract the hidden community structure. The problem bears some similarities with the

problem of matrix blocking, and thus we exploit this link and adapt a matrix blocking

algorithm in a nontrivial way to compute a partial clustering of the graph vertices, where

each cluster represents a dense subgraph/community. There are two major distinctions
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between the presented algorithm and previous ones that exploit complete clustering

techniques. First, the output subgraphs are guaranteed to have high densities (above a

certain prescribed threshold). Second, the number of clusters, which is in general diffi-

cult to estimate, is no longer a required parameter. The real-life examples of Section 5.4

indicate that the uses of the algorithm are flexible and the results are meaningful.

In the presented algorithm, we introduced a density threshold parameter dmin to

control the density of the output subgraphs. This parameter provides the flexibility

needed to interactively explore the graph structure and the resulting communities. It can

be tuned in real time, and results are easily visualized. The blog example in Section 5.4.4

has shown the appeal of exploiting such a tunable parameter in understanding the

extraction results.

The experiment in Section 5.4.3 unraveled what appeared to be a new power law for

large sparse graphs: the power law distribution of the dense subgraph sizes. It is still

unclear if this interesting phenomenon is intrinsic to real-life graphs. This newly dis-

covered structure may have an influence on understanding the sizes of the communities

in social and other networks.

A further step is to design algorithms to identify overlapping dense subgraphs. Many

social and biological networks have shown empirically overlapping structures, where

communities do not have a distinct borderline. The identification of such characters

that connect different communities together may help better understand the network

at hand.



Chapter 6

Gaussian Sampling

6.1 Introduction

Consider a classical but computationally challenging problem in statistical data analysis:

sampling from a normal (Gaussian) distribution. In what follows, we use N (µ, σ2) to

denote a normal distribution with mean µ and variance σ2. In the one-dimensional case,

if data points {x} follow the standard normal distribution N (0, 1), then by the change

of variable

y = µ + σx, (6.1)

the set of points {y} will follow a desired Gaussian N (µ, σ2). This is because by sub-

stituting the inverse of the change of variable x = (y − µ)/σ into the Cumulative

Distribution Function (CDF) of x:

Φ(x) =
1√
2π

∫ x

−∞
exp(−t2/2) dt,

one will obtain

F (y) = Φ

(

y − µ

σ

)

=
1√
2π

∫ (y−µ)/σ

−∞
exp(−t2/2) dt =

1√
2πσ2

∫ y

−∞
exp

(

−(s− µ)2

2σ2

)

ds,

which is exactly the CDF of N (µ, σ2). Thus, to draw samples {y} from a Gaussian with

mean µ and variance σ2, it is sufficient to generate a sequence of random numbers {x}
from the standard normal distribution, and then to apply the transform (6.1).

By convention, in the d-dimensional case, we use a slightly different notation N (µ,Σ)

to mean a multivariate normal distribution with mean µ ∈ R
d and covariance Σ ∈ R

d×d

111
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(note the difference in notation from σ2 to Σ). The Probability Density Function (PDF)

of this distribution is

f(y) =
1

(2π)d/2 det(Σ)1/2
exp

(

−1

2
(y − µ)T Σ−1(y − µ)

)

.

Strictly speaking, the covariance matrix Σ needs to be symmetric positive definite in

order for the PDF to exist; however, in many statistical applications (such as ordinary

least squares) Σ is allowed to be singular, i.e., it is only symmetric positive semi-definite.

Similar to the 1-dimensional case, in order to draw samples from N (µ,Σ), it is sufficient

to first generate a sequence of random vectors {x} from the standard normal N (0, I)

(here I is the d× d identity matrix), and then to apply a transformation

y = µ + Gx, (6.2)

where G is some matrix that satisfies the constraint

GGT = Σ. (6.3)

It can be similarly shown that the samples {y} follow a Gaussian with mean µ and

covariance Σ. Each random vector x is simply a vector of independently distributed

random numbers from the standard normal N (0, 1). Thus, the crucial problem to solve

is (6.2). Specifically, what is G?

The constraint (6.3) indicates that a possibility for G is the Cholesky factor of Σ

(a lower triangular matrix that satisfies (6.3)). This amounts to compute a Cholesky

factorization of the symmetric positive definite matrix Σ. A standard algorithm for the

Cholesky factorization has been widely used for long for small and dense matrices. In

the case of sparse (and particularly large) matrices, a suitable reordering of the matrix

Σ has to be performed to reduce fill-ins and the storage/time costs. However, with the

growing size of the matrix (i.e., the dimension d), such an approach becomes more and

more difficult to apply. Many modern applications often require high-fidelity sampling,

which puts d in the range of 1012–1015. In such a case, to compute even one sample x

may be too time consuming, and the storage cost of storing the Cholesky factor G is

prohibitive.

Another possibility of G is the (principal) square root of the covariance matrix: G =

Σ1/2. If an n× n matrix A is symmetric positive semi-definite with the diagonalization

A = V DV −1 = V diag(d1, . . . , dn)V −1, (6.4)
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where the columns of V are the orthogonal eigenvectors corresponding to the eigenvalues

di, then the square root of A is

A1/2 = V diag(d
1/2
1 , . . . , d1/2

n )V −1.

Therefore, G = Σ1/2 also satisfies the constraint (6.3). However, to compute the com-

plete diagonalization of the covariance matrix Σ in the form (6.4) is even more difficult

than computing the Cholesky factorization; it is almost impossible even for supercom-

puters with an obvious reason that the cost of storing the full matrix V is huge.

Nevertheless, the idea of the square root leads to a consideration of computing

matrix-vector products of the form f(A)b, where f is a function that accepts a matrix

argument A, and b is an arbitrary column vector. When A is diagonalizable with the

form (6.4), the matrix function can be expressed by applying it to scalar arguments:

f(A) = V diag(f(d1), . . . , f(dn))V −1.

Of particular interest to the sampling problem is the square root function f(t) = t1/2. In

fact, to compute such a matrix-vector product, there is no need to first compute f(A).

For example, there is a large body of literature that advocates computing f(A)b by

iteratively applying resulting vectors to the matrix A via matrix-vector multiplications.

The situation is similar to that of solving linear systems (f(t) = 1/t), where efficient

methods such as those based on Krylov subspaces were designed to bypass the process

of directly inverting A.

6.1.1 Function of Matrix Times Vector

In this chapter, we consider the problem of computing f(A)b for a function f that is

well defined for an input matrix A. As mentioned, a full-fledged diagonalization of A

may not be practically feasible and numerically viable [127, 128, 129]. The case of some

specific functions, e.g., the exponential f(A) = exp(A), was extensively studied (see,

e.g., [130, 131, 132, 133, 134]). For a general f , a notable approach considered in the

literature is with the use of Krylov subspaces (see, e.g., [135, 136]). Recall that the

Arnoldi procedure (Section 2.3) with k steps yields an approximation A ≈ QkHkQ
T
k ,

where Hk is upper Hessenberg and Qk has orthonormal columns. Therefore, if the initial
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vector q1 is chosen to be b/ ‖b‖, then the vector

fk = f(QkHkQ
T
k )b = ‖b‖Qkf(Hk)e1

can be used to approximate f(A)b. In the case that A is symmetric, the Lanczos

procedure (Section 2.3) yields A ≈ QkTkQ
T
k , where Tk is symmetric tridiagonal. Thus

the approximant is fk = ‖b‖Qkf(Tk)e1. By using this approach, it remains to compute

f(Hk) or f(Tk), with a k which is a large reduction from n. Special techniques can be

invoked for a few specific cases of f [129]. Otherwise, for any f , when a diagonalization

of Hk is feasible (e.g., the symmetric case), the matrix function can be computed via

this diagonalization. This approach has also been applied for computing the related

bilinear form bT f(A)b (see, e.g., [137, 138, 139]).

It is to be noted that for some particularly challenging problems, an unacceptably

large Krylov subspace may be required to obtain a satisfactory approximation. This

poses difficulties on issues such as storage, computational time, and reorthogonalization

costs. For this reason several alternative approaches have also been proposed. The

restarted Krylov subspace method [140] restarts the Arnoldi process periodically, to

avoid storing large sets of basis vectors which are no longer orthogonal. The approxima-

tion ‖b‖2 Qkf(Hk)e1 is shown to converge [140, 141], and the block bidiagonal structure

of Hk can be exploited to efficiently update f(Hk)e1 [142]. This method requires prede-

termining the restart length, which is crucial for the practical performance. The use of

standard Krylov subspaces also gave rise to extensions such as shift-and-invert Krylov

subspaces [143, 144] and extended Krylov subspaces [145, 146]. The former builds a

subspace for the matrix (I + γA)−1, where the convergence is mesh independent for A

arising from a discretization of differential operators, but the performance is sensitive

to the choice of the scaling factor γ (or equivalently the shift −1/γ). The latter builds a

subspace for both A and A−1. It is shown in [145], that to get an equal approximation

quality, one needs to take roughly a square root number of N of iterations as for the

standard Lanczos approximation. Both of these variants of Krylov subspace methods

require to solve a linear system (I + γA or A) at each iteration, with a different right-

hand vector. This can pose a major drawback for situations such as those when the

systems are indefinite and/or originate from 3D meshes. These two methods are spe-

cial cases of the broad class of rational approximation methods which approximate the
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function f by the rational function p/q, where p and q are two polynomials. A common

treatment [147] is to approximate f(t) by
∑

i wi/(t− σi), and therefore

f(A)b ≈
∑

i

wi(A− σiI)−1b. (6.5)

Explicit formulas of such approximations in the optimal uniform norm for a few special

functions, such as the sign function and the inverse square root, are known due to

Zolotarjov (see e.g., [148]). For a general function f , Padé approximations can be carried

out by considering the formal power series of f , or in other cases Remez algorithm can

be used with a higher computational cost. This rational approximation framework also

requires to solve a number of linear systems (with different shifts σi). One possible

approach to reduce the cost is to simultaneously solve all the shifted systems by using

a single Krylov subspace (one that is constructed for A) [147]. Empirical results show

that the convergence may sometimes be very slow for indefinite systems with complex

shifts. Further, by considering the contour integral

f(A) =
1

2πi

∫

Γ
f(z)(zI −A)−1 dz,

the vector f(A)b can be directly computed by performing a quadrature integration,

yielding yet another technique based on rational approximation (6.5) [149]. Conformal

mappings of the contour Γ have been shown to obtain good convergence properties of

the quadrature and to reduce the number of linear solves with zI − A [149]. For more

comparisons of advantages and disadvantages of the above methods, see [150].

A class of methods that avoid solving linear systems are polynomial approximation

approaches [151, 152, 153], which approximate f(A)b by p(A)b, where p denotes a

polynomial that approximates f in some optimal sense. A common approach is to

expand f in a basis of orthogonal polynomials, such as Chebyshev (see, e.g., [134,

151]). Since these expansions are not explicitly known for an arbitrary function, this

approach is limited to very specific functions, for example, the exponential. There have

been extensions of this basic idea, specifically for the unsymmetric case, by exploiting

asymptotically optimal approximations, using, for example, Faber polynomials or Fejér

polynomials, (see, e.g., [152, 153]). There are advantages and disadvantages to these

approaches when compared with Krylov methods. Krylov methods are general purpose

and require no estimates of eigenvalues. In contrast, methods based on approximation
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theory usually require determining a set in the real or complex space that contains

the spectrum of A. On the other hand, approximation theory methods tend to be

effective for certain functions [134] and they are often easier to analyze theoretically.

Despite these conceptual differences, it is noted that Krylov methods can indeed also

be viewed as a form of polynomial approximation, where the approximant polynomial p

is one that interpolates the Ritz values (eigenvalues of Tk in the symmetric case). This

viewpoint bridges the connections between the two methods. In a recent article [41]

a conjugate residual-type technique was proposed for approximating f(A)b, addressing

mostly the case when f is an approximate step function. The method can be viewed as

a modification of the traditional conjugate residual method for solving linear systems

to compute an optimal residual polynomial. It can be adapted to any function f with

a finite value at the origin.

In the remainder of this chapter, we consider approximating f by a least squares

polynomial. This method computes an approximant polynomial φk+1 that is closest to

f with respect to some weighted L2 norm over the space Pk+1 of polynomials of degree

not exceeding k. It turns out that for the case of the square root f(t) = t1/2, a simple

strategy is to expand f using the Legendre polynomials as the basis. The expansion

coefficients are known explicitly; see, for example, [154, Page 59]. However, for a general

f , the Stieltjes procedure (Section 2.5) is needed to generate an orthonormal basis. In

such a case, determining the least squares approximation to f would normally entail

computing the expansion coefficients via numerical integration. A clever usage of a

spline to replace f can result in easy extraction of the coefficients without numerical

quadrature.

6.2 Computing f(A)b via Polynomial Approximation

A major ingredient in the method of computing f(A)b discussed here is the least squares

approximation of the real function f . We assume that the matrix A is diagonalizable

with real eigenvalues. The spectrum of A, denoted as Λ(A), is assumed to be included

in some interval [l, u] (e.g., l = λmin and u = λmax, the smallest and largest eigenvalue

of A, respectively), on which f is defined and continuous. The approximation of f is

performed on this interval.
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6.2.1 Least Squares Polynomials

Any continuous function f can be approximated to arbitrary accuracy by a polynomial

(of large enough degree). In particular, in the least squares sense, if {Qj(t) | j =

1, 2, . . . , k + 1} is an orthonormal basis of Pk+1 (the space of polynomials of degree not

exceeding k), then

φk+1(t) =
k+1
∑

j=1

γjQj(t), with γj = 〈f,Qj〉 (6.6)

is the optimal polynomial that best approximates f over the space Pk+1, i.e.,

φk+1(t) = argmin
φ∈Pk+1

‖f(t)− φ(t)‖ . (6.7)

Here, 〈·, ·〉 and ‖·‖ are the usual L2 function inner product and norm, respectively, with

any weight function w(t). A particular choice of the weight function will be discussed

later. In fact, the least squares polynomial φk+1 is nothing but the orthogonal projection

of f onto Pk+1.

An orthonormal basis can be generated by the Stieltjes procedure. Recall in Sec-

tion 2.5 that with the initial condition Q0(t) = 0 and Q1(t) = 1/ ‖1‖, the sequence of

polynomials generated via the three-term recursion

Qj+1 = (tQj − βjQj−1 − αjQj)/βj+1, j ≥ 1 (6.8)

where αj = 〈tQj, Qj〉 and βj+1 is a normalization coefficient such that Qj+1 has a unit

norm, are orthonormal. Each basis polynomial Qj+1 has degree j.

Since the quantity of interest is the function of a matrix times a vector, f(A)b, the

polynomials in (6.6) and (6.8) need not be explicitly computed; rather, they can be

realized via matrix-vector products. By taking a matrix argument A and appending on

the right the vector b, (6.6) and (6.8) become

φk+1(A)b =
k+1
∑

j=1

γjQj(A)b

and

Qj+1(A)b = (AQj(A)b− βjQj−1(A)b − αjQj(A)b)/βj+1,
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respectively. If we further define vectors zk+1 = φk+1(A)b and vj = Qj(A)b for all j,

then f(A)b is approximated by

zk+1 =
k+1
∑

j=1

γjvj ,

where the summands vj can be computed via a short term recursion

vj+1 = (Avj − βjvj−1 − αjvj)/βj+1.

As mentioned in Section 2.5, the above recursion is very similar to that of the Lanczos

procedure. The Lanczos procedure is a special case of the Stieltjes procedure which uses

a discrete function inner product, whereas the inner product we use here is a continuous

one but can be specially tailored to avoid numerical integration.

For convenience of reading, we summarize in Algorithm 11 this general framework

for computing the approximation zk+1 to f(A)b. It is not the final algorithm yet. Details

will be completed in later subsections.

Algorithm 11 Approximating f(A)b, initial version

1: Compute β1 ← ‖W0(t)‖, where W0(t) = 1
2: Compute γ1 ← 〈f(t), Q1(t)〉, where Q1(t) = W0(t)/β1

3: v1 ← b/β1

4: z1 ← γ1v1

5: for j from 1 to k do
6: Compute αj ← 〈tQj(t), Qj(t)〉
7: Compute βj+1 ← ‖Wj(t)‖, where Wj(t) = tQj(t)− βjQj−1(t)− αjQj(t)
8: Compute γj+1 ← 〈f(t), Qj+1(t)〉, where Qj+1(t) = Wj(t)/βj+1

9: vj+1 ← (Avj − αjvj − βjvj−1)/βj+1

10: zj+1 ← zj + γj+1vj+1

11: end for
12: return zk+1 ≈ f(A)b

6.2.2 Use of a Spline

An important issue that needs to be addressed to bring Algorithm 11 into a workable

procedure is how to compute the coefficients αj, βj+1 and γj+1. In particular, the

computation of γj+1 involves an inner product between f and a polynomial. It may
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seem unlikely that numerical integration can be avoided if f is truly arbitrary. Thus, the

idea here is to resort to an approximation that can be used as a replacement to f . The

preferable choice is a spline, which is nothing but a piecewise polynomial. Therefore,

the computations of the coefficients αj , βj+1 and γj+1 all reduce to computing inner

products of polynomials on subintervals. For this, a form of (exact) Gauss-Chebyshev

quadrature will allow us to completely bypass numerical integration.

The use of a spline to replace f yields an additional benefit. When f has a large

derivative (“stiff” in some regions), polynomial approximations to f converge very slowly

on these regions. This is known as the Gibbs phenomenon. On the other hand, splines

can be adjusted to handle this problematic situation by using small intervals. Figure 6.1

shows an illustration using the sign function sgn(t).1
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Figure 6.1: Polynomial approximations to sgn(t) and to its spline replacement. (a)
Polynomial approximation to sgn(t), using degree 300. (b) Spline approximation to
sgn(t). The −1 piece and the 1 piece are bridged by a cubic polynomial on the interval
[−0.015, 0.015]. (c) Polynomial approximation to the spline in (b), using degree 300.
Note the Gibbs phenomenon exhibited in (a) and how it is alleviated in (c).

We consider cubic splines s(t) defined based on the knots t0 < t1 < · · · < tn−1 < tm:

s(t) =

m−1
∑

i=0

si(t), t ∈ [l, u],

with l = t0 and u = tm, where for each i, the polynomial piece is

si(t) =







ai + ei(t− ti) + ci(t− ti)
2 + di(t− ti)

3 if t ∈ [ti, ti+1],

0 otherwise.
(6.9)

1 This function is not continuous (as oppose to the requirement of f), but it has only one jump
discontinuity, thus the major conclusion is not affected.



120

In what follows, we use s in place of f in Algorithm 11 to compute the vector zk+1 ≈
s(A)b, which in turn approximates f(A)b.

6.2.3 Definition of Inner Product

We need to define inner products (particularly for polynomials) on each interval [ti, ti+1].

For this, we consider the Chebyshev polynomials of the first kind, Tp(x) = cos(p arccos(x)).

Recall in Section 2.5.1 that the Tp’s are orthogonal on the finite interval [−1, 1] with re-

spect to the weight function w(x) = 1/
√

1− x2. Therefore, by shifting and scaling, this

inner product can be used on each interval [ti, ti+1] and we readily have an orthogonal

basis, on which any polynomial can be expanded with easy extraction of the coefficients.

Specifically, for each interval [ti, ti+1], we perform the change of variable

x(i)(t) =
2

ti+1 − ti
t− ti+1 + ti

ti+1 − ti
,

and define a set of basis polynomials2

C(i)
p (t) = Tp(x

(i)(t)), t ∈ [ti, ti+1]. (6.10)

Then the inner product on the interval [ti, ti+1] for two functions g and h is

〈g, h〉[ti,ti+1]
=

∫ ti+1

ti

g(t)h(t)
√

(t− ti)(ti+1 − t)
dt. (6.11)

By the orthogonality of the Chebyshev polynomials, it can be easily seen that this

change of variable and the definition of the inner product make the basis polynomials

C
(i)
p mutually orthogonal:

〈

C(i)
p , C(i)

q

〉

[ti,ti+1]
=

π

2
[δp−q + δp+q] . (6.12)

With (6.11), the inner product of g and h on the whole interval [l, u] is defined as:

〈g, h〉[l,u] =

m−1
∑

i=0

〈g, h〉[ti,ti+1]
.

2 These are basis polynomials on the subinterval [ti, ti+1]. They are different from the basis poly-
nomials {Qj} on the whole interval [l, u].
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The subscript [l, u] will be dropped in the rest of the paper for convenience, but the

subscripts [ti, ti+1] will retain to avoid confusions. It can be seen that this definition of

the inner product on the whole interval is equivalent to using the weight function

w(t) =
1

√

(t− ti)(ti+1 − t)
, t ∈ [ti, ti+1], ∀i = 0, . . . ,m− 1,

which has singularities only at the knots ti.

Correspondingly, the norm of a function g on the interval [ti, ti+1] is

‖g‖[ti,ti+1]
= 〈g, g〉1/2

[ti,ti+1]
,

and the norm on the whole interval [l, u] is given by

‖g‖2 = 〈g, g〉 =
m−1
∑

i=0

‖g‖2[ti,ti+1]
.

6.2.4 Computation of Coefficients

With the definition of an inner product on each interval, we can exploit the orthogo-

nality of the basis {C(i)
p } to efficiently compute the inner products in Algorithm 11 by

expanding the involved polynomials using the basis on each interval. This redundancy

allows to bypass numerical integration by using what amounts to a Gauss-Chebyshev

quadrature on each interval. The three-term recurrence (6.8) along with the standard

relations of Chebyshev polynomials allows us to update the required expansions. This

approach was described in [155] for the case of two intervals. For completeness, we show

the derivation of the formulas to compute αj , βj+1, and γj+1 for the general case.

Computing αj

Let Qj(t) be expanded using the basis {C(i)
p } on [ti, ti+1] as

Qj(t) =

j−1
∑

p=0

µ
(i)
pj C(i)

p (t), j ≥ 1.

For now we assume that the coefficients µ
(i)
pj are known; an update formula will be

derived later. We need to compute 〈tQj, Qj〉, and we start by noting that tQj(t) =
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∑j−1

p=0 µ
(i)
pj tC

(i)
p (t). The usual recurrence relation of the Chebyshev polynomials shows

that, on the interval [ti, ti+1],

tC(i)
p (t) =

ti+1 − ti
4

C
(i)
p+1(t) +

ti+1 + ti
2

C(i)
p (t) +

ti+1 − ti
4

C
(i)
p−1(t), p ≥ 1,

tC
(i)
0 (t) =

ti+1 − ti
2

C
(i)
1 (t) +

ti+1 + ti
2

C
(i)
0 (t).

(6.13)

With the conventions that µ
(i)
−1,j = 0 and µ

(i)
pj = 0 for all p ≥ j, this leads to

tQj(t) =
ti+1 − ti

4
µ

(i)
0j C

(i)
1 (t) +

j
∑

p=0

(

ti+1 − ti
4

(

µ
(i)
p−1,j + µ

(i)
p+1,j

)

+
ti+1 + ti

2
µ

(i)
pj

)

C(i)
p (t).

If we define

σ
(i)
pj :=

ti+1 − ti
4

(

µ
(i)
p−1,j + µ

(i)
p+1,j

)

+
ti+1 + ti

2
µ

(i)
pj , p = 0, . . . , j, (6.14)

then αj = 〈tQj(t), Qj(t)〉 =
∑m−1

i=0 〈tQj(t), Qj(t)〉[ti,ti+1]
becomes

αj =
m−1
∑

i=0

〈

ti+1 − ti
4

µ
(i)
0j C

(i)
1 (t) +

j
∑

p=0

σ
(i)
pj C(i)

p (t),

j−1
∑

p=0

µ
(i)
pj C(i)

p (t)

〉

[ti,ti+1]

= π
m−1
∑

i=0



σ
(i)
0j µ

(i)
0j +

ti+1 − ti
8

µ
(i)
0j µ

(i)
1j +

1

2

j
∑

p=1

σ
(i)
pj µ

(i)
pj



 . (6.15)

Computing βj+1

We begin with j = 0. It is easy to see that β2
1 = ‖1‖2 =

∑m−1
i=0 ‖C0(t)‖2[ti,ti+1] = mπ.

For j ≥ 1, recall that in Algorithm 11 we define Wj(t) = tQj(t)− αjQj(t)− βjQj−1(t).

Thus, we have

β2
j+1 = ‖Wj(t)‖2 = ‖tQj(t)− αjQj(t)− βjQj−1(t)‖2

=

m−1
∑

i=0

∥

∥

∥

∥

∥

∥

ti+1 − ti
4

µ
(i)
0j C

(i)
1 (t) +

j
∑

p=0

σ
(i)
pj C(i)

p (t)−

αj

j−1
∑

p=0

µ
(i)
pj C(i)

p (t)− βj

j−2
∑

p=0

µ
(i)
p,j−1C

(i)
p (t)

∥

∥

∥

∥

∥

∥

2

[ti,ti+1]
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=

m−1
∑

i=0

∥

∥

∥

∥

∥

∥

ti+1 − ti
4

µ
(i)
0j C

(i)
1 (t) +

j
∑

p=0

(

σ
(i)
pj − αjµ

(i)
pj − βjµ

(i)
p,j−1

)

C(i)
p (t)

∥

∥

∥

∥

∥

∥

2

[ti,ti+1]

.

If we define

η
(i)
pj := σ

(i)
pj − αjµ

(i)
pj − βjµ

(i)
p,j−1, p = 0, . . . , j, (6.16)

then,

βj+1 =

√

√

√

√

√π
m−1
∑

i=0



η
(i)
0j

2
+

1

2

(

η
(i)
1j +

ti+1 − ti
4

µ
(i)
0j

)2

+
1

2

j
∑

p=2

η
(i)
pj

2



. (6.17)

Furthermore, since Qj+1(t) = Wj(t)/βj+1, we have the following update formula for

µ
(i)
p,j+1:

µ
(i)
p,j+1 =











η
(i)
pj /βj+1 if p = 0, 2, 3, . . . , j,
[

η
(i)
1j +

ti+1−ti
4 µ

(i)
0j

]

/βj+1 if p = 1.
(6.18)

The initial condition is µ
(i)
01 = 1/β1 for all i, since Q1(t) = C0(t)/β1.

Computing γj+1

Since we use s(t) in place of f(t) in Algorithm 11, we have

γj+1 = 〈s(t), Qj+1(t)〉 =

m−1
∑

i=0

〈

si(t),

j
∑

p=0

µ
(i)
p,j+1C

(i)
p (t)

〉

[ti,ti+1]

.

Note that si(t) is a cubic polynomial; therefore, we have the expansion

si(t) = ξ
(i)
0 C

(i)
0 (t) + ξ

(i)
1 C

(i)
1 (t) + ξ

(i)
2 C

(i)
2 (t) + ξ

(i)
3 C

(i)
3 (t),

with hi = (ti+1 − ti)/2, and

ξ
(i)
0 =

5

2
dih

3
i +

3

2
cih

2
i + eihi + ai, ξ

(i)
2 =

3

2
dih

3
i +

1

2
cih

2
i ,

ξ
(i)
1 =

15

4
dih

3
i + 2cih

2
i + eihi, ξ

(i)
3 =

1

4
dih

3
i . (6.19)

Thus,

γj+1 = π

m−1
∑

i=0



ξ
(i)
0 µ

(i)
0,j+1 +

1

2

min{j,3}
∑

p=1

ξ(i)
p µ

(i)
p,j+1



 . (6.20)
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6.2.5 Final Algorithm and Computational Costs

With the formulas (6.15), (6.17) and (6.20) that compute the coefficients αj, βj+1

and γj+1, respectively, the initial Algorithm 11 now turns to the complete version,

Algorithm 12. The computation of these coefficients requires the computation/update

of additional coefficients σ
(i)
pj , η

(i)
pj , µ

(i)
p,j+1, ξ

(i)
p by using formulas (6.14), (6.16), (6.18)

and (6.19). In the algorithm, the only operation with the matrix A takes place in line 15

and involves the product of A with the vector vj . Also, the function f is used only at

the beginning of the algorithm, when an interpolating spline s is computed.

Algorithm 12 Approximating f(A)b, final version

Input: t0, t1, . . . , tm, where t0 = l, tm = u and ti < ti+1 for all i
Input: number of steps k
1: Compute a cubic spline s(t) which interpolates points (ti, f(ti)) for i = 0, . . . ,m,

i.e., compute the coefficients ai, ei, ci, di in (6.9).

2: Compute ξ
(i)
p for i = 0, . . . ,m− 1 and p = 0, . . . , 3 using (6.19)

3: β1 ←
√

mπ

4: µ
(i)
01 ← 1/β1 for i = 0, . . . ,m− 1

5: γ1 ← π
∑m−1

i=0 ξ
(i)
0 µ

(i)
01

6: v1 ← b/β1

7: z1 ← γ1v1

8: for j from 1 to k do

9: Compute σ
(i)
pj for i = 0, . . . ,m− 1 and p = 0, . . . , j using (6.14)

10: Compute αj using (6.15)

11: Compute η
(i)
pj for i = 0, . . . ,m− 1 and p = 0, . . . , j using (6.16)

12: Compute βj+1 using (6.17)

13: Compute µ
(i)
p,j+1 for i = 0, . . . ,m− 1 and p = 0, . . . , j using (6.18)

14: Compute γj+1 using (6.20)
15: vj+1 ← (Avj − αjvj − βjvj−1)/βj+1

16: zj+1 ← zj + γj+1vj+1

17: end for
18: return zk+1 ≈ f(A)b

Let us analyze the computational costs of Algorithm 12, recalling that the size of the

matrix A is n × n and the number of knots in the spline is m. The time cost includes

the time to perform a spline interpolation, which is linear in m. The main body of

the algorithm starting from line 2 has a cost of O(k(km + n + TA)), where TA is the
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time for computing a matrix-vector multiplication between A and any right-hand vector

(in particular, when A is sparse with nz(A) = O(n) nonzeros, TA = O(n)). For each

iteration, the portion km comes from computing αj , βj+1, γj+1, and other coefficients,

and the portion n comes from the length-n vector operations in lines 15 and 16.

Memory costs are likely to be dominated by the storage of the matrix A, although

there are applications where the matrix is used only in operator form. For the storage of

other variables in the algorithm, note that only three n-dimensional vectors are needed

for the vj ’s and one vector for the latest zj , leading to a total of 4n storage locations.

In addition, we need to use 3km locations to store µ
(i)
p,j+1, µ

(i)
pj , and µ

(i)
p,j−1; km locations

to store σ
(i)
pj ; and km locations to store η

(i)
pj . We also need 4m locations to store ξ

(i)
p and

m locations to store hi. These costs are summarized as 5km + 5m + 4n locations.

So far, we have not discussed how to set the input parameters {ti} and k; this

requires an understanding of the convergence behavior of the algorithm. Also, their

choices are, unfortunately, function dependent. Thus, in the following subsections, we

first present a convergence analysis of the least squares approximation, and then discuss

in practice how to set these parameters.

6.2.6 Convergence Analysis

From the diagonalization A = V DV −1, it is readily seen that the difference between

the matrix-vector product f(A)b and the approximant zk+1 is bounded by the uniform

norm of the residual function φk+1 − f (up to some constant):

‖zk+1 − f(A)b‖ = ‖φk+1(A)b− f(A)b‖
=
∥

∥V φk+1(D)V −1b− V f(D)V −1b
∥

∥

≤ max
t∈[l,u]

|φk+1(t)− f(t)| · κ(V ) ‖b‖ ,

(6.21)

where κ(V ) is the 2-norm condition number of V . In particular, when A is symmetric,

κ(V ) = 1. To bound the difference between φk+1 and f on the interval [l, u], note that

|φk+1(t)− f(t)| ≤ |φk+1(t)− s(t)|+ |s(t)− f(t)| .

Hence, we need to estimate the two terms on the right-hand side of the above inequality

separately.
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For the second term, many known error bounds for splines can be exploited. The

following presents a standard result for clamped cubic splines, which indicates a fourth-

order accuracy.

Theorem 6.1 ([156, Pages 57–58]). If f(t) is fourth-order differentiable on the interval

[l, u] and if s(t) is the unique cubic spline that interpolates f(t) on the knots l = t0 <

t1 < · · · < tm = u with the boundary condition

s′(t0) = f ′(t0) and s′(tm) = f ′(tm),

then

max
t∈[l,u]

|s(t)− f(t)| ≤ 5M

384
max

0≤i≤m−1
(ti+1 − ti)

4,

where M = maxt∈[l,u]

∣

∣f (4)(t)
∣

∣.

To bound the first term |φk+1(t)− s(t)| in the uniform norm, we need the following

two lemmas. They are extensions of similar results given in [155], and hence the proofs

are omitted.

Lemma 6.2. We have

‖g(t)‖ ≤ √mπ · max
t∈[l,u]

|g(t)| .

Lemma 6.3. Let gk+1(t) ∈ Pk+1. Then,

max
t∈[l,u]

|gk+1(t)| ≤
√

2(k + 1)

π
‖gk+1(t)‖ .

By a property of the uniform norm, for any continuous function g(t), there exists a

degree-k polynomial g∗k+1(t) such that

max
t∈[l,u]

∣

∣g∗k+1(t)− g(t)
∣

∣ ≤ max
t∈[l,u]

|φ(t)− g(t)| , ∀φ ∈ Pk+1.

The modulus of continuity of a function g(t) on the interval [l, u] is defined for all δ > 0,

ω(g; [l, u]; δ) := sup
t1,t2∈[l,u]
|t1−t2|≤δ

|g(t1)− g(t2)| .

We use the shorthand notation ω(δ) when the context is clear. We also use ωr to denote

the modulus of continuity of the r-th derivative of g:

ωr(g; [l, u]; δ) := ω(g(r); [l, u]; δ).
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The following is a corollary of Jackson’s theorem for bounding the uniform approxima-

tion of a function g.

Lemma 6.4 ([157, Theorem 1.5, Page 23]). If g has an r-th derivative on [l, u], then

for k > r,

max
t∈[l,u]

∣

∣g∗k+1(t)− g(t)
∣

∣ ≤ Cr

kr
ωr

(

u− l

2(k − r)

)

,

where Cr = 6r+1er(1 + r)−1.

The above lemmas lead to the following theorem, which gives an upper bound for

the convergence rate of φk+1(t) to s(t).

Theorem 6.5. For r = 0, 1, . . . , 3, the uniform norm of the residual polynomial admits

the following bounds:

max
t∈[l,u]

|φk+1(t)− s(t)| ≤ Cr(2
√

2m(k + 1) + 1)

kr
ωr

(

u− l

2(k − r)

)

, (6.22)

where Cr = 6r+1er(1 + r)−1 and k > r.

Proof. We have

max
t∈[l,u]

|φk+1(t)− s(t)| ≤ max
t∈[l,u]

∣

∣φk+1(t)− s∗k+1(t)
∣

∣+ max
t∈[l,u]

∣

∣s∗k+1(t)− s(t)
∣

∣ . (6.23)

From Lemma 6.3,

max
t∈[l,u]

∣

∣φk+1(t)− s∗k+1(t)
∣

∣ ≤
√

2(k + 1)

π

∥

∥φk+1(t)− s∗k+1(t)
∥

∥ . (6.24)

Since

∥

∥φk+1(t)− s∗k+1(t)
∥

∥ ≤ ‖φk+1(t)− s(t)‖+
∥

∥s(t)− s∗k+1(t)
∥

∥

≤
∥

∥s∗k+1(t)− s(t)
∥

∥+
∥

∥s(t)− s∗k+1(t)
∥

∥ (by Equation (6.7))

= 2
∥

∥s∗k+1(t)− s(t)
∥

∥ , (6.25)

the inequality (6.24) becomes

max
t∈[l,u]

∣

∣φk+1(t)− s∗k+1(t)
∣

∣ ≤ 2

√

2(k + 1)

π

∥

∥s∗k+1(t)− s(t)
∥

∥ .
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Recall from Lemma 6.2 that
∥

∥s∗k+1(t)− s(t)
∥

∥ ≤ √mπ maxt∈[l,u]

∣

∣s∗k+1(t)− s(t)
∣

∣. There-

fore,

max
t∈[l,u]

∣

∣φk+1(t)− s∗k+1(t)
∣

∣ ≤ 2
√

2m(k + 1) max
t∈[l,u]

∣

∣s∗k+1(t)− s(t)
∣

∣ .

Thus, (6.23) becomes

max
t∈[l,u]

|φk+1(t)− s(t)| ≤ (2
√

2m(k + 1) + 1) max
t∈[l,u]

∣

∣s∗k+1(t)− s(t)
∣

∣ .

The theorem is established by applying Lemma 6.4.

A function g(t) defined on [l, u] is ν-Lipschitz with constant K if

|g(t1)− g(t2)| ≤ K |t1 − t2|ν , ∀t1, t2 ∈ [l, u].

We have the following corollary for Theorem 6.5.

Corollary 6.6. Let the r-th derivative of s(t) be ν-Lipschitz with constant Kr, for

r = 0, . . . , 3. Then, for k > r,

max
t∈[l,u]

|φk+1(t)− s(t)| ≤ CrKr(2
√

2m(k + 1) + 1)(u− l)ν

2νkr(k − r)ν
= O

(

1

kr+ν−1/2

)

, (6.26)

where Cr = 6r+1er(1 + r)−1.

The sub-linear convergence O(1/kr+ν−1/2) given by (6.26) results from Jackson’s

theorem which shows a Cr/k
r factor on the convergence of polynomial approximation

in the uniform norm (Lemma 6.4). When the function is infinitely differentiable on the

interval, r can be any positive integer, thus by putting k = r + 1, we have

Cr

kr
=

1

e

(

6e

r + 1

)r+1

.

When r is large enough such that 6e/(r + 1) is less than some predefined constant c,

then Cr/k
r < e−1cr+1 = e−1ck, which effectively indicates a linear convergence in k

(assuming that Kr is uniformly bounded or increases no faster than exponentially with

r). In our situation, the function is a cubic spline, which does not have a 4-th or higher

order derivative. This unfortunately restricts the value of r to not being larger than 3.

The bound (6.26) suggests that the conditioning of the matrix will affect the ap-

proximation for some functions such as the square root. This makes the scaling of the
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matrix not viable—either close to or far away from the origin is the smallest eigenvalue

of the matrix, the factor Kr(u − l)ν will be large if the matrix is ill-conditioned. The

asymptotic behavior of the bound also fits most of the observed situations—in the log-

log scale, the uniform norm decays like a straight line. In other words, empirically, we

can fit some constants c1 > 0 and c2 such that

log (max |φk+1(t)− s(t)|) ≈ −c1 log k + c2.

Nevertheless, the bound (6.26) may not be tight enough in some cases. Later, we show

that when A is some covariance matrix, the uniform norm converges linearly, much faster

than the sub-linear rate indicated by the bound. The reason of this rapid convergence

is unknown yet.

6.2.7 The Interval [l, u] and the Knots

With the above analysis, we now see how to set the knots for the spline interpolation.

A basic requirement of the interval is that it should contain all the eigenvalues of A.

According to Theorem 6.1, the bound of spline interpolation depends on the derivative

of f and the length of the subintervals. Therefore, a general guideline is that when f

is stiff, we use short subintervals. Unfortunately, this function dependent characteristic

makes it impossible for us to consider all the functions. In what follows, we discuss

three cases: the square root
√

t, the logarithm log(t), and the exponential exp(t).

The derivatives of both the square root and the log tend to infinity when t is close

to zero. Thus, there should be enough knots near the origin. However, too many

subintervals (large m) will impose a heavy computational burden. It is found that

empirically, a geometric progression of the spacing between the knots works reasonably

well. Therefore, a rule is to let

t0 = λmin/(1 + a), ti = (1 + a)it0, i = 1, 2, . . . ,m,

and to let tm be some value such that tm ≥ λmax. From this we have

m =

⌈

log1+a
λmax

λmin

⌉

+ 1 =
⌈

log1+a κ(A)
⌉

+ 1

(since A is symmetric positive definite for square root and log). In general we can

choose a = 0.01. Note that this interval scheme requires an estimate of the two extreme

eigenvalues of A. We avoid using t0 = λmin when the estimate is not accurate enough.
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The case of the exponential function is different. While scaling does not work for the

square root and the log, as discussed in the convergence analysis, it works well for the

exponential. We can scale the matrix such that its spectral radius is equal to 1, since the

derivative of exp(t) on the interval [−1, 1] is bounded by a small value e. By performing

such a scaling, the conditioning of the matrix is no longer a challenge, and therefore

it is not necessary to use the above interval scheme (with geometric progression of the

spacing between the knots). We can simply used m = log(n) knots that are evenly

distributed on the spectrum of A, for example.

6.2.8 Stopping Criterion

In practice, the number k of iterations (and equivalently the degree of the least squares

polynomial φk+1) in Algorithm 12 is not predetermined. We need a test of convergence

so as to terminate the iterations. As shown previously, the convergence of zk+1 to f(A)b

can be split in two parts: the convergence of the spline s(t) to f(t) and the convergence

of the least squares approximation φk+1(t) to s(t). The spline is usually a sufficiently

good approximation to f(t) if the interval scheme designed in the above subsection is

used. Therefore, we consider mainly the approximation quality of φk+1 to s.

As discussed after Corollary 6.6, the bound (6.26) sometimes overestimates the error

and is not useful for determining an appropriate k. Instead, a natural heuristic is to

consider the difference of consecutive iterates

‖zk+1 − zk‖
‖zk+1‖

(6.27)

and ensure that it falls below a certain tolerance ǫ. Note it is possible that a small dif-

ference might identify a stagnation of the approximation rather than actual convergence

(see, e.g., [147]).

Another possible criterion is to check the norm of the residual polynomial:

‖s(t)− φk+1(t)‖
‖s(t)‖ . (6.28)

Lemmas 6.2 and 6.3 suggest that the norm of s(t) − φk+1(t) should decay similarly to

that of the uniform norm. Since φk+1(t) is a least squares approximation, we have

‖s(t)− φk+1(t)‖2 = ‖s(t)‖2 − ‖φk+1(t)‖2 .
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Therefore, the relative difference (6.28) can be easily computed by noting that

‖s(t)‖2 =
m−1
∑

i=0

[

(

ξ
(i)
0

)2
π +

(

ξ
(i)
1

)2 π

2
+
(

ξ
(i)
2

)2 π

2
+
(

ξ
(i)
3

)2 π

2

]

and

‖φk+1(t)‖2 =
k+1
∑

j=1

γ2
j .

Empirically, (6.27) is more appropriate than (6.28) as a practical stopping criterion.

A third criterion is to check the uniform norm of the residual function

max
t∈[l,u]

|f(t)− φk+1(t)| , (6.29)

and ensure that it is less than some threshold ǫ. This directly follows from (6.21).

However, this uniform norm cannot be exactly computed, but can only be estimated

by a sampling {t̂i} of the interval [l, u]. (Note the t̂i’s are different from the knots

ti’s.) There is an easy adaptation to Algorithm 12 to estimate φk+1(t). Note that

the vector [φk+1(t̂1), . . . , φk+1(t̂r)]
T is indeed the output ẑk+1 of Algorithm 12 from a

diagonal matrix Â = diag(t̂1, . . . , t̂r) with the right-hand vector b̂ = 1. Therefore, one

only needs to replicate lines 6, 7, 15 and 16 with a second set of matrix Â and vectors

b̂, v̂j and ẑj . A sufficiently accurate estimate of the uniform norm (6.29) requires a

good sampling strategy on the interval [l, u], which may not be easy. Nevertheless,

this stopping criterion has a special meaning for Gaussian sampling, on which we will

elaborate in Section 6.4.3.

6.3 Numerical Results

In this section, we show several tests to demonstrate the effectiveness and scalability of

Algorithm 12. All the experiments were performed on a Linux desktop the under the

Matlab environment.

When A is symmetric, the matrix V of eigenvectors in the diagonalization A =

V DV −1 is unitary, thus V −1 = V T . Therefore,

‖φk+1(A)b− f(A)b‖ =
∥

∥V φk+1(D)V T b− V f(D)V T b
∥

∥ =
∥

∥

∥
φk+1(D)b̃− f(D)b̃

∥

∥

∥
,
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where we define b̃ = V T b. This means that if the right-hand vector b is drawn from some

distribution (such as uniform or N (0, I)), the approximation error for computing f(A)b

is equal to that for computing f(D)b̃, where b̃ can be considered a sample from the

same distribution. In other words, in a statistical sense, testing a matrix A is equivalent

to testing a diagonal matrix D, which has the same spectrum as A. An advantage of

replacing A by D is that the ground truth f(D)b is much easier to compute than f(A)b.

Therefore, all the experiments here were performed with the diagonal matrix D which

is unitarily similar to the original A unless otherwise noted.

6.3.1 Tests on Matrices from the UF Collection

We first tested on a set of symmetric positive definite matrices from the UF sparse

matrix collection [158], with the square root function. We chose these matrices with a

moderate size n (in the order of thousands) and from ten different application domains,

including statistics, materials, power networks, and structural problems. Table 6.1

lists the matrices and the numerical results. For convenience, we list the matrices

in the increasing order of their condition numbers κ. The middle column shows the

spline-fitting error, maxt∈Λ(A) |s(t)− f(t)|, which indicates that the spline is in general

a sufficiently good approximation to the original function. In the experiment, we set

the maximum number of iterations k to be 200 and the tolerance (cf. Equation (6.27))

to be 10−6. The final residual
∥

∥zk+1 −A1/2b
∥

∥

∥

∥A1/2b
∥

∥

is listed in the last column. We can see that as the condition number of the matrix

increases, the approximation in general becomes less accurate. In other words, the

polynomial approximation is affected by the conditioning of the matrix. We can also

see that the tolerance is within an order of magnitude difference from the residual, which

implies that it can serve as a suitable criterion of the convergence and a good estimate

of the actual residual.

We performed a further investigation on the matrices of the best (crystm01) and

the worst (mhd3200b) performance; see Figure 6.2. Plot (a) shows three curves as k

increases: the residual, the tolerance (Equation (6.27)), and the norm of the residual

polynomial (Equation (6.28)). This plot shows an advantage of using (6.27) rather
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Table 6.1: Numerical results on the matrices from the UF collection.

Group/Name κ Spline Err. k Tolerance Residual

Boeing/crystm01 2.28×102 5.20×10−16 52 9.60×10−7 1.28×10−6

Bates/Chem97ZtZ 2.47×102 8.35×10−9 57 9.37×10−7 4.07×10−6

JGD/Trefethen 2000 1.55×104 3.43×10−8 200 5.80×10−6 4.41×10−6

TKK/plbuckle 1.28×106 3.53×10−7 200 1.08×10−4 2.87×10−4

Nasa/nasa1824 1.89×106 1.12×10−6 200 1.37×10−4 1.26×10−3

HB/1138 bus 8.57×106 3.31×10−8 200 1.94×10−4 1.51×10−3

Oberwolfach/t2dal e 3.76×107 2.70×10−13 200 1.59×10−4 6.55×10−4

HB/bcsstk12 2.21×108 1.93×10−6 200 2.18×10−4 1.24×10−3

FIDAP/ex3 1.68×1010 1.04×10−6 200 1.88×10−4 1.06×10−3

Bai/mhd3200b 1.60×1013 3.54×10−10 200 4.73×10−4 4.61×10−3

than (6.28) as the convergence criterion. It suggests that numerically the norm will stop

decreasing far before the uniform norm does. Of course, this may affect well-conditioned

matrices only, since for ill-conditioned matrices (cf. plot (c)), within a reasonable number

of iterations, say 200, neither norm appears to stop decreasing. To further expose the

distribution of the errors, plots (b) and (d) show the value of the residual polynomial

|φk+1(t)− s(t)| for t equal to the eigenvalues. As expected, the smallest eigenvalues do

not seem to contribute in a major way to the residual.

6.3.2 Scalability

We tested the scalability performance of the algorithm on two types of matrices: uniform

and lap2D, with the square root function. A uniform matrix of size n × n is a diago-

nal matrix with diagonal entries i/n, i = 1, 2, . . . , n. The condition number is κ = n.

A lap2D matrix is the standard Laplacian on a uniform n1 × n2 grid. It is of size

n× n = n1n2 × n1n2 and is given by





















B −I

−I B −I
. . .

. . .
. . .

−I B −I

−I B





















n×n

with B =





















4 −1

−1 4 −1
. . .

. . .
. . .

−1 4 −1

−1 4





















n1×n1

.



134

0 50 100 150 200
10

−15

10
−10

10
−5

10
0

k

 

 

residual
tolerance
res. poly. norm

(a) crystm01

1000 2000 3000 4000
10

−20

10
−19

10
−18

10
−17

eigenvalues sorted in increasing order

|φ
20

1(λ
)−

s(
λ)

|

(b) crystm01

0 50 100 150 200
10

−4

10
−3

10
−2

10
−1

10
0

10
1

k

 

 

residual
tolerance
res. poly. norm

(c) mhd3200b

500 1000 1500 2000 2500 3000
10

−6

10
−5

10
−4

10
−3

eigenvalues sorted in increasing order

|φ
20

1(λ
)−

s(
λ)

|

(d) mhd3200b

Figure 6.2: Residual plots for two matrices: crystm01 and mhd3200b.

The eigenvalues of lap2D are known:

4

[

sin2

(

iπ

2(n1 + 1)

)

+ sin2

(

jπ

2(n2 + 1)

)]

, i = 1, . . . , n1, j = 1, . . . , n2.

Therefore, its condition number is

κ =
sin2

(

n1π
2(n1+1)

)

+ sin2
(

n2π
2(n2+1)

)

sin2
(

π
2(n1+1)

)

+ sin2
(

π
2(n2+1)

) ≈ 8/π2

1/n2
1 + 1/n2

2

.

When n1 = n2 =
√

n, it follows that κ = O(n). Therefore, both types of matrices have

a condition number on the order of their matrix sizes. Note also that in this case the

number of knots

m = O(log1+a κ) = O(log1+a n).



135

Figure 6.3 shows a residual plot, a plot of the uniform norm of the residual poly-

nomial as k increases, and a plot of the run time as n increases, for each type of the

matrix. The final residual with k = 100 iterations reached 10−5 to 10−4. The uniform

norm of the residual polynomial was empirically evaluated as

max
t∈Λ(A)

|φk+1(t)− s(t)| ,

for the largest matrix (i.e., n = 108). A log-log plot of this uniform norm versus the

number of iterations shows a straight-line pattern. We fit a line to the plot, and the

slope was close to −1. This is consistent to the convergence rate given in Corollary 6.6

for the uniform norm of φk+1(t)− s(t).

We also plotted the running time of the algorithm (see plots (e) and (f)), in log-log

scale. The time included all the computations except the estimation of λmin and λmax.

It can be seen from both plots that the running time is linear as n increases, which is

expected from the computational cost analysis.

6.3.3 Tests with Other Functions

We further tested the algorithm on two other functions, the logarithm and exponential,

using the same set of matrices in Section 6.3.1. The numerical results are listed in

Table 6.2. Compared with Table 6.1, it is clear, and expected, that log(A)b is harder

to approximate than A1/2b, since the logarithm has even larger derivatives than does

the square root for t close to the origin. On the other hand, the results for exp(A)b

indicate a quality of approximation that does not depend on the condition number of

the matrix.

6.4 Gaussian Sampling

Let us return to the problem of Gaussian sampling. In many applications, such as

the study of vehicle movements on terrains with random split coefficients [159], or the

quantification of uncertainty in wind forecast [160], the sampling is performed on a

n1 × n2 grid. Each grid point, called a site, is associated with a random variable, and

the covariance matrix of the random variables (sites) is defined by using a covariance

function ℓ. The function ℓ is called stationary if it can be expressed by using only
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Figure 6.3: Numerical results on uniform matrices and lap2D matrices.
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Table 6.2: Numerical results for other functions.

log(A)b exp(A)b
Matrix κ k Residual k Residual

Boeing/crystm01 2.2831×102 54 1.3587×10−6 9 6.5177×10−6

Bates/Chem97ZtZ 2.4721×102 70 4.0998×10−6 9 9.3029×10−6

JGD/Trefethen 2000 1.5518×104 200 1.8060×10−4 9 9.2387×10−6

TKK/plbuckle 1.2833×106 200 1.0433×10−2 9 1.3273×10−5

Nasa/nasa1824 1.8960×106 200 2.6332×10−2 9 1.2317×10−5

HB/1138 bus 8.5726×106 200 9.0505×10−2 9 7.0982×10−6

Oberwolfach/t2dal e 3.7662×107 200 3.4874×10−2 9 5.3765×10−6

HB/bcsstk12 2.2119×108 200 5.2497×10−2 9 1.5450×10−5

FIDAP/ex3 1.6838×1010 200 1.5316×10−1 9 7.9267×10−6

Bai/mhd3200b 1.6035×1013 200 1.5902×10−1 11 2.4630×10−6

one variable r, which is the Euclidean distance between sites i and j. Thus, in such a

case, the (i, j)-entry of the covariance matrix Σ is σij = ℓ(r). Otherwise, the covariance

function is called non-stationary [161, 162].

When the grid is regular and the covariance function is stationary, several techniques

can be used to efficiently sample the Gaussian distribution. For example, the approach

by using the Cholesky factorization of Σ, as mentioned in the introduction of this

chapter, has been demonstrated to work on at least a 1-dimensional grid with up to

106 sites (i.e., n1 = 1 and n2 = 106) [163]. Other special approaches that deal with the

grid structure of the sampling sites have also been designed. Examples include using

a multigrid-type sampling scheme (Galerkin multigrid Monte Carlo, MGMC [164]), or

embedding the covariance matrix in a stationary periodic process followed by a fast

Fourier transformation (FFT) [165].

Nevertheless, none of these approaches was demonstrated to work for the case when

the number of sampling sites, n = n1n2, is orders of magnitude larger than 106, or

when the grid is not regular, or when the covariance function is non-stationary. Many

difficulties arise. In the case of the Cholesky approach of [163], it is unclear whether

a reordering of Σ can be found that will result in sufficient sparsity of the Cholesky

factor G. For the FFT approach, it may be difficult to parallelize beyond a thousand

processors [166]. More importantly perhaps, even for small processor counts, FFT can-

not be applied when the grid is not regular or the covariance function is non-stationary.

For MGMC, the compact kernel has much larger bandwidth than do the covariance
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matrices for which they are traditionally applied, which are of the Laplacian-matrix

type [164]. This situation may result in rapid densification and increase in storage

requirements [167], [168, Section 7.7.5].

The method presented in this chapter is particularly attractive for the above chal-

lenging situations. For this, we demonstrate examples using a covariance function with

compact supports [159, 162]. The covariance function has radial symmetry and rule

ℓ(r) =
(

1− r

α

)β

+
, with r =

√

r2
x + r2

y,

where α and β are some parameters that govern the decaying of the covariance. Here,

dx and dy are the Euclidean distance between two sites, in the horizontal direction and

the vertical direction, respectively. This stationary covariance function can be slightly

modified into a non-stationary one, by redefining the Euclidean distance r into

r =
√

r2
x + θ(rx) · r2

y,

where θ(rx) is a quadratic deforming function that is 2 in the middle of the range of

rx, and 1 at its extremes. With this new definition, ℓ(r) can be looked at as either a

non-stationary covariance function, or a stationary covariance function on an irregular

grid (shown in Figure 6.4).
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Figure 6.4: Position of sampling sites in the irregular grid case.
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6.4.1 Tests with the Square Root Function

We performed tests on the covariance matrices defined on both types of grids with

different parameters, as listed in Table 6.3. Regular means the grid is uniform, with

grid points separated with a spacing of 1 unit; deformed means the grid is irregular (as

in Figure 6.4). The middle column shows the condition number κ, which suggests that a

smaller α and a larger β will make the matrix better conditioned, and correspondingly

the approximating vector will be easier to compute. It also suggests that problems

without a regular grid structure can be as easy to solve as the problems on a regular

grid. In general, within 100 iterations, the final residual has decreased to 10−10–10−11.

Table 6.3: Numerical results on the covariance matrices.

Grid Grid Size α β κ k Tolerance Residual

Regular 100×100 6.5 3 35.10 49 8.0104×10−11 1.2719×10−10

Regular 100×100 12.5 3 243.59 120 9.5001×10−11 4.2465×10−10

Regular 100×100 6.5 5 13.13 31 6.6332×10−11 5.6348×10−11

Regular 100×100 12.5 5 88.01 75 8.8254×10−11 2.3085×10−10

Deformed 100×100 6.5 3 15.95 34 6.3934×10−11 6.9053×10−11

Deformed 100×100 12.5 3 107.10 82 9.0078×10−11 2.6602×10−10

Deformed 100×100 6.5 5 6.20 21 9.2292×10−11 4.9578×10−11

Deformed 100×100 12.5 5 38.65 51 9.2313×10−11 1.5885×10−10

We performed further tests on larger grids, which imposed a difficulty for computing

the ground truth and the residual. We therefore did not compute the ground truth, and

presented only the tolerance and the empirical uniform norm of φk+1(t) − f(t). From

Table 6.3 one sees that the tolerance is a good indication of the residual. To make the

computation more feasible, the covariance matrix Σ was not explicitly constructed; any

matrix-vector multiplication was carried out by using Σ in the operator form. Compared

with Table 6.3, the results in Table 6.4 suggest that the grid size has little impact on

the conditioning of the matrices, and therefore the approximation quality was as good

as for smaller grids.

6.4.2 Tests with the Log Function

The good conditioning of the covariance matrix implies that computing log(Σ)x should

be as easy as computing Σ1/2x. This is indeed the case, and experimental results are not
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Table 6.4: Further numerical results on the covariance matrices.

Grid Grid Size α β κ k Tolerance max |φk+1 − f |
Regular 103×103 6.5 3 35.14 48 9.5703×10−11 1.2106×10−9

Regular 103×103 12.5 3 244.47 122 7.9481×10−11 1.9733×10−9

Regular 103×103 6.5 5 13.14 32 5.6690×10−11 4.2998×10−10

Regular 103×103 12.5 5 88.23 79 8.3043×10−11 1.2952×10−9

Deformed 103×103 6.5 3 15.96 34 4.5546×10−11 4.0252×10−10

Deformed 103×103 12.5 3 107.36 87 8.7497×10−11 1.2524×10−9

Deformed 103×103 6.5 5 6.30 22 5.3848×10−11 3.2586×10−10

Deformed 103×103 12.5 5 38.73 54 6.4973×10−11 9.4807×10−10

repeated here. The objective of this subsection, however, is to compare the performance

of three methods for computing Σ1/2x: the algorithm presented in this chapter (Algo-

rithm 12), the restarted Krylov subspace method [140, 142], and the contour integral

method [149]. For simplicity, the covariance matrices used are defined on regular grids.

The code used for the restarted Krylov subspace method was publicly available,3

while the one used for the contour integral method was from [149] (method2.m). All

the tolerances were set to 10−10. In the restarted Krylov subspace method, we used a

restart length of 10. In the contour integral method, we used GMRES(10) as the inner

solver, with tolerance set to 10−15. Results are shown in Figure 6.5.

The residual plot shows a linear convergence for all the three methods and this

might be a little surprising since the convergence analysis of Algorithm 12 indicates a

slower rate theoretically. We conjecture that when the condition number of the matrix

is not large, Algorithm 12 can indeed achieve a linear convergence. Further, note that

the convergence of Algorithm 12 and the restarted Krylov subspace method is with

respect to the number of matrix-vector multiplications, whereas the convergence of

the contour integral method is with respect to the number of quadrature points (and

equivalently, the number of linear solves). Therefore, this result shows that the presented

method and the restarted Krylov subspace method are quite close in performance for

this application. However, the much faster convergence of the contour integral method

may not necessarily mean a better performance. To underline this, we also show the

actual run times of the three methods; see the two tables. For the smaller grid, the

contour integral method was two orders of magnitude slower than Algorithm 12, and

3 http://www.mathe.tu-freiberg.de/~guettels/funm_kryl/

http://www.mathe.tu-freiberg.de/~guettels/funm_kryl/
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Figure 6.5: Comparisons of different methods for computing log(Σ)x. Figure: Residual
plots for Σ defined on a regular 100×100 grid. The number of iterations for Algorithm 12
and the restart Krylov method is equal to the number of matrix-vector multiplications,
whereas “iteration” for the contour integral method means the number of quadrature
points. Tables: Computation time with Σ defined on different grids. All the timings
exclude the time for estimating the two extreme eigenvalues of Σ.

for the larger grid, GMRES(10) failed to solve many shifted linear systems. (Most often,

GMRES(10) stagnated at a very large relative residual, and the contour integrals did

not converge. This also happened for other parameters and solvers we tried, such as

GMRES(50) and BICGSTAB.)

6.4.3 A Stopping Criterion Revisited

When sampling from N (µ,Σ), the sample y = µ + Σ1/2x is approximated by ŷ =

µ + φk+1(Σ)x. Thus, the discrepancy is

yǫ = y − ŷ = (Σ1/2 − φk+1(Σ))x.

Since {x} are generated from the standard normal distribution, yǫ also follows a normal

distribution. The mean of {yǫ} is 0, and the variance is

Var(yǫ) = E
[

(Σ1/2 − φk+1(Σ))xxT (Σ1/2 − φk+1(Σ))T
]

= (Σ1/2 − φk+1(Σ))2.

Following a similar argument as in (6.21), the norm of this variance

‖Var(yǫ)‖ =
∥

∥

∥
Σ1/2 − φk+1(Σ)

∥

∥

∥

2
≤ max

t∈[l,u]
|f(t)− φk+1(t)|2 .
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Therefore, the uniform norm max |f − φk+1| quantifies the variance of the discrepancy

yǫ. Thus, the stopping criterion (6.29) with a sufficiently small threshold ǫ ensures

that the actual distribution of the samples {ŷ} will be close enough to the sought-after

distribution N (µ,Σ).

6.4.4 Remarks

The experiments in this section have shown favorable results of the presented algorithm.

Up to dimension (number of sampling sites) n = 106 we obtain good results: a small

enough error/discrepancy in the order 10−9–10−11, by taking only about k = 100 matrix-

vector products. Further, the actual running time shown in Figure 6.5 indicates the

practical efficiency of the algorithm. Extrapolating from the n = 104 case (Table 6.3)

to the n = 106 case (Table 6.4) suggests that such an accuracy is achievable virtually

independent of the dimension n. This result is instructive for extreme-scale cases. Of

course, for assessing the sought-after 1012–1015 range for the number of sampling sites,

a parallel program on a high-performance computer will be required. Experiments on

such a scale have not been performed yet, but it appears promising that similar results

to those of Tables 6.3 and 6.4 can be obtained.

6.5 Summary and Discussion

In this chapter, we have presented a method for computing a matrix-vector product

f(A)b, the problem of which originates from a statistical application of sampling a

multivariate Gaussian distribution, where the matrix A is the covariance matrix of the

distribution and f is the square root function. The method is based on least squares

polynomial approximations, and it itself generally applies to an arbitrary function f

and a (preferably symmetric) matrix A. The method first approximates the function

f(t) by a spline s(t) and then projects s(t) onto a polynomial space such that s(A)b

can be (approximately) evaluated as a polynomial of A times b. This technique avoids

explicitly forming f(A), and the matrix A is referenced only through k matrix-vector

multiplications, where k is the degree of the approximating polynomial.

The quality of the approximation obtained from the method depends on the nature

of the function f . Specific interval selection schemes for using a spline to fit the function
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have been discussed for the cases of
√

t, log(t) and exp(t). Analysis shows that in order

to yield accurate approximations, it is mandatory to place enough knots on the region

where the derivative of f is large. By following this guideline, effective interval schemes

for other functions can also be derived.

Experiments show that the presented algorithm is extremely efficient for sampling

the Gaussian distribution. Further, this application is an example where the matrix A

need not be explicitly stored. The algorithm was demonstrated on n × n covariance

matrices with n up to 106, on a single desktop machine. Current results point to

promising performance in a parallel computing environment for matrices at extreme

scales, with n = 1012 to 1015.



Part IV

Conclusion

144



Chapter 7

Conclusion

Numerical linear algebra plays an important role in data analysis. In facing large-scale

and high dimensional data, numerical linear algebra lays a sophisticated foundation for

efficient computations via its rich theory and elegant techniques. Throughout the the-

sis, we elaborated on this viewpoint by exploring four problems—dimension reduction,

nearest-neighbors graphs construction, network community detection, and Gaussian

sampling—all of which have significant real-world applications. In dimension reduction,

which traditionally requires computing a set of principal eigenvectors/singular vectors

of a large matrix, the Lanczos vectors are found to be an effective alternative, with

a much lower computational cost and guaranteed approximation quality. The major

rationale is that the Lanczos approximations preserve the quality of a matrix-vector

product in the dominant singular directions of the data matrix, which implies a broad

use of the Lanczos vectors as a replacement to eigenvectors/singular vectors whenever

such an argument is applicable. In the construction of nearest-neighbors graphs, the

Lanczos procedure, with a fixed number of steps, provides a tool for effectively bisecting

a set of data points. When incorporated in a framework of divide and conquer, this

bisection tool yields two efficient recursive algorithms for constructing the graphs, with

time costs much lower than existing practical methods for high dimensional data. In

network analysis, a matrix blocking algorithm is adapted to efficiently extract network

communities, represented as dense diagonal blocks of a large sparse matrix that corre-

sponds to the network graph. The identification of such dense communities has shown to

benefit the understanding of structures and semantics of various social and information

145
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networks. Finally, in statistical sampling, an efficient method for computing a function

of a matrix times a vector, via least squares approximation and the Stieltjes procedure,

is developed to efficiently compute samples from a multivariate Gaussian distribution.

The attractive numerical results of this method makes it particularly promising when

the sought-after distribution is of very high dimension, in which case no other methods

have been demonstrated to be successful.

By concluding this thesis, the exploration of numerical linear algebra in the process of

data analysis is by no means finished for the author; rather, the excursion has just begun.

Apart from some unanswered challenging questions1 throughout the exposition of

algorithmic developments of the above problems, a continued and deeper study asks for

further considerations of problems, matrix techniques, and applications in data analysis.

One such example is in the representation of data. Traditionally, numerical data are

stored as a matrix, where each column corresponds to a data item. The data can be a

transaction record, a document, or a collection of features for plants, all of which are in a

natural vector form. On the other hand, images consist of a 2D array of pixels, and thus

a more intuitive representation of an image might be a matrix, rather than a vector as

used in Chapter 3. A stack of matrices form a tensor, which is a high order generalization

of a matrix. Thus a tensor can be used to represent a collection of images, or a video.

There has been a renewed interest in studying the properties and decompositions of

tensors in the numerical linear algebra literature recently, and the approximations of

a tensor may be of great use to data compression, low dimensional representation, or

many other data analysis tasks. Further, since matrices are closely related to graphs,

which encode pairwise relationships of objects, tensors are also naturally related to

hypergraphs, which are a generalization of graphs and which represent relationships

among a subset of objects. Then, graph models yield a counterpart in the high order

case—hypergraph models. These models are studied for clustering, relation learning,

etc. Indeed, the study of numerical aspects of tensors gives rise to a new area—numerical

multilinear algebra, and the above brief discussion has just spanned a series of potential

uses of numerical multilinear algebra techniques for data analysis. We hope that with

the new discoveries of theory and numerical techniques for tensors, they will better

benefit the process of data analysis from the computational point of view.

1 These questions are disseminated in the “Summary and Discussion” section of Chapters 3 to 6.
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