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ABSTRACT

Proteins are the most essential and versatile macromolecules of life, and the knowl-

edge of their functions is crucial for obtaining a basic understanding of the cellular

processes operating in an organism as well as for important applications in biotechnol-

ogy, such as the development of new drugs, better crops, and synthetic biochemicals such

as biofuels. Recent revolutions in biotechnology has given us numerous high-throughput

experimental technologies that generate very useful data, such as gene expression and

protein interaction data, that provide high-resolution snapshots of complex cellular pro-

cesses and a novel avenue to understand their underlying mechanisms. In particular,

several computational approaches based on the principle of Guilt by Association (GBA)

have been proposed to predict the function(s) of the protein are inferred from those of

other proteins that are ”associated” to it in these data sets. In this thesis, we have

developed several novel methods for improving the performance of these approaches by

making use of the unutilized and under-utilized information in genomic data sets, as well

as their associated knowledge bases. In particular, we have developed pre-processing

methods for handling data quality issues with gene expression (microarray) data sets

and protein interaction networks that aim to enhance the utility of these data sets for

protein function prediction. We have also developed a method for incorporating the

inter-relationships between functional classes, as captured by the ontologies in Gene

Ontology, into classification-based protein function prediction algoriths, which enabled

us to improve the quality of predictions made for several functional classes, particularly

those with very few member proteins (rare classes). Finally, we have developed a novel

association analysis-based biclustering algorithm to address two major challenges with

traditional biclustering algorithms, namely an exhaustive search of all valid biclusters

satisfying the definition specified by the algorithm, and the ability to search for small

biclusters. This algorithm makes it possible to discover smaller sized biclusters that are

more significantly enriched with specific GO terms than those produced by the tradi-

tional biclustering algorithms. Overall, the methods proposed in this thesis are expected

to help uncover the functions of several unannotated proteins (or genes), as shown by

specific examples cited in some of the chapters. To conclude, we also suggest several
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opportunities for further progress on the very important problem of protein function

prediction.
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Chapter 1

Introduction

Proteins are macromolecules that serve as building blocks and functional components of

a cell, and account for a substantial fraction of the cellular weight after water in a large

majority of organisms. Proteins are responsible for some of the most critical functions

in an organism, such as the constitution of organs (structural proteins), the catalysis of

biochemical reactions necessary for metabolism (enzymes), and the maintenance of the

cellular environment (transmembrane proteins). Thus, proteins are the most essential

and versatile macromolecules of life, and the knowledge of their functions is crucial

for obtaining a basic understanding of the cellular processes operating in an organism.

Furthermore, understanding protein function at a global level is the first step towards

important applications in biotechnology, such as the development of new drugs, better

crops, and synthetic biochemicals such as biofuels.

The traditional approaches to understanding protein function were experimental

and usually focused on a specific target gene or protein, or a small set of proteins

forming natural groups such as protein complexes. These approaches included gene

knockout, targeted mutations and biochemical assays to determine the role of the pro-

tein of interest [15]. However, these approaches are generally tedious because of the

huge experimental and human effort required in analyzing a single gene or protein1

1Unless otherwise specified, the terms gene and protein will be used interchageably in this disser-

tation, as they are both used as representatives of the same functional entity in the protein function

prediction literature.

1
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Figure 1.1: Growth of sequences and their functional annotations during 1982-2006
(Number of gene sequences and annotated protein sequences obtained from the GenBank
and SwissProt databases respectively; Figure adapted from [2].).

As a result, even large-scale experimental annotation initiatives, such as the EURO-

FAN project [16], have been inadequate for rapidly annotating a substantial number of

proteins functionally.

In recent years, rapid advances in genome sequencing technology have led to the

sequencing of several hundred genomes, and the characterization of hundreds of thou-

sands of proteins in terms of their amino acid sequences. This has exacerbated the

already large sequence-function gap [17], since the functions of a vast majority of these

proteins have been hard or too slow to determine by the traditional experimental meth-

ods. The rapid expansion of this gap can be gauged from Figure 1.1, which shows that

while almost every known protein was functionally annotated around 1986, the total

number of protein sequences had already grown to about ten times that of function-

ally annotated sequences in 1996, which was about when the first complete genome (H.

influenzae) was sequenced. In the following years, this gap grew almost exponentially

after the characterization of millions of proteins from the sequenced genomes, and it

stood at nearly three orders of magnitude as recently at 2006. This large number of
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functionally uncharacterized proteins represents a major gap in our knowledge of bio-

logical processes. Furthermore, it is important to note here that these statistics are only

computed on the basis that a protein is considered annotated when at least one of its

functions is known. However, it is well known that proteins are often multi-functional,

i.e., they can perform multiple functions in a cell. For instance, Hibbs et al. [18] have

estimated using the available GOSlim annotations2 that, as of 2007, multiple functions

have already been determined for a third (approximately 2000) of the proteins in S.

cerevisiae. If this complexity of the protein functional annotation problem is also taken

into account, the sequence-function gap is much larger.

However, the same technological revolution that gave us genome sequencing tech-

nology has also given us numerous high-throughput experimental technologies to obtain

high-resolution snapshots of complex cellular processes and understand their underly-

ing mechanisms. Prominent examples of these technologies are high-density microarray

chips for measuring gene expression [19] and Yeast-2-Hybrid (Y2H) systems for iden-

tifying physical interactions between proteins [20] at scales hard to imagine before.

These technologies have generated a wide variety of useful data about the activities of

thousands of genes and proteins simultaneously, such as gene expression data sets and

protein interaction data. These types of data promise to revolutionize our understand-

ing of cellular processes and protein function by offering different types of insights into

a protein’s function and related concepts. For instance, protein interaction data indi-

cate which proteins come together to participate in a certain process, while the proteins

working together in such a process are expected to have similar expression activity, and

thus, correlated expression profiles across a set of relevant conditions. Furthermore, re-

cent years have seen the collection of these data sets into very standardized and carefully

maintained databases, such as SWISS-PROT [21], MIPS [22], DIP [23] and PDB [24].

Thus, the stage has been set for the systematic analysis and integration of these data

to enable novel biological discoveries.

However, harnessing the rich information about protein function present in these

large databases is challenging because of their sheer volume, complex nature, hetero-

geneity and data quality issues such as noise and incompleteness. This has, in turn,

led to the emergence and subsequent growth of the field of computational prediction

2http://www.geneontology.org/GO.slims.shtml
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Figure 1.2: Fractions of annotated proteins for six model organisms (Data from Entrez
Gene and the WormBase databases as of September 2006 (Figure adapted from [3].).

of protein function The goal of the approaches proposed in this field is to predict the

function of an unannotated protein from its sequence, biochemical or other types of

characterizations. The most commonly followed principle for addressing this problem

is known as Guilt by Association (GBA), where the function(s) of the protein are in-

ferred from those of other proteins that are “associated” to it. This association can

take different forms depending on the input data. For example, this association can

be determined on the basis of sequence similarity for a set of amino acid sequences, a

direct interaction in an interaction network or correlation between expression profiles

in a given microarray data set. Following the GBA principle, the early approaches used

sequence similarity tools, such as BLAST [25, 26], to transfer functional annotations

to unannotated proteins from the proteins having similar amino acid sequences. Sub-

sequently, several other approaches that utilize other types of biological data, such as

gene expression data, protein interaction networks and phylogenetic profiles, have been

proposed for protein function prediction. Indeed, in a short period of about a decade,

several hundred studies have been published on this topic. Table 1 summarizes the

general ideas used by these approaches, categorized by the type of biological data they

utilize.

However, despite the large body of research that has been devoted to this critical
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Data type Approaches for predicting protein function

Amino acid sequences
Flexible sequence similarity measures and clustering

Classification based on subsequences such as motifs and domains
Classification based on biological features derived from sequences

Protein structure

Structural similarity-based inference
Inference using three-dimensional structural motifs

Inference using features of the 3D surface of a protein
Classification using structure kernels and frequent substructures

Genomic context
Proximity of two genes and their orthologs in multiple genomes
Fusion of two proteins into a single protein in other genomes

and Evolution
Co-occurrence of two or more genes in multiple genomes

Inference based on evolutionary events marked in phylogenetic trees

Microarray data
Clustering for finding functional groups

Classification to infer functions of individual genes
Classification of temporal microarray data

Protein interaction
Annotation transfer from neighboring proteins in network

Global annotation transfer from the whole network

networks
Clustering to find densely connected regions

Association analysis to find frequently occuring sub-networks

Biomedical literature
Information retrieval using term frequency-based statistics

Text mining using classification and clustering of documents
Natural language processing-based approaches

Multiple data types
Combination of predictions from different data types

Learning networks of functional associations between genes
Integration of kernels for building discriminative classifiers

Table 1.1: Types of biological data and approaches used for predicting protein function
from them (Adapted from [1]).

problem, an important point to be noted here is that a wide majority of the sequenced

genomes still remain functionally under-annotated. This is illustrated by Figure 1.2,

which shows the recent status of the functional annotation of proteins in several model

organisms, such as budding yeast (S. cerevisiae) and worm (C. elegans), as well as

humans. This set of plots, quantifying the fraction of annotated and unannotated

proteins according to the three ontologies in Gene Ontology, shows that even for the

most well-studied organisms, a substantial fraction of proteins still remain functionally

unannotated. For instance, Biological Process annotations are still unknown for over a

quarter of S. cerevisiae genes, and over half of the genes in C. elegans are still unanno-

tated by Molecular Function and Cellular Component terms. As can be expected, this

fraction is much higher for more complex organisms, such as the laboratory mouse (M.

musculus) and human beings (H. sapiens), where this number is significantly above or
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Figure 1.3: Cumulative number of published human microarray studies vs. date (Data
from NCBI’s GEO database; Figure taken from [4].).

Figure 1.4: Cumulative number of human genes with GO annotations versus time (An-
notations taken from EBI; All IEA (Inferred from Electronic Annotation) and RCA
(Reviewed Computational Analysis) annotations were ignored; Figure taken from [4].).

about 50% for all types of annotations. This lack of knowledge is sharply contrasted

by the rapid generation of experimental data, as illustrated by Figures 1.3 and 1.4.

These figures shows that despite the exponential growth of the number of microarray

data sets for various studies on human subjects that have been deposited into NCBI’s

GEO database [27] (Figure 1.3), the GO annotations of the genes constituting these

data sets have only grown linearly (Figure 1.4). The only exception to this trend is a

steep growth around December 2003, when a major annotation effort was undertaken

to collect unused functional information in different databases to reduce the number of

unannotated genes. This evidence shows that there is ample scope for the application of

computational approaches for protein function prediction to higher-order organisms, as

well as the development of novel approaches to tackle the outstanding challenges that
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face these approaches.

In this thesis, we have developed several novel methods for reducing the sequence-

function gap by making use of the unutilized and under-utilized information in genomic

data sets, as well as their associated knowledge bases. These methods can be classified

under three categories of challenges faced by the current approaches that they address:

• Effective pre-processing of genomic data sets: High-throughput genomic

data sets often contain signficant amounts of noise and other data quality issues,

which can adversely affect the results of different types of analyses they are used

for, including protein function prediction [28]. Consequently, we developed meth-

ods for handling such data quality issues with gene expression (microarray) data

sets and protein interaction networks that aim to enhance the utility of these data

sets for protein function prediction.

• Handling complex relationships between functional classes: The func-

tional classes to which proteins are assigned are not independent of each other,

as has been traditionally assumed by protein function prediction approaches.

The inter-relationships between these classes have been effectively captured in

the structure of functional classification schemes, such as the Gene Ontology

(GO) [13]. Thus, in this part of our work, we developed a method for incorporat-

ing these inter-relationships into classification-based protein function prediction

algoriths, which enabled us to improve the quality of predictions made for several

functional classes, particularly those with very few member proteins (rare classes).

• Novel biclustering methods for discovering functional modules: Biclus-

tering is an effective method for discovering functional modules, i.e. groups of

functionally related genes, from gene expression (microarray) and other types of

genomics data sets. We developed a novel association analysis-based biclustering

method to address two major challenges with traditional biclustering algorithms,

namely an exhaustive search of all valid biclusters satisfying the definition speci-

fied by the algorithm, and the ability to search for small biclusters. Our approach

addresses both challenges, thus making it possible to discover smaller sized bi-

clusters that are more significantly enriched with specific GO terms than those

produced by the traditional biclustering algorithms.
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The subsequent chapters detail the different aspects of this work. Further details of

these chapters are provided in the following section.

1.1 Overview of Thesis

The chapters of this thesis are organized as described below.

Chapter 2 discusses the problem of disparities between the scale or range of values

collected from individual arrays constituting a diverse microarray data set. Such dis-

parities can adversely affect computations such as correlations between gene expression

profiles, which are integral components of protein function prediction and other analyses

on these data sets. We evaluated the efficacy of several known and novel scaling meth-

ods to reduce these disparities in terms of their ability to recover functionally related

gene pairs, using several types of evidence for functional relatedness. This evaluation

showed that scaling is indeed useful for improving this recovery from gene expression

data sets, and the newly proposed Dsigmoid method is particularly effective for this

task.

In Chapter 3, we explore methods for handling the noise and incompleteness prob-

lems with the currently available protein interaction data. In particular, we investigated

how the information about the set of common neighbors of two proteins in the given

interaction network can help us address these issues. Accordingly, we proposed a shared

neighborhood-based graph transformation procedure that converts the given interaction

network into a new network in which several potentially noisy edges in the original net-

work have been dropped, several valid weighted edges have been added, and weights

assigned to the final set of edges. A particular innovation here was the application of

the h−confidence measure [29], which turns out be a suitable measure for the strength

of the association of two proteins based on their shared neighborhood configuration. An

evaluation based on the comparison of the quality of function predictions made using

the original and the transformed networks showed that such a transformation, particu-

larly using h− confidence, can substantially boost the performance of protein function

prediction algorithms.

The above study is further expanded upon in Chapter 4 by including several other
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measures for shared/common neighborhood-based similarity (referred to as CNS mea-

sures in this chapter) and a larger set of functional classes. The results of this study also

show that graph transformation, particularly using the h − confidence measure, leads

to more accurate predictions of protein function, as compared to those made from the

original network. Further simulation experiments demonstrate that the elimination of a

substantial fraction of noisy edges in the original network is one of the primary factors

behind this improvement. Another factor behind this improvement is the enhancement

of the connectivity between proteins belonging to the same functional class due to the

addition of novel edges during the transformation process. Overall, the methods and

results of this study should help researchers adopt robust pre-processing schemes for

protein interaction networks, which should in turn help them obtain more accurate

inferences from this type of data.

Our work on the incorporation of inter-relationships between functional classes, as

captured in the Gene Ontology [13], into protein function prediction algorithms is pre-

sented in Chapter 5. We propose a k-nearest neighbor-based classification algorithm

that incorporates these inter-relationships, which are in turn quantified using Lin’s

information theoretic semantic similarity measure [30]. This model is evaluated and

compared to the base k-NN classifier over a variety of genomic data sets and functional

classes, and the results show that this incorporation leads to more accurate predictions,

particularly for classes with very few member proteins.

In the final piece of work reported in this thesis, we propose a novel association

analysis-based biclustering algorithm, the details of which are discussed in Chapter 6.

Here, we formulate the problem as well as the algorithm, and prove its ability to exhaus-

tively discover all the relevant biclusters from a given microarray data set. This ability,

as well as that to generate smaller biclusters results in an enhanced power to discover

functional modules that are significantly enriched with specific functional classes from

GO as compared to the traditional biclustering algorithms.

Finally, the conclusions of this thesis and avenues for future research are discussed

in Chapter 7.



Chapter 2

Systematic Evaluation of Scaling

Methods for Gene Expression

Data

2.1 Introduction

Gene expression experiments are a method to quantitatively measure the transcrip-

tion phase of protein synthesis from thousands of genes simultaneously under a given

condition [31]. Due to the ability of these experiments to provide an insight into the sim-

ulatenous activity of thousand of genes, the data produced by these experiments, also

known as microarray data, is used for a variety of biological studies [32]. For instance,

the similarity of the expression profiles of a pair of genes over a set of related conditions

indicates that they are expressed or repressed under the same set of conditions, and

thus are expected to be functionally related.

A necessary step for the effective analysis of gene expression data is its normaliza-

tion [33], where the data is processed “to adjust for effects which arise from variation in

the microarray technology” [34] used to generate the gene expression data sets. Indeed,

several normalization methods, such as LOWESS [35] and SNOMAD [36], have been

devised for gene expression data, that are focused towards removing the biases and

variances coming from different components of the microarray experimental procedure.

10
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Some studies have evaluated these methods for several data sets [37, 38], and suggested

methods for improving them for certain applications [39].

However, even after an experimentally prepared gene expression data set has been

pre-processed using the above methods, there may be inconsistencies between the scales

of measurements in different conditions or samples, which are represented as the columns

of the gene expression matrix. This inconsistency may be induced by various factors,

such as the preparation and processing of different microarrays constituting a gene ex-

pression data set by different laboratories or people, or at different times, or the use

of different methodologies for pre-processing the individual arrays. This inconsistency

in scale is expected to affect the analysis of the complete data set, e.g., the correla-

tion between two gene expression profiles, and thus needs to be handled via further

processing.

To address these issues, several methods have been developed to process gene ex-

pression data, commonly known as the scaling process in statistics [40]. Specifically,

a variety of column scaling and row transformation methods have been used for gene

expression data in different studies [41, 42, 43, 44, 45]. However, a quantitative estima-

tion of their relative performance has been lacking in this domain. In this chapter, we

evaluate several such methods for their effectiveness with respect to the important ap-

plication of protein function prediction, for which gene expression data has been widely

used [46, 47, 44, 48].

This chapter makes the following contributions:

1. We present an evaluation of several commonly used scaling and transformation

methods for gene expression data, such as z-score scaling, quantile normalization,

diff transformation, and two scaling methods, sigmoid and double sigmoid, that

have not been used in this domain to the best of our knowledge.

2. Using a variety of evaluation methodologies based on the prediction of protein

function from gene expression data, we show that the performance of these meth-

ods can vary significantly across different data sets.

3. We provide evidence that the two types of gene expression data, namely temporal

and non-temporal, need different types of analyses in order to use them effectively

for uncovering functional information.
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The following sections describe the methods and materials adopted in this study, as

well as the results obtained.

2.2 Materials and Methods

This section details the gene expression data sets used in this study, the scaling and

transformation methods applied to them, and the methodologies used to evaluate these

methods.

2.2.1 Data Sets

Gene expression data can be represented as a data matrix where the rows represent

genes and the columns represent either individual conditions or the measurement under

a particular condition at different times. For the effective analysis and scaling of gene

expression data sets, it is essential to distinguish between these two types of data sets—

temporal and non-temporal—which we now define more fully.

1. Temporal: The experiments in these data sets measure the expression behavior

of genes that have been exposed to a certain condition at different instances of

time. Thus, there is a well defined relationship between consecutive columns in

these data sets.

2. Non-temporal: These expression data sets are prepared by combining results

from experiments that do not have a temporal relationship with each other. Al-

though they may be related because they provide a comprehensive view of the

phenomenon they are designed to study, they can also be analyzed independently.

Since there is a fundamental difference between the nature of these data, we believe that

different analysis techniques need to be applied to them, and thus distinguish between

them in our study. We also provide evidence supporting this observation in Section 2.4.

In accordance with the above distinction, we selected several data sets of the two

types for S. cerevisiae (budding Yeast), which are summarized in Tables 2.1 and 2.2.

We chose this organism since substantial information is available about the functions

of its genes. Most of these data sets were obtained from the webpage of Yona et al.
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Reference #Genes #Conditions

Gerber et al. [5] 6303 10

Hughes et al. [6] 6316 300

Iyer et al. [7] 6251 12

Saldanha et al. [8] 6314 24

Table 2.1: Summary of non-temporal gene expression data sets used in this study

Reference #Genes #Time Points #Time Series

Zhu et al. [9] 5714 26 2

Shapira et al. [10] 4771 70 4

Table 2.2: Summary of temporal gene expression data sets used in this study

[49]’s study 1 and SMD [50]. The KNNImpute program [51] was used to impute missing

values. Also, it should be noted that all the temporal data sets that we used con-

sisted of several expression time series experiments, as detailed by the last column of

Table 2.2. Section 2.2.3 discusses how each of these time series is processed, and the

results combined to generate a processed version of the complete temporal data set.

2.2.2 Column Scaling Methods for Gene Expression Data

In what follows, we will focus on scaling approaches that handle the problem of differ-

ences in scale. This problem may manifest itself in a gene expression data set in forms

like the following:

• In the case of data sets constructed by concatenating several experiments, some

components may be at a different scale than the others.

• There might be extreme or outlying values in the data set, which may affect the

data analysis adversely.

• Some genes may express more easily than others, thus creating a bias in the

expression values. For instance, Myers et al. [52] showed that a significant fraction

1http://biozon.org/tools/expression/instructions.html
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of the set of most co-expressed genes in their data set belonged to the ribosome

pathway, thus suggesting that genes belonging to this pathway may express more

easily than others.

Following is a brief description of scaling methods that attempt to reduce the effect of

these scale issues on the analysis of gene expression data. All these methods are applied

to the columns of the gene expression matrix, except for Quantile normalization, which

does this implicitly.

Unitnorm Scaling

In linear algebra, a common way of bringing a set of vectors to the same scale is to

transform them to unit vectors by dividing each component of a vector X by its length

as indicated in Equation 2.1.

Unitnorm(X) =
X

||X||2
(2.1)

This scaling has been used in various domains, such as text mining, where this

method is used to reduce the effect of varying document lengths [53].

Z-score-based Scaling

In statistics, a common method of making different data vectors comparable is by shift-

ing the values in a vector by the mean of their values, and scaling them by their standard

deviation. This converts each value into a deviation from the mean. If the mean of a

data vector is 0, then this scaling is the same as the previous scaling, except for a con-

stant. The mathematical formula for this scaling, which we refer to as Znorm, is shown

in Equation 2.2.

Znorm(X) =
X − X̄

σX

(2.2)

This approach, which is also known as standardization in statistics, also has many

biological applications, e.g., the evaluation of protein structure alignment scores [54].

Indeed, z-scores are also commonly used for the scaling of gene expression data [41, 42].

Also, some other scaling methods, such as that used by Bergmann et al. [55], are

mathematically equivalent to Znorm.
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Quantile Normalization

This is another popular scaling method for gene expression data [43, 56]. It attempts to

transform data from two different distributions to a common distribution by making the

quantiles of the distributions equal. This has the potential for adjusting for differences

beyond those of location and scale. Bolstad [43] has suggested the following algorithm

for using this method for scaling a given set of vectors, assuming that there are no

missing values.

Quantile Normalization Algorithm

1. Given n vectors of length p, form X of dimension p × n, where each vector is a

column in X.

2. Sort each column of X to give Xsort.

3. Take the means across rows of Xsort and assign this mean to each element in the

row to get a quantile equalized X
′

sort.

4. Get Xscaled by rearranging each column of X
′

sort to have the same ordering as the

original X.

Various other types of quantile-based data scaling have been proposed [57]. For ease

of implementation, we used the quantilenorm function in the MATLAB bioinformatics

toolbox2, which implements Bolstad’s algorithm detailed above.

Sigmoid Family of Scaling Methods

The final set of scaling methods considered takes a distribution-oriented approach, which

has been reported by several authors as being important for effective processing of the set

of values obtained from a gene expression experiment [58, 49]. For instance, Figure 2.1

shows the distribution of expression values in the 5th experiment (column) of Gerber et

al. [5]’s data set (matrices) respectively. In addition to the very normal-like distribution

shown by this histograms, it can be observed that there are several outlying values in

this vector, such as those lying outside of the range [−2, 2]. It is important to consider

both the underlying distribution and the presence of outliers in order to develop an

effective scaling method.

2http://www.mathworks.com/products/bioinfo/
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Figure 2.1: Normal-like distributions of expression values in column 5 of Gerber et al.
[5]’s data set.

Here, we first introduce a scaling method that take into account the consideration

that extreme or outlying values should not distort the data analysis significantly. This

family is based on the sigmoid function, defined in Equation 2.3, which is commonly

used to introduce non-linearity in neural networks [59].

Sigmoid(x) =
1 − e−x

1 + e−x
(2.3)

An interesting property of this function is that the extreme values in the input are

bounded by ±1. This implicitly eliminates the effects of extreme values in the data,

thus making it suitable for scaling gene expression data. However, the Sigmoid(x)

function has the significant weakness that it takes only the value of x, and not the

background distribution of x, into account when determining the final scaled value.

Another important point to consider is that in the case of gene expression data, a

value of 0 in the log-ratio matrix of the original red and green intensities is defined

as the expression value of a gene that is completely neutral under the given condition.
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Figure 2.2: Double sigmoid function.

However, due to noise factors, this value may be distorted by a small amount. Thus,

it may be useful for some experiments that values in a small neighborhood of zero be

treated effectively as zero. The standard Sigmoid function doesn’t do this.

These considerations indicate that the Sigmoid function should be modified so that

it takes the distribution of values into account, and also does a local smoothing around

the center of the distribution. The second factor can be accounted for by breaking the

sigmoid function into two ranges [−1, 0) and (0, 1] and defining separate modifications

of the Sigmoid function on them, thus converting the original function into the double

sigmoid (Dsigmoid) function. Though this function has been mathematically formu-

lated and used in other studies [60], we chose the formulation of Equation 2.43, since it

enables us to incorporate the first factor also:

Dsigmoid(x) = sign(x − d)(1 − exp(−(
x − d

s
)2))) (2.4)

Here d and s are the centering and the steepness factors of the function respectively.

A sample output of the Dsigmoid function is shown in Figure 2.2. It can be observed

from this plot and Equation 2.4 that our formulation of the double sigmoid function is

very close to the probability distribution function of the normal distribution N(X̄, σ2
X

),

3http://en.wikipedia.org/wiki/Sigmoid function



18

if d = X̄ and s = σ2
X

for a vector X. This observation further supports the use of

Dsigmoid for scaling gene expression data, since there is evidence that the distribution

of gene expression values is approximately normal [61, 62]. This perspective is further

strengthened by Figure 2.1, which illustrates that the distribution of expression values

under a certain condition is close to normal. Thus, due to these considerations, we used

the double sigmoid scaling method as one of the scaling methods in this study. The

method was implemented by transforming each value Xi in a vector X to Dsigmoid(Xi)

using Equation 2.4.

To the best of our knowledge, this family of methods has not been used for the

pre-processing of microarray data.

2.2.3 Row Transformation Methods for Temporal Expression Data

Unlike non-temporal expression data sets, in temporal expression data sets, the expres-

sion of genes is measured at consecutive time points in an experiment, and thus there

are inherent relationships among the different columns of a temporal expression data

matrix. The inter-relationships need to be factored into the scaling process.

A common method for this task is to use the values at a set of consecutive time

points to derive a new time series that is better suited for the desired application. We

refer to this process as a transformation, and investigated the following methods for this

task:

1. Smoothing by moving average: A popular method of analyzing time series

data is by smoothing the time series values in a sliding window of duration k by

averaging them. This is known as the moving average (MA) method [63]. This

method has not been used for gene expression data, but is popular method in

many domains for analyzing time series data, e.g., climate data [64] and circadian

gene expression data [65].

The transformation from X1...n to X′
1...n−2

, both being time series, is defined by

Equation 2.5. This method provides several advantages, such as smoothing, the

reduction of the effect of outliers and noise, and compensation for small phase lags

between two time series.

X ′
i =

1

k

t=i+k−1
∑

t=i

Xt (2.5)
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We used the commonly used value of k = 3 in our implementation.

2. Differences between consecutive points: Another method of taking the struc-

ture of time series into account is to define new features whose values are the dif-

ferences between the values at two consecutive points in a time series. Doing this

removes the effect of the magnitude of the time series,but preserves the magnitude

of the changes from one time period to another.

This method transforms the original time series vector X1...n into a new vector

X′
1...(n−1) using the simple formula X ′

i = Xi+1−Xi, and thus takes only the trend

of change between the time points into account, and not the absolute values. This

helps reduce the effect of offsets in the values that may be due to experimental error

or other factors, and has been used for the functional classification of temporal

gene expression data [66, 44]. We refer to this method as the Diff method in the

subsequent discussion.

3. Z-score: In many instances, time series are best compared by considering only

deviations from the average. This can be accomplished by using the Z − score,

which was given in Equation 2.2. Indeed, this method has been shown to be useful

in several time series applications, such as the mining of Earth science data [67],

and has also been used for the transformation of temporal gene expression data

for subsequent analysis [41, 45]. Thus, we used this method in our analysis, and

it is referred to as the Ztrans method in the following discussion.

Finally, it should be noted that the temporal expression data sets used in this study

contained multiple time series as detailed in Table 2.2. Since each of the above transfor-

mations is defined only for a single time series, each transformation is applied separately

to each time series, and the final transformed gene expression matrix is obtained by con-

catenating the transformed vector for each gene individually. This process makes sense

from a data analysis perspective since each of the time series may follow different dis-

tributions of values and thus need to be analyzed separately, followed by a combination

of the results. Notably, this is in contrast to the approach adopted by most analyses of

time series expression data [10, 68], which scale the entire expression profile of a gene

as a whole.
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In summary, the temporal gene expression data sets, say M , are scaled using the

following two-step algorithm:

1. Transform M using the above three transformations.

2. Apply the scaling methods discussed in Section 2.2.2 to the columns of each of

the three matrices produced above, as well as to the raw data matrix.

This algorithm produces 3×6 = 18 scaled matrices corresponding to each transformation-

scaling combination. In addition, we also included all scaled matrices produced by

applying only the scaling methods described in Section 2.2.2 to M .

2.2.4 Similarity Measure

Finally, an important component of our study is the measure used to estimate the

proximity, i.e., similarity or distance, between the expression profiles of two genes. For

this purpose, we used Pearson’s correlation coefficient, which has been commonly used

for analyzing gene expression data [69].

2.3 Evaluation Methodology

Suppose an expression matrix M has been scaled using a method A (with or without

the row transformation step) to produce MA. In order to evaluate the method A in

terms of their effectiveness in magnifying the available functional information in M ,

we examined the pairwise links between genes ranked by their expression similarity in

MA to see if the most highly ranked links tend to connect genes with similar function.

The functional evidence is derived from three sources, namely Yona et al. [49]’s data

set of relationships, SwissProt keywords [21] and the FunCat classification scheme [70],

each of which represents a different form of the definition of protein function. We chose

to perform our evaluation with this variety of sources of functional relationships since

protein function is not a precisely defined concept. This evaluation process is applied

to each of the scaled versions of M , and the results are compiled in order to judge the

relative performances of different scaling methods. The following subsections provide

the details of the three types of functional information and how they are used for the

evaluation.
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2.3.1 Recovery of Observed Functional Relationships (ObservedFun-

cRels)

This knowledge consists of experimentally observed interactions between pairs of pro-

teins in an organism. We used a set of 41902 such pairwise interactions used by Yona

et al. [49] in their evaluation study of the most appropriate similarity measure for gene

expression profiles. This set is constructed using four types of interactions, namely (i)

physical protein-protein interactions, (ii) metabolic pathway co-membership of enzymes,

(iii) co-regulation by the same promoter, and (iv) co-membership in sequence homology

clusters.

For this set of functional relationships, the evaluation methodology used was also

the same as that adopted by Yona et al. [49]. Here, the pairwise similarities are

calculated among all expression profiles in the given data set, and the gene pairs are

sorted in descending order according to their corresponding expression similarities. Now,

starting from the most similar gene pair, the total number of pairs which are known to be

functionally related according to the above set, are cumulatively added. These numbers

can then be used to produce a plot of the number of true functional relationships

recovered versus the number of gene pairs analyzed in the order of decreasing similarity.

2.3.2 SwissProt Keyword Recovery (KeywordRecovery)

The next category of functional information we used was derived from keywords assigned

to protein entries in the SwissProt database [21]. Each protein in this database is

assigned a set of keywords, such as hydrolase, DNA binding and repressor, that indicate

a form of functional information about it. We considered only 179 of these keywords

that had an annotation frequency of between 10 and 600 among the proteins of S.

cerevisiae. This selection eliminates the keywords that are over-abundant or very rare

and may distort a frequency-based analysis.

In this methodology, the well-known keyword recovery (KR) metric is used for eval-

uation. This is a commonly used metric when the result of the prediction algorithm are

pairwise functional links between proteins [71, 72]. Given a query protein P , and the

set of proteins directly linked to it Nbd(P ), the keyword recovery performance of an

algorithm is computed using Equation 2.6.
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KR =
1

N

N
∑

i=1

x
∑

j=1

Fij

Fi
(2.6)

Here, Fi is the total frequency of all the keywords appearing in Nbd(P ), Fij is the

frequency of the jth keyword of P in Nbd(P ), x is the total number of keywords of P ,

and N is the total number of proteins in the network. Thus, KR measures the recall of

the original keyword annotations in the resulting protein relationship graph.

The use of this method for evaluating scaling methods is straightforward. Once the

gene expression matrix M has been scaled using a method A, the k most similar gene

pairs in terms of their scaled expression profiles are treated as edges between two nodes,

and a graph GA,k is constructed by combining all the edges so found. The quality of

this graph is evaluated using the KR metric defined in Equation 2.6. Now, increasing

the value of k from numedgesmin to numedgesmax produces a set of keyword recovery

values for method A, and this process is repeated for all the scaling methods considered.

Finally, the different methods are compared by plotting these sets of KR values together.

2.3.3 Similarity of Functional Labels (SimFuncLabels)

The third type of functional relationships we used are derived from the annotations of

yeast proteins using the FunCat functional classification scheme [70]. Since FunCat is

a hierarchical scheme, we used the 81 classes at a depth of two from the root of the

hierarchy.

Now, for the proteins annotated with these classes, an annotation vector is con-

structed for each protein, containing 1 for the classes that the protein is annotated

with, and 0 for the others. Once this set of vectors has been constructed for all the

proteins, it is partitioned using the CLUTO clustering toolkit [73]. Then, functional

links can be derived from these clusters by simply treating each cluster as a clique, and

two proteins are considered functionally related if they are part of the same clique. In

order to avoid spurious relationships, we chose the minimum size of each cluster to be 20

in order for it to be used for extracting functional relationships, since we observed that

most of the small data sets had a low internal similarity, and thus were not very tight.

The remaining clusters had a high internal similarity (usually over 0.8), which implies

that a large majority of the protein in these clusters had an identical set of labels, thus

justifying their use for extracting functional relationships.
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Finally, once the set of relationships has been derived, the evaluation methodology

is completely identical to that adopted in the ObservedFuncRels methodology, since

the experimentally observed relationships there could be conveniently replaced by these

functional label-based relationships.

2.4 Results

In this section, we discuss the application of the overall evaluation methodology to

several gene expression data sets. We present results for the two types of expression

data, namely non-temporal and temporal separately due to the conceptual difference

between the two types discussed in Section 2.2.1.

We only show the portions of the complete plots that correspond to the most highly

ranked gene pairs in terms of their expression similarity, as they are the ones expected

to include the most function information. These plots in this section are best viewed in

color. Also, in addition to the results of the scaling methods, we also plot the results

obtained from the unscaled data set, and those obtained by a random selection of gene

pairs. For the ObservedFuncRels and SimFuncLabels evaluation methods, the random

selection results were approximated by the following line:

y = (
total # functional links

# possible links for evaluation methodology
) × x

On the other hand, results for random selection with the KeywordRecovery method are

obtained by randomly selecting k gene pairs for various values of k using a uniform

distribution, and evaluating the KR metric for each of the graphs so constructed.

Note that the plots shown in this section are best viewed in color and in sizes larger

than shown here.

2.4.1 Evaluation of scaling methods for non-temporal gene expression

data

For this evaluation, we applied the following scalings listed in Section 2.2.2 to the

columns of these data sets: Unitnorm, Znorm, Sigmoid, Dsigmoid, and Quantile. Fig-

ures 2.3-2.6 show the results of evaluation according to the (a) ObservedFuncRels,
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(a) Results using ObservedFuncRels
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(b) Results using KeywordRecovery
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(c) Results using SimFuncLabels

Figure 2.3: Evaluation of scaling methods on Gerber et al. [5]’s non-temporal data set.

(b) KeywordRecovery and (c) SimFuncLabels evaluation methodologies for four non-

temporal expression data sets. The following general observations that can be made

from these results. Firstly, for almost all these data sets, almost all the scaling methods

are able to extract more accurate functional relationships than those extracted from the

raw unscaled version of the data sets. This indicates that scaling, even using simple

methods, is able to enhance the functional content of most non-temporal gene expression

data sets.

Examining the results more closely, we observe from Figure 2.3 that the Dsigmoid

method performs well for the corresponding data sets. For instance, when applied to

the columns of the data matrix of Gerber et al. [5]’s data set, it is able to outperform
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(a) Results using ObservedFuncRels

0 200 400 600 800 1000 1200 1400 1600 1800 2000
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Gene pairs ordered by similarity

K
ey

w
or

d 
re

co
ve

ry

 

 

Raw
Unitnorm
Znorm
Quantile
Sigmoid
Dsigmoid
Random

(b) Results using KeywordRecovery
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(c) Results using SimFuncLabels

Figure 2.4: Evaluation of scaling methods on Hughes et al. [6]’s non-temporal data set.

substantially almost all other methods in Figures 2.3(b) and 2.3(c), and is close to the

top performer in Figure 2.3(a). In Figures 2.4(a–c), the Dsigmoid method is among the

top performers.

In another set of results, Figures 2.5 and 2.6 show that for some non-temporal

expression data sets, the Unitnorm scaling method produces the best results. This

observation is supported most strongly by Figures 2.5(c) and Figure 2.6(c), which show

the performance of various scaling methods on Iyer et al. [7]’s and Saldanha et al.

[8]’s data sets, according to the SimFuncLabels evaluation methodology. It can also

be noticed that for these data sets, Dsigmoid also produces good results, as shown by

Figures 2.5(a) and 2.6(a), thus indicating its utility for scaling various types of non-

temporal expression data sets. We believe that the better performance of Unitnorm as
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(a) Results using ObservedFuncRels
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(b) Results using KeywordRecovery
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(c) Results using SimFuncLabels

Figure 2.5: Evaluation of scaling methods on Iyer et al. [7]’s non-temporal data set.

compared to Dsigmoid for these data sets is because of the relatively smaller fraction

of extreme values in their columns, due to which their norms are not affected adversely.

Last but not the least, we observe that the Quantile, Znorm and Sigmoid scaling

methods also generally produce functionally richer matrices than the raw gene expres-

sion data. Thus, although they do not produce significantly better performance for

the variety of non-temporal data sets considered, it is possible that they are able to

outperform the other methods for data sets that have different characteristics than the

ones considered. In summary, the scaling of non-temporal gene expression data is a

desirable pre-processing step that enables the extraction of more accurate information

about protein function than that obtained from the raw data set that may have been

processed only to remove experimental biases and errors.
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(a) Results using ObservedFuncRels
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(b) Results using KeywordRecovery
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(c) Results using SimFuncLabels

Figure 2.6: Evaluation of scaling methods on Saldanha et al. [8]’s non-temporal data
set.

2.4.2 Evaluation of scaling methods for temporal gene expression data

We now present the results of our evaluation of scaling methods for temporal expression

data sets, which are applied using the algorithm in Section 2.2.3. We tried all combina-

tions of row transformation methods (no transformation (Raw), MA, Diff and Ztrans)

and column scaling methods (no scaling Raw, Unitnorm, Znorm, Sigmoid, Dsigmoid and

Quantile). However, to simplify presentation, we show results only for the best column

scaling for each row transformation method. The best methods are identified using the

area under the curve of the plots produced by the respective evaluation methodology.

Figures 2.7 and 2.8 show the results produced by the (a) ObservedFuncRels and (b)

KeywordRecovery and (c) SimFuncLabels evaluation methodologies on Zhu et al. [9]’s
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(a) Results using ObservedFuncRels
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(b) Results using KeywordRecovery
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(c) Results using SimFuncLabels

Figure 2.7: Evaluation of scaling methods on Zhu et al. [9]’s temporal data set.

and Shapira et al. [10]’s data sets respectively. The following observations can be made

from these results:

1. In all the plots, there is at least one transformed and/or scaled version of the

raw data set that produces better results than the raw data set. This shows that

scaling can be useful for enhancing the functional content of temporal data sets.

2. For all the evaluations on both the data sets, some combination of a transformation

before scaling produces significantly better results than just applying a scaling

method to the columns of the data matrix. For instance, the Ztrans method

(followed by Dsigmoid scaling) produces the best results in Figure 2.7(a), while

the Diff method (followed by Unitnorm scaling) performs the best in Figure 2.8(a).
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(a) Results using ObservedFuncRels
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(b) Results using KeywordRecovery
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(c) Results using SimFuncLabels

Figure 2.8: Evaluation of scaling methods on Shapira et al. [10]’s temporal data set.

3. Almost all the results show that the Ztrans method of time series transforma-

tion produces the best results among all transformation methods, such as in Fig-

ures 2.8(b) and 2.8(c). Interestingly, the commonly used Diff, and MA transfor-

mations produce worse results than the raw data set in most of the evaluations.

4. Finally, Figures 2.7(b) and 2.7(c) show that the best performing version of the

data set is that produced by applying the Ztrans method to the original matrix,

and no scaling subsequently. These plots show this method produces a small gain

over the raw data matrix, which produced equivalent results as those produced

by applying a simple z − score-based transformation to an entire gene expression

profile, since correlation is a scale- and shift-invariant measure. These small but
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consistent gains, which are also observed for other data sets (results omitted for

brevity), indicate that transforming each constituent time series in a data set

separately, and combining the resultant series, is indeed important for getting

more accurate functional information.

In summary, transformation and scaling of temporal gene expression data does in-

deed enhance the functional content of temporal gene expression data sets. However,

the fact that only one or a few more simple transformation and scaling methods are able

to outperform the raw data set, and the lack of a consensus on the best scaling method

to be used after the Ztrans transformation, indicates that the simple methods adopted

in this study, though useful, may not be able to extract all possible information from

the temporal data sets. Hence, it may be fruitful to use more sophisticated techniques

such as normalized B-splines [74] for such analyses.

2.4.3 Difference between non-temporal and temporal expression data

In the results presented earlier, we handled non-temporal and temporal gene expression

data sets differently – on non-temporal data, we performed column scaling only, while on

temporal data, we performed row transformation before column scaling. The hypothesis

underlying this distinction is that the set of experiments in a time series expression

measurement are related to each other. As noted in Section 2.4.2, the best results

for temporal data sets are always obtained when a transformation is applied to the

time series (rows) before any of the scaling methods is applied to the experiments

(columns). Furthermore, column scaling methods, used by themselves (i.e., without row

transformation), generally produce comparable or worse results than the raw expression

data set. This shows that using a row transformation is useful for temporal expression

data sets, and skipping this step, as in non-temporal data sets, may lead to loss of

information.

Now, in order to show that row transformation is not useful for non-temporal ex-

pression data sets, we analyzed the effect of using a row transformation followed by

column scaling of a non-temporal data set, and compared it to the best column scaling

method for it. In accordance with the definitions of the transformation methods used,

we treated the entire expression profile of a gene as a time series and the individual
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(a) Gerber et al. [5]’s non-temporal data set
scaled both as a non-temporal and a temporal
data set.
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(b) Saldanha et al. [8]’s non-temporal data set
scaled both as a non-temporal and a temporal
data set.

Figure 2.9: Comparison of the best scaling methodss for non-temporal and temporal
expression data sets.

measurements as consecutive time points.

Figure 2.9 illustrates the results of this analysis for two data sets, namely those of

Gerber et al. [5] and Saldanha et al. [8], performed using the SimFuncLabels evaluation

methodology. For brevity, we only show the results of the best scaling and the best

transformation-scaling combination for these data sets. Both the plots show that for

these non-temporal data sets, using only a scaling method produces significantly better

results than those produced by applying a row transformation before column scaling,

particularly in Figure 2.9(a).

2.4.4 Learning the best scaling method

The previous sections showed that while scaling is a useful pre-processing operation for

gene expression data sets, the most appropriate scaling method may vary for different

data sets. This raises the important question of how does one pre-determine the best

scaling method for a data set that is to be analyzed. A possible approach for this is to

use data for which the ground truth is currently known to determine the best scaling

method, and use it for the rest of the data. To test this hypothesis, we applied the

ObservedFuncRels evaluation methodology on a subset of the data set, and tested the
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(a) Comparison of scaling methods on a random
half of Gerber et al. [5]’s data set.
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(b) Comparison of transformation and scaling
methods on a random half of Shapira et al. [10]’s
data set.

Figure 2.10: Illustration of learning an appropriate scaling method for a gene expression
data set in a training-testing setting.

consistency of these results with those obtained from the entire data set. We used the

ObservedFuncRels methodology, since the ground truth here consists of pre-specified

protein-protein interactions, and these do not depend on the data set for which scaling

methods are being evaluated.

Figures 2.10(a) and 2.10(b) show the results of evaluating different scaling methods

for random halves of Gerber et al. [5]’s non-temporal and Shapira et al. [10]’s temporal

data sets. These plots show that even using only half of the data set, the relative ordering

of the performance of different scaling methods is almost identical to that obtained from

the entire data sets, shown in Figures 2.3(a) and 2.8(a) respectively. Similar results were

obtained for other random trials on these and other data sets. This indicates that a

good scaling method can be accurately learned from a subset of the data.

2.5 Conclusions and Future Work

In this chapter, we reported an extensive evaluation of scaling and transformation meth-

ods for gene expression data, using three methodologies for evaluating the effectiveness

of these methods for the task of discovering functional information from these data sets.

Following are the main results that were derived from this evaluation study:
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1. The performance of different scaling (and transformation) schemes may vary sig-

nificantly over the data sets and types of functional information being predicted.

2. For non-temporal gene expression data, most of the commonly used scaling meth-

ods improve the performance, but some improve the performance a lot more than

others. In particular, the double sigmoid function-based Dsigmoid method per-

forms significantly better than others for several combinations of data sets and

functional information. This is interesting, as this method has not been used pre-

viously by the bioinformatics community for gene expression analysis, to the best

of our knowledge.

3. While some transformations (followed by scalings), such as Ztrans, do improve

the prediction performance for temporal gene expression data, some commonly

used transformations (followed by any scalings) perform worse than raw data.

This indicates that great care needs to be taken in the selection of the right

transformation, particularly for temporal data.

4. For temporal expression data where the expression profile of a gene is constructed

by combining several time series expression measurements, it is advantageous to

transform each constituent time series separately than to transform the entire

collection of series combined.

5. The transformation/scaling combinations that work best for temporal data tend

to be different than those for non-temporal data. For temporal data, it is often

useful to first perform a row transformation and then a column scaling, while

for non-temporal data, it is best to just perform a scaling. More generally, this

indicates that temporal and non-temporal data need different types of analyses.

6. The best transformation and scaling methods for a data set-functional evidence

combination can be learned from a training set for which the ground truth is

known. In our study, this hypothesis is validated by illustrating that the relative

performance of scaling methods on half of the available labeled data is similar to

their relative performance on the entire data set.

In our work, the evaluation of different scaling methods for gene expression data was

done in the context of protein function prediction. Similar evaluation can be done for
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other contexts, such as the identification of genes involved in diseases like cancer and

diabetes [75, 76]. At a more theoretical level, an effort can also be made to obtain a

better understanding of the mathematical properties of a given data set that make it

more suitable for specific scaling and transformation methods.



Chapter 3

Association Analysis-based

Transformations for Protein

Interaction Networks: A

Function Prediction Case Study

3.1 Introduction

Protein interaction networks are one of the most promising types of data for study-

ing complex biological systems, as well as for addressing specific problems, such as

identifying disease-related proteins [77] and finding functional modules and functions

of individual proteins [48, 3]. In particular, since functionally related proteins tend to

be highly inter-connected in these networks, several approaches, such as neighborhood-

based prediction [78] and FunctionalFlow [79], have been proposed for predicting the

functions of unannotated proteins using this type of data.

However, despite the rich information embedded in protein interaction networks,

they face several data quality challenges that adversely affect the results obtained from

their analysis. One of the most prominent of these problems is that of noise in the data,

which manifests itself primarily in the form of spurious or false positive interactions

[80, 81]. For instance, Hart et al. [81] have estimated that, as of 2006, the average false

35
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positive rate of a collection of high-throughput S. cerevisiae interaction data sets was as

high as 72%. Studies have shown that the presence of noise in these networks has signif-

icant adverse affects on the performance of protein function prediction algorithms [28].

Another important problem facing the use of these networks is their incompleteness, i.e.,

missing biologically valid interactions in the current interaction data sets [80, 81, 82].

This lack of completeness is mainly caused by the specific targeting of bait and prey

proteins by individual studies (based on criteria such as functional annotations), which,

by its very nature nature, can only generate small samples of the entire interactome of

an organism. As a result, Hart et al. [81] have estimated that, despite several stud-

ies that have generated interaction data, the budding yeast and human interactomes

were respectively only about 50% and 11% complete in 2006. Not surprisingly, the

incompleteness of such valuable data leads to missed biological insights that could have

otherwise have been gained if this data was available. Thus, although the numbers

presented above are only estimates, it is clear that noise (false positives) and incom-

pleteness (false negatives) are major challenges facing protein interaction data that need

to be dealt with in order to obtain richer information from them.

Here, we study a set of techniques that make use of the structure of the given

interaction network to address these issues of noise and incompleteness. For the purpose

of explaining these techniques, note that we represent a protein interaction network as

an undirected graph, with proteins being represented by nodes and interactions by

edges1. We also assume that weights reflecting the reliabilities of individual interactions

are assigned to the corresponding edges. Most traditional approaches for the analysis

of protein interaction network are based on this representation, and focus on the direct

interactions (edges directly connecting two nodes) to conduct their analysis.

Based on this graph-based representation, a possible approach to the problems dis-

cussed above is to transform the original interaction graph into a new weighted graph

such that the weights assigned to the edges in the new graph more accurately indicate

the reliability and strength of the corresponding interactions, and their utility for pre-

dicting protein function. In our study, a graph transformation converts an undirected

graph G =< V, E, W > to a new graph G′ =< V, E′, W ′ >. Note that the new weighted

1For this reason, the sets of terms (”network”,”graph”), (”protein”,”node”) and (”interac-

tion”,”edge”) will be used interchangeably in this chapter.
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graph may have some new edges (i.e., edges that had 0 weight in the original graph)

and may skip some edges that were present in the original network. This elimination

of spurious edges can reduces the noise and the addition of viable edges can reduce the

incompleteness of the original interaction network.

Interestingly, the alternate representation of the G as an adjacency matrix A|V |×|V |,

where A(p1, p2) = 1 if p1 and p2 interact, allows the application of association analysis

techniques [83] to the task of creating a new weighted adjacency matrix A′
|V |×|V | corre-

sponding to G′. Association analysis is a field of data mining that is focused primarily

on the analysis of objects that co-occur frequently in a data set, and are thus hypoth-

esized to be associated with each other. Several types of such frequent patterns and

algorithms for discovering them efficiently have been proposed, the most common ones

being frequent itemsets and the Apriori algorithm respectively [84, 85, 86]. Recently,

a new type of frequent pattern known as a hyperclique has been proposed for address-

ing the problem of skewed distributions of object frequencies in binary data [29]. This

pattern is based on the h− confidence measure. This measure for an pattern is simply

the number of times the constituent items appear together, divided by the maximum

number of times that any one of the items occurs by itself. Thus, objects that are part

of a hyperclique derived at a high h-confidence are tightly associated with each other,

and those that are not a part of any hyperclique are often noisy objects.

Indeed, this idea has produced good results when applied to finding patterns in a

number of situations, including those involving noisy data. In one study [87], hyperclique

patterns were used to remove noisy objects from document and gene expression data. In

another study [88], hyperclique pattern discovery was applied to protein complex data

to find functional modules. Specifically, the set of protein complexes was represented as

a binary data set whose attributes corresponded to the presence or absence of proteins,

while the hyperclique patterns found in such data were treated as candidate functional

modules, i.e., groups of proteins have related functions. Examination of the hyperclique

patterns showed that many of the hypercliques did contain several functionally related

proteins.

This success of hypercliques in noise removal from binary data, coupled with the

representation of protein interaction graphs as a binary matrix to which association

analysis techniques can be applied, motivated us to address the graph transformation
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problem using an approach based on h − confidence. We perform this task in two

ways. In the first, we compute new edge weights for pairs of proteins by computing the

h-confidence between them based on the binary adjacency matrix, A. This is equivalent

to the process of finding hyperclique patterns of size two in the adjacency graph. Second,

if the weighted adjacency matrix of the original graph Aw is available, we employ a

continuous version of h-confidence to compute new edge weights between all pairs of

proteins. Thus, depending on whether the input graph was weighted or unweighted,

we produce one or two transformed graphs, both of which may have edges and weights

different from the original graph. This transformation is expected to reduce noise in the

network since the resultant edges that have a high weight are likely to connect proteins

that have a strong association in the original interaction network.

In order to evaluate the efficacy of the resultant networks for protein function predic-

tion, we provided the original and the transformed networks as input to the Function-

alFlow algorithm [79]. FunctionalFlow is a graph theory-based algorithm that enables

weakly connected proteins in the network to obtain functional annotations from distant

proteins, and has produced better results than several other function prediction algo-

rithms. The results obtained from our experiments show that the transformed graphs

are significantly more capable of accurately predicting protein function as compared to

the original network, as well as other recently proposed transformations methods that

we evaluated. In addition, the improvement in performance was larger for networks

for which the reliabilities for the edges were estimated indirectly using sources such as

gene expression data, as compared to reliabilities computed using experimental means

or functional annotations of the interacting proteins.

An association analysis-based approach to graph transformation is just one of the

possible approaches. For comparison, we also consider a couple of other approaches.

One such algorithm [89] computes the strength of the edge between two nodes in the

transformed graph as the probability that they shared a given number of neighbors in

the original graph by chance. Other studies have directly used the number of common

neighbors between two proteins, or a minor variation thereof, to estimate the reliability

of an interaction between the two proteins [90, 91]. These approaches are detailed in

Section 3.3, and our evaluation shows that our h − confidence-based transformation

approach outperforms them for the task of protein function prediction.
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3.1.1 Contributions of our work

This chapter makes a contribution to the task of protein function prediction by propos-

ing novel association analysis-based transformation methods based on h-confidence for

protein interaction networks. This includes a technique for evaluating the reliabilities

of the edges for unweighted networks, and a method to produce more noise-resistant

weights for weighted networks. Through extensive evaluation, we show that the pro-

posed transformations and weighting methods lead to the prediction of more accurate

functional annotations for proteins in the network. This is due to the smaller amount

of noise and a more complete set of biologically viable interactions in the transformed

network.

More generally, this work provides a novel example of an application where frequent

patterns (hypercliques here) are extracted in the traditional market-basket setting from

a symmetric binary matrix. In addition, we propose a new formulation for the h-

confidence measure for pairs of vectors containing continuous values. Although the focus

for both these techniques is on producing better graphs for protein function prediction,

both approaches could be profitably applied to other data mining problems.

3.1.2 Overview of the chapter

The remainder of the chapter is organized as follows. Sections 3.2 and 3.3 provide the

necessary background information for the rest of the chapter by describing the function

prediction and graph transformation techniques used. Sections 3.4 and 3.5 detail the

infrastructure of the study in the form of data sources and the evaluation methodology

used respectively. Finally, we present the results of this evaluation in Section 3.6 and

make concluding remarks in Section 3.7.

3.2 Protein Function Prediction Using FunctionalFlow

As mentioned earlier, due the richness of functional information in protein interac-

tion networks and their systematic representation as a graph, several computation

approaches have been proposed for inferring protein function from one or several in-

teraction networks [91, 79]. These approaches can be broadly classified into four cate-

gories [48]:
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• Neighborhood-based approaches: These approaches assign functional labels

to an unannotated protein by transferring labels from its neighborhood [78, 91].

• Clustering-based approaches: These approaches construct functional modules

by discovering densely connected regions in the interaction network, and assign

unannotated proteins the most dominant label(s) in their corresponding mod-

ule(s) [92].

• Global propagation-based approaches: These approaches utilize the entire

connectivity structure of the network in order to transfer the annotations of dis-

tantly connected proteins to the query protein(s) [79, 93].

• Association analysis-based approaches: These approaches use association

analysis algorithms to detect frequently occurring sets of interactions in interaction

networks, and hypothesize that these subgraphs denote function modules [88].

Due to their ability to gather predictions from the whole network and confidently

assign them to unannotated proteins, approaches in the last category have generally

produced the best results in protein function prediction from interaction networks [48].

In particular, the FunctionalFlow algorithm [79] was shown to outperform several other

function prediction approaches in a comprehensive evaluation study by its authors.

It also has the advantage of being backed by well-founded graph theoretic concepts.

Due to these merits, we chose FunctionalFlow as the base algorithm for evaluating the

effectiveness of various transformed graphs for the task of protein function prediction.

FunctionalFlow is based on the concept of network flow in graph theory [94]. How-

ever, since network flow is defined for directed graphs, FunctionalFlow uses an iterative

algorithm for interaction networks, which are represented as undirected graphs. For

each function a, the set of proteins annotated with a are treated as sources, the other

proteins as sinks, and the weights are used as capacities of the corresponding edges in

the graph. The algorithm then iteratively ”flows” the functional annotations from the

sources to the sinks, using a downhill flow strategy. In this strategy, the annotations

flow only from a more full node to a less full one directly connected to it, while main-

taining the constraint that the flow on the edge does not exceed its capacity. At the

end of the pre-specified number of iterations, all the nodes in the network have a certain
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functional score for a, from which annotations are made using a threshold on this score.

Repeating this process for all the functions in the given set of annotations produces the

required functional annotations for the set of query proteins.

The above description indicates that the good results of FunctionalFlow can be at-

tributed to the use of annotations from both close and distant neighbors in the network,

as well as the effective use of edge weights to control the flow of annotations from one

protein to another. In other words, an interaction graph with more accurate edges and

weights is expected to yield better function predictions.

3.3 Graph Transformation

This section describes the various techniques that we used for graph transformation,

i.e., to transform the original interaction graph G =< V, E, W > to a new graph

G′ =< V, E′, W ′ >. As mentioned, edges may be either deleted or added to address

the problems of the noisiness and incompleteness of the data, respectively. A number of

recent techniques that have been developed for this purpose are described next. They

employ a variety of approaches, but the goal is to transform the graph by adding or

deleting edges in order to produce a new graph that is more suitable for protein function

prediction.

3.3.1 Adjacency Matrix

The simplest technique is to treat the protein interaction network as an adjacency matrix

for the set of proteins, i.e., to make the edge weights of all interacting pairs of proteins

equal to 1. If the original matrix does not have weights, than this transformation does

not change the graph. If the original graph has weights, then often a threshold is applied

to eliminate weak edges. Thus, this approach is primarily used to show the value of

weighted interaction graphs for function prediction.

3.3.2 Common Neighbor

This graph transformation technique is based on the observation that proteins that

share a number of neighbors are more likely to have a function in common. Indeed, the

evaluation of this approach on real interaction data sets [91] showed that predicting the
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function of a protein based on the proteins with which it shares a number of common

neighbors has better accuracy than predicting function based on proteins that are merely

neighbors of the protein. Also, unlike the neighborhood approach, which typically sees

accuracy rise and then decline as the number of neighbors increase, an approach based

on common neighbors attains a relatively stable level of accuracy as the number of

common neighbors increases.

Using the common neighbor strategy for graph transformation is straightforward.

Specifically, an edge is placed between two proteins only if those proteins have at least

one neighbor, and the weight of that edge is the number of common neighbors. Note that

some proteins that originally had an edge in the original graph can become disconnected,

i.e., edges may be lost, while two proteins that did not originally have an edge, may be

connected in the transformed graph.

This approach is closely related to the shared nearest neighbor approach for cluster-

ing [95, 96]. In the SNN approach, the nearest neighbors of the objects are determined

from their similarity or distance. Then, a new distance measure is defined based on the

number of neighbors that appear on both of the nearest neighbor lists of the objects

[95]. This approach has been shown to have good performance for clustering in dealing

with noisy and high-dimensional data [96].

3.3.3 P-value

The motivation for this graph transformation method is the same as the Common

Neighbor approach, namely that those proteins that share many neighbors are more

strongly connected, i.e., more likely to be functionally similar. However, this approach

addresses the fact that the significance of two proteins sharing a particular number

of neighbors depends on the number of neighbors that each has. To illustrate, if two

proteins, each having only two neighbors, share both these neighbors, then this is more

significant, in terms of probability, than two proteins, each having 20 neighbors, that

share only two.

The formula for the probability (p-value) of an edge is given by Equation 3.1, which

is taken from Samanta and Liang [89]. Note that N is the number of proteins, n1 is the

number of neighbors of protein p1, n2 is the number of neighbors of protein p2, and m

is the number of neighbors shared by the two proteins. In practice, the negative log of
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this probability is easier to work with and has the property that larger numbers imply

stronger edges. In other words, typically we take w(p1, p2) = − log(prob(N, n1, n2, m)).

prob(N,n1, n2,m) =

(

N

m

)(

N − m

n1 − m

)(

N − n1

n2 − m

)

(

N

n1

)(

N

n2

) (3.1)

3.3.4 H-confidence for Binary Data

H-confidence [29], also known as all-confidence [97], is a measure of the association of

items (binary attributes). If a set of items has an h-confidence more than a user-specified

threshold, hc, then the itemset is called a hyperclique. A hyperclique and h-confidence

are defined formally as follows, where the quantities of ‘support’ and ‘confidence’ are as

defined in standard association analysis [84, 83].

Hyperclique A set of items (binary attributes), X, forms a hyperclique with a

particular level of h-confidence, where h-confidence is defined as

hconf(X) = min
i∈X

{confidence({i} → {X − {i}})} (3.2)

= support(X)/ max
i∈X

{support({i})} (3.3)

H-confidence is between 0 and 1, with a value of 0 indicating no association and

a value of 1 indicating the strongest association between a group of items, i.e., the

items always occur together. Thus, h-confidence can be used as a measure of similarity

between the attributes in a binary data matrix.

Specifically, the adjacency matrix A of a protein interaction network is considered

as a binary data matrix by treating its rows as transactions and columns as items.

(Note that both correspond to protein). Then a weighted adjacency matrix A′ of the

same dimensions as the original one can be generated using A′(i, j) =h-confidence(i, j).

Informally, the h-confidence of a pair of proteins, p1 and p2, will be high if p1 tends

to be a neighbor of a protein whenever p2 is and, vice-versa. Using Equation 3.3 and

the terminology introduced for the p-value transformation, h-confidence for a pair of

proteins is given by the following equation:

hconf({p1, p2}) = min

(

m

n1
,
m

n2

)

(3.4)
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Using the h-confidence of two proteins as the weight of the edge between the proteins,

a new graph can be created. However, in addition to an h-confidence threshold, it is

also necessary to take into account the absolute number of times two proteins appear

together (m) as well as the fraction of times that the occurrence of one protein as a

neighbor implies the occurrence of the other protein as a neighbor (min(n1/m, n2/m)).

For example, if proteins p1 and p2 both have only one edge, which is to protein p3, then

their h-confidence will be one. On the other hand, proteins p1 and p2, may have edges

with 10 other proteins, 8 of which they share. They will have an h-confidence of 0.8

and thus, seem not to be as strongly connected as the first pair. To deal with such

problems it is common to set a support threshold, i.e., to require that m have at least

some specified value.

3.3.5 H-confidence for Continuous Data

As originally defined, h-confidence is only applicable to binary data or, in the context of

protein interaction graphs, unweighted graphs [88]. However, the notion of h-confidence

can be readily generalized to continuous data.2 For the situation of weighted interaction

networks, this amounts to replacing the counts, m, n1, and n2 in Equation 3.4 by

numbers based on the weights. In particular, n1 and n2 are the sum of the weights of all

edges involving p1 and p2, respectively, while m is defined to be the sum of the minimum

of the edge weights of p1 and p2 on their shared edges. As with h-confidence defined

on binary data, h-confidence on continuous data is between 0 and 1, with 1 indicating

the strongest connection. More specifically, the h − confidence of two vectors will be

non-zero only if they both contain a non-zero value at the same position, while it will

be high if both these values are high. Thus, in the domain of interaction networks, two

proteins will be linked with an edge carrying a high weight only if they are connected

to an overlapping set of proteins with highly reliable interactions.

To illustrate the difference between binary and continuous h-confidence, consider the

following example of two proteins, p1 and p2. In the weighted adjacency matrix, the two

2We had previously extended the notion of h-confidence to continuous data [98], but in a manner

slightly different from that given here. The previous approach addressed the general case which involved

continuous attributes that could have widely different scales. The current formulation is better suited

when all the attributes have similar scales.
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proteins occur together in two rows and have weights 0.2 and 0.4, respectively, in the

first row, and weights 0.3 and 0.1, respectively, in the second row. In addition, p1 also

occurs by itself in another row and has a weight of 0.5. Disregarding the weights, and

considering only the number of edges, n1 = 3, n2 = 2, and m = 2. Using Equation 3.4,

binary h-confidence = min(2/3, 2/2) = 2/3. However, using weights in the manner just

described, n1 = 0.2 + 0.3 + 0.5 = 1.0, n2 = 0.1 + 0.4 = 0.5, and m = min(0.2, 0.4) +

min(0.3, 0.1) = 0.3. This implies that continuous h-confidence = min(0.3/1.0, 0.3/0.5) =

0.3. Thus, for this example, continuous h-confidence is significantly smaller than binary

h-confidence.

3.3.6 Pruning

Pruning refers to the elimination of edges having a weight below a specified thresh-

old. This approach is sometimes applied to the raw interaction graph to eliminate less

reliable, i.e., lower weight edges. However, the transformed graphs produced by the

techniques described above typically have substantially more edges than the original

graphs since all potential pairwise protein-protein interactions are evaluated. Some of

these interactions in the transformed graph may have small non-zero weights due to

factors such as a random common neighbor in the original graph. Hence, pruning of

the edges is conducted on the basis of the weights assigned in the transformed graph to

remove unreliable edges.

3.4 Data Sources

In this section, we discuss the functional classification scheme and the interaction data

sets used in our study.

3.4.1 Functional Classification Scheme: FunCat

Since our evaluation of the various graph transformations is based on the improvement

provided by each of them over the raw network in the task of protein function prediction,

it is important to define a set of reliable functional labels to be assigned to each protein.

We chose the set of functional labels at a depth of two in the FunCat classification

scheme of the MIPS database [70]. We made this selection since this scheme has been
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widely used in function prediction literature [48], and the selected labels represent a

good trade-off between the generality and specificity of the labels in this hierarchy.

Also, all our experiments are performed on yeast proteins, and there are about 4500

proteins in yeast that can be annotated using the labels that we selected. Since we use

a cross-validation-based evaluation methodology, we only consider this set of proteins

in our study.

3.4.2 Protein Interaction Data Sets

In order to be able to conduct a general evaluation study of the graph transformation

methods, we selected the high-throughput protein-protein interaction networks of bud-

ding yeast (S. cerevisiae) listed in Table 3.2, since each of these data sets follows a

different weighing scheme for the constitent interactions. Table 3.2 specifies the sizes of

these networks in terms of the number of proteins and interactions constituting them,

considering only the proteins annotated using our selection of functional labels. We

removed any instances of redundant interactions, such as the interaction B − A when

A − B is already present in the data set, and self interactions, such as A − A, where

A and B are proteins. A short description of each of the data sets and the weighing

scheme adopted by them follows.

DIPCore

Deane et al. [12] proposed two methods for assessing the reliability of high-throughput

protein interactions, namely the paralogous verification method (PVM) and the expres-

sion profile reliability index (EPRI). Using this method, they prepared the DIPCore

data set, which is a set of highly reliable interactions selected from the Database of

Interacting Proteins [23]. This set consists of 5731 interactions between 2526 yeast pro-

teins. However, in its publicly available format3, the interactions in DIPCore do not

have any associated weights. Hence, in our study, we assumed these weights to be 1 for

all interactions.

3dip.doe-mbi.ucla.edu/dip/Download.cgi?SM=6
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Data set # Interactions Reliability

Gavin et al. [99] 3210 0.744

Uetz et al. [100] 822 0.492

Ito et al. [101] 3959 0.201

Table 3.1: Reliabilities of data sets computed using EPRI

The combined data set

In order to illustrate the case of interaction data sets whose reliabilities are estimated

indirectly using other types of genomic data, we constructed a combination of three

high-throughput yeast interaction sets, namely those of Gavin et al. [99], Uetz et al.

[100] and Ito et al. [101], and refer to it as the combined data set. This data set consists

of 7753 interactions between 3781 proteins, and the weights for these interactions are

derived as follows. The reliabilities of each of the individual data sets was estimated

using the EPR Index [12] tool provided by DIP 4, which computes the reliability of a

data set by comparing the distribution of gene expression distances between the pairs

of interacting proteins in the given data set, with that obtained from the DIPCore data

set. The reliabilities computed for the above three data sets are tabulated in Table 3.1.

Finally, the individual edge weights are calculated using the commonly used formula

of w(e) = 1 −
∏

i(1 − ri) [79, 102], where the product runs over all the data sets i

where edge e is found, and ri is the corresponding reliability of data set i. Overall, this

methodology provides us a set of indirectly derived weights for the edges constituting

the combined data set.

Krogan et al.’s data set

Recently, Krogan et al. [11] have reported a large high-throughput and reliable data set

of 7123 interactions among 2708 yeast proteins. In addition, they have also assigned

likelihood values for each interaction in their data set using various machine learning

algorithms that tried to estimate the experimental reproducibility of these interactions.

Thus, we treated these likelihood scores as the edge weights and used the entire set as an

example of a data set whose edges are weighted directly using experimentally observed

interaction data.

4dip.doe-mbi.ucla.edu/dip/Services.cgi?SM=1
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Data set # Annotated # Corresponding
Proteins Interactions

DIPCore 2315 5413

Combined 3026 6490

Krogan et al. 2291 6180

Table 3.2: Details of interaction sets used

In summary, our selection of interaction data sets does indeed reflect a variety of

weighing schemes used. Also, it can be seen that none of these data sets cover the entire

yeast genome, and thus are highly likely to be incomplete.

3.5 Evaluation Methodology

The previous sections detailed the different data sets used in our study and the graph

transformations that were used to process them and produce different transformed vari-

ants of the original interaction graph. These graphs were then input into the Func-

tionalFlow algorithm to produce predictions of functions for the constituent proteins.

However, since it is hard to evaluate the predictions made for unannotated proteins, we

restricted our evaluation to the proteins annotated with at least one functional label

at depth two in the FunCat hierarchy. Table 3.2 details the number of proteins and

interactions after imposing this restriction on each of the data sets used in this study.

Using this set of annotations, we used the FunctionalFlow algorithm in a five-fold

cross validation procedure, which produces a likelihood score for each protein being an-

notated with each label (henceforth referred to as a protein-label pair). Now, in order

to convert these scores into annotations, we follow a global scoring strategy. In this

strategy, we sort the entire set of protein-label scores in descending order, and then

selected the kth score as the threshold for annotation, i.e., all protein-label pairs with

scores greater than this threshold are predicted as annotations. Constantly increasing

the value of k thus provided us a set of functional annotation at different stringen-

cies, and we used these annotation to calculate the following metrics for evaluating the

performance of the algorithm.
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3.5.1 Precision-Recall

In order to evaluate the overall performance, we used the precision-recall framework of

evaluation [83]. However, since the traditional precision and recall metrics are defined

only for binary classification problem, it needs to be modified for function prediction,

given that a protein may ideally have multiple labels. Thus, we adopt the following

definition of precision and recall used by other function prediction studies [28, 91].

Precision =

∑K
i=1 ki

∑K
i=1 mi

Recall =

∑K
i=1 ki

∑K
i=1 ni

Here, K is the total number of proteins with known functional labels, and for each

protein i, mi is the number of labels predicted by the algorithm, ni is the actual num-

ber of labels possessed by the protein, and ki is the number of labels common to the

actual and predicted set of labels. Sccording to these definitions, Precision denotes

the proportion of correctly predicted annotations out of all the functional predictions

made, while Recall measures of the proportion of correctly predicted functions out of

all the known annotations [83]. Thus, these measures are a suitable generalization of

the original precision-recall framework to the multi-label scenario.

3.5.2 Accuracy of Top-k Predictions

A biological researcher in the area of functional genomics may choose a number of

predictions of protein function for experimental investigation. Since the number of

experiments that can be performed is quite limited, it is important to choose the most

promising candidates for investigation, i.e., to focus on those functional predictions most

likely to be correct. Thus, for this situation, a list of the top k predictions is often more

relevant than a precision-recall or ROC curve.

The details of the top-k evaluation methodology are as follows. First, using the

global scoring method, the k protein-label pairs with the highest functional score are

identified, and are produced as the functional predictions of the algorithm. Next, the

prediction accuracy, or the precision, of this set of predictions is evaluated with respect

to the known protein-label annotations. Then, a curve of prediction accuracy versus
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Method Parameter Values tried Best value

P-value Max(p) 1,10−3,10−5 10−3

Common nbr Min(cmn nbrs) 1,2,3 2

Cont hconf Min(hconf) 0,0.1,0.2 0.1

Bin hconf
Min(support) 1,2,3 2
Min(hconf) 0,0.1,0.2 0

Table 3.3: Paramater values tried for different transformations

number of protein-label pairs predicted is produced by considering various values for k.

We used values of k up to 500 or 1000 in our experiments.

Note that these two metrics are related by the following equation:

Recall

Precision
=

k

Total # true protein − label annotations

Thus, they provide two related perspectives on the performance of a function pre-

diction algorithm.

3.6 Experimental Results

We evaluated several graph transformation methods using a wide variety of protein

interaction data sets by testing the performance of the FunctionalFlow algorithm on

the resultant interaction graph. Our data sets were selected to reflect the various types

of interaction weighting schemes currently in use to estimate the reliabilities of protein-

protein interactions. The following sections detail the results of our evaluation on each

of these data sets. Note that all the results reported were obtained by a five-fold cross

validation-based evaluation of the predictions produced by FunctionalFlow. Also, it

was mentioned in Section 3.3.6 that the three transformations, namely p-value-based,

common neighbor-based and h-confidence-based, may contain some spurious links in

the tranformed graph. Hence, we tried several pruning thresholds for each of these

methods, the details of which are provided in Table 3.3. Note that the best value is

the most commonly best performing value for the parameter, and is used to report the

evaluation results, unless some other value is specified.

Finally, in order to make the discussion clearer, we use the following notation in the

rest of this section. The transformation of the binary adjacency matrix of an interaction
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graph to its transformed h-confidence-based adjacency matrix is referred to as the bin

hconf (binary h-confidence) method, while the transformation of the weighted adjacency

matrix of a graph to its transformed h-confidence-based adjacency matrix is referred to

as the cont hconf (continuous h-confidence) method. The other notations are self-

explanatory. Also, note that the plots in this section are best viewed in color.

3.6.1 The combined data set

In this experiment, we investigated the applicability of various graph transformation

methods to enhance the weighted networks produced by indirect weighting methods

such as EPRI [12]. The representative of this category was the combined data set de-

scribed earlier in Section 3.4. We transformed this weighted network using the continu-

ous h-confidence-based method, and its unweighted version using three transformation

methods, namely the binary h-confidence-based, the p-value-based and the common

neighbor-based. Figure 3.1 shows the performance of the FunctionalFlow algorithm

on the the original combined graph, its unweighted adjacency matrix, and the four

transformations computed above. It can be seen from Figure 3.1(a) that continuous

h-confidence has better overall performance in terms of precision and recall. This im-

provement is shown much more clearly by Figure 3.1(b), which shows that the continu-

ous h-confidence-based transformed graph produces the most accurate predictions when

only the top 1000 predictions are considered, and outperforms the raw weighted network

by nearly 10% throughout. For instance, if only the top 500 predictions are considered,

the accuracy of the predictions made using the raw weighted network is only about 70%,

while that of the predictions made using the continuous h-confidence-based transforma-

tions is over 80%. Also, for this data set, p-value-based transformation outperforms the

raw network, though by a smaller margin than the h-confidence-based transformations.

3.6.2 Krogan et al.’s data set

Krogan et al.’s data set was discussed earlier in Section 3.4, and was used in their

study [11] to discover overlapping protein complexes, which were subsequently catego-

rized into cores, modules and isoforms. In addition to the good results obtained, a

major component of this study was the use of machine learning algorithms to compute



52

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Recall

P
re

ci
si

on

 

 

Cont hconf (>=0.20)
Raw weights
Bin hconf (Sup>=2)
Adjacency
Pvalue (<=0.001)
Common neighbor (>=2)

(a) Overall precision-recall performance

0 100 200 300 400 500 600 700 800 900 1000
50

55

60

65

70

75

80

85

90

95

100

# Protein−label pairs predicted

P
re

di
ct

io
n 

ac
cu

ra
cy

 (
%

)

 

 

Cont hconf (>=0.20)
Raw weights
Bin hconf (Sup>=2)
Adjacency
Pvalue (<=0.001)
Common neighbor (>=2)

(b) Accuracy of top 1000 predictions

Figure 3.1: Performance of graph transformation methods on the combined interaction
set.

the likelihood of an observed interaction to be valid. In this experiment, we tested if the

use of h-confidence could enhance these weights for effective function prediction. Thus,

we used the continuous version of the h-confidence measure, defined in Section 3.3.5, to

transform the original weighted interaction network and calculate the reliability of an

edge connecting two proteins i and j on the basis of the strengths of their interactions

with each other or with other proteins. Similar computations are carried out for the

other transformation methods such as p-value and common neighbor.

The results of this experiment are shown in Figure 3.2. Figure 3.2(a) shows that

h-confidence-based transformation was indeed able to obtain better results under the

precision-recall framework, as compared to the raw weighted graph and other transfor-

mations. This difference in performance between the various methods is accentuated

by the relative performance of the different transformations of the original networks

when only the top 500 predictions are considered. As shown by Figures 3.2(b), contin-

uous h-confidence- and binary h-confidence-based transformations outperform the raw

weighted graph by a large margin. For instance, for the top 150 predictions, a margin of

5% and 10% is observed respectively. These results show the merits of using association

analysis-based transformation methods for this data set.
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Figure 3.2: Performance of graph transformation methods on Krogan et al.’s interaction
set [11].

3.6.3 DIPCore

The final category of protein interaction data sets that we considered were those that

did not contain the reliabilities of the edges explicitly, and since they form a single

data set, it is difficult to weigh their edges using an approach such as the one used to

estimate the edge weights of the combined data set. Thus, we focused this experiment

on investigating the utility of graph transformation methods for unweighted interaction

networks. We selected the DIPCore [12] data set for this experiment, which is a set

of about 6000 highly reliable unweighted interactions selected from within DIP. The

interaction graph was represented as a binary adjacency matrix A, and was transformed

using the binary h-confidence, p-value and common neighbor methods.

We executed the FunctionalFlow algorithm with the four graphs (one original and

three transformed) as input, and obtained the overall precision-recall curves for each of

them, which are shown in Figure 3.3(a). These curves show that the transformed graph

obtained using binary h-confidence perform better than the original graph for a large

part of the precision-recall range, while those produced by the p-value and common

neighbor methods performed worse throughout. It is important to point out that even

though the improvement in performance may seem small, it is indeed significant when
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Figure 3.3: Performance of graph transformation methods on the DIPCore data set [12]

seen in the light of the fact that DIPCore is a very reliable data set [12], and is expected

to be much richer in functional content than several other interaction data sets [91, 103].

As shown in Figure 3.3(b), even among these top predictions, where most methods

are expected to produce good results due to the functional richness of the network, the

binary h-confidence-based graph performs significantly better than the raw network.

More specifically, there is a significant improvement of about 5% throughout the top

1000 predictions. Also, graphs produced by p-value- and combined neighbor-based

transformations perform worse than the original adjacency matrix.

Finally, it should also be noted that we applied our evaluation methodology for

weighted interaction networks to the data set used by Nabieva et al. to compare Func-

tionalFlow against other function prediction algorithms [79]. Even here, the continuous

h-confidence-based transformation is able to outperform the original raw network. How-

ever, the difference between the performance of the two graphs is very small, since the

weights of Nabieva et al.’s data set are assigned using the functional labels of the in-

teracting proteins. Thus, although it would be hard to outperform this network’s and

its weights’ performance at the task of protein function prediction, the improvement

achieved by the h-confidence-based transformation demonstrates its ability to enhance

the functional information even in very precise networks.
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In summary, through the evaluation of several protein interaction data sets that use

a wide variety of reliability estimation schemes for their interaction, we showed that the

h-confidence-based graph transformation method produces the most precise network,

which can be used to predict protein function accurately. We believe that the success of

this method is due to the changes made by it to the original network, namely removal

of noisy edges and addition of biologically viable ones, in combination with effective

reliability estimation of the edges in the resultant data set. We tested the validity of

this hypothesis in the following final component of our study.

3.6.4 Effect of Noise on H-confidence-based Graph Transformation

We designed the following test in order to test the effect of noisy interactions in the

input interaction graph on the accuracy of the graph produced by transforming it using

the binary h-confidence-based transformation method. Given an interaction graph G

containing n edges, and a noise level of α%, we generated n×α
100 edges that are not already

present in G, and added these ”spurious” edges to G to create a noisy interaction graph

G′. However, it is difficult to generate weights randomly to these new edges, since the

edge weights in each data set follow some unknown distribution. Thus, we applied this

test only to the DIPCore data set, since its edges do not carry weights. The spurious

edges generated are added as they are to the original data set without assigning them

any weights. Next, the function prediction algorithm FunctionalFlow is executed using

the raw and this noisy interaction graphs, as well as their transformed versions, which

in this experiment are generated only using the binary h-confidence method. (Thus, the

transformed graph in the following text refers only to the graph transformed using this

method.) The results are compiled both in the precision-recall, as well the accuracy

of the top-k predictions frameworks. The precision-recall results show the expected

result that the precision-recall curves of the noisy versions of the raw graph and the

transformed graph are inferior to their original counterparts (data not shown). However,

the encouraging part of these results is that the gap between the performance of the

noisy and the transformed noisy graphs is larger than that between the raw and the

transformed raw graphs.

A more interesting result is presented by Figures 3.4(a) and 3.4(b), which illustrate

the results of the accuracy of the top 500 predictions made using each of the noisy and
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Figure 3.4: Effect of adding different amounts of noise on the performance of Function-
alFlow on the original and H-confidence-based transformed graph.

original versions of the raw DIPCore network and their transformed counterparts which

were further pruned using a minimum h-confidence threshold of 0.1. These plots show

that while the performance of FunctionalFlow deteriorates significantly when spurious

edges are added to the original network, the corresponding loss in performance using

the transformed graph is much less in comparison. For instance, it can be easily seen

from Figure 3.4(a) that the performance of the transformed noisy graph is very close

in performance to the transformed raw graph. On the other hand, the performance of

the noisy network is significantly worse than that of the raw network. More specifically,

in Figure 3.4(b), if only the first 300 predictions are considered, then the accuracy of

the raw network is approximately 87%, which deteriorates to 84% using the noisy raw

network. On the other hand, the performance of both the binary h-confidence-based

graphs is almost 93%. Although these precise values fluctuate throughout the first

500 predictions, the general trend is that noise effects the raw interaction network much

more adversely than the binary h-confidence-based network. This behavior of the binary

h-confidence method can be explained on the basis of the noise resilience characteristic

of hyperclique patterns, as well as the incompleteness of the interaction data sets.

In an earlier study [87], we showed that hypercliques are very effective in identify-

ing large number of noisy objects from binary data sets, i.e., objects that are expected

to have been generated by processes other than that used for the regular objects. It
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was shown that this removal of noisy objects significantly improved the results of im-

portant data mining operations such as clustering and association analysis. A similar

phenomenon is expected to reduce the effect of the spurious edges added to the interac-

tion graph. More specifically, protein interaction networks, particularly small ones such

as DIPCore, are expected to be significantly incomplete [91, 93], and several interactions

other than those already in the data set are expected to be biologically valid. Thus,

among the set of noisy edges added to the original network, many are expected to be

noisy, while a substantial number are also expected to be biologically valid. Now, due

to their noise removal ability, the binary h-confidence-based transformation is able to

identify the biologically more viable edges, and use them for prediction. On the other

hand, the performance of the raw noisy network suffers, since the positive contribution

of these valid edges is negated significantly by the noisy edges.

In summary, this test shows that our hypothesis that the function prediction perfor-

mance of the h-confidence-based graph transformation is significantly better than that

of the raw interaction network due to the three important changes made to the original

network, namely the removal of spurious edges, the addition of biologically viable ones,

and effective weighting of the resultant set of edges, is indeed highly likely to be true.

3.7 Concluding Remarks

The previous sections detailed several experiments that we conducted to evaluate the

utility of various methods for transforming a given protein interaction network. Several

conclusions can be derived from these results, which we discuss below:

1. For a variety of interaction networks, such as the combined, Krogan et al.’s and the

DIPCore interaction sets, the h-confidence-based transformations generally pro-

duce more accurate and more reliably weighted interaction graphs, which produce

better results for protein function prediction than the original network.

2. Throughout our evaluation, we observe that the transformed graphs produced by

the p-value- and the common neighbor-based methods perform worse than the raw

interaction networks when used for protein function prediction. This phenomenon

may occur due to several reasons. Firstly, these methods operate on the binary



58

adjacency matrix of the input graph, which leads to a loss of information in the case

of weighted interaction networks. Also, the filtering operation on these matrices

usually leads to the loss of all the interactions of some proteins, thus disconnecting

them from the rest of the network. For instance, for the common neighbor-based

transformed graph of Krogan et al.’s data set derived using a filtering threshold of

2, there are as many as 1136 such disconnected proteins, out of 2291 proteins in

the data set. Clearly, FunctionalFlow can not produce any predictions for these

proteins. Since the definition of precision and recall does not take this case of

disconnected proteins into account, the results of these two methods will naturally

be affected adversely.

3. Looking deeper into the results of the experiments on several interaction networks,

it can be seen that the less reliable the weights assigned to the edges in the raw

network, the greater the improvement in performance obtained by using a contin-

uous h-confidence-based graph transformation. For instance, Figure 3.1(b) shows

that for the combined data set, whose weights are derived from gene expression

data, our proposed transformation is able to improve predictions by nearly 10%

throughout, which is very encouraging. On the other hand, Figure 3.3(b) shows

that for the DIPCore data set, which is known to be very reliable [91, 12], the per-

formance benefits obtained by h-confidence, though substantial, are of a relatively

smaller magnitude, i.e., approximately 5% throughout. Thus, for applications us-

ing protein interaction networks whose edge weights are not available or reliable,

continuous h-confidence is expected to produce better performance than the raw

weights and other transformations.

4. Finally, through a test on the DIPCore data set, in which a certain number of

spurious edges were added to the original interaction network, it was shown that

the performance of the h-confidence-based transformated network suffers much

less as compared to the noisy interaction network for function prediction. This

justifies that one of reasons behind the superior performance of the h-confidence-

based graph transformation method is indeed due to its ability to resist the adverse

effect of the noise embedded in protein interaction networks.
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This detailed analysis of results indicates that association analysis-based graph

transformation methods are useful, both from a data mining, as well as a protein func-

tion prediction perspective.



Chapter 4

Systematic Evaluation of

Common Neighborhood-based

Similarity Measures for Protein

Interaction Networks

4.1 Introduction

In the previous chapter, we demonstrated how the graph transformation approach can

help obtain more accurate function predictions from an interaction network by reduc-

ing the effect of the noise and incompleteness issues. The measures used for this

task measure the strength of an association between two proteins in terms of their

shared/common neighborhood configuration. Also, the hypothesis underlying this work

was that true interactions are more likely between proteins that have a robust common

neighbor configuration, and the interactions between proteins that do not participate

in such a configuration are likely to be spurious.

In this chapter, we the concept of common neighborhood and its utility for handling

the data quality issues with protein interaction networks in more detail. This concept

has been widely used for the analysis of protein interaction networks in several studies

60
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[104, 89, 105, 106, 107], where it is hypothesized that two proteins that have several com-

mon direct neighbors (interaction partners) are likely to have a functional association

between them. Consequently, several measures for the common neighborhood similar-

ity (CNS) of two proteins, based on different variants of the number of their common

neighbors, have been proposed. Several of these similarity measures have been used for

clustering the proteins in the given network into functional modules [104, 89, 105], and

many of the resultant modules were determined to be hard to discover directly from

the original network. Chua et al. [106] used one such CNS measure, named FS (Func-

tional Similarity), to predict the functions of unannotated proteins, and their approach

showed better performance than several other function prediction approaches. Indeed,

we have also utilized some CNS measures within a graph transformation procedure in

the context of handling the noise and incompleteness issues with protein interaction

data (Chapter 3). In particular, the h − confidence measure [29] produced the best

performance among all the CNS measures considered in our study.

Despite the demonstration of the utility of the different CNS measures in various

contexts, an understanding of their relative efficacies for the analysis of protein inter-

action networks has been lacking due to several reasons. Firstly, as discussed above,

each of these measures has been used for very different applications, that too on differ-

ent interaction data sets, thus making their relative comparison difficult. Furthermore,

even in cases where these measures have been used in the context of function prediction

[106, 107] or functional module discovery [89, 105], different sets of functional classes and

evaluation measures are used, making this comparison even harder. In this chapter, we

attempt to fill in this gap by conducting an extensive comparative evaluation study of

the CNS measures within the uniform context of protein function prediction from both

unweighted and weighted interaction networks. We follow the systematic framework of

graph transformation [107] to generate a transformed network corresponding to each of

the CNS measures evaluated. Here, each measure is used to quantify the strength of an

association between all the pairs of proteins in the original network, and a threshold is

imposed on the value of this measure to drop edges between pairs that score below this

threshold and include the higher scoring ones, consequently producing a transformed

version of the network. The effectiveness of each measure is then estimated by com-

paring the quality of function predictions made from their corresponding transformed
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network with those from the original network.

Using a large set of S. cerevisiae interactions from the BioGRID database [108], and

a set of 136 GO Biological Process terms [52], we find that several of the transformed

networks produce more accurate predictions than those obtained from the original net-

work, although some networks based on binary CNS measures do not perform as well.

In particular, the HC.cont measure proposed here performs particularly well from this

perspective. A particularly important contribution of our work is the search for ex-

planations of this variation in performance in terms of the different types of changes

introduced into the network structure due to the transformation using the different

measures. This investigation yields that the ability of the CNS measures to identify

and drop noisy edges is an important reason for the better predictions obtained after

the transformation. Further examination reveals that CNS measures are also effective

at introducing novel and accurate functional associations linking proteins belonging to

the same functional classes, which in turn factors into the corresponding transformed

networks performing better for function prediction than the original network. Interest-

ingly, the order of the performance of the CNS measures in these experiments matches

that of their performance in function prediction experiments, with HC.cont performing

the best among all the measures. Overall, these analyses and results are expected to

provide a better understanding of the efficacy of CNS measures for handling data quality

issues with protein interaction data and the utility of the resultant pre-processed data

for protein function prediction and other types of analyses.

Finally, before discussing our methods and results in detail, we would like to note

that several other methods have also been proposed for assessing the reliabilities of

protein interactions using other data sources, such as microarray data and amino acid

sequences [12, 28, 109]. However, since our focus is on using the information in the

given interaction network itself for this task, we do not evaluate these methods in this

study. These two types of approaches provide complementary information about the

reliability of a protein interaction, and thus, their combination is expected to provide

an even more accurate estimation of these reliabilities. However, this investigation is

outside the scope of our work.
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4.2 Materials and Methods

In this section, we will discuss the interaction data set, functional annotations, CNS

measures and evaluation protocol used in this study.

4.2.1 Interaction data and functional annotations

We obtained our interaction data set from the BioGRID database [108] in February,

2008. This data set included 34, 483 interactions between 3774 S. cerevisiae proteins.

In addition to using the unweighted (binary) version of this network, we also generated

a weighted version, where each edge was assigned a weight equal to the fraction of the

total number of studies included in the data set (26) where it was detected.

The functional annotations for these proteins were taken from the GO database [13]

in February, 2008. In particular, we used 136 GO Biological Process terms that Myers

et al. [52] had determined to be relevant for functional analyses of S. cerevisiae data

(at least 4 votes) and had at least 10 member proteins included in our interaction data

set. The sizes of these classes varied from 10 − 372. Note that the proteins that were

not annotated by any of these terms were removed from the original interaction data set

downloaded from BioGRID, thus resulting in the final data set spanning 3774 proteins

described above.

4.2.2 Common Neighborhood Similarity (CNS) measures

We evaluated a variety of CNS measures in our study, which are discussed in this section.

As will be seen, some of these measures can be used both for weighted and unweighted

graphs, while some are inherently designed for unweighted or binary ones. For the

purpose of defining each of these measures, we will use the following standard notation:

• u and v are the nodes between which the similarity is being computed.

• Nu and Nv are the direct interaction partners of u and v respectively, and Nuv =

Nu ∩ Nv.

• au,v denotes the (positive) weight of the edge between u and v.

We now define and discuss the CNS measures studied in detail.
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Jaccard similarity

One of the most commonly used measures for the similarity of two sets, Nu and Nv

here, is the Jaccard coefficient [110], which is defined as follows:

Jaccard(u, v) =
|Nuv|

|Nu ∪ Nv|
(4.1)

The Jaccard coefficient measures how similar the two sets are, and assumes a value of 1

only if Nu = Nv. However, in this form, it can only be used for unweighted graphs. Also,

this measure does not incorporate the presence or absence of an interaction between u

and v itself.

Pvalue

Samanta and Liang [89] proposed a probabilistic measure for the statistical significance

of the common neighborhood configuration of two nodes u and v in an unweighted

graph. The value of this measure, named Pvalue, is the −log10 value of the probability

of u and v having a certain number of common neighbors by random chance, and is

defined as:

Pvalue(u, v) = −log10(p(N, |Nu|, |Nv|, |Nuv|)) (4.2)

Here, N is the total number of proteins in the network, and p(N, |Nu|, |Nv|, |Nuv|) is

computed on the basis of a Binomial distribution as:

p(N, |Nu|, |Nv|, |Nuv|) =
(

N

|Nuv|

)(

N − |Nuv|

|Nu| − |Nuv|

)(

N − |Nu|

|Nv| − |Nuv|

)

(

N

|Nu|

)(

N

|Nv|

)
(4.3)

Thus, Pvalue is expected to have a high value (low value of p) for the non-random

common neighbor configurations in a network. However, similar to Jaccard, this mea-

sure is unable to take edge weights into account, thus losing information about the

reliabilities of interactions over which the measure is computed. Another potential

weakness of this measure is that it does not incorporate the value of au,v. However, per-

haps an even more important question is whether a measure of statistical significance,
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such as Pvalue, can be used as a measure of the strength of the association between

two proteins? Results presented in the subsequent sections attempts to answer this

question.

Functional Similarity (FS)

Chua et al. [106] proposed a measure named Functional Similarity (FS) for measuring

the common neighborhood similarity of two proteins in an interaction network. For

an unweighted network (0/1 weights), this measure, referred to as FS.binary, can be

defined as:

FS.binary(u, v) =
2|Nuv|

|Nu − Nv| + 2|Nuv| + λu,v

×
2|Nuv|

|Nv − Nu| + 2|Nuv| + λv,u
(4.4)

where λu,v = max(0, navg − (|Nu − Nv| + |Nuv|)) and navg is the average number of

neighbors of each protein in the network. The purpose of the λ factor is to penalize the

score between proteins pairs where at least one of the proteins has too few neighbors,

since the score may not be very reliable in such a case. Note that unlike the other

measures, the computation of FS assumes that a protein, say u, is included in its direct

neighborhood, i.e., Nu.

Essentially, FS separates the (functional) similarity of two proteins into two prob-

abilities that denote the conditional probabilities of u and v being functionally related

given the neighborhoods of u and v respectively. Each of these conditional probabilities

are computed as how similar the set of common neighbors of u and v (Nuv) is to the

set of individual neighbors of u (Nu) and v (Nv). The final FS score is obtained as a

product of these probabilities, assuming that they are independent.

Also, by using Σw∈Nu
au,w as the generalization of Nu (similarly for Nv), and Σw∈Nuv

au,wav,w

as the generalization for Nuv, a version of the FS measure, named FS.cont, can be de-

fined for a weighted interaction networks as follows:

FS.cont(u, v) =
2Σw∈Nuv

au,wav,w

Σw∈Nu
au,w + Σw∈Nuv

au,wav,w + λu,v

×
2Σw∈Nuv

au,wav,w

(Σw∈Nv
av,w + Σw∈Nuv

au,wav,w) + λv,u

(4.5)



66

Note that we used a similar definition of λv,u as for the unweighted network case,

while using the weighted versions of navg, |Nu|, |Nv| and |Nuv|. Note that Chua et al.

[106] proposed a slightly different definition for λv,u that assumes the knowledge of the

functions of the proteins, which was not applicable in our case.

Topological Overlap Measure (TOM)

This measure was proposed for network analysis by Ravasz et al. [111] and was sub-

sequently used for co-expression network analysis by Zhang and Horvath [105]. TOM

measures the strength of the association between two nodes in a graph based on the

similarity of their common neighborhood to the smaller of the individual neighborhoods

of the two nodes. For the case of an unweighted or binary network, the TOM.binary

measure can be defined as:

TOM.binary(u, v) =
|Nuv| + au,v

min{|Nu|, |Nv|} + 1 − au,v
(4.6)

It can be seen that the basic definition of TOM.binary is quite straightforward. How-

ever, an important factor included in this measure is the presence or absence of an edge

between u and v (au,v = 1 and 0 respectively) in the original network through the terms

au,v and 1−au,v in the numerator and denominator respectively. The inclusion of these

factors has the desirable effect that the value of TOM.binary is increased if u and v are

known to have an interaction, which is sensible since the knowledge of this interaction

should contribute favorably to the score for these proteins.

Again, using the same generalizations as used for FS.cont produces a formulation

of TOM for weighted networks, i.e. TOM.cont, as:

TOM.cont(u, v) =
Σw∈Nuv

au,wav,w + au,v

min{Σw∈Nu
au,w, Σw∈Nv

av,w} + 1 − au,v
(4.7)

Zhang and Horvath [105] and others [112, 113, 114] have used this measure exten-

sively for analyzing gene co-expression networks in several studies. We considered this

measure for pre-processing protein interactions networks.

H-Confidence (HC)

Pandey et al. [107] demonstrated an innovative application of Xiong et al. [29]’s H-

confidence measure (HC) measure, originally designed for the analysis of binary data
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matrices, to the pre-processing of protein interaction networks, both weighted and un-

weighted. Although the original definition of this measure for unweighted (binary)

networks in Pandey et al. [107]’s study was simply |Nuv |
max{|Nu|,|Nv |}

, we modified it slightly

to define the HC.binary measure as:

HC.binary(u, v) =
|Nuv| + au,v

max{|Nu|, |Nv|}
(4.8)

The change here is the addition of the au,v term in the numerator to incorporate the

presence/absence of the interaction between u and v, a factor that was not explicitly

considered in Pandey et al. [107]’s definition. As per this definition, HC.binary rewards

cases where the set of common neighbors (Nuv) is very similar to the sets of individual

neighbors of u and v. However, due to the use of the max{|Nu|, |Nv|} term in the

numerator, HC.binary penalizes the cases where the degree of at least one of the nodes

is substantially higher than |Nuv|, thus avoiding a bias in favor of high-degree or hub

nodes in the network. An important implication of this is that low-degree nodes are more

likely to obtain higher degrees after the HC.binary-based transformation, thus making

HC.binary similar in nature to Zhou et al. [115]’s Hub Depressed Index. This behavior

of HC.binary is in sharp contrast to that of the similarly defined TOM.binary measure,

the value of whose denominator is generally small for protein interaction networks due

to the use of the min{|Nu|, |Nv|} term and the fact that a vast majority of the nodes in

these networks have very small degrees.

Finally, using the same generalizations as for FS and TOM , the definition of

HC.binary can be extended to HC.cont for the case of weighted interaction networks

as follows:

HC.cont(u, v) =
Σw∈Nuv

au,wav,w + au,v

max{Σw∈Nu
au,w, Σw∈Nv

av,w}
(4.9)

Again, this definition is slightly different from the continuous version of h− confidence

proposed by Pandey et al. [107] for weighted networks, i.e.,
Σw∈Nuv min(au,w,av,w)

max{Σw∈Nuau,w,Σw∈Nv av,w} .

This modification enables a more conservative estimation of HC-based common neigh-

borhood similarity due to the use of the sum of the product of the edge weights, both

of which are at most 1 and thus their product is expected to be much smaller than

the minimum of the two values. It should be noted that HC.cont also has a behavior

similar to HC.binary, wherein nodes with low weighted degrees in the original network
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are more likely to have links with higher HC.cont scores as compared to higher weighted

degree nodes in the original network.

As can be seen, these measures adopt different formulations for computing common

neighborhood similarity between two nodes (proteins) in a graph (interaction network).

We next describe how we evaluated these measures within the frameworks of graph

transformation and protein function prediction.

4.2.3 Evaluation methodology

Our evaluation methodology consists of the following two steps:

• First, each of the above CNS measures is used to compute the similarity (strength

of the association) between each pair of proteins in the input interaction network,

depending on whether they operate on the weighted or unweighted version of the

network. Next, a threshold is chosen for each score such that the number of pairs

with a score higher than this threshold is as close as possible to the number of

interactions in the original network. The pairs that score higher than the thresh-

old are structured as a network, and constitute the transformed network for the

corresponding measure. Note that this form of thresholding helps us reduce the

bias in the performance of the function prediction algorithms (described next) due

to the size of the network they are run on.

• Next, two different protein function prediction algorithms are run on the original

as well as the transformed networks to make predictions over a set of 136 classes

discussed in Section 4.2.1. The first algorithm used was Nabieva et al. [79]’s net-

work flow-based FunctionalFlow algorithm. We also used a simple neighborhood-

based algorithm inspired by Schwikowski et al.’s function prediction algorithm

[78]. Here, the likelihood score of a query protein performing certain function is

simply counted as the sum of the weights of its interactions with proteins that are

known to be annotated with that function, and these scores are collected for all

the unannotated proteins in the data set for all the relevant functions. The predic-

tions from both these algorithms are evaluated within a five-fold cross-validation

setup by computing the Area Under the ROC Curve (AUC) score for each class
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CNS Measure # Interactions
# Connected Range of

proteins edge weights

Jaccard 34637 3492 0.13 − 1

Pvalue 34481 2162 6.61 − 317.13

FS.binary 34481 2359 0.08 − 0.93

TOM.binary 34483 3646 0.5 − 1

HC.binary 34496 3559 0.19 − 1

FS.cont 34483 3745 0.0011 − 0.41

TOM.cont 34474 3774 0.0173 − 0.46

HC.cont 34487 3757 0.0135 − 1

Table 4.1: Details of transformed networks produced using different CNS measures.

independently.

The results from this methodology are discussed in the next section. In addition, we also

adopted specific methods for identifying the factors contributing to the performance of

the CNS measures, the details of which will be discussed at the relevant places.

4.3 Results

In this section, we will discuss the results of our evaluation study, and also the subsequent

analyses that we carried out to explain the observed trends.

4.3.1 Details of transformed networks

Table 4.1 lists the details of the different transformed networks generated using the

methodology described in Section 4.2.3. As can be seen, the number of interactions in

these networks, as well as the number of connected proteins with at least one interac-

tion, are almost the same as the original network, thus ensuring that the downstream

analysis of these networks is not biased due to a variation in these factors. The only

exceptions to these observations are the Pvalue and FS.binary networks, where the

number of connected proteins is substantially lower than the original network. This

discrepancy occurs primarily due to low scores being assigned to edges involving the

weakly connected nodes in the original network according to these measures, which

are not included in the transformed networks obtained after thresholding the full set of

scores. Also, since there are a large number (30001) of protein pairs with a TOM.binary

score of 0.5, we had to randomly choose 21210 pairs out of this set to create a network

with the same number of interactions as the original one.
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CNS Measure Mean AUC Mean AUC Maximum AUC # Classes # Classes Maximum AUC # Classes

Score Change Improvement Improved with AUC Depreciation with AUC

increase > 0.05 depreciation > 0.05

Original.cont 0.7944

FS.cont 0.7941 −0.0003 0.0846 83 3 0.0662 5

TOM.cont 0.8034 0.0089 0.0636 105 2 0.1782 3

HC.cont 0.8266 0.0281 0.2244 109 34 0.1199 6

Original.binary 0.7847 −0.0097 0.0502 48 1 0.2222 8

Jaccard 0.7291 −0.0653 0.2738 28 18 0.4759 86

Pvalue 0.6374 −0.1570 0.1740 5 3 0.5691 124

FS.binary 0.6750 −0.1195 0.1740 5 1 0.4945 113

TOM.binary 0.7365 −0.0579 0.3332 23 9 0.3227 78

HC.binary 0.7578 −0.0367 0.2989 35 25 0.3773 70

Table 4.2: Performance statistics of FunctionalFlow over the original and several transformed interaction networks. All
the improvement/depreciation results are with respect to the Original.cont network.
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CNS Measure Mean AUC Mean AUC Maximum AUC # Classes # Classes Maximum AUC # Classes

Score Change Improvement Improved with AUC Depreciation with AUC

increase > 0.05 depreciation > 0.05

Original.cont 0.8028

FS.cont 0.8101 0.0073 0.0371 108 0 0.0368 0

TOM.cont 0.8095 0.0067 0.0522 103 1 0.0288 0

HC.cont 0.8189 0.0161 0.1423 99 14 0.0960 4

Original.binary 0.7973 −0.0055 0.0602 28 1 0.0561 1

Jaccard 0.7296 −0.0732 0.1426 15 8 0.2407 95

Pvalue 0.6863 −0.1165 0.1157 5 1 0.3501 121

FS.binary 0.7242 −0.0786 0.1028 7 1 0.3147 98

TOM.binary 0.7162 −0.0866 0.1512 9 3 0.3071 108

HC.binary 0.7535 −0.0492 0.1165 23 10 0.2349 69

Table 4.3: Performance statistics of neighborhood-based function prediction over the original and several transformed
interaction networks. All the improvement/depreciation results are with respect to the Original.cont network.
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4.3.2 Performance of function prediction algorithms

Next, we evaluated the utility of each of the transformed networks for predicting the

membership of S. cerevisae proteins in 136 GO Biological Process classes, and compared

their performance with the weighted (Original.cont) and unweighted (Original.binary)

versions of the original interaction network. Tables 4.2 and 4.3 detail the results of

this evaluation using the FunctionalFlow and neighborhood-based function prediction

methods respectively. The following important observations can be made from these

results:

• Surprisingly, the Pvalue and Jaccard measures, which have been previously used

[89, 110] for the analysis of unweighted interaction networks, produce substantially

worse predictions than the Original.binary network itself. This is primarily due

to their inability to incorporate real-valued edge weights, as well as the weight

of the edge between the pair of proteins being evaluated. In particular, the per-

formance of Pvalue is likely to be adversely affected by the wide scale of scores

assigned to the edges in its transformed network (Table 4.1), and also indicates the

limitations of using a measure of statistical significance to estimate the strength

of an association between proteins.

• Among the other measures (FS, TOM and HC), the transformed network gen-

erated from Original.cont using their continuous versions produce much better

results than the ones generated from the Original.binary network using their

binary versions, since the latter are unable to utilize the edge reliability scores.

In fact, this observation is also true for the original network, which is the rea-

son we choose the Original.cont network as the benchmark for comparing the

performance of the CNS measures.

• Among all the measures, it can be seen that only the measures that can utilize

edge weights, namely FS.cont, TOM.cont and HC.cont, perform better than (or

almost the same as) the Original.cont network in terms of the mean AUC score

across all the classes. Overall, this result shows that it is possible to perform

more accurate analysis on the original interation data by transforming it using

appropriate CNS measures.
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• Among the continuous CNS measures, HC.cont performs the best in terms of

almost all the evaluation metrics. In addition to producing the highest mean

AUC improvement, HC.cont is also unique in substantially increasing the AUCs

(increase> 0.05) for a much larger number of classes as compared to those for

which it leads to a major depreciation in AUC (decrease> 0.05). Generally speak-

ing, this performance is because HC.cont is better able to synthesize the common

neighborhood configuration of two proteins, i.e., the connecting edges and their

weights, into an accurate measure for the similarity or the strength of association

of the two proteins. More detailed explanations will be explored in the following

sections.

It should be noted that the above results are consistent across both the Function-

alFlow and neighborhood-based function prediction algorithms (Tables 4.2 and 4.3 re-

spectively), thus substantially increasing the confidence in the conclusions made.

Next, we conducted an extensive investigation to explain these variations in the per-

formance of the continuous CNS measures, namely FS.cont, TOM.cont and HC.cont,

in terms of the changes they introduce into the network structure. The following sub-

sections detail the results of this investigation.

4.3.3 Changes in the structure of the network

It can be observed from the description of the CNS measures in Section 4.2.2 that two

proteins that are not even connected in the original network may have a high CNS score,

and vice versa, depending on their common neighborhood configuration. The natural

consequence of this is that the structure of the resultant transformed network(s) may

be substantially different from that of the original network. Indeed, the improvement in

the function prediction results can be attributed largely to these changes in the network

structure. Thus, in this part of the study, we focused on identifying the most prominent

of these changes introduced by TOM.cont, FS.cont and HC.cont.

To identify these changes, we compared the degree of each node in the original and

transformed networks produced by these measures, and Figure 4.1 shows this compar-

ison through scatter plots. As can be seen from the plots in Figure 4.1(a) and 4.1(b),

the degrees of the nodes remain largely unchanged (close to the y = x line) between
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Figure 4.1: Scatter plots comparing the degrees of the nodes in the orginal and the
transformed network created using different continuous CNS measures (Plots best seen
in color).

the original and the transformed networks produced by FS.cont and TOM.cont respec-

tively. This indicates the tendency of these measures to maintain the network structure

and focus on assigning more accurate reliability scores to the interactions that lead to

an improvement in the results of protein function prediction.

In contrast, Figure 4.1(c) shows that there is a substantial difference between the

degrees of several nodes in the original and the HC.cont-transformed network. These

differences, which include examples of both decrease (points below the y = x line) as

well as increase (points above the y = x line) in node degrees after the transformation,

can be explained on the basis of the formula for HC.cont (Equation 4.9). Examining

this formula, it is easy to see that the denominator is the maximum of the (weighted)

degrees of the two nodes, which implies that unless the numerator has a high value,

this measure will assign a low score to protein pairs where at least one of the proteins
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(c) Percentage of edges in the original network
that were dropped during graph transformation
at different levels of noise.
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(d) Percentage of new edges introduced into the
transformed networks at different levels of noise.

Figure 4.2: Analysis of the robustness of the original interaction network and its trans-
formed versions in terms of the performance of FunctionalFlow and extents of the
changes introduced into the network during transformation (Plots best viewed in color).

has a high (weighted) degree. This effect leads to the observed change in degrees. For

instance, consider the case of a node with degree 478 in the original network (point at

bottom right corner of Figure 4.1(c)), all of whose edges, except 13, had low weights

(less than 0.1). The result of this configuration is that the HC.cont scores involving

this node are low, since the numerator of Equation 4.9 is small because of the low edge

weights, and the denominator is high because of the high degree of this node. Indeed,

after the HC.cont-based transformation, the highest weight of an edge involving this

node in the transformed network is only 0.0209. As a result of this, all but 2 of these

(intermediate) edges are pruned out to retain the size of the original network. On the

other hand, one of the nodes connected to this high-degree node, which had 12 neighbors

in the original network (point at top left corner of Figure 4.1(c)) obtained 293 neighbors
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after the HC.cont-based transformation, due to its much lower degree (lower value of

the denominator in Equation 4.9) and the higher weights of its edges (higher value of the

numerator in Equation 4.9). Interestingly, 284 of the new neighbors of this node were

neighbors of the high-degree node in the original network, and these new edges were

formed due the the presence of the latter as one of the common neighbors. Such a change

in configuration at some places in the original network led to the observed changes in

the degree distributions between the original and HC.cont-based transformed networks.

Now, a natural question to ask here is whether these major changes in the network

structure, namely the dropping and introduction of edges, are responsible for the im-

provements observed in the function prediction results? We attempt to answer this

question by studying the two cases separately in the following subsections.

4.3.4 Robustness of CNS measures to noise in the interaction data

One of the hypotheses underlying the use of common neighborhood similarity informa-

tion is that it can be used for filtering out noisy or spurious interactions in a network,

since two proteins connected by a spurious interaction are less likely to have a large

number of common neighbors than two proteins connected by a true interaction. We

explored this hypothesis as one of the benefits CNS measures may provide for pre-

processing interaction networks. However, since it is difficult to identify the noisy edges

in the original network apriori, we followed a simulation-based methodology for validat-

ing this hypothesis. Under this methodology, we generated several randomly perturbed

versions of the Original.cont network, where the random rewiring model [116, 117] is

used to replace several of the true interactions in the network by randomly created inter-

actions. In this model, two edges in the original network are chosen randomly and two

new edges are created by swapping their end points. The weights of the original edges

are also randomly reassigned to the new edges. Applying this model to 10%, 20%, 30%,

40% and 50% of the edges in the original network gave us several ”noisy” versions of

the network, and we transformed each of these networks using the FS.cont, TOM.cont

and HC.cont measures.

In the first part of this analysis, we studied how the extent of noise in the noisy

networks and their transformed versions affected the performance of the FunctionalFlow

algorithm, measured in terms of the average of the AUC scores of all the 136 classes.
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Network
Common edges Dropped edges Added edges

Overall
Fraction Avg. # Fraction Avg. # Fraction Avg. #

functions functions functions

shared shared shared

FS.cont 0.9528 0.9165 0.0472 0.2569 0.0472 1.469 0.9421

TOM.cont 0.8839 0.9461 0.1161 0.424 0.1161 1.235 0.9797

HC.cont 0.7086 1.0673 0.2914 0.4428 0.2914 0.8158 0.9940

Table 4.4: Fraction and function relevance of different types of edges in the transformed
networks.

Figure 4.2(a) shows the results of this analysis as the noisy fraction of the network

ranges from 10% to 50%. As expected, the results from all the networks become worse

as the extent of noise increases. However, it is encouraging that all the transformed

networks are able to resist the effect of noise to some extent, and thus produce more

accurate predictions than their corresponding noisy networks. HC.cont (blue line) is

consistently the best performer in this evaluation, and can produce a performance as

good as the original network (dotted purple line) even when almost 15% of the edges

in the network are spurious. The corresponding fractions for TOM.cont and FS.cont

are only about 5% and 2% respectively. Interestingly, the order of performance of these

measures is the same as the function prediction results in Table 4.2 and Figure 4.2(a),

and close to that in Table 4.3. Overall, these results demonstrate the robustness of the

CNS-based transformed networks, particularly the one generated using HC.cont, to the

presence of noise in the original network, and serves as an important factor behind the

improvement of function prediction results using these measures.

Furthermore, the setup of this simulation experiment allows us to examine in detail

the precise changes being introduced into the network during the graph transformation

process at different levels of noise. A particularly relevant change to be examined here is

the dropping of noisy edges by the different CNS measures during graph transformation.

For this, we recorded the percentage of noisy edges that were dropped in the transformed

network generated using each of the measures at every noise level, and the results of this

analysis are plotted in Figure 4.2(b). Interestingly, although all the measures are able

to eliminate a non-trivial fraction of the noisy edges, HC.cont leads to the elimination

of the highest fraction of noisy edges, followed by TOM.cont and FS.cont. However,

it is important to examine this change in combination with other changes as well in

order to obtain a more comprehensive view of the CNS-based transformation procedure.
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Two other such important changes are the pruning of some of the non-noisy edges in

the original network and the addition of new edges (those not in the corresponding

noisy network) into the transformed network. To study the extents of these changes,

we collected the percentages of the number of non-noisy edges in the original and the

total number of edges in the transformed networks represented by these two types of

edges to respectively. The variations of these percentages at different levels of noise

are shown in Figures 4.2(c) and 4.2(d) respectively. A comparison of Figures 4.2(b)

and 4.2(c) shows that a smaller percentage of non-noisy edges are dropped by all the

CNS measures as compared to the percentage of noisy edges dropped. For instance,

HC.cont drops 35−40% of the noisy edges, as compared to 28−30% of the non-noisy

edges, and the trend is similar for other measures also1 This indicates that the CNS

measures are indeed effective at differentiating between spurious and valid interactions

on the basis of the common neighborhood information. Finally, it can be observed from

Figure 4.2(d) that all the CNS measures introduce a certain percentage of new edges

into the transformed network to replace the noisy and non-noisy edges dropped. For

instance, about 30% of the edges in the HC.cont-transformed network are new ones at all

the noise levels tested here. Thus, the results shown in Figures 4.2(b)-4.2(d) show that

several major changes are made to the original network during the graph transformation

process by all the CNS measures. However, it is interesting to note that the ordering of

these measures in terms of the extents to which they introduce these changes, namely

HC.cont, TOM.cont and FS.cont, is the same as that for the function prediction results

presented in Section 4.3.2. This observation motivates the natural examination of how

these changes in the network structure influence the functional content of the original

interaction network, the results of which we present in the following subsection.

4.3.5 Enhancement of functional coherence by HC.cont-based trans-

formation

We discussed in Sections 4.3.3 and 4.3.4 how the different continuous CNS measure

lead to changes in the network structure after the transformation. Also, the results

1In reality, not all the edges in the original network are non-noisy due to the inherent noise in the

data (one of the motivations of this work). Thus, if a comparison is carried out using a set of perfectly

non-noisy edges, this difference will be larger.
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presented in Section 4.3.2 show that these measures also lead to improvements in func-

tion prediction results over the original network. Thus, in this part of the study, we

investigated how these changes in the network structure affect the functional content of

the resultant network that leads to the observed improvements. For this, we categorized

the different edges into three categories, namely the edges common to the original and

transformed networks (Common), those dropped from the original network during the

transformation (Dropped) and those added to the transformed network to keep its size

(approximately) the same as the original network (Added). For each of these types

of edges, we computed the average of the number of functions shared by the proteins

connected by the edges of that type2. The results of this analysis, along with the frac-

tions of the transformed network represented by each type of edge, are presented in

Table 4.4, and several trends can be observed from them. First, although HC.cont

retains the smallest fraction of the original network, this subnetwork is also the most

functionally coherent, followed by the TOM.cont and FS.cont retained subnetworks.

This order is reversed for the cases of dropped and added edges, where FS.cont drops

the least functionally coherent edges and adds the most functionally coherent ones,

followed by TOM.cont and HC.cont. Thus, there is substantial variation both in the

fractions as well as the functional coherence of the sets of edges of these three types

produced by the CNS measures considered, which leads to the natural question of how

these factors combine to determine the functional coherence of the final transformed

networks? The answer to this question is provided by the last column of Table 4.4,

which shows the average number of functions shared by all pairs of connected proteins

in the transformed networks. It is encouraging to note that this measure of functional

coherence is significantly higher for all the transformed networks when compared to

the score of the original network (0.8854). More specifically, the HC.cont transformed

network has the highest functional coherence, followed by the TOM.cont and FS.cont

networks, and these results match the order of performance of these measures in func-

tion prediction (Tables 4.2 and 4.3). This shows that the ability of HC.cont to preserve

the most functionally coherent part of the original network, and replace the dropped

edges with new edges that are reasonably functionally coherent leads to it producing the

2The trends reported here are consistent if we used at least one shared function as a measure of

functional coherence.
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(a) Results using HC.cont.
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(b) Results using TOM.cont.
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(c) Results using FS.cont.

Figure 4.3: Comparison of the functional connectivity between member proteins of indi-
vidual functional classes between the original and the transformed networks generated
using different CNS measures.

most functionally coherent transformed network. On the other hand, although FS.cont

adds more functionally coherent edges, the fraction of these edges in the transformed

network is very small, and thus the transformed network is not as functionally coherent.

The performance of TOM.cont is intermediate from this point of view.

Given this global view of how the CNS measures enhance the overall functional rel-

evance of the given interaction network, we next investigated how graph transformation

using these measures affects the functional connectivity between proteins belonging to

individual classes using the following methodology. For each protein belonging to each

of the 136 classes, we computed the number of their direct neighbors that belong to

the same class in the original and the transformed networks, and used the average of

this set of numbers as a measure of the functional connectivity of each class in these
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CNS measure Mean increase in Median increase in

functional connectivity functional connectivity

HC.cont 0.5489 0.295

TOM.cont 0.4028 0.102

FS.cont 0.2495 0.0748

Table 4.5: Summary statistics about change in functional connectivity after transfor-
mation using different CNS measures.

networks. Figure 4.3 shows scatter plots comparing the values of these measures be-

tween the original and the transformed networks, and Table 4.3.5 provides some sum-

mary statistics about these plots. While all the measures led to statistically significant

(p − value < 10−10) increases in the functional connectivity, it can be seen from these

plots and the table that HC.cont provides the highest overall per-class increase in func-

tional connectivity, followed by TOM.cont and FS.cont. This order is identical to that of

the performance of the function prediction algorithms on the corresponding transformed

networks (Tables 4.2 and 4.3), and thus provides another explanation for how HC.cont

helps improve the accuracy of function predictions by enhancing the connectivity be-

tween proteins of the same functional class. In fact, this improvement is particularly

high for the classes whose functional connectivity was very low in the original network,

and was enhanced substantially after transformation using HC.cont. For instance, for

the 53 classes whose connectivity was less than 2 in the original network and for which

there was a substantial increase in functional connectivity due to HC.cont, the average

improvement in AUC of FunctionalFlow predictions was 0.0388 as against 0.0213 for

all the other classes. In comparison, transformation using FS.cont and TOM.cont has

very little effect on functional connectivity of these classes, and hence the accuracy of

the predictions made (average change in AUC of FunctionalFlow predictions was only

−0.0031 and 0.0045 respectively). This analysis shows that HC.cont particularly helps

improve the predictions for classes with poor functional connectivity for which it is

difficult to make accurate predictions from the original network.

In summary, the results in this section showed that an important factor behind

the improved function prediction results obtained after graph transformation using the

different continuous (∗.cont) CNS measures, particularly HC.cont, is the enhanced con-

nectivity between functionally connected proteins.

Viewing these results in unison with those presented in the previous section shows
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that the CNS measures that utilize the real-valued edge reliability scores in the original

network are effective at identifying and dropping noisy edges, as well as introducing new

edges between functionally associated proteins. It can be seen that these two operations

are directly addressing the noise and incompleteness issues with protein interaction

data, which was the goal of this study. In particular, HC.cont is able to address both

these issues most effectively, and consequently leads to the most accurate predictions

of protein function. Similar advantages are provided by other CNS measures as well,

namely FS.cont and TOM.cont, although to smaller extents.

4.4 Conclusions and Future Work

In this work, we evaluated the use of a variety of common neighborhood similarity

(CNS) measures to quantify the relationship of two proteins based on their common

neighborhood configuration, and used them within the framework of graph transforma-

tion for the task of pre-processing protein interaction networks. We showed that such

pre-processing, especially using CNS measures that take advantage of the real-valued

edge reliability scores (weights), is able to substantially improve the accuracy of pre-

dictions made for several GO Biological Process terms by standard protein function

prediction algorithms. In particular, the continuous version of the h− confidence mea-

sure (HC.cont) produces the largest improvement in the prediction performance. We

also investigated the structural changes introduced into the original network when it

is transformed using these CNS measures, in order to find the structural factors con-

tributing to this improvement. We found that the two major factors contributing to

this improvement are the abilities of HC.cont and the other measures to prune out

edges likely to be spurious (noisy) and introduce new links between functionally related

proteins during the graph transformation process. Overall, the methods and results

of this study should help researchers adopt robust pre-processing schemes for protein

interaction networks, which should in turn help them obtain more accurate inferences

from this type of data.

This work can be extended in several directions. Among the most direct extensions

would be a validation of the noisy edges removed and the functional linkages added to

the network during the graph transformation process using experimental PPI assessment
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methods, such as that of Braun et al. [118]. Another direction would be to examine

how the CNS measures evaluated here perform for other types of network data, such

as genetic interaction networks [119], which have their own characteristics, such as the

presence of both positively and negatively weighted edges. Finally, although we focused

on comparing the efficacies of individual CNS measures, it is possible to integrate these

measures to develop even more powerful frameworks for pre-processing interaction data.

This effort can be further supplemented by ideas from approaches for assessing the

reliabilities of protein interactions from other data sources, such as microarray data and

amino acid sequences [12, 28, 109].



Chapter 5

Incorporating functional

inter-relationships into protein

function prediction algorithms

5.1 Introduction

One of the most popular methods used for predicting protein function from biologi-

cal data is classification [83, 47, 120]. Under the traditional classification framework,

each protein is represented by a set of features, such as the expression profile of its

corresponding gene or the set of proteins it interacts with. Now, for each functional

class, a model is constructed using the feature sets of the proteins annotated with this

class. This model is then used to decide if an unannotated query protein should be

annotated with this class. The key premise underlying this methodology for predicting

protein function is that proteins belonging to the same functional class have ”similar”

biological attributes.

Standard classification or predictive modeling techniques for function prediction rely

on positive and negative examples from functional classification schemes, such as the

Gene Ontology [13] or FunCat [70], and typically treat each functional class separately.

However, this standard approach fails to capture one of the key properties of such

classification schemes: most schemes not only provide annotations to functional classes,

84
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(a) Large class (GO:0051252; 383 member pro-
teins)
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(b) Smaller class (GO:0006352; 54 member pro-
teins)

Figure 5.1: Distribution of the number of nearest neighbors of the same class in a
neighborhood of size 20 for the member proteins of two functional classes of varying
sizes in Mnaimneh et al.’s data set.

but also capture inter-relations between the functional classes. For example, the Gene

Ontology (GO) is arranged as a directed acyclic graph in which the GO terms form a

hierarchy capturing everything from relatively general functions (e.g. metabolism) to

specific biological roles (e.g. nucleotide excision repair). Such an organization of classes,

particularly in the case of GO, poses two important challenges for predictive modeling

techniques for function prediction. First, several studies [121, 122, 123] have concluded

that proteins in inter-related, or similar GO functional classes tend to have similar

biological attributes. This limits the applicability of the key premise of classification-

based function prediction discussed above, since distinguishing between such similar GO

classes becomes hard.

The second important issue that arises is that it is often hard to construct reliable

classification models for several functional classes from a given data set due to complex

issues including noise in the data, low relevance of the data set for some functional

classes, and an insufficient number of training examples for building accurate classifica-

tion models [124]. These issues, particularly the last one, are expected to most severely

affect functional classes having few members, which also include classes located deep

in a functional hierarchy. This difficulty of constructing reliable classification models is

illustrated in Figure 5.1 for two classes from the GO biological process ontology, which



86

have 383 and 54 member proteins in Mnaimneh et al.’s gene expression data set [125],

representing a large class (GO:0051252) and a class of median size (GO:0006352) respec-

tively. The histograms in this figure show, for each protein in these classes, how many

proteins in its neighborhood belong to the same class. Neighborhood is restricted to

the twenty proteins with the most similar expression profiles to the query protein, using

correlation as the similarity measure. These plots show that for most of the proteins

in both the large, as well as the much smaller class, only a limited number of similar

proteins in the same class are available. For instance, in the large class, 243 of the

383 member proteins have less than three neighboring proteins of the same class, while

two is the maximum number of neighboring proteins of the same class for proteins in

the smaller class. In fact, 40 of the 54 proteins in the smaller class have no proteins

of the same class in their neighborhood. This lack of enough training examples having

characteristics similar to the query protein, which occurs due to the issues discussed

above, illustrates the difficulty of building classification models for functional classes,

particularly for the small ones.

However, the availability of the same well-defined structure of relationships between

functional classes in the form of Gene Ontology raises the following key question: ”Can

the performance of standard classification algorithms for function prediction be im-

proved by incorporating these inter-relationships into them?”. In this chapter, we ad-

dress this question using an approach shown in Figure 5.2. As illustrated by this figure,

our approach uses evidence in neighboring proteins belonging to similar classes to bol-

ster the evidence for annotation of the query protein with the target class. Evidence for

the abundance of proteins belonging to classes similar to the target class in the neigh-

borhood of a query protein, and hence the applicability of such an approach is presented

in Figure 5.3 for the target class of median size (GO:0006352) discussed in Figure 5.1(b).

Here, the semantic similarity of all the classes with the target class, calculated using

Lin’s measure [30], is plotted against the average number of nearest neighbors of the

corresponding class in the nearest neighborhood of a protein belonging to the target

class. As can be seen from this scatter plot, even though the average frequency of the

target class (similarity=1) is very small (less than 0.5), there are several classes, such

as GO:0006366, GO:0051252 and GO:0016072, that are more abundant, and have a

substantial semantic similarity with the target class (over 0.4). This similarity can be
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Figure 5.2: Overview of our approach. In addition to using the proteins annotated with
the target class (red circles) in the query protein’s neighborhood, our approach also uses
evidence from proteins annotated with a class similar to the target class (lighter red
circles) in order to determine whether the query protein belongs to the target class.

used to enrich the information available in the neighborhood of proteins being tested

for a target class. Our approach is based on this principle.

More specifically, using Lin’s measure [30] for evaluating the semantic similarity be-

tween classes in an ontology, we incorporate such functional inter-relationships into the

k-nearest neighbor classifier [83]. We evaluate our algorithm on two large microarray

data sets [125, 6], a recent protein interaction data set [11] and a combination of inter-

action and microarray data sets, each of which is used for the modeling and prediction

of over hundred classes from the GO Biological Process ontology. The results show that,

compared to the base k-NN classifier, this incorporation produces more accurate predic-

tions for many of the functional classes considered, and also that the classes benefitted

most by this approach are those containing the fewest members. We also illustrate

how the proposed framework can be used for integrating information in the entire GO

Biological Process ontology to improve the accuracy of prediction over a set of target
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Figure 5.3: Distribution of nearest neighbors of similar classes for a target functional
class (GO:0006352) of medium size (54 proteins) in Mnaimneh et al.’s data set. The
Y-axis denotes the semantic similarity of a functional class with the target class, and the
X-axis shows the average number of proteins in that class that are included in a size 20
neighborhood of proteins annotated with the target class. Some of the classes marked by
arrows have a substantial similarity with the target class, and have an average frequency
higher than that of the target class (similarity=1) itself.

classes. Finally, we provide qualitative and quantitative evidence that this incorpora-

tion of functional inter-relationships enables the discovery of interesting biology in the

form of novel functional annotations for several yeast proteins, such as Sna4, Rtn1 and

Lin1.

Note that since the rest of the discussion in this chapter will be concerned with

classification within the context of GO, the terms (functional) class, (GO) term, node

(in an ontology) and label will be used interchangeably in the rest of the text.

5.1.1 Related Work

Recently, some approaches have been proposed to address the problem of incorporating

inter-relationships between functional classes in GO into function prediction algorithms.
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These approaches can be categorized using the following two types of relationships be-

tween classes constituting the DAG-based functional hierarchies in GO:

• Parent-child relationships: The basic structure of the ontologies in GO is con-

structed from edges between parent and children terms. Some approaches have recently

been proposed for enforcing the consistency required by these relationships, namely a

protein annotated with a child node must be annotated with the parent node, into func-

tion prediction algorithms. Barutcuoglu et al. [126] proposed a Bayesian network-based

approach for this incorporation. In this work, they trained individual SVM classifiers

for all the nodes of the hierarchy. Then, by constructing a Bayesian network using

the structure of the ontology, the predictions of all the nodes were revised iteratively

in order to ensure consistency between parent-child annotations throughout the hier-

archy, obtaining significant improvements over the individual classifiers. Carroll and

Pavlovic [127] proposed a similar approach using probabilistic chain graphs for this

problem. However, due to the limited evaluation experiments on small hierarchies, it is

unclear how the performance of this approach would scale for a large set of classes from

GO. Some other researchers, such as Shahbaba and Neal (2006) [128], have also studied

this problem, although their techniques are limited to tree-structured hierarchies.

• Sibling and other distant relationships: An effect of the structure of the on-

tologies in GO is the formation of sibling relationships between nodes that are children

of the same parent. These relationships can be further generalized to extended family

relationships, such as cousin and other more distant relationships. King et al. [129]

approached the problem of incorporating these distant relationships into function pre-

diction algorithms by predicting the functions of a protein using the decision tree and

Bayesian network models trained on the patterns of annotations of other proteins. A

model is trained for each class using the other annotations of the member proteins

(represented as binary vectors) and used for the predicting whether a test protein is

a member of this class. Tao et al. [130] extended King et al.’s approach further by

augmenting the prediction model with the semantic similarity between different classes.

Here, they used Lin’s similarity measure [30], also used in our study but using a different

definition, to measure the inter-relationships between the functional classes in GO, and
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thus to measure the similarity between the sets of functional labels of two proteins. This

similarity measure is then used within the framework of a k-nearest neighbor classifier

for predicting whether an unannotated protein belongs to a certain functional class or

not. The results of this study provided important evidence for the utility of semantic

similarity between functional classes for enhancing the performance of function predic-

tion algorithms. However, since this technique uses the known annotations of a protein

to predict its other potential annotations, it can not make predictions for proteins with

no known annotations, since such a protein will have no similarity to the other proteins

using this measure. This motivates the need for methods that can incorporate external

genomic data into the prediction process, so that similarity can be computed for both

annotated and unannotated proteins alike. Our work takes this approach of augmenting

genomic data-based functional classification algorithms with inter-relationships between

functional classes measured using standard semantic similarity measures. Notably, Yu

et al. have recently proposed a similar approach for this problem [131], where they use

taxonomic similarity measures between functional classes to modify a simple protein

function prediction algorithm. We compare our method with this approach.

The incorporation of both these types of relationships is important for making use

of the information available in the entire hierarchy. One of the advantages of the direct

incorporation of distant functional relationships, which is the focus of our work, is that

it is possible to incorporate information from nodes farther away in the hierarchy, as

compared to the hierarchical incorporation approaches, which only utilize the subgraph

of the hierarchy corresponding to the set of target classes. Our work provides a frame-

work for incorporating these distant functional inter-relationships into standard func-

tion prediction algorithms. Notably, this task is more challenging than the hierarchical

consistency enforcement problem since there is a much larger number of relationships

between nodes to be considered than just the parent-child relationships, which are rela-

tively fewer. Furthermore, as discussed above, we perform this augmentation using the

biological characteristics of proteins captured in high-throughput genomic data, thus

addressing one of the limitations of King et al.’s [129] and Tao et al.’s [130] studies.

This enables us to make predictions for poorly annotated and unannotated proteins, for
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which experimental data, such as their interactions and expression profiles, are avail-

able. Our experimental results provide both qualitative and quantitative evidence for

this advantage of our approach. We also present the results of a comparison between

the performance of our and Yu et al.’s GEST [131] approach.

Our work is also related to the field of hierarchical and multi-label classification in

machine learning and data mining [132]. However, most of the work in this field is not

directly applicable to the problem of hierarchy-based protein function prediction, since

these techniques don’t take the hierarchical and multi-label nature of this classification

problem simultaneously into account. Also, they consider limited, if any, relationships

between the classes, which is the primary subject of this study.

5.2 Methods

5.2.1 Preliminaries

Gene Ontology (GO)

Gene Ontology [13, 133] was formed by a collaboration of three leading organism-specific

genomic databases FlyBase (D. melanogaster) [134], SGD (S. cerevisiae) [135] and MGI

(M. musculus) [136], who responded to the need to create a cross-species functional

classification system in order to solve the protein function standardization and data

integration problem created by the huge number of genome projects in the early genome

sequencing period [137]. They identified and defined a wide variety of functional classes,

and assigned the functionally characterized genes in these organisms to one or more of

these classes. In addition, they adopted the well-studied concept of an ontology [138],

defined as a systematic arrangement of the important objects and concepts that exist in

a subject, together with the relations between them, to organize the inter-relationships

between these classes. Very soon, other databases, such as TAIR (A. thaliana) [139],

also joined the consortium in the development of GO, and today, this group includes

many more databases, researchers and projects.

GO is composed of three functional ontologies corresponding to cellular component,

molecular function and biological process, each of which represents a different aspect

of a protein’s function. The cellular component ontology includes terms (functional
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(a) Top portion of the cellular component
ontology

(b) Top portion of the molecular function
ontology

(c) DNA Metabolism portion of biological
process ontology

Figure 5.4: Portions of the three GO functional ontologies illustrating the hierarchi-
cal relationships between terms (functional classes) and genes from different organisms
annotated with these terms (Figure adapted from [13]).

classes) that depict the cellular locations to which a gene product localizes, terms in

the molecular function ontology denote the biochemical activity of a gene product,

and terms in the biological process ontology represent the overall cellular process that

a gene product plays a role in. Each of these ontologies is hierarchically structured

and is modeled as a directed acyclic graph (DAG), in which each node corresponds

to a functional class and each directed edge correponds to either an is:a or a part:of

relationship from a relatively general class to a more specific one, and can thus be treated

as a parent-child relationship. Figure 5.4 shows portions of the three ontologies, with

each sub-ontology showing both the hierarchical relationships between the constituent

terms, as well as the genes from three different organisms annotated with these terms.
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This thorough design and implementation of GO has also made it the gold standard

for functional analyses in current molecular biology. This is also reflected in the fact that

numerous protein function prediction approaches have used Gene Ontology as a source

of functional annotations for training and validation [140, 141, 66, 142, 143, 144, 145].

Semantic Similarity in an Ontology

In GO, nodes (classes or labels) are connected to other nodes through parent-child

edges, which impose hierarchical inter-relationships between them. Also, the nodes

contain member proteins that have been annotated with the corresponding functional

class. Thus, it is possible to compute the similarity between two GO nodes, referred to

as semantic similarity, on the basis of their relative positioning in the hierarchy, their

contents, or a combination of both. Several information-theoretic semantic similarity

measures have been developed for computing similarity between two concepts in a hier-

archy, such as those by Lin [30], Resnik [146] and Jiang [147]. These measures evaluate

the similarity of two nodes in terms of their proximity in the ontology, as well as their

content. In particular, we use Lin’s measure [30] as defined in Equation 5.1.

linsim(l1, l2) =
2 × [log pms(l1, l2)]

log p(l1) + log p(l2)
(5.1)

Here, l1 and l2 are the labels (or nodes) between which similarity is being calcu-

lated, while p(l) denotes the probability of a protein being annotated with label l,

and is estimated from the available set of GO annotations for an organism. Also,

pms(l1, l2) = min
l∈S(l1,l2)

p(l), where S(l1, l2) is the set of common ancestors of l1 and l2.

Thus, pms(l1, l2) denotes the probability of the minimum subsumer of l1 and l2. Intu-

itively, this formulation measures the semantic similarity of l1 and l2 in terms of the

contents of their minimum subsumer node in the ontology. Clearly, linsim(l1, l2) = 1

when l1 = l2, and linsim(l1, l2) = 0, when their minimum subsumer is the root of the

ontology. An additional advantage of this measure is that it is bounded between [0, 1].

These fixed bounds are very useful for the incorporation of functional inter-relationships

into prediction algorithms, as explained in the proposed approach section.

An example of a label similarity matrix computed for the set of functional classes

used in this study is shown in Figure 5.5(a).
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k-Nearest Neighbor Classifier

One of the most intuitive classification algorithms is the k-nearest neighbor (k-NN)

classifier [83], which is based on the principle of abundance of the target label in the

neighborhood of the query example. We use a weighted variant of this classifier, similar

to the direct k-NN classifier used by Kuramochi and Karypis [120], which counts the

abundance of each label in the neighborhood of size k of a protein, weighted by the

feature similarity of the neighboring proteins having the corresponding label. Thus, if

the feature set of a protein p is denoted by feature(p), then the likelihood score of a

label l for a protein p is given by Equation 5.2.

likelihood(p, l) =
∑

p′∈Nbd(p)

[sim(feature(p), feature(p′)) × I[l ∈ labels(p′)]] (5.2)

Here sim(feature(p), feature(p′)) denotes the similarity between the feature vectors

describing proteins p and p′, and I is an indicator function that returns 1 if l belongs

to the set of labels p′ is annotated with, 0 for the other labels. Applying this formula

for p for each label, and then repeating the calculation for all the proteins, produces

a |proteins| × |labels| matrix, named LLbasic, of likelihood scores. The performance of

this algorithm for each label can then be evaluated using any threshold-free evaluation

measure, which was chosen to be the area under the ROC curve (AUC score) [83] in

our study.

We chose k-NN as the base classifier in our study since it is much simpler than other

classification methods, such as SVM [83], and hence it is easier to incorporate additional

factors into the model. Also, for the problem of protein function prediction, some

authors have reported that with suitable parameter settings, k-NN produces comparable

performance to SVM [120, 148, 149].

5.2.2 Proposed Approach

Modified classification algorithm

It can be observed from Equation 5.2 that k-NN is an additive model, i.e., the likelihood

scores are obtained by adding the contributions of all the examples in the neighbor-

hood of the test example. Thus, it is intuitively easy to incorporate contributions from
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examples annotated with similar labels. This is implemented in our approach using

Equation 5.3.

likelihood(p, l) =
∑

p′∈Nbd(p)

[sim(feature(p), feature(p′)) × (
∑

l′∈labels(p′)

linsim(l, l′))]

(5.3)

Equation 5.3 represents a direct extension of the model described in Equation 5.2,

where, in addition to the label being tested (l), contributions are also taken from labels

similar to l. The latter factor is incorporated into the model using the second term
∑

l′∈labels(p′) linsim(l, l′), which denotes the sum of Lin’s similarities between the target

label l and all the other labels l′ assigned to a neighboring protein p′. In fact, if

LLbasic represents the |proteins| × |labels| likelihood matrix derived using the direct

k-NN model (Equation 5.2), and LinSim is the matrix of pairwise label similarities

computed using Lin’s similarity measure (Equation 5.1), then the above equation can

be written conveniently as follows, where LLlabelsim contains the final likelihood scores.

LLlabelsim = LLbasic × LinSim (5.4)

Equation 5.4 makes the implementation of our approach much easier.

Filtering of label similarities

The label similarity matrix contains a value (however small or large) for each pair of

labels. Many of these similarities, especially the smaller ones, are likely to be uninfor-

mative, since all the labels (functional classes here) are not expected to interact with all

the others, particularly in a large diverse set of labels. Indeed, we observed a significant

deterioration in the performance of the label similarity-incorporated classifiers when the

raw label similarity matrix is used for incorporating inter-class relationships. In order

to handle this issue, we used the following heuristic approach for filtering or sparsifying

the label similarity matrix. For each label, we determined a filtering threshold using

a cross-validation procedure. This threshold was determined by running a grid search

over the interval [0, 1] in steps of 0.05. For each such threshold t, all the label similarities

for this label that are less than t are converted to 0, and a leave-one-out cross-validation

procedure is run over the training set to determine the AUC score of the resulting label
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(b) Filtered label similarity matrix

Figure 5.5: Original and filtered class/label similarity matrices (labels×labels) generated
using the labels of genes in one of the training sets from Mnaimneh et al.’s data set
using Lin’s semantic similarity measure.

similarity-incorporated classifier for this label. The threshold that results in the high-

est AUC score for the resultant label similarity-incorporated classifier is chosen as the

filtering threshold for this label. Repeating this process for each label produces a set

of thresholds, which is used to generate a filtered version of the original label similarity

matrix. A filtered version of the label similarity matrix shown in Figure 5.5(a) is shown

in Figure 5.5(b).

Note that such a cross-validation-based filtering procedure is expected to produce

a more informative version of the original label similarity matrix that is expected to

perform well for the unseen test set. However, one issue to consider for this filtering

approach is that of consistency between the thresholds computed for the different labels

using different training sets. We observed that this issue did not affect our results

significantly, but should be considered when applying this approach to other data sets

or problems.

5.3 Results and Discussion

In this section, we compare the functional relationship-incorporated kNN classifiers with

the base kNN classifiers for protein function prediction. This evaluation is conducted
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Dataset # Proteins # Features # Classes k

Mnaimneh 4062 215 137 20

Rosetta 3980 300 137 20

Krogan 2117 2117 108 5

Combined 3762 4277 136 10

Table 5.1: Details of the data sets used for evaluating the label similarity-incorporated
classifiers using a cross-validation methodology.

using both a cross-validation methodology, as well as a quantitative and qualitative eval-

uation of the predictions made by these classifiers for independent sets of test proteins.

However, before presenting these results, we detail the data sets and the experimental

methodology used for these evaluations.

5.3.1 Data Sets

We used several high-throughput data sets for evaluating our approach. The first was

Mnaimneh et al.’s gene expression data set [125], which measures the expression of all S.

cerevisiae (budding yeast) genes under a set of 215 titration experiments. The second

was another large scale dataset known as the Rosetta gene expression compendium [6]

prepared by subjecting yeast cells to a set of 300 diverse mutations and chemical treat-

ments. Pearson’s correlation coefficient, used commonly for measuring the similarity

between the expression profiles of two genes [69], was used as the feature similarity

function sim (Equations 5.2 and 5.3) for these data sets. We also evaluated our ap-

proach on Krogan et al.’s recently published data set of 7123 highly reliable physical

interactions between proteins in yeast [11]. This data set was represented as an n × n

adjacency matrix A, with the A(i, j) cell containing the reliability of the interaction

between proteins i and j, if any. We used the h − confidence measure for measuring

the similarity between the interaction profiles of two proteins in this matrix, which has

been shown in a previous study [107] to handle the noise and incompleteness problems

of protein interaction data robustly. Finally, we also considered a combined data set,

which was prepared by combining the yeast protein interaction data in the BIOGRID

database [150] with the two microarray datasets discussed above. This dataset was con-

structed by preparing the adjacency matrix for the BIOGRID interaction dataset, and

concatenating the rows of this matrix with the gene expression profiles of the constituent
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genes. Also, any columns in the resultant data matrix that have less than two non-zero

values are removed, since they do not contribute to the similarity computation. For this

data set, we used the cosine similarity measure, since most of the data set is constituted

by sparse interaction data.

In addition to these data sets, the structure of the GO biological process ontology,

and the GO annotations for S. cerevisiae proteins were obtained from the Gene On-

tology website (www.geneontology.org) in February, 2008. At this point, only non-IEA

annotations were included in the S. cerevisiae annotations. These annotations were

processed, and all the terms are assigned proteins annotated to any of their descen-

dants, in order to ensure the hierarchical consistency of the annotations. Next, each of

the data sets mentioned above is used to construct classification models for a subset of

138 functional classes from the Biological Process ontology of GO, that have at least

10 members in the corresponding data set. We chose these classes, since, using expert

opinion, Myers et al. [52] have estimated that the predictions made for these classes

are likely to be testable in a wet lab and thus are of interest to biologists. Another

important reason for the choice of these classes is that no parent-child relationships

exist between these classes, and thus it is difficult to use hierarchical relationship-based

approaches for these classes. Also, these classes are spread throughout the ontology, and

thus are suitable for illustrating the use of semantic similarity to improve predictions

by incorporating information from several distant but related functional classes.

Table 5.1 shows the resultant number of proteins, features and classes used for each

data set, as well as the value of k for the k-NN classifier used in our evaluation. Note that

we limited the genes/proteins considered in each of these data sets to those annotated

by at least one of the classes considered for the cross-validation experiments.

5.3.2 Experimental Methodology

Our overall experimental methodology is shown in Figure 5.6. Below, we discuss the

details of some of the individual components.

Computation of label similarity matrix

The first step of our experimental procedure is the construction of the similarity matrix

between the labels, or the inter-relationship matrix between the corresponding classes,
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Figure 5.6: Overall methodology for predicting the functional annotations of a test
protein using the label similarity-incorporated k-NN algorithm. This methodology is
used for our cross-validation experiments, as well as making predictions for test proteins
not annotated with any of the target functional classes.

for each of the above data sets. For each set of labels, the original set of annotations

are collected from the yeast GO annotations, and the |proteins|× |labels| binary matrix

corresponding to the functional classes used for each of the data sets is prepared, where

a 1 denotes that a protein is annotated with the particular class, and 0 otherwise.

Equation 5.1 is then applied to all pairs of labels in this matrix to obtain the final label

similarity matrix. Note that only the training examples are used for computing this

matrix, both in the cross-validation and independent test set prediction experiments. An

example of the matrix constructed from one of the training sets derived from Mnaimneh

et al.’s data set is shown in Figure 5.5(a).

Classification and evaluation

Here, for each protein p in the test set, Equation 5.3 is used to calculate the likelihood

score for p to be annotated with each class c. In the cross-validation experiments, where

a five-fold cross-validation procedure is followed, repeating this process for each protein

in each fold, using the other four folds as training sets, produces the global protein-

label likelihood score matrix, which can then be evaluated by computing an AUC score

for each label. Although the results reported for these experiments are based on five-

fold cross validation, we obtained very similar results with other fold configurations

also. The use of this methodology for making predictions in the independent test set
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experiments is straightforward, and is described in detail in a later section. Also, the

values of k chosen for each data set, shown in the last column of Table 5.1, is chosen in

accordance with the density or the sparsity of the corresponding data set. Thus, k is

chosen to be high (20) for the dense microarray data sets, low (5) for the sparse protein

interaction data set (Krogan), and an intermediate value (10) for the combined dataset

constructed by combining both microarray and interaction data. However, we obtained

similar results using other values of k. Finally, an important intermediate step in our

method is the filtering of the original label similarity matrix, which is implemented as

explained in the Proposed Approach section earlier.

Using this general classification framework, we evaluated the performance of the

base kNN classifiers and the functional or label similarity-incorporated classifiers us-

ing two validation methodologies. In the first set of experiments, we used a five-fold

cross-validation methodology for this evaluation on the four data sets detailed in Ta-

ble 5.1. In the second set, we used these portions of the Rosetta and Mnaimneh data

sets as training sets, and made predictions for the proteins covered in the GO anno-

tation database but not in the cross-validation experiments. Using annotations added

to the GO database between February-September 2008, we validated these predictions

quantitatively, and also examined independent evidence that validated three of these

novel predictions biologically. The following two sections discuss the results from these

two evaluation methodologies in detail.

5.3.3 Results from cross-validation experiments

In this section, we compare the performance of the label similarity-incorporated classifier

with the base k-NN classifier using a five-fold cross-validation approach, and illustrate

how the use of inter-relationships between classes can help improve the accuracy of

predictions made over a set of target classes. Note that all the AUC scores and the

associated statistics presented in this section are obtained as the average of fifty five-

fold cross validation runs of each classifier, unless otherwise stated.

Improvement of performance for a large set of classes

Table 5.2 lists specific comparative statistics about the AUC scores obtained for all the

classes using the base k-NN classifiers and their label similarity-incorporated versions.
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Dataset Total # # Classes Average improvement Maximum
classes improved over all classes improvement

Mnaimneh 137 74 0.0219 (3.57%) 0.1882 (39.92%)

Rosetta 137 47 0.0083 (1.33%) 0.2091 (38.66%)

Krogan 108 30 0.0045 (0.63%) 0.1982 (31.82%)

Combined 136 59 0.0079 (1.02%) 0.1129 (20.39%)

Table 5.2: Statistics about the comparative performance of the base k-NN classifiers and
their label similarity-incorporated versions, measured in terms of the number of classes
for which AUC scores are improved by the latter over the former, and the average and
maximum improvement in AUC scores over all classes.

As can be seen, a non-trivial improvement is observed in the average AUC score over

all the classes for all the data sets, and the maximum improvement on at least one of

the classes is usually very high. For instance, for the Mnaimneh data set, an average

improvement of 3.57% is observed for all the classes, while the maximum improvement

in AUC over one of the classes is 0.1882, which accounts for a nearly 40% improvement.

We also examined the effect of our approach on the performance of classification

for each class individually. Figure 5.7 shows the comparison of performance of indi-

vidual base k-NN classifiers for each functional class, and their functional similarity-

incorporated versions for Mnaimneh et al.’s data set. In this figure, the AUCs of in-

dividual k-NN classifiers for each class are plotted on the x-axis, while those of the

functional similarity-incorporated k-NNs are plotted on the y-axis. Thus, the points

above the y = x line indicate an improvement in the AUC score of the corresponding

class, and vice versa. Using this interpretation, it is easy to see from this plot that

the performance of a substantial fraction of the classes (74/137) are improved by in-

corporating contributions from similar classes. Another encouraging aspect of this plot

is that almost none of the classes suffers a major loss of prediction accuracy due to

the incorporation of label-similarity, and in most cases, the difference can be accounted

for by the effect of randomization in the cross-validation process. This implies that

for those classes whose performance is invariant, the label similarity filtering process is

able to infer that incorporating label similarity is not appropriate for these classes, and

does not identify irrelevant relationships in the filtered label similarity matrix. Similar

results are obtained for the other data sets as well.
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Figure 5.7: Comparison of the performance of functional similarity-incorporated k-NN
classifiers with individual k-NN classifiers for Mnaimneh et al.’s data set. The X-axis
shows the AUC scores of the base classifiers for each class, and the Y-axis denotes the
AUC scores of their label similarity-incorporated classifiers.

Improvement of performance for small classes

One of the primary motivations for the incorporation of label similarity into standard

function prediction algorithms was to improve the prediction accuracy for data-poor

classes, as discussed in the Background section earlier. Our approach is expected to

be useful for this task, as, in our model, the small classes can seek a contribution

from classes of bigger sizes that have a high semantic similarity with them. To test

this hypothesis, we selected classes of size at most 30 in all the data sets being used,

and analyzed the results obtained using label similarity, as against those from basic

classification. Table 5.3 provides detailed statistics about these results. Indeed, it

can be seen from these results that the improvements, both in absolute terms and

as a percentage of the average AUC score of the base classifiers, for these classes are

significantly higher than the corresponding figures in Table 5.2. This shows that the
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Dataset # Small # Classes Average improvement Maximum
classes improved over all small classes improvement

Mnaimneh 47 27 0.0358 (6.24%) 0.1882 (39.92%)

Rosetta 48 21 0.0225 (3.82%) 0.2091 (38.66%)

Krogan 40 14 0.0129 (1.89%) 0.1982 (31.82%)

Combined 48 28 0.0197 (2.72%) 0.1129 (20.39%)

Table 5.3: Statistics about the comparative performance of the base k-NN classifiers
and their label similarity-incorporated versions on small classes (size≤ 30), measured in
terms of the number of classes for which AUC scores are improved by the latter over
the former, and the average and maximum improvement in AUC scores over all classes.

label similarity-based classification approach is indeed able to help improve the accuracy

of the predictions made over data-poor classes, for which it is hard to build very accurate

base classifiers.

The class-by-class improvements for each small class in Mnaimneh et al.’s data set

are shown graphically in Figure 5.8. While the performance of some classes is invariant

(close to the y = x line), several classes show a large improvement in performance.

In particular, we investigated the class GO:0051049 (regulation of transport), which

has only 11 members in Mnaimneh et al.’s data set, and shows the maximum AUC

improvement of almost 40%. In order to identify the classes that contributed to the

improved performance of this class (besides itself), we identified the classes that had a

non-zero semantic similarity with this class in the filtered label similarity matrix shown

in Figure 5.5(b). Table 5.4 provides details of the eight classes so found.

As can be observed from Table 5.4, all the classes contributing to the improvement

of predictions made for GO:0051049 are fairly large in size, and their high semantic

similarity with the target class enables the label similarity-incorporated classifier to

make use of the members of these classes to acquire more information about the data-

poor class. Also, interestingly, most of these classes are biologically related to the target

class, since most of them are related to the processes of transport (vesicle-mediated

transport and establishment of protein localization) and regulation (regulation of DNA

metabolic process, regulation of RNA metabolism etc). These semantic relationships are

shown graphically in Additional File 2, which shows the positions of these classes in the

biological process ontology, and their structural relationships in the ontology suggest

that it is useful to incorporate such relationships into the prediction process for small
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Figure 5.8: Comparison of the performance of functional similarity-incorporated k-NN
classifiers with individual k-NN classifiers for small classes (size≤ 30) in Mnaimneh et
al.’s data set. The X-axis shows the AUC scores of the base classifiers for each class,
and the Y-axis denotes the AUC scores of their label similarity-incorporated classifiers.

classes, such as the one discussed in this example.

This analysis also supports our hypothesis that the label similarity filtering process

is able to capture the most meaningful relationships between functional classes in a

given label similarity matrix, and the label similarity-incorporated classification process

is able to utilize these relationships to improve the predictions over individual classes.

Incorporating information in the whole GO biological process ontology

Unlike the hierarchical consistency enforcement approach discussed in the related work

section, which focuses on the subgraph of the functional hierarchy corresponding to the

target classes, one of the advantages of the direct incorporation of relationships into the

classification model is that relationships in the entire hierarchy can be incorporated into

the classification model, while holding the set of target classes constant. This can be

done by simply modifying the label similarity matrix to include the semantic similarities
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GO Term Definition Size Similarity with
target class

GO:0016192 Vesicle-mediated 328 0.4085
transport

GO:0016458 Gene silencing 100 0.4067

GO:0016481 Negative regulation 163 0.4317
of transcription

GO:0040029 Regulation of 100 0.4067
gene expression

GO:0045184 Establishment of 273 0.4014
protein localization

GO:0045941 Positive regulation 102 0.4143
of transcription

GO:0051052 Regulation of DNA 80 0.4058
metabolic process

GO:0051252 Regulation of 383 0.4743
RNA metabolism

Table 5.4: Details of the classes most similar to GO:0051049 (regulation of transport)
that are found to help improve the prediction accuracy of this class in Mnaimneh et
al.’s data set.

between the target classes and all the other classes in the hierarchy. Thus, instead of

using an |l| × |l| matrix of similarities, one can use a |l| × |L| matrix, where |l| is the

number of target classes, and |L| is the number of all the (non-empty) classes in the

hierarchy. The rest of the approach, as shown in Figure 5.6, remains the same.

We tested this idea for Mnaimneh et al.’s data set, using the GO biological process

ontology as the source of all the functional inter-relationships, which produced a 137×

2395 label similarity. The results of this experiment, generated using ten rounds of

five-fold cross validation, are summarized in Table 5.5, for all the classes and for the

small classes. It can be observed that these results are comparable to those obtained

from Mnaimneh et al.’s data set using only the target classes for identifying functional

relationships. However, some results are improved when the whole hierarchy is used,

namely the average and the maximum improvement over the small classes (6.32%-vs-

6.24% and 53.93%-vs-39.92% respectively), showing once more that the small classes

are able to utilize the label similarity matrix more effectively. However, it is important

to carefully identify the relationships to be utilized due to the very large number (137×
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Total # # Classes Average improvement Maximum
classes improved over all classes improvement

All classes 137 71 0.0167 (2.65%) 0.2492 (53.93%)

Small classes 47 29 0.0363 (6.32%) 0.2492 (53.93%)

Table 5.5: Statistics about the comparative performance of the base k-NN classifiers and
their label similarity-incorporated versions using information in the whole GO biological
process ontology for all as well as small (size≤ 30) target classes in Mnaimneh et al.’s
data set, measured in terms of the number of classes for which AUC scores are improved
by the latter over the former, and the average and maximum improvement in AUC scores
over all classes.

2395) of possible relationships, many of which are expected to be uninformative. This

task may need a more sophisticated methodology than that used for only the target

classes which had fewer (137 × 137) possible relationships.

In summary, these cross-validation-based results show that the incorporation of di-

rect relationships between functional classes constituting the GO functional hierarchies,

measured using a suitable semantic similarity measure, is a useful method for improving

the accuracy of the predictions made over a set of target classes, particularly for classes

with a small number of member proteins.

Comparison with Yu et al.’s GEST approach

As mentioned before, Yu et al. proposed the GEST approach [131] for incorporating

semantic similarities between functional classes into a protein function prediction al-

gorithm. They used two different semantic similarity measures, namely PK-TS and

SB-TS, in this study. Here, we present a comparison of the results produced by our

label similarity-incorporated classification algorithm and GEST for our target set of 138

classes.

In the first experiment, we compared the accuracy of the predictions of our approach

and GEST in the case where only the similarities between the target classes are incor-

porated into the prediction algorithm, corresponding to the results presented in the

Improvement of performance for a large set of classes section. Note that the SB-TS

measured used in GEST is not applicable in this experiment, since it only considers sim-

ilarities between classes that have an ancestor-descendant relationship between them,

and our set of target classes do not have any such relationships among them. Thus,
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Dataset Total # # Classes Average improvement Maximum
classes improved over all classes improvement

Mnaimneh 137 87 0.0116 (1.86%) 0.1788 (37.83%)

Rosetta 137 65 0.0004 (0.06%) 0.1854 (36.6%)

Krogan 108 60 0.0059 (0.84%) 0.1307 (23.53%)

Combined 136 75 0.0081 (1.04%) 0.2117 (48.85%)

Table 5.6: Statistics about the comparative performance of GEST and our label
similarity-incorporated kNN classifiers, measured in terms of the number of classes
for which AUC scores are improved by the latter over the former, and the average and
maximum improvement in AUC scores.

Method Total # # Classes Average improvement Maximum
classes improved over all classes improvement

GEST-PK-TS 137 75 0.0235 (3.82%) 0.2171 (42.04%)

GEST-SB-TS 137 77 0.0144 (2.34%) 0.2137 (47.4%)

Table 5.7: Statistics about the comparative performance of GEST classifiers and our
label similarity-incorporated classifiers using information in the whole GO biological
process ontology, measured in terms of the number of classes for which AUC scores are
improved by the latter over the former, and the average and maximum improvement in
AUC scores.

the results presented here are generated using the PK-TS similarity measure. Table 5.6

provides comparative statistics about the AUC scores obtained for all the target classes

using our approach and GEST on all the test data sets with the same parameter values

as used earlier.

The statistics in Table 5.6 show that for a substantial number of classes, more than

half in most cases, our approach is able to produce more accurate predictions than

GEST, particularly in terms of the maximum improvement over at least one of the

classes. This overall improvement is illustrated in greater detail in Additional File 3,

where the AUC scores for each class considered for Mnaimneh et al.’s data set using our

method is plotted against those generated by GEST. This plot shows that several classes

indeed obtain a significantly high improvement in the AUC score using our method.

In another set of experiments, we compared the accuracy of the predictions made

by our method and GEST, using the similarity between the target functional classes

for Mnaimneh et al.’s data set and all the non-empty GO Biological Process classes,

using a methodology similar to the one used in the Incorporating information in the
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whole GO biological process ontology section. The SB-TS measure was also used in

these experiments, since all the relationships in the Biological Process ontology are

considered here. Table 5.7 details the results of the comparison between the results

produced by our method and those by GEST-PK-TS and GEST-SB-TS.

Similar to the results discussed earlier, the results in Table 5.7 also show that our

method is able to improve the results of GEST for a significant number of classes.

These improvements in both the set of experiments can be explained on the basis of the

following two differences between our and GEST’s methodologies:

• The semantic similarity measures used in GEST are only computed on the basis

of the structure of the ontology, while the formulation of Lin’s similarity measure

used in our method also takes the set of members at each node into account.

This can help uncover similarities between nodes that are otherwise reasonably

distant in the ontology, but have very similar set of proteins contained in them,

thus indicating a semantic relationship between them that is not captured by the

structure of the ontology.

• GEST uses the maximum of the similarities of all the annotations of a neighbor-

hood protein to the target class as the contribution to the score of the target

protein for this class. On the other hand, our cross validation-based method for

filtering the label similarity matrix is more adaptive, since it determines which

classes should contribute to the score of a given target class on the fly. This

can help avoid collecting spurious contributions due to small values of similarity

between the target and the contributing classes.

These conceptual differences lead to the differences between the results produced by

our method and Yu et al.’s GEST method. However, we would like to stress here that

for several classes, GEST is able to produce more accurate predictions than our method.

This indicates the possibility for the development of a hybrid system that makes the

best use of both the methods, although this is beyond the scope of the current study.

5.3.4 Validation of function predictions for proteins in the test set

One of the important distinctions between our approach and some other approaches

that address the problem of incorporating functional inter-relationships into function
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prediction algorithms [129, 130] is that we perform this incorporation into classifiers

that make predictions based on genomic data instead of annotation patterns. This offers

the important advantage of the ability to make predictions for proteins that have not

been assigned any functional annotations so far. In order to illustrate this advantage,

we tested if the ability of the label similarity-incorporated classifiers to make more

accurate predictions than the base classifiers, demonstrated in the previous section

through cross-validation experiments, can help uncover the annotations of currently

unannotated proteins. We tested this hypothesis both quantitatively, using a historical

rollback-type strategy [130], and qualitatively, by showing that three predictions made

by the label similarity-incorporated are supported by independent evidence from the

literature.

In the quantitative evaluation, we made predictions for proteins not used in the

cross-validation experiments, i.e., those proteins that were not annotated with any of

the classes considered, using the set of proteins considered in cross-validation as the

training set. In order to use our approach for this task, we randomly split the original

training set in an 80 − 20 ratio, with the larger set serving as the final training set.

The smaller set is used as a validation set for determining the thresholds to be used

for filtering the label similarity matrix. The likelihood scores generated for the test set

using both the base kNN and the label similarity-incorporated kNN classifiers for the

classes considered were averaged over ten rounds. This computation was performed for

the Mnaimneh and Rosetta gene expression data sets to maximize the coverage of the

test set, and the same value of k = 20 as for the cross-validation experiments, was used

here. Also, we used only the version of the label similarity matrix containing pairwise

similarities between the classes over which predictions are being made, such as the one

shown in Figure 3(a).

The scores produced by both the classification algorithms (base and label similarity-

incorporated) were ranked in descending order independently for each class, and proteins

with the same score (mostly in the case when the score is 0) were sorted by their ORF

name. Now, since we had used the current annotations as of February, 2008 in construct-

ing the training set, we used the annotations added for these classes to the GO database

between February and September, 2008 to evaluate the accuracy of these predictions.

More specifically, we compared how the ranks of accurate predictions compared between
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Figure 5.9: Histograms showing the distribution of differences between the ranks as-
signed by the base kNN and label similarity-incorporated classifiers to functional an-
notations for a set of test proteins [(rank by base classifier)-(rank by label similarity-
incorporated classifier)] that have been validated in the GO database between February-
September 2008 for the Mnaimneh and Rosetta data sets.

Dataset # Test # Validated Median of ranks in Median of ranks P-value

genes predictions label similarity kNN in base kNN

Mnaimneh 1621 1003 497 637 0.0047

Rosetta 1609 998 509 560 0.319

Table 5.8: Statistics about the predictions made by the base kNN classifiers and their
label similarity-incorporated versions for the genes in Mnainmeh and Rosetta data sets
not covered in the cross-validation experiments, and how many of these predictions could
be validated based on the annotations added to the GO database between February-
September 2008.

the base kNN and the label similarity-incorporated classifiers. Table 5.8 details the re-

sults obtained from this validation. As can be noted, the median ranks assigned to the

valid predictions by the label similarity-incorporated classifiers are significantly lower

than that by the base kNN classifiers, showing that an accurate prediction is uncovered

much earlier using label similarity than by the base classifiers. The difference between

the distribution of the entire set of ranks of validated predictions is quantified by a

p-value, which is computed using Wilcoxon’s signed-rank test for comparing two paired

distributions [151]. These p-values are also low, particularly for Mnaimneh’s data set

(0.0047), indicating that these sets of ranks are significantly different. Combining these
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Figure 5.10: The number of predictions validated by the GO database between February-
September 2008 among the top n ranks assigned by the label similarity-incorporated
and base kNN classifiers of each target class for the Mnaimneh and Rosetta data sets
(best seen in color).

pieces of evidence, it can be said that label similarity-incorporated classifiers generally

assign better ranks to annotations that are subsequently found to be valid.

Looking further into these results, we examined the distribution of the difference

between the ranks assigned by the base and label similarity-incorporated classifiers to the

valid annotations, i.e. (rank by base kNN)-(rank by label similarity-incorporated kNN),

shown in Figures 5.9(a) and (b) for the Mnaimneh and Rosetta data sets respectively.

It can be seen from these plots that in the cases where the label similarity-incorporated

classifiers assign lower ranks than those assigned by the base classifiers (rank difference>

0), the difference is significantly higher than that in the converse cases (rank difference<

0). In numbers, the median difference of ranks in the former case for Mnaimneh’s data

set is 345, while that in the converse case in 151, and the numbers for the Rosetta

data set for these cases are 308 and 190 respectively. This shows that for the valid

predictions, whenever the label similarity-incorporated classifiers assign a worse rank

than the base classifiers, the difference is significantly smaller than in the converse case.

As the final test in the historical rollback-based evaluation, we examined how many

of the top-n ranked predictions (n = 100, 200, . . . , 500) for each class could be validated

using the annotations added to GO between February-September 2008. Figures 5.10(a)

and (b) show these numbers of accurate predictions made from the Mnaimneh and
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Rosetta data sets respectively. It can be seen clearly that for every value of n, the label

similarity-incorporated classifiers are able to make more accurate predictions than the

base classifier. This again shows that the incorporation of functional inter-relationships

into function prediction algorithms can help improve both the precision and recall of

valid functional annotations, even for proteins currently not members of the functional

classes considered.

These results quantitatively illustrate the effectiveness of incorporating label similar-

ity into protein function prediction algorithms for uncovering the functions of unanno-

tated proteins. To show that this incorporation can also help characterize some proteins

for which little functional information is available, we investigated the predicted func-

tions for several uncharacterized proteins to determine whether there is independent

evidence to support our predictions. Indeed, we found several instances where predic-

tions unique to the label similarity-incorporated classifiers are supported by compelling

independent evidence, which makes these proteins promising candidates for further ex-

perimental validation. These examples are discussed in detail below.

Possible novel link between vacuolar [H+]-ATPase dissociation and micro-

tubules supported by YDL123W

YDL123W (Sna4) is a protein that is known to localize to the outer vacuolar membrane,

but its biological role has not yet been characterized [152]. Our label similarity-based

classifier, based on the Rosetta expression dataset, made a high-confidence prediction of

this protein to be involved in the function GO:0031023 (microtubule organizing center

organization and biogenesis), ranking it as the 3rd highest prediction. This prediction

is interesting, since the vacuolar ATPase is known to dissociate in yeast in response

to glucose depletion [153]. This process of dissociation has not been extensively char-

acterized, but recent studies have demonstrated that nocodazole, a drug that disrupts

microtubules, specifically inhibits v-ATPase dissociation [153]. Thus, we hypothesized

that Sna4 may support the microtubule-based dissociation of the v-ATPase. This hy-

pothesis is supported by independent high-throughput evidence. For example, Sna4

shares physical interactions with three components of the V1 domain of the v-ATPase

(Vma13, Vma7, Vma8) [154]. In addition, Sna4 interacts physically with Hxt1 [154],
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a low-affinity glucose transporter, which may suggest a connection to the main envi-

ronmental signal known to signal v-ATPase dissociation, i.e., glucose deficiency. We

were unable to find any specific Sna4 connections to microtubule-related proteins, but

the fact that this prediction appeared in the high-confidence region of this particu-

lar GO term along with independent physical evidence supporting a potential role in

v-ATPase dissociation suggest that this is a promising candidate for further experimen-

tal exploration and validation. Notably, this prediction was only made by the label

similarity-incorporated classifier, and it appeared at a low rank of 403 in the predic-

tions from the base kNN classifier for this term. The AUC score for this term, to which

only 16 members in the Rosetta data set were known to be associated, was 0.5949 using

the label similarity-incorporated classifier, as compared to 0.4604 using its base kNN

classifier.

YDR233C may play a previously uncharacterized role in mannoprotein met-

abolism

Glycoproteins are an important class of proteins characterized by the addition of oligosac-

charide chains to their polypeptide side-chains. Glycosylation of these proteins typically

plays an important role in their function, and they are known to be central for several

cellular functions including the recognition of cell structures, inter-cell signaling and

transport [155]. Mannoproteins are glycoproteins with high enrichment for mannose

oligosaccharides, and in yeast, these have been specifically associated with regulation of

the porosity of the cell wall [156].

Our label similarity-incorporated classifier predicted the previously uncharacter-

ized protein YDR233C (Rtn1) to have a strong association to the term GO:0006056

(mannoprotein metabolism) based on the Rosetta expression dataset. Rtn1 has been

localized to the endoplasmic reticulum (ER) and ER membrane in yeast [157], but little

else is known about its function, as indicated by no annotations in either the molec-

ular function or biological process ontologies in GO. We found its predicted role in

mannoprotein metabolism interesting because glycoprotein biosynthesis is largely car-

ried out by the ER, and specifically relies on the activity of proteins in the ER membrane
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[155, 158, 159], which is consistent with the confirmed localization of Rtn1. Another im-

portant piece of independent evidence for our prediction of Rtn1 involvement in manno-

protein metabolism is its reported genetic interaction (phenotypic enhancement) with

Dpm1 [160], an essential protein known to be involved in mannose-specific glycosylation

in the ER [155]. Due to these pieces of strong evidence, we suspect that Rtn1 would be

a promising direction for follow-up experiments for biologists interested in mannopro-

tein metabolism. Again, this prediction is unique to the label similarity-incorporated

classifier for this term, as it appeared as the 392nd highest prediction by the base kNN

classifier but the 9th highest prediction by the label similarity-incorporated classifier.

The AUC score for this term, to which only 11 members in the Rosetta data set were

known to be associated, was 0.7136 using the label similarity-incorporated classifier, as

compared to 0.5366 using its base kNN classifier.

Elucidation of an uncharacterized protein’s involvement in RNA processing

YHR156C (Lin1) is a protein whose function is largely uncharacterized (no current bio-

logical process or molecular function annotations in GO). Interestingly, Lin1 appeared at

the top of several lists of predictions made by the label similarity-incorporated classifiers

for processes related to RNA metabolism or processing, including snoRNA metabolism

(GO:0016074), RNA 3’-end processing (GO:0031123), and mRNA metabolism (GO:0016071).

The same protein was not predicted at a similar confidence level by the base classifiers

for these classes (792nd, 865th and 17th respectively).

Interestingly, although this protein’s function is not captured by current biological

process or molecular function annotations, it is known to be involved in the U5 small

ribonucleoprotein (snRNP), which is a component of the spliceosome in yeast [161].

The spliceosome is a highly conserved nuclear component involved in pre-mRNA splic-

ing [161, 162]. Given Lin1’s involvement in the spliceosome, its association with general

mRNA metabolism is not surprising or particularly novel, but it does provide good val-

idation of our methodology of incorporating functional inter-relationships into function

prediction algorithms. However, we do find it interesting that Lin1 is predicted more

specifically to play a role in snoRNA metabolism and RNA 3’-end processing. snoRNAs

are typically encoded within introns of other genes, and recent evidence has shown a

striking dependence of splicing efficiency on the proximity of the 3’-end of the snoRNA
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and the intron branch point [163]. Thus, our predictions might suggest a more specific

role of the U5 snRNP in the production of snoRNAs.

All of these validations represent instances where a protein with relatively shallow

previous characterization has been associated with a specific GO term using our pre-

diction methodology, which has allowed us to generate non-trivial hypotheses about its

cellular role. Furthermore, all of the functional associations discussed here were unique

to the label similarity-incorporated classifiers, which indicates that such an approach

can be used to predict reliable, specific, and novel biology.

In summary, the cross-validation experiments and the quantitative and qualitative

evaluation of the predictions for previously unannotated proteins shows how the incor-

poration of inter-relationships between functional classes into standard function predic-

tion algorithms can help expand the set of annotated proteins in S. cerevisiae and other

genomes to include proteins for which currently no or very little functional information

or annotations are available.

5.4 Conclusions and Future Work

In this chapter, we demonstrated the utility of incorporating functional inter-relationships

into protein function prediction algorithms in order to improve the predictions made

by them. We modeled these relationships using Lin’s semantic similarity measure [30]

and modified the commonly used k-nearest neighbor classification algorithm in order

to seek contributions from other classes, weighted by their semantic similarity with the

target class. Cross-validation results on several large genomic data sets showed that this

approach is able to improve the results for a large majority of the classes considered.

In particular, a bigger improvement was seen for smaller classes, which are otherwise

harder to model and make predictions for. In addition, we also provided qualitative

and quantitative evidence that this incorporation of functional inter-relationships en-

ables the discovery of interesting biology in the form of novel functional annotations for

several yeast proteins, such as Sna4, Rtn1 and Lin1.

The incorporation of functional inter-relationships into protein function prediction

in particular, and multi-label classification in general, are rich areas where a substantial

amount of further research can be done. First, it will be useful to incorporate the concept
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of functional similarity or label correlations into SVMs, which do not have the additive

characteristic like k-nearest neighbor, as well as other function prediction algorithms,

such as FunctionalFlow [79]. Another important direction will be to carefully analyze

the relationships between a set of target classes and all the other classes in the hierarchy,

in order to incorporate more information into the classifiers, while reducing the effect

of spurious relationships. Finally, as noted in the related work section of this chap-

ter, incorporating both parent-child and more distant relationships between classes into

function prediction algorithms will be required for making optimal use of relationships

constituting the GO ontologies. For this, it will be useful to integrate our framework

with the Bayesian network-based approach of Barutcuoglu et al. [126] for enforcing

parent-child consistency between the results of standard prediction algorithms. As an

example of a possible methodology for integrating these approaches, distant functional

relationships could be incorporated first using our technique, and then the resulting like-

lihood scores could be propagated hierarchically using the Bayesian network approach.

Investigation of such schemes should be a topic of future research.



Chapter 6

An Association Analysis

Approach to Biclustering

6.1 Introduction

A wide variety of data sets, such as microarray gene expression data, earth science data

and stock market measures, are real-valued, and several binary data sets have real-

valued versions as well, such as reliability scores attached to edges in protein-protein

interaction networks and word frequencies in document data sets. These data sets can be

represented as a matrix M , where Mij denotes the value of item (attribute/feature) j in

transaction (object/example) i. An important type of unsupervised analysis performed

on such real-valued data sets in several domains, such as biology, is the discovery of

biclusters, which are groups of items that show coherent values across a subset of trans-

actions or examples, and thus represent a coherent sub-matrix in M , unlike clustering,

where each cluster is discovered using all the attributes. An important example of the

utility of biclustering is the discovery of transcription modules from microarray data,

which denote groups of genes that show coherent activity only across a subset of all the

conditions constituting the data set, and may reveal important information about the

regulatory mechanisms operating in a cell [164]. However, since the ”coherence” of a bi-

cluster can be defined in several ways, different formulations of the biclustering problem

have been proposed in the literature. For instance, Figure 6.1 illustrates a classification

of biclusters proposed by Madeira et al [14], particularly in the context of microarray

117
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Figure 6.1: Types of biclusters [14]: (a) Constant value biclusters (b) Constant row
biclusters (c) Coherent value biclusters (additive model) (d) Coherent evolution biclus-
ters.

data. They classified different types of biclusters into four categories: (i) constant value

biclusters (Figure 6.1(a)), (ii) constant row (Figure 6.1(b)) or column biclusters, (iii)

biclusters with coherent values, where each row and column is obtained by addition

or multiplication of the previous row and column by a constant value (Figure 6.1(c)),

and (iv) biclusters with coherent evolutions, where the direction of change of values is

more important than the coherence of the values (Figure 6.1(d)). Each of these types of

biclusters holds different types of significance for discovering important knowledge from

real-valued data sets.

Given the importance of these types of biclusters, a wide variety of algorithms have

been developed to find them [14]. Some of the prominent algorithms include ISA [165],

SAMBA [166], Cheng and Church’s biclustering method (CC) [167], xMotifs [168],

CTWC [169], OPSM [170], LCD [171] and co-clustering techniques [172, 173]. Al-

though the principles underlying these algorithms hold for a wide variety of real-valued

data, most of these algorithms were developed for or tested on microarray data [31],

particularly to find transcriptional modules i.e., groups of genes that are co-expressed

under a subset of conditions. Similar biclusters have been found to be useful for other

types of genomic data as well, such as genetic interaction data [171] and integrated data

sets [174]. Interestingly, each of these biclustering algorithms can be viewed from a

conceptual perspective according to the classification of biclusters shown in Figure 6.1.

For instance, while SAMBA and co-clustering are designed to find constant value biclus-

ters shown in Figure 6.1(a), Cheng and Church’s method can find both constant value

and constant row or column biclusters (Figure 6.1(b)). Similarly, xMotifs is meant to

find biclusters with constant columns in a gene expression data matrix (counterpart
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of Figure 6.1(b)), while OPSM is designed to find coherent trends of up- or down-

regulation in biclusters, and thus is suitable for finding biclusters like the ones shown

in Figure 6.1(d). However, despite the differences in all these biclustering methods in

terms of the type of biclusters they seek, they suffer from some common issues. First,

most of the approaches are top-down greedy schemes that start with either all rows

and columns, and then iteratively eliminate them to optimize their objective function

[172, 173, 167, 169, 171], or they start with a random initial seed and use heuristics to

converge to the final bicluster [165, 166, 170]. In either case, the scheme is unable to

search the space of all possible biclusters exhaustively. In particular, small biclusters

tend to get overshadowed by noise and/or by larger biclusters. Another critical issue

with at least some of the biclustering methods is with their inability to identify over-

lapping biclusters. For instance, while ISA, SAMBA and OPSM can find overlapping

biclusters, co-clustering (which is designed to only look for disjoint patterns) and Cheng

and Church’s method (which masks the identified bicluster with random values in each

iteration) face difficulties in discovering such biclusters.

Interestingly, pattern/itemset mining algorithms in association analysis [85, 175, 176]

also produce biclusters as their result, since the patterns consist of items that are sup-

ported by a set of transaction1. These algorithms enable the exhaustive and efficient dis-

covery of all the patterns satisfying the specified thresholds, and these patterns can also

overlap with each other. However, traditional association analysis algorithms can only

find constant value biclusters (Figure 6.1(a)) in binary data. The most common efforts to

make these techniques usable for real-valued data include discretization [177, 178, 179],

binarization [180, 181, 182, 183], and rank-based transformations [184]. However, these

data transformation-based approaches face several challenges in addressing the bicluster

discovery problem. Most importantly, since all the real values constituting a data set

have been transformed to fixed values apriori, these techniques can not distinguish be-

tween the different types of biclusters shown in Figure 6.1, which are defined completely

on the basis of the original real values, and thus can not ensure the discovery of biclusters

of a specific type. Similar challenges are faced by the binarization-based biclustering

method BiMax proposed by Prelic et al [185]. Some approaches have also been proposed

1For this reason, we will use the terms pattern, itemset and bicluster interchangeably in the rest of

this chapter.
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to mine association patterns directly from real-valued data [186, 187, 188]. However,

they do not capture some key properties of complex real-valued data sets, such as the

distinction between positive and negative values, and the need for values of items in a

transaction to be within a range to ensure coherence.

In this chapter, we present a novel association pattern discovery framework for data

sets where all the attributes are real-valued, i.e., they may take any values in R. This

framework is best suited for the type of biclusters shown in Figure 6.1(b), namely con-

stant row biclusters, which subsume the constant value biclusters shown in Figure 6.1(a).

The coherence over the rows in these biclusters is ensured using the novel range sup-

port measure, an integral component of our proposed framework, which ensures that

the values of the items constituting a meaningful pattern are coherent for a substantial

fraction of the transactions in the data set. Since this measure is anti-monotonic, it can

be used within an Apriori-like framework [85] to exhaustively discover all the constant

row patterns in a given data set that satisfy the specified constraints (It can also be used

to produce constant column biclusters by transposing the original data matrix). Thus,

on one hand, this framework reduces the loss of information incurred by discretization-

and binarization-based approaches, and on the other, it enables the exhaustive discovery

of coherent biclusters, which is currently a limitation of the commonly used biclustering

algorithms. We refer to this framework as the RAP (RAnge support Pattern) discovery

framework, and the resultant patterns as RAP patterns.

In order to understand the relative effectiveness of our range support-based associa-

tion analysis methods, we compare RAP’s performance with Cheng and Church (2000)’s

algorithm [167] (CC) and the Iterative Signature Algorithm (ISA) [165] in the context

of microarray data analysis. Comparison with CC is natural, since both RAP and CC

find constant row biclusters. ISA, which is one of the most widely used biclustering al-

gorithms, is chosen as the representative of the general class of biclustering algorithms.

Thus, comparison against ISA is expected to help indicate the complementarity be-

tween biclusters found by the general biclustering algorithms and specific constant row

patterns found using association analysis. To make this study manageable, other algo-

rithms are excluded from this comparison, either because they are focused on biclusters

other than constant row biclusters (e.g., OPSM), are known to have poor performance

(e.g., xMotifs [185]), or find non-overlapping biclusters (e.g., co-clustering). The latter
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algorithms may not be appropriate for biological data, since genes and proteins are

known to be multi-functional [48].

More specifically, in this comparison, we present experiments based on an objective

evaluation measure and functional analysis of patterns and biclusters derived from mi-

croarray data. Objective evaluation using the mean squared error (MSE) error shows

that the patterns derived using our framework indeed capture the constant row model

accurately. In functional analysis, we analyze the ability of RAP patterns to extract

co-expression modules (groups of genes) from microarray data that are also functionally

coherent, i.e., contain genes that perform the same function in an organism, as indi-

cated by their enrichment by interesting functional classes in the GO Biological Process

ontology [13]. This enrichment is measured as the probability of a group containing the

same number of genes as the given pattern having the same or better annotations by a

given class by random chance [189], and the lower this probably the more enriched a gene

group is with a given functional class. These experiments show that the real-valued pat-

terns discovered by the RAP framework are better enriched by small functional classes,

which are generally considered more interesting for biological analysis [52, 130, 131],

than the relatively larger biclusters produced by the CC and ISA algorithms. We also

demonstrate the ability of RAP to find novel patterns using specific examples of func-

tionally enriched patterns, as well as functions that are covered by patterns discovered

by RAP but not by ISA. These results assert the utility of range support patterns as a

potential method for discovering novel coherent biclusters from real-valued data sets in

general, and functional modules from microarray data in particular.

The rest of the chapter is organized as follows. We provide a brief overview of

the CC and ISA algorithms in Section 6.2. The concepts related to range support

patterns are defined and their properties are discussed in Section 6.3. Section 6.4 details

the experimental methodologies adopted for evaluating the efficacy of range support

patterns, and the results obtained. We present a summary of the findings, and also

conclude with the limitations of the proposed framework and possible approaches to

address them in Section 6.5.
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6.2 Overview of CC and ISA

We discuss the basic principles underlying the CC (Cheng and Church’s) and ISA algo-

rithm in this section.

6.2.1 Cheng and Church’s algorithm (CC)

Cheng and Church (2000) [167] proposed a greedy heuristic algorithm to find biclusters

in a microarray data set that consist of a set of genes having coherent expression values

across a set of conditions. They use the mean squared error (MSE) measure to capture

the coherence of expression levels of a subset of genes across a subset of conditions. If

I and J are the set of genes and conditions that define the sub-matrix, and aij is the

expression value of ith gene under jth condition, the MSE score is defined as

H(I, J) =
1

|I||J |

∑

i∈I,j∈J

(aij − aiJ − aIj + aIJ)2 (6.1)

where aiJ = 1
|J |

∑

j∈J

aij and aIj = 1
|I|

∑

i∈I

aij are the means of the values in the ith row

and the jth column respectively, while aIJ = 1
|I||J |

∑

i∈I,j∈J

aij is the overall mean of the

sub-matrix. Note that the minimum value of MSE, i.e. 0, is attained when all the rows

and/or columns of the sub-matrix under consideration have constant values, and thus

this measure can be used for identifying constant row/column biclusters. Naturally,

constant value biclusters are a special case of these biclusters.

However, since the problem of finding all biclusters having the minimum MSE scores

in a given data matrix is NP-hard, CC employs a greedy heuristic algorithm for finding

bicluster with low MSE scores. This algorithm works in two stages. In the first stage,

genes and conditions that provide the maximum reduction in the current MSE score

are sequentially removed, and the remaining set of genes and conditions when the MSE

score is less than a user-specified threshold δ is reported as a bicluster. The entries in

the matrix that correspond to this bicluster are then masked by replacing them with

random values to avoid finding duplicate biclusters. This process is iterated several

times until desired number of biclusters are found. In the second stage of the algorithm,

the genes and conditions deleted earlier are added to each bicluster discovered as long as

the MSE score is still within δ. Thus, this row/column addition stage uses the original
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matrix to add genes or conditions that may belong to another bicluster, to enable the

discovery of overlapping biclusters.

6.2.2 Iterative Signature Algorithm (ISA)

Ihmels et al proposed the Iterative Signature Algorithm (ISA) [165] for finding biclusters

that consist of genes that show significant expression individually, and also a high degree

of co-expression with each other over a group of conditions. In this algorithm, two

versions of the original microarray data matrix E, normalized across conditions (EC)

and genes (EG) respectively, are maintained. A score for each gene is defined as the

average expression (in EC) over the selected conditions, weighted by the condition score.

Analogously, the condition score is defined as the average expression (in EG) of each

selected gene, weighted by the gene score.

The algorithm iterates over two steps. In the first step, a group of genes G0 is chosen

randomly, and a gene score of 1 is assigned to each of them. The condition scores for

all the conditions are computed over these genes, and the conditions whose absolute

score is greater than a user specified threshold tc are selected as C0. In the second step,

the gene scores for all genes are computed over these selected conditions and the genes

with gene scores greater than a user specified threshold tg are selected as G1. These

two steps are repeated until the algorithm converges to a group of genes Gn, such that

Gn = Gn−1. Note that the selection of conditions is based on the absolute values of

condition scores and the selection of genes is based only on positive gene scores. This

ensures that all genes are either significantly positively or negatively expressed for the

conditions included in the bicluster.

6.3 Range support Patterns

In this section, we define a theoretical framework for applying association analysis to

real-value data. For this purpose, we introduce the range support measure that capture

different semantics of such data, and prove that it is anti-monotonic. Using this anti-

monotonicity, we describe an Apriori algorithm-like framework for efficiently extracting

range support patterns from data sets. Note that we assume that all the items in the

given data set are homogeneous in nature, such as genes in a microarray data set.
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Data set Transaction contributions
i1 i2 i3 i4 RS

(α = 2)
-0.1 -0.4 1.1 0.8 0
1.6 1.6 1.3 2.7 0
-1.8 -1.9 -1.4 -1.7 1.4
1.4 1.3 0.9 1.5 0.9
-1.5 -1.3 0.3 -1.6 0.0
2.5 2.4 2.1 4.5 0.0
Sum over all transactions 2.3

Table 6.1: Example table of values for a pattern of four items (columns) {i1, i2, i3, i4} over six

transactions (rows), and the contributions of each transaction to RangeSupport.

6.3.1 A support measure for real-valued data

Much of the work on the design of efficient algorithms for extracting various types

of association patterns from binary data is based on the anti-monotonicity property

of various measures, such as the support and confidence of an itemset. Of these, the

anti-monotonicity of support is particularly critical, since it enables the pruning of items

that do not have a significant support in the data set, and thus avoids the combinatorial

explosion in the number of patterns discovered.

In order to enable association pattern discovery from real-valued data, we need to

define an appropriate anti-monotonic measure, which can be a challenging task. One

possible way to formulate a support measure for deriving association patterns from a

real-valued data set is as follows. Assuming that a data set only contains positive real

values, we define that a transaction supports a pattern if the values of all the items

constituting the patterns are within a (user defined) range in the transaction. More

formally, given a data set D consisting of a set of transactions T , which contains a

value Vt,a for each item a in each transaction t, we define the range support of a pattern

I = {i1, i2, . . . , ik} in this data set as PositiveRangeSupport(I) =
∑

t∈T S(t, I), where

S(t, I) =







min
i∈I

Vt,i if (max
i∈I

Vt,i − min
i∈I

Vt,i) ≤ α(min
i∈I

|Vt,i|))

0 otherwise
(6.2)

Thus, according to this definition, the contribution of each transaction to an item-

set’s range support is measured as the minimum of the values taken by any of the items
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in the itemset in that transaction, if the relative range of these values is within a pre-

specified threshold α. Thus, this measure captures the requirement for the values of the

items in an itemset to be coherent, or within a range, across several transactions for a

pattern to be considered interesting, and can be used to mine interesting patterns from

several real-valued data sets, such as document-word tf − idf matrices.

However, in the more general case of real-valued data sets that contain both pos-

itive and negative values, such as microarray data, it is important to incorporate the

requirement of coherence in the sign or parity of the values also to discover meaningful

patterns from such data sets. This requirement can be addressed by enforcing that a

transaction can only contribute to the range support of an itemset if the values of all

the items in it are of the same sign. This leads us to define the more general support

measure RangeSupport for real-valued data, that is used in our study.

Formally, given a data set D consisting of a set of transactions T , which con-

tains a value Vt,a for each item a in each transaction t, and a range threshold δ, the

RangeSupport of a real-valued itemset I = {i1, i2, . . . , ik} is defined as RangeSupport(I) =
∑

t∈T RS(t, I), where RS(t, I) is defined as

RS(t, I) =



















min
i∈I

|Vt,i| if [∀i ∈ I, Vt,i > 0 or ∀i ∈ I, Vt,i < 0]

& [(max
i∈I

Vt,i − min
i∈I

Vt,i) ≤ α(min
i∈I

|Vt,i|)]

0 otherwise

(6.3)

Thus, RangeSupport considers the contribution of a transaction towards the support

of an itemset as the minimum absolute value of the constituent items in that transaction,

if it satisfies the requirement for RangeSupport and all these values are of the same sign.

Table 6.1 demonstrates an example of the computation of RangeSupport measure for

a simple data set. Also, as Theorem 1 shows, this measure is anti-monotonic.

Theorem 1 The RangeSupport measure is anti-monotonic.

Proof: (Using the same notation as Section 6.3.1): Let I be an itemset, and I ′ be

another itemset, where I ′ = I
⋃

x, where x is an item that is not included in I. Then,

for a transaction t ∈ T , the computation of RS(t, I ′) can be broken down into the

following cases:

• The items in I ′ have different signs in t: In this case, RS(t, I ′) = 0. Also, RS(t, I) ≥ 0.

Thus, RS(t, I ′) ≤ RS(t, I).
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• The items in I ′ have the same sign in t: Two sub-cases may occur here: If (maxi∈I Vt,i−

mini∈I Vt,i) > α(min
i∈I

|Vt,i|), then RS(t, I ′) = 0, and as in the previous case, RS(t, I) ≥

RS(t, I ′). Otherwise, RS(t, I ′) = min
i∈I′

|Vt,i| ≤ min
i∈I

|Vt,i| = RS(t, I). Combining the

above, we get RS(t, I ′) ≤ RS(t, I).

Thus, ∀t ∈ T , RS(t, I ′) ≤ RS(t, I), and thus,

RangeSupport(I ′) =
∑

t∈T

RS(t, I ′)

≤
∑

t∈T

RS(t, I) = RangeSupport(I)

This proves that RangeSupport is anti-monotonic.�

This anti-monotonicity property of the RangeSupport, which makes it possible to

use it within a standard pattern discovery algorithm, such as Apriori [85], to exhaustively

discover meaningful range support patterns, which accurately capture the constant row

biclusters (Figure 6.1) that we are interested in finding, from a given real-valued data

set.

In conclusion, the RangeSupport measure captures two important characteristics

of real-valued data, namely the range and sign of values of the itemsets in a patterns,

that are important for the analysis of several such data sets, particularly microarray

data, which is the primary data type we have focused on. To the best of our knowl-

edge, none of the current approaches have combined both these factors for defining an

anti-monotonic support measure for pattern mining. For instance, Huang et al ’s mea-

sure [186] does not take the range of values explicitly into account, while the generalized

support measure proposed by Steinbach et al [187] focuses on data sets with only pos-

itive values. However, we would like to stress here that for data sets of other types, it

may be important to define other variants of the RangeSupport measure, but designing

those measures is outside the scope of our study.

6.3.2 Algorithm for finding range support patterns from real-valued

data

In the above section, we defined the RangeSupport measure for real-valued data, that

tries to ensure the coherence and sign of values in a group of items in a pattern, while
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maintaining the anti-monotonicity property. Due to this property, it is straightforward

to employ this measure within an Apriori-like algorithm [85] for finding range support

patterns from a data set. In our implementation, we made the pattern search more

efficient by representing the set of items and itemsets as a prefix tree [190]. Also,

we generated only the closed itemsets [191] as the final output of our pattern discovery

algorithm, since they represent a lossless compression of the full set of frequent patterns.

We refer this entire framework for mining range support patterns from a real-valued data

set as the RAP (RAnge support Pattern) framework.

In summary, this section details a complete framework for efficiently computing

coherent patterns from a real-valued data set. The patterns that are eventually extracted

are named as RAP patterns. In the next section on experimental evaluation, we describe

how RAP can be used for discovering constant row biclusters in microarray data, and

examine its efficacy for discovering functionally enriched modules of genes.

6.4 Experimental Results

In this section, we present the results of our evaluation of the efficacy of our range

support pattern mining technique for finding coherent gene groups from microarray

data, and compare these results with those obtained from a similar analysis the CC and

ISA biclusters. Our evaluation is based on two major methodologies:

• Evaluation using an objective measure of coherence, namely the mean square error

(MSE) of the values in a bicluster, as defined by Cheng and Church (2000) [167] and

formulated in Equation 6.1.

• Evaluation of biclusters in terms of functional coherence: Since the result of the

different pattern discovery techniques applied to microarray data is groups of genes that

co-express with each other strongly, and are expected to perform the same (or similar)

functions in an organism, we evaluate the patterns derived in terms of their functional

coherence. We selected the Gene Ontology (GO) Biological Process hierarchy [13] as

the source for the functions to be studied, and used the principle of the functional

enrichment of a group of genes by these classes [189]. This generates a p−value, which

denotes the probability of observing a group of genes of the same size as the one under

consideration to be annotated to a certain functional class to the same or greater extent
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Title Parameter settings* # biclusters # selected Sizes of patterns # Genes Time

biclusters (# genes) covered taken
RAP patterns

RAP1 RangeSupport=6,α =0.5 80335 100 2-7 176 2952.56 s
RAP2 RangeSupport=7,α =0.5 36255 100 2-7 176 1068.05 s
RAP3 RangeSupport=8,α =0.5 19281 100 2-7 176 676.03 s
RAP4 RangeSupport=10,α =0.7 28793 100 2-10 185 738.24 s
RAP5 RangeSupport=12,α =1 50359 100 2-10 175 1257.46 s
RAP6 RangeSupport=15,α =1.3 27493 100 2-8 164 415.09 s

CC biclusters
CC1 δ = 0.5 587 99 21-38 1896 38 hrs
CC2 δ = 0.3 595 99 21-38 1896 38 hrs

ISA biclusters
ISA1 tg = 2, tc = 2, —Initial—=100 43 20 40-264 2296 180.07 s
ISA2 tg = 2, tc = 2, —Initial—=500 165 61 8-264 3192 863.39 s
ISA3 tg = 2.5, tc = 2.5, —Initial—=100 56 40 10-211 2304 211.3 s
ISA4 tg = 2.5, tc = 2.5, —Initial—=500 318 100 9-264 3654 1115.66 s
ISA5 tg = 3, tc = 3, —Initial—=100 6 6 10-50 232 42.22 s
ISA6 tg = 3, tc = 3, —Initial—=500 47 35 8-140 1108 245.70 s

Table 6.2: Statistics of biclusters/patterns produced by different algorithms (* Parameters not shown here were set as the default

value in BicAT).
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as compared to the original group purely by chance [189, 185, 48]. However, since

this probability can be influenced by the size of the functional class, we only consid-

ered the classes containing at least 1 and at most 500 genes from S. cerevisiae as of

27th January 2009, when these annotations were downloaded from the GO website

(www.geneontology.org). 2652 such classes existed as of this date.

Both these evaluations were carried out on Hughes et al ’s widely used S. cerevisiae

(yeast) microarray data set [6]. This dataset has been prepared by treating yeast cells

with different chemical compounds and inducing mutations, and is meant to study the

functions of yeast genes on a large scale. Its dimensions are 6316 genes×300 conditions,

and thus, its large scale nature justifies the use of sophisticated data mining algorithms

for extracting useful knowledge about functions of the constituent genes. In our exper-

iments, we applied all the techniques only on the 4684 genes×300 conditions subset of

this data set, since the other 1632 genes are not included in any of the functional classes

we considered, and will affect the enrichment scores of different algorithms adversely.

Also, note that all the values in this data set, which denote the log10 of the ratio of the

expression of the corresponding gene under the corresponding condition to its expression

under a control condition, lie in the range [−2, 2], with a substantial fraction lying close

to zero, which denotes the inactivity of the corresponding gene under the corresponding

condition.

We used the BicAT tool [192] for implementations of the ISA and CC biclustering

algorithms, and our own implementation of the RAP framework for the range support

pattern discovery algorithms. Also, since the patterns derived by all the algorithms

often have a significant overlap with one or more of the other patterns, which is ex-

pected to bias their evaluation, we used Prelic et al ’s methodology [185], as imple-

mented in BicAT and also used by others [166, 164], for controlling the redundancy

between the patterns. This methodology greedily selects up to 100 biggest patterns

(size of pattern=—genes—×—conditions— in it) that have an overlap of at most 25%

with the current set of selected patterns, starting with the largest pattern output by the

algorithm and terminating when all the patterns have been examined, or 100 have been

selected. Note that, for this data set, CC generated a selected pattern that included

all the genes in the data set, and thus has a poor p-value. To avoid biasing against

this pattern, we eliminated this pattern when collecting performance statistics for these
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algorithms.

We now discuss the results obtained from our evaluation studies. Note that all the

figures shown in this section are best viewed in color, and in a size larger than shown

here.

6.4.1 General statistics about biclusters analyzed

Table 6.2 details various statistics about the biclusters/patterns discovered using the

RAP, CC and ISA algorithm using various parameter settings. The size range and

coverage numbers are computed only for the finally selected non-overlapping patterns,

since, as mentioned above, only those are used for further analysis. As can be seen, a

variety of RAP patterns are produced using different α and RangeSupport thresholds.

Since almost all of them produced similar results in experiments presented later in this

section, we only present results from RAP3 and RAP5, with the former representing a set

of patterns derived using tight range (α = 0.5) and low RangeSupport (8) thresholds,

while the latter represents patterns from a relatively loose range (α = 1) and high

RangeSupport (12) configuration. Also, note that CC produced essentially the same

set of biclusters at different thresholds, and thus, only one set of biclusters, namely

CC1, was used for further analysis. ISA produced a variety of biclusters when its

parameters, namely tg, tc and the size of the initial random gene set (—Initial—), are

varied, as shown by the corresponding rows in Table 6.2. However, we observed that the

results from biclusters derived using —Initial—=500 were generally better that those

derived using —Initial—=100, and they also produced comparable number of selected

non-overlapping patterns as the other algorithms. Thus, we only used these sets of

biclusters, namely ISA2, ISA4 and ISA6, for our comparative evaluation presented in

the following subsections.

Several trends can be observed from Table 6.2. First, it can be seen that the bi-

clusters produced by ISA and CC generally contain larger number of genes than those

found by RAP . This is expected, since ISA and CC adopt a top-down approach and

achieve the specified thresholds of their objective functions with larger groups of genes

and conditions, while RAP searches for patterns that satisfy the specified thresholds

exhaustively, starting from single genes, and progressing in a bottom-up fashion. This

variation in size has a significant impact on the functional classes that these biclusters
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represent, as discussed in Section 6.4.3. Another important observation from Table 6.2

is that CC and ISA biclusters generally cover many more genes than RAP patterns,

which again can be explained on the basis of the exhaustive nature of the RAP algo-

rithm. These differences illustrate the important distinctions between the operation of

the traditional biclustering and association analysis algorithms.

Finally, a note about the run time of RAP as compared to other biclustering al-

gorithms, which are provided in the last column of Table 6.2. For all the parameter

settings, some of which produced over 80, 000 patterns, RAP produced the correspond-

ing patterns within an hour, which is comparable to the ISA runs. On the other hand,

CC took over a day for computing its biclusters, thus prohibiting its extensive use for

large data sets. These numbers show that, despite its exhaustive discovery process, RAP

is quite efficient due to the anti-monotonicity of the RangeSupport measure. However,

these results should be treated as preliminary, and we believe that the run times of

all the algorithms can be improved by using more efficient data structures and better

implementations.

With this understanding of the difference between the nature of the resultant bi-

clusters from the different algorithms, we proceed to their evaluation using objective

measures and biological functional enrichment. Note that the results for each set of

patterns are referred to by the title assigned to them in Table 6.2.

6.4.2 Coherence of Patterns Using MSE

In the first evaluation, we measured the coherence of each bicluster using the MSE

score defined in Equation 6.1, and analyzed the distribution of these scores for all the

sets of biclusters discovered by the different algorithms considered. This score and the

corresponding distribution is suitable for testing the coherence of the types of patterns

we are aiming to find, namely constant row biclusters, since it can be easily verified that

the value of this function for such a bicluster having strictly constant rows will be zero.

Thus, the closer the distribution of scores for a set of biclusters is to zero, the closer they

are expected to capture the constant row model. These distributions for the biclusters

produced by the RAP and CC algorithms are shown in Figure 6.2(a), and another set

for the ISA algorithm at various parameter settings is shown in Figure 6.2(b) (shown

separately due to the difference in the scales of the scores).
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Figure 6.2: MSE distributions for different sets of biclusters, and visualizations of indi-
vidual biclusters (best seen in color).

The results in Figure 6.2(a) show that the scores for the range support patterns in

RAP3 and RAP5 are almost all zero, with very few outliers. On the other hand, CC1

patterns have a much wider variability of these scores, which is intriguing, as the CC

algorithm attempts to discover biclusters that have the least possible MSE scores. Also,

it can be seen from Figure 6.2(b) that the MSE scores for ISA biclusters are generally

quite variable, regardless of the parameters used, with almost all of them having higher

MSE scores than both RAP and CC biclusters. However, this is not surprising since

the objective function that ISA tries to optimize indirectly is not based on the MSE of

the bicluster, but instead the inner product of each included gene’s signature row and

the module signature of the bicluster. An impact of this is a bias towards higher values

in the final bicluster, which can result in a higher MSE even for relatively coherent

signatures.

The quantitative results shown in Figures 6.2(a) and 6.2(b) can also be qualitatively

examined by visualizing individual biclusters produced by these algorithms. For this,

we show in Figures 6.2(c) and 6.2(d) the sub-matrices of the data set corresponding to

the biclusters from CC1 and ISA2 for which the MSE scores (0.0024 and 4.3843× 10−4
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respectively) are the minimum among their corresponding sets of biclusters. It can

be seen from these figures that, despite the low MSE scores of these patterns, neither

of them show much coherence in their rows, columns or both. In fact, most of the

coherence in the CC1 bicluster is contributed by entries having almost neutral (close

to zero) values in the range [−0.05, 0.05], which account for 77.9% of all the entries.

In contrast, Figure 6.2(e) shows the sub-matrix of the data set corresponding to the

RAP3 pattern that has the highest MSE among all the patterns, and the coherence of

the expression of each gene (column) over each condition (row) can be easily observed.

This coherence can also be observed for RAP patterns of larger size, such as the pattern

of size 7 in RAP3, whose corresponding data sub-matrix is shown in Figure 6.2(f).

Also, observe that because of the wide range of values constituting these patterns, it is

difficult to determine binarization or discretization thresholds apriori for applying binary

association analysis methods. Thus, using fixed thresholds for these transformations will

lead to this pattern or significant subset of it being missed.

In summary, this quantitative and qualitative evaluation using the MSE score illus-

trates the ability of RAP patterns to find accurate constant row biclusters.

6.4.3 Functional Enrichment of Patterns

Given the coherence of patterns derived from Hughes et al ’s microarray data set in

terms of their MSE scores, an interesting question to ask is whether the co-expression

of the genes constituting a pattern translates into a common function for them. This is

a valid hypothesis to be tested for such patterns, since the co-expression of a set of genes

over several experimental conditions indicates that they are involved in the same cellular

or biological process [48]. An effective and standard way of measuring this functional

coherence, or enrichment, is to compute a p − value for a pattern to be enriched by

a given functional class. This p − value is essentially the probability of observing a

group of randomly selected genes of the same size to be co-members of this class to

a higher extent than the gene group under consideration (details in [189]). Thus, the

lower this p − value, the more functionally enriched this gene group is with this class.

Now, given a set of functional classes taken from the Biological Process hierarchy of

the Gene Ontology [13], a standard methodology for evaluating the quality of a given

set of patterns is to determine what fraction of the patterns have a p − value smaller



134

0.05 0.01 0.005 0.001 1e−05
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

P−value thresholds

F
ra

ct
io

n 
of

 p
at

te
rn

s 
en

ric
he

d

 

 

ISA2 (61 biclusters)
ISA4 (100 biclusters)
ISA6 (35 biclusters)
CC1 (99 biclusters)
RAP3 (100 patterns)
RAP5 (100 patterns)

(a) Functional enrichment by large classes (31-
500 members)

0.05 0.01 0.005 0.001 1e−05
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

P−value thresholds

F
ra

ct
io

n 
of

 p
at

te
rn

s 
en

ric
he

d

 

 

ISA2 (61 biclusters)
ISA4 (100 biclusters)
ISA6 (35 biclusters)
CC1 (99 biclusters)
RAP3 (100 patterns)
RAP5 (100 patterns)

(b) Functional enrichment by small classes (1-30
members)

10 20 30 40 50
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

Threshold on size for small classes

F
ra

ct
io

n 
of

 p
at

te
rn

s 
en

ric
he

d

 

 

ISA2 (61 biclusters)

ISA4 (100 biclusters)

ISA6 (35 biclusters)

RAP3 (100 patterns)

RAP5 (100 patterns)

(c) Functional enrichment by several groups of
small classes

10 20 30 40 50
0

0.01

0.02

0.03

0.04

0.05

0.06

Threshold on size for small classes

F
ra

ct
io

n 
of

 fu
nc

tio
ns

 c
ov

er
ed

 

 

ISA2 (61 biclusters)

ISA4 (100 biclusters)

ISA6 (35 biclusters)

RAP3 (100 patterns)

RAP5 (100 patterns)

(d) Coverage of small functional classes by bi-
clusters

Figure 6.3: Statistics about the enrichment of RAP patterns and ISA and CC biclusters
with GO BP functional classes.

than a specified threshold for at least one of the functional classes in the consideration

set [185, 48]. Using this methodology, we illustrate the efficacy of RAP patterns for the

task of discovering functionally enriched groups of genes from microarray data, and also

compare their performance with biclustering algorithms (CC and ISA), which are the

more widely accepted methods for this task. Note that we also performed the analyses

described in this section on 100 sets of randomly generated patterns showing the same

distribution of sizes and pattern overlap, for each of the sets of biclusters evaluated here,

to determine the statistical significance of results obtained. As shown by the results in

Figure 1 in the supplementary material, it can be concluded that the results observed

at lower p − value thresholds, particularly less than 0.001, were the most statistically

significant, and hence the most reliable for this evaluation.
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Now, in order to perform a fair analysis, it is important to distinguish between large

and small classes in our entire collection of GO BP functional classes, since the size of a

class can have an important impact on the p−values computed for the gene group being

tested. Using one such definition of small classes as those that have 1−30 members, and

big classes as those that have 31 − 500 members, we computed the fraction of selected

non-overlapping patterns generated by each biclustering algorithm that were enriched

by at least one class in each of these categories at p − value thresholds varying from

lenient (0.01) to strict (1× 10−5). These results are shown in Figures 6.3(a) and 6.3(b)

for the large and small classes respectively. It can be seen from Figure 6.3(a) that

biclusters from ISA are better enriched with larger classes, which can be explained by

their generally larger sizes, which make then more capable of capturing larger classes

accurately. Here, RAP patterns are only able to match the performance of the ISA

biclusters at relatively weak p − value thresholds. However, interestingly, most of the

biclusters produced by CC do not achieve a significant enrichment with large classes

even at moderate p − value thresholds, such as 5 × 10−3, because of its tendency to

find near-zero biclusters, as discussed in the previous subsection. The same analysis on

randomly generated patterns also showed the ISA and RAP patterns to be significantly

enriched, but not CC patterns.

We also computed the same enrichment statistics for all the sets of biclusters for

small functional classes (1 − 30 members). These statistics, shown in Figure 6.3(b),

show that RAP patterns, particularly RAP5, are able to obtain better enrichment than

all the ISA and CC biclusters at all the statistically significant p − value thresholds,

particularly at the strict threshold of 1 × 10−5. This result is very interesting, since

recent literature in functional analysis of genomic data [52, 130, 131] has suggested

that such small and specific classes are often more interesting for further understanding

and exploration than larger and more general classes, an underlying design principle for

hierarchical functional classification schemes, such as Gene Ontology [13]. Thus, despite

their generally small size, RAP patterns are able to cover several small functional classes

quite accurately, which shows the advantages of a bottom-up exhaustive approach for

discovering biclusters from genomic data.

The above analysis on enrichment with small classes can be extended to consider

other definitions of small classes also, in terms of the maximum number of members



136

in a class for it to be considered small. Figure 6.3(c) shows the results of the above

evaluation at different values of this number in the range of 10 − 50, at the strict and

most reliable p − value threshold of 1 × 10−5. CC biclusters are not included in this

set of results, since they did not produce any significantly enriched patterns at this

threshold. It can be seen that for all these sizes, the patterns included in RAP3 and

RAP5 are the most enriched among all the sets of patterns, although the results from

RAP3 become comparable to the ISA biclusters at 50 and, beyond this class size, the

enrichment statistics are expected to favor biclusters from ISA, due to their larger size,

and hence a better opportunity to capture a relatively large class. Also, note that the

enrichment statistics can be viewed from a complementary perspective, where instead

of the patterns, we compute what fraction of all the functional classes considered are

captured by at least one pattern at this strict p − value threshold. These results are

shown for the same range of sizes in Figure 6.3(d). The trends here are similar to the

fraction of patterns enriched case, although the advantage of RAP patterns is lost over

ISA biclusters much earlier. Still, in summary, range support patterns are quite likely

to be useful for exhaustively and efficiently discovering patterns that represent smaller

functional classes, and can be used for scientific investigation at a much finer scale than

the larger biclusters.

6.4.4 Complementarity of RAP and ISA

Finally, another benefit of using an approach such as RAP, which adopts a very different

pattern discovery algorithm as compared to the more traditional biclustering algorithms

such as ISA, is the ability to find finer or completely novel patterns. As an illustration of

this, consider the pattern {YAR010C,YBL005W-A,YBR012W-A,YJR026W,YJR028W,

YML040W,YMR046C,YMR051C}, which is found among the RAP5 patterns discussed

above, but not in ISA4 and ISA6, and is exclusively enriched by the RNA-mediated

transposition class (GO:0032197) with a low p − value of 4.64 × 10−12. This pattern

is not found among the ISA4 and ISA6 biclusters, and among the ISA2 biclusters, it

is embedded within a large bicluster consisting of 138 genes. However, GO:0032197 is

ranked eighth in the list of functions this pattern is enriched by. Thus, by adopting a

bottom-up algorithm, RAP is able to obtain a pattern of finer granularity, which may

otherwise be hidden in a larger biclusters found by other algorithms
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Similar observations can be made from the functional coverage viewpoint also. For

instance, 48 small classes (having less than 30 members) were over-represented in at

least one pattern in the RAP5 set at the p − value threshold of 1 × 10−5, but none in

the ISA2, ISA4 and ISA6 sets. In particular, one pattern {YDR158W,YER052C,

YOR130C,YPR145W} was found to be enriched at this threshold for three very small

functional classes, namely GO:0009088 (6 members), GO:0009090 (3 members) and

GO:0009092 (7 members). However, this pattern was not found in the ISA6 biclusters,

and was embedded within large biclusters of sizes 211 and 104 among ISA4 and a

bicluster or size 211 in ISA2. Due to their large sizes, these small classes were not found

to be significant for these functions. This is another example of RAP patterns being

able to capture very small classes that ISA biclusters are not enriched by.

These examples illustrate the complementarity that RAP can provide to standard

biclustering algorithm for domain scientists who are trying to find interesting patterns

or biclusters, such as groups of functionally related genes, from their real-valued data

sets.

6.5 Conclusions and Future Work

In this chapter, we presented an efficient framework named RAP (RAnge support Pat-

terns) for directly mining association patterns from real-valued data sets. This algorithm

is based on the novel anti-monotonic range support measure, which ensures that the

values of the attributes constituting a meaningful pattern are coherent for a substantial

fraction of transactions in the data set. The patterns generated by this algorithm are

focused on finding constant row/column biclusters, for which no exhaustive discovery

algorithm is currently available. On one hand, this framework reduces the loss of in-

formation incurred by discretization- and intervalization-based approaches, and on the

other, it enables the exhaustive discovery of coherent biclusters, which is currently a

limitation of the commonly used biclustering algorithms.

We compared the efficacy of the range support patterns discovered from microarray

data with biclusters produced by Cheng and Church’s algorithm for discovering constant

row/column biclusters, and ISA, a commonly used biclustering algorithm. RAP patterns

are found to have the lowest MSE scores among all the sets of biclusters evaluated. In
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terms of functional enrichment also, the RAP patterns are significantly more enriched

by small and specific GO Biological Process terms as compared to the generally larger

in size ISA and CC biclusters, thus indicating their potential for making novel biological

discoveries, such as the functions of unannotated genes. We also illustrated that RAP

can complement standard biclustering algorithms, particularly ISA, by finding gene

groups not discovered and covering functions not captured by the latter. These results

demonstrate the ability of the RAP framework for discovering previously unavailable

knowledge from real-valued data sets.

Finally, several ideas can be explored to enhance the promise of the RAP framework

substantially. Some of these ideas are discussed below:

• Size of patterns: Due to the hard range support thresholds imposed on RAP,

some larger patterns that do not satisfy these thresholds might be split into smaller

ones, thus placing a limit on the size of the patterns produced. Concepts such

as colossal patterns [193] for merging the core patterns may be useful for this

problem.

• Coverage of items: An adverse effect of performing an exhaustive search for

patterns is the inability to explore the entire itemset lattice in an acceptable

amount of time. This limitation can be addressed using ideas such as length-

varying support [194] and support envelopes [195], as well as simple heuristics for

including items currently not covered by the discovered patterns.

• Enhancing scalability: An orthogonal direction for addressing the above issues

is to design more efficient data structures to enhance the efficiency of the pattern

search process. Ideas from the TAPER algorithm [196] can be explored for im-

proving the efficiency of the computation of item-pairs, which often turns out to

be the bottleneck in this process.

In addition to addressing these challenges, an important direction for further research

will be to extend the RAP framework to capture constant additive/multiplicative bi-

clusters (Figure 6.1(c)) and biclusters with constant evolutions (Figure 6.1(d)). It will

also be interesting to examine the impact of pre-processing operations, such as nor-

malization or scaling (Chapter 2) and sparsification or denoising, on the quality of the
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patterns obtained. In the latter operation, one particularly useful study will be a com-

parison of the relative strengths and weaknesses of RAP and pattern discovery from

binarized versions of a real-valued data set, and the development of a hybrid of both

these approaches. Finally, an interesting extension of this work will be adapting the

RAP framework to data sets where the items are heterogeneous in nature, or multiple

data sets are integrated [197].



Chapter 7

Conclusions and Directions for

Future Research

This thesis detailed our work on several challenges facing the current computational ap-

proaches for the prediction of protein function. In particular, we developed novel meth-

ods for pre-processing high-throughput genomic data sets for enhancing their functional

content (Chapters 2-4), incorporating inter-relationships between functional classes into

function prediction algorithms (Chapter 5), and discovering functional modules from

microarray data sets through biclustering (Chapter 6). These methods focus on using

under-utilized or unutilized information in genomic data sets and their associated knowl-

edge bases for enhancing the performance of protein function prediction algorithms. Our

pre-processing methods for gene expression data sets target the disparity of scales prob-

lem in diverse compendia, while those for protein interaction data sets help address

the noise and incompleteness issues with this type of data. The incorporation of inter-

relationships between functional classes into function prediction algorithms, achieved

through a k-nearest neighbor classification algorithm, enables the use of the informa-

tion in larger related (semantically similar) classes to boost the accuracy of predictions

made for classes with much fewer member proteins. Finally, our biclustering algorithm

employs concepts from the field of association analysis to enable the exhaustive dis-

covery of smaller biclusters that are more significantly enriched with specific functional

classes, as compared to the biclusters discovered by traditional biclustering algorithms.

140
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Overall, the methods proposed in this thesis are expected to help uncover the functions

of several unannotated proteins (or genes), as shown by specific examples cited in some

of the chapters.

However, despite the progress demonstrated in this thesis, as well the work of other

researchers [48], there are immense opportunities for further progress on this very im-

portant problem. The following sections discuss some of these opportunities.

7.1 New types of genomic data

The previous chapters discussed how different types of biological data, such as microar-

ray data and protein interaction networks, can be utilized effectively for predicting the

functions of unannotated proteins. Several other data types, such as amino acid se-

quences, three-dimensional structures and phylogenetic data, have also been used for

addressing this problem [48]. Recently, reliable technologies have been developed for

observing a wide variety of other biological phenomena, and these technologies have

been very novel and interesting types of data that can offer new perspectives for un-

derstanding and predicting protein function. Here, we discuss three such types of data,

namely genetic interaction networks, quantitative proteomics data and next-generation

sequencing data. Note that, in addition to their individual benefits, their integration

with currently available types of data, such as those discussed in this dissertation, will

be even more capable of uncovering functional information about proteins.

7.1.1 Genetic interaction networks

Protein interactions, discussed in Chapters 3 and 4, capture instances of physical binding

between pairs of proteins. A more abstract type of interaction between the correspond-

ing genes are genetic interactions, which are said to occur between two genes whose

simultaneous mutation results in a phenotype different from what is expected given the

phenotypes of their individual deletions [198]. These interactions can be both positive

and negative in nature, depending on whether the phenotype produced by the double

deletion is healthier or sicker than the original one. For instance, an extreme example

of this phenomenon is synthetic lethality, where the simultaneous deletion of two genes
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causes cell death but a single deletion of either keeps the cell healthy. Recently, high-

throughput techniques, such as Synthetic Genetic Assay (SGA) [119] and Synthetic

Lethality Analysis by Microarray (SLAM) [199], have been developed for identifying

such interactions, and a large amount of data has been published in public databases,

particularly for S. cerevisiae [200].

In general, genetic interactions indicate co-involvement in the same complex, path-

way, or parallel pathways leading to the same essential function, and thus are highly

informative of gene function [198]. Indeed, preliminary analysis by the authors of a

large data set of genetic interactions in yeast showed that functionally linked genes

are significantly more likely to interact genetically than random pairs of genes, and

vice versa [119]. However, only a few systematic computational approaches [201] have

been proposed in the literature for predicting gene function from these networks. Thus,

the wide availability of this type of data opens new opportunities for developing such

approaches.

7.1.2 Quantitative proteomics data

Recent advances in proteomics technologies have now enabled the measurement of the

abundance or expression of the identified proteins in such samples [202], in a man-

ner similar to microarray chips for measuring gene expression in the form of mRNA

abundance. One of most popular technologies for this task is iTRAQ (isobaric Tag for

Relative and Absolute Quantitation) [203], where protein abundances can be measured

simultaneously in multiple samples, one of which is usually the control sample. Here, the

peptide fragments from the proteins in the different samples are labeled with isobaric

tags of slightly different molecular masses, and the relative differences in the intensities

of the reporter ions are generated from these peptides. These peptides are used to iden-

tify the proteins in the samples, and the relative differences are are used to compute the

abundance ratio of the protein in the sample of interest, relative to the control sample.

The resultant of one run of an iTRAQ experiment is a matrix of expression values of

proteins (rows) in the several (usually three or seven) samples (columns), and data from

several such runs can be integrated to form a sizeable protein expression data set, which

can be analyzed using statistical and computational methods.

Such quantitative proteomics data provide several advantages over microarray data,
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such as the direct measurement of protein abundances, of which mRNA abundance is

only a proxy, as well as the ability to measure different isoforms and post-translationally

modified forms of a protein. Such information is very valuable, since biological processes

are ultimately carried out at the protein level, and obtaining direct measurements of

the abundance of different proteins under different conditions is expected to be useful

for identifying which proteins are involved in which processes, and thus can be a use-

ful resource for predicting the functions of proteins. More specifically, as commonly

done for gene expression data, one can apply classification and clustering methods to

group proteins having similar abundances in several conditions and thus discover func-

tional modules and/or predict the functions of individual proteins. However, despite

the benefits of this type of data, the current proteomics technologies suffer from several

drawbacks, the most important being the inability to identify a significant fraction of

the complete proteome active in a cell due to the difficulties in identifying and quanti-

fying low abundance proteins. The utility of this data is also hampered by the current

inavailability of advanced statistical and computational methods and tools for infer-

ring actionable biological knowledge [203]. Thus, as advances are made in addressing

these important challenges, it can be expected that quantitative proteomics data will

be used more widely for predicting protein function, a field that has remained relatively

under-explored.

7.1.3 Next generation sequencing data

Another rapidly developing area that will have a significant impact on the future of

protein function prediction is that of next generation sequencing technologies. Based

on recent breakthroughs that enable highly parallel sequencing, sequencing genomes

has become orders of magnitude faster and cheaper than early sequencing technologies.

These technologies will enable the rapid generation of whole-genome sequences for a

variety of new organisms.

Furthermore, the next generation of sequencing technologies is also being used in

other important genome-wide studies that will be useful in predicting protein func-

tion. For example, RNA-Seq (RNA sequencing) is a method which uses highly parallel

sequencing of cDNA fragments derived from messenger RNA to quantitatively mea-

sure gene expression [204]. Sequenced fragments are mapped to an already assembled
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genome and the frequency of occurrence of fragments overlapping each genomic region

can be used as a highly quantitative measure of expression level, assuming the sequenc-

ing is sufficiently deep [204]. In principle, RNA-Seq can produce data similar to gene

expression data collected using microarray technology, but has several distinct advan-

tages including a much larger dynamic range of detection, higher precision estimation

of expression level, and fewer limitations in terms of sample size. Next generation se-

quencing technologies are also enabling unprecedented studies of genetic variation across

populations, both in model organisms and in humans. Patterns of genetic variation and

their association with specific phenotypes will likely also provide important informa-

tion about protein function. On each of these fronts, sequence data driven by dramatic

improvements in the cost and speed of new technologies will continue to be one of the

main sources of information for automated prediction of protein function.

7.2 Utilizing the rich information in functional classifica-

tion schemes and their associated databases

As discussed in Chapter 5, Gene Ontology (GO) and its associated database [13] have de-

veloped into a very useful source of biological knowledge about genes and their functions,

as well as the inter-relationships between functional classes, as captured by the three

hierarchically-structured ontologies. However, with the rapid growth of this database,

several challenges with its use have arisen. In general, function prediction studies only

use a subset of the classes in these ontologies for developing and validating their meth-

ods, due to the complexity of interpreting results obtained over thousands of classes.

The challenge then is to select an unbiased yet informative set of classes, that lead to

generalizable performance of the method. One of the earliest tools for helping with

this selection was GOSlim1, which are pre-selected sub-hierarchies that provide a global

”summary” of the complete ontologies, and do not include the very specific functional

classes. Myers et al. [52] developed a more global solution for this problem, where they

conducted a survey of yeast biologists to determine the functional classes in the GO

Biological Process ontology that are most likely to be useful for functional analysis and

1http://www.geneontology.org/GO.slims.shtml



145

discovering novel yeast biology. Such studies can be extended further for the other on-

tologies and organisms, as well as increasing the number of biologists surveyed, in future

work. More automated methodologies can also be developed for this selection problem.

Another important aspect of protein function captured in the structure and content

of the GO ontologies is the wide variety of inter-relationships between functional classes

constituting them. In Chapter 5, we presented a methodology to incorporate these inter-

relationships into standard protein function prediction algorithms. However, as noted

in the same chapter, several oppportunities exist for making progress on this problem,

particularly by integrating hierarchical and indirect relationships between the classes in

these ontologies.

In addition, there are several features of the GO database that have not been studied

extensively. For instance, every annotation for a protein that is added to GO is assigned

an evidence code, such as TAS (Traceable Author Statement), IPI (Inferred from Pro-

tein Interaction) and IEA (Inferred from Electronic Annotation). Each of these codes

denotes a confidence level in the annotation, with TAS being the most reliable and IEA

the least. Since the quality of annotations can have a significant impact on the both

the training of a function prediction model, as well as the quality of predictions made

using it, many function prediction studies exclude IEA annotations in the validation

of their method [48]. However, this exclusion represents a major loss of information,

since a substantial fraction of the annotations in the GO database have been inferred

by computational means, but have not yet been manually verified by an expert. Also,

the assumption that all the other evidence codes indicate the same reliability may also

not be completely accurate. This suggests the development of methods that can judge

the reliability of an annotation based on its assigned evidence code, and utilize it for

function prediction in accordance with this reliability score. Recently, Llewellyn and

Eisenberg [205] proposed a simple approach for determining these reliability scores using

the annotations assigned with the TAS and IDA (Inferred by Direct Assay) codes as the

gold standard. The results obtained are very promising, since the evidence codes rep-

resenting experimental methods for the determination of protein function (TAS, IMP,

IDA and IGI) score higher than the computational methods (ISS and RCA). However,

there are tremendous opportunities for developing more sophisticated methods for this

problem, which will enable a more focused utilization of the annotations in GO for
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making accurate predictions for a wide variety of unannotated proteins.

7.3 Data mining and machine learning challenges

Although several traditional as well as novel learning frameworks have been used for

addressing different aspects of protein function prediction, there are still several aspects

of this problem that can drive the development and application of innovative machine

learning and data mining techniques and paradigms. An important example of this is

the problem of multi-label classification [206], where a data object can belong to mul-

tiple classes simultaneously. Protein function prediction is a natural example of this

problem, since proteins are known to be multi-functional, and this knowledge needs

to be incorporated into the predictive model used. Our approach presented in Chap-

ter 5, as well as several other approaches discussed therein, address this complexity of

the problem. However, in addition to multi-label classification, there are several tasks

in protein function prediction that call for sophisticated learning strategies. We cite

examples of two such tasks below.

7.3.1 Tackling heterogeneity in data integration

The wide variety of data sources used to predict function provide different types of evi-

dence about function and the underlying mechanisms, and depending on the usefulness

of this evidence, and the ability of computational algorithms to extract this informa-

tion, these various data sources show different efficacies for the prediction of different

types of function. This complementarity of data sources has led to development of a

novel approach to protein function prediction, namely one involving the integration of

these diverse data types [48, 207]. This integration enables the prediction algorithm

to utilize a global view of the biological processes a set of proteins is involved in, and

has consequently produced the most promising results in protein function prediction.

Although several innovative ideas have been implemented for this task, several aspects

of this problem have not been adequately studied. The most important of these is

the heterogeneous nature of the data sets being integrated. As noted before, different

types of biological data usually have varying strengths for predicting types of function,

e.g., protein sequence and structure provide information about biochemical/molecular
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function, whereas system-level data, such as interaction networks and microarray data

provide information about the higher-level biological process(es) a protein is likely to

be involved in. Moreover, even data sets of the same type may be most relevant for

different functions. Microarray data sets are important examples of this, since each of

them are prepared using a different set of conditions, and thus produce the best results

for processes that are the most related to these conditions. These observations indicate

that different data types and data sets should be allowed to contribute to the predictive

model to different degrees depending on their relevance or predictive power for a given

functional class. A few approaches have incorporated this perspective in their function

prediciton models. Lanckriet et al ’s approach [208, 209], which derives a combined

kernel from individual kernels derived from different data types, did this by assigning

different class-specific weights to the individual kernels during the combination pro-

cess. However, these weights, which are computed using a Semi Definite Programming

(SDP) [210] algorithm are only an indirect measure of the relevance of a given kernel for

a certain class. A more direct possibility for this problem is to compute the predictive

power of each data type/source for the given class on the training or validation set using

metrics such as AUC scores, and use this metric, or a variant thereof, during the kernel

combination process. Huttenhower et al.’s approach [211] also incorporates per-class

accuracy of each data set into the prediction algorithm, but focuses only on microarray

data, and on a different but related problem of predicting functional relationships rather

than the functions of individual proteins. Thus, this problem needs to be investigated

in more detail in order to extract the most relevant portion of each data set for making

predictions for a given functional class. Such an investigation is even more critical in

today’s post-genomic era, where a wide variety of genomic data sets is being generated

at a faster pace than ever.

7.3.2 Semi-supervised learning

The most commonly used methodologies for protein function prediction are classification

and clustering, which fall under the categories of supervised and unsupervised learning

respectively [83]. However, both these methodologies have inherent limitations in the

case of protein function prediction, where the functions of a vast majority of the genes are

still unknown. This has two adverse effects on building learning models. Firstly, most
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of the functional classes, say those included in the GO Biological Process ontology, have

very few, and in some cases, no proteins annotated. Clearly, building both supervised

and unsupervised models for such small functional classes is difficult, since enough

positive examples are not available so that a robust predictive model can be constructed,

and these few examples are unlikely to come together to form tight clusters in the feature

space. Furthermore, in the context of supervised learning in this domain, the negative

examples for a class are generally considered to be those proteins that are not currently

annotated with this class. Since one or more of these proteins can be annotated to this

class in the future, it is not appropriate to treat all these examples as negative ones, but

rather as don’t know examples. These issues have motivated the application of a semi-

supervised learning [212, 213] approach for using all the available examples for predicting

function. The basic idea underlying algorithms that implement this approach is to use

the confirmed positive and negative examples to build a predictive model, but also use

the structure of the data evident from the unlabeled examples to inform this model

about the possibility of other types of examples not covered by the currently labeled

examples. The most common implementation of semi-supervised learning, i.e., label

propagation [214], involves the representation of the data as a graph, with the nodes

corresponding to the labeled examples being assigned a weight of ±1, and the unlabeled

ones being assigned zero. A propagation algorithm is then run until convergence on this

graph to determine the final weights, or likelihoods, of the unlabeled examples belonging

to the class being studied.

Recently, several such approaches have been proposed for predicting protein function

from a collection of multiple data sources. GeneMANIA (Multiple Association Network

Integration Algorithm) [215] is an exemplary system for this approach. In this sytem,

which was prepared in response to the MouseFunc initiative for predicting the functions

of mouse genes [216], each contributing data source is represented as a network based

on its natural representation (protein interaction networks) or using pairwise similarity

or other association measures (gene expression data, sequence similarity, etc.). Next, a

label propagation algorithm is executed on a weighted combination of these networks

to make use of the labeling information available for the annotated genes superimposed

on the structural relationships between all the genes, labeled and unlabeled. The re-

sultant prediction model can then be used to make predictions for the functions of
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the unannotated genes in a manner similar to the supervised classification models. In-

deed, GeneMANIA produced some of the best results among several submissions for

the MouseFunc benchmark, particularly for smaller functional classes, which suffer the

most from the lack of enough positive training examples. These results demonstrate

the importance of semi-supervised learning for protein function prediction, as has also

been illustrated by other studies also [217]. Notably, semi-supervised learning has also

proved useful for several other computational biology problems, such as the prediction

of disease genes [218], transcription factor-gene interactions [219] and sub-cellular local-

ization of proteins [220]. In summary, due to the utility of the semi-supervised learning

framework to the positive example-deficient domain of protein function, and initial signs

of success, we expect that this direction of research will be actively pursued in the near

future.

7.4 Experimental validation of computational predictions

and the iterative computational-experimental proce-

dure

The primary aim of the research in computational prediction of protein function is to

generate candidate hypotheses for a protein’s function that can be validated in exper-

iments, and thus reduce the burden of the biologist who is studying this protein. All

the studies in this field present evaluation results on a wide variety of data sources and

functional classes, thus justifying the utility of the corresponding approach for protein

function prediction. However, few established discoveries of gene or protein function

have been assisted by these techniques, beyond standard methods such as BLAST or

PSI-BLAST searches. Exceptions include the prediction of the involvement of the hu-

man Frataxin protein in iron-sulphur cluster protein assembly, based on the similarity of

its phylogenetic profile with HSP66 and HSP20, which are known to be involved in this

process [221]. Using a similar genomic context approach, Bobik and Rasche [222] iden-

tified the human methylmalonyl-CoA racemase gene based on its homology with genes

in several prokaryotes that are clustered together with genes involved in the propionyl-

CoA metabolism process. Barutcuoglu et al [126] were able to identify and validate

the involvement of several budding yeast (S. cerevisiae) genes in mitosis using their
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method of incorporating hierarchical relationships between function classes in GO into

function prediction algorithms. Finally, Nagarajan and Elasri [223] have recently pre-

sented an extensive case study on the use of a wide variety of computational tools for

predicting the three-dimentional structural of the unannotated Msa protein in the hu-

man pathogen Staphylococcus aureus, and its possible role as a signal transducer. In

a subsequent study [224], the authors and their colleagues confirmed the role of this

protein in the formation of biofilms by Staphylococcus aureus. However, such validation

of function predictions are quite rare, and as a consequence, much of these predictions

remain under-utilized.

Hibbs et al. [18] have recently published one of the few studies showing the util-

ity of computational predictions for inferring novel functions of genes, and an itera-

tive computational-experimental process for predicting and experimentally validating

gene/protein function predictions. Here, they combined the results of three different

computational function prediction algorithms [225, 211, 226] to make predictions about

the involvement of S. cerevisiae genes in the mitochondrial organization and biogen-

esis process. In the first iteration, they used 106 genes known to be involved in this

process as positive examples to train these systems, and made predictions for the re-

maining yeast genes. Using experimental validation, as well as literature study, they

confirmed the involvement of 218 genes in this process, of which 135 annotations were

known in the literature but had not been added to the Sacchromyces Genome Database

(SGD) [135], and 83 were novel annotations. The resultant precision of 67% provided

concrete evidence that computational methods can indeed help discover novel functions

of genes/proteins. Next, using this expanded set of 324 (218+106) genes as the training

examples for the prediction systems, they identified another 17 genes that play a role in

this process, although the precision of the predictions in the second iteration was lower

(33%) than that in the first iteration. Overall, using the example process of mitochon-

drial organization and biogenesis, this study showed that an iterative process consisting

of alternating rounds of computational prediction and experimental validation can help

substantially in expanding the set of known functional annotations of genes, that too

at a precision much higher (60%) than that obtained from a random selection of genes

to be validated (25%).
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These results provide quantitative large-scale evidence that the experimental deter-

mination of protein function assisted by one or more computational methods is a feasi-

ble approach for rapidly annotating large sets of currently functionally uncharacterized

proteins. The previous qualitative and Hibbs et al.’s quantitative validation results [18]

support calls by experts [17] for a more extensive collaboration between computational

and experimental biologists to develop a pipeline in which computational methods are

used to generate high-quality predictions of the functions of uncharacterized proteins,

which are subsequently validated by experimental methods.

7.5 Discussion

To summarize the above discusion, ample opportunities in the form of new types of data,

supporting information (functional classification schemes), new computational tasks

and frameworks and evidence for the power of the iterative computational-experimental

procedure are now available to make further advances in protein function prediction. We

believe that as these opportunities are responded to, several advances will be witnessed

in this very important field. These novel function predictions made following these

advance, many of which are expected to be validated by experimental and other means,

are likely to further aid research in other areas, such as the understanding of diseases,

and the development of better crops and synthetic biofuels.
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