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Abstract

Regularization is essential for obtaining high predictive accuracy and selecting rele-

vant variables in high-dimensional data. Within the framework regularization, several

sparseness penalties have been suggested for delivery of good predictive performance in

automatic variable selection. All assume that the true model is sparse. In this dissertation,

we propose a penalty, a convex combination of the L1- and L∞-norms, that adapts to a

variety of situations including sparseness and nonsparseness, grouping and nongrouping.

The proposed penalty performs grouping and adaptive regularization.

In regularization, especially for high-dimensional data analysis, efficient computation

of the solutions for all values of tuning parameters is critical for adaptive tuning. In the

literature, there exist several algorithms computing an entire solution path for one single

tuning parameter. All use the Kuhn-Tucker conditions for constructing the solution path.

However, there does not seem to exist such an algorithm for multiple tuning parameters.

This is partly because of the difficulty of applying the Kuhn-Tucker conditions when many

slack variables are involved.

In this dissertation, we introduce a homotopy algorithm utilizing the subdifferential, a

systematic method of handling nonsmooth functions, for developing regularization solution

surfaces involving multiple tuning parameters. This algorithm is applied to the proposed

L1L∞ penalty and permits efficient computation. Numerical experiments are conducted
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via simulation. In simulated and real examples, the proposed penalty compares well

against popular alternatives.
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Chapter 1

Introduction

The method of regularization, balancing a model’s complexity and fitting through

penalty, has been an important tool in predictive learning and model selection. As a

model’s complexity increases, the squared bias will likely decrease while the variance

tends to increase. Through bias-variance trade-off, the method of regularization reduces

the generalization error and identifies the best appropriate model among different models.

With regard to regularization strategy, there has been great of interest in various

sparseness penalties for high-dimensional analysis, particularly the L1-penalty. One dis-

tinct feature of the L1-penalty is that it permits automatic variable selection, especially

when the number of candidate variables greatly exceeds the sample size. This unique

feature, however, requires the true model be sparse, which is difficult if not impossible to

verify in many situations. To seek high-dimensional structures leading to high predictive

performance, in this dissertation we introduce a new penalty that adapts to a variety of

situations including sparseness and nonsparseness, grouping and nongrouping. This new

penalty, together with our new solution surface algorithm, yields adaptive regularization.

The L2-penalty has been used in regression (Hoerl & Kennard, 1988) and support
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vector machines (SVMs, Vapnik, 1995). The L1-penalty has been used in least squares

regression (Tibshirani, 1996), SVMs (Bradley & Mangasarian, 1998), and sparse overcom-

plete representations (Donoho et al., 2006). The elastic net penalty, a convex combination

of the L1- and L2-penalties, encourages grouping of highly correlated predictors (Zou &

Hastie, 2005; Wang et al., 2006). Other relevant penalties include simultaneous variable

selection and clustering (Bondell & Reich, 2008; Liu & Wu, 2008; Wang & Zhu, 2008), the

Dantzig selector (Candes & Tao, 2007; Bickel et al., 2008), adaptive Lasso (Zou, 2006),

adaptive elastic net (Zou & Zhang, 2008), and Sure Independence Screening (Fan & Lv,

2006).

To deliver high predictive performance, especially in a high-dimensional situation, we

propose a new penalty, a convex combination of the L1- and the L∞-penalties. This

penalty not only enables automatic variable selection but also seeks grouping among pre-

dictors to enhance predictive performance. Furthermore, it permits efficient computation.

For high-dimensional data analysis, efficient computation requires realizing high pre-

dictive performance through tuning. Toward this end, we develop a subdifferential based

homotopy method for computing entire solution surfaces, in addition to subgradient sur-

faces. This approach dramatically differs from the existing solution path algorithms using

the Kuhn-Tucker method (Zhu et al., 2003; Efron et al., 2004; Hastie et al., 2004; Wang

et al., 2006; Park & Hastie, 2007; Rosset & Zhu, 2007).

For model selection, we propose a model selection criterion for the prediction error

in least squares regression, where designs can be random or fixed. The criterion can be

expressed in terms of a covariance penalty plus a correction term taking into account

extrapolation from random designs.

In this dissertation, we develop optimal prediction rules in regression and support vec-

tor machine (SVM) classification through adaptive regularization. Chapter 2 proposes a
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penalty enabling automatic variable selection and grouping. Chapter 3 introduces a sub-

differential based homotopy method for computing entire regularization solution surfaces.

Chapter 4 derives a model selection criterion and Chapter 5 compares various penalties

through simulated and real data. Chapter 6 is devoted to a theoretical investigation of

statistical properties of the proposed method. Chapter 7 discusses work in progress and

further work for multi-category SVMs and regularization through nonconvex penalties.

Finally, all the proofs and R codes follow in the Appendix.



Chapter 2

Methodology

Consider a problem of estimating f based on a random sample (xi, yi)
n
i=1, where xi =

(xi1, . . ., xip) is a p-dimensional vector and yi is a scalar. We estimate f by minimizing

the empirical loss
∑n

i=1 l(yi, f(xi)) over a candidate function class f ∈ F .

2.1 Regularization

The method of regularization is often employed to prevent overfitting in estimating f .

To regularize parameters, penalties are added to the loss l(·, ·) for various purposes. Thus

the regularized loss is
n∑

i=1

l(yi, f(xi)) + λTJ(f) (2.1)

where λ is a vector of nonnegative tuning parameters, J(f) is a vector of penalties reg-

ularizing f , and the superscript T denotes the transpose. The framework (2.1) covers

least squares regression with l(yi, f(xi)) = (yi − f(xi))
2 and SVM classification with

l(yi, f(xi)) =
[
1− yif(xi)

]
+
, where x+ denotes the nonnegative part of x.

The penalty function J(f) is designed to achieve specific objectives. In variable se-

lection, when f(x) = βTh(x), where h(x) is a vector valued basis function, J(f) can be

4
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chosen to be the L1-norm ‖β‖1 =
∑p

j=1 |βj |. Then (2.1) leads to Lasso (Tibshirani, 1996)

when l(·, ·) is the least squares loss. The L1-penalty has also been used in SVMs (Bradley

& Mangasarian, 1998) and sparse overcomplete representations (Donoho et al., 2006). The

advantage of using the L1-penalty in (2.1) is that it performs automatic variable selection

by yielding a sparse solution of (2.1). In other words, the L1-penalty can control a model’s

complexity effectively even when the dimension of β greatly exceeds the sample size, c.f.,

Wang & Shen (2007) for classification.

Although the Lasso performs simultaneous shrinkage and variable selection, its variable

selection is known to be consistent only under fairly restricted conditions; see Knight &

Fu (2001), Meinshausen & Buhlmann (2006), Zou (2006), and Zhao et al., (2008). To fix

the problem of inconsistency for variable selection in the Lasso, Zou (2006) proposes the

adaptive Lasso that replaces the L1-penalty in (2.1) by
∑p

j=1wj|βj |, where wj ; j = 1, . . . , p

are known data-dependent weights. The adaptive Lasso is also shown to maintain the

oracle property conjectured by Fan & Li (2001) and Fan & Peng (2004).

When J(f) is chosen to be the L2-norm squared, ‖β‖22 =
∑p

j=1 β
2
j , (2.1) shrinks β

by grouping βj ’s corresponding to highly correlated variables. The L2-penalty not only

shrinks β but also groups βj ’s corresponding to highly correlated variables. However, it

does not produce a sparse model, c.f., Zou & Hastie (2005) for regression, and Wang et

al. (2006) for classification.

To seek a sparse model, Zou & Hastie (2005) propose the elastic net penalty J(f),

a convex combination of L1- and L2- penalties. They show that it combines the advan-

tages of the L1- and L2- penalties. Despite its performance, the elastic net penalty has

three aspects requiring further attention. First, grouping predictors alone in regression or

classification may not deliver good predictive performance in variable selection when the

response is ignored, because correlations among predictors can be irrelevant to outcomes
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of the response. See the example in Chapter 6. Second, the elastic net penalty is domi-

nated by its L2-component unless the value of the L1-norm stays below a certain cut-off

level; see Lemma 1 in Zou & Hastie (2005). As a result, the goal of seeking a sparse model

may not be realized. Third, this penalty does not permit an efficient algorithm through a

piecewise linear regularization solution surface.

More recently, for variable selection in high-dimensional sparse representation of coeffi-

cients, Candes & Tao (2007) propose the Dantzig selector whose loss and penalty functions

are l(·, ·) = maxj
∑n

i=1 xij(yi −
∑p

j=1 xijβj) and J(β) = ‖β‖1, respectively. They show

that under the uniform uncertainty principle the Dantzig selector leads to the optimal

risk as if the true model were known ahead of estimation. Efron et al. (2007) compares

the Dantzig selector and the Lasso through simulation studies. James et al. (2008) pro-

vide theoretical conditions on the design matrix under which the Lasso and the Dantzig

selector will be identical for a certain range of tuning parameters. They also propose a

Lars-type solution path algorithm called Dasso for computing the solution path of the

Dantzig selector.

In addition to convex penalties, nonconvex penalties have been proposed for consistent

variable selection and optimal prediction. Fan & Li (2001) propose the SCAD penalty that

establishs oracle properties with nonconvex regularized loss functions, and implement the

local quadratic approximation method for optimizing nonconvex regularization problems.

Later, Zou & Li (2008) propose a local linear approximation algorithm that reduces the

computational cost of nonconvex regularization problems using the one-step local linear

approximation method. Examples of using nonconvex penalties for SVMs include Shen

et. al (2003) and Wu & Liu (2007).

In a recent paper, Bondell & Reich (2008) propose the OSCAR penalty using the L1

and pairwise L∞-penalties for variable selection and grouping. However, efficient solution
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algorithms do not exist due to difficulty in treating overcomplete representation of the

penalty.

2.2 Adaptive penalty

To enhance predictive performance of the method of regularization, we propose a new

penalty to achieve three goals. First, the penalty is adaptive in that it adapts to a variety

of situations including both sparse or nonsparse situations. Second, it seeks grouping

among predictors in variable selection, for better predictive accuracy. Third, it permits

efficient computation through a homotopy approach (Allgower & Georg, 2003).

The proposed penalty, which we call the L1L∞-penalty has the form in the case f(x) =

βTh(x)

J(f) ≡ J(β) = (1− α)‖β‖1 + α‖β‖∞, (2.2)

where the L∞-norm is ‖β‖∞ = max1≤j≤p |βj |. This penalty retains the advantages of

the two extreme penalties within the class Lp, 1 ≤ p ≤ ∞. The L1-penalty is sparse

and thresholds some coefficients at zero, whereas the L∞-penalty is nonsparse and groups

highly correlated predictors that are relevant to the response. To adapt to the degree

of sparseness, α can be tuned. L1L∞ appears to be more adaptive than other penalties

mentioned. As shown in Figure 2.1, it includes the L1-penalty (α = 0) and the L∞-penalty

(α = 1). Most importantly, (2.2) is piecewise linear in β. This is critical for efficient

computation through the method of homotopy, see Chapter 4 for details. In contrast, the

elastic net penalty is quadratic in β, which explains its computational limitation discussed

above.

Placing (2.2) into (2.1), we obtain our regularized loss
∑n

i=1 l(yi, β
Th(xi)) + τ

(
(1 −
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1−1 0

1

−1

β1

β2

Figure 2.1: Plot of level sets, defined by {β : J(β) = c} where c is the level of thresholding,

of five different penalties. From inside to outside, the curves are the L1 (dotdash), elastic

net (longdash), L2 (twodash), L1L∞ (solid), and L∞ (dashed) penalties. The L1L∞ and

the elastic net penalties are plotted with α = 0.6.
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α)‖β‖1 + α‖β‖∞
)
, equivalently

n∑

i=1

l(yi, β
Th(xi)) + λ1‖β‖1 + λ∞‖β‖∞, (2.3)

where λ1 = τ(1− α) and λ∞ = τα are nonnegative tuning parameters.



Chapter 3

Regularization solution surfaces

The minimizer of (2.3) β̂ ≡ β̂λ, if exists, is a function of λ = (λ1, λ∞)T . Consequently,

computing an entire solution surface λ 7→ β̂λ is critical for adaptive tuning.

In the literature, there exist several solution path algorithms computing an entire

solution path for one-dimensional λ, c.f., Efron et al. (2004), Rosset & Zhu (2007), and

Park & Hastie (2007) for regression, and Zhu et al. (2003), Hastie et al. (2004), and

Wang et al. (2006) for classification. These algorithms use the Kuhn-Tucker conditions

for tracking the piecewise linear solution path in the one-dimensional case. However, there

does not exist such an algorithm in the higher dimensional case.

To compute a high-dimensional solution surface, we use a subdifferential approach

(Rockafellar & Wets, 2003; Bertsekas et al., 2003), a systematic treatment of handling

nonsmooth functions, which has several advantages. First, the properties of nonsmooth

functions at nondifferentiable points are completely characterized by subgradients. Sec-

ond, subgradients can be tracked as well as β̂λ, facilitating computation in multidimen-

sional situations.

10
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3.1 Solution path algorithms

In this section, we briefly review the aforementioned solution path algorithms that use

the Kuhn-Tucker conditions.

To our knowledge, the homotopy method proposed by Osborne et al. (2000) is the first

solution path algorithm for computing the Lasso. Using convex analysis, they show that

the solution paths for the Lasso are piecewise linear and describe the variable selection

mechanism in the Lasso.

Efron et al. (2004) suggest an efficient algorithm called Lars to identify the exact

piecewise linear solution paths for the least squares regression. Based on the Osborne’s

homotopy approach, the Lars algorithm can be used to solve the Lasso regression problem.

To describe connections between the Lars algorithm and the Lasso, define cj(β̂λ) to be

−∑n
i=1 xij(yi − xTi β̂λ). If sign(β̂λ) = sign(cj(β̂λ)) is maintained, then the Lars algorithm

generates the Lasso solution. Hastie et al. (2007) identify a condition under which the

solution paths of the Lasso are monotone.

The Lars algorithm successively estimates µ̂λ = (xT1 β̂λ, . . . , x
T
n β̂λ)

T by controlling a

vector of absolute correlations cj(β̂λ). Formally, the Lars algorithm begins at µ̂λ = 0.

Define Iλ to be the set of indices corresponding to variables with the largest absolute

correlations,

Ĉλ = max
j
|ĉj(β̂λ)| I = { j : ĉj(β̂λ) = |Ĉλ| }.

Let sλ,j = sign(ĉj(β̂λ)) and define XIλ
to be the matrix whose ij-th component is sλ,jxij ,

i = 1, . . . , n, and j ∈ Iλ. Let GIλ
= XT

Iλ
XIλ

and JIλ
= (1TIλ

G−1
Iλ

1Iλ
)−1/2, where 1Iλ

is a

card(Iλ)-dimensional vector of ones. A unit equiangular vector with columns of XIλ
can

be defined as

uIλ
= XIλ

wIλ
where JIλ

G−1
Iλ

1Iλ
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so that

XT
Iλ
uIλ

= JIλ
1Iλ

and ‖uIλ
‖22 = 1.

Introducing aIλ
= XTuIλ

, the Lars algorithm updates µ̂λ as

µ̂λ ← µ̂λ + γ̂λuIλ

where

γ̂λ =
+

min
j /∈Iλ

{
Ĉλ − ĉj(β̂λ)
JIλ
− aIλ,j

,
Ĉλ + ĉj(β̂λ)

JIλ
+ aIλ,j

}
;

min+ represents that the minimum is taken over only the positive components in pairwise.

Another example of solution path algorithms is the SVM paths: see Zhu et al. (2003)

and Hastie et al. (2004) for the L1-SVM solution path algorithm and the L2-SVM solution

path algorithm, respectively. The L1-SVM solution path is constructed by tracking the

change of the SVM hinge loss [1− yi(xTi β + β0)]+ as a function of s, where s is a tuning

parameter for the linear program

l(β, β0) =
n∑

i=1

[1− yi(xTi β + β0)]+

subject to ‖β‖1 ≤ s.

The L2-SVM solution path algorithm employs a parametric programming method using

the dual problem of the L2-SVM, and extends its coverage to kernel SVMs.

Recently, Rosset & Zhu (2007) suggest the characteristics of a general solution path

algorithm that can be applied to a class of loss and penalty functions. They show that the

solution paths are piecewise linear if one of β 7→ l(β) and β 7→ J(β) is piecewise quadratic

and the other of them is piecewise linear. They also provides a solution path algorithm

that computes β̂λ by changing λ and updating β̂λ through a Newton iteration.

To handle the piecewise nonlinearity of the solution paths for generalized linear models

(GLMs), Park & Hastie (2007) introduce an algorithm that computes solutions along the
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regularization path using the predictor-corrector method of convex optimization. Because

the GLM paths are not piecewise linear, the GLM path algorithm consists of three main

steps. Like the Lars procedure, first the GLM path algorithm determines the step size in

λ and then predicts the solutions corresponding to the change of λ. Finally in the third

step, it corrects the error in the previous prediction.

3.2 Subdifferential

Consider a convex objective function Gλ(β). A subgradient of Gλ at β is any vector

b ∈ Rp satisfying Gλ(γ) ≥ Gλ(β) + bT (γ − β), for all γ ∈ Rp, and the subdifferential of

Gλ at β, denoted ∂Gλ(β), is the set of all such b. Geometrically, a subgradient b at β

implies that a supporting hyperplane to the epigraph of Gλ at (β,Gλ(β)) has the normal

vector (b,−1) ∈ NepiGλ
(β,Gλ(β), where NepiGλ

(β,Gλ(β)) represents the normal cone at

(β,Gλ(β)) ∈ epiGλ.

We give two examples, which will be used in our algorithms. The subgradient of

β 7→ ‖β‖1 at β̂λ is a vector b1λ whose components satisfy b1λ,j = sign(β̂λ,j) if β̂λ,j 6= 0 and

−1 ≤ b1λ,j ≤ 1 otherwise, where sign(x) = 1 if x > 0, = 0 if x = 0, and = −1 otherwise.

The subgradient of β 7→ ‖β‖∞ (Rockafellar, 1970, p. 215) at β̂λ 6= 0 is a vector b∞λ whose

components satisfy (a)
p∑

j=1

|b∞λ,j | = 1, (3.1)

(b) b∞λ,j = 0 when |β̂λ,j | < ‖β̂λ‖∞, (c) |b∞λ,j| ≤ 1, and (d) sign(b∞λ,j) sign(β̂λ,j) ≥ 0. The

subgradient of β 7→ ‖β‖∞ at β̂λ = 0 is a vector b∞λ whose components satisfy
∑p

j=1|b∞λ,j | ≤

1.

Subdifferentials have received little attention in the statistics literature compared with
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the popularity of the Kuhn-Tucker conditions. Recently due to the necessity of nons-

mooth constraints in regularization, subgradients have been increasingly used. Osborne

et al. (2000) use the subgradient of β 7→ ‖β‖1 and propose an efficient numerical method

for solving the Lasso. Using subgradients and convex analysis, Turlach et al. (2005) char-

acterize the solution of their proposed grouped Lasso method for simultaneous variable

selection. Friedman et al. (2007) fit the fused Lasso signal estimator that is a variant

of the fused lasso through a subgradient approach instead of using a fairly complicated

Kuhn-Tucker conditions. More specifically, they solve the problem

min
β

1

2

n∑

i=1

(yi − βi)2 + λ1

n∑

i=1

|βi|+ λ2

∑

i=1

|βi − βi−1|

where λ1 and λ2 are tuning parameters using the subgradients si and ti with si = sign(βi)

if βi = 0 and si ∈ [−1, 1] if βi = 0, and ti = sign(βi − βi−1) if βi = βi−1 and ti ∈ [−1, 1] if

βi = βi−1.

In our proposed algorithm, we use the subdifferential optimality conditions. The sub-

differential of a convex function is a nonempty, convex, compact set, and 0 ∈ ∂Gλ(β̂λ) is

a necessary and sufficient condition that β̂λ is a global minimizer of Gλ (Rockafellar &

Wets, 2003, pp. 308–311).

3.3 Proposed algorithm

First we describe a general algorithm for a convex objective function Gλ(β), and then

apply it to two specific situations.

We encapsulate the case splitting in the characterizations of b1λ and b∞λ by partitioning

the indices for each into strongly active, weakly active, and inactive sets. An index j is

strongly (resp. weakly) active for the L1 term at λ if |β̂λ,j | = 0 and |b1λ,j | < 1 (resp. = 1).

An index j is strongly (resp. weakly) active for the L∞ term at λ if |β̂λ,j | = ‖β̂λ‖∞ and
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b∞λ,j 6= 0 (resp. = 0). An index j is inactive if it is not one of these active cases. See

Nocedal & Wright (1999) for a similar definition the constrained optimization.

For the least squares loss, we can write the optimality condition 0 ∈ ∂Gλ(β̂λ) as

−2
n∑

i=1

xij(yi − xTi β̂λ) + λ1b
1
λ,j + λ∞b

∞
λ,j = 0, j = 1, . . . , p. (3.2)

If we know the index sets, that determines certain components of β̂λ, b
1
λ, and b∞λ and allows

(3.2) to determine the rest. If the result satisfies the characterization of the subgradients

and index sets, then this is the solution. Otherwise we must check with other index sets

again until we identify the correct index sets at λ.

Since this check process is slow, we use more properties of β̂λ, b
1
λ, and b∞λ . They are

each piecewise linear in a known smooth function of λ (Theorem 1 below). Moreover the

change in the index sets at a transition point where the slope of some piecewise linear

function changes is usually regular: one index goes from strongly active to weakly active

to inactive or vice versa as λ goes through the transition point. In this regular case, no

check process is necessary. If multiple indices are weakly active simultaneously, then the

check process is necessary. More specifically we let one weakly active index be either

strongly active or inactive, and repeat this process with other weakly active indices until

we obtain the new index sets satisfying (3.2). Thus it is easy to compute the solution

surface proceeding along straight lines in λ space.

The optimality condition becomes more complicated for SVM because the SVM hinge

loss, l(yi, f(xi)) = [1 − yi(
∑p

j=1 xijβj + β0)]+, is nonsmooth and also needs subgradients

and index sets. Then (3.2) is replaced by (3.3) below, but the general principles remain

the same. The solutions and subgradients are piecewise constant in λ or piecewise linear

in a known smooth function λ (Theorem 2 below). When the index sets are fixed (3.3)

determines solutions and subgradients. The behavior of subgradients at transition points
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is usually regular, so checking index sets is unnecessary, when the solution surface is

followed along straight lines in λ space.

Following the above discussion, to compute λ 7→ β̂λ, we specify a set of evaluation

points at which β̂λ will be computed. Starting from any evaluation point λ and evaluating

β̂λ at all evaluation points by moving along straight lines from one evaluation point to

another yields the entire solution surface.

This leads to a new homotopy algorithm.

Algorithm 1:

Step 1: (Initialization) At an initial λ = λ0, compute β̂λ, which initializes the

strongly active, weakly active, and inactive sets.

Step 2: (Directional derivatives) At a current point, either evaluation or transition,

compute the directional derivative of β̂λ, b
1
λ, b

∞
λ , and (in SVM) the subgradient of

the loss function, along a line toward the next evaluation point. If the current point

is a transition point, then the check process is applied. Determine the next transition

point along the direction.

Step 3: (Updating or Extrapolating) At the current point, if no transition occurs

before reaching the evaluation point, then extrapolate linearly to compute the value

of β̂λ at the evaluation point from the current point. Update the current point by

the evaluation point when no transition occurs, otherwise, by the next transition

point and update the corresponding index sets. Terminate if β̂λ has been computed

at all evaluation points, otherwise, go to Step 2.

Different values of λ can produce the same solution; in particular, for sufficiently large

λ1 or λ∞, the solution is β̂λ = 0. By construction, Algorithm 1 identifies the unique

global β̂λ, see Chapter 3.2 for the specification of evaluation points.
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3.4 Least squares regression

In least squares regression, as λ varies, β̂λ, b
1
λ, and b∞λ change to satisfy (3.2), resulting

in piecewise linearity of β̂λ, b
1
λ, and b∞λ . We illustrate the piecewise linearity using a

diabetes data with 10 baseline predictors taken from 442 patients. (Efron et al., 2004).

The response variable, a measure of disease progression one year after baseline, is fitted.

Figure 3.1 displays the solution paths λ1 7→ β̂λ1 , λ∞ 7→ β̂λ∞ and the solution surface

λ 7→ β̂λ1 . Figure 3.2 shows that the subgradients 1/λ1 7→ b1λ and 1/λ∞ 7→ b∞λ are piecewise

linear, which permits to track β̂λ as well as b1λ and b∞λ .

Theorem 1 (Piecewise linearity). The solution β̂λ is piecewise linear in λ while b1λ and

b∞λ are piecewise linear in (λ1/λ∞, 1/λ∞)T and (λ∞/λ1, 1/λ1)
T , respectively.

Let S1
λ andW1

λ denote the strongly and weakly active sets for ‖β̂λ‖1, similarly S∞λ and

W∞
λ for ‖β̂λ‖∞, and Iλ the inactive set. Also let A∞

λ = S∞λ ∪W∞
λ and A1

λ = S1
λ ∪W1

λ.

As an initial evaluation point, we take λ0 = (λ0
1, 0)

T where λ0
1 = 2maxj |

∑n
i=1 xijyi|.

In (3.2), if λ1 > λ0
1 and λ∞ = 0, then |b1λ,j | < 1 for all j, hence β̂λ = 0. Thus if λ1 = λ0

1

and λ∞ = 0, then a coefficient β̂λ,j becomes nonzero as |b1λ,j | = 1. Indeed |β̂λ0,j | = ‖β̂λ0‖∞

and |b∞λ,j| = 1 because β̂λ0,j is the only nonzero variable. Consequently, initial index sets

become A∞
λ0 = {j}, Iλ0 = ∅, and A1

λ0 = (A∞
λ0)

c, where Ac denotes the complement of A.

To specify other evaluation points, we compute λ0
1 and λ0

∞ = 2
∑p

j=1 |
∑n

i=1 yixij |

where β̂(λ1,0)T = 0 for λ1 > λ0
1 and β̂(0,λ∞)T = 0 for λ∞ > λ0

∞, respectively. In the λ-plane,

then we locate a set of evaluation points that are uniformly distributed in the rectangle

with four corners (0, 0), (λ0
1, 0), (λ0

1, λ
0
∞), and (0, λ0

∞). Starting from λ = (λ0
1, 0)

T , β̂λ can

be evaluated through the moving process: (a) Move β̂λ along the λ1 axis by decreasing

λ1 until reaching the λ∞ axis, (b) move β̂λ along the λ∞ axis by increasing λ∞ to the

next evaluation point, (c) move β̂λ parallel to the λ1 axis by increasing λ1 until reaching
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Figure 3.1: Estimates β̂λ as a function of λ1 (top panel) and as a function of λ∞ (middle

panel) for the diabetes data set. Ten paths with transition points marked as (×) are

displayed on each panel. The bottom panel displays the solution surface λ 7→ β̂λ.
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b∞λ as a function of 1/λ∞ with fixed λ1 (bottom panel) for the diabetes data set. The

transition points marked as (×) are displayed on each panel.
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λ̃ where β̂λ̃ = 0, (d) move β̂λ to the nearest evaluation point with λ1 < λ̃1 and λ∞ > λ̃∞,

and (e) iterate (a)–(d) to reach (0, λ0
∞).

Given index sets, directional derivatives of β̂λ, b
1
λ, and b∞λ are obtained by solving the

derivatives with respect to λ of (3.1) and (8.1)–(8.3). For instance, when λ∞ varies with

fixed λ1, we obtain the directional derivatives ∆β̂λ,j/∆λ∞, ∆b1λ/∆λ∞, and ∆b∞λ /∆λ∞ by

solving the following equations:

p∑

j=1

∆|b∞λ,j|
∆λ∞

= 0

2

n∑

i=1

xij

( ∑

k∈Iλ

xik
∆β̂λ,k
∆λ∞

+
∑

k∈A∞

λ

xik sign(β̂λ,k)
∆‖β̂λ‖∞

∆λ∞

)

+ sign(β̂λ,j)|bλ,j |+ λ∞ sign(β̂λ,j)
∆|b∞λ,j|
∆λ∞

= 0, j ∈ A∞
λ

2

n∑

i=1

xij

( ∑

k∈Iλ

xikβ̂λ,k +
∑

k∈A∞

λ

xik sign(β̂λ,k)‖β̂λ‖∞)

)
= 0, j ∈ Iλ

2
n∑

i=1

xij

( ∑

k∈Iλ

xikβ̂λ,k +
∑

k∈A∞

λ

xik sign(β̂λ,k)‖β̂λ‖∞)

)
+ λ1

∆b1λ,j
∆λ∞

= 0, j ∈ A1
λ.

In moving along a direction, a transition occurs when one of the following events occurs:

(a) An index j in Iλ moves to W∞
λ when |β̂λ,j | becomes ‖β̂λ‖∞ retaining |b∞λ,j | = 0, (b) an

index j in S∞λ moves to W∞
λ when |b∞λ,j | becomes 0 retaining |β̂λ,j | = ‖β̂λ‖∞, (c) an index

j in Iλ moves to W1
λ when |β̂λ,j | becomes 0 retaining |b1λ,j| = 1, or (d) an index j in S1

λ

moves to W1
λ when |b1λ,j | becomes 1 retaining |β̂λ,j | = 0. Equivalently, the events can be

tracked by using the distance δ that identifies the transition points. Given index sets, for

instance, when λ∞ varies with fixed λ1, a transition occurs at δ determined by

δ = min

{
δβ̂λ→0
λ∞

, δ
β̂λ→‖β̂λ‖∞
λ∞

, δ
b1
λ
→±1

λ∞
,−

δ
b∞
λ
→0

1/λ∞
λ2
∞

δ
b∞
λ
→0

1/λ∞
λ∞ + 1

}
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where

δβ̂λ→0
λ∞

= min
j∈I+

{
0− β̂λ,j

∆β̂λ,j

∆λ∞

}
with I+ =

{
j :

0− β̂λ,j
∆β̂λ,j

∆λ∞

> 0

}
,

δ
β̂λ→‖β̂λ‖∞
λ∞

= min
j∈A1∩A∞

{
f∞

(
− ‖β̂λ‖∞ − β̂λ,j

∆‖β̂λ‖∞
∆λ∞

− ∆β̂λ,j

∆λ∞

)
, f∞

(
− ‖β̂λ‖∞ + β̂λ,j

∆‖β̂λ‖∞
∆λ∞

+
∆β̂λ,j

∆λ∞

)}

with f∞(x) = x, if x ≥ 0 or ∞, otherwise,

δ
b1
λ
→±1

λ∞
= min

j∈Ac
1

max

{
1− b1λ,j

∆b1
λ,j

∆λ∞

,
−1− b1λ,j

∆b1
λ,j

∆λ∞

}
,

δ
b∞
λ
→0

1/λ∞
= max

j∈A∞−

{
0− b∞λ,j

∆b∞
λ,j

∆(1/λ∞)

}
= max

j∈A∞−

{
0− b∞λ,j
−λ2

∞
∆b∞

λ,j

∆λ∞

}
with A∞− =

{
j :

0− b∞λ,j
∆b∞

λ,j

∆(1/λ∞)

< 0

}
.

For δ
b1
λ
→±1

λ∞
, the maximum is taken to choose the positive component because either one

of two components is positive while the other is negative. At the transition points, the

current values are updated by

‖β̂λ‖∞ ←− ‖β̂λ‖∞ + δ
∆‖β̂λ‖∞

∆λ∞

β̂λ,j ←− β̂λ,j + δ
∆β̂λ,j
∆λ∞

, j ∈ I

b1λ,j ←− b1λ,j + δ
∆b1λ,j
∆λ∞

, j ∈ A1
λ

b∞λ,j ←− b∞λ,j −
δ

λ∞(λ∞ + δ)

(
−λ2

∞

∆b∞λ,j
∆λ∞

)
, j ∈ A∞

λ .

and so are the index sets correspondingly.

Then Step 3 of Algorithm 1 is applied.

3.5 Classification

We now apply (2.2) to the hinge loss l(yi, f(xi)) = [1 − yi(
∑p

j=1 xijβj + β0)]+ with

yi ∈ {1,−1}.

In addition to the index sets for ‖β‖1 and ‖β‖∞, the index sets for the hinge loss

are specified. Let zi(β, β0) = 1 − yi(
∑p

j=1 xijβj + β0) and αλ,i denote subgradients at
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zλ,i ≡ zi(β̂λ, β̂λ,0) of zλ,i 7→ [zλ,i]+. Then αλ,i = 0, if zλ,i < 0, = 1, if zλ,i > 0, and

∈ [0, 1], otherwise, i = 1, . . ., n. From this characterization, the strongly active hinge set

is SHλ = {i : zλ,i = 0 and 0 < αλ,i < 1}. The left weakly active hinge and right weakly

active hinge sets are WLH
λ = {i : zλ,i = 0 and αλ,i = 1} and WRH

λ = {i : zλ,i = 0 and

αλ,i = 0}. Let Hλ = SHλ ∪WLH
λ ∪WRH

λ . The left and right inactive sets are defined as

Lλ = {i : zλ,i > 0 and αλ,i = 1} and Rλ = {i : zλ,i < 0 and αλ,i = 0}.

The optimality condition 0 ∈ ∂Gλ(β̂λ) can be written as

−
n∑

i=1

αλ,iyixij + λ1b
1
λ,j + λ∞b

∞
λ,j = 0, j = 1, . . . , p, and

n∑

i=1

αλ,iyi = 0. (3.3)

As λ varies, β̂λ, b
1
λ, b

∞
λ , and αλ = (αλ,1, . . . , αλ,n)

T change to satisfy (3.3), leading to the

following theorem.

Theorem 2 (Piecewise constancy). The solutions β̂λ and β̂λ,0 are piecewise constant

in λ. Furthermore, αλ is piecewise linear in λ while b∞λ and b1λ are piecewise linear in

(λ1/λ∞, 1/λ∞)T and (λ∞/λ1, 1/λ1)
T , respectively.

To determine an initial solution and its corresponding index sets, we first consider

the balanced case where two classes have the same number of observations, and then the

unbalanced case. In the balanced case, if λ is sufficiently large, then β̂λ,j = 0, j = 1, . . . , p

and hence αi = 1, i = 1, . . . , p and β̂λ,0 can take any value in [−1, 1]. Let λ0 denote

maxj {|
∑n

i=1 yixi1| , . . . , |
∑n

i=1 yixip|} . Then if λ ≥ λ0, then β̂λ,j = 0, j = 1, . . . , p. Suppose

λ0 is achieved at the component ĵ, that is, ĵ = arg maxj {|
∑n

i=1 yixi1| , . . . , |
∑n

i=1 yixip|} .

Then at λ = λ0 we have the initial index set

I = ĵ, sign(β̂λ0,ĵ) = sign

( n∑

i=1

yixiĵ

)
.

Now we want to find the initial values of β̂λ0,ĵ and β̂λ0,0, and the initial hinge set Hλ0 .

Without loss of generality, let’s assume that β̂λ0,0 6= 0 because β̂λ0,0 can be any value
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in [−1, 1]. To obtain two unknowns β̂λ0,ĵ and β̂λ0,0, two equations are needed. For this

purpose, we use the hinge relationship β̂λ,0+
∑

j∈Iλ
xij β̂λ,j+

∑
j∈A∞

λ
xij sign(β̂λ,j)‖β̂λ‖∞ =

yi, i ∈ Hλ. Due to the hinge relationship, when λ = λ0 at the hinge point there should

be two observations, say k and l, such that

yk(β̂λ0,0 + β̂λ0,ĵxkĵ) = 1

yl(β̂λ0,0 + β̂λ0,ĵxlĵ) = 1.

From the assumption of β̂λ0,0 6= 0, the observations k and l should come from different

classes, for example, yk = 1 and yl = −1. Furthermore, we want β̂λ0,ĵ = (yk−yl)/(xkĵ−xlĵ)

to be as small as possible, because it moves from 0. Therefore the initial hinge,Hλ0 = {k, l}

is determined by

k = arg max
i∈{i:yi=1}

xiĵ , l = arg min
i∈{i:yi=−1}

xiĵ , if βĵ > 0

k = arg min
i∈{i:yi=1}

xiĵ , l = arg max
i∈{i:yi=−1}

xiĵ , if βĵ < 0.

In the unbalanced case, minimizing (2.3) for the hinge loss numerically at λ0 yields an

initial solution and its corresponding index sets. Without loss of generality, we assume

that the number of the positive class is larger than that of negative class and solve the

following linear programming with a sufficiently small s:

l(β, β0) =

n∑

i=1

[1− yi(xTi β + β0)]+

subject to ‖β‖1 ≤ s.

Then the index sets are obtained by solving the hinge relationship

yi

(
β̂λ0,0 +

∑

j∈Iλ

β̂λ0,jxij +
∑

j∈A1
λ

0 · xij
)

= 1, i ∈ Hλ

‖β̂λ0‖1 = s.



24

Directional derivatives of b1λ, b
∞
λ , and αλ are obtained by solving the derivatives

with respect to λ of (3.1) and (8.4)–(8.7). However, (3.3) does not determine β̂λ

and β̂λ,0, so to track them, we use the hinge relationship β̂λ,0 +
∑

j∈Iλ
xijβ̂λ,j +

∑
j∈A∞

λ
xij sign(β̂λ,j)‖β̂λ‖∞ = yi, i ∈ Hλ. These are card(Hλ) equations to be solved

for card(Iλ)+2 unknowns, βλ,j , j ∈ Iλ, β̂λ,0, and ‖β̂λ‖∞. To obtain β̂λ and β̂λ,0, we apply

the cardinality relationship card(Hλ) = card(Iλ)+2 as explained in the proof of Theorem

2.

In moving along a homotopy direction, a transition occurs when one of the events (a),

(b), (c), or (d) in Chapter 3.2 occurs or one of the following events occurs: (a) An index i

in Lλ moves to WLH
λ when zλ,i becomes 0 retaining αλ,i = 1, (b) an index i in SHλ moves

to WLH
λ when αλ,i becomes 1 retaining zλ,i = 0, (c) an index i in Rλ moves to WRH

λ

when zλ,i becomes 0 retaining αλ,i = 0, or (d) an index i in SHλ moves to WRH
λ when αλ,i

becomes 0 retaining zλ,i = 0.

As in the regression case, the events can be identified by the distance δ, for instance,

when λ1 changes with λ∞ = 0

δ = min

{
δαλ1 ,

δ
b1
λ1λ2

1

δ
b1
λ1λ1 + 1

}
,

where

δαλ1 = min
i∈Hλ1

max

{
αλ1,i − 0

∆αλ1,i

∆λ1

,
αλ1,i − 1

∆αλ1,i

∆λ1

}
,

δ
b1
λ1 = min

j∈A1
λ1

max

{
1− b1λ1,j

∆b1
λ1,j

∆(1/λ1)

,
−1− b1λ1,j

∆b1
λ1,j

∆(1/λ1)

}
.

The current values of αλ1 and b1λ1
are updated by

αλ1,i ←− αλ1,i − δ
∆αλ1,i

∆λ1
, i ∈ Hλ1

b1λ1,j ←− b1λ1,j +
δ

λ1(λ1 − δ)

(
−λ2

1

∆b1λ1,j

∆λ1

)
, j ∈ A1

λ1
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and so are the index sets correspondingly.

Evaluation points are located as in the least squares problem and then Step 3 of

Algorithm 1 is applied.



Chapter 4

Model selection

To select the optimal model minimizing the prediction risk, a model selection criterion

is necessary. For model selection, cross validation, and covariance penalties (Efron, 2004)

or generalized degrees of freedom (GDF) (Ye, 1998; Shen & Huang 2006) have been used.

It is known that cross validation is highly variable, which results in instable estimation and

selection (Devroye et al., 1996). Efron (2004) showed that a covariance penalty method

is more accurate than cross validation in that it has a smaller variance while having

essentially the same amount of bias when a conditional loss is used Furthermore, Wang &

Shen (2006) derived a random covariance penalty for general classification problems.

This chapter is devoted to model selection, particularly for selection of the optimal

tuning parameter λ. Specifically, we focus our attention on least squares regression and

binary classification, where the design points can be fixed or random. Our focus is on

estimation of the prediction error and generalization error.

26
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4.1 Least squares regression

Consider a regression model Yi = µ(Xi) + ei, i = 1, . . . , n, with µ(x) = xTβ, where Xi

follows an unknown distribution P , and ei is random error with E(ei) = 0 and var(ei) = σ2,

and ei is independent of Xi, for all i. Let µ̂λ(x) be an estimate of µλ(x) obtained from

(3.2), based on the sample (Xn, Y n) = (Xi, Yi)
n
i=1.

The performance of µ̂λ is evaluated by the prediction error, PE(µ̂λ) = E(Y − µ̂λ(X))2,

where the expectation E is taken over (X,Y ). This prediction error measures predictive

performance with respect to not only Y but also X, which differs from the conventional

conditional prediction error given X. See Breiman & Spector (1992) for a detailed discus-

sion of the difference between this PE(µ̂λ) and the conditional prediction error.

To derive a model selection criterion, we apply an argument similar to

that in Theorem 1 of Wang & Shen (2006), to yield an (approximately) opti-

mal unbiased estimator of PE(µ̂λ) in the form of OPE(µ̂λ) = n−1
∑n

i=1(Yi −

µ̂λ(Xi))
2 + 2n−1

∑n
i=1 cov(Yi, µ̂λ(Xi)|Xn) +D1n(X

n, µ̂λ) + D2n(X
n) where D1n =

E[E(E(Y |X)− µ̂λ(X)]2 − n−1
∑n

i=1(E(Yi|Xi)− µ̂λ(Xi))
2|Xn)) and D2n = E[var(Y |X)]−

n−1
∑n

i=1 var(Yi|Xi). For comparison, it suffices to use OPE(µ̂λ)−D2n because the term

D2n is independent of µ̂λ. This leads to our proposed model selection criterion, denoted

by the generalized degrees of freedom (GDF):

ĜDF(µ̂λ) = n−1
n∑

i=1

(Yi − µ̂λ(Xi))
2 + 2n−1

n∑

i=1

ĉov(Yi, µ̂λ(Xi)|Xn) + D̂1n(X
n, µ̂λ). (4.1)

In the case of fixed design, D̂1n ≡ 0 and hence ĜDF(µ̂λ) reduces to the covariance penalty,

denoted Cp(µ̂λ).

Theorem 3. The optimal tuning parameter λ minimizing Cp(µ̂λ) is located at a vertex of

the regularization solution surface.
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In the case of random design, to estimate
∑n

i=1 cov(Yi, µ̂λ(Xi)|Xn), we define the

degrees of freedom df(µ̂λ) for µ̂λ to be
∑n

i=1 cov(Yi, µ̂λ(Xi)|Xn)/σ2.

Theorem 4. For the L1L∞ estimate, df(µ̂λ) = E[card(Iλ)] + 1, which is an unbiased

estimate of df(µ̂λ).

Therefore
∑n

i=1 ĉov(Yi, µ̂λ(Xi)|Xn) can be estimated through d̂f(µ̂λ)σ
2. When σ2 is

unknown, an (approximately) unbiased estimate σ̂2 is used, see Section 4 in Efron et al.

(2004).

For D̂1n, we apply the data perturbation technique in Shen & Huang (2006). First,

we perturb Xi to generate pseudo data X∗
i = Xi + τ(X̃i −Xi), i = 1, . . . , n, where X̃i is

sampled from its empirical distribution and 0 ≤ τ ≤ 1 is the size of perturbation. Second,

we perturb Yi to yield Y ∗
i = Yi+τ(Ỹi−Yi), i = 1, . . . , n with Ỹi ∼ N(Yi, σ

2
i ). The first term

E(E(E(Y |X)− µ̂λ(X))2 in D1n is estimated by n−1
∑n

i=1(µ̂λ(Xi)− µ̂∗λ(Xi))
2, where µ̂∗λ is

estimated through (X∗
i , Y

∗
i )ni=1, while the second term n−1

∑n
i=1(E(Yi|Xi)−µ̂λ(Xi))

2|Xn))

in D1n is estimated by n−1
∑n

i=1(µ̂λ(X
∗
i )− µ̂∗λ(X∗

i ))
2. Consequently, ĜDF(µ̂λ) is obtained

by the perturbed data, and can be computed via Monte Carlo approximation as described

in Wang & Shen (2006). In what follows, we fix τ = 0.5 throughout, see Shen & Huang

(2006) for a sensitivity study with regard to the choice of τ .

4.2 Classification

In classification, a model selection criterion ĜDF that is similar to (4.1) has been

obtained in Wang & Shen (2006) through a different data perturbation scheme. The

reader may consult their paper for more details.



Chapter 5

Numerical examples

We now demonstrate effectiveness of the proposed penalty and compare it against the

elastic net, Lasso, and the L∞-penalty through simulated and benchmark examples. In

least squares regression and binary classification, we examine the case of small p and large

n and additionally consider the case of large p and small n where the number of candidate

variables p can greatly exceed the sample size n, which is of great current interest.

In each simulated example, a training sample is generated together with an independent

test sample. In each benchmark example, a training and a test sample are created by

randomly dividing the original data into equal halves. In each example, β̂λ is computed

on a training sample, and its predictive performance is evaluated on a test sample.

To adaptively tune, we compute β̂λ through a regularization solution surface by apply-

ing Algorithm 1. For the L1L∞-penalty, we locate 200 evaluation points on the λ-plane

as described in Chapter 3.2.

For the L2-component of the elastic net and the L2-penalty, we choose a set of uniform

grid points between 10−3 and 103. For a fair comparison, the number of grid points for

the L2-component of the elastic net and L2-penalty is fixed to be that of evaluation points

29
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on the λ∞ axis in the L1L∞-penalty.

In each example, we compute the test error with β̂λ̂ for the squared loss in regression

and the 0–1 loss in classification by obtaining the minimizer λ̂ of ĜDF.

5.1 Simulated examples in least squares regression

Five simulated examples are examined. The first three examples are modified from

those in Tibshirani (1996) and Zou & Hastie (2005), the fourth one is taken from Yuan &

Lin (2006), and the last one considers the case of large p and small n. In each example, a

linear model is used, where the response Yi is generated from

Yi = XT
i β + ei, ei ∼ N(0, σ2), i = 1, . . . , n (5.1)

where Xi = (Xi1, . . . ,Xip)
T is a vector of predictors, and is independent of ei. For each

example, a training sample of size 50 and a test sample of size 103 are generated. Details

of the five examples are as follows.

Example 1 (Sparse predictors). In (5.1), Xi is sampled from N(0,Σ) with p = 10,

where the jk-th element of Σ is 0.5|j−k|. Here β = (3,−1.5, 0, 0, 1, 0, 0, 0, 2, 0)T and σ = 3.

Example 2 (Nonsparse grouped predictors). This example is the same as Ex-

ample 1 except that β = (0.85, . . . , 0.85)T .

Example 3 (Sparse grouped predictors). In (5.1), Xi is sampled from N(0,Σ)

with p = 20, where the diagonal and off-diagonal elements of Σ are 1 and 0.5, respectively.

Here β = (0, 0, 0, 0, 0, 2, 2, 2, 2, 2, 0, 0, 0, 0, 0, 2, 2, 2, 2, 2)T and σ = 9.

Example 4 (Grouping among predictors). In (5.1), let Xi be

(Wi1,W
2
i1,W

3
i1, . . . ,Wi5,W

2
i5,W

3
i5)

T , where Wik = (Uik + V )/
√

2, k = 1, . . . , 5,

and Ui1, . . ., Ui5 and V are generated from N(0, 1) independently. Here β =

(0, 0, 0, 1, 1, 1, 0, 0, 0, 2/3,−1, 1/3, 0, 0, 0)T and σ = 3.
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Example 5 (Large p but small n). In (5.1), Xi is sampled from N(0, σ) with

p = 200, where the jk-th element of Σ is 0.5|j−k|. Here elements 1–5 of β are 3, elements

6–10 of β are −1.5, elements 11–15 are 1, elements 16–20 are 2, and the rest are zeros.

Table 1 indicates that the L1L∞-penalty performs equally as well as the Lasso and

elastic net penalties in both of the large n small p and large p small n sparse cases

(Examples 1, 4, and 5) and as well as the L∞-penalty in the nonsparse case (Example 2),

adapting to a variety of situations by changing the value of λ. Interestingly, it outperforms

the others in the sparse grouped predictors case (Example 3), which says that its grouping

property provides a way of dimensionality reduction. As a result, it tends to identify a

simpler model. In fact, the number of distinct nonzero coefficients identified by the L1L∞-

penalty is close to those of the elastic net and Lasso in the sparse situation (Examples 1,

4 and 5), and becomes much smaller in the nonsparse situation (Examples 2 and 3).

With regard to the quality of estimation of PE(µ̂λ) = E(Y − µ̂λ(X))2, GDF performs

well as compared to the Oracle test error that is the minimum value of the empirical

PE(µ̂λ) evaluated through the test samples on the prespecified λ values.

5.2 Simulated examples in classification

Three examples are examined, which are slightly modified from those used in Wang et

al. (2006). In the case of small p and large n, we generate a training sample of size n = 50

and p = 10, with 50% of them having the positive class. In the case of large p and small

n, the size of a training sample remains to be the same with p = 300. In each example, a

test sample of size 104 is used to evaluate the performance of each method after adaptive

tuning through GDF.
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Example 1 (Independent predictors). First, Xi is generated from N(µ, Ip×p) with

µ = (0.5, 0.5, 0.5, 0.5, 0.5, 0, . . . , 0)T ∈ Rp and assign Yi = 1, i = 1, . . . , [n/2]. Second, Xi

is generated from N(−µ, Ip×p) and assign Yi = −1, i = [n/2] + 1, . . ., n.

Example 2 (High correlations among predictors). First, Xi is generated from

N(µ,Σ) with µ = (1, 1, 1, 1, 1, 0, . . . , 0)T ∈ Rp, and assign Yi = 1, i = 1, . . ., [n/2]. Second,

Xi is generated from N(−µ,Σ) and assign Yi = −1, i = [n/2] + 1, . . ., n. Here

Σ =




Σ∗ 05×(p−5)

0(p−5)×5 I(p−5)×(p−5)




where the diagonal and the off-diagonal elements of Σ∗ equal to 1 and 0.8, respectively.

Example 3 (Power decay correlations among predictors). This example re-

mains the same as Example 2 except that the jk-th component of Σ∗ is 0.8|j−k|.

As indicated in Table 2, the L1L∞-SVM outperforms its three competitors in every

single case. This suggests that the L1L∞-penalty goes beyond what each of its L1 and

L∞ counterparts can offer in terms of adaptation. However, the amount of improvement

varies over the competitors, with the largest amount occurring in the case of large p and

small n.

5.3 Breast cancer classification

The Wisconsin Breast Cancer Data (WBCD), collected at University of Wisconsin

Hospitals, develop a prediction model for discriminating benign from malignant breast

tissue samples through nine clinical diagnostic characteristics. These characteristics are

assigned integer values in [1, 10], with lower and high values indicating the most normal and

abnormal states. Detailed descriptions of WBCD can be found in Wolberg & Mangasarian

(1990).
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For WBCD, we apply the L1-, L2-, L∞-, and L1L∞- SVMs. To cross validate our

analysis, we randomly divide the 682 tissue samples there into equal halves for training

and testing. Test errors over 100 random partitions are reported in Table 3 for optimal

models after tuning.

As suggested by Table 3, the L1L∞-SVM outperforms its competitors in terms of

predictive accuracy. It appears that WBCD is a nonsparse case as the L1-SVM performs

worst.

5.4 Microarray

The leukaemia DNA microarray data studied in Golub et al. (1999) concerns prediction

of two types of acute leukaemia, lymphoblastic and myeloid, through gene expression pro-

files. Of particular interest is selecting a subset of genes, among 7129 candidate genes, as

a prediction marker of acute leukaemia. For the 7129 genes, 1059 genes remain after a pre-

screening process consisting of thresholding, filtering, and standardization, c.f., Dudoit et

al. (2002). The data contain 72 tissue samples of the two types of acute leukaemia, among

which 57 samples are lymphoblastic, together with expression profiles of 1059 candidate

genes. Details can be found at http://www.broad.mit.edu/cgi-bin/cancer/datasets.cgi.

For the data, we apply the L1-, L2-, L∞-, and L1L∞-SVMs, to 38 training samples,

and use additional 34 for testing as in Golub et al. (1999). The classification results are

reported in Table 4.

As suggested in Table 4, the L1L∞-SVM performs best in terms of predictive accuracy,

while identifying 65 important genes. In contrast, the maximum number of important

genes that can be selected by L1-SVM is no greater than the training sample size 38,

which may be too small to be realistic, whereas the L2- and L∞-SVMs select all 1, 059
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genes. In a similar study, the elastic net selects 78 out of 2, 308, see Wang et al. (2006).

This result is comparable to what we obtain in here.
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Table 5.1: Regression. Averaged test errors and standard errors (in parenthesis), and

number of distinct nonzero coefficients (in square brackets) of the four methods with

optimal tuning by Oracle and GDF, based on 100 simulation replications. The smallest

error over the four methods is underlined.

Ex Model Method

selection L1L∞ Elastic Lasso L∞

1 Oracle 10.35(0.11)[7.73] 10.32(0.09)[7.16] 10.42(0.11)[7.58] 10.97(0.12)[9.72]

GDF 11.14(0.16)[6.30] 11.12(0.15)[5.69] 10.96(0.13)[6.82] 11.55(0.16)[9.42]

2 Oracle 9.65(0.08)[4.52] 10.85(0.11)[9.22] 10.91(0.11)[9.15] 9.67(0.08)[4.15]

GDF 10.35(0.11)[3.31] 11.83(0.09)[7.60] 11.31(0.11)[8.46] 10.13(0.12)[3.53]

3 Oracle 86.91(0.41)[9.61] 91.145(0.57)[13.17] 91.53(0.59)[13.39] 88.78(0.41)[9.41]

GDF 90.78(0.55)[5.57] 97.30(0.83)[10.15] 93.60(0.71)[12.95] 92.40(0.57)[7.53]

4 Oracle 10.36(0.10)[9.78] 10.67(0.10)[9.58] 10.76(0.10)[9.60] 11.47(0.17)[12.53]

GDF 11.38(0.14)[8.34] 11.57(0.14)[8.36] 11.43(0.15)[8.58] 12.17(0.20)[12.74]

5 Oracle 35.16(1.21)[33.02] 34.33(1.17)[40.78] 39.76(1.07)[38.70] 72.31(0.71)[31.85]

GDF 39.38(1.79)[28.92] 39.76(1.98)[30.30] 42.49(1.14)[37.57] 78.66(1.13)[44.45]
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Table 5.2: Binary SVM classification. Averaged test errors and standard errors (in paren-

thesis) of the four SVMs with optimal tuning by GDF over 100 simulation replications.

The smallest error over the four methods is underlined.

Ex n & p SVM

L1L∞ L1 L2 L∞

1 n≫ p 0.133(0.001) 0.143(0.001) 0.145(0.001) 0.145(0.002)

n≪ p 0.167(0.003) 0.197(0.005) 0.321(0.003) 0.366(0.005)

2 n≫ p 0.138(0.001) 0.142(0.001) 0.139(0.001) 0.143(0.001)

n≪ p 0.140(0.001) 0.147(0.001) 0.175(0.001) 0.298(0.005)

3 n≫ p 0.118(0.001) 0.120(0.001) 0.121(0.001) 0.123(0.001)

n≪ p 0.121(0.001) 0.131(0.002) 0.162(0.001) 0.283(0.005)

Table 5.3: Averaged test errors and standard errors (in parenthesis) of the four SVMs for

WBCD over 100 random partitions.

SVM TE

L1L∞ 0.025(0.001)

L1 0.028(0.001)

L2 0.026(0.001)

L∞ 0.027(0.001)
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Table 5.4: Test errors and numbers of selected genes for four SVMs for the leukaemia

data.

SVM TE # Genes

L1L∞ 0/34 65

L1 1/34 16

L2 2/34 1059

L∞ 2/34 1059



Chapter 6

Theory

This chapter investigates statistical aspects of the grouping, adaptation, and shrinkage

properties of the L1L∞-penalty.

Theorem 5 (Grouping). In least squares regression, let c(β̂λ,j) = −∑n
i=1 xij(yi − xTi β̂λ)

denote the correlation between predictors and residuals. For any λ and j = 1, . . ., p, if

|c(β̂λ,j)| > λ1/2 and β̂λ 6= 0, then β̂λ,j = sign
(
c(β̂λ,j)

)
‖β̂λ‖∞. Furthermore, in case of

orthonormal predictors,

β̂λ,j =





[
|∑n

i=1 xijyi| − λ1
2

]
+

sign
(
c(β̂λ,j)

)
, |c(β̂λ,j)| ≤ λ1

2

1
card(A∞

λ
)

(∑
j∈A∞

λ

(
|∑n

i=1 xijyi| − λ1
2

)
− λ∞

2

)
sign(c(β̂λ,j)), |c(β̂λ,j)| > λ1

2 .

Theorem 4 says that β̂λ,j is grouped at sign
(
c(β̂λ,j)

)
‖β̂λ‖∞ if the sample correlation

between the predictor xj and the residuals exceeds λ1/2. When |c(β̂λ,j)| > λ1/2, as

suggested in the orthonormal case,
∑n

i=1 xijyi, the j-th component of the ordinary least

squares estimate, gets shrunken by both the L1- and L∞-components of the L1L∞-penalty,

and β̂λ,j is pulled down to sign(c(β̂λ,j))‖β̂λ‖∞. When |c(β̂λ,j)| ≤ λ1/2, the L1L∞-penalty

performs a Lasso-type thresholding (Tibshirani, 1996). Consequently, the grouping prop-

erty is incorporated into shrinkage, which enables the L1L∞-penalty to yield a simple
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model regardless of sparseness. In the sparse situation, λ1 can be greater than λ∞ to yield

some coefficients to be shrunken to zero. In the nonsparse case, it is just the opposite, and

the L1L∞-penalty forces some predictors to be grouped. In any case, the L1L∞-penalty

produces a simple model.

As mentioned in Chapter 2.1, grouping by the elastic net uses the correlations among

predictors while grouping by the L1L∞-penalty deals with c(β̂λ). It is clear that the

correlations among the predictors do not determine the correlations between the predictors

and the response. Thus grouping by the former may not reduce estimation variance and

may result in degradation of variable selection. To confirm this intuition, we examine a

simple example. We sample X1 from Unif [−10, 10], and let Xk be e×X1, k = 2, . . ., 10,

where e follows N(3, 1) and is independent of X1. Then the response Y is 3X1 + e, where

e ∼ N(0, 3). This makes X1 and Xk, k = 2, . . ., 10 highly correlated but Y is conditionally

independent of (X2, . . . ,X10) given X1. Consequently, the selected model should contain

X1 only. We generate 100 datasets, each with a training and test sample of 50 and 500

observations. Tuning is performed as in Chapter 5.

Table 6.1: Comparison of averaged test errors and numbers of distinct nonzero coeffi-

cients (DNC) of L1L∞-penalty and the elastic net with optimal tuning by GDF over 100

simulation replications.

Method TE # DNC

L1L∞ 3.450(0.151) 4.52

Elastic net 5.373(0.272) 8.19

Table 5 shows that predictive performance of the elastic net penalty is worse than

the L1L∞-penalty. In fact, the elastic net penalty selects more than 8 variables while
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the L1L∞-penalty selects 4.52. This example demonstrates that prediction accuracy and

variable selection are not directly related with the correlations among predictors.

The next theorem explains how the grouping property of the L1L∞-penalty leads to

adaptive regularization.

Theorem 6 (Adaptation). In least squares regression if β̂λ 6= 0, then the regularized loss

(2.3) reduces to
n∑

i=1

(yi − xci T β̂cλ)2 +

card(Iλ)+1∑

j=1

λcj|β̂cλ,j |

where xci = (xik1 , . . . , xikcard(Iλ)
,
∑

j∈A∞

λ
xij sign(β̂λ,j))

T , where β̂cλ =

(β̂λ,k1 , . . . , β̂λ,kcard(Iλ)
, ‖β̂λ‖∞)T with {k1, . . . , kcard(Iλ)} ∈ Iλ, and λc is a vector whose

first card(Iλ) elements are λ1 and the last element is card(A∞
λ )λ1 +λ∞. And Iλ and A∞

λ

are defined in Chapter 3.2.

Theorem 5 says that ‖β̂λ‖∞ is regularized by card(A∞
λ )λ1 + λ∞ while β̂λ,j , j ∈ Iλ

is controlled by λ1. Because card(A∞
λ )λ1 + λ∞ > λ1, it indicates the L1L∞-penalty

regularizes ‖β̂λ‖∞ more than the components of β̂λ in Iλ. In other words, the L1L∞-

penalty achieves adaptive regularization based on c(β̂λ,j) because any β̂λ,j with c(β̂λ,j) >

λ1/2 is grouped at sign(c(β̂λ,j))‖β̂λ‖∞.



Chapter 7

Discussion

This dissertation introduces an adaptive regularization method based on the L1L∞-

penalty, for improving predictive accuracy in both sparse and nonsparse situations. The

proposed method is implemented through solution surfaces based on a subdifferential

approach. In contrast to the existing penalties such as Lasso and the elastic net penalties,

the new penalty reduces the estimation error by collapsing predictors that are highly

correlated with the residuals into one group. As a result, it leads to a model with a simple

representation regardless of the degree of sparseness.

7.1 General polyhedral penalty

The proposed method in our dissertation may be generalized to permit a general

polyhedral penalty, defined as J(β) = {β : vTi β ≤ 1, i = 1, . . . ,m}, where vi is a vector in

Rp and m is the number of constraints. This covers the case of the fused Lasso (Tibshirani

et al., 2005).
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7.2 Multi-category large margin classification

In k-class large margin classification, we consider linear decision functions fc(x) =

βTc x+ β0,c; c = 1, . . . , k under the sum-to-zero constrains
∑k

c=1 βc = 0 and
∑k

c=1 β0,c = 0

as proposed in Lee et al. (2004). For notational convenience, we introduce β̃c = (βTc , β0,c)
T

and x̃i = (xTi , 1)
T . Then the linear decision functions fc are estimated by

min
{βc,β0,c}

n∑

i=1

∑

c 6=yi

[β̃Tc x̃i + 1]+ + λ1J(β)

subject to
k∑

c=1

β̃c = 0, (7.1)

where λ1 is a tuning parameter and the penalty J(β) is defined to be either J(β) =

∑k
c=1‖βc‖22 or J(β) =

∑k
c=1‖βc‖1. For more recent multi-category SVMs, see the struc-

tured multi-category SVM (Lee et al., 2006) and the L1-norm multi-category SVM (Wang

& Shen, 2007).

In addition to regularization by the multi-category SVM penalties, collapsing some

classes may improve predictive performance of a classifier, especially when the number

of classes is large. Toward this end, we enforce the automatic multi-category grouping

penalty
k−1∑

c=1

‖β̃c − β̃c+1‖∞

in (7.1) so that the regularized multi-category SVM loss is

n∑

i=1

∑

c 6=yi

[β̃Tc x̃i + 1]+ + λ1J(β) + λg

k−1∑

c=1

‖β̃c − β̃c+1‖∞

subject to

k∑

c=1

β̃c = 0,

where λg is a tuning parameter that controls grouping of classes.

The regularized multi-category SVM loss incorporated with the grouping penalty is
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solved by using a subdifferential method. For illustration, we consider the L2-norm multi-

category SVM. Let γc; c = 1, . . . , k−1 denote the subgradient of β̃c 7→ ‖β̃c− β̃c+1‖∞ whose

components are defined in Chapter 3.1, and let αi; i = 1, . . . , n denote the subgradient of

zi 7→ [zi]+ as defined in Chapter 3.3. At λ = (λ1, λg)
T , the estimated coefficients are

denoted as β̂λc and β̂λ0,c. Employing the index set H = {i : 0 < αi < 1}, we obtain the

optimality conditions

∑

i∈H

′(yi 6=c)
xijα

λ
c,i + 2λ1β̂

λ
c,j + λgγ

λ
1,j = 0, j = 1, . . . , p,

∑

i∈H

′(yi 6=c)
xijα

λ
c,i + 2λ1β̂

λ
c,j − λg(γλc−1,j − γλc,j) = 0, c = 2, . . . , k − 1, j = 1, . . . , p,

∑

i∈H

′(yi 6=c)
xijα

λ
c,i + 2λ1β̂

λ
c,j − λgγλk−1,j = 0, j = 1, . . . , p,

∑

i∈H

′(yi 6=c)
αλc,i + λgγ

λ
1,p+1 = 0,

∑

i∈H

′(yi 6=c)
αλc,i − λg(γλc−1,p+1 − γλc,p+1) = 0, c = 2, . . . , k − 1,

∑

i∈H

′(yi 6=c)
αλc,i − λgγλk−1,p+1 = 0,

p∑

j=1

|γλc,j| = 1, for all c with ‖ ˆ̃βλc − ˆ̃
βc+1‖∞ > 0,

k∑

c=1

β̂λcj = 0, j = 1, . . . p,

k∑

c=1

β̂λ0,c = 0,

where
∑′(yi 6=c)

i∈H represents that the summation is taken over i ∈ H with yi 6= c. We can

develop the solution surface as a function of λ by solving the optimality conditions for

unknown variables αλc,i, β̂
λ
c,j, β̂

λ
0,c, and γλc,j; c = 1, . . . , k, i = 1, . . . , n, and j = 1, . . . , p.
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7.3 Optimizing ψ learning using the homotopy method

To achieve more accurate class prediction in large margin binary classification, Shen et

al. (2003) suggested to use the ψ learning that replaces the SVM hinge loss by a nonconvex

loss leading to a regularized loss

n∑

i=1

lψ(yi, β
Txi + β0) + λ‖β‖22,

where lψ(x) = 0 if x > 1; 1 if x < 0; (1 − x) otherwise. See Figure 7.1 to compare the

SVM hinge loss with the ψ learning loss. Then Liu & Shen (2006) generalized the binary

ψ learning to multi-category ψ learning through multiple comparisons among different

categories.

Although the ψ learning yields high predictive performance due to the nonconvex loss

that deals directly with generalization errors, its computation requires a special method

of global optimization. The difference convex algorithm (DCA) developed by An & Tao

(1997) has been used via sequential quadratic programming to optimize the ψ learning

(Shen et al., 2003; Liu et al., 2005; Liu & Shen, 2006). Recently, Liu & Wu (2006) proposed

a mixed inter programming to deal with the nonconvexity of the ψ learning.

As a continuation of the proposed solution surface algorithm based on the subfferential

method, we extend and apply it to the nonconvex ψ learning. Let lsvm(β, β0) denote the

SVM hinge loss [1−yi(
∑p

j=1 xijβj +β0)]+ and we introduce the loss, (1−τ)lsvm+τ lψ, τ ∈

[0, 1], a convex combination of the SVM hinge loss and the ψ loss. To estimate a ψ learning

classifier, we solve the regularized homotopy loss

L(β, β0) = (1− τ)lsvm(β, β0) + τ lψ(β, β0) +
λ

2
‖β‖22 (7.2)

= lsvm(β, β0)− τ(lsvm(β, β0)− lψ(β, β0)) +
λ

2
‖β‖22

=

n∑

i=1

[
1− yi(xTi β + β0)

]
+

+ τ

n∑

i=1

(
−

[
−yi(xTi β + β0)

]
+

)
+
λ

2
‖β‖22
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Figure 7.1: Plot of loss functions; the curves are the 0–1 loss (dotted), the SVM hinge loss

(dashed), and the ψ learning loss (solid).

where τ ∈ [0, 1] is a homotopy parameter. In (7.2), as τ changes from 0 to 1, the regularized

homotopy loss changes from the regularized SVM loss to the regularized ψ loss. See

Figure 7.1 for illustration. When τ = 0, it is easy to find the SVM classifier because the

regularized SVM loss is convex. To obtain a ψ classifier through the homotopy solution

path, given λ, we construct a solution path τ 7→ (β̂τ , β̂0,τ )
T .

Now we define fi(β, β0) to be yi(x
T
i β + β0), i = 1, . . . , n and define g(x) = [1 − x]+

and h(x) = −[−x]+. Then we rewrite (7.2) as

L(β, β0) =

n∑

i=1

g(fi(β, β0)) + τ

n∑

i=1

h(fi(β, β0)) +
λ

2
‖β‖22.

Furthermore, introducing Gi(β, β0) = g(fi(β, β0)) and Hi(β, β0) = h(fi(β, β0)) (7.2) is
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written as

L(β, β0) =

n∑

i=1

Gi(β, β0) + τ

n∑

i=1

Hi(β, β0) +
λ

2
‖β‖22.

The functions g : R → R and h : R → R are proper and lower semi-continuous, and

fi : Rp+1 → R, i = 1, . . . , n are smooth mappings. Suppose (β, β0) is a point where

Gi(β, β0) and Hi(β, β0), i = 1, . . . , n are finite. For i = 1, . . . , n, due to the chain rule

(Theorem 10.6, Rockafellar & Wets, 2003), we have

∂Gi(β, β0) = ∇fi(β, β0)∂g(fi(β, β0)), ∂Hi(β, β0) = ∇fi(β, β0)∂h(fi(β, β0)),

where the regular subdifferential of convex function g at x̄ is

∂g(x̄) =





{ 0 }, x̄ > 1

[−1, 0], x̄ = 1

{−1 }, x̄ < 1

and for the nonconvex function h, the regular subdifferential at x̄ is

∂h(x̄) =





{ 0 }, x̄ > 0

∅, x̄ = 0

{ 1 }, x̄ < 0.

Moreover, Gi and Hi, i = 1, . . . , n are proper and lower semi-continuous, and (β, β0) is a

point where Gi(β, β0) and Hi(β, β0), i = 1, . . . , n are finite. Then

∂L(β, β0) =

n∑

i=1

∂Gi(β, β0) +

n∑

i=1

∂Hi(β, β0) +∇‖β‖22

=
n∑

i=1

∇fi(β, β0)∂g(fi(β, β0)) + τ
n∑

i=1

∇fi(β, β0)∂h(fi(β, β0)) +
λ

2
∇‖β‖22.

By the Fermat’s rule (Theorem 10.1, Rockafellar & Wet, 2003), if L has a local minimum
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at (β̂τ , β̂0,τ )
T , then we obtain the optimality condition

∂L(β̂τ , β̂0,τ ) =

n∑

i=1

∇fi(β̂τ , β̂0,τ )∂g(fi(β̂τ , β̂0,τ ))

+ τ

n∑

i=1

∇fi(β̂τ , β̂0,τ )∂h(fi(β̂τ , β̂0,τ )) +
λ

2
∇‖β̂τ‖22 ∋ 0. (7.3)

Now let αi denote the ith component of the subgradient −∂g(fi(β, β0)), i = 1, . . . , n,

and we define the index sets N = { i : fi(β, β0) ≤ 0, { 0 } }, L = { i : 0 ≤ fi(β, β0) <

1, { 1 } }, WL = { i : fi(β, β0) = 1, αi = 1 }, WR = { i : fi(β, β0) = 1, αi = 0 }, S = { i :

fi(β, β0) = 1, 0 < αi < 1 }, and R = { i : fi(β, β0) > 1 }. In terms of the index sets, we

rewrite (7.3) as

−
∑

i∈N∪L

yixij −
∑

i∈S

yixijαi + τ
∑

i∈N

yixij + λβ̂τ,j = 0, j = 1, . . . , p (7.4)

−
∑

i∈N∪L

yi −
∑

i∈S

yiαi + τ
∑

i∈N

yi = 0. (7.5)

The hinge relation defined in Chapter 3.3 is

1− yi(xTi β̂τ + β̂0,τ ) = 0, i ∈ S. (7.6)

Solving (7.4)–(7.6) for β̂τ , β̂0,τ , and αi gives a solution of the ψ learning when τ = 1.



Chapter 8

Appendix A: Proofs

Proof of Theorem 1. In an interval on which the index sets remain unchanged, then it

suffices to prove the piecewise linearity of β̂λ, b
∞
λ , and b1λ in this interval. We can write

(3.2) at λ as

−2

n∑

i=1

xij

(
yi −

∑

k∈Iλ

xikβ̂λ,k −
∑

k∈A∞

λ

xik sign(β̂λ,k)‖β̂λ‖∞
)

+ λ1 sign(β̂λ,j) + λ∞ sign(β̂λ,j)|b∞λ,j | = 0, j ∈ A∞
λ (8.1)

−2
n∑

i=1

xij

(
yi −

∑

k∈Iλ

xikβ̂λ,k −
∑

k∈A∞

λ

xik sign(β̂λ,k)‖β̂λ‖∞)

)

+ λ1 sign(β̂λ,j) = 0, j ∈ Iλ (8.2)

−2
n∑

i=1

xij

(
yi −

∑

k∈Iλ

xikβ̂λ,k −
∑

k∈A∞

λ

xik sign(β̂λ,k)‖β̂λ‖∞)

)

+ λ1b
1
λ,j = 0, j ∈ A1

λ. (8.3)

We first prove for β̂λ. Eliminating b∞λ,j from (8.1) through (3.1), we obtain

−2
∑

j∈A∞

λ

sign(β̂λ,j)

n∑

i=1

xij

(
yi −

∑

k∈Iλ

xikβ̂λ,k −
∑

k∈A∞

λ

xik sign(β̂λ,k)‖β̂λ‖∞
)

+ card(A∞
λ )λ1 + λ∞ = 0.

48
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Solving this equation and (8.2) for β̂λ,j, j ∈ Iλ and ‖β̂λ‖∞ shows that they are linear in λ.

This proves that β̂λ is piecewise linear in λ. Using this solution for β̂λ, we can now solve

(8.1) for b∞λ,j, j ∈ A∞
λ and (8.3) for b1λ,j, j ∈ A1

λ, and this implies that b∞λ is piecewise

linear in (λ1/λ∞, 1/λ∞)T and b1λ is piecewise linear in (λ∞/λ1, 1/λ1)
T .

Proof of Theorem 2. In an interval on which the index sets remain unchanged, (3.3)

can be written as

−
∑

i∈Hλ

αλ,iyixij −
∑

i∈Lλ

yixij + λ1 sign(β̂λ,j) + λ∞ sign(β̂λ,j)|b∞λ,j | = 0, j ∈ A∞
λ (8.4)

−
∑

i∈Hλ

αλ,iyixij −
∑

i∈Lλ

yixij + λ1 sign(β̂λ,j) = 0, j ∈ Iλ (8.5)

−
∑

i∈Hλ

αλ,iyixij −
∑

i∈Lλ

yixij + λ1b
1
λ,j = 0, j ∈ A1

λ (8.6)

∑

i∈Hλ

αλ,iyi +
∑

i∈Lλ

yi = 0. (8.7)

For these card(Hλ) equations to solve for card(Iλ) + 2 number of unknowns, β̂λ,j , j ∈ Iλ,

β̂λ,0, and ‖β̂λ‖∞, we impose card(Hλ) = card(Iλ) + 2. From the fact that this system of

equations is independent of β̂λ,j , j ∈ Iλ, β̂λ,0, and ‖β̂λ‖∞, it follows that β̂λ and β̂λ,0 are

piecewise constant. Eliminating b∞λ,j from (8.4) through (3.1), we obtain

∑

j∈A∞

λ

sign(β̂λ,j)(
∑

i∈Hλ

αλ,iyixij −
∑

i∈Lλ

yixij) + card(A∞
λ )λ1 + λ∞ = 0.

Solving this equation, (8.5), and (8.7) for αλ,i, i ∈ Hλ yields that they are linear in λ,

which proves that αλ is piecewise linear in λ. Using these solutions for β̂λ and αλ and

solving (8.4) for b∞λ,j, j ∈ A∞
λ and (8.6) for b1λ,j, j ∈ A1

λ implies that b∞λ is piecewise linear

in (λ1/λ∞, 1/λ∞)T and b1λ is piecewise linear in (λ∞/λ1, 1/λ1)
T .
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Proof of theorem 3. If λ is not at a transition point, then the index sets remain un-

changed. Following the notation in Theorem 5, we have

y − µ̂λ =
(
I− Pλ(y)

)
y +

1

2
Xc(XcTXc)−1w

where the vector w = (sign(β̂λ,1)λ1, . . . , sign(β̂λ,card(Iλ))λ1, card(A∞
λ )λ1 + λ∞)T and

Pλ(y) = Xc(XcTXc)−1XcT . Hence

‖y − µ̂λ‖22 = yT (I− Pλ(y))y +
1

4
wT (XcTXc)−1w

Now that ‖y − µ̂λ‖22 is a quadratic function of λ, the minimum of ‖y − µ̂λ‖22 occurs at a

transition point. Also df(µ̂λ) = E[card(Iλ)] + 1 stays at the same when the index sets

remained. Therefore, the optimal λ is located on a transition point.

Proof of Theorem 4. This proof employs Theorems 1 and 2 in Zou et al. (2007), and

Theorem 5. Following the notation in Theorem 5, let Xc be the matrix whose rows

are xci
T , i = 1, . . ., n. If λ is not a transition point, then d

(∑n
i=1(yi − xci

T β̂cλ)
2 +

∑card(Iλ)+1
j=1 λj

c|β̂cλ,j |
)
/dβcλ = 0 yields β̂cλ(y) = (XcTXc)−1(XcT y − w/2), where the

vector w = (sign(β̂λ,1)λ1, . . . , sign(β̂λ,card(Iλ))λ1, card(A∞
λ )λ1 + λ∞)T . Observe that

µ̂λ(y) = Xcβ̂cλ(y) = Pλ(y)y −Wλ(y), where Pλ(y) = Xc(XcTXc)−1XcT and Wλ(y) =

Xc(XcTXc)−1w/2.

Now we compute an infinitesimal change of µ̂, denoted ∆µ̂, when y changes infinites-

imally, which is essential to apply Stein’s lemma. By Theorem 1 in Zou et al. (2007),

there exists a sufficiently small ε such that ‖∆y‖2 < ε keeping the index sets unchanged.

Accordingly, for such a sufficiently small change of y, we have Pλ(y + ∆y) = Pλ(y) and

Wλ(y + ∆y) = Wλ(y), and hence ∂µ̂λ(y)/∂y = Pλ(y). By Theorem 2 in Zou et al.

(2007), µ̂λ(y) is almost differentiable with respect to y. Then by Stein’s lemma (Stein,

1981), we obtain d̂f(µ̂λ) = tr (∂µ̂λ(y)/∂y) = tr (Pλ(y)) = card(Iλ) + 1 and df(µ̂λ) =

E[card(Iλ) + 1].
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Proof of Theorem 4. Suppose |c(β̂λ,j))| > λ1/2. Then from (3.2), |b1λ,j| < 1 implies

|b∞λ,j | > 0. On the other hand, |b1λ,j| < 1 implies |β̂λ,j | = 0 and hence |β̂λ,j | < ‖β̂λ‖∞,

which means b∞λ,j = 0 because β̂λ 6= 0 by the assumption. Thus |b1λ,j| < 1 does not satisfy

|c(β̂λ,j))| > λ1/2, and we must have |b1λ,j | = 1. Then |b∞λ,j | > 0 and hence |β̂λ,j | = ‖β̂λ‖∞.

Now the characteristics of b1λ,j and b∞λ,j imply sign(β̂λ,j) = sign(b1λ,j) = sign(b∞λ,j), j ∈ A∞
λ .

Then from (3.2), we obtain sign(β̂λ,j) = sign
(
c(β̂λ,j)

)
, j ∈ A∞

λ . Since |c(β̂λ,j | > λ1/2 is

equivalent to j ∈ A∞
λ , β̂λ,j = sign

(
c(β̂λ,j)

)
‖β̂λ‖∞ if |c(β̂λ,j))| > λ1/2.

In the orthonormal case, (8.1)–(8.3) become

− 2

n∑

i=1

xijyi + 2β̂λ,j + λ1 sign(β̂λ,j) + λ∞ sign(β̂λ,j)|b∞λ,j | = 0, j ∈ A∞
λ (8.8)

− 2
n∑

i=1

xijyi + 2β̂λ,j + λ1 sign(β̂λ,j) = 0, j ∈ Iλ (8.9)

− 2

n∑

i=1

xijyi + λ1b
1
λ,j = 0, j ∈ A1

λ. (8.10)

Applying sign(β̂λ,j) = sign(
∑n

i=1 xijyi), j ∈ Iλ, from (8.9) we get β̂λ,j =
∑n

i=1 xijyi −

(λ1/2) sign(
∑n

i=1 xijyi), j ∈ Iλ. The requirement |b1λ,j | ≤ 1 in (8.10) yields |∑n
i=1 xijyi| ≤

λ1/2 if and only if j ∈ A1
λ because |∑n

i=1 xijyi| > λ1/2 implies β̂λ 6= 0. Since j ∈ Iλ ∪A1
λ

is equivalent to |c(β̂λ,j)| ≤ λ1/2, we obtain

β̂λ,j =

[
|
n∑

i=1

xijyi| −
λ1

2

]

+

sign
(
c(β̂λ,j)

)
, |c(β̂λ,j)| ≤

λ1

2
.

Observe that β̂λ,j = ‖β̂λ‖∞ sign(
∑n

i=1 xijyi), j ∈ A∞
λ . This allows us to write (8.8) as

−2|∑n
i=1 xijyi|+ 2‖β̂λ‖∞ + λ1 + λ∞|b∞λ,j| = 0, j ∈ A∞

λ . Now through (3.1), we obtain

β̂λ,j =
1

card(A∞
λ )

( ∑

j∈A∞

λ

(
|
n∑

i=1

xijyi| −
λ1

2

)
− λ∞

2

)
sign(c(β̂λ,j)), |c(β̂λ,j)| >

λ1

2
.

Proof of Theorem 5. The proof is straightforward hence omitted. If β̂λ 6= 0, we can
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write (2.3) as

n∑

i=1

(
yi −

∑

j∈Iλ

xijβ̂λ,j −
∑

j∈A∞

λ

xij sign(β̂λ,j)‖β̂λ‖∞
)2

+ λ1

(∑

j∈Iλ

|β̂λ,j |+ card(A∞
λ )‖β̂λ‖∞

)
+ λ∞‖β̂λ‖∞

=

n∑

i=1

(
yi −

∑

j∈Iλ

xij β̂λ,j −
( ∑

j∈A∞

λ

xij sign(β̂λ,j)
)
‖β̂λ‖∞

)2

+ λ1

∑

j∈Iλ

|β̂λ,j |+ (card(A∞
λ )λ1 + λ∞)‖β̂λ‖∞

=
n∑

i=1

(yi − xciT β̂cλ)2 +

card(Iλ)+1∑

j=1

λj
c|βcλ,j |.



Chapter 9

Appendix B: R codes

In this chapter, we provide R codes to implement the regularization procedure by the

L1L∞ penalty. To avoid duplicate representation of the R codes for various adjustments

in regression and SVM classification, only main parts of the R codes are presented.

First, the part of the R codes for the L1 penalty is presented.

## --- Data loading and standardizing ---##

meanx <- apply(x, 2, mean) ## x is an n * p design matrix

x <- scale(x, meanx, FALSE)

normx <- sqrt(apply(x^2, 2, sum))

x <- scale(x, FALSE, normx)

mu <- mean(y) ## y is a n-dimensional vector

y <- drop(y - mu)

##-------- Initial Sets ------------##

Cvec <- 2 * apply(y * x, 2, sum)

lam <- max(abs(Cvec))

53
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active <- which.max(abs(Cvec)) ## active set

Sign <- sign(Cvec[active]) ## sign of active set

inactive <- setdiff(1:p, active)

##-------- Initial betahat and subgradient ------##

beta.hat <- 0

subgrad <- Cvec[inactive] / lam

lam.joint <- lam

card.joint <- 1

beta.joint <- rep(0, p)

beta.joint[active] <- beta.hat

while (lam > 0) {

##------ Computing Derivatives -------##

aa <- matrix(0, length(active), length(active))

bb <- numeric(length(active))

for (j in 1:length(active)) {

aa[j, 1:length(active)] <- 2 * apply(matrix(x[, active[j]]

* x[, active], nr=N.train, nc=length(active)), 2, sum)

bb[j] <- - Sign[j]

}

beta.der <- as.matrix(solve(aa, bb))
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subgrad.der <- numeric(length(inactive))

if (length(inactive) > 0) {

for (j in 1:length(inactive)) {

subgrad.der[j] <- - (subgrad[j] + 2 * sum(x[, inactive[j]]

* (as.matrix(x[, active]) %*% beta.der))) / lam

}

}

else subgrad.der <- NULL

##------- Computing step size -------##

delta.beta <- beta.hat / beta.der

delta.beta[delta.beta <= 0] <- Inf

foo.b.1 <- (1 - subgrad)/(- lam^2 * subgrad.der)

foo.b.1[foo.b.1 <= 0] <- 0

foo.b.2 <- (1 + subgrad)/(lam^2 * subgrad.der)

foo.b.2[foo.b.2 <= 0] <- 0

foo.b.max <- pmax(foo.b.1, foo.b.2)

delta.b <- (foo.b.max * lam^2) /(foo.b.max * lam + 1)

delta.b[delta.b <= 0] <- Inf

delta <- min(c(delta.beta, delta.b))

if (delta == Inf | (lam - delta) <= 0){

beta.hat <- beta.hat - (lam - eps) * beta.der
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lam <- eps

foo <- rep(0, p)

foo[active] <- beta.hat

beta.joint <- rbind(drop(beta.joint), drop(foo))

lam.joint <- c(drop(lam.joint), drop(lam))

card.joint <- c(drop(card.joint), length(active))

break

}

id <- which.min(c(delta.beta, delta.b))

##-------- Updating values ---------##

beta.hat <- beta.hat - delta * beta.der

subgrad <- subgrad + delta /(lam * (lam - delta))

* (-lam^2 * subgrad.der)

lam <- lam - delta

##------- Updating sets ------------##

if (id <= length(active)) {

inactive <- c(inactive, active[id])

subgrad <- c(subgrad, Sign[id])

active <- active[-id]

beta.hat <- beta.hat[-id]

Sign <- Sign[-id]

}
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else {

id <- id - length(active)

active <- c(active, inactive[id])

Sign <- c(Sign, sign(subgrad[id]))

beta.hat <- c(beta.hat, 0)

inactive <- inactive[-id]

subgrad <- subgrad[-id]

}

foo <- rep(0, p)

foo[active] <- beta.hat

beta.joint <- rbind(drop(beta.joint), drop(foo))

lam.joint <- c(drop(lam.joint), drop(lam))

card.joint <- c(drop(card.joint), length(active))

}

beta.joint <- scale(beta.joint, FALSE, normx)

Second, the part of the R codes for the L∞ penalty is presented.

##-------- Initial Sets ------------##

Cvec <- 2 * apply(y * x, 2, sum)

lam <- sum(abs(Cvec))

infnon <- 1:p

infact <- NULL

sgnon <- sign(Cvec)

##-------- Initial Betahat, M, and Subgradient ------##
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beta.hat <- NULL

M <- 0

subgrad <- Cvec / lam

beta.joint <- rep(0, p)

lam.joint <- lam

card.joint <- length(infnon)

while (lam > 0) {

##------ Computing Derivatives -------##

aa <- matrix(0, p+1, p+1)

bb <- numeric(p+1)

if (length(infact) > 0) {

for (j in 1:length(infact)) {

aa[j, ] <- c(apply(matrix(x[, infact[j]]

* x[, infact], nr=N.train, nc=length(infact)), 2, sum),

apply(matrix(x[, infact[j]]

* x[, infnon], nr=N.train, nc=length(infnon)), 2, sum)

%*% sgnon, rep(0, length(infnon)))

bb[j] <- 0 ## this is not needed because bb <- numeric(p+1)

}

for (j in 1:length(infnon)) {

aa[(length(infact) + j), ] <- c(2 * apply(matrix(x[, infnon[j]]

* x[, infact], nr=N.train, nc=length(infact)), 2, sum),
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2 * apply(matrix(x[, infnon[j]]

* x[, infnon], nr=N.train, nc=length(infnon)), 2, sum)

%*% sgnon, lam * diag(length(infnon))[j, ])

}

aa[(p+1), ] <- c(rep(0, (length(infact)+1)), sgnon)

bb[(length(infact) + 1):(p+1)] <- c(-subgrad, 0)

## up to p, p+1 is not needed.

foo <- solve(aa, bb)

beta.der <- foo[1:length(infact)]

M.der <- foo[(length(infact)+1)]

subgrad.der <- foo[(length(infact)+2):(p+1)]

}

else {

for (j in 1:length(infnon)) {

aa[j, c(1, (j+1))] <- c(2 * apply(matrix(x[, infnon[j]]

* x[, infnon], nr=N.train, nc=length(infnon)), 2, sum)

%*% sgnon, lam)

}

aa[(p+1), ] <- c(0, sgnon)

bb <- c(-subgrad, 0)

foo <- solve(aa, bb)

beta.der <- NULL

M.der <- foo[1]
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subgrad.der <- foo[2:(p+1)]

}

##------- Computing step size -------##

if (length(infact) > 0) {

foo.beta.1 <- (M - beta.hat)/(M.der - beta.der)

foo.beta.1[foo.beta.1 <= 0] <- Inf

foo.beta.2 <- (M + beta.hat)/(M.der + beta.der)

foo.beta.2[foo.beta.2 <= 0] <- Inf

delta.beta <- pmin(foo.beta.1, foo.beta.2)

foo.b <- subgrad / (lam^2 * subgrad.der)

foo.b[foo.b == Inf] <- 0

foo.b[foo.b == -Inf] <- 0

foo.b[foo.b <= 0] <- 0

delta.b <- foo.b * lam^2 / (foo.b * lam + 1)

delta.b[delta.b <= 0] <- Inf

delta <- min(c(delta.beta, delta.b))

if (delta == Inf | (lam - delta) <= 0) {

beta.hat <- beta.hat - (lam - eps) * beta.der

M <- M - (lam - eps) * M.der

lam <- eps

foo <- rep(0, p)

foo[infact] <- beta.hat

foo[infnon] <- sgnon * M
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beta.joint <- rbind(drop(beta.joint), drop(foo))

lam.joint <- c(drop(lam.joint), drop(lam))

card.joint <- c(drop(card.joint), length(infnon))

break

}

id <- which.min(c(delta.beta, delta.b))

}

else {

foo.b <- subgrad / (lam^2 * subgrad.der)

foo.b[foo.b <= 0] <- 0

delta.b <- foo.b * lam^2 / (foo.b * lam + 1)

delta.b[delta.b <= 0] <- Inf

delta <- min(delta.b)

id <- which.min(delta.b)

}

##-------- Updating values ---------##

if (length(infact) > 0) {

beta.hat <- beta.hat - delta * beta.der

M <- M - delta * M.der

subgrad <- subgrad + delta /(lam * (lam - delta))

* (-lam^2 * subgrad.der)

lam <- lam - delta
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}

else {

M <- M - delta * M.der

subgrad <- subgrad + delta /(lam * (lam - delta))

* (-lam^2 * subgrad.der)

lam <- lam - delta

}

##------- Updating sets ------------##

if(id <= length(infact)) {

infnon <- c(infnon, infact[id])

sgnon <- c(sgnon, sign(beta.hat[id]))

subgrad <- c(subgrad, 0)

infact <- infact[-id]

beta.hat <- beta.hat[-id]

}

else {

id <- id - length(infact)

infact <- c(infact, infnon[id])

beta.hat <- c(beta.hat, sgnon[id] * M)

infnon <- infnon[-id]

sgnon <- sgnon[-id]

subgrad <- subgrad[-id]

}
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foo <- rep(0, p)

foo[infact] <- beta.hat

foo[infnon] <- sgnon * M

beta.joint <- rbind(drop(beta.joint), drop(foo))

lam.joint <- c(drop(lam.joint), drop(lam))

card.joint <- c(drop(card.joint), length(infnon))

}

beta.joint <- scale(beta.joint, FALSE, normx)
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