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Chapter 1

Introduction

Information: the negative reciprocal value of probability.

C. E. Shannon

When Claude Elwood Shannon wrote his Mathematical Theory of Communica-

tion (Shannon, 1948), he showed how something seemingly as intangible as infor-

mation could be described quantitatively. His ideas had important consequences.

Perhaps, the impact and universality of the concept of information on scientific

thought can be compared only with that of energy. It should not be surprising,

however, that the mathematical characterization of information is not unique: the

underlying concept is too broad to be fully described by one definition. Neverthe-

less, it is possible to define measures that agree with intuitive requirements stating

how information should be represented.

Usually, information measures have a probabilistic nature. Consider a random

variable X with probability distribution p and let I be function of p. Because of

the relationship between X and p, we can use the notation I(X), instead of I(p).

For two random variables X and Y , a “suitable” information measure should obey

the following properties (Gell-Mann and Lloyd, 1996):

(i) I(X) ≥ 0 (Nonnegativity)

(ii) I(X, Y ) = I(Y,X) (Symmetry)

(iii) I(X, Y ) ≥ I(X) (Accumulation)
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(iv) I(X) + I(Y ) ≥ I(X, Y ) (Convexity),

where I(X, Y ) denotes the joint information, i.e. the information associated with

the joint distribution p(x, y). Any function I that enjoys the above properties, is

called an information measure. The interested reader is referred to Ebank et al.

(1998) and Arndt (2001) for a detailed treatment on the characterization of infor-

mation measures.

The choice of the functional form of I can further specify properties (i-iv)

in various ways. For example, Shannon information has the logarithmic form

H1(X) = −Ep log p(X). One of the most important features attached to Shan-

non information concerns the specification of the accumulation property (iii). In

particular, the logarithm implies the so-called strong additivity property of infor-

mation, i.e. H1(X, Y ) = H1(X) +H1(Y |X), which details how information from

the additional variable Y contributes to increase the overall information provided

by X and Y . Later, we shall see that H1 is uniquely defined. In particular, the

Shannon-Kinchin Theorem establishes that H1 is the only measure that satisfies

the strong additivity (see Chapter 2).

Not surprisingly, the concept of information – particularly the notion intro-

duced by Shannon – is relevant and universal also in statistics. A large number of

inferential techniques depend on it, often implicitly. A highly successful applica-

tion is the divergence measure between two distributions introduced by Kullback

and Leibler. The Kullback-Leibler (KL) divergence, or relative entropy, between

two distributions p(x) and p∗(x) is defined as

Ep log
p(X)

p∗(X)
= Ep log p(X)− Ep log p∗(X), (1.0.1)

where p is often treated as the “true” distribution generating the data (Kullback

and Leibler, 1951; Kullback, 1959). The Kullback-Leibler (KL) divergence had

provided a cornerstone for statistical estimation, hypothesis testing and later on

as a criterion for model selection. For example, when p∗ has a parametric form,

minimizing the KL divergence between p∗ and the empirical measure is equivalent

to Maximum Likelihood estimation, i.e. find the values of the parameters that

minimize −
∑n

i=1 log p∗(Xi), where X1, . . . , Xn is an i.i.d. vector of observations

2



from p∗. Furthermore, Shannon entropy and KL divergence provide the theoreti-

cal justification of methods such as empirical likelihood (Owen, 1990, 1991, 2001;

Bertail, 2006), Weighted Likelihood (WL) (Hu and Zidek, 2002; Agostinelli, 2002;

Wang and Zidek, 2005a,b) and kernel smoothers. Instances of t WL are also seen in

prior work in a number of specific contexts (e.g., see Newton and Raftery (1994);

Prakasa Rao (1991)) including the local likelihood estimation of Tibshirani and

Hastie (1987). Extensions of the local likelihood in the domain of nonparametric

regression can be found in Fan and Gijbels (1996).

Often the foundational issues of information theory have been overlooked in

statistics. As a result, measures of information other than Shannon entropy (and

its relative version, the KL divergence), which are equally reasonable but also

convey new and useful statistical properties, do not receive sufficient attention.

In the past five decades, a wealth of literature has been devoted to identifying

alternatives to Shannon information. Sometimes, these measures were obtained by

relaxing some of its underlying assumptions. This is the case for the generalized

measure proposed by Havrda and Charvát (1967) and re-discovered later by Tsallis

(1988) in the context of statistical mechanics. Havrda-Charvát-Tsallis entropy (or

q-entropy) replaces the logarithm in H1, with a more general function indexed by

a constant q. The q-entropy is defined as

Hq(X) = −EpLqp(X), (1.0.2)

where Lq(u) = (u1−q−1)/(1−q), u > 0, q 6= 1. This functional form retains all the

salient traits of Shannon entropy. It has an additional appealing feature: it allows

a more flexible representation of the property of accumulation. It is appropriate

to say that Hq(X) is “almost” additive and the degree of additivity depends on

the constant q, which we will refer to as the distortion parameter. In Chapter 2,

we articulate in more detail the properties of q-entropy in comparison to Shannon

entropy.

The underlying spirit of this dissertation is to challenge the prevailing paradigm

in statistics that regards information as ubiquitously characterized by strong addi-

tivity. We argue that, in many situations, a broader definition of information can

3



lead to more accurate inferential methodologies. In this work, we start to address

these issues by considering the usage of Havrda-Charvát-Tsallis entropy with the

goal of statistical inference ultimately in mind. In particular, we are concerned

with the estimation setting where data X1, . . . , Xn is an i.i.d. sample from a dis-

tribution indexed by a parameter vector θ ∈ Θ ⊆ Rp , p ≥ 1. Within this standard

framework, our objectives can be summarized as follows:

• To design a general estimating procedure based on an empirical version of

the q-entropy function. Due to the choice of the estimation setting, the

procedure results in a new estimator of the parameters.

• To explore the behavior of the new estimator and establish useful statistical

properties. In particular, we are interested to gain understanding of how the

accuracy of the estimator is affected by the distortion parameter q in relation

to the:

– total amount of information at hand (sample size);

– presence of information discordant with the assumed model (outliers);

– complexity of the problem (dimension of the parameter space).

• To gauge the effectiveness of the new estimator in various estimation settings

in comparison to well-established methodologies.

Evidence of worthiness of the new methodology is collected from multiple view-

points: asymptotic analysis, numerical studies and exploration of various real-

world datasets.

In what follows, we describe how our study is articulated throughout the chap-

ters. In Chapter 3, we propose the Maximum Lq-Likelihood Estimator (MLqE), a

new parameter estimator based on an empirical version of the q-entropy functional

Hq(X). We focus on exponential families and study the statistical properties of

the MLqE by means of asymptotic derivations and Monte Carlo simulations. In

this context, we aim to gain insight about the relationship between the distortion

parameter q and the sample size. In addition to parameter estimation, another

4



important aspect is investigated: the estimation of a tail probability via the plug-in

approach.

Interestingly, proper tuning of the distortion parameter q is connected to an

improvement in the accuracy – in terms of mean square error – of the result-

ing estimator. We remark that the tuning of q can be deterministic, without

necessarily requiring an additional estimation of such a parameter (which would

imply increased complexity of the model). One of the most important features

of the proposed estimator is that when the sample size is small or moderate, the

MLqE successfully trades bias for precision, resulting in a substantial reduction of

the mean squared error compared to the classic Maximum Likelihood Estimator

(MLE). When the sample size is large, a necessary and sufficient condition on q to

ensure asymptotic normality and efficiency of MLqE is established. Also, numeri-

cal studies on various models show that the MLqE can be beneficial in situations

where the number of parameters to be estimated is large compared to the sample

size.

The strategy of paying some price in terms of bias for reducing the variance in

order to improve the mean square error is common in statistical literature and sev-

eral methodologies share a similar underlying purpose. This idea dates back to the

James-Stein estimator (James and Stein, 1961). Important examples include the

local likelihood of Tibshirani and Hastie (1987), nonparametric regression based

on kernel smoothers. Hu and Zidek (2002) unify these and other approaches under

the umbrella of weighted likelihood estimation theory. In Chapters 3 and 5 we em-

phasize similarities with these methodologies. In particular, we observe that the

MLqE can be regarded as a weighted likelihood estimator, where the weights are

set to be proportional to a power tranformation of the pdf of the chosen model the

model. Related estimation strategies can be found in Windham (1995), Markatou

et al. (1998) Choi et al. (2000) and Park (2003) in the context of robust estimation.

In Chapters 4 and 5, we make a connection between Lq-likelihood estimation

and the literature concerning divergence-based methods. Divergence statistics (i.e.,

those obtained by replacing either one or both arguments of a properly chosen di-

vergence by suitable estimators) have become a good alternative to methodologies

based on the likelihood ratio in both continuous and discrete models, as well as to
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the classical Pearson-type statistic in discrete models. The importance of and the

interest in divergence-based statistics is stressed by Pardo (2006), who provides a

systematic treatment of the existing literature on the topic. An overview of some

relevant literature on divergence estimators is given in Chapter 4, with some at-

tention to robust estimation. In Chapter 5, we observe that the MLqE minimizes

an interesting family of divergences: the so-called power divergences (see Cressie

and Read (1984)). The family of power divergences has various notable special

cases for specific values of q: (i) KL divergence (q → 1), (ii) Hellinger distance

(q = 1/2) and (iii) Pearson Chi-Square divergence (q = 2). This observation

has relevant consequences. For example, when q = 1/2 the MLqE is actually a

minimum Hellinger distance estimator with the perk of avoiding nonparametric

techniques and the difficulties of bandwidth selection.

In Chapter 5, we make two main contributions. First, for fixed q, we extend

the theory developed in Chapter 3 and derive asymptotic properties of the MLqE

for general families of distributions. In this general context, our asymptotic calcu-

lations, simulations and real-world examples show that the MLqE reconciles two

apparently contrasting needs: efficiency and robustness, conditional on a proper

choice of q. When the sample size is small or moderate, the MLqE trades bias for

variance, resulting in an overall improvement in accuracy. At the same time, the

MLqE exhibits strong robustness at the expense of a slightly reduced efficiency in

the presence of observations discordant with the assumed model.

The second main contribution of Chapter 5 concerns the computational is-

sues of optimization involved in our estimation method. Usually, computing the

MLqE is not trivial as it entails maximizing a nonlinear function of the parame-

ters. Consequently, having a reliable ad-hoc algorithm is valuable, especially when

the dimension of Θ is large. In order to compute the MLq estimates, a fast and

easy-to-implement algorithm based on a re-weighting strategy is provided. The

algorithm is shown to have approximately linear convergence rate when the empir-

ical distribution of the data is close enough to the model generating the sample.

Further, the convergence rate of the algorithm hides some useful information: it

is actually an approximate upper bound for efficiency. Therefore, in certain sit-

uations, reasonable criteria for the choice of the distortion parameter q can be

6



constructed based on the convergence rate.

In Chapter 6, we move away from methodological considerations and examine

a practical application of the new methodology for estimating financial risk. Fi-

nancial risk (or market risk) represents the hazard that the value of an investment

will decrease due to moves in market factors. Clearly, this issue is critical for

banks and insurance companies. Recently, quantile estimation based on Extreme

Value Theory (EVT) has found a successful domain of application in such a con-

text, outperforming other methods. Although a natural approach for estimating

the parametric models provided by the EVT is Maximum Likelihood estimation,

the small sample size usually available make the asymptotic properties of MLE

untrustworthy. In this context, our goal is to demonstrate that our methodology

is an improvement. In particular, our findings show that MLqE outperforms the

standard MLE when estimating tail probabilities and quantiles of the Generalized

Extreme Value (GEV) and the Generalized Pareto (GP) distributions. The perfor-

mance of MLqE is assessed using both real-world financial data and Monte Carlo

simulations.

Finally, in Chapter 7 we conclude by discussing the main results of our work.

A set of open questions and possible future research directions on this new topic

are also provided.

Chapters 3, 4 and 6 of this work represent self-standing manuscripts in review

for publication or already published. Therefore, occasional repetitions of definitions

and concepts may be found without compromising the overall consistency of the

work. When appropriate, proofs of theorems or other results can be found in

appendices to the chapters.
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Chapter 2

Havrda-Charvát-Tsallis entropy

The fact that information can be measured is, by now, generally accepted. How

and with what expressions of measure this should be done, is not an open and shut

question, however.

A. Rényi

In this chapter, Shannon entropy and some of its generalizations are presented.

First, we consider the Shannon-Kinchin axiomatic characterization of information,

which naturally leads to the logarithmic form of Shannon entropy. Then, we

discuss how relaxing the strong additivity property of Shannon entropy brings a

more flexible class of information measures, the Havrda-Charvát-Tsallis entropies,

or q-entropies (Havrda and Charvát, 1967; Tsallis, 1988). The objective of this

chapter is to summarize the main features of q-entropy in comparison to Shannon

information. In particular, we establish the chain rule for q-entropy, give the

entropy rate for a sequence of i.i.d. random variables and discuss the property of

asymptotic equipartition. Finally, we argue in favor of q-entropy for building new

inferential procedures. In particular, q-entropy appears to be suitable for inferential

problems involving (i) nontrivial structures of dependence among observations and

(ii) small/moderate samples. The second issue will be one of the main objects of

this thesis.
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2.1 Shannon entropy

The first axiomatic characterization of entropy is due to Shannon (1948). Later

Kinchin (1953) made his statement more exact. Let X be a discrete random

variable, taking values on the finite support Ω = {x1, . . . , xm} and let pi = P (X =

xi). Moreover, pi ≥ 0, 1 ≤ i ≤ m and
∑

i pi = 1. Let h be a function on (0, 1] and

let h(pi) be a function that expresses the uncertainty removed after observing xi

(or equivalently, the information obtained by revealing that X has taken the value

xi). Further, define

∆m =

{
p := (p1, . . . , pm) s.t. pi ≥ 0,

∑
i

pi = 1, i = 1, . . . ,m

}
. (2.1.1)

and consider a function H : ∆m 7→ R, (m = 1, 2, . . . )

H(p) =
m∑
i=1

pih(pi). (2.1.2)

We also write H(X) for the above quantity. The function H is to be interpreted

as the average amount of uncertainty removed after observing the sample. A

functional form for H(X) is obtained by the axiomatic characterization stated in

the following theorem.

Theorem 2.1.1. Let H : ∆m 7→ R be a function satisfying the following properties

(i) Continuity: The function H is continuous in its argument;

(ii) Maximality:

H(1/m, . . . , 1/m) = max {H(p1, . . . , pm) : pi ∈ ∆m} > 0; (2.1.3)
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(iii) Strong additivity: For pij ≥ 0, pi =
∑ki

j=1 pij (i = 1, . . . ,m; j = 1, . . . , ki);

H(p11, . . . , pmKm) = H(p1, . . . , pn) (2.1.4)

+
m∑
i=1

piH
(
pi1
pi
, . . . ,

pimi
pi

)
; (2.1.5)

(iv) Expansibility: H(p1, . . . , pm) = H(p1, . . . , pm, 0).

Then,

H(p) = −k
m∑
i=1

pi log (pi), (2.1.6)

where k > 0, b > 1, with 0 log 0 = 0.

The theorem is often referred to as the Shannon-Kinchin characterization of

the Shannon entropy. A proof of this version of the Uniqueness Theorem is given

by Aczél and Daróczy (1975), p.67. Other versions can be found in Shannon (1948)

and Aczél and Daróczy (1975).

The result is important as it states that Shannon measure based on the loga-

rithmic function is uniquely determined by some rather natural postulates. Con-

tinuity states that for any m, H should be a continuous and symmetric function

of p. This can be phrased as saying that nearby probabilities give nearby un-

certainties. Another important property emerging from the postulates (ii) and

(iv) is monotonicity. Namely, if X is uniformly distributed, then H should be a

nondecreasing function of m, i.e., the knowledge of more outcomes corresponds to

smaller uncertainty.

The following is a direct consequence of the postulates. Given two variables X

and Y , strong additivity implies that the joint information about X and Y can be

split into two parts: information about X alone and information about Y given

the information already known about X:

H(X, Y ) = H(X) +H(Y |X). (2.1.7)
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Although there is more than one version of this theorem based on slightly different

articulation of the axioms, the underlying idea of additivity is always present in

some sense. However, the requirement of additive accumulation of information is

the most severe as it shapes completely the functional form of (2.1.6).

Finally, we remark that the convention 0 log 0 = 0 is easily justified by conti-

nuity since u log u→ 0 as u→ 0.

Example 2.1.1 (Bernoulli r.v.). Let X be defined on Ω = {0, 1} and let θ =

P (X = 1). Then, H(X) = −θ log(θ)− (1− θ) log(1− θ). Fig. 2.1(a) (solid curve)

shows that H(X) is a concave function of the distribution of X and takes value 0

if θ = 0 or 1, which is reasonable because X becomes deterministic and there is no

uncertainty involved.
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Figure 2.1: (a) Hq(X) versus θ for a Bernoulli random variable. (b) Joint entropy
Hq(X1, X2) versus θ for two independent Bernoulli random variables. The solid
curve (q = 1) corresponds to Shannon entropy.

Although Shannon entropy is defined for a discrete random variable, it can be

easily extended to the continuous case (see Cover and Thomas (2006)). Entropy

for continuous random variables is sometimes called differential entropy. Let X

be a continuous random variable defined on Ω, with probability density function
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p(x). The entropy in this case is defined as

H(X) = −
∫

Ω

p(x) log p(x)dx, (2.1.8)

whenever the integral exists. As in the discrete case, the differential entropy de-

pends only on the probability density function of the random variable, and hence

the differential entropy is sometimes written as H(p) rather than H(X). Note

that unlike the entropy of a discrete random variable, the above quantity may be

infinitely large, negative or positive. Furthermore, although discrete entropy is

invariant under a one-to-one change of variable, this is not necessarily true in the

continuous case.

Example 2.1.2 (Uniform Distribution). Consider a random variableX distributed

uniformly on the real interval [a, b], so that its density is 1/(b− a) from a to b and

0 elsewhere. Then, its entropy is

H(X) =

∫ b

a

(b− a)−1 log(b− a)−1dx = − log(b− a). (2.1.9)

Note that if b− a < 1, the entropy is negative.

Example 2.1.3 (Multivariate normal distribution). Let (X1, . . . , Xp)
T ∼ Np(µ,Σ).

The multivariate normal distribution has pdf

f(x; µ,Σ) =
1

(2π)p/2|Σ|1/2
exp

{
−1

2
(x− µ)′Σ−1(x− µ)

}
. (2.1.10)

Then,

H(X) = −
∫
f(x; ; µ,Σ)[−1

2
(x− µ)TΣ−1(x− µ) (2.1.11)

− n

2
log (2π|Σ|)]dx, (2.1.12)

where |·| denotes the matrix determinant. A straightforward calculation (see Cover
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and Thomas (2006), p.230) shows that

H(X) =
1

2
log(2πe)n|Σ|. (2.1.13)

Since Shannon entropy was introduced, other and more general measures of

information have been proposed and a wealth of mathematical literature has been

devoted to relax the postulates of Shannon entropy. The information measure

proposed by Rényi (1961) will be briefly discussed in the next section and in the

remainder of this chapter we will examine in more detail the entropy first proposed

by Havrda and Charvát (1967).

2.2 Rényi entropy

Any argument that Shannon entropy is the only possible measure of information is

valid only within the restricted scope of the coding problems considered by Shan-

non. In a famous paper, Rényi (1961) pointed out that more general information

measures in other types of problems may serve just as well, or even better, than

Shannon entropy. He argued that the choice of one measure over another should be

supported either by their operational significance or by a set of natural postulates

characterizing them, and preferably by both. Rényi proposed a scalar parametric

entropy which includes Shannon entropy as a limiting case.

Rényi generalized entropy, sometimes called entropy of order r, keeps the main

scheme of the postulates of Shannon entropy, but introduces a more general defi-

nition of mean. The discrete version of Rényi entropy has the form

Hr(p) =
1

1− r
log

n∑
i=1

pri , r 6= 1, r > 0, (2.2.1)

and its continuous counterpart can be written as

Hr(p) =
1

1− r
log

∫
Ω

p(x)rdx, r 6= 1, r > 0. (2.2.2)

One can easily see that limr→1Hr = H, where H is Shannon entropy.
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Although the definition of mean is modified, Rényi entropy enjoys the following

additivity property. Let X and Y be two random variables. The joint information

of two independent variables X and Y is

Hr(X, Y ) =
1

1− r
log

∫ ∫
p(x, y)rdydx

=
1

1− r
log

∫
p(x)rdx+

1

1− r
log

∫
p(y)rdy

= Hr(X) +Hr(Y ), (2.2.3)

i.e., the overall information given by X and Y is understood as the sum of the

information of the individual random variables. Note that if X and Y are not

independent, by the probability chain rule, we can factor the joint distribution

as p(x, y) = p(y|x)p(x), but still cannot separate Hr(X, Y ) into the contribution

given by Hr(X) and Hr(Y |X), unless r = 1.

2.3 Havrda-Charvát-Tsallis entropy

In a different direction, Havrda and Charvát (1967) proposed a generalized entropy

measure that keeps the usual definition of mean, but relaxes the postulate of strong

additivity (iii) in Theorem 2.1.1. Havrda and Charvát entropy, sometimes referred

to as entropy of degree s, is

Hs(p) = (21−s − 1)−1

[
n∑
i=1

psi − 1

]
. (2.3.1)

More recently, a slightly modified version of the above function has been of increas-

ing interest in various scientific domains. Tsallis and colleagues (Tsallis, 1988;

Tsallis et al., 1998) have successfully exploited such an information measure in

physics in relation to non-equilibrium phenomena. The generalization is consid-

ered to be one of the most viable candidates for generalizing Boltzmann-Gibbs

thermodynamics theory. Since Tsallis’ seminal paper (Tsallis (1988)), a grow-

ing number of applications have appeared in various disciplines such as finance,

biomedical sciences, environmental sciences and linguistics (e.g., see Gell-Mann
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(2004)). The q-entropy, or Havrda-Charvát-Tsallis entropy is defined as

Hq(p) = (1− q)−1

m∑
i=1

pi[p
−q
i − 1]. (2.3.2)

One way to characterize Havrda-Charvát-Tsallis entropy for discrete random vari-

ables is provided by the generalized Shannon-Kinchin conditions (Suyari, 2004).

Theorem 2.3.1. Let Hq : ∆m 7→ R satisfy

(i) Continuity: The function Hq is continuous in its arguments;

(ii) Maximality:

Hq(m
−1, . . . ,m−1) = max {Hq(p1, . . . , pm) : pi ∈ ∆m} > 0; (2.3.3)

(iii) Generalized Shannon additivity: For pij ≥ 0, pi =
∑ki

j=1 pij (i = 1, . . . ,m;

j = 1, . . . , ki);

Hq(p11, . . . , pmkm) = Hq(p1, . . . , pm) (2.3.4)

+
m∑
i=1

pqiHq

(
pi1
pi
, . . . ,

piki
pi

)
; (2.3.5)

(iv) Expandability: Hq(p1, . . . , pm, 0) = Hq(p1, . . . , pm).

Then Hq has the form

Hq =

∑n
i=1 pi(p

1−q
i − 1)

φ(q)
, (2.3.6)

where (a) φ(q) is continuous and such that φ(q)(q − 1) > 0 (for q 6= 1), (b)

limq→1 φ(q) = 0 and φ(q) 6= 0 for q 6= 1, (c) there exists (a, b) ∈ R+ such that

a < 1 < b and φ is differentiable on (a, 1) and (1, b) and (d) there exists a positive

constant k such that limq→1 ∂φ(q)/∂q = 1/k.

Proofs of the Generalized Uniqueness Theorem are given by Suyari (2004) and
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Furuichi (2005). In particular, Furuichi (2005) extends the result to the case of

Havrda-Charvát-Tsallis relative entropy.

Note that in condition (ii), the strict positivity of the maximum of the entropy

functional is imposed. Examples of φ(q) satisfying the requirements stated above

are: (1) φ(q) = 1 − 21−q, which appeared in the formulation proposed by Havrda

and Charvát (1967) and (2) φ(q) = 1− q, which was considered by Tsallis (1988).

Analogously to Shannon’s entropy, Tsallis’ measure can be extended to continuous

random variables as

Hq(p) = (1− q)−1

∫
Ω

p(x)[p(x)1−q − 1]dx. (2.3.7)

The connection of the q-entropy with Shannon information can be seen more

transparently by introducing some additional notation in the following definition.

Definition 2.3.1. Let p be the pdf (or pmf) of the random variable X. The q-

entropy is defined as

Hq(X) = −EpLqp(X), (2.3.8)

where

Lq(u) =


u1−q − 1

1− q
if q 6= 1,

log u if q = 1.
(2.3.9)

The function Lq represents a Box-Cox transformation in statistics and in other

contexts it is often called a deformed logarithm. Note that as q → 1, then Lq(u)

converges uniformly to log (u) and the usual definition of Shannon’s entropy is

recovered. Since the q-logarithm Lq has the following pseudo-additivity property:

Lq(u1u2) = Lq(u1) + Lq(u2) + (1− q)Lq(u1)Lq(u2), (2.3.10)

the joint information of two random variables X and Y is

Hq(X, Y ) = Hq(X) +Hq(Y |X) + (1− q)Hq(X)Hq(Y |X). (2.3.11)

The above display shows that under generalized additivity, the information given
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by considering simultaneously X and Y can be larger (or smaller) than the infor-

mation provided by the variables alone.

Finally, note that there is a simple transformation that relates Tsallis entropy

to Rényi entropy. Let H∗ denote Rényi’s entropy and Hq denote the q-entropy.

Then,

H2−r(X) = Lr {exp {H∗r(X)}} . (2.3.12)

Despite this connection, the two information measures differ with respect to their

additivity structure, as emphasized by Eq. (2.2.3) and Eq. (2.3.11).

Example 2.3.1 (Bernoulli r.v.). Consider two independent random variablesX1, X2

on Ω = {0, 1}, where θ = P (Xk = 1), k = 1, 2. Then,

Hq(X1) = −(1− q)−1[θ2−q + (1− θ)2−q − 2]. (2.3.13)

Moreover, a straightforward calculation shows that the joint information of X1 and

X2 is

Hq(X1, X2) = −2(1− q)−1[θ2−q + (1− θ)2−q − 2]

− (1− q)−1[θ2−q + (1− θ)2−q − 2]2. (2.3.14)

Fig. 2.1(a) and Fig. 2.1(b) show that Hq(X) is a concave function of θ and the

shape of the concavity changes with parameter q. Interestingly, when q > 1, Hq

flattens, meaning the uncertainty tends to be more homogeneous for values of θ

around 1/2. When θ is close to 0 or 1, Hq decreases rapidly to 0.

Example 2.3.2. (Multivariate normal distribution). Let X = (X1, . . . , Xp) have
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a multivariate normal distribution with mean µ and variance matrix Σ.

Hq(X) = −
∫
f(x; µ,Σ) {Lqf(x; µ,Σ)} dx (2.3.15)

= − 1

1− q

∫
f(x; µ,Σ)

(e− 1
2

(x−µ)′Σ−1(x−µ)

(2π)p/2|Σ|1/2

)1−q

− 1

 dx (2.3.16)

= − 1

1− q

[(
1

(2π)p/2|Σ|1/2

)2−q ∫
e−

(2−q)
2

(x−µ)′Σ−1(x−µ)dx− 1

]
(2.3.17)

= − 1

1− q

[
(2π)p/2(2− q)−p/2|Σ|1/2

((2π)p/2|Σ|1/2)
2−q − 1

]
(2.3.18)

= −
[
(2− q)p(1−q)/2(2π)p/2|Σ|1/2

]−(1−q) − 1

1− q
(2.3.19)

= −Lq
{

(2− q)−p/2(1−q)(2π)−p/2|Σ|−1/2
}
. (2.3.20)

Moreover, one can check that Lq
[
(2− q)−p/2(1−q)] → −p/2 and Lq(·) → log(·)

as, q → 1. Thus, an application of property (2.3.10) to (2.3.20) shows Hq(X) →
1
2

log (2πe)p|Σ|, as q → 1, which is exactly Shannon entropy for a multivariate

normal in Eq. (2.1.13).

2.3.1 Relation between differential and discrete entropy

Consider a continuous random variable X with density p(x). Divide the range

of X into bins of length δ. By the Mean Value Theorem, there exists a value xi

within each bin such that

p(xi)δ =

∫ (i+1)δ

iδ

p(x)dx. (2.3.21)

Thus, we define the quantized random variable Xδ as

Xδ := xi, if iδ ≤ X < (i+ 1)δ. (2.3.22)
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Theorem 2.3.2. If p(x)Lq(p(x)) is integrable in the Riemann sense, then

δq−1Hq(Xδ) + δq−1Lq(δ)→ −
∫
p(x)Lq(p(x))dx, as δ → 0. (2.3.23)

Proof. Note that

P (Xδ = xi) =

∫ (i+1)δ

iδ

p(x)dx = p(xi)δ. (2.3.24)

Using the pseudo-additivity property (2.3.10), the q-entropy of the quantized ran-

dom variable can be expressed as

Hq(Xδ) = −
∑

piLq(pi) (2.3.25)

= −
∑

p(xi)δLq(p(xi)δ) (2.3.26)

= −
∑

p(xi)δLq(p(xi))−
∑

p(xi)δLq(δ) (2.3.27)

− (1− q)Lq(δ)
∑

p(xi)δLq(p(xi)).

Note that the second summand in the last equality is Lq(δ) since
∑
p(xi)δ =∫

p(x)dx = 1. Moreover, if p(x)Lq(p(x)) is Riemann integrable, we have

∑
p(xi)δLq(p(xi))→

∫
p(x)Lq(p(x))dx, (2.3.28)

as δ → 0. This completes the proof.

Remarks

1. The result in Theorem 2.3.2 highlights the connection between discrete and

continuous entropy employing an elementary discretization argument. If

Lq(·) is replaced by the usual logarithm, then the statement of the theo-

rem reads:

H1(Xδ) + log δ → H1(X), as δ → 0. (2.3.29)

Thus, Shannon’s entropy of the quantized random variable is approximately
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H1(X) + log δ.

2. Let q := qδ be a sequence depending on the bin length δ such that (1 −
qδ) log δ → 0, as δ → 0. An inspection of the proof shows that

Hq(Xδ) + Lq(δ)→ H1(X), as δ → 0. (2.3.30)

Thus, for a properly chosen sequence qδ, a δ-quantization of the q-entropy

of a continuous random variable X is approximately H1(X)− Lq(δ) and for

a properly chosen sequence qδ it can potentially improve the accuracy given

by H1(Xδ). In particular, when δ is close to 0, we can find qδ < 1 such that

| log(δ)| > |Lq(δ)|. A graphical representation is given in in Fig. 2.2, where

Lq(δ) is plotted for various values of q.
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Figure 2.2: Distorted logarithm Lq(δ) for various values of q. The solid curve
(q = 1) represents log(δ).

Example 2.3.3. Let X be a uniform random variable on [0, 1] with density p(x) =
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I(0 ≤ x ≤ 1) and let δ = 1/n. Moreover, p(xi)δ =
∫ (i+1)δ

iδ
p(x)dx = 1/n and

H1(Xδ) = −
n∑
i=1

1

n
log

(
1

n

)
= − log (1/n), (2.3.31)

H1(X) =

∫
p(x) log p(x)dx =

∫ 1

0

log (1)dx = 0. (2.3.32)

Following (2.3.29), we have that Shannon’s entropy of the discretized random vari-

able Xδ is approximately the entropy of X up to log δ = n. On the other hand,

Hq(Xδ) = −
n∑
i=1

1

n
Lq

(
1

n

)
= −Lq(1/n). (2.3.33)

Next, note that −Lq(1/n) < − log (1/n), when q < 1. In particular, in order

to improve the approximation given by H1(Xδ), it suffices to chose a sequence

qn < 1 such that 1− qn = o(log(n)−1). Figure 2.3 shows the difference H1(X1/n)−
Hqn(X1/n) versus n for various sequences qn. The plots exhibit a logarithmically

increasing behavior.

2.4 Domains of application

In the last half century, Shannon entropy has found countless applications in many

applied and pure sciences (see Cover and Thomas (2006)). As for the case of

Shannon entropy, the importance q-entropy is proved by a growing number of ap-

plications in several domains. In this section, we summarize a few of them. The

interested reader is also referred to Abe (2001) for a detailed treatment of the

applications in physics. Gell-Mann (2004) illustrates works in physics as well as

in computer science, bio-medical sciences and social sciences. We remark, how-

ever, that most of this literature is concerned with the extension of the theory in

statistical mechanics introduced by Tsallis (1988).
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Figure 2.3: Difference between H1(Xδ) and Hq(Xδ) for X ∼ U [0, 1], δ = 1/n and
various choices of the sequence of distortion parameters qn.

Statistics. In statistics and statistical physics, q-entropy has been used as an

alternative to Shannon information when applying Jaynes’ principle of maximum

entropy (MaxEnt) (see Borland et al. (1998); Plastino and Plastino (1999)). The

principle of maximum entropy is a method introduced by Jaynes (1957a,b) for

analyzing available qualitative information in order to determine a unique proba-

bility distribution. It states that the least biased distribution that encodes certain

given information is that which maximizes the information entropy. Jaynes intro-

duced maximum entropy thermodynamics by re-interpreting the Gibbs algorithm

of statistical mechanics. He suggested that thermodynamics, and in particular

thermodynamic entropy, should be seen just as a particular application of a gen-

eral tool of inference and information theory. The MaxEnt principle shares some

features with Bayesian methods as it makes explicit use of prior information. Un-

der Jaynes’ inferential paradigm, a considerable amount of work has been done to

show that various loss functions can be seen as the convex dual of entropy min-

imization, subject to constraints. From this standpoint, the classical maximum

entropy estimation and maximum likelihood are seen as convex duals of each other

(see Altun and Smola (2006)).
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Physics. A standard assumption of statistical mechanics is that quantities like

energy are “extensive” variables, meaning that the total energy of the system is

proportional to the system size; similarly the entropy is also supposed to be ex-

tensive. This is justified by appealing to the short-range nature of the interactions

which hold matter together, form chemical bonds, etc. Tsallis found that in cer-

tain long-range situations energy is not extensive. He provided a generalization of

the classic Boltzmann-Gibbs theory using the q-entropy function in combination

with Jaynes’ formalism. His theory proved useful for a wide class of “anomalous”

systems in physics including non-ergotic systems with stationary long-lived states.

Other applications concern the physics of turbulence.

Computer sciences. Applications in this domain concern the problem of finding

global optima of complex functions with possible multiple local minima (maxima).

One of the algorithms proposed for solving this problem is the simulated annealing

(SA), which uses entropy at two different steps. Lately, a new version of SA, called

generalized simulated annealing (GSA) (Andricioaei and Straub, 1996) involving

the q-entropy has been proposed resulting in an increased speed, precision and

success rate. Other applications in computer sciences exhibiting common features

with statistical mechanics are about the statics and dynamics of internet networks.

Economics. Theory of risk aversion in economics has been developed based on

biased averages. The Black-Scholes differential equation for pricing options and

its solutions has been generalized with the help of q-entropy, thus obtaining a

significant agreement with market data (Anteneodo et al., 2002). Further, the

presence of certain “power-law” distributions in economic phenomena can be often

explained using ideas related to Tsallis theory (Rajagopal and Abe, 2002; Duarte-

Queiros et al., 2005).

Medicine. In this domain entropy, is used especially when processing electroen-

cephalographic (EEG) and electrocardiographic (ECG) signals. In many circum-

stances it has been found that q-entropy can be used to improve the quality of the

signals.
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Lately, more insight has been provided on the meaning of the distortion pa-

rameter q from the viewpoint of Tsallis’ theory. In general, however, the role of

q appears to be unclear from a statistical perspective. Although it is common to

find applications dealing with direct fitting of q in various contexts, to our knowl-

edge no work has been done to devise the properties of q in relation to statistical

inference.

2.5 Properties

The most remarkable feature of q-entropy derives from the nonadditivity of Lq,

stated in Eq. (2.3.10). The purpose of the present section is to summarize some

known basic properties of the function Lq as well as to investigate extensions of

the pseudo-additivity property when considering a set of random variables V =

(X1, . . . , Xn).

Difference with respect to log. One useful quantity is the characterization of

the difference measured from the usual natural logarithm. Consider the differenti-

ating Lq(x) with respect to q

∂Lq(x)

∂q
= −x

1−q log x

1− q
+
x1−q − 1

(1− q)2
=
Lq(x)− x1−q log x

1− q
. (2.5.1)

Re-writing the above expression gives,

log (x)− Lq(x) = (1− q)
[
∂Lq(x)

∂q
+ log (x)Lq(x)

]
. (2.5.2)

Upper and lower bounds. For x > 0, we have the following inequalities

Lq(x) ≥ x− 1

xq
, q > 0

Lq(x) ≤ x− 1

xq
, q < 0

. (2.5.3)
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Taylor-series expansion. If |x| ≤ 1, computing the Taylor-series expansion

about 0 gives

Lq(x) =
∞∑
m=1

(−1)m−1

m!
λ(q)m−1x

m, (2.5.4)

where λ(q)m−1 is the shifted factorial λ(q)k = Γ(q+k)/Γ(q) = q(q+1) · · · (q+k−1),

for k = 0, 1, 2, . . . .

2.5.1 Pseudo-additivity and chain rule

In the following theorem, a formula to compute the q-logarithm of the product of

n positive variables is established. The result is extremely useful as it allows us

to compute: (i) the mean and the variance of the q-logarithm of the product of

random variables and (ii) the q-entropy for any sequence of random variables. An

immediate consequence of the Theorem is to establish the chain rule for q-entropy.

Theorem 2.5.1. Consider a set of positive random variables V = (X1, . . . , Xn) ∈
Rn and let Ti be the set of all combinations of size i of the elements of V. Then,

Lq

(
n∏
i=1

Xi

)
=

n∑
i=1

(1− q)i−1
∑
T⊆Ti

∏
Xk∈T

Lq(Xk). (2.5.5)

Proof. The proof of the Theorem is given in Section 2.8.

Note that for the joint distribution, we have the chain rule

p(x1, . . . , xn) =
n∏
i=1

p(xi|xi−1, . . . , x1) (2.5.6)

and a direct application of Theorem 2.5.1 to the right hand side of (2.5.6) gives the

following formula for computing the entropy of a collection of random variables.

Corollary 2.5.2 (Chain rule for q-entropy). Let X1, . . . , Xn be drawn according
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to p(x1, . . . , xn). Then,

Hq(X1, . . . , Xn) =
n∑
i=1

(1− q)i−1
∑
T⊆Ti

∏
Xk∈T

Hq(Xk|Xk−1, . . . , X1). (2.5.7)

From (2.5.2), the total information given by n observations from p(x) is

Hq(X1, . . . , Xn) =
n∑
i=1

Hq(Xi|Xi−1, . . . , X1) + Eρq(X1, . . . , Xn), (2.5.8)

where ρq(X1, . . . , Xn) accounts for all interaction terms of order 2 up to n. Thus,

the total information of the variable set is interpreted as the sum of the informa-

tion provided by the individual variables augmented (decreased) by an interaction

term depending on q. We refer to the term ρq as the redundancy or redundant

information.

For instance, consider the triplet of random variables (X1, X2, X3). Since

p(x1, x2, x3) = p(x1)p(x2|x1)p(x3|x1, x2), we can write

Eρq(X1, X2, X3) = (1− q)[Hq(X1)Hq(X2|X1)

+Hq(X1)Hq(X3|X1, X2) +Hq(X2|X1)Hq(X3|X1, X2)]

− (1− q)2[Hq(X1)Hq(X2|X1)H1(X3|X2, X1)]. (2.5.9)

In general, the expected redundancy of the variable set V = {X1, X2, . . . , Xn} can

be expressed as

Eρq(X1, . . . , Xn)

=E
n∑
i=2

(1− q)i−1
∑
T⊆Ti

(−1)card(V)−card(T )
∏
Xk∈T

Lqp(Xk|Xk−1, . . . X1)

=
n∑
i=2

∑
T⊆Ti

(−1)card(V)−card(T )(1− q)i−1
∏
Xk∈T

Hq(Xk|Xk−1, . . . X1), (2.5.10)

where card(·) denotes the cardinality of a set and card(V) = n. Clearly, (i) the

strength of higher order effects decreases quickly, according to (1 − q)i−1; (ii) the

26



further q is from 1, the stronger the contribution of the interaction terms, with

lack of redundancy for q = 1.

Interestingly, the redundancy of extensive entropy in (2.5.10) has similarities

to interaction information (McGill, 1954) or co-information (Bell, 2003). Interac-

tion information is one of several generalizations of the mutual information, and

expresses the synergy bound up in a set of variables, which is present in any subset

of those variables. A general expression for interaction information on variable set

V is given by Jakulin and Bratko (2003) as

I(V) = −
∑
T ⊆V

(−1)card(V)−card(T )H1(T ) (2.5.11)

= −
n∑
i=1

∑
T⊆Ti

(−1)card(V)−card(T )H1(Ti) (2.5.12)

which is an inclusion-exclusion sum over all subsets T ⊆ V . Unlike the mutual

information, the interaction information can be either positive or negative. This

property can be misleading, which has slowed its wider adoption as an information

measure in statistics and machine learning. Recently, Jakulin and Bratko (2004)

provide a machine learning algorithm which uses the idea of interaction information

for describing general correlation patterns in the data.

2.5.2 Entropy rate for i.i.d. random variables

A natural question to ask is: “How does the q-entropy of (X1, . . . , Xn) grow with

n ?”. The rate of growth of information, or entropy rate of a sequence of random

variables X1, . . . , Xn is defined as

Rq(V) = lim
n→∞

1

n
Hq(X1, . . . , Xn). (2.5.13)

If q = 1 and the Xis are i.i.d., the derivation of the rate is trivial due to additivity

of the logarithm. When q 6= 1, it turns out that it is possible to derive a simple

formula for Rq(V). The next theorem gives the mean and the variance of the q-

logarithm of the product of positive random variables. The result will be used to
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derive entropy rates for an i.i.d. sequence.

Theorem 2.5.3. Let X1, ..., Xn be positive i.i.d. random variables. Then,

(i)

ELq

(
n∏
i=1

Xi

)
=

[(1− q)ELq(X1) + 1]n − 1

1− q
(2.5.14)

and

V arLq

(
n∏
i=1

Xi

)
=

[(1− q)2V arLq(X1) + 1]
n − 1

(1− q)2
. (2.5.15)

(ii) Moreover, if {qn}n≥1 is a sequence such that (1−qn)n→ 0 and E [Lqn(X)]k →
E [log (X)]k (k = 1, 2) as n→∞, then

n−1ELq

(
n∏
i=1

Xi

)
n→∞→ E log(X1) (2.5.16)

and

n−1V arLq

(
n∏
i=1

Xi

)
n→∞→ V ar log(X1). (2.5.17)

Proof. The proof of the Theorem is given in Section 2.8.

From part (i) of the Theorem, one can immediately obtain an expression for the

joint entropy of n i.i.d. random variables, by replacing X1 with p(X1) in (2.5.14):

Rq(V) = lim
n→∞

1

n
ELq

(
n∏
i=1

p(Xi)

)
(2.5.18)

= lim
n→∞

1

n

[(1− q)Hq(X1) + 1]n − 1

1− q
(2.5.19)

= lim
n→∞

[
n(1− q)Hq(X1)

n
+ 1

]n
− 1

n(1− q)
. (2.5.20)
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Using the fact that (a/n+ 1)n → ea, the above expression is equivalent to

lim
n→∞

en(1−q)Hq(X1) − 1

n(1− q)
. (2.5.21)

When q is fixed, the limit expression in (2.5.21) increases (or decreases) quickly

in n as the exponential term in the numerator dominates the linear term in the

denominator. If (1 − q)Hq(X1) > 0, we have Rq = ∞. Conversely, if (1 −
q)Hq(X1) < 0, then Rq = 0. Since Hq is always positive for discrete random

variables, the rate depends on the sign of (1− q). Namely,

Rq(V) =

{
0 if q > 1

∞ if q < 1
(2.5.22)

For continuous random variables this is not necessarily true and a case by case

verification is required.

In general, most interesting cases of the rate are between 0 and∞. For example,

let q := qn be a sequence depending on n such that (1 − qn)n → C, for some

constant C. Then, we obtain constant rate Rq(V) = LC+1e
H1(X1). In particular,

if (1− qn)n→ 0, the usual Shannon rate R1(V) is recovered. Finally, note that if

qn < 1 then −Lqn(u) < − log(u), implying that Hq(V) < H1(V) (with inequality

reversed if qn > 1).

2.6 Asymptotic equipartition. Is information ad-

ditive for small n?

When dealing with information measures, there is an analog of the Law of Large

Numbers: the Asymptotic Equipartition Property (AEP). Let X1, . . . , Xn be i.i.d.

observations from p(x). The AEP states that − log p(X1, . . . , Xn)/n converges to

H1(X) in probability. In particular,

− 1

n
log p(X1, . . . , Xn) = − 1

n

n∑
i=1

log p(Xi) = −EFn log p(X), (2.6.1)
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where Fn(x) = n−1
∑n

i=1 I(Xi ≤ x) is the empirical distribution function. The

above display emphasizes that, under the logarithmic entropy, the overall informa-

tion in a sample of size n is the sum of the information given by the individual

observations. Thus, if Ep log p(X) <∞, the weak Law of Large Numbers implies

−EFn log p(X)
p→ −Ep log p(X) = H1(X), as n→∞. (2.6.2)

Consequently, if the sample is large enough, one can anticipate

−EFn log p(X) ≈ −Ep log p(X) (2.6.3)

and, therefore, it seems reasonable to infer about p(x) based on EFn log p∗(X),

where p∗(x) is a target pdf (or pmf). This approximation plays a key role in a

number inferential procedures such as parametric and nonparametric log-likelihood

based methods. If the target density p∗(x) is indexed by a parameter vector θ ∈ Θ,

it is common practice to find the minimizer of EFn log p∗(X) and when the solution

of the correspondent estimating equation exists, it is the well-known Maximum

Likelihood estimator.

Clearly, for larger n, we expect (2.6.3) to be increasingly accurate. However, a

reasonable question to ask is whether equipartition holds even for small samples.

One way to answer this question is to verify whether the empirical redundancy

equals zero:

EFnρq(X1, . . . , Xn) = 0, (2.6.4)

which from Eq. (2.5.8), this is equivalent to check

EFnLq(X) =
1

n
Lq
∏
i=1

p(Xi). (2.6.5)

The above equality is trivially satisfied when q = 1 (Lq = log) for any value of

the Xis. However, the solution of the above expression is a random variable and if

perfect additivity were true for a given sample size n, then we would expect that

at least on average the solution of (2.6.5) to be equal to 1. Furthermore, if q = 1
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and equipartition were satisfied, the right hand side of (2.6.5) is expected to be

close to Ep log p(X).

The above considerations lead us to examine the average behavior of q̂n, defined

as

q̂n = {q : EFnLqp(X) = Ep log p(X)} . (2.6.6)

If information were perfectly additive, one can imagine that Epq̂n = 1 and the dis-

tribution of q̂ given p(x) is symmetric about 1. However, Monte Carlo experiments

for several distributions point out that this is not necessarily the case. When n is

small or moderate, an asymmetric behavior with Epq̂n 6= 1 emerges instead. The

following example illustrates instances of such a phenomenon for a continuous and

discrete random variable.

Example 2.6.1. In this experiment, we compute Monte Carlo estimates of q̂n

by solving numerically the equation in (2.6.6). Here, we show results based on

10000 samples from: (i) a Bernoulli with probability of success 0.8 and (ii) an

Exponential with rate 1. The considered sample sizes range from 5 to 200. When

it was not possible to find the exact zero, we considered the closest value to it in

`1-norm sense.

2.7 Final Remarks

In this introductory chapter, we discussed possible generalizations of Shannon en-

tropy, starting from its axiomatic characterization for discrete random variables.

Although the postulates underlying Shannon information are intuitively reasonable

and well suited for the type of problems considered by Shannon, more general no-

tions of information have appeared in literature (Rényi, 1961; Havrda and Charvát,

1967; Aczél and Daróczy, 1975). In particular, the additivity property – or additive

accumulation – of information is sometimes criticized. The reason is that additiv-

ity is the most stringent requirement as it determines completely the logarithmic

form of Shannon entropy. We believe that relaxing such a requirement can lead to

new and exciting statistical properties of the correspondent information measure.
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Figure 2.4: Monte Carlo means of q̂n with 99% confidence bands based on 10000
replications for a Bernoulli(0.8) (a) and an Exp(1) (b).

Among generalized information measures, we consider the entropy measure

introduced by Havrda and Charvát (1967) and re-discovered by Tsallis (1988) in

the context of statistical physics. One attractive feature of Havrda-Charvát-Tsallis

entropy is the extension of the additivity assumption in a rather natural fashion

by means of the quasi-logarithmic function Lq(·). Shannon’s entropy is a special

case, recovered when q → 1. Some well-know characteristics of the q-entropy

functional are presented in comparison to Shannon entropy and new properties

are derived as well. In particular, we provided formulas for computing the joint

information Hq(X1, . . . , Xn) in the i.i.d. case and the correspondent entropy rate.

Interestingly, when q is fixed, the rate either decreases (or increases) exponentially

fast to 0 (or ∞). Intermediate situations can be obtained by letting the distortion

parameter q depend on the sample size. In particular, we gave conditions on the

distortion parameter q for the generalized entropy rate to be equal to the usual

rate of Shannon entropy.

An interesting feature of q-entropy is that such a measure explicitly takes into

account the interaction information – or redundant information – in a set of vari-

ables. In particular, the joint q-entropy of the variable set (X1, . . . , Xn) can be
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understood as

Joint Information =
∑
i

Individual Information of Xi + Redundancy,

where the redundancy term depends on q and the case q = 1 corresponds to null

redundancy. Since the q-entropy accounts for the additive information compo-

nents as well as for the contribution given by the interaction of the individual

Xis, it seems rather natural to exploit such a measure for describing non-evident

dependency structures present of the sequence X1, . . . , Xn, when only marginal

information about the Xis is available.

The results from a preliminary numerical study in Section 2.6 lead us to think

that a “hidden” interaction structure of information may be present even for i.i.d.

data when the sample size is small. The simulations show that for small or mod-

erate samples, there is an advantage in approximating −E log p(x) by

n∑
i=1

Hq(Xi) = Joint Information− Redundancy,

instead of using the usual log-likelihood functional
∑

i log p(Xi). The underlying

conjecture is that when the sample size is small or moderate, even for statisti-

cally independent observations, the information is not perfectly additive and the

quantity
∑

iHq(Xi) allows to correct for the missing information by choosing an

appropriate value of the distortion parameter q. Of course, as the sample size gets

larger, we anticipate that the small sample redundancy will disappear.

2.8 Proofs

LetKi = {Ki1, Ki2, . . . , KiJi} be the set of all combinations of size i from {1, 2, . . . , n},
where Ji =

(
n
i

)
denotes the cardinality of Ki.
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2.8.1 Proof of Theorem 2.5.1

The formula certainly holds when n = 1 and Eq. (2.3.10) holds when n = 2. Next,

consider

Lq

(
xn+1

n∏
i=1

xi

)

= Lq(xn+1) +
n∑
i=1

(1− q)i−1
∑
j≤Ji

∏
k∈Kij

Lq(xk)

+ (1− q)Lq(xn+1)
n∑
i=1

(1− q)i−1
∑
j≤Ji

∏
k∈Kij

Lq(xk)

= Lq(xn+1) +
n∑
i=1

Lq(xi) + (1− q)

∑
j≤(n2)

∏
k∈Kij

Lq(xk) +
∑
j≤(n1)

∏
k∈Kij

Lq(xk)Lq(xn+1)


+ (1− q)2

∑
j≤(n3)

∏
k∈Kij

Lq(xk) +
∑
j≤(n2)

∏
k∈Kij

Lq(xk)Lq(xn+1)


+ · · ·+ (1− q)nLq(x1) · · ·Lq(xn+1)

=
n+1∑
i=1

Lq(xi) + (1− q)
∑

j≤(n+1
2 )

∏
k∈K∗ij

Lq(xk) + (1− q)2
∑

j≤(n+1
3 )

∏
k∈K∗ij

Lq(xk) + · · ·

+ (1− q)nLq(x1) · · ·Lq(xn+1),

where K∗ij = Kij ∪ {n+ 1}. The lemma follows by induction.
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2.8.2 Proof of Theorem 2.5.3

By Theorem 2.5.1 we can write

ELq

(
n∏
i=1

Xi

)
= E

n∑
i=1

(1− q)i−1
∑
j≤Ji

∏
k∈Kij

Lq(Xk) (2.8.1)

=
n∑
i=1

(1− q)i−1
∑
j≤Ji

E
∏
k∈Kij

Lq(Xk) (2.8.2)

=
n∑
i=1

(1− q)i−1

(
n

i

)
[ELq(X1)]i , (2.8.3)

where the last line follows by the i.i.d. assumption. By the the Binomial Theorem,

we have

n∑
i=0

(
n

i

)
(1− q)i [ELq(X1)]i = [(1− q)ELq(X1) + 1]n . (2.8.4)

This implies

ELq

(
n∏
i=1

Xi

)
=

[(1− q)ELq(X1) + 1]n − 1

1− q
. (2.8.5)

For computing the variance, we need to introduce some matrix notation. Let Ii

the i× i identity matrix and Ji a column vector of ones of length i. Define ∆Xi
2i

, a

diagonal matrix of dimension 2i× 2i, where dj (1 ≤ j ≤ 2i) represent the elements

on the diagonal. In particular,

dj :=


1 if j < 2i−1 + 1

Lq(Xi) if j = 2i−1 + 1

(1− q)Lq(Xi) if j > 2i−1 + 1

. (2.8.6)
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Then, one can write

1 + Lq

(
n∏
i=1

Xi

)
(2.8.7)

=1 +
n∑
i=1

(1− q)i−1
∑
j≤Ji

∏
k∈Kij

Lq(Xk) (2.8.8)

=JT2n
(
I2n−1 ⊗∆X1

21

) (
I2n−2 ⊗∆X2

22

)
· · ·
(
I1 ⊗∆Xn

2n

)
J2n (2.8.9)

= JT2n

(
n∏
i=1

I2i−1 ⊗∆Xi
2i

)
J2n , (2.8.10)

where the simple product denotes matrix product and ⊗ represents Kronecker

product. The variance can be computed as

V ar

[
1 + Lq

(
n∏
i=1

Xi

)]
(2.8.11)

= E

(JT2n

(
n∏
i=1

I2i−1 ⊗∆Xi
2i

)
J2n

)(
JT2n

(
n∏
i=1

I2i−1 ⊗∆Xi
2i

)
J2n

)T


− E

[
JT2n

(
n∏
i=1

I2i−1 ⊗∆Xi
2i

)
J2n

]
E

[
JT2n

(
n∏
i=1

I2i−1 ⊗∆Xi
2i

)
J2n

]T
. (2.8.12)

Since I2i−1 ⊗∆Xi
2i

are diagonal matrices, we can write the first summand of the

above expression as

E

[
JT2n

n∏
i=1

(
I2i−1 ⊗∆Xi

2i

) (
I2i−1 ⊗∆Xi

2i

)T
J2n

]
(2.8.13)
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Moreover, since in each matrix inside the product is written in terms of independent

Xi, from the above expression we have

JT2n

n∏
i=1

E
[(

I2i−1 ⊗∆Xi
2i

) (
I2i−1 ⊗∆Xi

2i

)T]
J2n (2.8.14)

=JT2n

n∏
i=1

I2i−1 ⊗ E
[(

∆Xi
2i

) (
∆Xi

2i

)T]
J2n , (2.8.15)

where the elements of the diagonal matrix E
(
∆Xi

2i

) (
∆Xi

2i

)T
can be expressed as

Ed2
j .

Next, consider the second summand in (3.7.2). Since the Xi are independent,

we can write

E

[
JT2n

(
n∏
i=1

I2i−1 ⊗∆Xi
2i

)
J2n

]
= JT2n

(
n∏
i=1

I2i−1 ⊗ E
[
∆Xi

2i

])
J2n . (2.8.16)

Therefore the second term in (3.7.2) becomes

JT2n

(
n∏
i=1

I2i−1 ⊗ E
[
∆Xi

2i

])( n∏
i=1

I2i−1 ⊗ E
[
∆Xi

2i

]T)
J2n (2.8.17)

=JT2n

(
n∏
i=1

I2i−1 ⊗ E
[
∆Xi

2i

]
E
[
∆Xi

2i

]T)
J2n , (2.8.18)

where the elements of the diagonal matrix E
[
∆Xi

2i

]
E
[
∆Xi

2i

]T
are (Edj)

2. Applying
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backwards Eq. (2.8.10) on (2.8.18) and (3.7.6), gives

V ar

[
1 + Lq

(
n∏
i=1

Xi

)]
(2.8.19)

=V ar

[
Lq

(
n∏
i=1

Xi

)]
(2.8.20)

=
n∑
i=1

(1− q)2(i−1)
∑
j≤Ji

∏
k∈Kij

ELq(Xk)
2 (2.8.21)

−
n∑
i=1

(1− q)2(i−1)
∑
j≤Ji

∏
k∈Kij

[ELq(Xk)]
2 (2.8.22)

=
n∑
i=1

(1− q)2(i−1)
∑
j≤Ji

∏
k∈Kij

ELq(Xk)
2 −

∏
k∈Kj

[ELq(Xk)]
2 (2.8.23)

Since the Xis are identically distributed, the above expressions can be written as

n∑
i=1

(
n

i

)
(1− q)2(i−1)

(
ELq(X1)2

)i − ELq(X1)2i (2.8.24)

=
n∑
i=1

(
n

i

)
(1− q)2(i−1)V arLq(X1)i. (2.8.25)

Applying the binomial theorem on (2.8.25), gives

V ar

[
Lq

(
n∏
i=1

Xi

)]
=

((1− q)2V arLq(X1) + 1)
n − 1

(1− q)2
. (2.8.26)

This completes part (i) of the Theorem.

Next, consider a sequence qn, converging to 1. Since (1 + a/n)n → ea,

n−1ELqn

(
n∏
i=1

Xi

)
= n−1 [(1− qn)ELqn(X1) + 1]n − 1

1− qn
(2.8.27)
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is asymptotically equivalent to

eELqn (X1)n(1−qn) − 1

n(1− qn)
. (2.8.28)

Since n(1 − q) → 0 and ELqn(X1) → E log(X1) as n → ∞, we have that Eq.

(2.8.28) converges to E log(X1). A similar calculation shows

((1− q)2V arLqn(X1) + 1)
n − 1

(1− qn)2
→ V ar log(X1), (2.8.29)

as n→∞.
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Chapter 3

Maximum Lq-Likelihood

estimation

In this chapter, the Maximum Lq-Likelihood Estimator (MLqE), a new parameter

estimator based on nonextensive entropy (Havrda and Charvát, 1967), is intro-

duced. The properties of the MLqE for an exponential family are studied via

asymptotic analysis and computer simulations. The behavior of the MLqE is char-

acterized by the degree of distortion q applied to the assumed model. When q is

properly chosen for small and moderate sample sizes, the MLqE successfully trades

bias for precision, resulting in a substantial reduction of the mean squared error.

When the sample size is large and q tends to 1, a necessary and sufficient condition

to ensure a proper asymptotic normality and efficiency of MLqE is established.

3.1 Introduction

One of the major contributions to scientific thought of the last century is infor-

mation theory founded by Claude Shannon in the late 1940s. Its triumph is high-

lighted by countless applications in various scientific domains including statistics.

The fulcrum of information theory is a measure of the “amount of uncertainty”

inherent in a probability distribution (usually called Shannon entropy). Provided

a distribution p(x), Shannon’s entropy is defined as H(X) = −E[log p(X)]. The

quantity − log p(x) is interpreted as the information content of the outcome x and

40



H(X) represents the average uncertainty removed after the actual outcome of X

is revealed. The connection between logarithmic (or additive) entropies and in-

ference has been copiously studied; see, e.g., Cover and Thomas (2006). Akaike

(1973) introduced a principle of statistical model building based on minimization

of expected entropy. In a parametric setting, he pointed out that the usual infer-

ential task of maximizing the log-likelihood function can be equivalently regarded

as minimization of the empirical version of Shannon’s entropy, −
∑n

i=1 log p(Xi).

Rissanen proposed the well known minimum description length criterion for model

comparison (see e.g., Barron et al. (1998)).

Since the introduction of Shannon’s entropy, other and more general measures

of information have been developed. Rényi (1961), Aczél and Daróczy (1975) in

the mid 60s and 70s proposed generalized notions of information (usually referred

as Rényi entropies) by keeping the additivity of independent information but using

a more general definition of mean. In a different direction, Havrda and Charvát

(1967) proposed nonextensive entropies, sometimes referred to as q-order entropies,

where the usual definition of mean is maintained while the logarithm is replaced

by the more general function Lq(u) = (u1−q − 1)/(1− q) for q > 0. In particular,

when q → 1, Lq(u)→ log(u), recovering the usual Shannon’s entropy.

In recent years, q-order entropies have been of considerable interest in different

domains of application. Tsallis and colleagues have successfully exploited them

in physics (see e.g. Tsallis (1988) and Tsallis et al. (1998)). In thermodynam-

ics, the q-entropy functional is usually minimized subject to some properly chosen

constraints, according to the formalism proposed by Jaynes (1957a,b). There is

a large literature on analyzing various loss functions as the convex dual of en-

tropy minimization, subject to constraints. From this standpoint, the classical

maximum entropy estimation and maximum likelihood are seen as convex duals

of each other (see, e.g. Altun and Smola (2006)). Since Tsallis’ seminal paper

(Tsallis, 1988), q-order entropy has encountered an increasing wave of success

and Tsallis’ nonextensive thermodynamics, based on such information measure, is

nowadays considered the most viable candidate for generalizing the ideas of the

famous Boltzmann-Gibbs theory. More recently, a number of applications based

on the q-entropy have appeared in other disciplines such as finance, biomedical
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sciences, environmental sciences and linguistics (Gell-Mann, 2004).

Despite the broad success, so far little effort has been made to address the infer-

ential implications of using nonextensive entropies from a statistical perspective. In

this chapter, we study a new class of parametric estimators based on the q-entropy

function, the Maximum Lq-Likelihood Estimator (MLqE). In our approach, the

role of the observations is modified by slightly changing the model of reference

by means of the distortion parameter q. From this standpoint, Lq-likelihood esti-

mation can be regarded as the minimization of the discrepancy between a general

distribution and one that modifies the true distribution to diminish (or emphasize)

the role of extreme observations.

In this framework, we provide theoretical insights concerning the statistical

usage of the generalized entropy function. In particular, we highlight the role

of the distortion parameter q and give the conditions that guarantee asymptotic

efficiency of the MLqE. Further, the new methodology is shown to be very useful

when estimating high-dimensional parameters and small tail probabilities. This

aspect is important in many applications, where we must deal with the fact that

the number of observations available is not large in relation to the number of

parameters or the probability of occurrence of the event of interest. Standard

large sample theory guarantees that the Maximum Likelihood Estimator (MLE)

is asymptotically efficient, meaning that when the sample size is large, the MLE

is at least as accurate as any other estimator. However, for a small or moderate

sample size, it turns out that the MLqE can produce a dramatic improvement in

terms of mean squared error at the expense of a slightly increased bias, as will be

seen in our numerical results.

For finite sample performance of MLqE, not only the size of qn− 1 but also its

sign (i.e., the direction of distortion) are important. It turns out that for different

families or different parametric functions of the same family, the beneficial direction

of distortion can be different. In addition, for some parameters, MLqE does not

produce any improvement. We have found that an asymptotic variance expression

of a MLqE is very helpful to decide the direction of distortion for applications.

The chapter is organized as follows. In section 3.2, we examine some information-

theoretical quantities and introduce the MLqE; in section 3.3, we present its basic
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asymptotic properties. In particular, a necessary and sufficient condition on the

choice of q in terms of n to ensure a proper asymptotic normality and efficiency

is established. In section 3.4, we consider the plug-in approach for tail probability

estimation based on MLqE. The asymptotic properties of the plug-in estimator

are derived and its efficiency is compared to the traditional MLE. In section 3.5,

we present Monte Carlo simulations and examine the behavior of MLqE in finite

sample situations. In section 3.6, concluding remarks are given. Technical proofs

of the theorems are deferred to an appendix.

3.2 Generalized entropy and the Maximum Lq-

Likelihood Estimator

Consider a measure µ on a measurable space Ω. The Kullback-Leibler (KL) diver-

gence (Kullback and Leibler, 1951; Kullback, 1959) (or relative entropy) between

two density functions g and f with respect to µ is

D(f ||g) = Ef log
f(X)

g(X)
=

∫
Ω

f(x) log
f(x)

g(x)
dµ(x). (3.2.1)

Note that finding the density g that minimizes D(f ||g) is equivalent to minimizing

Shannon’s entropy H(f, g) = −Ef log g(X).

Definition 3.2.1. Let f and g be two density functions. The q-entropy of g with

respect to f is defined as

Hq(f, g) = −EfLq {g(X)} , q > 0, (3.2.2)

where Lq(u) = log u if q = 1 and Lq(u) = (u1−q − 1)/(1− q) otherwise.

The function Lq represents a Box-Cox transformation in statistics and in other

contexts it is often called a deformed logarithm. Note that if q → 1, then Lq(u)→
log (u) and the usual definition of Shannon entropy is recovered.

Let M = {f(x; θ), θ ∈ Θ} be a family of parametrized density functions and

suppose that the true density of observations, denoted by f(x; θ0), is a member of
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M . Assume further that M is closed under the transformation

f(x; θ)(r) =
f(x; θ)r∫

Ω
f(x; θ)rdµ(x)

, r > 0. (3.2.3)

The transformed density f(x; θ)(r) is often referred to as zooming or escort dis-

tribution (Naudts, 2004; Abe, 2003; Beck and Schlögl, 1993) and the parameter r

provides a tool to accentuate different regions of the untransformed true density

f(x; θ). In particular, when r < 1 regions with density values close to zero are

accentuated, while for r > 1 regions with density values further from zero are

emphasized.

Consider the KL divergence between f(x; θ) and f(x; θ0)(r):

Dr(θ0||θ) =

∫
Ω

f(x; θ0)(r) log
f(x; θ0)(r)

f(x; θ)
dµ(x). (3.2.4)

Let θ∗ be the value such that f(x; θ∗) = f(x; θ0)(r) and assume that differentiation

can be passed under the integral sign. Then, clearly θ∗ minimizes Dr(θ0||θ) over

θ. Let θ∗∗ be the value such that f(x; θ∗∗) = f(x; θ0)(1/q), q > 0. Since we

have ∇θHq(θ0, θ)|θ∗∗ = 0 and ∇2
θHq(θ0, θ)|θ∗∗ is positive definite, Hq(θ0, θ) has a

minimum at θ∗∗.

The derivations above suggest that the task of minimizing the q-entropy can

be regarded as equivalent to minimizing the KL divergence between the escort

transformation of the true density and the density under exam, when q = r−1.

Clearly, by considering the divergence with respect to a distorted version of the

true density we introduce a certain amount of bias. Nevertheless, the bias can be

promptly controlled by an adequate choice of the distortion parameter q, and later

we shall discuss the benefits gained from paying such a price for tail probability

estimation. The next definition introduces the estimator based on the empirical

version of the q-entropy.

Definition 3.2.2. Let X1, ..., Xn be an i.i.d. sample from f(x; θ0), θ0 ∈ Θ. The
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Maximum Lq-Likelihood Estimator (MLqE) of θ0 is defined as

θ̃n = arg max
θ∈Θ

n∑
i=1

Lq [f(Xi; θ)] , q > 0, (3.2.5)

where Lq is the q-logarithmic function defined in (3.2.2) with q > 0.

When q → 1, if the estimator θ̃n exists, then it approaches the maximum likeli-

hood estimator of the parameters, which maximizes
∑

i log f(Xi; θ). In this sense,

the MLqE extends the classic method, resulting in a general inferential procedure

that inherits most of the desirable features of traditional maximum likelihood, and

at the same time can improve over the MLE due to variance reduction, as will be

seen.

Define

U(x; θ) = ∇θ log {f(x; θ)} ,

U∗(X; θ, q) = U(X; θ)f(X; θ)1−q.

In general, the estimating equations have the form

n∑
i=1

U∗(Xi; θ, q) = 0. (3.2.6)

Eq. (3.2.6) offers a natural interpretation of the MLqE as a solution to a weighted

likelihood. When q 6= 1, Eq.(3.2.6) provides a relative-to-the-model downweight-

ing. Observations that disagree with the model receive low weight. In the case

q = 1, all the observations receive the same weight. The strategy of setting weights

that are proportional to the family from which the model is to be chosen appeared

in various contexts in literature (e.g., see Windham (1995) and Choi et al. (2000)).

Example 3.2.1. The simple but illuminating case of an exponential distribution

will be used as a recurrent example in the course of the chapter. Consider an i.i.d.

sample of size n from a distribution with density λ0 exp {−xλ0}, x > 0 and λ0 > 0.
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In this case, the Lq-likelihood equation is

n∑
i=1

e−[Xiλ−log λ](1−q)
(
−Xi +

1

λ

)
= 0. (3.2.7)

With q = 1, the usual maximum likelihood estimator is λ̂ = (
∑

iXi/n)−1 = X
−1

.

However, when q 6= 1, equation (3.2.7) can be rewritten as

λ =

(∑n
i=1 Xiwi (Xi, λ, q)∑n
i=1wi (Xi, λ, q)

)−1

. (3.2.8)

where wi := e−[Xiλ−log λ](1−q). When q < 1 the role played by observations cor-

responding to higher density values are accentuated; when q > 1 observations

corresponding to density values close to zero are accentuated.

3.3 Exponential families and asymptotics of the

MLqE

In this section, we discuss the asymptotic properties of the new estimator when

the degree of distortion is chosen according to the sample size. In the remainder

of the chapter we focus on the exponential families. In particular, we consider

density functions of the form:

f(x; θ) = exp
{
θTb(x)− A(θ)

}
, (3.3.1)

where θ ∈ Θ ⊆ Rp is a real valued natural parameter vector, b(x) is the vector

of functions with elements bj(x) (j = 1, . . . , p) and A(θ) = log
∫

Ω
eθ

Tb(x)dµ(x) is

the cumulant generating function (or log normalizer). The true parameter will be

denoted by θ0. Next, we explore consistency, which is a basic requirement for a

good estimator.
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3.3.1 Consistency

Consider θ∗n, the value such that

Eθ0U
∗(X; θ∗n, qn) = 0. (3.3.2)

It can be easily shown that θ∗n = θ0/qn. Since the actual target of θ̃n is θ∗n, to

retrieve asymptotic unbiasedness of θ̃n, qn must converge to 1. We call θ∗n the

surrogate parameter of θ0. We impose the following conditions:

A.1 qn > 0 is a monotone sequence such that qn → 1 as n→∞.

A.2 The parameter space Θ is compact and the parameter θ0 is an interior point

in Θ.

In similar contexts, the compactness condition on Θ is used for technical reasons

(see e.g., Wang et al. (2004)) as it is the case here.

Theorem 3.3.1. Under Assumptions A.1 and A.2, with probability going to 1,

the Lq-likelihood equation yields a unique solution θ̃n that is the maximizer of the

Lq-likelihood function in Θ. Furthermore, we have θ̃n
P→ θ0.

Remark. When Θ is compact, the MLqE always exists under our conditions,

although it is not necessarily unique with probability one.

3.3.2 Asymptotic normality

Theorem 3.3.2. If Assumptions A.1 and A.2 hold, then we have

√
n V −1/2

n

(
θ̃n − θ∗n

)
D→ Np (0, Ip) as n→∞, (3.3.3)

where Ip is the (p× p) identity matrix, Vn = J−1
n KnJ

−1
n and

Kn = Eθ0 [U∗(X; θ∗n, qn)]T [U∗(X; θ∗n, qn)] (3.3.4)

Jn = Eθ0 [∇θU
∗(X; θ∗n, qn)] . (3.3.5)
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A necessary and sufficient condition for asymptotic normality of MLqE around θ0

is
√
n(qn − 1)→ 0.

Let m(θ) := ∇θA(θ) and D(θ) := ∇2
θA(θ). Note that Kn and Jn can be

expressed as

Kn = c2,n

(
D(θ2,n) + [m(θ2,n)−m(θ∗n)][m(θ2,n)−m(θ∗n)]T

)
, (3.3.6)

and

Jn = c1,n(1− qn)D(θ1,n)− c1,nD(θ∗n) (3.3.7)

+ c1,n(1− qn)[m(θ1,n)−m(θ∗n)][m(θ1,n)−m(θ∗n)]T, (3.3.8)

where ck,n = exp {A(θn,k)− A(θ0)} and θk,n = kθ0(1/qn − 1) + θ0. When qn → 1,

it is seen that Vn → −D(θ0), the asymptotic variance of the MLE. When Θ ⊆ R1

we use the notation σ2
n for the asymptotic variance in place of Vn. Note that the

existence of moments are ensured by the functional form of the exponential families

(e.g., see Lehmann and Casella (1998)).

Remarks. (i) When q is fixed, the MLqE is a regular M-estimator (Huber,

1981a), which converges in probability to θ∗ = θ0/q. (ii) With the explicit expres-

sion of θ∗n, one may consider correcting the bias of MLqE by using the estimator

qnθ̃n. The numerical results are not promising in this direction.

Example 3.3.1 (Exponential distribution). The surrogate parameter is θ∗n =

λ0/qn and a lengthy but straightforward calculation shows that the asymptotic

variance of the MLqE of λ0 is

σ2
n =

(
λ0

qn

)2 [
q2
n − 2qn + 2

q3
n (2− qn)3

]
→ λ2

0 (3.3.9)

as n → ∞. By Theorem 3.3.2, we conclude that n1/2σ−1
n (λ̃n − λ0/qn) converges

weakly to a standard normal distribution as n → ∞. Clearly, the asymptotic

calculation does not produce any advantage of MLqE in terms of reducing the

limiting variance. However, for an interval of qn, we have σ2
n < λ2

0 (see Section

3.4.3) and, based on our simulations, an improvement of the accuracy is achieved
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in finite sample sizes as long as 0 < qn − 1 = o(n−1/2), which ensures a proper

asymptotic normality of λ̃n. For the re-scaled estimator qnλ̂n, the expression q2
nσ

2
n

is larger than 1 unless q = 1, which suggests that qnλ̂n may be at best no better

than λ̂n.

Example 3.3.2 (Multivariate normal distribution). Consider a multivariate nor-

mal with mean vector µ and covariance matrix Σ. Two convenient matrix op-

erators in this setting are the vec(·) (vector) and vech(·) (vector-half). Namely,

vec : Rr×p 7→ Rrp stacks the columns of the argument matrix. For symmetric

matrices, vech : Sp×p 7→ Rp(p+1)/2 stacks only the unique part of each column that

lies on or below the diagonal (McCulloch, 1982). Further, for a symmetric matrix

M , define the extension matrix G as vecM = G vechM . Thus, θ0 = (µT , vechTΣ)T

and under such a parametrization, its easy to show the surrogate parameter solving

(3.3.2) is θ∗n = (µT,
√
qnvechTΣ)T, where interestingly the mean component does

not depend on qn. In fact, for symmetric distributions about the mean, it can be

shown that the distortion imposed to the model affects the spread of the distri-

bution but leaves the mean unchanged. Consequently, the MLqE is expected to

improve the estimation of Σ without much effect on µ. This will be clearly seen

in our simulation results (see Section 3.5.4). The calculation in Appendix B shows

that the asymptotic variance of the MLqE of θ0 is the block-diagonal matrix

Vn =

 (2−q)2+p

(3−2q)1+
p
2
Σ 0

0 4q2[(3−2q)2+1](2−q)4+p
[(2−q)2+1]2(3−2q)2+p/2

[GT(Σ−1 ⊗Σ−1)G]−1

 . (3.3.10)

3.4 Estimation of the tail probability

In this section, we address the problem of tail probability estimation, using the

popular plug-in procedure, where the point estimate of the unknown parameter is

substituted into the parametric function of interest. We focus on one-dimensional

case, i.e. p = 1, and derive the asymptotic distribution of the plug-in estimator

for the tail probability based on the MLq method.

Let α(x; θ) = Pθ(X ≤ x) or α(x; θ) = 1 − Pθ(X ≤ x), depending on whether

we are considering the lower tail or the upper tail of the distribution. Without
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loss of generality, we focus on the latter from now on, and assume α(x; θ) >

0 for all x (of course α(x; θ) → 0 as x → ∞). When x is fixed, under some

conditions, the familiar delta method shows that
√
n[σ

1/2
n α′(x; θ∗n)]−1[α(x; θ̃n) −

α(x; θ∗n)] converges weakly to a standard Normal distribution as n→∞. However,

in most applications a large sample size is usually demanded in order to obtain

accurate estimates of a small tail probability in terms of relative error. As a

consequence, the classical problem setup with x fixed may be inadequate, as it

ignores possible difficulty due to smallness of the tail probability in relation to the

sample size n. We consider instead a framework that better reflects the nature of

the problem.

3.4.1 Asymptotic normality of the plug-in MLq estimator

We are interested in estimating α(xn; θ0), where xn → ∞ as n → ∞. For θ∗ ∈ Θ

and δ > 0, define

β(x; θ∗; δ) = sup
θ∈Θ∩[θ∗− δ√

n
,θ∗+ δ√

n
]

∣∣∣∣ α′′(x; θ)

α′′(x; θ∗)

∣∣∣∣ , (3.4.1)

and γ(x; θ) = α′′(x; θ)/α′(x; θ).

Theorem 3.4.1. Let θ∗n be as in the previous section. Under Assumptions A.1

and A.2, if n−1/2 |γ(xn; θ∗n)| β(xn; θ∗n; δ)→ 0 for each δ > 0, then

√
n

(
α(xn; θ̃n)− α(xn; θ∗n)

)
σnα′(xn; θ∗n)

D→ N (0, 1) ,

where σn = Eθ0 [U
∗(X; θ∗n)2]/Eθ0 [∂U

∗(X; θ, qn)/∂θ|θ∗n ].

Remarks. (i) For the main requirement of the theorem on the order of the

sequence xn, it is easiest to be verified on a case by case basis. For instance, in the

case of the exponential distribution in Eq.(3.7.3), for xn > 0,

β(xn;λ∗n; δ) = sup
λ∈λ∗n± δ√

n

e−xnλx2
n

e−xnλ∗nx2
n

≤ sup
λ∈λ∗n± δ√

n

exn|λ−λ
∗
n| = e

δxn√
n .
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Moreover, γ(xn;λ∗n) = −xn. So, the condition reads n−1/2xne
δxn√
n → 0, i.e.,

n−1/2xn → 0. (ii) The plug-in estimator based on qnθ̃n has been examined as

well. With qn → 1, we did not find any significant advantage.

In the new setting we relate explicitly the amount of information available in

the sample to both the “rarity” of the event under examination and the distortion

parameter. In the next section, we will use this new framework to compare the

MLqE of the tail probability, α(xn; θ̃n), with the one based on the traditional MLE,

α(xn; θ̂n).

In many applications, the quantity of interest is quantile instead of the tail

probability. In our setting, the quantile function is defined as ρ(s; θ) = α−1(s; θ),

0 < s < 1 and θ ∈ Θ. Next, we present the analogue of Theorem 3.3.2 for the

plug-in estimator of the quantile. Define

β1(s; θ∗; δ) = sup
θ∈Θ∩[θ∗− δ√

n
,θ∗+ δ√

n
]

∣∣∣∣ ρ′′(s; θ)ρ′(s; θ∗)

∣∣∣∣ , δ > 0 (3.4.2)

and γ1(s; θ) = ρ′′(s; θ)/ρ′(s; θ).

Theorem 3.4.2. Let 0 < sn < 1 be a nonincreasing sequence such that sn ↘ 0 as

n→∞ and let θ∗n and qn be as in Theorem 3.4.1. Under Assumptions A.1 through

A.3, for every sequence sn such that n−1/2 | γ1(xn; θ∗n)| β1(x; θ∗n; δ) → 0 for each

δ > 0,

√
n

(
ρ(sn; θ̃n)− ρ(sn; θ∗n)

)
σnρ′(sn; θ∗n)

D→ N (0, 1) .

3.4.2 Relative efficiency between MLE and MLqE

In Section 3.3, we we showed that when (qn − 1)
√
n→ 0, the MLqE is asymptot-

ically as efficient as the MLE. For tail probability estimation, with xn → ∞, it is

unclear if MLqE performs efficiently.

Consider wn and vn, two estimators of a parametric function gn(θ) such that

both
√
n (wn − an) /σn and

√
n (vn − bn) /τn converge weakly to a standard Normal

distribution as n→∞ for some deterministic sequences an, bn, σn > 0 and τn > 0.
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Definition 3.4.1. Define

Λ(wn, vn) :=
(bn − gn(θ))2 + τ 2

n/n

(an − gn(θ))2 + σ2
n/n

. (3.4.3)

The bias adjusted asymptotic relative efficiency of wn with respect to vn is lim
n→∞

Λ(wn, vn),

provided that the limit exists.

It can be easily verified that the definition does not depend on the specific

choice of an, bn, σn and τn among equivalent expressions.

Corollary 3.4.3. Under the conditions of Theorem 3.4.1, when qn is chosen such

that

n1/2α(xn; θ∗n)α(xn; θ0)−1 → 1 and α′(xn; θ∗n)α′(xn; θ0)−1 → 1, (3.4.4)

then Λ(α(xn; θ̂n), α(xn; θ̃n)) = 1.

The result says that when qn is chosen sufficiently close to 1, asymptotically

speaking, the MLqE is as efficient as the MLE.

Example 3.4.1 (Continued). In this case, we have α(xn;λ) = e−λxn and α′(xn;λ) =

−xne−λxn . For sequences xn and qn such that xn/
√
n → 0 and (qn − 1)

√
n → 0,

we have that

√
n

(
e−

eλnxn − e−λ0
qn
xn
)

λ0xne
−λ0
qn
xn

D→ N (0, 1) . (3.4.5)

When qn = 1 for all n, we recover the usual plug-in estimator based on MLE. With

the asymptotic expressions given above,

Λ(α(x; λ̂n), α(x; λ̃n)) =
n

λ2
0x

2
L,n

(e−xn(λ0/qn−λ0) − 1)2 + e−2xn(λ0/qn−λ0), (3.4.6)

which is greater than 1 when qn > 1. Thus, no advantage in terms of MSE is

expected by considering qn > 1 (which introduces bias and enlarges the variance

at the same time).

Although in limits MLqE is not more efficient than MLE, MLqE can be much

better than MLE due to variance reduction as will be clearly seen in Section 3.5.
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The following calculation provides a heuristic understanding. Let rn = 1 − 1/qn.

Add and subtract 1 in (3.4.6), obtaining

nr2
nLqn

(
e−xnλ0

)2

λ2
0x

2
L,n

+ rnLqn
(
e2xnλ0

)
+ 1 < nr2

n + rn2xnλ0 + 1, (3.4.7)

where the last inequality holds as L1/qn(u) < log(u) for any u > 0 and q < 1. Next,

we impose (3.4.7) to be smaller than 1 and solve for qn, obtaining

Tn :=

(
1 +

2λ0xn
n

)−1

< qn < 1. (3.4.8)

This provides some insights on the choice of the sequence qn in accordance to

the size of the probability to be estimated. If qn approaches 1 too quickly from

below, the gain obtained in terms of variance vanishes rapidly as n becomes larger.

On the other hand, if qn converges to 1 too slowly, the bias part dominates the

variance and the MLE outperforms the MLqE. This understanding is confirmed in

our simulation study.

3.4.3 Discussion

1. For estimating θ0, when qn → 1, the asymptotic variance of MLqE is equiv-

alent to that of MLE. When qn is fixed, a non-vanishing bias is intro-

duced, but an advantage may be obtained in terms of variance reduction.

For instance, in the variance expression (3.3.9) one can easily check that

(q2 − 2q + 2)/[q5(2 − q)3] < 1 for 1 < q < 1.40069; thus, choosing the

distortion parameter in such a range gives σ2
n < λ2

0.

2. For estimating the tail probability, when qn → 1, the asymptotic variance of

MLqE can be of a smaller order than that of MLE, although there is a bias

that approaches 0. In particular:

(i) MLqE cannot be asymptotically more efficient than MLE.

(ii) MLqE is asymptotically as efficient as MLE when qn is chosen to be

close enough to 1. In the case of tail probability for the exponential
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distribution we need to choose qn such that (qn − 1)xn → 0.

(iii) For such an order of qn, although the MLqE and MLE are asymptotically

equivalent in efficiency, we conjecture that there is a higher order effect

favoring the MLqE due to variance reduction. This is supported by our

simulations results.

(iv) The best choice of the distortion parameter to minimize the mean square

error depends upon the form of the density function of interest, which

is involved in the calculation of the variance of the plug-in estimator

of the tail probability. For distributions belonging to the exponential

family, it can be shown that 0 < qn < 1. When qn ↘ 1 slowly enough

compared to |b−1(xn)|, the variance of the plug-in estimator becomes

increasingly larger than that of MLE.

3.4.4 Choice of the distortion parameter q

When applying the MLqE method, an important issue is the selection of the distor-

tion parameter q, in terms of the sample size. One possible approach to handling

this problem is to minimize the estimated asymptotic mean squared error of the

estimator when it is mathematically treatable. In the case of the exponential dis-

tribution, by Theorem 3.4.1 we have the following expression for the asymptotic

mean squared error:

MSE(q, λ0) =
(
e−

λ0
q
xn − e−λ0xn

)2

+

(
λ0

q

)2

n−1

(
q2 − 2q + 2

q3(2− q)3

)
x2
ne
−2

λ0
q
xn .

(3.4.9)

However, since λ0 is unknown, we consider

q∗ = arg min
q∈(0,1)

{
MSE(q, λ̂)

}
, (3.4.10)

where λ̂ is the MLE. This will be used in our simulation study.
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3.5 Monte Carlo results

In this section, the performance of the MLqE in finite samples is explored via

simulations. Our study includes: (i) assessment of accuracy for tail probability es-

timation and reliability of confidence intervals (ii) assessment of the performance

of MLqE for estimating multidimensional parameters, including regression set-

tings with generalized linear models. The standard MLE is used as a benchmark

throughout the study.

3.5.1 On the choice of q

Clearly, the choice of qn influences the finite sample performance of MLqE. In the

literature on applications of non-extensive entropy, although some discussions on

choosing q have been made often from physical considerations, it is unclear how

to do it from statistics perspectives. In particular, the direction of distortion (i.e.,

q > 1 or q < 1) needs to be decided. We have the following observations/thoughts.

1. For estimating the parameters in an exponential family, although |qn−1|n−1/2

guarantees the right asymptotic normality, one direction of distortion typi-

cally reduces the variance of estimation and consequently improves the MSE.

In the exponential distribution case, qn needs to be slightly greater than 1,

but for estimating the covariance matrix for multivariate normal observa-

tions, qn needs to be slightly smaller than 1. In section 3, an asymptotic

covariance matrix for the MLqE is given. For a given family, the expres-

sion can be used to find the beneficial direction of distortion. Our numerical

investigations confirm this understanding.

2. For tail probability estimation for the exponential distribution case, qn needs

to be larger than 1 for better performance, which is the opposite for estimat-

ing the parameter λ itself. Thus the optimal choice of qn (in particular to

emphasize or de-emphasize the larger density values) is not a characteristic

of the family but also depends on the parametric function to be estimated.

3. For some parametric functions, the MLqE makes little change. For the mul-

tivariate normal family, the surrogate value of the mean parameter stays
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exactly the same while the variance parameters are altered.

4. We have found that given the right distortion direction, choices of qn with

|1− qn| between 1/n and 1/
√
n usually improves – to different extents – over

the MLE.

In this section, we present both deterministic and data driven approaches on

choosing qn. First, deterministic choices are used to explore the possible advantage

of the MLqE for tail probability estimation with qn approaching to 1 fast when

x is fixed and qn approaching to 1 slowly when x increases with n. Then, the

data driven choice in Section 3.4.4 is applied. For multivariate normal and GLM

families, where estimation of the MSE or prediction error becomes analytically

cumbersome, we choose qn = 1 − 1/n, which satisfies 1 − qn = o(n−1/2) that is

needed for asymptotic normality around θ0. In all considered cases, numerical

solution of Eq. (3.2.6) is found using variable metric algorithm (e.g., Goldfarb

(1970)), where the ML solution is chosen as the starting value.

3.5.2 Mean squared error: role of the distortion parameter

q

In the first group of simulations, we compare the estimators of the true tail prob-

ability α = α(x;λ0), obtained via the MLq method and the traditional maximum

likelihood approach. Particularly, we are interested in assessing the relative per-

formance of the two estimators for different choices of the sample size by taking

the ratio between the two mean squared errors, MSE (α̂n) /MSE (α̃n). The sim-

ulations are structured as follows: (i) For any given sample size n ≥ 2, a number

B = 10000 of Monte Carlo samples X1, ..., Xn is generated from an exponential

distribution with parameter λ0 = 1. (ii) For each sample, the MLq and ML es-

timates of α, respectively α̃n,k = α(x; λ̃n,k) and α̂n,k = α(x; λ̂n,k), k = 1, ..., B,

are obtained. (iii) For each sample size n, the relative performance between the

two estimators is evaluated by the ratio R̂n = MSEMC (α̂n)/MSEMC (α̃n), where

MSEMC denotes the Monte Carlo estimates of the mean squared error. In addi-

tion, let y1 = B−1
∑B

k=1(α̂n,k−α)2 and y2 = B−1
∑B

k=1(α̃n,k−α)2 . By the central
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limit theorem, for large values of B, y = (y1, y2)′ approximately has a bi-variate

normal distribution with mean (MSE (α̂n) ,MSE (α̃n))′ and certain covariance

matrix Γ. Thus, the standard error for R̂n can be computed by the Delta Method

(Ferguson, 1996) as

se
(
R̂n

)
= B1/2

(
γ̂11

y2

− 2γ̂12
y1

y3
2

+ γ̂22
y2

1

y4
2

)1/2

where γ̂11, γ̂22 and γ̂12 denote respectively the Monte Carlo estimates for the com-

ponents of the covariance matrix Γ.

Case 1: fixed α and q. Fig. 3.1 illustrates the behavior of R̂n for several choices

of the sample size. In general, we observe that for relatively small sample sizes,

R̂n > 1 and the MLqE clearly outperforms the traditional MLE. Such a behavior is

much more accentuated for smaller values of the tail probability to be estimated. In

contrast, when the sample size is larger, the bias component plays an increasingly

relevant role and eventually we observe that R̂n < 1. This case is presented in

Fig. 3.1/(a) for values of the true tail probability α = .01, .005, .003 and a fixed

distortion parameter q = 0.5. Moreover, the results presented in Fig. 3.1/(b) show

that smaller values of the distortion parameter q accentuate the benefits attainable

in a small sample situation.

Case 2: fixed α and qn ↗ 1. In the second experimental setting, illustrated

in Fig. 3.2/(a), the tail probability α is fixed, while we let qn be a sequence such

that qn ↗ 1 and 0 < qn < 1. For illustrative purposes we choose the sequence qn

=
[
1/2 + e0.3(n−20)

]
/
[
1 + e0.3(n−20)

]
, n ≥ 2 and study Rn for different choices of

the true tail probability to be estimated. For small values of the sample size, the

chosen sequence qn converges relatively slowly to 1 and the distortion parameter

produces benefits in terms of variance. In contrast, when the sample size becomes

larger, qn adjusts quickly to one. As a consequence, for large samples the MLqE

exhibits the same behavior shown by the traditional MLE.

Case 3: αn ↘ 0 and qn ↗ 1. The last experimental setting of this subsection

examines the case where both the true tail probability and the distortion param-

eter change depending on the sample size. We consider sequences of distortion

parameters converging slowly relative to the sequence of quantiles xn. In particu-
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lar we set qn = 1− [10 log(n+ 10)]−1 and xn = n
1

2+δ . In the simulation described

in Fig. 3.2/(b) we illustrate the behavior of the estimator for δ = 0.5, 1.0 and 1.5,

confirming the theoretical findings discussed in section 3.4.
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Figure 3.1: Monte Carlo Mean Squared Error ratio computed from B = 10000
samples of size n. In (a) we use a fixed distortion parameter q = 0.5 and true
tail probability α = 0.01, 0.005, 0.003. The dashed lines represent 99% confidence
bands. In (b) we set α = 0.003 and the distortion parameters q = 0.65, 0.85, 0.95.
The dashed lines represent 90% confidence bands.

3.5.3 Asymptotic and bootstrap confidence intervals

The main objective of the simulations presented in this sub-section is twofold: (a)

to study the reliability of MLqE based confidence intervals constructed using three

commonly used methods: asymptotic normality, parametric and nonparametric

bootstraps; (b) to compare the results with those obtained using MLE. The struc-
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Figure 3.2: (a)Monte Carlo Mean Squared Error ratio computed from B = 10000
samples of size n, for different values of the true probability (α = .01, .005, .003).
The distortion parameter is computed as qn =

[
1/2 + e0.3(n−20)

]
/
[
1 + e0.3(n−20)

]
.

(b) Monte Carlo Mean Squared Error ratio computed from B = 10000 samples of

size n. We use sequences qn = 1− [10 log(n+ 10)]−1 and xn = n
1

2+δ (δ = 0.5, 1.0
and 1.5). The dashed lines represent 99% confidence bands.
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ture of simulations is similar to that of section 3.5.2, but a data-driven choice of qn

is used: (ii) For each sample, first we compute λ̂n, the MLE of λ0; we substitute λ̂n

in Eq. (3.4.9) and solve it numerically in order to obtain q∗ as described in section

3.4.4. (iii) For each sample, the MLq and ML estimates of the tail probability α are

obtained. The standard errors of the estimates are computed using three different

methods: the asymptotic formula derived in (3.4.5), nonparametric and paramet-

ric bootstrap. The number of replicates employed in bootstrap re-sampling is 500.

We then construct 95% confidence intervals accordingly and check the coverage of

the true value α.

In Table 3.1 we show the Monte Carlo means of α̂n and α̃n, their standard

deviations and the standard errors computed with the three methods described

above. In addition, we report the Monte Carlo average of the estimates of optimal

distortion parameter q∗. When q∗ = 1, the results refer to the MLE case. Not

surprisingly, q∗ approaches 1 as the sample size increases. When the sample size is

small, the MLqE has a smaller standard deviation and better performance. When

n is larger, the advantage of MLqE diminishes. As far as the standard errors are

concerned, the asymptotic method and the parametric bootstrap seem to provide

values somewhat closer to the Monte Carlo standard deviation for the considered

sample sizes.

In Table 3.2 we compare the accuracy of 95% confidence intervals and report

the relative length of the intervals for MLqE over those for MLE. Although the

coverage probability for MLqE is slightly smaller than that of MLE (in the order of

1%), we observe a substantial reduction in the interval length for all the considered

cases. The most evident benefits occur when the sample size is small. Furthermore,

note that, in general, the intervals computed via parametric bootstrap outperform

the other two methods in terms of coverage and length.

3.5.4 Multivariate normal distribution

In this subsection, we evaluate the MLq methodology for estimating the mean and

covariance of a multivariate normal distribution. We generate B = 10000 samples

from a multivariate normal Np(µ,Σ), where µ is the p-dimensional unknown mean
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n q∗ Estimate St.Dev. seasy seboot sepboot

15 .939 .009489 .010975 .010472 .011923 .010241
1.000 .013464 .014830 .013313 .013672 .015090

25 .959 .009693 .008417 .008470 .009134 .008298
1.000 .012108 .010517 .009919 .010227 .010950

50 .977 .010108 .006261 .006326 .006575 .006249
1.000 .011385 .007354 .006894 .007083 .007318

100 .988 .010158 .004480 .004568 .004680 .004549
1.000 .010789 .004908 .004778 .004880 .004943

500 .998 .010006 .002014 .002052 .002061 .002050
1.000 .010122 .002055 .002070 .002073 .002087

Table 3.1: MC means and standard deviations of estimators of α, along with the
MC mean of the standard error computed using: (i) asymptotic normality, (ii)
bootstrap and (iii) parametric bootstrap. The true tail probability is α = .01 and
q = 1 corresponds to the MLE.

vector and Σ is the unknown (p×p) covariance matrix. In our simulation, the true

mean is µ = 0 and the ij-th element of Σ is ρ|i−j|, where −1 < ρ < 1. To gauge

performance for the mean we employed the usual L2-norm. For the covariance

matrix, we considered the loss function

∆(Σ, Σ̂q) = tr(Σ−1Σ̂q − I)2, (3.5.1)

where Σ̂q represents the MLq estimate of Σ with q = 1− 1/n. Note that the loss

is 0 when Σ = Σ̂q and is positive otherwise. Moreover, the loss is invariant to the

transformations AΣAT and AΣ̂qA
T for a nonsingular matrix A. The use of such a

loss function is common in literature (e.g., Huang et al. (2006)).

In Table 3.3, we show simulation results for moderate or small sample sizes rang-

ing from 10 to 100 for various dimensions of the covariance matrix Σ. The entries
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Asympt. Boot. Par.Boot.
n q∗ Coverage(%) RL Coverage(%) RL Coverage(%) RL

15 .939 79.2 0.787 89.1 0.865 92.9 0.657
1.000 80.9 88.4 92.5

25 .958 83.4 0.854 91.8 0.890 93.6 0.733
1.000 84.3 90.8 94.2

50 .977 87.1 0.918 92.3 0.928 93.9 0.824
1.000 88.4 91.6 93.4

100 .988 91.1 0.956 93.3 0.960 94.7 0.889
1.000 92.2 92.9 94.3

500 .998 94.5 0.991 95.0 0.995 95.2 0.962
1.000 94.7 94.6 94.8

Table 3.2: MC coverage rate of 95% confidence intervals for α, computed using
(i) asymptotic normality, (ii) boostrap and (iii) parametric bootstrap. RL is the
length of the intervals of MLqE over that of MLE. The true tail probability is
α = .01 and q = 1 corresponds to the MLE.

in the table represent the Monte Carlo estimates of the ratio ∆(Σ, Σ̂1)/∆(Σ, Σ̂q),

where Σ̂1 is the usual ML estimate multiplied by the correction factor n/(n− 1).

The standard error of the ratio is computed via the Delta method. Clearly, the

MLqE performs well for smaller sample sizes. Interestingly, the squared error for

the MLqE reduces dramatically compared to that of the MLE as the dimension

increases. Remarkably, when p = 8 the gain in accuracy persists even for larger

sample sizes, ranging from about 22% to 84%. We tried various structures of Σ

and obtained performances comparable to the ones presented. For µ we found that

MLqE performs nearly identically to MLE for all choices of p and n, which is not

surprising given the findings in Section 3.2.3. For brevity we omit the results on

µ.
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n p = 1 2 4 8
10 1.225(0.018) 1.298(0.019) 1.740(0.029) 1.804(0.022)
15 1.147(0.014) 1.249(0.017) 1.506(0.021) 1.840(0.026)
25 1.083(0.011) 1.153(0.012) 1.313(0.016) 1.562(0.020)
50 1.041(0.007) 1.052(0.007) 1.199(0.011) 1.377(0.015)

100 1.018(0.005) 1.033(0.005) 1.051(0.006) 1.222(0.011)

Table 3.3: Monte Carlo mean of ∆(Σ, Σ̂1) over that of ∆(Σ, Σ̂q) with standard
error in parenthesis.

3.5.5 Generalized linear models

Our methodology can be promptly extended to the popular framework of the

generalized linear models. Consider the regression setting where each outcome

of the dependent variables, Y , is drawn from a distribution in the exponential

family. The mean η of the distribution is assumed to depend on the independent

variables, X, through E(Y |X) = η = g−1(XTβ), where X is the design matrix,

β is a p-dimensional vector of unknown parameters and g is the link function.

In our simulations, we consider two notable instances: (i) Y from an exponential

distribution with link function exp(−xTβ) = η; (ii) Y from a Bernoulli distribution

with link function xTβ = log (η/(1− η)). The first case is useful as it represents

the exponential regression model, which is a basic setup for time-to-event analysis.

The latter is the popular logistic regression model.

We initialize the simulations by generating design points randomly drawn from

the unit hypercube [−1, 1]p. The entries of the true vector of coefficients β are

assigned by sampling p points at random in the interval [−1, 1], obtaining values

β = (−.57, 0.94, 0.16,−.72, 0.68, .92, .80, .04, .64, .34, .38, .47). The values of X and

β are kept fixed during the simulations. Then, 1000 Monte Carlo samples of Y |X
are generated according to the two models described above and for each sample

MLq and ML estimates are computed. The prediction error based on independent

out-of-sample observations is:

PEq =
1

103

103∑
j=1

(
Y test
j − η(Xtest

j β̂q,n)
)2

, (3.5.2)
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where β̂q,n is the MLqE of β. In Table 3.4 we present the prediction error for

various choices of n and p. For both models, the MLqE outperforms the classic

MLE for all considered cases. The benefits from MLqE can be remarkable also

when the dimension of the parameter space is larger. This is particularly evident

in the case of the exponential regression, where the prediction error of MLE at

least twice that of MLqE. In one case, when n = 25 and p = 12, the MLqE is

about nine times more accurate. This is mainly due to MLqE’s stabilization of

the variance component, which for the MLE tends to be large quickly when n is

very small compared to p. Although for the logistic regression we observe a similar

behavior, the gain in high dimension becomes more evident for larger n.

p n = 25 50 100 250
Exp. Regression

2 2.549(.003) 2.410(.002) 2.500(.003) 2.534(.003)
4 2.469(.002) 2.392(.002) 2.543(.002) 2.493(.002)
8 4.262(.012) 2.941(.004) 3.547(.006) 3.582(.006)
12 9.295(.120) 3.644(.008) 3.322(.005) 5.259(.027)

Logistic. Regression
2 1.156(.006) 1.329(.006) 1.205(.003) 1.385(.003)
4 1.484(.022) 1.141(.003) 1.502(.007) 1.353(.003)
8 1.178(.008) 1.132(.003) 1.290(.004) 1.300(.002)
12 1.086(.005) 1.141(.003) 1.227(.003) 1.329(.002)

Table 3.4: Monte Carlo mean of PE1 over that of PEq for exponential and logistic
regression with standard error in parenthesis.

3.6 Concluding remarks

In this work we have introduced the MLqE, a new parametric estimator inspired

by a class of generalized information measures that have been successfully used in

several scientific disciplines. The MLqE may also be viewed as a natural extension

of the classical MLE: it can preserve the large sample properties of the MLE, while

– by means of a distortion parameter q – allowing modification of the trade-off

between bias and variance in small or moderate sample situations.
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We emphasized both from theoretical and empirical standpoints the meaning

of the link between q and the sample size. The Monte Carlo simulations support

that when the sample size is small or moderate relative to the tail probability to

be estimated, the MLqE successfully trades bias for variance, obtaining an overall

reduction of the mean squared error, sometimes very dramatically. Simulations also

show that for estimating covariance matrix of multivariate normal distribution and

GLM models, the MLq method can substantially improve accuracy. More research

on the practical choices of q and their theoretical properties, as well as high order

performance comparison between MLqE and MLE, will be valuable.
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Proofs of results from Chapter 3

In all of the following proofs we denote ψn(θ) := n−1
∑n

i=1∇θLqn (f(Xi; θ)). Since

f(x; θ) = eθb(x)−A(θ), we have

ψn(θ) =
1

n

n∑
i=1

e(1−qn)(θb(Xi)−A(θ)) (b(Xi)−D(θ)) . (3.6.1)

The MLq equation sets ψn(θ) = 0 and solve for θ. Define ϕ(x, θ) := θTb(x)−A(θ),

and thus f(x; θ) = eϕ(x,θ). When clear from the context, ϕ(x, θ) is denoted by ϕ.

3.7 Proof of Theorem 3.3.1

Define ψ(θ) := Eθ0∇θ log (f(X; θ)). Since f has the form in (3.3.1), we can write

ψ(θ) = Eθ0 [b(X)−D(θ)]. We want to show uniform convergence of ψn(θ) to ψ(θ)

for all θ ∈ Θ in probability, i.e.

sup
θ∈Θ

∣∣∣∣∣
∣∣∣∣∣ 1n

n∑
i=1

(
e(1−qn)(θTb(Xi)−A(θ)) − 1

)
(b(Xi)−D(θ))

∣∣∣∣∣
∣∣∣∣∣
1

p→ 0, (3.7.1)

where || · ||1 denotes the `1-norm. Let s(Xi; θ) := e(1−qn)(θTb(Xi)−A(θ)) − 1 and

t(Xi; θ) := b(Xi)−D(θ). By the Cauchy-Schwartz inequality, the left hand side of

Eq. (3.7.1) can be bounded as follows:

|LHS| ≤ sup
θ∈Θ

{∑p
j=1

√
1

n

∑n
i=1 s(Xi; θ)2

√
1

n

∑n
i=1 tj(Xi; θ)2,

}
. (3.7.2)
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where tj denotes the jth element of the vector t(Xi; θ). It follows that for (3.7.1), it

sufficies to show n−1
∑

i supθ s(Xi; θ)
2 p→ 0 and n−1

∑
i supθ tj(Xi; θ)

2 is bounded in

probability. Since Θ is compact, supθ |D(θ)| ≤ (c
(1)
1 , c

(1)
2 , . . . , c

(1)
p ) for some positive

constants c
(1)
j <∞, j = 1, . . . , p and we have

1

n

n∑
i=1

sup
θ∈Θ

tj(Xi; θ)
2 ≤ 2

n

n∑
i=1

bj(Xi)
2 + 2

(
c

(1)
j

)2

, (3.7.3)

where the last inequality from the basic fact that (a− b)2 ≤ 2a2 + 2b2 (a, b ∈ R).

The last expression in (3.7.3) is bounded in probability by some constant and

Eθ0bj(X)2 <∞ for all j = 1, . . . , p. Next, note that

sup
θ∈Θ

1

n

n∑
i=1

s(Xi; θ)
2 ≤ 1

n

n∑
i=1

sup
θ∈Θ

e2(1−qn)(θTb(Xi)−A(θ)) − 2

n

n∑
i=1

inf
θ∈Θ

e(1−qn)(θTb(Xi)−A(θ)) + 1.

Thus, to show n−1
∑

i supθ s(Xi; θ)
2 p→ 0, it sufficies to obtain n−1

∑
i supθ e

2(1−qn)ϕ(θ)−
1

p→ 0 and n−1
∑

i infθ e
(1−qn)ϕ(θ) − 1

p→ 0. Actually, since Θ is compact and

supθ e
−A(θ) < c(2) for some c(2) <∞,

1

n

n∑
i=1

sup
θ∈Θ

e2(1−qn)(θTb(Xi)−A(θ)) ≤ 1

n

n∑
i=1

e2|1−qn|(| log c(2)|+θ(∗)T|b(Xi)|), (3.7.4)

where θ
(∗)
j = max

{
|θ(∗)
j,0 |, |θ

(∗)
j,1 |
}

, j = 1, . . . , p, and (θ
(∗)
j,0 , θ

(∗)
j,1 ) represent elementwise

boundary points of θj. For r = 1, 2

Eθ0

[
e2|1−qn|(| log c(2)|+θ(∗)T|b(X)|)

]r
(3.7.5)

= e2r|1−qn|| log c(2)|−A(θ0)

∫
e[2r|1−qn|sign{b(x)}θ(∗)+θ0]Tb(x)dµ(x). (3.7.6)
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We decompose Ω into 2p subsets in terms of the sign of the elements of b(x). That

is, Ω =
⋃2p

k=1Bk, where

B1 = {x ∈ Ω : b1(x) ≥ 0, b2(x) ≥ 0, . . . , bp−1(x) ≥ 0, bp(x) ≥ 0}

B2 = {x ∈ Ω : b1(x) ≥ 0, b2(x) ≥ 0, . . . , bp−1(x) ≥ 0, bp(x) < 0}

B3 = {x ∈ Ω : b1(x) ≥ 0, b2(x) ≥ 0, . . . , bp−1(x) < 0, bp(x) ≥ 0}

(3.7.7)

and so on. Note that sign {b(x)} stays the same for each Bi, i = 1, . . . , 2p. Also

because θ0 is an interior point, when |1−qn| is small enough, the integral in (3.7.6)

on Bi is finite and by Dominated Convergence Theorem,∫
Bk

e[2r|1−qn|sign{b(x)}θ(∗)+θ0]Tb(x)dµ(x)
n→∞→

∫
Bk

eθ
T
0b(x)dµ(x). (3.7.8)

Consequently,∫
e[2r|1−qn|sign{b(x)}θ(∗)+θ0]Tb(x)dµ(x)

n→∞→
∫
eθ

T
0b(x)−A(θ0)dµ(x) = 1. (3.7.9)

It follows that the mean and the variance of supθ e
2(1−qn)[θTb(X)−A(θ)] converge to

1 and 0, respectively, as n → ∞. Therefore, a straightforward application of

Chebychev’s inequality gives

1

n

n∑
i=1

sup
θ∈Θ

e2(1−qn)[θTb(Xi)−A(θ)] p→ 1, n→∞. (3.7.10)

An analogous argument shows that

1

n

n∑
i=1

inf
θ∈Θ

e(1−qn)[θTb(Xi)−A(θ)] p→ 1, n→∞. (3.7.11)

Therefore, we have established n−1
∑

i supθ s(Xi; θ)
2 p→ 0. Hence, (3.7.1) holds.

By applying lemma 5.9, p.46 Van der Vaart (1998), we know that with probability

converging to 1, the solution of the MLq equations is unique and it maximizes the
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MLqE.

3.8 Proof of Theorem 3.3.2

By Taylor’s theorem, there exist a random point θ̃, in the line segment between θ∗n

and θ̃n, such that with probability converging to one we have

0 = ψn

(
X; θ̃n

)
= ψn (X; θ∗n) + ψ̇n (X; θ∗n) (θ̃n − θ∗n) +

1

2
(θ̃n − θ∗n)Tψ̈n(X; θ̃)(θ̃n − θ∗n), (3.8.1)

where ψ̇n is a p×p matrix of first-order derivatives and, similarly to van der Vaart

Van der Vaart (1998) p.68, ψ̈n denotes a p-vector of (p × p) matrices of second-

order derivatives, respectively; X denotes the data vector. We can rewrite the

above expression as

−
√
n ψ̇(θ∗n)−1ψn (X; θ∗n) = ψ̇(θ∗n)−1ψ̇n (X; θ∗n)

√
n
(
θ̃n − θ∗n

)
(3.8.2)

+ ψ̇(θ∗n)−1

√
n

2
(θ̃n − θ∗n)ψ̈n(X; θ̃)(θ̃n − θ∗n), (3.8.3)

where ψ̇(θ) = Eθ0∇2
θLqnf(X; θ). Note that,

ψ̇(θ) = Eθ0e
(1−qn)ϕ(θ)

[
(1− qn)∇θϕ(θ)T∇θϕ(θ)−∇2

θθϕ(θ)
]

(3.8.4)

= K1,nEµ1,n

[
(1− qn)∇θϕ(θ)T∇θϕ(θ)−∇2

θθϕ(θ)
]

(3.8.5)
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where µk,n = k(1 − qn)θ + θ0 and Kk,n = eA(µn,k)−A(θ0). For k, l ∈ {1, . . . , p}, we

have

{
Eµn,1∇θϕ(θ)T∇θϕ(θ)

}
kl

=Eµn,1 [(bk(X)−mk(θ)) (bl(X)−ml(θ))] (3.8.6)

=Eµn,1 [(bk(X)−mk(µn,1) +mk(µn,1)−mk(θ)) (3.8.7)

× (bl(X)−ml(µn,1) +ml(µn,1)−ml(θ))] (3.8.8)

=Eµn,1 [(bk(X)−mk(µn,1)) (bl(X)−ml(µn,1))] (3.8.9)

+ [(mk(µn,1)−mk(θ)) (ml(µn,1)−ml(θ))] , (3.8.10)

where the first summand is the kl-th element of the covariance matrix −D(θ)

evaluated at µn,1. Since Θ is compact,
{
ψ̇(θ)

}
kl
≤ C∗kl < ∞, for some constants

C∗kl, k, l ∈ {1, . . . , p}. We take the following steps to derive asymptotic normality.

Step 1. We first show that the left hand side of (3.8.3) converges in dis-

tribution. Define the vector Zn,i := ∇θLqnf(Xi, θ
∗
n) − Eθ0∇θLqnf(Xi, θ

∗
n) in Rp.

Consider an arbitrary vector a ∈ Rp and let Wn,i := aTZn,i and W n = n−1
∑

iWn,i.

Since Wn,i (1 ≤ i ≤ n) form a triangular array where Wn,i are rowwise i.i.d, we

check the Lyapunov condition. In our case, the condition reads

n−1/3
(
EW 2

n,1

)−1 (
E
[
W 3
n,1

])2/3 → 0, as n→∞. (3.8.11)

Next, denote µn,k = θ0 + k(1− qn)θ∗n. One can see that

(
E
[
W 3
n,1

])1/3
= Kn

Eµn,3
[

p∑
j=1

aj (bj(X)−mj(θ
∗
n))

]3
2/3

where Kn = exp
{
−2

3
A(θ0)− 2(1− qn)A(θ∗n) + 2

3
A(µn,3)

}
and Kn → 1 as n→∞.

Since θ0 is an interior point in Θ (compact) the above quantity is uniformly upper

bounded in n by some finite constant. Next, consider

E
[
W 2
n,1

]
= E

[
aTZn,1Z

T
n,1

]
= aTE

[
Zn,1Z

T
n,1

]
a

A calculation similar to that in (3.8.10) for the matrix Zn,1Z
T
n,1 shows that the
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above quantity satisfies

aT[−D(µn,2) +Mn]a→ −aTD(θ0)a > 0, n→∞, (3.8.12)

where the kl-th element of Mn is

{Mn}kl = (mk(µn,2)−mk(θ
∗
n)) (ml(µn,2)−ml(θ

∗
n)) (3.8.13)

and µn,2 → θ0 and θ∗n → θ0, as n → ∞. This shows that condition (3.8.11) holds

and
√
n (E

[
W 2
n,1

]
)−1/2aTW n

D→ N1(0, 1). Hence, by the Cramer-Wold device (e.g.

see Van der Vaart (1998)), we have

√
n
[
EZn,1Z

T
n,1

]−1/2
W n

D→ Np(0, Ip). (3.8.14)

Step 2. Next, we want to convergence in probability of ψ̇ (θ∗n)−1 ψ̇n (X, θ∗n) to

Ip. For k, l ∈ {1, . . . , p}, Given ε > 0, we have

Pθ0

(∣∣∣{ψ̇n (X, θ∗n)
}
kl
−
{
ψ̇ (θ∗n)

}
kl

∣∣∣ > ε
)
≤ n−1ε−2Eθ0

[
∂2

∂θkθl
Lqn (f (X; θ))

∣∣∣∣
θ∗n

]2

(3.8.15)

by the i.i.d. assumption and Chebychev’s inequality. When |1 − qn| ≤ 1, the

expectation in (3.8.15) is

Eθ0
[
e2(1−qn)ϕ(θ∗n)[(1− qn)(bk(X)−mk(θ

∗
n))(bl(X)−ml(θ

∗
n)) +D(θ∗n)2]

]2
≤ 2Eµn,2

[
((bk(X)−mk(θ

∗
n)(bl(X)−m(θ∗n))2 +D(θ∗n)4

]
× exp {−A(θ0)− 2(1− qn)A(θ∗n) + A(µn,2)}

where the inequality passage follows from the triangle inequality and the fact that

qn ≤ 1. Since Θ is compact and the existence of fourth moments is ensured for

exponential families, the above quantity is upper bounded by some finite constant.

Therefore, the right hand side of (3.8.15) is upper bounded by a constant that

converges to zero as n → ∞. Since convergence in probability holds for each
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k, l ∈ {1, . . . , p} and p <∞, we have that the matrix difference |ψ̇n (X, θ∗n)−ψ̇ (θ∗n) |
converges in probability to the zero matrix. From the calculation carried out in

(3.8.4), one can see that ψ̇ (θ∗n) is a deterministic sequence such that ψ̇ (θ∗n) →
ψ̇ (θ0) = −∇2

θA(θ0), as n→∞. Thus, we have

|ψ̇n(X; θ∗n)− ψ̇(θ0)| ≤ |ψ̇n(X; θ∗n)− ψ̇(θ∗n)|+ |ψ̇(θ∗n)− ψ̇(θ∗0)| p→ 0 (3.8.16)

as n→∞. Therefore, ψ̇ (θ∗n)−1 ψ̇n (X, θ∗n)
p→ Ip.

Step 3. Here, we show that the second on the right hand side of (3.8.3) is

neglegible. Let g(X; θ) be an element of the array ψ̈n (X, θ) of dimension p× p× p.
For some fixed θ in the line segment between θ̃ and θ∗n, we have that

|g(X; θ̃)− g(X; θ∗n)| = |∇θg(X, θ)T| |θ̃ − θ∗n| ≤ sup
θ∈Θ
|∇θg(X, θ)| |θ̃ − θ∗n|. (3.8.17)

A calculation shows that the h-th element of the gradient vector in the expression

above is

{∇θg(X, θ)}h = n−1

n∑
i=1

e(1−qn)ϕ(θ)
[
(1− qn)3ϕ(θ)(1) + (1− qn)2ϕ(θ)(2)

+ (1− qn)ϕ(θ)(3) + ϕ(θ)(4)
]
, (3.8.18)

for h ∈ {1, . . . , p}, where ϕ(k) denotes the product of the partial derivatives of

order k taken with respect to the parameter θ. As shown before in the proof

of Theorem 3.3.1, supθ e
(1−qn)ϕ(Xi,θ) has finite expectation when |1 − qn| is small

enough. Thus, by Markov’s inequality, supθ |g′(X, θ)|is bounded in probability. In

addition, recall that that the deteriministic sequence ψ̇(θ∗n) converges to a constant.

Hence, ψ̇ (θ∗n)−1 ψ̈n

(
X; θ̃0

)
is bounded in probability.

Since the third term in the expansion (3.8.3) is of higher order than the second

term, by combining steps 1, 2 and 3 and applying Slutsky’s Lemma we obtain

the desired asymptotic normality result. Note that when qn converges to 1 slowly

enough so that θ∗n − θ0 is of a larger order than n−1/2, then clearly
√
n(θ̃n − θ0)

does not converge in distribution. Therefore, a necessary and sufficient condition

for asymptotic normality of MLqE around θ0 is
√
n(qn − 1)→ 0.
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3.9 Proof of Theorem 3.4.1

From the second order Taylor expansion of α(xn; θ̃n) about θ∗n one can obtain

√
n

(
α(xn; θ̃n)− α(xn; θ∗n)

)
σnα′(xn; θ∗n)

=
√
n

(θ̃n − θ∗n)

σn
+

1

2σn

α′′(xn; θ̃)

α′(xn; θ∗n)

√
n(θ̃n − θ∗n)2

=
√
n

(θ̃n − θ∗n)

σn
+

1

2σn

α′′(xn; θ∗n)

α′(xn; θ∗n)

α′′(xn; θ̃)

α′′(xn; θ∗n)

√
n(θ̃n − θ∗n)2, (3.9.1)

where θ̃ is a value between θ̃n and θ∗n. We need to show that the second term in

(3.9.1) converges to zero in probability, i.e.,

α′′(xn; θ∗n)

α′(xn; θ∗n)

α′′(xn; θ̃)

α′′(xn; θ∗n)

σn√
n

n(θ̃n − θ∗n)2

σ2
n

p→ 0. (3.9.2)

Since
√
n(θ̃n − θ∗n)/σn

D→ N(0, 1) and σn is upper bounded, we need

α′′(xn; θ∗n)

α′(xn; θ∗n)
√
n

α′′(xn; θ̃)

α′′(xn; θ∗n)

p→ 0. (3.9.3)

This holds under the assumptions of the theorem. This completes the proof of the

theorem.

3.10 Proof of Theorem 3.4.2

The rationale presented here is analogous to that of Theorem 3.4.1. From the

second order Taylor expansion of ρ(θ̃n, s) about θ∗n one can obtain

√
n
ρ(sn; θ̃n)− ρ(sn; θ∗n)

σnρ′(sn; θ∗n)
=
√
n

(θ̃n − θ∗n)

σn
+

1

2σn

ρ′′(sn; ¯̄θ)

ρ′(sn; θ∗n)

√
n(θ̃n − θ∗n)2. (3.10.1)

where ¯̄θ is a value between θ̃n and θ∗n. The assumptions combined with Theorem

3.3.2 imply that the second term in Eq.(3.10.1) converges to 0 in probability.
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Hence, the central limit theorem follows from Slutsky’s Lemma.

3.11 Asymptotic distribution of the MLqE: ex-

ponential distribution

First, consider the equation

0 =
∂

∂λ

∫ ∞
0

Lq (f(x;λ)) f(x;λ0)dx

= λ−q
∫ ∞

0

(1− λx)e−[λ(1−q)+λ0]xdx

= λ−qλ0

[
1

λ(1− q) + λ0

− λ

(λ(1− q) + λ0)2

]
and the solution of the the above equation can be easily computed as λ∗ = λ0/q.

Next consider,

Eλ0

[
∂

∂λ
Lqf(x;λ)

]2

= λ0λ
−2q

∫ ∞
0

(1− 2λx+ λ2x2)e−[2λ(1−q)+λ0]xdx

Computing the integrals and setting λ = λ∗ gives

Eλ0

[
f ′(x;λ∗)

f(x;λ∗)q

]2

= λ0

(
λ0

q

)−2q
[

1

λ0(2
q
− 1)

− 2(λ0/q)

λ2
0(2
q
− 1)2

+
2(λ0/q)

2

λ3
0(2
q
− 1)3

]

= q

(
λ0

q

)−2q [
q2 − 2q + 2

(2− q)3

]
.
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Next compute

Eλ0

[
∂

∂λ

f ′(x;λ)

f(x;λ)q

]
= λ0λ

−q ∂

∂λ

[∫ ∞
0

(1− λx)e−[λ(1−q)+λ0]xdx

]
=

∂

∂λ

[
λ0λ

−q

λ(1− q) + λ0

− λ1−qλ0

[λ(1− q) + λ0]2

]
= 2λ0 (1− q) λ1−q

(λ0 + λ (1− q))3 − 2
λ0

λq
1− q

(λ0 + λ (1− q))2

− q λ0

λq+1 (λ0 + λ (1− q))
.

Substituting for λ = λ∗ in the above expression and reorganizing gives:

Eλ0

[
∂

∂λ

f ′(x;λ)

f(x;λ)q

∣∣∣∣
λ=λ∗

]
= − q3

λ0 (λ0/q)
q .

Finally, an asymptotic variance is obtained as

σ2(λ∗) =

Eλ0

[
f ′(x;λ∗)

f(x;λ∗)q

]2

(
Eλ0

∂
∂λ

f ′(x;λ)
f(x;λ)q

∣∣∣
λ=λ∗

)2 =

(
λ0

qn

)2 [
q2 − 2q + 2

q3 (2− q)3

]
.

3.12 Asymptotic distribution of the MLqE: mul-

tivariate normal

Two matrix operators used in this calculation are the vec(·) (vector) and vech(·)
(vector-half). Namely, vec : Rr×p 7→ Rrp stacks the columns of the argument

matrix. For symmetric matrices, vech : Sp×p 7→ Rp(p+1)/2 extracts the unique

elements (it stacks only the unique part of each column that lies on or below the

diagonal) (e.g., see McCulloch (1982)). Furthermore let G be the unique matrix

such that vecD = GvechD, where D ∈ Sp×p is a symmetric matrix. Usually, G is

called the “extension matrix”. The log-likelihood function of a multivariate normal
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is

`(θ) = log f(x; µ,Σ) = −p
2

(2π)− 1

2
log |Σ| − 1

2
(x− µ)TΣ(x− µ). (3.12.1)

Recall that the surrogate parameter is θ∗ = (µT, q vechTΣ)T. The asymptotic

variance is computed as V = J−1(θ∗)K(θ∗)J−1(θ∗), where

K(θ∗) = Eθ0 [f(x; θ∗)2(1−q)U(x; θ∗)TU(x; θ∗)] (3.12.2)

= c2E
(2)[U(x; θ∗)TU(x; θ∗)], (3.12.3)

and

J(θ∗) = −qEθ0 [f(x; θ∗)1−qU(x; θ∗)TU(x; θ∗)] (3.12.4)

= −qc1E
(1)[U(x; θ∗)TU(x; θ∗)], (3.12.5)

where E(r) denotes expectation taken with respect to a Normal with mean µ and

covariance matrix [r(1− q) + 1]−1 Σ, r = 1, 2 and the normalizing constant cr is:

cr := Eθ0 [f(x; θ∗)r(1−q)] =

∫
e−

r(1−q)+1
2

(x−µ)TΣ−1(x−µ)dx

(2π)rp(1−q)/2|q Σ|r(1−q)/2(2π)1/2|Σ|1/2
(3.12.6)

=
(r(1− q) + 1)−p/2

(2πqp|Σ|)r(1−q)/2
. (3.12.7)

Note that K and J can be partitioned into block form

K =

[
K11 K12

K21 K22

]
, J =

[
J11 J12

J21 J22

]
, (3.12.8)

where K11 and J11 depend on second-order derivatives of U with respect to µ,

K22 and J22 depend on second-order derivatives with respect to vechΣ. The off-

diagonal matrices K12, K21 depend on mixed derivatives of U with respect µ and

vechTΣ. Since the mixed moments of order three are zero, one can check that

K21 = KT
12 = 0. Consequently, only the calculation of K11, K22, J11 and J22 is
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required and the expression of the asymptotic variance is given by

V =

[
V11 0

0 V22

]
:=

[
J−1

11 K11J
−1
11 0

0 J−1
22 K22J

−1
22

]
. (3.12.9)

Next, we compute the entries of K and J using the approach employed by

McCulloch McCulloch (1982) for the usual log-likelihood function. First, we use

standard matrix differentiation to compute K11 and J11,

K11 = c2E
(2)
[
(qΣ)−1(x− µ)T(x− µ)(qΣ)−1

]
(3.12.10)

= c2q
−2 [2(1− q) + 1]−1 Σ−1 (3.12.11)

and similarly one can obtain J11 = −c1q
−1 [(1− q) + 1]−1 Σ−1. Some straightfor-

ward algebra gives

V11 = J−1
11 K11J

−1
11 =

(2− q)2+p

(3− 2q)1+ p
2

Σ. (3.12.12)

Next, we compute V22. Let z := Σ−1/2(x − µ) using the following relationship

derived by McCulloch McCulloch (1982), p.682:

E[∇vechΣ`(θ)]
T[∇vechΣ`(θ)] = 1/4 GT(Σ−1/2 ⊗Σ−1/2)(E[(z⊗ z)(zT ⊗ zT)]

− vecIpvecTIp)(Σ
−1/2 ⊗Σ−1/2)G. (3.12.13)

Moreover, a result by Magnus and Neudecker Magnus and Neudecker (1979), p

388, shows

E[(z⊗ z)(zT ⊗ zT)] = Ip +Kp,p + vecIpvecTIp (3.12.14)

where Kp,p denotes the commutation matrix (see Magnus and Neudecker Magnus

and Neudecker (1979)). To compute K22 and J22, we need to evaluate (3.12.13)

at θ∗ = (µT, q vechTΣ)T, replacing the expectation operator with crE
(r)[·]. In
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particular,

{
E(r)[(z⊗ z)(zT ⊗ zT)]θ∗ − vecIpvecTIp

}
G (3.12.15)

= (r(1− q) + 1)−2 {Ip +Kp,p}G (3.12.16)

= 2(r(1− q) + 1)−2G, (3.12.17)

where the last equality follows from the fact that Kp,pG = G. Therefore,

K22 = 1/(4q2)c2 G
T(Σ−1/2 ⊗Σ−1/2)(E[(z⊗ z)(zT ⊗ zT)] (3.12.18)

− vecIpvecTIp)(Σ
−1/2 ⊗Σ−1/2)G (3.12.19)

= 1/(4q2)c2[(r(1− q) + 1)−2 + 1]GT(Σ−1 ⊗Σ−1)G (3.12.20)

= 1/(4q2)
[(2(1− q) + 1)−2 + 1] (3− 2q)−p/2

4 (2πqp|Σ|)2−q GT(Σ−1 ⊗Σ−1)G. (3.12.21)

A similar calculation gives

J22 = 1/(4q2)
[(2− q)−2 + 1] (2− q)−p/2

(2πqp|Σ|)(2−q)/2 GT(Σ−1 ⊗Σ−1)G. (3.12.22)

Finally, we assemble (3.12.21) and (3.12.22) obtaining

V22 = J−1
22 K22J

−1
22 =

4q2[(3− 2q)2 + 1](2− q)4+p

[(2− q)2 + 1]2(3− 2q)2+p/2
[GT(Σ−1 ⊗Σ−1)G]−1. (3.12.23)
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Chapter 4

Information, divergences and

likelihood

In parametric and nonparametric density estimation, one popular approach is to

minimize some appropriate data-based divergence between an assumed model and

the true model underlying the data. The resulting estimators are generally called

minimum divergence estimators. In this chapter, a survey of some notable represen-

tatives of this class of methods is presented. The goal is to overview both the moti-

vating rationale as well as some of their common features and strength. In Section

4.1, we consider the maximum likelihood estimator (MLE) and the weighted like-

lihood estimator (WLE), emphasizing their relationship with the Kullback-Leibler

(KL) divergence. In Section 4.2, minimum disparity procedures are discussed,

which include minimization of KL divergence, Hellinger distance and Chi-square

divergence as special cases. In Section 4.3, estimators based on minimization of

`2-norm and the minimum density power divergence estimator (MDPDE) are de-

scribed. The latter includes the KL divergence and the `2-norm as special instances.

A discussion and final remarks are provided in Section 4.4.
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4.1 KL divergence and likelihood principle

4.1.1 Akaike’s observation

In 1973, Akaike (1973) proposed a new approach to measure the goodness of fit

of an estimated statistical model under the name of “an information criterion”.

His ideas, grounded in the information-theoretical concept of relative entropy, or

Kullback-Leibler divergence (Kullback and Leibler, 1951; Kullback, 1959), had

heavy consequences on statistical inference and influenced the way of thinking

about model selection for the years to come. His paper New Look at Statistical-

Model Identification (Akaike, 1974) is one of the most cited works among statis-

ticians and practitioners and currently counts more than 5400 citations in the

Science Citation Index.

Provided a random sample X = (X1, . . . , Xn) from a parametric distribution

with density f(x; θ0), θ0 ∈ Θ ⊆ Rp, Akaike pointed out the relationship between the

usual inferential task of maximizing the log-likelihood function
∑

i log {f(Xi; θ)}
and the minimization of relative entropy or KL divergence. In many circumstances,

the statistician wishes to compare a general target density f(x; θ) with the “true”

density f(x; θ0). The comparison can be performed without loss of efficiency using

the likelihood ratio λ(x) = f(x; θ0)/f(x; θ). Thus, any decision procedure aimed

to discriminate between the two distributions, provided that a sample point x

is observed, could be equivalently carried out employing Φ(λ(x)) for some well-

behaved function Φ(·).
The mean amount of deviation by choosing a particular θ, measured with re-

spect to θ0 can be conveniently gauged by averaging out the randomness of X for

Φ(λ(x)), resulting in the following divergence measure:

D(θ; θ0,Φ) := Eθ0

[
Φ

(
f(x; θ0)

f(x; θ)

)]
. (4.1.1)

When Φ(·) is convex, such measures belong to the class of f -divergences, previously

examined by Csiszár (1967).

Under conditions of interchangeability of integration and differentiation, we

80



have the following second order Taylor expansion:

D(θ; θ0,Φ) = D(θ0; θ0,Φ) +D′(θ0; θ0,Φ)(θ − θ0)

+
1

2
(θ − θ0)TD′′(θ0; θ0,Φ)(θ − θ0) + o(||θ − θ0||2). (4.1.2)

One can easily check that D(θ0; θ0,Φ) = Φ(1), D′(θ0; θ0,Φ) = 0 and the third term

involves D′′(θ0; θ0,Φ) = Φ′′(1)I(θ), where I(θ0) is Fisher’s information matrix.

Moreover, it is possible to restrict further the form of Φ by requiring Φ(1) = 0 and

Φ′′(1) 6= 0, in order to make D(θ; θ0,Φ) sensitive to small variations around θ0.

Under these conditions, D(θ; θ0,Φ) behaves similarly to a distance.

Further, consider the effect of taking n independent observations. The diver-

gence is then:

Dn(θ; θ0,Φ) :=

∫
· · ·
∫

Φ

(∏
i f(xi; θ0)∏
i f(xi; θ)

)
dF (x1θ0)× · · · dF (xnθ0), (4.1.3)

where F (xi; θ0) denotes the cdf of Xi. Akaike concluded that a reasonable choice

is Φ(·) = log(·) because

Dn(θ0; θ0,Φ) = 0 (4.1.4)

and

D′n(θ0; θ0,Φ) = 0, (4.1.5)

implying that the divergence behaves similarly to a distance also in the case when

n observations are considered. Most importantly, the additivity property of the

logarithm implies

D′′n(θ0; θ0,Φ) = nD′′1(θ0; θ0,Φ). (4.1.6)

The last equation is critical as it determines completely the functional form of Φ(·)
as logarithm. It states that the information provided by an independent sample is

proportional to the sample size n. Equivalently, the amount of information brought
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into play by an additional observation is directly proportional to the total amount

of observations available.

These heuristics justify the KL divergence as a “good” measure of discrepancy

between the true and the candidate density. In this setting, the KL divergence is

D(θ; θ0, log) := Eθ0

[
log

(
f(x; θ0)

f(x; θ)

)]
. (4.1.7)

Next, consider an estimate θ̂ of θ0. Based on the above considerations, a reasonable

risk function is

R(θ̂, θ0) = Eθ0

[
log

(
f(X; θ0)

f(X; θ̂)

)]

= n−1

n∑
i

log

(
f(Xi; θ0)

f(Xi; θ̂)

)
+ op(

√
n), (4.1.8)

where the last equality follows by the law of large numbers. Thus, under the model

conditions and for large sample sizes, we expect that the minimizer of (4.1.8) is

close to the minimum of

n∑
i=1

log

(
f(Xi; θ0)

f(Xi; θ̂)

)
. (4.1.9)

Luckily enough, the minimization of the above expression can be done without

knowing the true value of θ0, due to the properties of the logarithm. This is

exactly the same as maximizing the usual log-likelihood function and explains the

relationship between KL divergence and maximum likelihood principle.

However, we remark that these considerations are fully valid only for identically

distributed Xis. What if the random variables are not identical? The following

section describes one way to approach such a situation within the information-

theoretical framework provided by Akaike.
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4.1.2 Almost identical populations: The weighted likeli-

hood

A famous argument by Stein (1956) made clear that bias can be successfully traded

for variance, resulting in an overall gain in terms of precision. Stein pointed out

that precision could be “borrowed” from data drawn independently from popu-

lations other than the one about which inferences were to be made. Specifically,

when the goal is to estimate simultaneously normal population means from inde-

pendent samples, then the sample averages can be outperformed in terms of ex-

pected combined squared-errors of estimation. Surprisingly, each of the improved

mean estimators benefits from the data coming from the other populations. This

naturally poses the question whether the likelihood principle and the information-

theoretical paradigm put forward by Akaike can be extended to describe Stein’s

phenomenon. Hu and Zidek (2002) tackled this issue by seeking predictive dis-

tributions that minimize the relative entropy subject to certain data-dependent

constraints. These constraints have the role to capture similarities of the inferen-

tial population of interest and others from which independent samples are drawn.

This reasoning leads to the weighted likelihood.

Hu and Zidek assume the existence of m distinct populations with densities

f(x1; θ1), . . . , f(xm; θm). Such distributions are thought to resemble one another in

varying degrees and, in some respects, they contain mutual information. Further, it

is assumed that observations from the m populations are sampled independently.

The inferential interest is on the true joint distribution f(x; θ0) = f(x1; θ0,1) ×
· · · × f(xm; θ0,m). The degree of “resemblance” among the m distributions can

be characterized using the KL divergence, or relative entropy and following the

general paradigm proposed by Akaike (1973) the goal is then to minimize∫
log

{
f(x|θ0)

f(x|θ)

}
dF (x; θ0), (4.1.10)

with respect to θ = (θ1, . . . , θm). Since the m populations are independent this is
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equivalent to minimize

−
∫

log {f(x|θ)}dF (x; θ0) = −
m∑
j=1

∫
log {f(xj|θj)}dF (xj; θ0,j). (4.1.11)

However, it is known that the distributions resemble each other, meaning that they

are not too far apart in a KL sense:

−
∫

log {f(xj|θj)}dF (xj; θ0,j) ≤
∫

log {f(xi|θi)}dF (x; θ0,j) ≤ cij, (4.1.12)

for all i 6= j. In particular ci,j is a constant representing the degree of reciprocal

resemblance between density i and density j. Using the Lagrange method one can

express the minimization of (4.1.10) as a constrained optimization problem and

obtain the new objective function

m∑
j=1

λij

∫
log {f(xi|θi)}dF (xj; θ0,j), (4.1.13)

where the constants λi,j depend on a proper choice of ci,j. In practice, since the

true densities are unknown, we estimate them using the empirical distributions of

the data F̂j. Thus, setting F (xj; θ0,j) = F̂j gives

m∑
j=1

λij
nj

nj∑
i=1

log {f(Xi,j|θi)}, (4.1.14)

where nj is number of observations from the j-th population. The above expression

is the weighted log-likelihood function and the corresponding minimizer is the

weighted likelihood estimator (WLE). The estimator achieves good performance

upon a proper choice of the weights. Wang et al. (2004) show both consistency

and asymptotic normality of MLE under appropriate assumptions. In these proofs

the weights are adaptive as they are allowed to depend on the data.

An important example is given when data are sampled from one main distribu-

tion f(x1, θ1), with the exception of a few outlying observations, which are drawn

from other populations. In this case the weights λ1,j express the degree for which
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the associated data are thought to be outliers and the WLE is given by optimizing

n∑
j=1

λ1j log {f(Xj|θ1)} =
n∑
j=1

log
{
f(Xj|θ1)λ1j

}
. (4.1.15)

The idea of optimizing functions similar to (4.1.14) and (4.1.15) is found in liter-

ature in various contexts. For example, the weighted likelihood approach extends

the local likelihood method of Hastie and Tibshirani (1987) and shares its un-

derlying purpose with other methods such as weighted least squares and kernel

smoothers which can reduce an estimator’s variance while increasing its bias to re-

duce mean-squared error. The work by Hu and Zidek has the merit of bringing all

these approaches to a common ground under the information-theoretical paradigm

proposed by Akaike. In practice, however, the advantages of weighted likelihood

methods rely heavily on a sensible selection of the weights, which is performed

using “ex-post” data-driven procedures such as cross-validation (Wang and Zidek,

2005b).

4.2 Disparities: efficiency or robustness?

Although the traditional MLE is asymptotically efficient, in practice the large

sample property is satisfied when two important conditions hold: the assumed

model mimics well the distribution of the data and the sample size is sufficiently

large. Such conditions are not met in many real-world applications. This motivated

the creation of a large body of literature aimed to produce estimators that are not

unduly affected by small departures from model assumptions, compared to the

MLE. We saw that the WLE is one of such estimators under a proper choice

of the weights. In this section, we give an overview of other estimators derived

using particular classes of Csiszár’s or f-divergence measures: the minimum power

disparity estimators (MPDE) and the generalized negative exponential disparity

estimators (GNEDE).
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4.2.1 Power density disparities

In traditional statistics, there are two important – but somewhat competing –

approaches to parametric estimation. Efficiency is the dominant paradigm when

the model minimics well the data at hand. Robustness is preferred when (usually

few) deviations from the assumed model are present. Lindsay (1994) considered

classes of robust methods that have much in common with the Hellinger distance

estimators proposed by Beran (1977).

Beran’s work pioneered the idea that robustness and efficiency have much in

common as they are both intertwined in their relationship with the sample size,

under the model choice. Remarkably, his analyses led to a different paradigm for

robustness where the degree an observation is actually an outlier depends on both:

(i) the sample size and (ii) its probability of occurrence under the specified model.

To have an intuition of this, consider three observations X1 = X2 = X3 = −3 from

a normal distribution with zero mean and unit standard deviation. Although this

might be somewhat unusual if the sample size is small, say 10, it is not surprising

at all for a sample of size of 1000.

Consider a sample space Ω = {0, 1, . . . ,m}, with m possibly infinite and a

family of probability densities on Ω and let f(x; θ), θ ∈ Θ be a parametric target

density. Assume that a random sample X1, . . . , Xn is drawn from t(x) and let d(x)

denote the proportion of the n observations which had value x. Lindsay considered

estimating equations for the true density t(x) – not necessarily belonging to the

assumed class of parametric models – of the form∑
x

A(δ(x))∇θf(x; θ) = 0, (4.2.1)

where δ(x) represents the Pearson’s residual defined as

δ(x) =
d(x)− f(x; θ)

f(x; θ)
(4.2.2)

and δ(x) ∈ [−1,∞]. Further, it is required that A(·), called the residual adjust-

ment function (RAF), is strictly increasing and twice differentiable on [−1,∞],
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with A(0) = 0 and A′(0) = 1. The function A(δ(x)) carries relevant information

about the trade-off between efficiency and robustness by means of its curvature

and determines how strongly the estimator downweights larger outliers. Lindsay

demonstrates the superiority of RAFs as opposed to influence functions (Huber,

1981a) to describe the robustness behavior of the estimator. For example, this is

clear for the case of Hellinger distance estimators, for which the influence function

can be unbounded.

One interesting consideration is that solving estimation equations like (4.2.1)

corresponds to the minimization of a measure of “distance” between the data and

the model f(x; θ), usually referred to as disparity. More precisely, for any pair of

densities f(x; θ) and d(x) a disparity is defined as

ρ(d(x), f(x; θ)) =
∑
x

f(x; θ)G(δ(x)) (4.2.3)

where G(·) is a real-valued function thrice-differentiable on [−1,∞) with G(0) = 0.

An important class of such measures is given by the power divergence disparities :

ρ(d(x), f(x; θ)) =
∑
x

f(x; θ)
[1 + δ(x)]λ+1 − 1

λ(λ+ 1)
(4.2.4)

considered first by Cressie and Read (1984) in the context of goodness-of-fit testing

procedures. Remarkably, three important divergence measures can be recovered

as special cases for specific choices of λ: the KL divergence, the Hellinger distance

and the Chi-squared divergence.

For the power divergence disparities, the RAFs can be expressed as:

A(δ) = (1 + δ)G′(δ)−G(δ) = λ[(δ + 1)1/λ − 1], (4.2.5)

which allows the investigation of the robustness behavior of the estimator to out-

liers. In Fig. 4.1, we display a plot of A(δ) for power divergence disparities.

The plotted cases correspond to maximum likelihood (λ = 0), Hellinger distance

(λ = −1/2) and Pearson’s Chi-Square divergence (λ = −1). The maximum like-

lihood – represented by the straight line – assigns the same weight to all the ob-
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servations regardless of the corresponding value of the Pearson’s residual. Instead,

Hellinger distance and Pearson’s Chi-Square depart significantly from linearity,

putting lower weight to stronger outliers. This illustrates how the curvature of

A(δ) contains information on the robustness of the corresponding estimator.
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Figure 4.1: Residual adjustment function (RAF) as a function of Pearson’s residual
δ for power divergence disparities. Cases corresponding to maximum likelihood
(λ = 0), Hellinger distance (λ = −1/2) and Pearson’s Chi-Square divergence
(λ = −1).

4.2.2 Generalized negative exponential disparities

A closely related class of disparities is represented by the family of generalized

negative exponential disparities (GNED), defined by taking

G(δ) =

{
(exp(−λδ)− 1 + λδ)/λ2 if λ > 0

δ2/2 if λ = 0
. (4.2.6)

For the first time, Bhandari et al. (2006) used the GNED for robust estimation,

illustrating its competitive performance compared to the Hellinger distance. They
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consider the use of such disparities for both parameter estimation and hypothesis

testing. In the latter case it is shown that the proposed estimator has better power

breakdown than the Hellinger deviance test. The RAF for GNED estimators is

given by

A(δ) =

{
λ−2[(λ+ 1)− ((λ+ 1) + λδ)e−λδ] if λ > 0

δ + δ2/2 if λ = 0
. (4.2.7)

In Fig. 4.2, we plotted the RAFs for GNED corresponding to λ = {0, 0.5, 1, 2, 4}.
The robustness trait of this type of divergence is somewhat similar to that of

power density disparities. However, for properly chosen λ, the RAF is nearly

linear in a neighborhood of 0, showing sensitivity to outliers close to that of the

MLE. In our plot this can be seen when λ = 0. At the same time, note that A(δ)

becomes increasingly flat when the Pearson residual is larger, resulting in increased

robustness to unusual observations.
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Figure 4.2: Residual adjustment function (RAF) as a function of Pearson’s resid-
ual δ for generalized negative exponential divergences for λ = {0, 0.5, 1, 2, 4} in
comparison with the maximum likelihood (ML).
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4.2.3 Minimum disparity estimation

Consider a random sample X1, . . . , Xn from a distribution t(x), possibly continuous

in x. When using power divergence disparities or GNED, d(x) is usually estimated

using an appropriate nonparametric technique. A common strategy is to consider

dn(x) =
1

nhn

n∑
i=1

K

(
x−Xi

hn

)
, (4.2.8)

where K is a smooth kernel function and hn is the bandwidth corresponding to the

sample size n. For discrete models, dn(x) is just the proportion of sample values

that equal to x for any x in the sample space. In practice, estimation is done by

replacing d(x) in the Pearson’s residual in Eq.(4.2.1) by dn(x), giving estimating

equations of the form:

n∑
i=1

A

(
dn(Xi)− f(Xi; θ)

f(Xi; θ)

)
∇θf(x; θ) = 0. (4.2.9)

Clearly, any standard nonparametric approach presents a strong drawback con-

cerning all the complications related to the choice of the bandwith hn. In the next

section and in Chapter 5, we will describe estimators with characteristics simi-

lar to those discussed in the present section, but with the advantage of avoiding

nonparametric analysis.

4.3 Minimum integrated square error

The integrated square error – also referred as to `2-norm – has enjoyed a long

tradition as the goodness-of-fit criterion of choice in nonparametric density esti-

mation. Scott (2001) investigated the use of integrated square error as a theoretical

and practical estimation tool for various classes of parametric statistical models.

He argues in favor of the robustness virtues of the resulting estimator, especially

in high-dimensional problems. He also shows that the inefficiency of this mea-

sure compared to the MLE is comparable to that of the median versus the mean.

In a similar direction, Basu et al. (1998) propose a generalization that smoothly
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bridges between the KL divergence – hence, maximum likelihood estimation – and

`2-norm. In what follows, we will review these two approaches.

4.3.1 Minimum integrated square error estimation

The motivation for parametric `2-estimation (L2E), originates in the derivation of

the nonparametric least squares cross-validation algorithm for choosing the band-

width h of a histogram (see Bowman (1984)). In a parametric setting, that problem

can be formulated as

arg min
θ∈Θ

∫
[f(x; θ)− f(x; θ0)]2 dx, (4.3.1)

where θ0 is the unknown true parameter. Given a random sample X1, . . . , Xn from

f(x; θ0), the estimator proposed by Scott is obtained by expanding the square in

(4.3.1):

θ̂ = arg min
θ∈Θ

∫
f(x; θ)2dx+

∫
f(x; θ0)2dx+ 2

∫
f(Xi; θ)f(Xi; θ0)dx (4.3.2)

= arg min
θ∈Θ

∫
f(x; θ)2dx− 2

n

n∑
i=1

f(Xi; θ), (4.3.3)

where in the last line the true density f(x; θ0) is estimated by dFn, the density

corresponding to the empirical distribution of the data. This type of approach is

extremely interesting as it highlights how an often-used nonparametric criterion

can be applied to parametric problems related to robustness. However, the pa-

rameters are shown to be relatively inefficient compared to maximum likelihood

estimates at the correct model. Actually, for large samples, testing always rejects

the models built using this criterion (Scott, 2001).

Finally, we remark that when dealing with high dimensional problems and

massive data sets, robustness to deviations from the assumed model can be a

critical aspect and the performance of MLE can be really poor. Since the MLE

gives the same weight for all the observations, it blurs the distinction between

“good” and “bad” data increasingly with the number of dimensions. Instead, the
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L2E can successfully handle a substantial fraction of bad data, giving reasonable

approximations even in high dimensions.

4.3.2 Minimum Density Power Divergence estimation

Basu et al. (1998) developed a minimum divergence method that includes L2E

estimation as a special case. Their approach is appealing as – unlike other robust

methods such as minimum Hellinger distance estimation – it avoids the use of

nonparametric density estimation and the complications related to the bandwidth

selection. They consider the so-called density power divergences. In spite of the

similarity of the names, these must not be confounded with the previously discussed

power divergences by Cressie and Read (1984).

The density power divergence between two densities g and f is defined as

Dα(g, f) =

∫ {
g1+α(x)−

(
1 +

1

α

)
f(x)g(x)α +

1

α
f 1+α(z)dx

}
, (4.3.4)

where the integral is undefined for α = 0. However, if α → 0, Dα(g, f) is actu-

ally the KL divergence. In their paper, Basu and colleagues propose a procedure

based on the minimization of an estimate of expression (4.3.4). Note that for

α = 1, D1(g, f) =
∫

(g(x) − f(x))2dx is actually the `2-divergence and the esti-

mator minimizes the `2-distance between the two densities f and g. Similarly to

Scott’s approach, their version of the `2-distance estimator does not require any

smoothing techniques for problems involving continuous densities. Consequently,

their estimator creates a smooth bridge between maximum likelihood and robust

`2-distance, allowing for adjusting the trade-off between efficiency and robustness.

Consider random observations X1, . . . , Xn drawn from f . Replacing f by the

empirical distribution of the data and setting g := f(x; θ), θ ∈ Θ, gives the follow-

ing estimation equation:

n∑
i=1

U(Xi; θ)f(Xi; θ)
α −

∫
U(x; θ)f(x; θ)1+αdx = 0, (4.3.5)

where U(x; θ) represents the maximum likelihood score function. Note that the
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equation is satisfied when f(x; θ) equals the true density.

Further insights on the behavior of the estimator can be gained by looking at

the case where f(x; θ) is a location model. In that case, the estimating equations

can be written as

n∑
i=1

U(Xi; θ)f(Xi; θ)
α = 0. (4.3.6)

From the expression above it is clear that the MDPDE downweights observations

that are inconsistent with the model when α > 0, which explains the robust

character of this method. However, the amount of robustness can be promptly

exchanged for efficiency by means of the parameter α, when needed.

Among the appealing features of the MDPDE, there is also a major drawback:

there is no universal way to choose the parameter α. Given a particular model, ne

way to proceed could be to fix the efficiency loss at a certain low level, like five or ten

percent. A related idea is to fix the maximum level of the resulting influence curve

at some acceptable threshold. However, all we know is that α controls the amount

of efficiency that is traded for robustness, but no other meaning is associated with

it. Hence, one is forced to go back to the initial problem and introduce ex-post

data-driven techniques to guarantee a sensible choice of α.

4.4 Discussion

In this chapter, we surveyed various parametric estimation methods. All these

methods share an important characteristic: they are derived by minimizing some

reasonably chosen divergence between the assumed model and the true distribu-

tion underlying the data. The most popular archetype among them is the MLE,

understood as the minimization of the empirical version of the KL divergence.

Despite the fact that the MLE guarantees desirable asymptotic properties at the

model specifications – including efficiency – the needed requirements hardly ever

take place in real-world applications. This has motivated alternative methods in

the past few decades.

The weighted likelihood methodology for example, which includes notable spe-
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cial cases such as the local likelihood by Hastie and Tibshirani (1987), is simply

obtained by KL minimization based on data-dependent constraints. When the

weights are properly chosen, the WLE trades successfully bias for variance result-

ing in an overall gain in terms of mean squared error. Under particular choices of

the weights, the WLE can be used for robust estimation, downweighting the obser-

vations that are inconsistent with the assumed model. However, when the weights

cannot be specified before observing the data, an additional and nontrivial layer

of complexity adds to the estimation problem. Currently, the choice of weights is

handled by using data-driven procedures such as cross-validation.

Another common feature of the discussed methodologies is that the estimating

equations always boil down to a weighted version of the log-likelihood score func-

tion. In the WLE, the weights are constants depending on the data (Eq. (4.1.14)).

When minimizing power disparities, the weights depend on the data through the

function A(δ), where δ is Pearson’s residual. In minimum density power divergence

estimation, for location models, the weights are written as power transformations

of the model under exam (Eq. (4.3.6)). Not surprisingly, remarkable robustness is

obtained in these cases as the estimation strategy provides a natural relative-to-

model downweighting.

The disparity divergence methods advocated by Lindsay (1994) are shown to

provide robust generalizations of the KL divergence and in practice these ideas

have the potential to work well, as witnessed by numerous contributions on this

literature in recent years. However, the disparity minimization approach suffers

from two ponderous drawbacks. The first is some level of nonparametrics required

to choose the bandwidth of the kernel smoother. The other concerns the choice

of the distortion parameter λ that controls the trade-off between efficiency and

robustness. Besides, these two issues are strictly intertwined as both robustness

and kernel bandwidth selection are unavoidably bound to the sample size. As a

consequence, the meaning of λ as a “controller” of the efficiency is blurred and

depends heavily on the bandwidth choice.

The methods proposed by Basu et al. (1998) and Scott (2001) partially over-

come these issues because they do not involve kernel smoothing. The MDPDE

of Basu et al. creates a smooth bridge between `2-norm and KL divergence by
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means of a parameter α, which does not necessarily depend on the sample size.

Are the L2E and MDPDE preferable to the power disparity divergences? In more

extreme terms, should we prefer Hellinger distance over `2-norm? The answer is

not univocally determined so far and depends on the problem setup. In general,

however, it is known that minimum Hellinger distance estimators are second order

efficient and at the same time have robustness qualities similar to `2-norm.
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Chapter 5

Efficient and robust parametric

density estimation via q-entropy

minimization

In this chapter, we consider parametric density estimation based on minimizing

an empirical version of the Havrda-Charvát-Tsallis nonextensive entropy (Havrda

and Charvát, 1967; Tsallis, 1988). The resulting estimator, the Maximum Lq-

Likelihood Estimator (MLqE), is indexed by a single distortion parameter q. If

q tends to 1, the MLqE is the Maximum Likelihood Estimator (MLE). When

q = 1/2, the MLqE is a minimum Hellinger distance type of estimator with the

perk of avoiding nonparametric techniques and the difficulties of bandwidth selec-

tion. The MLqE is studied using asymptotic analysis, simulations and real-world

data, showing that it reconciles two apparently contrasting needs: efficiency and

robustness, conditional to a proper choice of q. When the sample size is small

or moderate, the MLqE trades bias for variance, resulting in a reduced mean

squared error compared to the MLE. At the same time, the MLqE exhibits strong

robustness at expense of a slightly reduced efficiency in presence of observations

discordant with the assumed model. To compute the MLq estimates, a fast and

easy-to-implement algorithm based on a re-weighting strategy is also described.

96



5.1 Introduction

In parametric estimation, one approach is to compute the parameters of interest

by minimizing some divergence between an appropriate density and a data-based

approximation of true model density underlying the data. The successful tradition

in this area dates back to Rao (1994) and Kullback and Leibler (1951). Undoubt-

edly, the most popular representative of these methods is the Maximum Likelihood

Estimator (MLE), whose relationship with the Kullback-Leibler (KL) divergence

has been pointed out by Akaike (1973). Despite the fact that the MLE is asymp-

totically efficient, in practice the large sample property is satisfactory when two

important conditions hold: (i) the assumed class of models can mimic well the

actual distribution of the data and (ii) the sample size is sufficiently large.

In the last few decades, a large body of literature aimed to produce estimators

that are not unduly affected by small departures from such requirements. Beran

(1977) first introduced a density minimum divergence estimator based on Hellinger

distance. Similar research lines were embraced by Lindsay (1994), Park (2003)

and Bhandari et al. (2006). Basu et al. (1998) considered the use of minimum

density power divergences, a class of divergences indexed by a parameter that

controls for the trade-off between robustness and efficiency. Their approach avoids

kernel smoothing and exhibits robustness properties similar to those of `2-norm

based estimators. In continuous models, these techniques require some degree of

nonparametric analysis, with all the complications related to the bandwidth choice,

which can be hard to handle in high-dimensional problems.

In a different direction, Hu and Zidek (2002) proposed the weighted likeli-

hood estimator, derived via minimization of the KL divergence subject to data-

dependent constraints. The weighted likelihood approach extends the local likeli-

hood method of Tibshirani and Hastie (1987) and it shares its underlying purpose

with other methods such as weighted least squares and kernel smoothers in which

can reduce an estimator’s variance while increasing its bias to reduce mean-squared

error. In practice, however, the advantages of weighted likelihood methods rely

heavily on a proper selection of the weights, which in many problems can be only

performed using ex-post data-driven procedures such as cross-validation (Wang
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and Zidek, 2005a).

In this paper, we consider a family of quasi-logarithmic density divergences.

The task of minimizing the proposed family has an information-theoretical flavor,

since it amounts to minimization of Tsallis-Havrda-Charvát entropy, sometimes

called nonextensive or q-entropy (Havrda and Charvát, 1967; Tsallis, 1988). Tsallis

and colleagues have successfully employed such measures in the context of statisti-

cal mechanics (e.g., see Tsallis (1988)). More recently, applications have appeared

in finance, as well as social, biomedical and environmental sciences (Gell-Mann,

2004). The underlying goal of our work is to address the statistical usage of the

q-entropy for density estimation and explore the properties of the new estimator.

The q-entropy, is indexed by a single parameter of distortion q, which controls

the trade-off between asymptotic bias and variance of the parameter estimators

which are the minimizers of such a family. The resulting estimator, the Maxi-

mum Lq-Likelihood Estimator (MLqE) has been studied in Chapter 3 in the con-

text of exponential families. When q is judiciously chosen and the sample size is

small or moderate, the MLqE trades successfully bias for variance, reducing the

mean squared error, sometimes dramatically compared to the classical MLE. This

phenomenon is confirmed by the asymptotic analysis, computer simulations and

real-world examples.

Besides, our approach appears to reconcile efficiency and robustness aspects,

which usually involve distinct techniques: efficiency is prioritized when the model

is thought to appropriately describe the data at hand and robustness is stressed

when it is not. In our view, these objectives are intertwined as the degree to which

an observation is treated as “outlying” depends not only on the probability of its

occurrence under the assumed model, but also on the sample size. In presence

of outliers or perturbations from the assumed model, the same methodology can

be exploited for the purpose of classical robust estimation. The MLqE generalizes

other familiar minimum divergence robust estimators depending on the value of

the distortion parameter q. For example, when q = 1/2 the MLqE can be re-

garded as equivalent to minimization of Hellinger distance. However, contrarily

to other existing methods such as Beran’s Minimum Hellinger Distance Estimator

(MHDE), our approach has the perk of not involving any nonparametric analysis,
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yet maintaining reasonable performances.

In addition to the appealing properties, our methodology answers three impor-

tant needs of the practitioner: easy implementability, interpretability and compu-

tational efficiency. The estimating equations are simply obtained by replacing the

logarithm of log-likelihood function in the usual maximum likelihood procedure by

the distorted logarithm Lq(u) = (u1−q−1)/(1−q). The resulting optimization task

can be formulated in terms of a weighted version of the familiar score function,

where the weights are proportional to the (1− q)-th power of the assumed density.

Consequently, a simple and fast algorithm is automatically available for computing

MLq estimates and in many cases the steps of the algorithm reduce to a simple

variable transformation.

The rest of the paper is organized as follows. In section 5.2, we introduce a class

of quasi-logarithmic divergences and point out their connection with nonextensive

entropies. In section 5.3, we introduce the MLqE for parametric families. In section

5.4, convergence in probability and asymptotic normality results of MLqE are

provided in light of existing M-estimation theory. In addition, we discuss the trade-

off between bias and variance for particular families of distributions. In section

5.5, we present an easy-to-implement procedure for computing the MLq estimates

and account for possible strategies for the choice of the distortion parameter q.

In section 5.6, we apply the method to real-world examples and assess the finite-

sample performance of the MLqE via Monte Carlo simulations.

5.2 Power divergences and nonextensive entropy

Consider a family of models F having densities (or probability mass functions) {g}
with respect to a σ-finite measure µ on Ω. Given a convex function ϕ : R → R,

the large class of Csiszár divergences (Csiszár, 1967) between two densities f and

g is given by ∫
Ω

f(x)ϕ

{
f(x)

g(x)

}
dµ(x). (5.2.1)
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Commonly, optimization is performed with respect to g and different choices of ϕ

lead to different divergence measures. Perhaps, the most common choice is ϕ(·) =

log (·), which yields the popular KL divergence, or relative entropy (Kullback and

Leibler, 1951). Consider instead the following family of divergences.

Definition 5.2.1. Define the power divergence between g(x) and f(x) as

Dq(g||f) = −1

q

∫
Ω

f(x)Lq

{
g(x)

f(x)

}
dµ(x), (5.2.2)

where Lq(u) = (u1−q − 1)/(1− q), and q ∈ (−∞,∞) \ {1}.

When q = 1, the integrand is undefined and we set log(·) = limq→1Lq(·), re-

covering the KL divergence. Interestingly, some algebra shows that many common

divergences can be recovered as special cases of the power divergence. Namely, one

can obtain Neyman’s Chi-squared divergence

NCS(g||f) =

∫
Ω

[f(x)− g(x)]2

2f(x)
dµ(x); (5.2.3)

Hellinger distance:

HD(g||f) =

∫
Ω

[√
g(x)−

√
f(x)

]2

dµ(x); (5.2.4)

KL divergence:

KL(g||f) =

∫
Ω

f(x) log

{
f(x)

g(x)

}
dµ(x); (5.2.5)

Pearson’s Chi-squared:

PCS(g||f) =

∫
Ω

[f(x)− g(x)]2

2g(x)
dµ(x); (5.2.6)

by letting q = −1, 1/2, 1, 2, respectively. The same type of divergence has been

considered by Cressie and Read (1984) in relation to goodness-of-fit tests and by

Lindsay (1994) in the context of robust estimation. Although in general the power

100



divergence is not a distance as it lacks symmetry, it enjoys the following important

discrimination property.

Theorem 5.2.1. Let g(x) and f(x) be two density functions on Ω. Then, Dq(g||f) ≥
0 and the equality is attained if and only if g = f almost everywhere.

Proof. Note that 1
q
∂2Lq(u)/∂u2 < 0 for all −∞ < q < ∞. Thus, by Jensen’s

inequality we have

−1

q

∫
Ω

f(x)Lq

{
g(x)

f(x)

}
dµ(x) ≥ −1

q
Lq

∫
Ω

f(x)
g(x)

f(x)
dµ(x) = 0. (5.2.7)

When q = 1, Lq(·) is the usual logarithm and the task of minimizing D1(g||f)

can be equivalently restated in terms of minimization of Shannon’s entropy. In

particular, D1(g||f) = H1(f ||g)−H1(f ||f), where H1 represents Shannon’s infor-

mation measure, defined as

H1(g||f) = −
∫

Ω

f(x) log {g(x)} dµ(x). (5.2.8)

The quantity − log g(x) is interpreted as the information content of the outcome

x evaluated at the candidate density g(·) and H1(g||f) is the average uncertainty

removed after the actual outcome of the random variable X is revealed. When

q 6= 1, the q-logarithm obeys the following pseudo-additivity property:

Lq(u1u2) = Lq(u1) + Lq(u2) + (1− q)Lq(u1)Lq(u2), u1, u2 > 0, q > 0 (5.2.9)

and full additivity is recovered as q = 1. Thus, we can write

−qDq(g||f) =

∫
Lq(g) + Lq(f

−1) + (1− q)Lq(g)Lq(f
−1)fdµ (5.2.10)

=

∫
f q−1 − 1

1− q
+
g1−qf q−1 − f q−1

1− q
fdµ (5.2.11)

=

∫
Lq(g)f qdµ−

∫
Lq(f)f qdµ. (5.2.12)
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Since in (5.2.12) we integrate with respect to a power transformation of the true

density, minimization of Dq(g||f) based on an empirical version of f might be cum-

bersome. Instead, consider the transformation f (α)(x) := f(x)α/
∫
f(x)αdµ(x),

α > 0. Replacing the true density f in Eq.(5.2.12) with the transformation f (1/q)

gives

Dq(g||f (1/q)) = Z−1(q)

(∫
Lq(f

(1/q))fdµ−
∫
Lq(g)fdµ

)
, (5.2.13)

where Z(q) = q
∫
f 1/qdµ. Therefore, minimizing (5.2.13) is equivalent to minimiz-

ing the q-entropy, or nonextensive entropy, defined as

Hq(g||f) = −
∫

Ω

f(x)Lq {g(x)} dµ(x). (5.2.14)

Given observations X1, . . . , Xn from f , our program is to minimize Hq(g||f).

Since f is unknown, we replace the above expectation with one taken with re-

spect to the empirical distribution of the data Fn and find the minimizer of

−
∑

i Lq {g(Xi)}, say f̂∗. Of course, f̂∗ is a biased estimate of the target f and one

can promptly remedy this by considering f̂ = f̂
(q)
∗ instead. However, this does not

have to be necessarily the case and later we shall see that retaining the bias can

reduce sensibly the variance of the estimates, resulting in an overall gain in terms

of mean squared error when the sample size is small.

5.3 The Maximum Lq-Likelihood method

In the rest of the paper, we consider the parametric family F(Θ) = {f(x; θ) : θ ∈ Θ ⊆ Rp}.
The true parameter vector is denoted by θ0. In the parametric case, the q-entropy

is

Hq(θ||θ0) = −
∫

Ω

f(x; θ0)Lq {f(x; θ)} dµ(x). (5.3.1)

Let θ∗ = arg minθ∈Θ Hq(θ||θ0) and note that θ∗ depends upon both θ0 and the

distortion parameter q. For q fixed, we make the fundamental assumption that
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there exists a unique target parameter θ∗. The Maximum Lq-Estimator of θ0 is

the point that minimizes the q-entropy relative to the probability mass function

Fn(x) associated with the empirical distribution of the sample and f(x; θ).

Definition 5.3.1. Let X1, ..., Xn be a random sample from f(x; θ0), θ0 ∈ Θ. The

Maximum Lq-Likelihood Estimator (MLqE) of θ0 is defined as

θ̂q,n = arg max
θ∈Θ

`q(θ) := arg max
θ∈Θ

n∑
i=1

Lq [f(Xi; θ)] , q > 0, (5.3.2)

where Lq is the q-logarithmic function defined in (5.2.2).

When q → 1, if the estimator θ̂n,1 exists, it approaches the maximum likelihood

estimator of the parameters, which maximizes
∫

log {f(x; θ)} dFn(x). In general,

the estimating equations have the form

Ψn(θ) := n−1

n∑
i=1

U(Xi; θ)f(Xi; θ)
1−q = 0, (5.3.3)

where U(x; θ) = ∇θ log {f(x; θ)} is the maximum likelihood score function. When

q 6= 1, Eq.(5.3.3) provides a relative-to-the-model downweighting. Observations

that disagree sensibly with the model receive low weight. In the case q = 1,

all the observations receive the same weight. The idea of setting weights that

are proportional to the family from which the model is to be chosen is not new

in literature. Windham (1995) and Choi et al. (2000) propose similar strategies

to robustify estimators. For location models, the MLqE is the same as minimum

density power divergence of Basu et al. and the robustified estimator of Windham:

in such case (5.3.3) equals to equation (2.4) in Basu et al. (1998), when q = 1−α.

Our perspective shares features with these approaches and ultimately highlights

the role played by nonextensive entropy measures in downweighting with respect

to the model rather than the data.
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5.4 Properties and standard errors

When q is fixed, the MLqE is an M-estimator and properties can be derived by ap-

plying existing theory (see Huber (1981b) and Hampel et al. (2005)). M-estimators

are zeros of equations of the form
∑

i ψ(Xi; θ) = 0; in our case the criterion function

ψ is ψ(x; θ) = ∇θLq {f(x; θ)}. Let U(x; θ) and I(x; θ) denote the score function

and the information matrix of f(x; θ), respectively. Let Jq(θ) and Kq(θ) be the

following p× p matrices:

Kq(θ) :=

∫
Ω

f(x; θ)2(1−q)U(x; θ)U(x; θ)Tf(x; θ0)dµ(x) (5.4.1)

and

Jq(θ) :=

∫
Ω

f(x; θ)(1−q)[(1− q)U(x; θ)U(x; θ)T − I(x; θ)]f(x; θ0).dµ(x) (5.4.2)

In the next section, we shall see that under some conditions: (i) there exists a

sequence of MLqE points θ̂q,n that is consistent for θ∗ and (ii) the asymptotic

distribution of
√
n(θ̂q,n − θ∗) is asymptotically normal with mean 0 and variance

Jq(θ
∗)−1Kq(θ

∗)Jq(θ
∗)−1.

5.4.1 Convergence results

The criterion function is ψ(x; θ) = f(x; θ)1−qU(x; θ). Let Θ∗ ⊆ Θ be the set of

points such that
∫
|ψ(x, θ)|f(x; θ0)dx < ∞ and assume that Θ is compact. For

θ ∈ Θ∗, consider

Ψ(θ) :=

∫
Ω

Lq {f(x; θ)} f(x; θ0)dµ(x) <∞ (5.4.3)

and set Ψ(θ) = −∞ if θ is not in Θ∗. Consequently, θ∗ is such that supθ∈Θ Ψ(θ) is

finite. The next theorem establishes consistency of the MLqE for estimating θ∗.

Theorem 5.4.1. Assume the following conditions:

(C.1) For θ ∈ Θ, ψ(x, θ) is continuous almost everywhere;
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(C.2) For all sufficiently small balls B, sup
θ∈B
{ψ(x, θ)} is measurable and

Eθ0supθ∈B {ψ(x, θ)} <∞. (5.4.4)

Then, any sequence θ̂q,n of MLqE satisfying ψn(θ̂q,n) ≥ ψn(θ∗q)− op(1), is such that

for any ε > 0 and every compact set K ⊂ Θ,

P
(
||θ̂q,n − θ∗|| > ε ∧ θ̂q,n ∈ K

)
→ 0. (5.4.5)

Proof. The proof is given in Van der Vaart (1998), Theorem 5.14.

Next, we introduce some additional smoothness conditions needed to obtain

asymptotic normality of MLqE.

Lemma 5.4.2. Suppose that ψ(x; θ) is differentiable in a neighborhood of θ∗ almost

everywhere. Assume that there exists an open ball B ∈ Θ and a constant c such

that ||∇θψ(x; θ)|| ≤ c for θ in B. Then, for every θ1, θ2 ∈ B almost everywhere,

there exists a constant γ(x), such that

|ψ(x; θ1)− ψ(x; θ2)| ≤ γ(x)||θ1 − θ2||, and E||γ(x)||2 <∞. (5.4.6)

The lemma is a well-known property of differentiable mappings and states that

if ψ(x; θ) is differentiable mapping, then it satisfies a global Lipschitz condition on

a set B in θ if its derivative is bounded on B and if B is convex.

Lemma 5.4.3. If the order of integration with respect to x and differentiation with

respect to θ can be interchanged in Ψ(θ) for θ in a neighborhood of θ∗, then Ψ(θ)

is twice continuous differentiable in that neighborhood and its Hessian matrix is

∇2
θΨ(θ) = −Jq(θ).

Proof. Consider the score function as U(x; θ) = ∇θ log f(x; θ) and the information

matrix I(x; θ) = −∇2
θ log f(x; θ) = ∇θU(x; θ). The first derivative of ψ(x; θ) is
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f(x; θ)(1−q)UT(x; θ). The second derivative is

∇θ[f(x; θ)(1−q)UT(x; θ)] = (1− q)∇θ[f(x; θ)]

f(x; θ)q
UT(x; θ) + f(x; θ)(1−q)I(x; θ) (5.4.7)

= f(x; θ)(1−q)[(1− q)U(x; θ)UT(x; θ) + I(x; θ)] (5.4.8)

The result follows from the given condition.

The next theorem states the asymptotic normality of the MLqE.

Theorem 5.4.4. Let θ∗ be an interior point of Θ, and suppose the conditions of

Lemma 5.4.3 and Lemma 5.4.3 hold. Moreover, assume that there is an integrable

function a(x) such that |ujk(x; θ)f(x; θ)2(1−q)| < a(x) for j, k = 1, . . . , p, where ujk

denotes the jk-th element of the matrix U(x; θ)U(x; θ)T. Then, any sequence θ̂q,n

that is consistent for θ∗ is such that

√
n(θ̂q,n − θ∗)

D→ N
(
0, Jq(θ

∗)−1Kq(θ
∗)Jq(θ

∗)−1
)

(5.4.9)

where Kq and Jq are given in Eq.(5.4.1) and Eq.(5.4.2).

Proof. By Lemma 5.4.3, we can write the following Taylor expansion of ψ(θ):

Ψ(θ) = Ψ(θ∗) +
1

2
(θ − θ∗)T∇2

θΨ(θ∗)(θ − θ∗) + o(||θ − θ∗||2). (5.4.10)

By the Lipschitz condition (5.4.6), the desired result follows immediately from

applying Theorem 5.21 in Van der Vaart (1998).

Note that assumption in Lemma 5.4.3 the interchangeability of integration

and differentiation, implicitly implies the conditions for the existence of Jq. Such

requirements are

Eθ0
[
ikj(x; θ)f(x; θ)1−q] <∞, and Eθ0

[
ukj(x; θ)f(x; θ)1−q] <∞, (5.4.11)

where ikj and ukj are kj-elements of the matrices I(x; θ) and U(x; θ)U(x; θ)T,

respectively. Existence of Kq is ensured by the assumptions of the theorem.
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5.4.2 Standard errors

A convenient approach for computing standard errors is to use the influence func-

tion, which is shown to be proportional to the criterion function ψ (Huber (1981b),Hampel

et al. (2005)). For the MLqE, the influence function is−J−1
q (θ∗) [f(x; θ∗)1−qU(x; θ∗)]

and consistent estimates of the asymptotic variance of n1/2θ̂q,n can be obtained us-

ing Huber’s sandwich estimator (e.g., see Huber Huber (1981b)). Let k(x) =

f(x; θ̂q,n)1−qU(x; θ̂q,n). The variance estimator is

V̂ar(θ̂q,n) = (n− 1)−1Ĵ−1
q

n∑
i=1

k(Xi)k(Xi)
TĴ−1

q , (5.4.12)

where Ĵq is obtained by replacing θ̂q,n in the expression of the influence function

and taking expectation with respect to the empirical distribution Fn. Estimates

of the variance of the MLqE and confidence intervals can be computed also using

other standard techniques such as bootstrap.

5.4.3 Exponential Families

In many cases, the target parameter θ∗ can be easily computed, as it the case for

exponential families. Consider densities of the form f(x; θ) = exp {θb(x)− A(θ)} ,

where θ ∈ Θ is the natural parameter and A(θ) = log
∫

Ω
exp {θb(x)} dµ(x) is the

cumulant generating function (or log normalizer).

Lemma 5.4.5. Let Ψ(θ) be as in Eq.(5.4.3). If f(x; θ) is an exponential family

and the conditions given in Lemma 5.4.3 are satisfied, then θ∗ = θ0/q maximizes

Ψ(θ).

Proof. The first derivative of Ψ(θ) is

∇θΨ(θ) =

∫
Ω

∇θ[f(x; θ)]

f(x; θ)q
f(x; θ0)dµ(x). (5.4.13)

For exponential families we have that f(x; θ0/q) ∝ f(x; θ0)1/q. Thus, by the given
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Figure 5.1: Influence functions for estimating the mean (a) and the standard de-
viation (b) of a standard normal distribution for various choices of q.
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conditions, we have ∇θΨ(θ∗) = ∇θ∗
∫

Ω
f(x; θ∗)dµ(x) = 0. The second derivative is

∇2
θΨ(θ) =

∫
Ω

∇2
θf(x; θ)

f(x; θ)q
f(x; θ0)dµ(x)− q

∫
Ω

[∇θf(x; θ)]T[∇θf(x; θ)]

f(x; θ)q+1
f(x; θ0)dµ(x).

(5.4.14)

The first addend of the above expression evaluated at θ∗ becomes
∫

Ω
∇2
θf(x; θ)dµ(x).

Since differentiation can be passed under integration, we have that∇2
θ

∫
Ω
f(x; θ)dµ(x) =

0. The second addend is clearly negative semi-definite. Thus, we obtained that

∇2
θΨ(θ∗) is positive semi-definite. Hence, θ∗ = θ0/q is a maximum.

Since for exponential families the target parameter is just θ0/q, one can consider

qθ̂q,n, a bias-corrected version of the MLqE. An important example is when q = 1/2.

Eq. (5.2.13) points out that such a choice for q corresponds to finding θ that

minimizes an empirical version of the Hellinger distance between f(x; θ) and the

zooming transformation f(x; θ0)(1/2). Hence, f(x; 2θ̂1/2,n) gives a Hellinger-type of

estimate which does not involve kernel smoothing and all the computational costs

related to the bandwidth choice. However, simulations for various settings of q and

n using data from several univariate distributions showed that the mean squared

error for the uncorrected MLqE is generally smaller than that of the corrected

version. This happens to be the case when the sample size is small or moderate.

Insights on this aspect will be given in next sections.

5.4.4 Trade-off between bias and variance

5.4.4.1 Asymptotic calculations

Consider an exponential family and compare the asymptotic mean squared error

of MLqE for q = 1 with the case when q 6= 1. When q → 1, the formula of the

asymptotic variance involving Jq and Kq in Theorem 5.4.4 becomes the inverse of

the Fisher information. Thus, the ratio of the asymptotic mean squared errors is
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computed as

Λ(q, n; θ0) :=
aMSE(1, n; θ0)

aMSE(q, n; θ0)
=

Tr (J1(θ0)−1K1(θ0)J1(θ0)−1)

n||θ∗ − θ0||2 + Tr (Jq(θ∗)−1Kq(θ∗)Jq(θ∗)−1)
,

(5.4.15)

where Tr(·) is the trace operator. The quantity Λ(q, n; θ0), to be called bias-

adjusted relative efficiency, can be used to judge how much is gained/lost relative

to the MLE under the model conditions. This is more conveniently explored on a

case-by-case basis, as shown in the next two examples.

Example 5.4.1. Consider the exponential distribution with density θ0 exp {−xθ0},
x > 0, θ0 > 0. In Chapter 3, we computed Jq and Kq, obtaining

θ∗ = θ0/q, Jq(θ
∗) = − q3

θ0(θ0/q)q
, Kq(θ

∗) = q

[
q2 − 2q + 2

(2− q)3

](
θ0

q

)−2q

. (5.4.16)

Thus, the MLqE has squared bias θ2
0(1− 1/q)2 and asymptotic variance

Jq(θ
∗)−2Kq(θ

∗) = θ2
0

q2 − 2q + 2

q5(2− q)3
. (5.4.17)

When q = 1, we recover the MLE with asymptotic variance θ2
0 and the bias-

adjusted relative efficiency is

Λ(q, n) =

[
n

(
1− q
q

)2

+
q2 − 2q + 2

q5(2− q)3

]−1

, (5.4.18)

which turns out to be independent from θ0.

Example 5.4.2. Consider a scale normal N(0, θ2
0). In this case, the target param-

eter is θ∗ = σ
√
q and the squared asymptotic bias has expression θ2

0(1 −√q)2. A

calculation shows that the asymptotic variance is

Jq(θ
∗)−2Kq(θ

∗) = θ2
0

(3− 2q + q2)

4(2− q)5/2q3/2
. (5.4.19)

When q = 1, we have the usual MLE with variance θ2
0/2. Thus, the bias-adjusted
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relative efficiency is

Λ(q, n) =

(
2n(1−√q)2 +

(3− 2q + q2)

2(2− q)5/2q3/2

)−1

, (5.4.20)

which, as for the case of the exponential distribution, does not depend on the true

value of the parameter.

In Fig.5.2, we represent the relative efficiency between MLE and MLqE cor-

responding to various choices of the sample size for the previous two examples.

When the sample size is small there are values of q that allow for a bias-adjusted

efficiency larger than 1.

Finite sample efficiency

One might ask whether the above asymptotic considerations can actually help to

decide the value of the distortion parameter when the sample size is moderate or

small. Although we do not provide an analytical answer to such a question at the

moment, numerical simulations performed for the scale normal and the exponential

distributions indicate that the actual relative efficiency is bounded from below by

Λ(q, n). A representation of this phenomenon is given in Fig. 5.3, where the

ratio of the Monte Carlo mean squared errors of the MLE over that of the MLqE

is R̂(q, n) =
∑B

b=1(θ̂1,n − θ0)2/
∑B

b=1(θ̂q,n − θ0)2 is compared to the asymptotic

relative efficiency Λ(q, n) (solid line) for various choices of the sample size. Hence,

a choice of q based on maximization of bias-adjusted relative efficiency is expected

to be a safe but rather conservative choice.

5.5 Re-weighting algorithm

One of the main perks of the MLqE is that a simple and fast algorithm is automat-

ically available. Fixed q, Eq. (5.3.3) tells us that the estimation problem can be

formulated in terms of a weighting process. Let s ∈ {0, 1, . . . } denote the iteration

step.
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Figure 5.2: Bias-adjusted relative efficiency betwen MLE and MLqE for different
sample sizes as in Eq.(5.4.18) and in Eq.(5.4.20), for an exponential (a) and a scale
normal (b).
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Figure 5.3: Monte Carlo relative efficiency between MLqE and MLE against q for
an exponential and a normal for various sample sizes. The solid line is the bias-
adjusted relative efficiency as in Eq.(5.4.18) and in Eq. (5.4.20). The Monte Carlo
sample size is 1500.
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1. If s = 0, set θ(0) = θ̂1,n. Note that here q = 1 and the initial estimate is set

to be the maximum likelihood estimate.

2. For s > 0,

θ(s+1) =

{
θ :

n∑
i=1

w∗
(
Xi; θ

(s)
)
U(Xi; θ) = 0

}
, (5.5.1)

where U(x; θ) is the score function and w∗(Xi; θ) := f(Xi; θ)
1−q/

∑n
i=1 f(Xi; θ)

1−q.

In many important cases, the steps of the algorithm reduce to a straightforward

variable transformation, as illustrated in the following two examples.

Example 5.5.1 (Exponential distribution). The initial value is given by θ̂(0) =

X
−1

. The solution at the s-th step is θ̂(s) = (
∑n

i=1wiXi)
−1, where

wi =

[
n∑
j=1

exp
{
−(Xj −Xi)θ̂

(s−1)(1− q)
}]−1

. (5.5.2)

Example 5.5.2 (Multivariate normal distribution). For computing the unknown

mean vector µ and covariance matrix Σ, proceed as follows:

1. Initialize, by setting µ̂(0) = n−1
∑n

i=1 xi and Σ̂
(0)

= n−1
∑n

i=1(xi−µ̂(0))T(xi−
µ̂(0)), i.e., compute the MLE of µ and Σ.

2. For 0 < s < s∗, µ̂(s) =
∑n

i=1w
(s−1)
i xi and Σ(s) =

∑n
i=1w

(s−1)
i (xi−µ̂)T(xi−µ̂),

where

w
(s)
i =

f(xi; µ
(s),Σ(s))1−q∑n

i=1 f(xi; µ(s),Σ(s))1−q
(5.5.3)

Finally, if asymptotically unbiased estimates are desired, one can set µ̂(s∗) = µ̂(s∗−1)

and Σ̂(s∗) = qΣ̂(s∗−1), where s∗ is the step at which convergence is reached.

The algorithm converges quickly, typically in less than 15 iterations. To gain

some insight on this behavior, we use an argument analogous to that proposed
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by Windham (1995). First, note that the re-weighting procedure computes a

fixed point, which is a solution to τ = h(τ). The iterating function is such that

EFn [f(X; τ)1−qU(X;h(τ))] = 0, where Fn is the empirical distribution. Differen-

tiating with respect to τ , gives

∇τh(τ) = (q − 1)
{
EFn

[
f(X; τ)1−qI(X; τ)

]}−1
(5.5.4)

× EFn
[
f(X; τ)1−qU(X; τ)TU(X;h(τ))

]
.

The above derivative can be restated as

∇τh(τ) = (1− q)W (τ) [I + (1− q)W (τ)]−1 , (5.5.5)

where

W (t) = −
{
EFn∇τ

[
f(X; τ)1−qU(X;h(τ))

]}−1
(5.5.6)

× EFn
[
f(X; τ)1−qU(X; τ)TU(X;h(τ))

]
.

Data near the true model, say dFn(x) = f(x; θ0), result inEθ0 [f(x; θ∗)1−qU(x; θ∗)] =

0, where θ∗ is the target parameter, depending on θ0 and q, satisfying f(x; θ∗) =

f(x; θ0)(q). One can show that differentiating with respect the parameter at θ0 leads

to W (θ0) = q−1I. By substituting in Eq.(5.5.5)m we obtain a diagonal matrix with

diagonal elements equal to (1 − q). The local convergence rate is related to the

largest eigenvalue of (5.5.5) at the solution (Johnson and Riess, 1982). Therefore,

if the empirical distribution of the data is close to the true model, we should an-

ticipate a linear convergence rate r ≈ |1− q|. In addition, the closer the distortion

parameter is to 1, the faster the algorithm.

Figure 5.5 illustrates the convergence rates of the re-weighting algorithm for q

ranging from 0.5 to 1.5. The dotted lines correspond to samples from an Exp(1).

As the sample size increases, the empirical distribution of the data approximates

better the true model. As a result, the estimated convergence rate of the algorithm

gets closer to |1− q|.

115



−0.4 −0.2 0.0 0.2 0.4

0.
0

0.
1

0.
2

0.
3

0.
4

0.
5

n=25

1 −− q

r̂

−0.4 −0.2 0.0 0.2 0.4

0.
0

0.
1

0.
2

0.
3

0.
4

0.
5

n=1000

1 −− q

r̂
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5.5.1 Selecting the distortion parameter q

An important issue in applications is the selection of the distortion parameter,

as it leads to different divergence measures and can potentially alter the trade-

off between efficiency and robustness of the estimator. We discuss three possible

strategies to be used based on the goals of the experimenter.

Strategy 1: Bias-adjusted efficiency. The first approach takes advantage of

the variance reduction properties of the MLqE when data are sampled from a

correctly specified model. In this situation the MLqE can improve upon the MLE

by reducing the variance at expenses of a slightly increased bias, when the sample

size is moderate or small. Under these circumstances, a reasonable criterion is

to choose q such that q∗ = arg minq {Λ(q, n)}. When the asymptotic distribution

of the MLqE is available, this method has the advantage to be computationally

inexpensive.

Strategy 2: Automatic choice of q via Windham’s criterion. Unlike other

optimization methods the convergence rate of the re-weighting algorithm described

in section 5.5 yields a statistical interpretation. Evaluate expression (5.5.6) at θ̂q,n,

obtaining

W (θ̂q,n)2 = Ĵq(θ̂q,n)−1EFn

[
f(X; θ̂q,n)1−qU(X; τ)TU(X; θ̂q,n)

]2

Ĵq(θ̂q,n)−1, (5.5.7)

where Ĵq(θ̂q,n) = EFn∇θ

[
f(X; θ̂q,n)1−qU(X; θ̂q,n)

]
is an estimate of the matrix

Jq(θ
∗). By Schwartz inequality(

EFn

[
f(X; θ̂q,n)1−qU(X; θ̂q,n)TU(X; θ̂q,n)

])2

(5.5.8)

≤
(
EFn

[
f(X; θ̂q,n))2(1−q)U(X; θ̂q,n)TU(X; θ̂q,n)

])
(5.5.9)

×
(
EFn

[
U(X; θ̂q,n)TU(X; θ̂q,n)

])
, (5.5.10)
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i.e., an estimate of the matrix Kq(θ
∗) times Fisher information. Therefore,

W (θ̂q,n)−2 ≥ Îq(θ̂q,n)
[
Ĵq(θ̂q,n)K̂q(θ̂q,n)Ĵq(θ̂q,n)

]
(5.5.11)

and W (θ̂q,n)−2 is an empirical upper bound for efficiency. The above calculation

emphasizes that the convergence rate of the algorithm contains information about

the efficiency of the estimates through equation (5.5.5). In a similar situation,

Windham (1995) considered equating diagonal elements of (5.5.5), say w, to r̂, an

estimate of the convergence rate. By solving for w, one obtains w = r̂/[(1− q)(r̂−
1)], which holds w−2 = (1 − q)2 (r̂−1 − 1)

2
. In practice, for choices of distortion

parameters in a grid Qk = {q1, . . . , qk}, corresponding convergence rates can be

computed as

r̂qj =
||θ̂(S)

qj − θ̂
(S−1)
qj ||

||θ̂(S−1)
qj − θ̂(S−2)

qj ||
, 1 ≤ j ≤ k, (5.5.12)

where θ̂(S) is the last step of the algorithm. The distortion parameter is then

selected according to

q̂ = arg max
q∈Qk

{
(1− q)2

(
r̂−1
q − 1

)2
}
. (5.5.13)

Strategy 3: Parametric Bootstrap. Besides the above strategies, data-driven

procedures for the estimation of q aimed at the minimization of the generalization

error are also viable candidates. In particular, we recommend bootstrap tech-

niques over other methods such as leave-one-out or k-fold cross-validation. In

cross-validation, it is customary to divide the original sample in two parts: a

training set and a testing set smaller than the total sample size. However, because

of the relationship between the sample size and the value of the optimal distortion

parameter in MLq estimation, this may cause biased estimates of q. Of course, the

situation may be particularly serious when the size of the sample under exam is

moderate or small.
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5.6 Numerical studies

5.6.1 Examples

The following two examples demonstrate the performance of the estimator on two

real datasets.

Example 5.6.1. In this example, we consider n = 799 observations of time in-

tervals (in seconds) between successive pulses along a nerve fiber in Hand et al.

(1994) (dataset 160). The goal of this example is to show that MLqE is superior

to MLE for estimating the exponential rate, when a small or moderate sample

size is considered. Inspections on the data shows that an exponential distribution

is appropriate. Since there are no evident outliers, the selection of the distortion

parameter is based on the bias-adjusted efficiency criterion. Not surprisingly, the

ML and MLq estimates for the whole dataset are very close: θ̂q∗,n = 4.37 (se =.16)

with optimal distortion parameter q∗ = 1.05 and θ̂1,n = 4.58 (se =.16).

A simple hold-out procedure is then employed for evaluating the performance of

the two estimators in small or moderate samples. We drew B = 250 subsamples of

size n∗ < n from the original sample and computed the quadratic error E(q, n∗) :=

B−1
∑B

b=1(θ̂q,n∗ − θ̂1,n)2.

n∗ = 10 15 25 50 100 200 400
E(1, n∗) 7.66 7.14 5.13 3.35 2.99 2.76 2.52
E(q∗, n∗) 6.32 5.88 4.39 2.99 2.81 2.66 2.51

q∗ 1.071 1.051 1.036 1.021 1.011 1.006 1.001
Gain (%) 17.47 17.72 14.41 10.78 6.13 3.66 0.64

Table 5.1: Hold-out validation error of MLqE and MLE for estimating Exp(θ) in
the nerve pulse data set. The last row indicates the percent gain of MLqE over
the MLE.

The results in Table 5.1 illustrate that setting q slightly larger than one im-

proves the accuracy. The gain is sensible when the sample size is small and persists

even for larger samples.

Example 5.6.2. In this example, we apply our method to Newcomb’s dataset,

representing 66 measurements of the passage time of light. Among others, Brown

119



and Hwang (1993), Basu et al. (1998) and Bhandari et al. (2006) analyzed this

dataset under a normal model N(µ, σ), as it will be the case here. Since the

data present strong outliers at −44 and −2, the selection of q is performed by the

criterion function based on the estimated convergence rate of the MLqE. Table

5.2 presents the MLqE estimates of µ and σ for different choices of the distortion

parameter: q̂ denotes the estimated optimal value of the distortion parameter,

q = 1 and q = 1/2 correspond to maximum likelihood and Hellinger distance

estimates. Note that for finding Hellinger distance estimates, we adjusted the

estimator for its asymptotic bias. Namely, the Hellinger distance estimates of µ

and σ are µ̂1/2,n and
√

2 σ̂1/2,n. The analyses were also repeated after leaving out

the two evident outliers.

With the outliers, MLqE shows remarkable robustness properties compared to

the MLE. In particular, the estimates for (µ, σ) of (27.65, 4.63) are very close to

to those based on `2 distance computed by Brown and Hwang (1993), p.254, and

Basu et al. (1998), p.557, who found (27.38, 4.67) and (27.29, 4.67) respectively.

Bhandari et al. found similar value for the minimum generalized negative expo-

nential density estimator and for the Hellinger distance estimator based on kernel

smoothing (Bhandari et al. (2006), p. 105). Without the outliers, MLqE adapts

well to the data and selects q̂ near 1, resulting in estimates close to those of the

MLE and giving about the same efficiency. A visual representation is given in Fig.

5.5, where fitted normal densities are superimposed to the histograms of Newcomb

data. In presence of outliers, the curve corresponding to q̂ = 0.83 fits the body

of the histogram better than the other cases. When the outliers are left out, the

MLqE and MLE are basically identical.

5.6.2 Simulations

Contaminated normal model. We conducted a simulation study for theN(µ,σ)

model and computed the Monte Carlo mean, variance and mean square error

for MLE, MLqE and MHDE, under different contaminated models of the form

τN(µ, σ) + (1 − τ)N(µc, σ), where µc = µ + 4, σ = 1. We considered τ = 0

and τ = 0.05 for n = 10, 25, 50, 100. When contamination is included, the samples
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Figure 5.5: Histograms of the Newcomb data with outliers (a) and without (b)
with normal densities fitted using maximum Lq-likelihood (MLqE), maximum like-
lihood (MLE) and minimum Hellinger distance (MHD) estimates. The distortion
parameter for MLqE is computed using Windham’s criterion.
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With outliers
q̂ = 0.83 q = 1 q = 1/2(∗) MHDE

µ̂ 27.65(0.63) 26.21(1.32) 27.25(0.65) 27.46
σ̂ 4.63(0.52) 10.66(3.52) 4.34(1.15) 4.98

W/o outliers
q̂ = 1.02 q = 1 q = 1/2(∗) MHDE

µ̂ 27.76(0.64) 27.75(0.64) 27.25(0.65) 27.40
σ̂ 5.09(0.45) 5.04(0.46) 4.34(1.15) 4.84

Table 5.2: Estimated parameters for the Newcomb data and their standard er-
rors (in parenthesis). The cases q = 1 and q = 1/2 correspond to maximum
likelihood and Hellinger distance estimates, respectively. The last line shows the
bias-adjusted asymptotic efficiency of the estimators compared to that of MLE.
(∗) Estimates have been obtained by adjusting the MLqE for its asymptotic bias.

present nonobvious outliers on the right of the bulk of the data. To decide the value

of q, we employ Windham’s criterion. The MDHE is implemented using the auto-

matic kernel density function with the Epanechnikov kernel (w(x) = 0.75(1− x2),

if |x| < 1, and w(x) = 0, otherwise) and bandwidth h = cnsn, where cn = 0.5

and sn = (0.6745)−1median(|Xi −median(Xi)|) (e.g., see Bhandari et al. (2006)).

We tried other kernels and methods for the bandwidth choices obtaining results

similar to those reported here. In our analysis, we also consider the fully non-

parametric version of the minimum Hellinger distance estimator by computing the

MLqE with q = 1/2 and adjusting the estimates for the asymptotic bias. In all

the experiments, the Monte Carlo sample size is B = 5000.

The results in Table 5.3 suggest that the MLqE performed well whether or not

contamination was present. For each simulation setting, we report mean squared

error of the estimates, computed as B−1
∑

b(θ̂b − θ0), θT0 = (0, 1), and its compo-

nents: the squared bias and the variance. Without contamination, we obtained

values of q close to 1. As a consequence, the mean squared error of MLqE occurred

to be close to that of MLE. Note that the minimum Hellinger distance estimates

– both kernel smoothing and MLqE with q = 1/2 – tend to be substantially less
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efficient than the other methods when contamination is absent. When contamina-

tion is included, we estimated 1/2 < q̂ < 1 and the MLqE outperformed not only

the MLE but also the MHDE by balancing the trade-off between efficiency and

robustness for all sample sizes. Clearly, both types of minimum Hellinger distance

estimators do better than MLE in this setting, as the latter is highly nonrobust.

It is worth noticing that q̂ changes towards 1 as the sample size grows in both

contaminated and clear data.

Finally, compare the kernel-smoothed MHDE with our fully nonparametric

version. The two estimators performed similarly and, as expected, their efficiency

tended to be the same for larger samples. Note that in very small samples a

properly performed kernel smoothing yields better results, due to the additional

flexibility given by the bandwidth selection. However, depending on the choice of

the kernel and the bandwidth selection criterion, MHDE can give diverse results

when small samples are considered. In most cases, we found that the kernel-

smoothed MHDE performed comparably to our method.

Efficiency and choice of q. A second numerical study aimed to explore the

behavior of the MLqE when data are sampled from a Exp(1) model. Here, we

disregard robustness and focus on assessing the efficiency of MLqE. The perfor-

mance of MLqE is gauged using R̂(q, n), the ratio between the Monte Carlo mean

squared error of MLE over that of MLqE for sample sizes n = 5, 15, 25, 50, 100.

When estimating the MLqE, we consider choosing q using both Windham and

the bias-adjusted relative efficiency criteria. The standard errors for R̂(q, n) are

computed via the Delta method. The results in Table 5.4 show that for small or

moderate sample sizes, R̂ > 1 meaning that the MLqE is more efficient than MLE.

However, note that when q is chosen by Windham’s criterion, the gain is more

modest than the case when the asymptotic criterion is used.

Furthermore, Fig. 5.3 shows R̂(q, n) corresponding to numerous choices of q on

the horizontal axis for various sample sizes. The superimposed solid line represents

the bias-adjusted relative efficiency between MLqE and MLE in Eq. (5.4.18). One

can see that the true optimal values of q based on the Monte Carlo simulations

tend to be greater than the maximum for the solid line.
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N(0, 1) 0.95N(0, 1) + 0.05N(4, 1)
n Bias2 Var MSE q̂ Bias2 Var MSE q̂

MLqE
15 0.0015 0.0990 0.1005 1.0550 0.0119 0.1714 0.1832 0.8322
25 0.0001 0.0606 0.0608 1.0500 0.0089 0.0988 0.1077 0.8297
50 0.0000 0.0303 0.0303 1.0473 0.0113 0.0442 0.0555 0.8511
100 0.0001 0.0149 0.0151 1.0454 0.0162 0.0207 0.0369 0.8646

MLE (q = 1)
15 0.0031 0.0982 0.1013 0.0993 0.2455 0.3447
25 0.0009 0.0603 0.0611 0.1142 0.1562 0.2704
50 0.0002 0.0301 0.0302 0.1245 0.0773 0.2017
100 0.0001 0.0148 0.0149 0.1401 0.0381 0.1782

MLqE∗(q = 1/2)
15 0.0224 0.2214 0.2437 0.0196 0.2524 0.2720
25 0.0064 0.1301 0.1365 0.0072 0.1451 0.1523
50 0.0015 0.0595 0.0609 0.0012 0.0643 0.0655
100 0.0004 0.0274 0.0278 0.0000 0.0305 0.0305

MHDE
15 0.0005 0.1484 0.1489 0.0091 0.2185 0.2276
25 0.0001 0.0964 0.0965 0.0088 0.1325 0.1413
50 0.0003 0.0482 0.0485 0.0078 0.0618 0.0696
100 0.0004 0.0239 0.0243 0.0085 0.0302 0.0387

Table 5.3: Monte Carlo squared bias, variance and mean square error of the MLqE,
MHDE and MLE of µ and σ for sample sizes 15, 25, 50, 100 and 250 under clear
and contaminated normal model.
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n = 5 15 25 50 100
R̂ 1.174(.008) 1.134(.005) 1.103(.004) 1.055(.004) 1.030(.003)
q∗ (Adj-Eff) 1.108 1.052 1.034 1.019 1.010
R̂ 1.049(.002) 1.068(.002) 1.068(.004) 1.054(.006) 0.988(.009)
q̂ (Windham) 1.071 1.043 1.038 1.034 1.032

Table 5.4: Monte Carlo relative efficiency between MLqE and MLE for various
sample sizes. Asymptotic bias-adjusted relative efficiency (Adj-Eff) and Windham
criterion are employed for choosing q.

This findings indicate that for smaller samples the asymptotic criterion is too

conservative and it can be further improved. Thus, a last set of simulations was

devoted to investigate whether the choice of q via bootstrap can improve further

the efficiency of MLqE in that situation. Given a grid of distortion parameters q,

we generated Monte Carlo samples from an Exp(1) and for each sample selected

the optimal value of q by minimizing a bootstrap estimate of the mean squared

error based on 250 bootstrap repetitions. The procedure is repeated for n =

15, 25, 35, 50, 75, 150, 250. In Fig. 5.6, we plot the Monte Carlo estimates of the

optimal q chosen via boostrap along with: (i) the true optima, i.e., the values

that minimize the Monte Carlo mean squared error and (ii) optimal q based on

minimization of asymptotic mean squared error. Overall, parametric bootstrap

approximates better the true optima and does sensibly better than the asymptotic

criterion for sample sizes of 25 or larger.

5.6.3 Linear Regression

Regression and prediction problems are among the most important in parametric

statistics. For the computation of regression coefficients, the MLq method requires

a choice of a proper distributional assumption of the error term. In this section,

we consider the model

Y = Xβ + ε, (5.6.1)
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where Y is a univariate response, X is a p-dimensional vector of predictors and ε

is the error term. We consider the case where the residuals are i.i.d. realizations

of ε ∼ N(0, σ2
ε). Given a sample (Yi, Xi), i = 1, . . . , n, in this case the estimating

Eq. (5.3.3) amounts to solve

n∑
i=1

φ(εi;σε, β)

(
n

2
log 2πσ2

ε −
n∑
i=1

ε2i
2σ2

ε

)
= 0, (5.6.2)

where φ(·) is the density of a univariate normal distribution and εi = Yi − Xiβ.

Note that, when the error is assumed to be normal, the MLq estimation task is

represented by simultaneous estimation of both regression coefficients and variance

of the error term. For simplicity, in our simulations we fix σε.

We present a simulation study of the prediction error of MLqE, focusing on the

following aspects:

(i) Sample size and parameter space dimensionality (sparseness);

(ii) Fraction of observations that disagree with the model assumptions (robust-

ness).

All of our experiments are carried out using the following experimental pro-

tocol. First, we set a random seed and initialize the simulations by generating

design points randomly drawn from the unit hypercube [−1, 1]p. The entries of the

true vector of coefficients β are assigned by sampling p points at random in the

interval [−10, 10]. The values of X and β are kept fixed during the simulations.

Then, samples (Yi, Xi), i = 1, . . . , n are generated according to two different model

specifications: (i) clear normal model; (ii) normal model with contamination. The

performance is evaluated by generating B independent out-of-sample observations

and computing the empirical squared error

PE =
1

B

B∑
j=1

(
Y test
j − Y pred

j

)2

, (5.6.3)

where Y pred
j are predicted values depending on the testing obsevations for the

predictors Xtest
j and on the estimates of the coefficients. Next, we present 2 ex-
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periments where we compare the MLqE predictions with other methods. Namely,

we consider: Ordinary Least Squares (OLS), Support Vector Machine (SVM) ε-

regression, ridge regression, L1-regression (or Least Absolute Deviation Regression

(LAD)) and Least Trimmed Square (LTS). The tuning parameters for SVM are

chosen by 5-fold cross validation. For ridge regression, we tune the ridge parameter

using Generalized Cross-Validation (GCV).

n MLqE [q̂] OLS SVM Ridge LAD
25 4.629 0.990 4.628 4.785 4.632 4.654

(0.040) (0.050) (0.043) (0.046) (0.043) (0.043)
p = 2 50 4.292 0.99 4.292 4.369 4.295 4.302

(0.028) (0.050) (0.028) (0.029) (0.028) (0.028)
250 4.031 0.986 4.031 4.046 4.031 4.032

(0.012) (0.040) (0.012) (0.012) (0.012) (0.012)
25 7.171 0.993 7.17 7.697 7.099 7.488

(0.086) (0.010) (0.097) (0.084) (0.098) (0.133)
p = 10 50 5.177 0.995 5.176 5.460 5.172 5.258

(0.037) (0.010) 0.037 (0.040) (0.037) (0.038)
250 4.215 0.994 4.215 4.244 4.214 4.223

(0.015) (0.010) (0.014) (0.014) (0.015) (0.014)

Table 5.5: Clear normal model with ε ∼ N(0, 2). Prediction error over 250 real-
izations for: MLqE with estimates of q, Ordinary Least Squares (OLS), Support
Vector Machines (SVM), Ridge Regression (Ridge), Least Absolute Deviation re-
gression (LAD).

Experiment 1 In our first experiment, we generate data from an uncontam-

inated normal with gaussian error ε ∼ N(0, 2). The size of the testing sample

is B = 250. The distortion parameter for MLqE is computed using criterion in

Eq. (5.5.13). The aim of this experiment is to study the effect of sample size and

number of independent variables on the prediction accuracy, under correct model

specification.

Experiment 2 In the second experiment we study the effect of contamination

by introduction an exogenous distribution. Given 0 < δ < 1, we sample (1 −
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δ)n observations from our usual model Y ∼ N(Xβ, 2) and a smaller number of

obervations δn from a model with different slope Y ∼ N(2Xβ, 2). In Fig. 5.7 (a),

we show a typical realization from a sample of size 100. For this set of experiments

the performance is measured in terms of mean squared error with respect the main

model.
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Figure 5.7: Typical realization of (1− δ)n = 80 observations from Y ∼ N(Xβ, 2)
and δn = 20 observations from the model Y ∼ N(2Xβ, 2)

5.6.4 Discussion

In Table 5.4, we present the results of Experiments 1 and 2, under correct model

specification. When the model assumptions reasonably hold and the sample size is

moderate or large, the performance of the MLqE is similar to that of OLS and Ridge

regression. An exception is the case when a sparse design with n = 25 is small and

p = 10 is considered and q is chosen according to criterion (5.5.13), where ridge

regression slightly improves upon MLqE. When observations are generated from a
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MLqE [q̂] OLS SVM Ridge LAD
δ = 0.2 p = 5 0.420 0.601 2.631 0.640 2.404 0.549

p = 10 0.483 0.660 4.371 0.983 3.547 0.657
δ = 0.4 p = 5 0.664 0.614 10.839 5.485 10.163 10.316

p = 10 2.843 0.641 15.113 13.355 13.141 15.547

Table 5.6: MSE computed using 250 realizations of samples of size 100 from the
contaminated model Y ∼ (1− δ)N(Xβ, 2) + δN(2Xβ, 2). Results for: MLqE with
average estimate of q, Ordinary Least Squares (OLS), Support Vector Machines
(SVM), Ridge Regression (Ridge), Least Absolute Deviation regression (LAD).

well-specified model, the goal of efficiency is prioritized and the empirical bound

characterizing criterion (5.5.13) becomes tight. Values that maximize (5.5.13) tend

to settle in a neighborhood of 1. Recall that for q approaching 1, the MLqE is

actually the OLS. We remark that for all considered sample sizes and parameter

dimensions, the MLqE outperforms sensibly both the SVM regression and LAD.

In Table 5.6 we present results from Experiment 3, showing the effect of per-

turbations applied to the normal noise model. For any portion of “bad data” ,

the MLqE balances the trade-off between robustness and efficiency. Specifically,

the MLqE (i) clearly outperforms nonrobust procedures such as Ridge Regression

and OLS, (ii) in addition it retains enough efficiency to outperform most of other

specifically designed nonrobust methods. When the portion of bad data is small

(δ = 0.2), the MLqE did similarly to robust estimation via LAD . Among the

methods that are not specifically designed for robustness, the SVM appears the

one with best performance, doing better than OLS and Ridge regression.

The results are interesting when we increase the amount of bad data to almost

half (δ = 0.4). The MLqE for q → 1/2 has robustness similar to Helliger distance

estimator yielding a breakdown point of 50%. Therefore it is not surprising that it

can handle well a large fraction of bad data when p = 5. Moreover, unexpectatedly,

in higher dimensions (p = 10) the MLqE still performs well whereas LAD cannot

tolerate so many bad data. Similarly, although the SVM is fairly robust when

δ = 0.2, it clearly falls apart when the portion of outlier increases.
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5.7 Re-weighting algorithm for multivariate nor-

mal

The multivariate normal distribution has the following pdf:

f(x; µ,Σ) =
1

(2π)p/2|Σ|1/2
exp

{
−1

2
(x− µ)′Σ−1(x− µ)

}
, (5.7.1)

where | · | denotes the matrix determinant. The logarithm of the likelihood evalu-

ated at the i-th observation xi is

`i := log f(xi; µ,Σ) = −p
2

log(2π)− 1

2
log(|Σ|)− 1

2
(xi − µ)′Σ−1(xi − µ) (5.7.2)

Define zi = Γxi, 1 ≤ i ≤ n and µ∗ = Γµ, where Γ is such that ΓΣΓ = Λ =

diag(λj). The determinant of Σ can be computed as the product of the latent

roots λj, i.e. |Σ| =
∏p

j=1 λj. Next, note that the last summand in (5.7.2) is

(xi − µ)′Γ′ΓΣ−1Γ′Γ(xi − µ) = (zi − µ∗)′Λ−1(zi − µ∗). (5.7.3)

Thus, we can rewrite (5.7.2) as:

`i = −p
2

log(2π)− 1

2

p∑
j=1

log(λj)−
p∑
j=1

(zij − µ∗j)2

2λj
, (5.7.4)

where µ∗j and zijare j-th elements of µ∗ and zi, respectively. Given a vector of

constants, v′ = (v1, . . . , vn) such that
∑n

i=1 vi = 1, the estimating equations have

the form

n∑
i=1

vi
∂`i
∂µk

=
n∑
i=1

vi
(zik − µ∗j)

λk
, k = 1, . . . , p (5.7.5)

and

n∑
i=1

vi
∂`i
∂λk

= −
n∑
i=1

vi
2λk

+
n∑
i=1

vi
(zik − µ∗j)2

2λk
, k = 1, . . . , p. (5.7.6)
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Equating (5.7.5) and (5.7.6) to zero gives solutions µ̂∗k =
∑n

i=1 vizik and λ̂k =

n−1
∑n

i=1 vi(zik − µ̂∗k)2. Finally, some straightforward algebra shows that the solu-

tions can be written in terms of the untransformed variable xi as

µ̂ =
n∑
i=1

vixi and Σ̂ =
n∑
i=1

vi(xi − µ̂)′(xi − µ̂). (5.7.7)

132



Chapter 6

An application to Extreme

Quantile Estimation in Finance

Estimating financial risk is a critical issue for banks and insurance companies.

Recently, quantile estimation based on Extreme Value Theory (EVT) has found

a successful domain of application in such a context, outperforming other meth-

ods. Given a parametric model provided by EVT, a natural approach is Maximum

Likelihood estimation. Although the resulting estimator is asymptotically efficient,

often the number of observations available to estimate the parameters of the EVT

models is too small to make the large sample property trustworthy. In this chapter,

we study a new estimator of the parameters, the Maximum Lq-Likelihood estima-

tor (MLqE), introduced in Chapter 3. We show that the MLqE outperforms the

standard MLE, when estimating tail probabilities and quantiles of the General-

ized Extreme Value (GEV) and the Generalized Pareto (GP) distributions. First,

we assess the relative efficiency between the the MLqE and the MLE for various

sample sizes, using Monte Carlo simulations. Second, we analyze the performance

of the MLqE for extreme quantile estimation using real-world financial data. The

MLqE is characterized by a distortion parameter q and extends the traditional log-

likelihood maximization procedure. When q → 1, the new estimator approaches

the traditional Maximum Likelihood Estimator (MLE), recovering its desirable

asymptotic properties; when q 6= 1 and the sample size is moderate or small, the

MLqE successfully trades bias for variance, resulting in an overall gain in terms of
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accuracy (Mean Squared Error).

6.1 Introduction

Recent financial crises and new regulations for banks and insurance companies1

have prompted intermediaries to regularly compute statistical tail-related measures

of risk. One of the most popular measures of financial risk is the Value-at-Risk

(VaR), usually defined as the α-th quantile of the distribution of losses (negative

returns). Although the appropriateness of VaR as a risk measure (Artzner et al.,

1999) has been recently questioned, it is still the most widely used for risk manage-

ment, asset allocation and risk-adjusted performance evaluation. Various methods

have been proposed to estimate VaR: historical approach, parametric quantile esti-

mators (e.g., Normal or t-Student parametric models), variance-covariance models

and Monte Carlo methods are the most commonly used techniques. Recently, Ex-

treme Value Theory (EVT) has found extensive application in finance to estimate

tail-related risk measures, as it has been shown to provide estimators that perform

best overall in predicting Value-at-Risk (Brooks et al., 2005; Kuester et al., 2006).

EVT is supported by a sound statistical theory and it relies on the asymptotic

properties of the distributions of sample extrema. Specifically, the two prevailing

parametric approaches for modelling extreme events are the Peaks-Over-Threshold

(POT) and Block Maxima (BM) methods (e.g., Gilli and Kellezi (2006); McNeil

et al. (2005)). The POT method exploits the Generalized Pareto (GP) distribution

for modelling the exceedances over a certain threshold, while the BM method relies

on the Generalized Extreme Value (GEV) distribution to model the maximum

value that a variable takes in a given period of time (block).

Although maximum likelihood is the most popular estimation approach in this

context, mainly due to its asymptotic properties and ease of implementation2, of-

ten the number of observations available to estimate GEV and GP parameters

1Basel II for banks, Solvency II for insurance companies and IFRS 32 and 39 for all financial
companies.

2Other methods include the method of moments, the method of probability-weighted moments
and the elemental percentile method. The reader is referred to Hosking and Wallis (1987),
Grimshaw (1993) and Castillo et al. (1997).
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is too small to guarantee the desirable large sample properties of the Maximum

Likelihood Estimator (MLE); thus, inference might not be trustworthy. Our in-

vestigation aims to address this issue by studying, for the first time in the EVT

context, the performance of a new estimator of the parameters: the Maximum Lq-

Likelihood Estimator (MLqE), recently proposed by Ferrari and Yang (2007). The

MLqE is based on the information measure introduced by Havrda and Charvát

(1967) and generalizes the traditional log-likelihood maximization procedure: it

preserves the desirable asymptotic properties of the traditional MLE, while it al-

lows for a peculiar type of distortion introduced by the extra parameter q, resulting

in a gain in terms of precision (Mean Squared Error) when the sample size is mod-

erate or small.

The objective of this chapter is to study the behavior of the new estimator on

both simulated data and on real-world time series for extreme quantile estimation.

First, we show that the new estimator is more efficient than the standard MLE

when the goal is to estimate the tail probability of the GP and GEV distributions.

The comparison is carried out through Monte Carlo simulations, where the perfor-

mance of the two estimators is evaluated for different choices of the tail probability

and sample size. We show that when the distortion parameter q is properly chosen,

the Mean Squared Error of the MLqE is sensibly smaller than that of MLE. Second,

we focus on extreme quantile estimation, assessing the performance of MLqE on a

financial stock market index for both GEV and GP distributions. The comparison

with the MLE indicates that choices of the distortion parameter q smaller than 1

can dramatically reduce the generalization error.

The chapter is organized as follows. In Section 6.2, we describe the two main

parametric approaches for risk estimation based on EVT; in section 6.3 we intro-

duce the Maximum Lq-Likelihood Estimator. In Section 6.4 we present a Monte

Carlo simulation study to explore the relative efficiency between the MLqE and

the MLE in a finite-sample situation. Section 6.5 describes a hold-out validation

procedure applied to real-world financial data and compares the generalization er-

ror of the new estimator with that of MLE. Finally, in section 6.6 we outline the

conclusions.
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6.2 Extreme Value Theory for tail-related risk

measures

Extreme Value Theory has found numerous applications in various fields (Lazar,

2004), including finance. The reader is referred to Embrechts et al. (1997), and

Reiss and Thomas (1997) for an overview of the main applications in finance, while

a brief description of the two main approaches, namely the Peaks-Over-Threshold

and the Block Maxima, is reported below.

6.2.1 Peaks-Over-Threshold

The POT approach considers exceedances over a certain threshold u. Let {Xi, 1 ≤ i ≤ n}
be a random sample from a distribution F with mean µ and variance σ2. An ex-

ceedance occurs when Xi > u and an excess over u is defined by y = x − u. The

conditional distribution of the exceedances over u, taken at X > u is

Fu(y) = P (X − u ≤ y|X > u) =
F (u+ y)− F (u)

1− F (u)
, y ≥ 0. (6.2.1)

Balkema and de Haan (1974) showed that for a large class of distributions, Fu(y)→
G(y) as u → ∞ where G(y) is a Generalized Pareto (GP) distribution. A repre-

sentation of the GP distribution is

G(y; ξ, σ) =

 1−
(

1 +
ξ

σ
y

)−1/ξ

, ξ 6= 0,

1− exp (−y/σ), ξ = 0,

(6.2.2)

where

y ∈

{
[0,∞) , ξ ≥ 0,

[0,−σ/ξ] , ξ < 0.

The probability density function g is obtained by differentiating with respect to x:

g(x; ξ, σ) =

 σ−1

(
1 + ξ

(x− u)

σ

)−(1/ξ+1)

, ξ 6= 0,

σ−1 exp (−(x− u)/σ), ξ = 0.

(6.2.3)
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The shape parameter ξ can be positive, negative or zero and provides an indication

on the heaviness of the tail. The GP can represent different distributions depending

on the value taken by ξ. In particular, when ξ > 0, we obtain the ordinary

Pareto distribution which is suitable for modelling heavy tailed distributions such

as financial returns. When ξ = 0 and ξ < 0 we have respectively the exponential

and the Pareto II type distributions.

From eq.(6.2.1) one can obtain the following equality for values of x larger than

u:

1− F (x) = (1− F (u))(1− Fu(x− u)). (6.2.4)

Given a sufficiently high threshold value, Fu(x−u) can be estimated using the plug-

in estimate based on GP distribution and F (u) can be estimated using the sample

proportion of observations. Thus, from eq.(6.2.4) one can write the tail estimator

of F (x). Inverting the expression for the tail gives the estimating equation of the

Value-at-Risk3

V̂ aR1−α = u+
σ̂

ξ̂

(
n

Nu

α−ξ̂ − 1

)
, (6.2.5)

where Nu denotes the observed number of exceedances over the threshold u. The

reader is referred to McNeil et al. (2005) for a complete mathematical treatment

of the POT approach for Value-at-Risk estimation.

Note that the asymptotic result poses some applicability constraints. In fact,

the threshold u has to be large in order for the Generalized Pareto approximation

to hold; as a consequence, few exceedances would be left. Thus, if an excessively

high threshold is chosen, the plug-in estimator might be inaccurate with high

variance. Furthermore, the asymptotic properties of the Maximum Likelihood

estimator would hardly hold. Conversely, a low threshold would inevitably induce

bias.

3The Value-at-Risk is usually defined as the α-th quantile of the distribution of losses, or the
negative returns. Namely, VaR1−α := inf{x ∈ < : P (X > x) ≤ α} where X is a real-valued
random variable representing losses or negative returns and 0 ≤ α ≤ 1. Typically, values of
interest for α are 0.05 and 0.01.
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6.2.2 Block Maxima

The BM method models the maximum value that a variable takes in a given

period of time (block). Consider a random variable X with cumulative distribution

function F (x) with mean µ and variance σ2. Let {Yi, 1 ≤ i ≤ n} be a random

sample from the standardized distribution F
(
x−µ
σ

)
and define4

Yn,n = max {Y1, Y2, ..., Yn} .

In addition, let {an;n ≥ 1} and {bn ≥ 0;n ≥ 1} be sequences of numbers such that

P

(
Yn,n − an

bn
≤ x

)
→ G(y), (6.2.6)

as n → ∞ for some nondegenerate distribution G. Fisher and Tippett (1928),

and Gnedenko (1943) showed that G belongs to one of the following three extreme

value distributions:

Gumbel: Λ(y) = exp (− exp (−y)), −∞ ≤ y ≤ ∞

Fréchet: Φ(y;α) =

{
0, y ≤ 0

exp (−y−α), y > 0, α > 0

Weibull: Ψ(y;α) =

{
exp (−(−y)α), y ≤ 0 α > 0

1, y > 0.

Later, Jenkinson (1955) and von Mises (1954) suggested a re-parametrization

of the above expressions by setting ξ = α−1 for the Fréchet distribution and ξ =

−α−1 for the Weibull distribution. Thus, Gumbel, Fréchet and Weibull can be

represented in a unified parametric model, known as the Generalized Extreme

Value distribution (GEV), where ξ represents the shape parameter and gives an

indication about the heaviness of the tail of the distribution.

4We could study as well the minimum rather than the maximum and the results for one of
the two can be immediately transferred using the relationship Y1,n = −max {−Y1,−Y2, ...,−Yn}.
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The following characterization, which includes also the location and scale pa-

rameters µ and σ, is most commonly used:

H(x; ξ, µ, σ) =

{
exp

[
−
(
1 + ξ x−µ

σ

)−1/ξ
]
, if ξ 6= 0, 1 + ξ x−µ

σ
> 0

exp
[
− exp

(
−x−µ

σ

)]
, if ξ = 0.

(6.2.7)

The probability density function is then:

h(x; ξ, µ, σ) =

{
1
σ

(
1 + ξ x−µ

σ

)−1/ξ−1
exp

(
−
(
1 + ξ x−µ

σ

)1/ξ
)

if ξ 6= 0,

1
σ

exp
(
−x−µ

σ

)
exp

(
exp

(
−x−µ

σ

))
, if ξ = 0,

(6.2.8)

with 1 + ξ x−µ
σ

> 0. We remark that the asymptotic results just described only

guarantee that Y is approximately distributed according to a GEV distribution.

Hence, the accuracy of such an approximation relies strongly on the size of the

blocks from which the maxima are computed.

The block maxima approach allows one to compute the so-called return-level,

that is the level expected to be exceeded in one out of the k periods of length n.

Given a block size large enough to hold the GEV approximation, the return level

can be computed by inverting eq.(6.2.7) and thus obtaining

Uk = H−1

(
1− 1

k
; ξ, σ, µ

)
. (6.2.9)

Substituting the parameter estimates, we have

Ûk =


µ̂− σ̂

ξ̂

(
1−

(
− log

(
1− 1

k

))−ξ̂)
, if ξ̂ 6= 0,

µ̂− σ̂ log

(
− log

(
1− 1

k

))
, if ξ̂ = 0.

(6.2.10)

6.3 The Maximum Lq-Likelihood Method

Let f(x; θ0) be the GP density in eq.(6.2.3) or the GEV density in eq.(6.2.8), where

θ0 = (θ01, ..., θ0p) ∈ Θ denotes the vector of parameters to estimate (p=2 for GP

and p=3 for GEV). Given a random sample X1, ..., Xn from f(x; θ0), the Maximum
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Likelihood Estimator is

θ̂n = arg max
θ∈Θ

n∑
i=1

log [f(Xi; θ)]. (6.3.1)

Maximum Likelihood is the standard approach in parametric estimation, mainly

due to the desirable asymptotic properties of consistency, efficiency and normality.

In particular, under some regularity conditions (e.g., see Van der Vaart (1998),

Ferguson (1996) ), we have that
√
n
(
θ̂n − θ0

)
D→ N (0, V ) as n → ∞, where V

represents the inverse of the Fisher information matrix. However, when applying

POT and BM methods, inference based on the asymptotic results of MLE can

be unreliable. Note that in the POT method, an increasingly high threshold u

is needed to guarantee the convergence to the GP distribution. Similarly, in the

BM method, a large block size is necessary in order to hold the GEV distribution

(see sections 2.1 and 2.2). Clearly, if we choose high thresholds or large block

sizes, the number of observations left for parameter estimation is small, making

the asymptotic properties of MLE not trustworthy.

Recently, in order to handle this issue, Ferrari and Yang (2007) introduced an

estimator based on the generalized information measure introduced by Havrda and

Charvát (1967) 5, the Maximum Lq-Likelihood Estimator (MLqE). The MLqE of

θ0 is defined as

θ̃n = arg max
θ∈Θ

n∑
i=1

Lq [f(Xi; θ)] , (6.3.2)

where

Lq(z) =


z1−q − 1

1− q
if q 6= 1,

log z if q = 1.
(6.3.3)

The function Lq represents a Box-Cox transformation in statistics and in other

contexts it is often called deformed logarithm of order q. The estimates of the

5Such information measures, usually called α-order entropies (or q-entropies in physics), which
relaxes the additivity assumption that characterizes Shannon’s information. In recent years α-
order entropies have found successful applications in different fields, such as finance, biomedical
sciences, environmental sciences and linguistics (e.g., see Gell-Mann (2004)).
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parameters are computed by solving the following system of equations:

n∑
i=1

∂

∂θj
Lq [f(Xi; θ)] = 0, j = 1, 2, ..., p. (6.3.4)

When q is a fixed constant, θ̃n belongs to the class of M-estimators. Under some

regularity conditions, such estimators have well known asymptotic proprieties such

as asymptotic normality (e.g., see Van der Vaart (1998) and Huber (1981a)). The

classical regularity requirements concern mainly the smoothness of the objective

function under exam (in this case, Lq [f(x; θ)]) with respect to its parameters and

the boundedness in probability of the third derivative of the objective function in

a neighborhood of θ0.

The MLqE can be considered as a generalization of the traditional MLE. For

values of q arbitrarily close to 1, we have that Lq(·) → log(·) and the MLqE

approaches the classical MLE. However, an advantage is obtained by having q

slightly different from 1: in this situation the MLqE allows trading bias for variance

and provides more accurate estimates when the sample size is small. Chosing q 6= 1

corresponds to assign a different weight to the observations in the sample based

on the rarity of their occurrence. In particular, when q < 1 the role played by

extreme observations, which are the most influential on the estimates, is reduced.

Consequently, when setting q < 1 the variability is reduced by increasing the bias,

which can result in an overall gain in terms of Mean Squared Error, as we shall

see in section 4. Conversely, if q > 1 the role of the observations corresponding to

density values close to zero is accentuated.

The peculiar type of distortion introduced by our estimator allows a gain in

terms of precision (Mean Squared Error) by reducing the variance when both the

sample size and the tail probability to be estimated are small. Conversely, when the

sample size is large, reducing the amount of bias allows for the recovery of a number

of desirable large sample properties such as efficiency and consistency. Hence,

the MLq procedure extends the classic method resulting in a general inferential

procedure that inherits most of the desirable features of traditional maximum

likelihood methods and at the same time gains some new properties that can be
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usefully exploited in ad hoc estimation settings. The following sections report

empirical results supporting the use of such estimator in the EVT framework.

6.4 Finite-sample efficiency of MLqE: Monte Carlo

simulations

In this section, we compare the relative efficiency between the MLqE and the MLE

on simulated data from both GEV and GP distributions6. Our first aim is to

investigate whether the MLqE can outperform, in terms of Mean Squared Error,

the classical MLE when estimating small tail probabilities. The estimates of the

tail probability are obtained by using the so-called plug-in approach, where the

point estimate of the unknown parameter is substituted into the distribution of

interest.

Let F (x; θ) be the cumulative distribution function for either GEV or GP dis-

tributions. The true parameter is denoted by θ0 and the true tail probability by α

(in particular, α = 1−F (x; θ0) if the right tail is considered, and α = F (x; θ0) oth-

erwise). Further, let α̂n and α̃n be the plug-in estimates of α, obtained respectively

via the ML and the MLq methods.

The relative performance of the two estimators is measured by taking the ratio

between the two Mean Squared Errors:

Rn =
MSE (α̂n)

MSE (α̃n)
=
E(α̂n − α)2

E(α̃n − α)2
=

(E(α̂n)− α)2 + V ar(α̂n)

(E(α̃n)− α)2 + V ar(α̃n)
. (6.4.1)

As pointed out by the error decomposition in the above expression, we are inter-

ested in the relative trade-off between bias and variance of the two estimators, for

a given sample size. The simulations are then carried out as follows:

• For any given sample size n, a numberB = 1000 of random samplesX1, ..., Xn

are generated from either GEV or GP with parameter vector θ0.

6The analyses presented in sections 4 and 5 are performed using the statistical computing
envirnoment R (R Development Core Team (2006)). In the routines described we use functions
from the Extreme Value Theory package evir (McNeil and Stephenson (2007)).
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• For each sample, α̂n,b and α̃n,b, b = 1, ..., B, the ML and MLq estimates of

the tail probability α are obtained. The estimates of the parameters for both

estimators are computed by solving numerically the Lq-likelihood equations

(6.3.4). The optimization is performed by using a variable metric algorithm

(e.g., see Givens and Hoeting (2005)), where the MLE estimates θ̂n,b are

chosen as starting values.

• Finally, the relative performance between the two estimators is evaluated by

the ratio

R̂n =
µ̂

µ̃
=

∑B
k=1(α̂n,k − α)2/B∑B
k=1(α̃n,k − α)2/B

where µ̂ and µ̃ represent the Monte Carlo estimates of the Mean Squared

Error for MLE and MLqE, respectively. Furthermore, the standard error of

R̂n is computed via the multivariate Delta Method as

se
(
R̂n

)
= B−1/2

(
σ̂11

µ̃2
− 2σ̂12

µ̂

µ̃3
+ σ̂22

µ̂2

µ̃4

)1/2

(6.4.2)

where σ̂11, σ̂22 and σ̂12 denote respectively the Monte Carlo estimates for the

variances and the covariance of the squared errors (see Appendix 1 for the

details of the calculation).

The procedure described above is repeated for several samples sizes (ranging

from 5 to 200) and different choices of the true tail probability α and the distor-

tion parameter q. The simulations discussed in the remainder of this section are

obtained by sampling from a GEV distribution with parameters

θ0 = (ξ0, µ0, σ0) = (0.1, 0.05, 0.015),

and from a GP distribution with parameters

θ0 = (ξ0, σ0) = (0.5, 1).

We remark that the parameter values7 are chosen to be similar in size to the esti-

mates for various stock indexes computed by Gilli and Kellezi (2006) and McNeil

7The value of the shape parameter ξ, which determines heaviness of the tail, is critical for
both GEV and GP distributions. Since financial returns are usually heavy tailed distributions
Cont (2001), they can be suitably represented by considering ξ > 0.
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et al. (2005) using the traditional ML method. Nevertheless, we also performed

simulations using other parameter settings, obtaining similar results.

Fig. 6.1 and 6.2 show the results for the GP distribution. In particular, Fig.

6.1 shows the performance of the MLqE when q is 0.94 for different values of the

tail probability α. For small and moderate sample sizes, we have that R̂n > 1 and

the MLqE is clearly more accurate than MLE. From Fig 6.2, one can see that MLq

estimates are more precise not only for small but even for larger sample sizes (up

to 200). Moreover, for a given tail probability the gain is more accentuated when

q is smaller.

Figure 6.1: GP distribution. Monte Carlo Mean Squared Error ratio computed
from B = 1000 samples of size n, for α = 0.05, 0.01, 0.005 and q = 0.94. The
dashed lines represent 95% confidence bands for the case when α = 0.05.

Fig. 6.3 and 6.4 present the case of the GEV distribution. Similarly to the GP

distribution, Fig. 6.3 points out that MLqE is more accurate than the MLE for

moderate or small sample sizes. Moreover, the gain appears to be more evident

for smaller values of α. Actually, note that when α is 0.05, the MLqE outperforms

the MLE in accuracy only for sample sizes smaller than 80, while this is not the

case when α equal to 0.01. In figure 4 we can see that the relative performance
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of MLqE versus MLE improves when the tail size becomes smaller (α = 0.005)

and the parameter q decreases from 0.95 to 0.93. Recall that decreasing the dis-

tortion parameter q is equivalent to downweighting extreme observations that can

be dramatically influential on the accuracy of the estimates when the size of α is

small.

Figure 6.2: GP distribution. Monte Carlo Mean Squared Error ratio computed
from B = 1000 samples of size n, for various values of the distortion parameter
(q = 0.94, 0.96, 0.98) and true tail probability α = 0.01.

In general, if q is fixed, it is important to note that as the sample size gets

larger, the bias component of the error becomes more relevant than the variance

component and the MLE will always tend to dominate MLqE due to its asymptotic

properties. This observation has suggested that a value of q closer to 1 should be

preferred when the sample size increases.

6.5 Forecasting financial empirical quantiles

The simulation results have encouraged a further investigation on real-world fi-

nancial data, where Extreme Value Theory plays a crucial role in forecasting the
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empirical quantiles. The analyses presented in the following sections have been

carried out on publicly available financial data8: the daily log-returns of the Stan-

dard & Poor’s 500 index (S&P500) from January 1960 to June 1993. Extreme

value analysis on these data set has been previously discussed in literature (e.g.,

see McNeil and Frey (2000), and Knight et al. (2003)). The summary statistics for

this data set are given in table 1. A plot of the time series is provided in figure 5.

Figure 6.3: GEV distribution. Monte Carlo Mean Squared Error ratio computed
from B = 1000 samples of size n, for two values of the true tail probability (α =
0.01, 0.05) and distortion parameter q = 0.95. The dashed lines represent 95%
confidence bands.

Sample Size Min Max Mean St.Dev. Skewness Kurtosis
8414 -20.388 9.099 0.028 0.871 -1.510 44.300

Table 6.1: Descriptive statistics of the log-return series of S&P500 index.

This data set presents features that commonly characterize the distribution of

financial log-returns. In particular, note that the distribution of returns for the

S&P500 index is remarkably skewed with large kurtosis. In the remainder of this

8http://www.ma.hw.ac.uk/ mcneil/data.html
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Figure 6.4: GEV distribution. Monte Carlo Mean Squared Error ratio computed
from B = 1000 samples of size n, for two values of the distortion parameter
(q = 0.93, 0.95) and true tail probability α = 0.005. The dashed lines represent
95% confidence bands for the case when q = 0.95.

section we consider the commonly employed hold-out procedure to estimate the

generalization error of the estimates. We use such a measure to (i) compare the

relative performance between MLqE and MLE when predicting empirical quan-

tiles of one of the extreme value distributions (GEV or GP) and (ii) study the

performance of MLqE, relatively to the tail size α and the distortion parameter q.

6.5.1 Hold-out validation procedure

The comparison between the MLqE and the MLE is carried out using an estimate

of the generalization error (Hastie et al. (2001)), obtained via a repeated hold-out

procedure. First, from the original dataset of the log-returns we take the block

maxima (for the BM model) or the exceedances over a certain threshold (for the

POT model). Then, on the filtered data, the following steps are performed:
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Figure 6.5: Daily returns of the S&P500 index.

(i) The data are randomly divided into a training set of size n(tr) and a testing

set of size n(ts) = n − n(tr), where n is the size of the filtered sample. The

training and testing samples are chosen such that n(ts) = n(tr).

(ii) The ML and MLq estimates of the quantile τ , denoted by τ̂ (tr), are computed

from the training set.

(iii) The sample quantile, t(ts), is computed from the testing set.

Steps (i),(ii) and (iii) are repeated for B = 500 times and then the performance of

the estimator is evaluated by

Ẽ = B−1

B∑
b=1

(
τ̂

(tr)
b − t(ts)b

)2

. (6.5.1)

Finally, the standard error of Ẽ is calculated using nonparametric bootstrap, based

on 2000 replications. The analysis is carried out for both left and right tails of the

distributions of returns.
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6.5.2 Empirical results on financial data

In the filtering phase, 100 observations are extracted from the S&P500 log-return

time series. In the BM model, the original sample is divided in n = 100 blocks,

obtaining a block size reasonably large in order for the GEV asymptotic approxi-

mation to apply (e.g., see Gilli and Kellezi (2006)). In the POT model, although

some data driven procedures have been proposed (Lazar, 2004), there seems to be

no universal agreement on the choice of the threshold value to employ. However,

Monte Carlo studies (McNeil and Frey, 2000) have shown that for heavy tailed

distributions a threshold corresponding to about n = 100 exceedances performs

well in terms of Mean Squared Error9.

Tables 6.2 and 6.3 report the empirical results for the BM and POT approaches,

for different quantiles and choices of the distortion parameter. Column 3 and 5

report the generalization error Ẽ for the left tail and the right tail, while columns

4 and 6 report the percent gain (or loss) in terms of prediction error of the MLqE

over that of MLE. The results for the MLE are reported in the row corresponding

to q = 1, since the two estimators are the same for such a value.

For the BM method, a substantial improvement is obtained when q < 1. In all

the cases, the improvement is relevant when the distortion parameter decreases to

q = 0.95. Furthermore, we notice that the gain deriving from the MLq method is

more evident on the left tail, which is usually of major interest in risk analysis as it

represents the losses. Actually, it is known that equity times series usually show a

loss/gain asymmetry (Cont, 2001) with left-skewed distributions, as shown in Table

6.1 for the data sets under examination. Finally, as expected, as the distortion

parameter approaches 1, the usual MLE is recovered and the performance of the

two estimators becomes similar.

Table 6.3 shows the results corresponding to the POT method. The analysis on

the left tail confirms the considerations previously discussed for the BM method.

However, the performance on the right tail shows only little or no improvement

with respect the standard approach, when considering the 90th percentile. Nev-

ertheless, the analysis clearly points out that the MLqE can be considered as a

9This choice is also confirmed by preliminary exploratory analyses carried out by using the
graphical tools contained in the R package POT (Ribatet, 2006).
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valid alternative to the MLE when computing the value at risk of financial losses,

especially if interested in estimating extreme quantiles.

For the right tail, our results show that the MLqE performs better in the case of

the Block Maxima method. However, in the case of the left tail we cannot conclude

the same, as the estimated error for MLqE is smaller for the POT model when the

95th percentile is considered. The behavior observed for the right tail is due to both

the filtering method (block maxima vs thresholding) and the characteristics of the

empirical distribution of the filtered data. Financial times series are characterized

by an asymmetric behavior of gains and losses. Typically, one observes large

drawdowns in stock prices but not equally large upward movements. The right tail

of the empirical distribution is usually lighter than the left one (Cont 2001), as it

is the case in our data. Consequently, in the POT method, the variability of the

exceedances over the given threshold is smaller and the fitted GP distribution is less

spread out. In such a case, we observe little gain from distorting the logarithmic

loss function, as shown in Tables 2 and 3.

Percentile q Left Tail Right Tail

Ẽ % Gain Ẽ % Gain

1.000 0.3836(0.0332) / 0.2759(0.0248) /
90th 0.995 0.3642(0.0320) 5.3155 0.2716(0.0244) 1.5981

0.975 0.2981(0.0273) 28.6603 0.2565(0.0227) 7.5647
0.950 0.2373(0.0231) 61.6476 0.2429(0.0210) 13.5677

1.000 1.3706(0.1135) / 0.5583(0.0531) /
95th 0.995 1.3213(0.1128) 3.7305 0.5449(0.0523) 2.4618

0.975 1.1594(0.1025) 18.2168 0.4971(0.0478) 12.3238
0.950 1.0239(0.0953) 33.8575 0.4505(0.0432) 23.9352

Table 6.2: Block Maxima method. The squared error, Ẽ , is computed for q =
1, 0.995, 0.975 and 0.95 (where q = 1 corresponds to the MLE) and considering two

choices of the tail size. In parenthesis, the bootstrap standard error of Ẽ , computed
from 2000 replicates. The percent gain is computed as (ẼMLE/ẼMLqE − 1)× 100.
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Percentile q Left Tail Right Tail

Ẽ % Gain Ẽ % Gain

1.000 1.4190(0.1307) / 0.522(0.0622) /
90th 0.995 1.3627(0.1277) 4.1327 0.522(0.0618) 0.0094

0.975 1.1630(0.1107) 22.0158 0.5233(0.0623) -0.2430
0.950 0.9671(0.0933) 46.7225 0.5285(0.0631) -1.2296

1.000 7.0898(0.6909) / 1.7555(0.2685) /
95th 0.995 6.7981(0.6763) 4.2903 1.7452(0.2666) 0.5887

0.975 5.7576(0.5813) 23.1364 1.7103(0.2757) 2.6421
0.950 4.7161(0.4806) 50.3295 1.6814(0.2883) 4.4060

Table 6.3: Peaks-Over-Threshold method. Squared error, Ẽ , for q = 1, .995, .975
and .95 (when q = 1 we are computing the MLE) and two choices of the tail size.

In parenthesis, the bootstrap standard error of Ẽ , computed from 2000 replicates.
The percent gain is computed as (ẼMLE/ẼMLqE − 1)× 100.

6.6 Discussion and Final Remarks

In this chapter, we have shown that the MLqE can be a valid alternative to the

classical MLE when estimating a small tail probability or a large quantile in the

context of Extreme Value Theory. The MLqE can be regarded as a natural ex-

tension of the classical MLE. Specifically, the distortion parameter q adjusts the

relative weight of the information provided by each observation in the sample. If

q is close to 1, the estimator preserves the large sample properties of the MLE,

while for q 6= 1 the trade-off between bias and variance is modified, producing

an overall gain in terms of accuracy (Mean Squared Error) when the sample size

and/or the tail probability to estimate are small. Such settings are typical in fi-

nance, where the attention is often on estimating very small probabilities with a

small number of extrema. Although we have considered the MLqE for the specific

purpose of Extreme Value Theory estimation, this stream of research seems to be

very promising, due to the considerable flexibility of the new estimator to many
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classical estimation settings and its finite-sample variance reduction properties.

The simulation study has pointed out that the MLqE is more accurate than MLE

in estimating tail probabilities for GEV and GP distributions for relatively small

and moderate sample sizes. The gain from the MLqE appears to be more re-

markable when the target tail probability is smaller. When the sample size is too

large relative to the choice of the distortion parameter q, the bias component plays

an increasingly relevant role and eventually we observe that the MLqE decreases

its accuracy. This indicates that the distortion parameter should approach 1 as

the sample size increases in order to preserve the efficiency gain. In addition,

smaller values of the distortion parameter q enhance the accuracy attainable in

small sample situations by reducing the role played by extreme (and more influen-

tial) observations. The findings from the simulation study are also confirmed by

the empirical analysis on financial data. We show that for more extreme target

quantiles, the MLqE achieves a superior performance in terms of generalization

error, when the distortion parameter q is chosen to be smaller than 1.

Even if the arbitrariness of the choice of q could be one of the main criticisms of

the new method, we believe that the main strength of the MLqE is the flexibility

gained from the choice of such a parameter. Further work is needed on this issue.

Currently, two research directions are under investigation on the choice of q: (i)

theoretical derivation of optimal values of q based on asymptotic theory, and (ii)

data-driven regularization procedures such as cross-validation.

Delta Method Calculation

Consider α, α̂n,b and α̃n,b defined as in Section 6.3. Moreover, let xB = B−1
∑B

b=1(α̂n,b−
α)2 and yB = B−1

∑B
b=1(α̃n,b − α)2. By the central limit theorem, for large values

of B we have that

√
B

[
xB

yB

]
D→ N

(
µ =

(
µ1

µ2

)
,Σ =

(
σ11 σ12

σ21 σ22

))
, (6.6.1)

where µ1 = MSE (α̂n) and µ2 = MSE (α̃n). We are interested in the limiting

distribution of g(xB, yB) = xB/yB when B → ∞. By the Delta Method (e.g., see
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Ferguson (1996)) we have that

√
B g(xB, yB)

D→ N
(
g(µ),∇g(µ)TΣ ∇g(µ)

)
, as B →∞ (6.6.2)

where ∇g(·) is the gradient vector. In this case we have that

∇g(µ)T =

(
∂

∂µ1

g(µ),
∂

∂µ2

g(µ)

)T
=

(
1

µ1

,−µ1

µ2
2

)
, (6.6.3)

and

∇g(µ)TΣ ∇g(µ) =

(
1

µ1

,−µ1

µ2
2

)(
σ11 σ12

σ21 σ22

)(
1/µ1

−µ1/µ
2
2

)

=
σ11

µ2
2

− 2σ12
µ1

µ3
2

+ σ22
µ2

1

µ4
2

.

Therefore, we obtained that

√
B

(
xB
yB

)
D→ N

(
µ1

µ2

,
σ11

µ2
2

− 2σ12
µ1

µ3
2

+ σ22
µ2

1

µ4
2

)
, as B →∞. (6.6.4)
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Chapter 7

Discussion and areas for future

research

7.1 Conclusions

In statistics, a large number of inferential techniques rely, often implicitly, on the

notion of information introduced by Shannon (1948) and on its companion diver-

gence measure, the KL divergence (Kullback and Leibler, 1951). The underlying

idea of our work is that inferential procedures based on measures of information

that generalize the postulates of Shannon entropy can bring novel statistical prop-

erties. In particular, we consider the information measure proposed by Havrda and

Charvát (1967) and studied later by Tsallis in thermodynamics (e.g., see Tsallis

(1988); Tsallis et al. (1998)), which relaxes the postulate of strong additivity of

Shannon entropy. The assumption of strong additivity is critical as it shapes com-

pletely the logarithmic form of Shannon entropy (see Chapter 2, Theorem 2.1.1).

Our primary aim is to gain more understanding on how dropping strong additiv-

ity can be exploited in statistical inference. In this thesis, we begin to explore these

issues within a standard parametric framework. We introduced the Maximum Lq-

Likelihood method, a novel estimation procedure based on the empirical version

of the Havrda-Charvát-Tsallis entropy. The behavior of the resulting estimator

– the MLqE – has been analyzed using asymptotic theory, numerical simulations
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and real data. In what follows, we discuss our findings on the properties of the

MLqE keeping in mind three main aspects: (i) efficiency; (ii) robustness and (iii)

dimensionality of the parameter space.

7.1.1 Efficiency and the trade-off between bias and vari-

ance

In Chapter 3, we examined the MLqE in the context of exponential families for

estimating parameters, tail probabilities and quantiles. The latter two tasks are

carried out using the plug-in approach.

One important finding from our study is the connection between sample size

and the distortion parameter q. In our asymptotic calculations, we explicitly take

into account such a relationship and consider q as a sequence depending on n (see

Chapter 3). For estimating the parameters, when qn → 1, the asymptotic variance

of MLqE is shown to be equivalent to that of MLE. However, if we properly choose

a (deterministic) q, a benefit from variance reduction by introducing a small bias

is observed. When the sample size is small or moderate, the MLqE actually trades

bias for variance, obtaining an overall reduction of the MSE, sometimes dramat-

ically. When the sample size is large and q tends to 1, a necessary and sufficient

condition to ensure a proper asymptotic normality and efficiency of MLqE is es-

tablished. For estimating the tail probability, we studied explicitly the relationship

between the size of the probability to be estimated and the distortion parameter,

showing that for a proper choice of q the variance of MLqE can be much smaller

than that of MLE.

The behavior of the MLqE for finite samples is explored using Monte Carlo

simulations for various settings including: multivariate normal, GLMs with co-

variates and exponential tail probability estimation. When estimating the model

parameters, in all the situations we observe a relationship between q and the sam-

ple size. In particular, we see a clear improvement in terms of MSE with respect

to the classical MLE, due to variance reduction. Moreover, when considering a

multivariate parameter space, the ratio of the mean square error of the MLE over

that of MLqE increases with the number of parameters. Often, the magnitude of
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the improvements is large and good performances are obtained in presence of high

dimensionality and small sample size n.

Finally, it is important to remark that the reduction of MSE given by the MLqE

does not apply indistinctly to all parametric functions. In some cases, the perfor-

mance does not improve over the MLE. An example is the multivariate normal

distribution, where a remarkable gain in accuracy is obtained when estimating the

covariance matrix, but little change with respect the MLE is observed for the mean

vector.

On the distortion parameter q. Clearly, the choice of qn is important as it

determines the finite sample performance of MLqE. When the focus is on estimating

the parameters in an exponential family, we found that |qn − 1|n1/2 → 0 gives the

“right” asymptotic normality. In our examples and simulations, choices of qn with

|1− qn| between 1/n and 1/
√
n usually are seen to produce improvements over the

MLE. However, typically only one direction of distortion (i.e., q > 1 or q < 1) can

reduce the variance (and improve the MSE). For a given family, the expression of

the asymptotic variance of the estimator can be used to find the right direction

of distortion. For tail probability estimation, the optimal choice of qn does not

appear to be a characteristic of the family, but it depends on the function to be

estimated. This is clear in our example about the exponential distribution where

for the tail q needs to be smaller than one, whereas for estimating the parameter

itself we need q > 1.

7.1.2 Robustness

In Chapter 5, we focus on the case where q is fixed and give an asymptotic theory

to general classes of parametric distributions. In particular, using tools from M-

estimation theory, we give results of convergence in probability and in distribution

for the MLqE, providing expressions for the asymptotic variance. Within that

framework, we examined the situation where the assumed model is affected by

outlying observations.

The nature of the MLqE in this situation is best understood by studying its

relationship with other familiar divergence measures usually employed in robust
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estimation. Actually, we observed that computing the MLqE minimizes the dis-

crepancy between the empirical distribution of the data and a target distribution

by means of the general family of divergences indexed by the parameter q, some-

times referred to as power divergences (Cressie and Read, 1984). For special values

of q, the power divergence is: (i) KL divergence (q → 1), (ii) Hellinger distance

(q = 1/2) and (iii) Pearson’s Chi-Square divergence (q = 2). The first corresponds

to maximum likelihood estimation, whereas the latter two are often employed for

robust inference.

The MLqE exhibits strong performance in presence of perturbations with re-

spect to the assumed model, conditional on a proper choice of the distortion pa-

rameter. Furthermore, this is usually achieved with little loss in efficiency. In

this context, q serves for tuning the trade-off between robustness and efficiency.

For fixed q, the methodology can be regarded as a robust extension of maximum

likelihood estimation for which q → 1. Choices of q near 1 afford considerable

robustness while retaining efficiency close to that of maximum likelihood. In this

sense, our method shares some of the strengths of other methods such as the

Density Power Divergence estimator (DPDE) of Basu et al. (1998). However,

whereas the MLqE provides a smooth bridge between Hellinger distance and KL

divergence minimization, the DPDE provides a continuum between `2-norm and

KL-divergence.

In our approach, we put forward an important innovation over other commonly

used divergence-based estimators, such as the Hellinger distance estimator. For

continuous models, Beran’s minimum Hellinger distance estimator (Beran, 1977)

and other similar methodologies (Lindsay, 1994; Bhandari et al., 2006), involve

some degree of nonparametric analysis, with all the complications related to band-

width selection. In higher dimensions, the bandwidth choice becomes troublesome

with serious consequences on the reliability of the estimates. Instead, our method

is shown to rely exclusively on the empirical distribution of the data avoiding the

need of approximating the “true density” by a nonparametric smoothed version.
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7.1.3 Computational aspects

Besides the appealing features related to variance reduction, our methodology has

a relevant perk: an easy-to-implement and fast algorithm is readily available for

computing the estimates (Chapter 5). Recall that the estimating equations are

simply obtained by replacing the logarithm of log-likelihood function in the usual

maximum likelihood procedure by the distorted logarithm Lq(u) = (u1−q−1)/(1−
q). Clearly, the solution of the resulting estimating equations can be nontrivial

due to nonlinearity. This issue is crucial when dealing with more complex multi-

parameter models.

However, the computational complexity can be considerably reduced by ob-

serving that the estimation equations are just a weighted version of the familiar

score function, with weights dependent on the parameters (see Chapters 3 and 5).

Based on this observation, we suggested an algorithm relying on a straightforward

re-weighting strategy. The steps of the algorithm sometimes reduce to a simple

variable transformation, depending on the weights. In all the considered applica-

tions, the algorithm performed extremely well and usually achieved convergence

in a few steps. This is due to the fact that when the empirical distribution of the

data is close to the true model, the algorithm is approximately linear.

From this perspective, we found points of contact with other techniques such

as the robustification method introduced by Windham (1995), the empirical model

tilting of Choi et al. (2000) or the bias-correction to maximum likelihood of Firth

(1993).

7.2 Current work, possible developments and open

problems

In the rest of the chapter, we consider an application of the MLqE in finance,

which is currently under development. Next, we present a set of research questions

closely related to this thesis and currently under investigation mainly concerning:

(i) criteria for the choice of q and (ii) approximations to the bias/variance and to

the distribution of MLqE.
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7.2.1 An application of MLqE currently under study

The bottom line in many financial analyses is the basic issue of modeling a set of

multivariate data. In many situations the data are characterized by their fat tails

containing some proportion of extreme observations. The MLq methodology is apt

to capture these main characteristics, and to provide a good fit for the bulk of the

data. The weights computed by the re-weighting strategy presented in Chapter

5 provide useful information about the probability of the occurrence of atypical

observations.

Consider a vector of returns of p risky assets XT = (X1, . . . , Xp), following a

multivariate distribution with mean vector µ and covariance matrix Σ. A portfolio

is defined as random variable Y = w′X, where w is a p-dimensional vector of real

numbers such that
∑p

j=1wj = 1, to be called the investment strategy. Clearly, Y

has mean w′µ and covariance matrix w′Σw. Given observations of the random

vector X, we are interested in selecting an investment strategy that balances the

trade-off between the mean and the variance of the portfolio. The goal is usually

stated in terms the following constrained optimization problem:

arg max
w∈Rp

{
γ−1w′µ̂−w′Σ̂w

}
, subject to

p∑
j=1

wj = 1, (7.2.1)

where µ̂ and Σ̂ are MLqE estimates of the true mean vector and covariance matrix

and γ > 0 is the risk aversion constant. Thus, the estimation procedure involves

two stages: (i) estimation of the parameters and (ii) computing optimal weights.

Note that if γ →∞ (infinite risk aversion), the above minimization task is equiva-

lent to the minimization of the covariance matrix, subject to the constraints on the

weights. Tipically, observations of X are assumed to be independently drawn from

one model of reference ( the multivariate normal model is the standard choice).

In this context, we expect the MLqE to be appealing and produce significant

improvements with respect to other robust techniques commonly employed in fi-

nance. In particular, we believe that our approach can produce significant advan-

tages when p is large and where methods such as Hellinger distance estimation can

fail due to the complexity of the choice of the bandwidth selection.
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7.2.2 Finite sample size and criteria for selecting q

Although we gained insight on the role of q and outlined possible criteria for

its choice in various estimation settings, more work is needed in this direction.

In particular, it is our feeling that a more in-depth theoretical analysis of the

connection between q and the sample size is desirable. In general, for the choice

of q, we must distinguish the following scenarios:

(i) Estimation of the parameters with no outliers.

(ii) Estimation of tail probability or quantiles with no outliers.

(iii) Estimation of the parameters and tail probabilty in presence of outliers.

For (i) and (ii), an accurate tuning of the distortion parameter is a key issue:

a good criterion can lead to the MLqE outperforming the MLE. We found that

relying on large sample approximations can be a reasonable strategy. Choices of q

based on first-order approximations lead to minimization of the asymptotic MSE.

Our simulations and analyses of real data showed that this choice is reasonable

even for small samples and but yet is still rather conservative. Certainly, room for

improvement is available in this direction.

In case (iii), the choice of q does not need to necessarily rely on delicate asymp-

totics as for (i) and (ii). In presence of outliers, the issues related to efficiency

must be considered at a more coarse-grained level. In Chapter 5 it is seen that

even a criterion based on a rough empirical upper bound for relative efficiency

works reasonably well. In this context, a more important contribution may be

given by a thorough understanding of the relationship between power divergences

and the MLqE and in particular by studying the role of the MLqE corrected for

its asymptotic bias.

We believe that the following research lines can be helpful for constructing new

criteria for the choice of q: (a) higher-order approximations to the asymptotic

distribution of the MLqE (or at least to its moments) and (b) finite-sample ap-

proximation of bias and variance. Currently, part of our efforts is directed towards

studying higher-order asymptotic approximations of bias, variance and distribution

of MLqE. In this context, we found that an extremely powerful tool is represented
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by the class of saddle-point methods. More insight about this topic and its possible

consequences on our research will be provided in the next paragraph.

Higher-order approximations. When q is a sequence depending on n, our

asymptotic calculations have shown that the asymptotic variance of MLqE is equiv-

alent to that of MLE. However, all of our numerical results indicate that, for small

samples, the accuracy of the MLqE is superior. In order to fill this gap, the de-

velopment of higher-order asymptotics for the MLqE will be valuable. In this

direction, approximations based on the saddle-point method are powerful tools for

obtaining accurate expressions for densities and distribution functions.

Saddlepoint methods have been used for approximating the density of the sam-

ple mean of i.i.d. random variables and for approximating the density of the MLE

in exponential families (see Barndorff-Nielsen (1983); Barndorff-Nielsen and Cox

(1994) or Field and Ronchetti (1990) ). For example, the approximated density

of the MLE for i.i.d. observations generated from a distribution with univariate

parameter θ0 is:

fn(θ̂n|θ0) ≈

(
nA′′(θ̂n)

2π

)1/2

exp
{

(θ0 − θ̂n)B(θ̂n)− n[A(θ0)− A(θ̂n)]
}
, (7.2.2)

where B is the sufficient statistic B =
∑

i b(Xi) and A is the cumulant generat-

ing function as defined in Chapter 3. The saddle point method yields extremely

accurate approximations, with error up to order n−1, uniformly. The error can

be further improved to be of order n−3/2 when a proper normalization is applied

the approximated density (Field and Ronchetti, 1990). In Fig. 7.1, we show the

approximated distribution of a MLE for the rate of an exponential distribution.

The exact distribution is also plotted for comparison. When n = 5 the exact and

approximated curves are practically identical.

General results have been obtained for M-estimation, which can prove to be

helpful for the case of MLqE. In that context, saddlepoint approximation have been

investigated by Hampel (1973), Field and Hampel (1982), and Daniels (1997). Sup-

pose that X1, . . . , Xn are independent and identically distributed random vectors

with common distribution function and that we are interested in the density fn
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Figure 7.1: Saddle point approximation of the density of the MLE of the rate
of an Exp(1). The exact distribution of the MLE (dashed lines) is plotted for
comparison.

of a statistic Tn ∈ Rp, p ≥ 2, which satisfies the system of equations of the form∑
i=1 ψ(Xi, Tn) = 0. Field (1982) gave a formula for the the saddlepoint approxi-

mation of fn, say ĝn, showing that under certain regularity condition

fn = gn(1 +O(n−1)), as n→∞. (7.2.3)

As for the MLE, also in this more general case, considering a normalized version

of gn can improve the above approximation to be of order n−3/2.

Finite sample approximations. Another useful line of research is represented

by working on accurate approximations of finite sample variance/bias of MLqE.

Currently, finite sample approximations for M-estimators appears to be a rather

challenging topic. However, useful tools can by provided by the advances in em-

pirical process theory (see e.g., Pollard (1990); Van der Vaart and Wellner (1996);

Koul and Koul (2002) ). Possibly, recent understanding of the behavior of the em-

pirical measure for finite sample sizes may help to derive reliable approximations

to the finite sample bias and variance of the MLqE.

An other important consideration for both small sample approximations and

asymptotic derivation regards the specific form of the variance of the MLqE com-
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pared to that of MLE. In all our examples, we observed that the ratio between the

two is a function of q that does not dependent on the true value of parameters. We

feel that this issue deserves a more detailed treatment and general results for both

n→∞ and finite samples will be valuable. In particular, if we had reason to say

that this fact holds true even in finite samples, for a given family of distributions,

q could be computed numerically simply by Monte Carlo simulations.

Finally, although in this chapter we focused on the specific problem of the

choice of q, there are other new streams of research that can naturally derive

from our work. For instance, at its current state the methodology requires dis-

tributional specifications. An interesting development of the estimation method

can be obtained by considering a nonparametric Lq-likelihood function that does

not rely on distributional assumptions, but otherwise analogous to its parametric

counterpart. For instance, similarly to Owen (1990, 1991, 2001), one can consider

optimizing the empirical Lq-likelihood function subject to moment conditions. In

a different direction, a research ideas can be obtained by using the q-entropy for

modeling general dependence structures in a dataset. In this sense, for example,

the q-entropy can be employed for developing measures for testing independence.

The statistical usage of generalized information measures opens a number of

interesting and challenging problems. Hopefully, the methodology proposed in this

work can act as a catalyst for new understanding of the implications that general

characterization of information have on statistical inference.
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